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Abstract
One of the main reasons for cancer recurrence after operation is deficient surgical
margin clearance. The surgical margin assessment could be improved if the whole
surgical margin could be analysed intraoperatively. This master’s thesis is part of a
project that aims to develop an automatic tissue analysis system, where the type of
the tissue is identified in real time from surgical smoke produced by electrosurgery
and the cancerous tissue can be removed completely during the operation.

The chemical composition of the surgical smoke depends on the tissue type,
which enables tissue identification based on the surgical smoke. A diathermic blade
cuts tissue by burning it with electrical current, and the produced surgical smoke is
conducted into a measuring device. The device measures properties of the smoke
components with differential mobility spectrometry (DMS) technique, outputting
a set of spectra. This matrix form data can also be represented as images, and
the variation of the measurement patterns the image based on measured sample is
visible for human eye. However, it is not yet possible to interpret the dispersion
image without artificial intelligence. In this thesis, a popular image recognition
technique called convolutional neural networks (CNN) is used to classify the DMS
measurements by tissue type.

The CNN classifier trained within the framework of this thesis was able to
distinguish breast tumour tissue from healthy breast tissue with 90% accuracy,
exceeding previous results (87%) on the same data with a linear discriminant analysis
classifier. The results demonstrate that convolutional neural networks can be reliably
used to classify tissue samples from surgical smoke without any preprocessing of
the DMS data, and training the classifier is possible even with a small dataset of
only a few hundred measurements. Even though further research is required due to
limited amount of data in this thesis, convolutional neural networks are a promising
new method for DMS data analytics. Real-time surgical margin assessment with
the automatic tissue analysis system utilizing CNNs could save cancer patients from
unnecessary re-operations in the future.
Keywords surgical margin, cancer recurrence, diathermy, surgical smoke, differential

mobility spectrometry, machine learning, artificial neural networks,
convolutional neural networks, image recognition, classification
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Tiivistelmä
Yksi suurimmista syistä syövän uusiutumiseen leikkauksen jälkeen on puutteellinen
tervekudosmarginaalin määritys. Kudosmarginaalin määritystä voitaisiin parantaa,
jos koko marginaalialuetta voitaisiin tutkia suoraan leikkauksen aikana. Tämä diplo-
mityö on osa projektia, jonka tavoitteena on kehittää automaattinen kudoksentun-
nistusjärjestelmä, jossa leikattavan kudoksen tyyppi tunnistetaan reaaliaikaisesti
sähkökirurgisesti syntyneestä leikkaussavusta, jotta syöpäkudos voitaisiin poistaa
kokonaisuudessaan tarkemmin leikkauksessa.

Leikkaussavun kemiallinen koostumus riippuu kudostyypistä, mikä mahdollis-
taa kudoksen tunnistamisen savun perusteella. Diatermiaveitsi leikkaa kudosta
polttamalla sitä sähkövirran avulla, ja polttamisen yhteydessä haihtuva savu joh-
detaan mittalaitteeseen. Mittalaite tuottaa savusta dispersiokuvan differentiaali-
ioniliikkuvuusspektrometrian (DMS) avulla, ja dispersiokuvassa havaittava kuvio
vaihtelee silminnähden savutyypistä riippuen. Dispersiokuvia on kuitenkin toistai-
seksi mahdotonta tulkita ilman tekoälyä, joten luokittelussa voidaan hyödyntää
esimerkiksi kuvantunnistuksessa laajalti käytettyä koneoppimismenetelmää, konvo-
luutioneuroverkkoja.

Tämän diplomityön puitteissa opetettu konvoluutioneuroverkko kykeni erotta-
maan rintasyöpäkudoksen terveestä rintakudoksesta 90% tarkkuudella, mikä ylittää
aiempien tutkimusten lineaarisella erotteluanalyysilla (LDA) tuotetun luokittelutark-
kuuden (87%). Tulokset osoittavat, että konvoluutioneuroverkkoja voidaan käyttää
kudosnäytteiden DMS-mittausten automaattiseen luokitteluun ilman aineiston esikä-
sittelyä. Kudostunnistusneuroverkkojen opetus onnistuu luotettavasti jo pienen, vain
muutamia satoja mittauksia sisältävän aineiston perusteella. Aineiston rajallisuuden
vuoksi lisätutkimusta tarvitaan löydösten vahvistamiseksi, mutta konvoluutioneuro-
verkkoja voi joka tapauksessa pitää lupaavana uutena menetelmänä DMS-mittausten
analysointiin. Reaaliaikainen kudosmarginaalin arviointi konvoluutioneuroverkkoja
hyödyntävällä automaattisella kudostunnistusjärjestelmällä voisi tulevaisuudessa
säästää syöpäpotilaita tarpeettomilta uusintaleikkauksilta.
Avainsanat tervekudosmarginaali, syövän uusiutuminen, diatermia, leikkaussavu,

differentiaaliliikkuvuusspektrometria, koneoppiminen, neuroverkot,
konvoluutioneuroverkot, kuvantunnistus, luokittelu
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Symbols and abbreviations

Symbols
α learning rate (as in Section 6)
β momentum (as in Section 6)

E⃗ electric field strength
F⃗ force
N number of neutral molecules in ionized gas sample
p dropout rate (as in Section 6)
VC compensation voltage
Vrf separation voltage
v⃗ velocity
q charge of an ion

Operators
∇ gradient∑

i sum over index i

Abbreviations
ANN Artificial neural networks
ATAS Automatic tissue analysis system
CNN Convolutional neural network
CV Cross validation
DC Direct current
DMS Differential ion mobility spectrometry
FAIMS Field asymmetric ion mobility spectrometry
MLP Multilayer perceptron
LDA Linear discriminant analysis
SGD Stochastic gradient descent



1 Introduction
Cancer is currently the second leading cause of death globally, resulting in an
estimation of 9.6 million deaths in 2018 (Society, 2018). Cancer recurrence is common
after surgical treatment, causing unnecessary suffering to the patients and excessive
costs to both patients and society (Pataky and Baliski, 2016). One reason for the
cancer recurrence is deficient analysis of the surgical margin, leading to estimated
re-operation rates from one fifth (McCahill et al., 2012) to one third (van Leeuwen
et al., 2018) in breast conserving surgeries for cancer, for example. The current gold
standard method for surgical margin assessment is to obtain a single tissue sample
that is frozen and analyzed manually by a trained pathologist (O’Kelly Priddy et al.,
2016; St John et al., 2017). This method is prone to errors, since the whole surgical
margin cannot be fully inspected without unfeasible prolongation of operation time
and associated costs.

However, the newly developed automatic tissue analysis system (ATAS)
visualized in Figure 1 aims to solve this problem by exploiting the surgical smoke
produced by electrosurgery and guiding it to a gas analyzator that uses differential
mobility spectrometry (DMS) (Sutinen et al., 2018; Kontunen, 2017; Kontunen
et al., 2018). The DMS analyzator separates ions based on their non-linear electric
field mobility characteristics (Buryakov et al., 1993). The method resembles mass
spectrometry (MS) but the measurements are carried out in gaseous medium, and
the interpretation of the measurements is not as straightforward as it is with MS and
there is not yet a standard analysis method for DMS data. However, DMS is a rapid
and affordable technique that can be easily adapted to the operating room setting.

In this thesis three datasets produced with the ATAS are studied. Measurements
are from human brain and breast cancer samples and porcine fat and muscle tissue,
and their true tissue types are known. DMS data of surgical smoke has been previously
classified with various statistical methods, such as linear discriminant analysis, k-
nearest neighbors and hierarchical clustering with moderate success (Kontunen,
2017). None of those, however, are optimal techniques for the data type, since they
perceive the entries of the DMS matrices as independent dimensions. In reality, the
elements of the DMS matrices have a topological structure that is like a chemical
fingerprint of the substance combination in the gas. These fingerprint images are
presumably tissue specific, and thus it should be possible to classify them with image
classification tools, such as convolutional neural networks (CNN). CNNs have
gained wide popularity in the field of artificial intelligence during the recent years
(Goodfellow et al., 2016) and have also been successfully applied in medical image
classification (Jiang et al., 2017).

The goal of this thesis is to study whether CNNs can be used to classify DMS
measurement data from surgical smoke, and if correctly fine-tuned, whether they can
outperform the simple classification methods such as linear discriminant analysis
(LDA), which has been the main analysis tool so far (Kontunen et al., 2018; Kontunen,
2017; Sutinen et al., 2018). Since DMS images differ in many crucial ways from
natural images, it is also examined what kind of parameters, architectures and
regularization methods are suitable for this kind of data and how the best options
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differ from the gold standard methods for natural images.
Ultimately, the aim is to develop a system that is capable of recognizing the

tissue type during the surgery with a delay of only a few seconds and as accurately
as possible. The most important feature in the cancer margin detection besides
sensitivity is the speed, possibly with a cost of smaller resolution measurements that
can be measured rapidly. In case of cancer type detection, longer measurement time
could be afforded to achieve higher resolution images and improved accuracy. Thus,
the aim is to develop classifiers employing both small resolution images, which would
allow rapid, less accurate decisions for the surgical needs, and high resolution images
for qualitative, multi-class detection for less time-critical purposes.

In the future, the system will be in use in operating rooms and the continuous
data flow from the surgeries performed with ATAS will be used to dynamically
improve the classification models. Large amount of representative training data is
crucial for almost any machine learning method to produce high accuracy models,
and the importance of training data is pronounced with complicated, non-linear
problems fully based on empirical, implicit measurements. The adaptiveness of
machine learning algorithms ensures that the model’s predictions will correspond to
the versatility of the available training data, which means that data from various
operational setups will improve the generalization ability.

It is likely that an increasing number of machine learning based tools such as the
ATAS will be used to assist doctors in clinical decisions in the future. Due to the
multidisciplinarity of the subject of this thesis, its audience is likely to contain people
with little or no background in statistics and artificial intelligence. Therefore, an
introduction to machine learning particularly from a medical perspective is presented
first in Section 2. A detailed description of convolutional neural networks is given
in Section 3. Section 4 contains an introduction of the application including the
sampling and measurement protocol and the theory behind them. The datasets
and analysis methods including the parameter selection process are described in
Section 5, and the results are presented in Section 6. Future prospects and further
developments are discussed in Section 7 and the thesis is summarized in Section 8.

Figure 1: The automatic tissue analysis system. Image by Anton Kontunen and
Markus Karjalainen 2018.
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2 Machine learning
Using data driven solutions to replace manual work and improve subjective decision
making is a rising trend in several fields, including medicine. Many tasks that are
currently done by human personnel such as pathological tissue analysis or medical
image recognition for disease detection are likely to become automated in the future.
This has generated a need for mutual understanding between the interdisciplinary
application developers, when mathematicians, engineers and software developers
need to understand the premises of the medical demands, and doctors and medical
personnel are required to understand the mathematical basis of the tools. This need
is addressed in this thesis by introducing the essential concepts and assumptions of
machine learning, and then an image recognition solution for automatic classification
of differential mobility spectrometry measurements is presented in sections 3 and 4.

Machine learning (ML) is a sub-field of artificial intelligence where various statis-
tical and computational methods are applied to predict, fit and estimate values from
a set of features. For example, this could mean predicting a probability of a disease
from a set of clinical features or automatically identifying the signs of cancer in a
medical image. In machine learning, instead of explicitly programming the set of
rules needed to solve the task, the significant patterns and decision boundaries are
learned from the training data by adjusting parameter values of the model, until the
desired performance is achieved. In other words, the task of machine learning is to
approximate a function y = f(x), where the output y (the class or numerical value)
depends on the input data x. Learning tasks in many ML applications are compu-
tationally expensive and therefore efficient computation algorithms are necessary.
To make a machine learning model accurate, a sufficient amount of expressive and
informative training examples are needed. This section is based on Bishop (2006),
unless otherwise stated.

A distinctive feature in machine learning compared to rule-based automated
systems is adaptiveness: instead of a fixed set of rules, a machine learning algorithm
can adapt to different tasks based on the training data. For example, the same
image recognition algorithm can learn to classify X-ray or MRI images based on
the data the model was created under. Machine learning algorithms can also be
used in feature extraction or elimination or latent feature reconstruction as data
preprocessing for hand crafted, rule based systems. On the other hand, machine
learning models can only be as good as the data they are built upon.

Most machine learning methods have existed for decades, but only during the
few latest decades they have become computationally feasible due to the advances in
processing power, memory and storage. For example, nowadays it is possible to train
a deep learning algorithm with free, effective software provided with full frameworks
for implementing the algorithms in just a few minutes, when the same could have
taken days or even weeks just a few decades ago. The progress in computer science
has also enabled a substantial increase in the number and size of existing data sets
in all fields. Thus, big data and efficient machine learning methods together have a
huge potential in almost all fields of science and business, and only a small part of
this potential has yet been discovered or utilized.
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2.1 Machine learning categories

Figure 2: Machine learning categories described thesis based on data type and
modelling purpose, with example cases for each subcategory. In this thesis, su-
pervised classification is used to distinguish the differential mobility spectrometry
measurements by tissue type.

If there is a dependence relationship between the input variable vector x and
the output variable y in a functional form that is approximately f(x) = y, one
can try to find an estimate of this function with machine learning approach. This
estimate is called a model. Machine learning can be divided into two subcategories,
supervised and unsupervised learning, based on whether the output variable is
known in advance or not. If the values of the output variables (such as a class or a
continuous value outcome) are known, they can be used in supervised learning during
the training in minimizing the difference between the predictions and the true output.
The method used for tissue classification in this thesis is an example of supervised
learning and it is presented in Section 3. In unsupervised learning, the output is not
predefined, but the data is divided into clusters of similar observation or transformed
into latent super-features. These findings can reveal important new attributes and
patterns of the underlying phenomena and be further employed as input for other
learning methods. For a detailed description of supervised and unsupervised learning
and case examples in healthcare, see Jiang et al. (2017).

Sometimes unlabelled data can be used to improve models created with limited
amount of labelled training data. This process is called semi-supervised learning,
and can be viewed as a combination of supervised and unsupervised learning. It is
beneficial when a large amount of training data is available, but only a part of it is
labelled. At first, a model is constructed with the labelled data, then the rest of the
data is labelled based on the original model’s predictions, and a new model is trained
based on the new labelling (Zhu, 2005). For example, if unlabelled surgical smoke
measurements could be gathered from cancer removal surgeries, this data could be
used to improve the existing classifiers with semi-supervised learning.

It is also important to identify the type of the task in hand. Predictive models can
be roughly divided into classification (discrete label output, such as the measured
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Figure 3: Examples of regression and classification models. In regression, the outcome
is a continuous, numerical class, whereas in classification the outcome is a class label,
such as ’healthy’ or ’cancerous’ tissue type in this thesis.

tissue type) and regression (often continuous, quantity output) tasks (see Figure
3). The models usually have a various number of free parameters, depending on the
complexity of the model, and the goal in the machine learning process is to adjust
the parameter values in a way that a chosen error or loss function is minimized.
Parameters for some simple models can be solved analytically. However, the parameter
estimation methods for more complicated models are approximate and the parameters
are adjusted iteratively. For example artificial neural networks applied in this thesis
may have thousands of free weight parameters to fit. The parameters are updated
gradually by minimizing the error function, prolongating the training process. In
addition to the model’s parameters, there are often so-called hyper-parameters
controlling the training process itself, such as the model size, learning ability and
regularization. The hyper-parameters usually need to be optimized separately either
by a grid or random search or based on some heuristic criteria. In this thesis,
combination of manual search and grid search was used to select sufficiently good
model parameters.

2.2 Training the models
Before the training phase, the data is usually divided into three parts: a training
set, a validation set and a test set. The training set is used to fit the model, the
validation set to choose the best hyper-parameters and the test set is for evaluating
the performance of the trained model on previously unseen data. The division process
of the dataset has to be random, but the proportions of different classes should be
kept approximately constant to get a representative model. The generalization ability,
meaning the ability to accurately predict outputs from completely unseen data, is
usually the most important feature of the model. Thus, it is necessary to hold the
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testing data completely out of the training and even the hyper-parameter selection
processes, since otherwise the testing results are not independent. For example in this
thesis, the whole brain tumour dataset was used to in model and hyper-parameter
selection (see Section 6.1) due to the small sample size, which made the brain model
results intrinsically biased. Without independent testing, the performance measures
can be over-optimistic and do not represent the true generalization ability. The
testing can also be conducted by gathering a completely new set of data, which was
done with the porcine model in Section 6.3.

The two most important aspects in creating a machine learning model are the
choice of the model type and access to sufficient amount of informative data. Usually
several models and their combinations are tested, and the one performing the best
is chosen. The data acquisition part depends a lot on the problem. Many recent
developments in the field of machine learning have originated from the worldwide
machine learning competitions such as competitions on the web platform Kaggle
(Kaggle Inc, 2019), where the goal has been to classify huge datasets, such as labelled
images (Russakovsky et al., 2015). Access to big datasets ensures that the trained
models are robust and generalize well on similar, unseen data. However, in many
fields such as medical research, such large datasets with hundreds of thousands of
samples are not possible to collect or at least not publicly available.

The lack of big, representative datasets has evoked a demand for efficient machine
methods with relatively small amount of training data. Particularly for complex
models with thousands of parameters to fit, it is not mathematically feasible to do
the task with only a few hundred training examples. In fact, with small datasets, a
phenomenon called overfitting often occurs (Goodfellow et al., 2016). It means that
a part of the model’s performance is explained by the random noise in the training
data and thus even though the training error may be low, the test error remains large.
Overly complex models are prone to overfitting and the classification results have
high variance because of the model’s over-sensitivity to small fluctuations. On the
other hand, too simple models will not be able to accurately capture the underlying
phenomenon and their performance is suboptimal, even though they generalize better
than highly complex models - this is called underfitting. They are said to have
high bias, since the model is lacking relevant relations between the predictors and
responses, producing over-simplistic predictions.

Figure 4 illustrates the effects of overfitting and underfitting models. There is
a trade-off between complex and simple models: when the bias decreases, at some
point the variance starts to increase and vice versa (Goodfellow et al., 2016). As the
true data-generating function is almost never known, the compromise between bias
and variance in the model has to be based on the generalization ability of the models,
so models with both small bias and variance are preferred. Even if the model is
complex to start with (has a large number of free parameters), there are methods to
penalize the models for too much complexity, for example by setting some coefficients
to zero. This process is called regularization, and it is very effective, especially
when the amount of training data is limited.

High dimensionality of the input data may also complicate the models and predic-
tions. Many machine learning methods such as principal component analysis (PCA)
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Figure 4: The effects of overfitting and underfitting, also known as the bias-variance
tradeoff. Figure inspired by Singh (2018).

(Van Der Maaten et al., 2009) and linear discriminant analysis (LDA) (Balakrishnama
and Ganapathiraju, 1998) effectively perform dimensionality reduction on given data,
where new dimensions are created by selecting weighted combinations of the existing
ones. Usually, only a subset of these new features are used in the subsequent analysis.

Validating the results is a mandatory step in the performance assessment of a
machine learning model. Even if the error on the training data approaches zero,
this is often due to overfitting, and thus the model’s performance on unseen data
is worse. Because the data has to be split into training, validation and test sets,
the complete generalization ability of the model can only be estimated from small
part of the data at a time. One quite popular method to overcome this is cross
validation (CV), where the data is split into complementary training and test sets.
In k-fold cross-validation the dataset is divided into k non-overlapping folds, and
the model is trained with k − 1 folds and evaluated on the remaining data (Bishop,
2006). This is done for all combinations of the folds, and the accuracy estimation of
the model is the average of the validation performances of the remaining folds. The
cross validation process is illustrated in Figure 5.

The least biased estimate is obtained with an extreme case of k-fold cross validation
called leave-one-out cross validation (LOOCV), where k is equal to the sample size
and thus each observation is left out from the training set once and the model is
trained on the remaining data (Efron, 1983). On the other hand, this approach has
the highest risk of overfitting and high variance, and it also becomes computationally
ineligible when the sample size grows. In practice, 10-fold cross validation is often
used as a compromise between bias and variance (Kohavi et al., 1995). In this thesis,
5-fold CV is used in the hyper-parameter selection to compensate the slow training
times. An alternative to k-fold CV is the bootstrap method, where the data is
randomly split into training and test sets with replacement. Bootstrap methods tend
to give accuracy measures with smaller variance but higher bias, whereas for cross
validation it is the other way round (Kohavi et al., 1995).

It has to be taken into account that the models created during cross validation
always differ from the model trained with the whole dataset. Thus, the ultimate vali-
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Figure 5: k-fold cross validation. The validation performance metric of each iteration
is θi, and the reported result is the average over all k folds. Figure inspired by Norena
(2018).

dation strategy is to have an external, independent dataset for the results of the cross
validation. The properties of the original training data may cause over-optimistic
performance metrics, if the used data is not a truly random sample from the whole
population. The difference between training and test data distributions is called
dataset shift (Moreno-Torres et al., 2012), and it is observed as bad generalization
ability of the model. For example, the observed data is sometimes measured at con-
trolled, non-realistic laboratory setting and thus consists of unnaturally homogenous
or biased group of observations, while the model should be able to generalize to
more heterogenous and various data. Within the framework of this study, tissues
of the same subject have often been used many times in the dataset as separate
measurements, which may add bias to the trained models.

2.3 Machine learning in medicine
Due to computational advances and availability of both data and convenient software,
machine learning is applied to more and more fields of research and business, and
the healthcare research is not an exception. Data-driven tools are being developed
at an increasing pace for assisting physicians in clinical decisions (Jiang et al., 2017).
However, despite the increasing amount of research, only a few of the developed
models have been applied in practice for various reasons. Firstly, the available
medical datasets are substantially smaller than in many other fields (Deo, 2015).
The data is often expensive to collect and annotate, and ethical restrictions limit
both the acquisition and the use of medical samples. Secondly, due to the black
box-nature of many machine learning models, replacing a trained physician with
an artificial intelligence tool concerns people, even when the model’s performance
exceeds human performance and is cost efficient (Luo et al., 2016). The regularization
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processes involving complex, large scale testing and verification constrain certification
of artificial intelligence aided medical applications (Pesapane et al., 2018).

However, the ability to identify underlying features and patterns that are impos-
sible for a human to detect is the main advantage of machine learning. For example,
a model might find symptom combinations from thousands of distinct features using
huge databases gathered around the world, and accurately predict the outcome,
such as the probability of getting a disease. Nevertheless, if the reasoning behind
the predictions cannot be biologically explained, applying a certain treatment to a
subset of patients solely based on the suggestions of a machine learning model may
be problematic from ethical and from medical regulaition viewpoints. The same
dilemma applies to the automatic tissue detection system, if the surgical decisions
were made by the system alone.

This kind of ethical dilemmas need to be settled before externalizing human
tasks to models and automated systems. Questions such as who is responsible for
the the model’s decisions and how the liability of such systems can be defined need
to be resolved. A plausible scenario is that the models will support the decision
making rather than become autonomous deciders, and the models would require
consultation of a trained physician in case of any uncertainty. In general, the value
of machine learning tools is greatest in tasks that are either trivial and thus can be
easily and reliably automated, or unattainable for a human because they require
analysis in high dimensional space or require heavy computations, like analysing the
DMS matrices. The role of the automatic tissue analysis system is likely to be an
assistive tool rather than independent decision maker.

Various machine learning methods have been utilized in research level. For
example, artificial neural networks have been successfully used in brain tumour
segmentation of magnetic resonance images (Pereira et al., 2016), segmentation
of bone structure from X-ray images (Cernazanu-Glavan and Holban, 2013) and
classification of lung nodules from CT scans (Shen et al., 2015), as well as mitosis
detection in breast cancer histology images (Cireşan et al., 2013). The next step is to
deploy these models to assist and improve the medical decision making in healthcare
industry in practice.

2.4 Current guidelines for using machine learning in medicine
Since the interest is growing towards applying machine learning methods to the field
of medicine at an increasing rate, the limitations and preliminary assumptions of
the methods need to be clear for all users to avoid flawed and inadequate result
reporting – even though the development of the software makes the usage easier and
more accessible all the time. A multidisciplinary panel of machine learning experts,
clinicians and statisticians have recently developed standard guidelines for using
machine learning tools in biomedical research, including identifying the problem,
choosing the correct methods and parameters and reporting the results. These
guidelines have also been followed in the data analysis process of this thesis. The
following Subsections 2.4.1 and 2.4.2 are mainly based on these guidelines reported
by Luo et al. (2016).
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2.4.1 Model selection

Input type and pre-processing It is important to identify the type of the
data and at which extent it satisfies the requirements of the chosen model. The
data is usually multidimensional, and one should take into account that discrete
variables (such as yes / no status) often need to be treated differently than continuous
variables. Many methods also benefit from scaling the variables, for example between
0 and 1, because differences in orders of magnitudes in the value distributions can
cause computational or methodological problems. For instance, many clustering
methods rely on computing the multidimensional distance between variables, and
large values in some dimensions dominate the distance metric, overestimating their
importance in the task. In DMS data, the input pixels are continuous variables, and
convolutional neural networks (introduced in Section 3) do not necessarily require
data pre-processing. The dimensions of the data are often required to be linearly
independent and normally distributed, and thus the correlations between dimensions
should be tested. For example topologically ordered data, such as time series, images
or DMS matrices, is usually highly autocorrelated.

Supervised or unsupervised model If the output variable can be measured,
one should consider supervised learning based on the output variable type - regression
for continuous variable and classification for discrete variable. In case of this thesis,
the tissue type is regarded as the class labels, and thus the analysis technique should
be chosen among supervised classification methods. For unlabelled data and also in
some cases for labelled data, unsupervised learning methods can reveal new beneficial
features and patterns in the data. For example, some treatments could be targeted
towards certain subtypes of a disease that have a certain combination of symptoms
and clinical features, or complex medical images could be grouped together based on
specific features not necessarily visible to human eye. Kontunen (2017) studied the
use of unsupervised clustering methods of DMS measurements in his master’s thesis.

Remarks for small datasets If the available sample sizes are small, regulariza-
tion strategies, data augmentation and pre-trained models can be utilized. Cross-
validation can be used in estimating the generalization performance rather than
testing on a single hold-out dataset. The versatility of the data should also be taken
into account. In case of classification, one should have sufficient amount of training
examples from each class to avoid majority-class preferences. Having variance in the
data is usually beneficial for the model, as it makes the models more robust to natural
input variation, but again most methods suffer from outlying values. Impossible and
extreme values should usually be excluded from the analysis, but substantial care
should be taken when cleaning the data to avoid affecting the integrity of the results.
All the outlier exclusions should be reported and justified. In this thesis, some
measurements were excluded due to either failures in the sampling or measurement
processes or small sample size of a class, and the exclusion criteria is reported in the
data description in Section 5.



11

It is usually wise to experiment with many different methods suitable for the task.
If some methods have already been applied on similar data, the reported results
can be used as a benchmark for comparison. In the absence of previous studies
about DMS data classification with convolutional neural networks, inspiration for
the methodology in this thesis has been sought from image recognition research.

2.4.2 Reporting and interpreting the results

A performance metric is intended to measure the difference between the predicted
values of the model and the true values. In case of regression, mean squared error
(MSE = 1

n

∑n
i=1(f(xi)−yi)2 where n is the sample size,f(xi) is the model’s prediction

at xi and yi is the observed outcome) is often used, but other metrics exist as well.
MSE is preferred over mean absolute error (MAE = 1

n

∑n
i=1(f(xi) − yi)), because its

gradient is easier to compute.
The intuitive choice for classification metric is usually accuracy, which means

the proportion of correctly classified samples to the total number of samples. In
this thesis, accuracies were reported as the main performance metric. It is, however,
important to note that accuracy is often not the best way to describe the performance
- actually, it only works well when the number of samples belonging to each class
is approximately equal. For example, if 98% of samples belong to class 1 and the
remaining 2% to class 2, and the model classifies all the samples to class 1, 98%
accuracy is achieved even though the model is not able to recognize any class 2
members. The practical costs of the model are an important aspect when choosing
the evaluation metric.

Logarithmic loss (logloss) error metric is a metric that penalizes false classifications.
The metric for logloss is calculated as − 1

n

∑n
i=1

∑m
j=1 yij log(pij) where m refers to

the number of classes and pij to the probability to classify the sample i in class
j. To calculate it, the model needs to assign the probability pij to each class for
the samples. For example, neural network classifiers, such as the ones used in this
thesis, often use logloss as an evaluation metric, because the last layer in the network
consists of the probabilities of each class. There are also several other performance
and error metrics for various purposes.

True class x True class not x
Predicted class x True positive (TP) False positive (FP)
Predicted class not x False negative (FN) True negative (TN)

Table 1: The possible outcomes of a classification task.

It is often useful to look at the specificity and sensitivity of the model. The
sensitivity of the model is the proportion of true positives (TP ), e.g. proportion of
correctly identified tissue samples of all samples belonging to the class in question:

T P
T P +F N

. In contrast to that, the specificity of the model means the rate of the true
negatives (TN) reported by the model from all the samples not belonging to this
class: T N

T N+F P
. The terms are represented in Table 1. Many medical predictive models
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seek high sensitivity rather than specificity, because the costs of failing to report
a false negative (e.g. marking cancerous tissue as healthy) are more serious than
reporting a false positive (FP ).

The accuracy of a binary classifier can also be assessed in terms of F1-score. It
is the harmonic average of precision ( T P

T P +F P
) and sensitivity, which is sometimes

referred to as recall, and it is calculated as follows: F1 = 2 precision∗recall
precision+recall (Sasaki et al.,

2007). In this thesis, F1-score is calculated only for the breast cancer classifier.
A confusion matrix is a way of displaying the classification results. It is a

matrix of the numbers of each instance, with the predictions in rows and true classes
in columns or vice versa. Using a confusion matrix is usually beneficial information
for the user, since it describes the complete performance of the model even in the
multi-class case. Confusion matrices, sensitivities and specificities of the models
created in this thesis are reported in addition to the accuracies.

When reporting the performance of a model, the possible limitations need to be
regarded. Usage of a particular model needs to be justified by studying whether
the prerequisites of the model are met. The use of convolutional neural networks
to analyse DMS data is discussed in Subsection 4.2.3. Exclusions of outlying or
erroneous observations from the analysis need to be reported and justified. The
validation strategies and their possible over-optimism and sources of bias should
always be taken into account while reporting the results. Machine learning models are
also often hard to interpret, and thus extra emphasis should be laid to the potential
pitfalls of the interpretation. The data used in training can also be biased and not
fully representative of the total population. This is typical in medical research, as the
samples may be collected from a limited amount of subjects. The comprehensiveness
of the data should always be projected in the result interpretation. All these themes
from the viewpoint of the data and the models in this thesis are analysed in Section
7.
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3 Convolutional neural networks
Artificial neural networks (ANN) are a subcategory of machine learning methods,
which were first introduced already in 1940s (McCulloch and Pitts, 1943) and have
been studied ever since. However, they started gaining wide popularity only at the
beginning of the 21st century along with the increasing amount of datasets and
improved computational capacity and infrastructure (Gu et al., 2018).

Neural networks consist of interconnected layers of computational units called
neurons or nodes. The first layers extract simple features from the input data, and
deeper layers construct more abstract features from the concepts extracted by the
previous layers, finally resulting in the target output. Because the general structure
and functionality of ANNs is essential in order to understand convolutional neural
networks, general description of the ANN structure and training process are presented
in the subsections 3.1 and 3.2, respectively. Because increasing the number of layers
usually increases the representational capacity of the model, the field of ANN methods
is nowadays often referred as deep learning.

Convolutional neural networks (CNN) are a special type of ANNs designed
for processing data with a topological, grid-like structure (Goodfellow et al., 2016).
In CNNs, some of the neuronal layers utilize the convolution operation instead of
matrix multiplication. The specialities and architecture of CNNs are introduced in
subsection 3.3. The greatest success of CNNs has been in classification of natural
two-dimensional images (Gu et al., 2018), but they have also been successfully
applied on one-dimensional data such as time series (Zheng et al., 2014) and even
three-dimensional data like video analysis (Ji et al., 2013).

To the author’s knowledge, this is the first time that convolutional neural networks
are applied in the analysis of DMS data. However, the suitability of the method is
justified by the fact that DMS output can be presented as images. The chemical
composition of the measured gas defines the contents of the intensity matrices
produced by DMS (Buryakov et al., 1993). The matrix rows are spectra, which in
turn consist of similarly autocorrelated measurement points. Thus, the dispersion
matrices can be said to have topological, grid-like structure, implying the need for
methods that do not assume independence of dimensions and instead make use of the
two-dimensional features rather than single dimensions. The compatibility between
CNNs and DMS data is reviewed in detail in subsection 4.2.3. Lastly, since neural
networks usually require hyper-parameter selection and regularization, these themes
are reviewed in section 3.4. The source for Subsections 3.1 - 3.4 is Goodfellow et al.
(2016), unless otherwise stated.

3.1 Feed-forward multilayer perceptrons
The idea of artificial neural networks is loosely inspired by animal neural networks
(Rosenblatt, 1958). ANNs consist of computational units, called neurons or nodes,
that are connected to each other in an inter-connected, layered structure. An input
creates a certain pattern of signals travelling from a neuron to another along the
network and thus producing an input-specific output. The route of a signal depends
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on the input via activations along the way. However, unlike natural neural networks,
where a neuron either fires or does not, in artificial neural networks the strength of a
signal is a continuous variable depending on the weights of the neurons.

Figure 6: The structure of a single perceptron: input xi is multiplied with nodal
weights wi and summed together with bias term b, and the sum is guided through
an activation function. Figure adapted from Zenva Pty Ltd (2018).

Multilayer perceptron (MLP) is the standard form of deep ANNs. The
structure and basic idea of a multilayer perceptron is presented in Figure 6. Like
any other supervised machine learning method, multilayer perceptrons also try to
approximate the function f(x) produced by the input observations x. This function
is modelled in a layerwise manner, where the input of a neuron is the output of all
the neurons on the previous layer. For example, for a two-layer MLP, the function
is a combination of the functions of the two layers: f(x) = f (2)(f (1)(x)), where f (i)

refers to the functional form produced by layer i. The functional form of the output
layer is always pre-defined: it should produce values y∗ (the class label, for example)
as close as possible to the true y values of the observations. On the other hand,
the functions of the other layers are unknown and need to be adjusted during the
training phase, which is why the inner layers are called hidden layers. The more
nested functions there are, the deeper the MLP is said to be, and the higher is the
representational capacity of an MLP.

On neuronal level, each input signal xi is multiplied with a weight wi, and
the weighed sum, where usually also a layerwise constant bias term is added, is
passed through an activation function. Activation functions enable non-linear
representation from linear combination of input features. There are many types of
activation functions including sigmoidial and hyperbolic tangent (tanh) as well as
rectified linear unit (ReLU). Historically, sigmoidial (tanh and sigmoid) activations
were the most commonly used, but nowadays ReLU is considered the best since it
prevents overfitting and is faster to compute (Glorot et al., 2011). These activation
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functions are presented in Figure 7. If a sigmoidial activation function f(x) is
used, the neuronal unit works as follows:

y = f(
∑

i

wixi + b), f(x) = 1
1 + e−x

. (1)

Figure 7: Activation functions: Sigmoidial, which has values from 0 to 1, tanh, which
has values from -1 to 1 and can be thought as scaled and shifted sigmoidial, and
ReLU, which transforms negative values into 0 and is currently the default activation
function.

The output of the activation function acts as the input for the next layer’s neurons,
and each neuron is typically fully connected to the previous layer. The weights and
biases are iteratively updated during the training phase by error minimization, where
the difference between current and desired output is obtained by a method called
back-propagation. The parameter updating process is called learning and it is
described in detail in Section 3.2.

According to universal approximation theorem, any kind of function consisting of
all sorts of non-linear functions can be represented by MLPs in theory (Hornik et al.,
1989). The depth (number of layers), number on neurons per layer, the activation
function and for example the parameter updating rate all affect the behaviour and
learning capacity on the MLP model. However, the inner stages (also called hidden
layers) of an MLP are not easily interpretable and the model’s response to unseen
data is hard to predict, and thus neural networks are often viewed as black box
learners.

3.2 Parameter learning
An artificial neural network model has basically two functions: forward-propagation,
which means the network’s response to an input and is similar in both training
and testing phase, and back-propagation, where the error (also called cost) J of
the network’s response is computed for given training data. Back-propagation is



16

Figure 8: Example of a non-convex 2D-surface with a lot of local minima, visualizing
the complexity of parameter optimization in back-propagation.

an abbreviation of the words "backward propagation of errors", and it is done in a
layerwise manner from output layer to input layer (Rumelhart et al., 1988). J is used
to modify the weights of the networks during training. The back-propagation and
weight updating process is what is generally called learning, and it means optimizing
the model’s parameters with respect to a cost function. However, the cost functions
of neural networks is often highly non-convex (two-dimensional example shown in
Figure 8), which makes the optimization process difficult as the algorithms may
get stuck to local minima or other flat regions instead of the global optimum. The
cost function J(ŷ, y) used for neural network parameter optimization of classification
networks is usually cross entropy (called negative log-likelihood for binary outcomes
or logloss in general) between the training data and the target output:

J(ŷ, y) = − 1
n

n∑
i=1

k∑
j=1

yi,j log(ŷi,j) , (2)

where ŷ is the predicted probability of a class, y is the true probability of the class,
n is the number of training samples and k is the number of classes. It should also
be noted that the cost function used by the back-propagation algorithm sometimes
differs from the reported error or performance metric, like in this thesis.

The cost optimization is usually performed with some variant of gradient-based
steepest descent algorithm. In the steepest descent method, the candidate for
the optimum is computed by taking a pre-defined-sized step towards the negative
gradient of the target function, where the function value decreases. In case of back-
propagation, the target function J(θ) is the error function measuring how well the
network’s output matches the correct output, depending on the weights θ of the
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units. Thus, the updating step can be expressed as follows:

θn+1 = θn − α∇J(θ) , (3)

where θ refers to the model parameters (weights and biases) to be updated, n to
the number of the iteration (also called epoch), α is the step-size (also called learning
rate) and ∇J(θ) is the gradient of the cost function.

In practice, computing the gradient from all the training data is computationally
inefficient. In stochastic gradient descent (SGD) method only a randomly drawn,
small subset called a mini-batch, of the observations is used to evaluate the cost
function and the corresponding gradient at a time. During an epoch, each of the
training samples are used exactly once in the mini-batches, and the weights are
updated after each mini-batch. This results in more frequent and stochastic but
computationally effective weight updates. It has be shown that SGD is fast, effective
and leads to convergence almost as well as normal gradient descent method (LeCun
et al., 2012). These methods are illustrated in Figure 9.

Figure 9: Gradient descent method versus stochastic gradient descent in two-
dimensional variable space.

The speed of the learning process is controlled by the learning rate parameter
α, which determines the step size taken by the gradient descent or SGD algorithm.
It is one of the most sensitive hyperparameters to be chosen, because too small α
leads to slow convergence, whereas too large α may result in unstable learning. In
the optimal case, the learning rate is decaying during the iteration process and is
unit-specific. To further speed up the convergence by lowering the risk of getting
stuck in local minima, an exponentially decaying moving average of past updates
with a momentum coefficient β can also be used. Some learning rate optimization
techniques are reviewed in detail in subsection 3.4.
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The back-propagation phase can become unstable, if the cost function has very
high or small gradients. A phenomenon called exploding gradients occurs, when
high cost gradient values accumulate and result in very large updates of the weights,
making the learning process unstable (Bengio et al., 1994). The opposite problem,
vanishing gradients is caused by small cost gradients, preventing the weights from
changing values. It is encountered especially with sigmoidial and tanh non-linearities,
which are nearly flat far from the center causing near-zero gradients at the flat regions
(Hochreiter et al., 2001). With ReLU non-linearity, the gradient goes to zero if the
input is negative causing the node to stop learning completely. However, this feature
is introduces inherent regularization to the network.

Another undesirable phenomenon is nodal saturation, meaning that a node outputs
values close to the extremes (for example -1 and 1 for tanh activation function). The
problem occurs when the weighted sum before the activation function produces very
high values, and changing the weights for a small amount does not affect the output
of the node. Thus, saturated nodes stop learning. (Bengio et al., 1994). Using logloss
as a cost function in back propagation can prevent vanishing gradients and saturated
outputs, since the logarithmic function changes exponential outputs to linear.

3.3 Model architecture of convolutional neural networks

Figure 10: The structure of a convolutional neural network. Figure inspired by
Deshpande (2016).

Convolutional neural networks (CNN) can be considered as a combination of
feature extractors and feed-forward MLP classifiers. The features of an image are
extracted in the convolutional layers and these features are classified with a traditional
multilayer perceptron-like structure with fully connected layers to produce the class
label. The input image is passed through a series of layers, including convolutional,
non-linear, pooling and fully-connected layers. The last layer consists of probabilities
of each class, which define the actual class of the inputted data by a multi-class
softmax function. The structure of a typical CNN is presented in Figure 10.

The input of a CNN are either raw or pre-processed images or other topologically
ordered arrays of various dimensionality. The dimensions of the image matrices
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Figure 11: Simplified example of a convolution between a curve filter and a location
in the input data. A location containing a similar feature than the filter causes high
activation. Figure inspired by Deshpande (2016).

are preserved, because the topological order of the pixels is used as information in
the network. First, the input matrices are passed through so-called convolutional
layers. A set of convolutional kernels (K), which can be viewed as feature-specific
filters or shape-detectors, are used to detect the presence and location of certain
features in the input. The filters are matrices smaller than the input, which "slide"
over the input image I and at each location i, j a convolution operation with the
kernel is performed. Convolution can be thought as matching the filter with the
overlapping location. A simplified example of a convolution with a curve filter kernel
is shown in Figure 11. The convolution operation is usually denoted with the asterisk
∗ symbol. Mathematically, the discrete convolution operation used in CNNs differs
from the general definition. The discrete convolution in CNNs is the sum of the
element-wise product of the filter and location matrix, and the operation at a single
two-dimensional location i, j is presented in equation (4)

S(i, j) = (I ∗ K)(i, j) =
∑
m

∑
n

I(m, n)K(i − m, j − n) , (4)

where m and n refer to the dimensions of the kernel. The bigger the similarity
between the image location and the kernel is, the bigger the convolution value, i.e.
the response is. When the filters convolve with the input image, they produce
filter-specific activation matrices, also called feature maps, which carry the filter
matching information from every location of the input image. Convolution at the
image borders can be performed for example by adding zeros to the borders, and
this way retaining the dimensionality of the input in the produced feature map. This
process is called padding, and there are also other padding options in addition to
zero padding.

Each of the convolution filters produces a feature matrix, mapping where a certain
feature appeared in the input image. As a result, as many feature maps are produced
as there are filters in the layer. The filter values are also adapted based on the
training data during the back-propagation process. An example of the set of first
layer filters learned by the brain tissue classifier trained for this thesis is presented
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Figure 12: An example of convolutional filters used by the brain tissue classifier.

in Figure 12. Increasing the filter size increases the capacity of the model in the
sense that more specialized features can be detected by a single filter, but this also
adds the memory requirements of the model. Instead of using big kernel sizes, it is
sensible to add convolution layers, so the complex features can be built from the
outputs of simpler kernel activations.

Figure 13: A representation of a convolutional layer consisting of convolution, non-
linear activation and pooling stages, which are sometimes regarded as layers of their
own. Figure inspired by Goodfellow et al. (2016).
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The output of a convolutional layer is passed through a non-linear activation
function in an element-wise manner, resembling traditional MLPs. The phase
including the convolution and corresponding activation can be considered as feature
detection. The feature maps are often pooled down to reduce the input size and
to make the results more robust to shift translations of the input (Gu et al., 2018).
This is done by a pooling function, usually either the maximum or average activation
value for each (possibly non-overlapping) location consisting of a rectangular area of
the feature map. The amount of overlap in the pooling layers is called stride. The
pooling process is sometimes also referred to as downsampling. Pooling makes the
network invariant to small transformations in the input, such as the exact location
and rotation, but can also cause underfitting, if the exact spatial location has an
effect on the output. It also allows the sizes of the produced feature maps to be
reduced, effectively working as dimensionality reduction technique. This way smaller
filters can be used in the next convolutional layer. The term "convolutional layer"
is usually meant to comprise the convolution operations, the non-linear activation
and pooling, but pooling can also be omitted from some layers. A representation of
convolutional layer is shown in Figure 13.

After the convolutional layers, the activation matrices outputted by the final
convolutional layer are flattened into a data vector, where each element is regarded as
an individual dimension. This data vector acts as an input to multilayer perceptron
part of the CNN with fully connected layers, which works as described in Section
3.1: the inputs are weighted, summed and passed through activation functions, layer
by layer, until the output layer is reached. The output layer of a classifier usually
has as many neurons as there are classes, and the raw values of the neurons can be
considered as the probabilities of the observation belonging to a certain class. These
values are turned into class labels by a logistic function.

Usage of the convolutional layers has many advantages, such as reducing the
computational costs and improving the translation invariance of the model. In
traditional NN layout, each unit between two layers is connected, and a weight
parameter value needs to be learnt for each connection. Convolutional layers utilize
sparse interactions, as the kernels use larger subsets of input features instead of
computing each output separately, and thus less connections are needed. This is
analogous to the receptive fields of animal neurons. This property is called sparse
connectivity and it reduces the computational requirements of the model.

Another useful feature with the convolutions is parameter sharing. Tradition-
ally, each parameter in the neural network is used once (for each connection), but
the convolutional kernels are used at every location of the input matrix (except the
boundaries, depending on the padding). Thus, less parameters need to be stored.
For the same reason, the CNNs are also location equivariant in a sense that a certain
feature causes activation regardless of its location in the input.
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3.4 Hyper-parameter selection and regularization
CNNs are highly complex models and thus a substantial amount of parameters need
to be fitted during the training phase. In addition, there are also hyper-parameters
controlling the learning performance such as the learning rate α and model structure
such as number of layers, which need to be selected in advance to achieve sufficient
performance. These parameters are not adapted during the learning process itself,
but need to be chosen separately. Some hyper-parameters such as the depth and
width of the network directly control the representational capacity of the model, and
the goal is to find a model architecture that avoids both overfitting and underfitting.

In addition to the hyper-parameter selection, some level of regularization is
often required to avoid overfitting. Regularization methods are intended to reduce
the generalization (validation) error, but not the training error. With good choices of
hyper-parameters controlling the training process itself, the cost function optimization
can be enhanced, reducing the required computational time and improving the
validation performance. However, this process of fine tuning the parameters is
often time consuming and lacks general guidelines, and since the number of hyper-
parameters is usually high, extensive parameter optimization is not computationally
feasible and some heuristic parameter selection methods need to be used in practice.

The hyper-parameters are usually chosen based on the generalization error eval-
uated on the independent validation set. The generalization error often follows a
u-shaped curve over a hyper-parameter value. One possible way of selecting a good
set of numerical parameters is to form a grid over a small, finite set of pre-defined
parameter values covering all their possible combinations, and train the network
with each set of grid parameters (Bishop, 2006). The set of parameters producing
the lowest validation error is selected for further use. Grid search can be per-
formed repeatedly, zooming in for a more precise set of parameter values around
the previously found optimum. However, as the number of parameters in the grid
grows, going through the whole grid becomes infeasible, and thus only a small set
of parameters can be chosen based on grid search in practice. The parameters can
also be selected by a random search, where instead of a regular grid, a random set of
parameter combinations from the parameters’ marginal probability distributions are
drawn (Bergstra and Bengio, 2012). This way, a larger set of parameter values can
be explored without additional computational costs, since search time is not wasted
over bad parameter values.

Some architectural parameters such as the depth and number of units could be
chosen based on a grid search, but in practice most choices must be made manually.
Previous research and competition-winning CNN models can be utilized as starting
points. The number and order of pooling layers, for example, is usually a hand-picked
choice, not necessarily optimal but working sufficiently well. Also choosing the proper
activation function can be based on previous studies on similar data or chosen based
on preliminary testing. Empirical studies have shown that deep, well regularized
models usually have the best performance (Krizhevsky et al., 2012; Goodfellow et al.,
2016). A set of hyperparameters to be chosen and their effects on the model capacity
are presented in Table 2, according to Goodfellow et al. (2016).
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Table 2: Hyperparameters affecting the model capacity (Goodfellow et al., 2016).

Parameter Increases
capacity
if...

The effect Problems

Number of
hidden units

Increased Increasing the size of the
network increases the rep-
resentational capacity

Overfitting may occur for
overly complex models
unless well regularized

Number of lay-
ers

Increased Increasing the size of the
network increases the rep-
resentational capacity

Overfitting, computa-
tional complexity

Convolutional
kernel size

Increased Increases the number of
model parameters

Bigger kernels result in
narrower output, thus
suppressing the capac-
ity of the model unless
proper padding is used.

Learning rate Optimal Affecting the speed and
size of weight updates

Too low: slow conver-
gence, too high: unstabil-
ity

Momentum Optimal Smoothing the conver-
gence

Relying too much on pre-
vious updates may slow
down the convergence

Dropout rate Small Regularization Increasing the number of
epochs needed for conver-
gence

Number of
epochs

Chosen
based on
validation
error

Finding the optimal
model that is neither un-
derfitting nor overfitting

Too small: convergence
not reached, too high:
computationally costly,
unit saturation and
overfitting may occur

An intuitive way of avoiding overfitting is penalizing the model for complexity. In
practice, this usually means adding a penalty term Ω to the cost function J(θ; X, y)
for all non-zero parameters θ: Jp = J(θ; X, y) + γΩ(θ), when γ is the weight of the
penalty. When the cost function is minimized, the parameter norm penalty term
is minimized simultaneously. Usually, only the weights are regularized, because
regularizing the biases can lead to significant underfitting. In L2 optimization, the
model weights are forced closer to zero as the norm penalty function is Ω(θ) = 1

2 ||w||2 –
this is also known as the weight decay method. It preserves the important dimensions
but diminishes the effect of less important ones. Another option is to use L1
regularization Ω(θ) = ||w||, which results in more sparse regularization, as some
parameters have their optimum at 0. The sparsity property makes L1 regularization
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a suitable alternative for feature selection approaches.
The speed of learning convergence can sometimes be improved by adapting the

learning rate parameter during the training process. The cost function is often highly
sensitive to changes in some directions of the parameter space while being insensitive
to others, and this can be tackled with momentum in some cases. Another approach
is to make the learning rate parameter-specific. In the AdaGrad algorithm, the
learning rate of each parameter is scaled individually by using the historical values
of the sub-gradient (Duchi et al., 2011). As a result, the parameters with large
partial derivatives are updated with smaller learning rates, whereas the learning rate
of the parameters with small partial derivatives does not change significantly. In
the RMSprop algorithm introduced by Tieleman and Hinton (2012), the gradient
accumulation is set to be an exponentially weighted moving average, resulting in
rapid convergence in convex areas of the error function. The Adam optimization
algorithm combines RMSprop and momentum by adding momentum factors to the
rescaled gradients and performing bias corrections to the first and second order
moments (Kingma and Ba, 2014). Choosing the optimization strategy is often done
by trial and error testing, as no clear guidelines have been established yet. Schaul
et al. (2013) compared different stochastic optimization methods in several theoretical
scenarios, but no clear winner was found, as different algorithms struggle in different
test scenarios.

Figure 14: Example of validation and training accuracy curves during 250 training
epochs.

Probably the most commonly used and simplest regularization technique is the
early stopping method. Optimal model capacity is achieved after the generalization
error stops decreasing or even starts to increase, while the training error may still
continue decreasing, meaning that overfitting starts to occur. Early stopping is
performed by dividing the original training data into a validation set and a sub-
training set, and using only the sub-training set for the parameter learning (Prechelt,
1998). The generalization ability of the model is tested after each training epoch by
evaluating the model on the validation data. An example of training and validation
curves against model accuracy is shown in Figure 14. Both the training and validation
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errors are monitored during the training period, and the stopping is done based on
the validation error. In practice, the number of epochs is usually set in advance, and
the model with the best validation performance is chosen.

Dropout regularization is a computationally cheap yet efficient regularization
method (Srivastava et al., 2014). The method is based on randomly removing nodes
along with their connections temporarily from the network with a certain probability
p (typically close to 0.5 for hidden units and close to 0 for input units) in a layerwise
manner during the training. The remaining non-zero weights are scaled by the
dropout rate p at the cost evaluation phase. This process can be viewed as ensemble
learning, where each observation in the mini-batch is propagated through a randomly
thinned version of the original network and thus the updating approximates ensemble
averaging of several thinned networks. This prevents the nodes from unwanted
co-adaptation, which means that certain nodes compensate mistakes made by other
nodes and makes the model unnecessarily complex. Using dropout regularization
requires a large network to start with, since it limits the capacity of the resulting
model. Using dropout speeds up the back-propagation computations as the number
of computational units is smaller, but it roughly doubles the number of iterations
required for convergence.

Figure 15: Standard MLP before and after applying dropout. Figure published
by Srivastava et al. (2014) and available under Creative Commons Attribution
4.0 International Public Licence http://creativecommons.org/licenses/by/4.0/
legalcode.

Another common regularization method is batch normalization, which aims
to reduce the internal covariate shift caused by the varying input distributions of
the training batches (Ioffe and Szegedy, 2015). The training batches are normalized
(scaled and shifted between 0 and 1) on each layer. Using batch normalization enables
faster learning, as the learning rate can be higher. It can also be noted that the
parameter sharing employed by CNNs by the use of convolutional kernels is, in fact,
a regularization method itself.

Overfitting occurs especially when the training sample sizes are small. There

http://creativecommons.org/licenses/by/4.0/legalcode
http://creativecommons.org/licenses/by/4.0/legalcode
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are several methods for artificially increasing the sample size by adding noise or
transforming the existing observations. This is called data augmentation, and it
can make the resulting model more invariant to introduced noise and transformations
and even improve the performance (Krizhevsky et al., 2012). Data transformations
including translations, rotations and skewing are useful in object recognition settings,
but not so much in location-specific settings.

The initialization of the node weights and biases can also have effect on the
training, since even though convergence is not guaranteed when training deep neural
networks, careful initialization may help finding a feasible region and speed up the
training process. Because neural network optimization is not yet completely under-
stood, most initialization strategies are heuristic and based on obtaining desirable
network properties to start with. The initial parameter values of units need to differ
from each other, or else the unit weights are always updated similarly. The initial
weights are typically drawn from uniform or Gaussian distribution, and no effect
between these two has been observed so far, as long as the scale of the distribution
is suitable. Large initial weights make sure that the nodal weights differ from each
other and that the weights do not vanish during training, but too large values may
result in exploding gradients or saturated units. Several methods exist for scaling
the initialization distributions. The bias terms are usually initialized to zero.
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4 Automatic tissue analysis system
One of the main reasons for cancer recurrence is failure to fully remove the tumour
during surgery. To make sure that the whole tumour is removed, the cutting surface
around the removed tumour has to be examined. The difficulty of analyzing the
whole surgical margin area from a point sample is illustrated in Figure 16. The
cutting surface is usually called surgical margin, but the term can also refer to the
distance between healthy and cancerous tissue. Positive surgical margin means that
the cutting surface still contains cancerous cells. The margin can be analyzed during
the operation by obtaining a frozen tissue section O’Kelly Priddy et al. (2016).
However, as the frozen section is only a point sample that does not represent the
whole surgical margin and the results are based on a subjective assessment of the
pathologist, the accuracy of the method is not optimal. If this is done during a
surgery, it also causes 20-30 min delay in the operation (Balog et al., 2013). The
automatic tissue analysis system (ATAS) being developed attempts to recognize
healthy tissue from cancerous tissue intraoperatively, so the whole surgical margin
could be scanned objectively and accurately without delays. Obtaining consecutive
measurements from the same tissue during the operation would also confirm the
classification results compared to a single measurements.

Figure 16: Illustration of tissue with cancer cells and possible surgical margins (dotted
circles). In the outer circles, it is unlikely to detect the cancerous cells from a random
point sample of the surgical margin, even though the tumour exceeds the cutting
surface at some locations. Figure by Antti Roine 2018.

The phases of ATAS are illustrated in Figure 17. In the suggested method, the
tissue is cut with a process called diathermy. In diathermy, electric current is led
through the tissue, which vaporizes it and produces surgical smoke as a side product.
In the proposed application, the smoke is first guided through a filter that removes
bigger biological particles from the smoke sample, after which the sample goes into
the differential mobility spectrometry (DMS) analyser for the measurement. The
DMS device produces a data matrix, which can then be classified by a trained model
to find out the tissue type. The choice and use of the classification method is the
main subject of this thesis, but the phases preceding it are first described briefly.
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Figure 17: The phases of the automatic tissue analysis system. The tissue type is
predicted from the DMS measurements with an empirically developed statistical
model.

4.1 Diathermy and filtering
Diathermy is a common surgical method, where the cutting effect is achieved by
converting electrical energy into heat. It uses alternating current (AC), which is
conducted into the operated tissue without a direct contact with the tissue. The
resistance of the tissue turns electrical energy into heat inside the tissue and thus
vaporizing the cell contents of the tissue (Ulmer, 2008). By alternating the current,
distinct cutting modes can be achieved: Pure cut and coagulation, and sometimes
their intermediate form, blend (Massarweh et al., 2006). During diathermy, substan-
tial amount of surgical smoke is produced, and since it may contain biohazardous
components, such as viruses and bacteria, it is usually important just to remove it
for occupational safety of operational personnel (Karjalainen et al., 2018). However,
since it contains a tissue-specific, possibly unique combination of potential biomarkers,
it could also be utilized in recognition of the tissue type.

In the proposed application, the surgical smoke is led into a gas analyser device,
which separates the gaseous components based on their ion mobility properties.
However, since the smoke usually contains a large amount of contaminants such as
airborne microbes and other bigger particles, it needs to be filtered before entering
the analyser. The applied filter employs particle ionizing corona discharge, and is
able to remove practically all components with larger diameter than 7 nm (Kontunen,
2017).

4.2 Differential ion mobility spectrometry
After the filtering, the gas should contain only the gaseous molecules and biomarkers
of the sample (Kontunen, 2017). This analyte is then conducted into a gas analyser
that utilizes differential ion mobility spectrometry (DMS). DMS is an ion selection
method, otherwise resembling mass spectrometry but the measurements are conducted
in ambient air pressure instead of vacuum. The classification of the surgical smoke
in ATAS is eventually done solely based on the DMS measurements, so it is crucial
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to introduce the principles and limitations of the measurement technique. However,
unlike mass spectrometry results, the dispersion matrices produced by the DMS
analyser do not yet have a deterministic analysis technique, and thus empirical and
statistical methods need to be utilized in order to classify the observations. The
following subsection 4.2.1 is mainly based on (Buryakov et al., 1993), who were the
first to introduce the method and define its fundamental properties.

4.2.1 Theory

Differential mobility spectrometry (DMS) is based on measuring how the ion mobility
of a certain ion type depends on electric field. It is sometimes also called field-
asymmetric ion mobility spectrometry (FAIMS). A force F⃗ experienced by a charged
ion in electric field in vacuum is F⃗ = qE⃗, where q is the charge of the ion and E⃗
is the strength of the electric field. Therefore the mobility of the ion depends only
on the mass and the charge of the ion. However, if the ion is observed in a carrier
gas, it will continuously collide with the other molecules in the gas, which will slow
down the acceleration of the ion to a constant velocity v⃗ = KE⃗, where K = K( E

N
)

is an ion-specific mobility coefficient and N is the amount of neutral molecules in
the sample, which is very large compared to the ions. K is constant in low field but
becomes field dependent when E

N
increases. This electric field dependence of ion

mobilities is utilized in the DMS device in order to separate different components
of the measured sample. It should be noted that the formation, deformation and
collisions of the ion clusters as well as their movements in the measurement device
are stochastic processes, and thus only the behaviour of distributions of these clusters
can be modelled with the given relations.

A differential ion mobility sensor consists of a drift tube, which acts as a band pass
filter, and a detector. The filter part consists of electrodes producing an alternating
electric field perpendicular to the ion flow. The filter allows certain ions to pass
through, if their net trajectory remains parallel with the original ion flow in the
changing electric field of a specific strength. By controlling the net trajectories
of the ions in the drift tube, different ions with electric field dependence on their
mobility can be separated by the filter. The ions that pass through the filter are
monitored with detector electrodes after the filter. The electric field is adjusted
during the measurement in a way that allows different ions to pass through with
different settings.

In a typical method embodiment, the ion swarm is guided to flow between the
two planar electrodes that create an asymmetrically changing electric field with a
square waveform. The square wave consists of a short high field phase producing
high electric field and a longer, low field phase that produces low electric field. The
duty cycle, amplitude and duration of the wave can vary, but the integral over the
waveform cycle is always set to be zero, meaning that the areas of the high and
low field phases are equal. This asymmetric waveform voltage is called separation
voltage, referred here as Vrf and it is illustrated in the upper part of Figure 18. The
alternating voltage carries the ion clusters in a saw-tooth shaped trajectory, also
illustrated in Figure 18. If the traversal net movement caused by high electric field
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Figure 18: A square-form separation voltage (Vrf) over time and corresponding
trajectories of 3 different ions. The net trajectory of the ion 1 remains the same
during the high-field and low-field phases, and thus it is able to reach the detector,
whereas the non-zero differential mobilities of the other two ions causes them to
eventually end up discharged on the electrodes. Adapted from Covington et al.
(2015).

and Khigh and low electric field and Klow is zero, the filter is balanced and ion ends
up in the detector at the end of the drift tube like the ion 1 in Figure 18, but if the
the net movement is non-zero, the ions end up colliding on either of the electrodes
and discharging before reaching the detector, such as for ions 2 and 3 in Figure 18.

The mobility coefficient K( E
N

) depends on the strength of the electric field and
number density, which can be expressed with an alpha function K( E

N
) = K0(1+α( E

N
))

(Krylov et al., 2002). Thus, by adjusting the baseline of alternating electric field
with direct current (DC) field created by additional DC voltage, the trajectories of
the ions change and different ions are able to reach the detector. This additional
voltage component is called the compensation voltage, VC , because it can be used to
compensate the electric field dependent net trajectories of the ion clusters. In other
words, the ions for which the compensation voltage is just enough to compensate
with the net movement created by Vrf , are able to pass through the filter part and
are detected by the detector. Three example of detected ion intensities as a function
of VC is shown in Figure 19, where different peaks are showing depending on the Vrf

value. By scanning through different values of VC while keeping Vrf constant, the
DMS device works as a selective ion filter.
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Figure 19: An example of a dispersion matrix of positive ions (left) and intensities
of the detected ions as a function of VC with three different Vrf values (right),
corresponding to the rows of the dispersion matrix.

The magnitude of the square-form Vrf also affects the ion mobilities. For low
values of Vrf , K( E

N
) is independent of the field strength and ions are not separated

based on their field dependence characteristics. By increasing the magnitude of Vrf ,
the ion selectivity usually improves, but the intensities decrease due to the increased
mobility dependent wall losses within a filter and will eventually approach zero.
This is illustrated in Figure 19. The ion mobility coefficients K( E

N
), however, are

complex, non-linear functions of the affecting electric field and other characteristics,
and thus choosing an optimal value of Vrf is a difficult task that can be avoided by
simply storing the information of several Vrf channel outputs. This is why DMS
measurement are stored as a matrix of detected intensities with combinations of
values of Vc and Vrf . The result is called a dispersion matrix and can be plotted
as a heatmap, where color values portray the detected intensities. The Figure 19
illustrates a dispersion matrix of positive ions. The non-linear behaviour of the ion
mobilities is clearly visible in the figure. Positive and negative ions are detected by
separate detection plates with opposite voltages and they generate separate dispersion
matrices. Only positive ion matrices were measured in the data of this thesis.

The dispersion matrix usually looks like a hand with curvy fingers, such as in
Figure 19. The rightmost finger of the Figure 19 (positive ion responses) has the
strongest field dependence, and in this example it is caused by RIs, reactant ions.
The terms RIP for reactant ion positive and RIN for reactant ion negative are
also used. Reactant ions are generated in the ionization process from the nitrogen,
oxygen and humidity present in the sample and are typically clusters of protonated
water, H+(H2O)n. The RIPs have an important role in all ion mobility spectrometry
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embodiments, as they react with analytes (M) forming typically protonated monomers
MH+(H2O) and proton bound dimers M2H

+(H2O) shown as other fingers in the
Figure 19. The shape and existence of the reactant ion peak in the dispersion matrix
can be utilized in order to ensure that the measurement is not saturated and to
adjust the dilution level for the sample.

The sampling resolution of the DMS measurements can usually be varied by
altering the number of VC and Vrf values used. Higher resolution especially in VC

means that that finer features of spectral peaks can be detected, but increasing the
sampling resolution also prolongs the measurement duration. The resolving power,
related to spectral differentiation capacity, is also limited by the asymmetric field
frequency, its duty cycle, electric field strength and DMS filter geometry. DMS is
a highly sensitive method and can detect trace levels of chemicals in range of low
parts-per-billion or less, but the sensitivity can become a problem when measurements
are done in quick succession. When the system does not have time to clean itself
properly before the next measurement, the remaining residual molecules affect the
following measurement and bias the results.

4.2.2 Current analysis methods

There have been various attempts to model the differential mobility phenomenon
throughout its history. The analytical approach tries to explain and model the
behaviour of DMS matrix as a function of the affecting parameters with analytical and
computational methods such as Monte Carlo simulation of the gas drift (Anttalainen
et al., 2018). In contrast, the empirical approaches attempt to detect chemical
properties from the DMS measurements by predicting the class of the measurement,
varying from single chemical families to complex gas mixtures like biological and
warfare gases. Because these two approaches have rather different roots and premises,
the methods differ substantially from each other. The following review is focused on
the empirical predictive models.

Until now, methods used for DMS data classification such as linear discriminant
analysis have treated DMS data matrices as high-dimensional vectors by flattening the
matrices and regarding the vector elements as independent features. This is because
most multidimensional statistical methods utilize vector form data. However, because
the ordering of the row pixels and matrix rows matters and therefore the data actually
has a topological form, some information about the geometric shape of the response
signal is lost when the data is flattened. The high amount of multicollinearity of the
vector elements is also likely to distort the analyses. Lastly, when the matrix entries
are considered separate dimensions, the high number of dimensions usually requires
either dimensionality reduction as a pre-processing step before the classification
algorithm can be applied, or strong regularization.

The same measurements analysed in this thesis have been previously classified
with linear discriminant analysis (LDA) method by Kontunen (2017), Kontunen et al.
(2018) and Sutinen et al. (2018). LDA is a dimensionality reduction method, where
the observations are expressed as linear combinations of the original dimensions
in a way that the variance in the sample is maximized and the observations of
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different classes are as far away from each other as possible and therefore easily
separable. Since the DMS datasets are often smaller in sample size than the number
of dimensions in a single observation, the vanilla LDA cannot be applied on the raw
data. Luckily, the modern mathematical software has regularization tools to avoid
this problem, and MATLAB’s (The MathWorks Inc., U.S.A) version of regularized LDA
has been successfully used to classify tissue samples measured with DMS (Kontunen,
2017; Kontunen et al., 2018; Sutinen et al., 2018).

Commonly used pre-processing steps with DMS data include noise removal and
dimensionality reduction, which is often performed with wavelet transformations
(Covington et al., 2015). The idea of the wavelet transformation is to reconstruct the
signal from a combination of certain wavelets, which are waves with a short duration
(depicted in Figure 20), of different scales (Hoang, 2014). Wavelets are particularly
suitable for DMS data processing, because the spectra are comprised of Gaussian-like
peaks (Robinson et al., 2007). With wavelet transformation, the signal can be either
de-noised by removing insignificant wavelets and reconstructing the data from the
remaining parts or compressed into lower dimensional space. Wavelet compressing
can be regarded as feature extraction, where the topological ordering of spectral
points is taken into account, but the method requires some level of hand-tuning such
as thresholding and choosing the suitable wavelets.

Figure 20: Above: one-dimensional signal before and after wavelet denoising (The
MathWorks Inc., U.S.A, 2019). Below: DMS data before and after the wavelet
transformation; images by Gardner et al. (2012a,b).

There are several studies where different machine learning methods have been
successfully applied on wavelet-compressed DMS data. For example, Eiceman et al.
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(2006) used the wavelet packaging to reduce features of different organic compound
families measured with DMS. They were able to classify these wavelet-packed features
by principal component analysis plot with a pattern recognition genetic algorithm
and also with a neural network. In a comparative analysis, Covington et al. (2015)
reviewed several studies where DMS had been used for medical sample classification
with wavelet-based methods, all with moderate success.

Azizi and Pilikos (2015) compared different machine learning methods and used
the most promising ones to classify breath and urine sample measurements of inflam-
matory bowel disease patients. The original DMS data was denoised with wavelets
and the peak locations and heights were also used as the input features. The used
methods were k nearest neighbors (kNN), where the samples are classified based on
the majority class of k nearest neighbors, and random decision forests, which is an
ensemble learning method where multiple decision trees each make a prediction of
the class of the input and the class is assigned based on the average result.

Considerably different methods have also been studied, including geometrical
feature extraction of the DMS matrices. Li et al. (2016) created a regression model
predicting automobile interior odor quality from geometric properties extracted from
DMS measurements. The matrices were flattened into binary images with a certain
threshold, and features such as the corner locations and the area of non-zero elements
were given as an input for a PCA-based regression model. Although this kind of
geometric feature extraction is intuitively attractive, the choices of the input features
cannot be easily statistically justified. However, the idea of using the geometric
information extracted from the shape of the measured dispersion has also been the
motivation for using image recognition methods in this thesis.

It is remarkable, however, that no method has yet become the state of the art
analysis technique. While several methods such as wavelet-based pre-processing and
LDA give promising results in the empirical classification tasks, it remains to be
seen which one is to become the gold standard in the field. Availability of large-scale
sample sizes and computational resources is likely to expand the variety of possible
methods. The convolutional neural networks approach proposed in this thesis is
an interesting candidate and addition to the DMS data analysis toolkit due to its
lack of pre-processing and efficient use of the topological structure of the dispersion
matrices.

4.2.3 The suitability of CNNs in DMS data analysis

CNNs are most commonly applied to analysing visual documents, and they have
been widely applied in natural image classification during the recent years. Advances
in computational resourcing, such as CNN implementations on graphics processing
units (GPUs) (Chellapilla et al., 2006) instead of CPU as well as the availability of
huge image databases such as ImageNet with over 14 million images of 1000 different
objects are the main reasons for the rapid development of CNNs recently (Gu et al.,
2018; Krizhevsky et al., 2012).

DMS matrices can be regarded as images, since they have a two-dimensional grid
format, and the physical changes in the underlying data-generative phenomenon are
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observed as manifold shapes in the spatial structure of the matrix. The topological
ordering and strong co-dependencies of the matrix elements justify the use of con-
volutional neural networks in the DMS data analysis, since the method utilizes the
information of the local two-dimensional features and their spatial ordering, unlike
most other methods.

For highly specific tasks such as medical image identification or segmentation,
the datasets available for training are often limited in size, and the data used in this
thesis is no exception: it is small and gathering more relevant data is laborious, at
least before the continuous data flow is ensured by implementing the ATAS system
in daily use in operating rooms. As the number of model parameters in CNNs is
high and amount of available training data is low, substantial amount overfitting is
likely to occur. However, initializing the network weights with pre-trained features
from another task has turned out to decrease the training time and even outperform
fully trained CNNs with limited medical datasets (Tajbakhsh et al., 2016).

The intuition behind pre-training is that even though the trained CNNs are highly
task-specific and extract complex patterns from the input, the early layers of CNNs
usually learn very general, low-level features that are applicable in a wide variety of
tasks. If the target input differs significantly from the training data, full training may
still be needed. The texture of images encountered in non-photographs can have very
different type of low-level features, like gradual changes in DMS spectra matrices
instead of clear contour lines that usually delimit natural objects in photographs. A
comparison of first layer kernels learned by a CNN from the MNIST data and from
DMS data is shown in Figure 21, demonstrating the similarities and differences of
the lowest-level topological features extracted from both data.

Figure 21: Comparison of some first layer CNN filters trained on the handwritten
digits dataset (MNIST) and DMS measurements of breast cancer tissue. The MNIST
filters are by Wang et al. (2016). The rainbow colors in the dispersion plot and
filters are added artificially to emphasize the shapes, as the original data has only 1
channel.

Using pre-trained CNNs usually requires similar sized inputs to the original train-
ing data. Most natural images have relatively high resolution and equal dimensions,
such as MNIST (25 x 25) (LeCun et al., 1998) or Imagenet, which has images of
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varying sizes but most applications crop them into 256 x 256 (Deng et al., 2009). In
contrast, the DMS matrices in this thesis have unequal dimensions of 90 x 18 and 25
x 8 which are thus not compatible with pre-existing image datasets. The resolution
cannot be artificially increased very much without sacrificing quality, meaning that
using pre-trained CNNs was not trivially applicable and was not utilized in this
thesis despite its success in other studies (Tajbakhsh et al., 2016).

In natural object recognition tasks it is usually hard to exceed human identification
level, even though recent versions of CNNs have achieved this in some cases (He et al.,
2015). The main advantages of the artificial image recognition are the automation
and speed of the tasks, such as automatic object recognition in cameras. However, the
distinctive features of non-photograph images may not be easily detectable by human
evaluation, especially when the shape dependencies are unknown and non-linear,
which raises the demand for data-driven feature extraction. Figure 22 illustrates the
difficulty to visually identify class-specific features from DMS data.

Figure 22: Two dispersion plots of the same tissue (Metastatic brain tumour), which
look quite different at first sight, compared to a measurement from another class
member (Pilocytic astrocytoma brain tumour) with very similar features as the
second metastatic tissue measurement. The rainbow colors in the dispersion plot are
added artificially to emphasize the shapes, as the original data has only 1 channel.

One great advantage of CNNs in image recognition is their location and scaling
invariance - the target can be detected in several different locations and positions
in the image. However, the location of features in DMS matrices potentially carry
very significant information about the underlying phenomenon, and thus the location
invariance property may not be even desirable. Since location invariance is mainly
caused by optional pooling in the convolutional layers, its effect on classification can
be tested by omitting pooling layers.
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5 Materials and methods
This section covers the sampling process, used datasets and the pre-processing
protocol as well as the model training process including the selection of the model
architecture, hyper-parameters and regularization methods.

5.1 Data acquisition
The measurements used in this thesis were obtained in Tampere University of
Technology as a part of other studies (Kontunen, 2017; Kontunen et al., 2018;
Sutinen et al., 2018). The human brain and breast tissues were provided by Fimlab
laboratories and measurements were approved by the Regional Ethics Committee
of Tampere University Hospital (Kontunen, 2017) and the porcine tissues were
purchased from a local grocery store or a slaughterhouse (Paijan tilateurastamo,
Urjala).

The sampling procedure was the following: The tissue was cut with the diathermy
knife (Itkacut 350 MB, Innokas Medical Finland) with cut mode either by hand or with
an automatic, computer-aided sampling unit. The produced smoke was guided into a
tube, where it was first filtered with an electric corona filter to remove bigger, possibly
hazardous biological particles that might saturate the DMS measurement and then
diluted. The filtered and diluted smoke was guided into the DMS analyser (ENVI-
AMC R⃝, Environics, Finland) which produced the DMS matrix, which was then stored
into a computer as a .json file along with the measurement parameters and conditions
such as the humidity. Each measurement was given an identification number and a
class corresponding to the tissue type, determined either histopathologically by the
tissue providers (cancer samples) or by visual annotation (porcine samples). Only
positive ion matrices were measured. Some measurements were excluded from the
samples before the analysis, if surgical smoke was not produced, the smoke did not
reach the DMS device or no dispersion plot was produced.

Three datasets of different tissue measurements were analysed within this thesis
work. The sample sizes and a summary of the datasets is given in Table 3
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Figure 23: Averaged dispersion plots of each brain data class.

Brain cancer data The first dataset (n = 399) consisted of human brain cancer
tissues from four different types of brain tumours [glioblastoma (ngb = 136), menin-
gioma (nme = 48), pilocytic astrocytoma (npa = 32) and metastatic (nms = 108)]
along with empty (plain air, ne = 75) measurements. Averaged dispersion plots of
each class are shown in Figure 23. The original dataset also contained lower grade
glioma (LGG) measurements, but they were excluded from the analysis due to the
small sample size (n = 7). The resolution of the measurements was 18 (levels of Vrf )
times 90 (levels of VC) and the measurements were obtained with the automated
sampling unit. This set was used to select a well-working model architecture and
hyper-parameters related to the training process for the high-resolution DMS matri-
ces. The created models were multi-class classifiers to distinguish different cancer
types from each other rather than to separate cancerous and healthy tissue. The
main reason for this was the limited availability of healthy brain samples for obvious
ethical reasons. However, instead of analysing the surgical margin for brain cancer
tissue, the information about the cancer type itself could be useful during the surgery.
Part of the samples have been previously studied by Kontunen (2017) in his master’s
thesis, where the main analysis technique was linear discriminant analysis (LDA).

Breast cancer data The second dataset (n = 304) consisted of human breast
cancer measurements, including different malignant cancerous tissues (ductal, inva-
sive micropapillar and lobular tumour types, nmalignant = 106) and healthy breast
tissue (normal mammary gland, adipose tissue and vascular tissue) (nhealthy = 198).
Averaged dispersion plots of both tissue types are presented in Figure 24. The breast
samples were also measured with resolution of 18 (levels of Vrf ) times 90 (levels of
VC) and the measurements were obtained with the automated sampling unit. This
dataset was used to train a binary classifier between healthy and cancerous tissue.
The results of this model are the most relevant regarding the future application
of this project, since the goal is to analyze the surgical margin between cancerous
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Figure 24: Averaged dispersion plots of healthy and malignant breast tissue measure-
ments.

and healthy tissue, regardless of the cancer type. If the surgical margin could be
analysed more accurately, healthy breast tissue could be safely conserved instead of
performing complete masectomy. These measurements have been previously studied
by Sutinen et al. (2018), where 87% test accuracy was gained with regularized linear
discriminant analysis.

Figure 25: Averaged dispersion plots of porcine muscle and fat tissue measurements.

Porcine data The third dataset consisted of porcine fat and muscle tissue and
it was measured with significantly smaller resolution (8 levels of Vrf and 25 levels
of VC) compared to the cancer samples (See Figure 25 for the averaged dispersion
plots of both tissue types). This was done mainly in order to simulate the desired
measurement time, as the whole automatic sampling process including the diathermy,
DMS measurement and classification should not take more than 5 seconds. The
trained model was a binary classifier and its main purpose was to prove that the
smaller resolution measurements still contain enough information for accurate tissue
type classifications. The complete porcine dataset can be divided into three separate
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subsets: the first set was created with the original DMS setup and measured manually
(npre=1058, equal number of fat and muscle measurements), and two other separate
sets that were measured after the DMS device had been opened up and cleaned.
The bigger post-cleanup dataset (npost=1240, where nmuscle=721 and nfat=519) was
measured with the automated sampling unit and the smaller (ntest=100 with equal
number of fat and muscle measurements) manually. The bigger post-cleanup dataset
and the pre-clean-up data were used in the training and model selection phases, but
the third set was used as a completely unseen, independent test data to validate the
generalization ability and robustness of the trained models. Separate models were
also trained with the post- and pre-cleanup datasets in order to study the effects of
the cleaning process in the data. Even though the porcine tissue experiments alone
are not sufficient proof for the feasibility of the method with human cancer detection,
the samples are easily available and thus the the required amount of training data
for the models can be produced in reasonable time. The tests with this data will
thus act as a preliminary proof of concept for the low resolution classifications.

Table 3: Properties of the datasets.

Brain cancer Breast cancer Porcine muscle
and fat

Number of
samples

399 304 1058 (pre-cleanup),
1240 (post-cleanup),
100 (test)

Number of
classes

5 (4 cancer types and
empty)

2 (cancer and
healthy)

2 (fat and muscle)

Resolution 18 x 90 18 x 90 8 x 25
Measurement
method

Automated sampling
unit

Automated sampling
unit

hand-made cuts and
automated sampling
unit

Special util-
ity

Cancer type classifi-
cation, model selec-
tion

Surgical margin anal-
ysis

Realistic resolution,
availability of the
samples

5.2 Building the classifiers
All the data processing and tests were concluded with R, which is a software for
statistical and computational analysis (R Core Team, 2018). The package used to
build the classifier was mxnet (Chen et al., 2017). There is an mxnet interface in
some other programming languages as well, such as Python, which enables versatile
portability of the method between softwares. The computational platform for the
analysis was a laptop PC running Windows 10 operating system. The system had
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AMD A10-8700P chipset with four CPU cores running at 2.3 GHz on average and
12 GB system memory.

5.2.1 Model selection and hyper-parameter optimization

The classification models were trained with stochastic gradient descent (SGD) algo-
rithm with a fixed learning rate and a momentum term. The used error function was
cross entropy. The number of epochs was fixed to 250, and early stopping method
was used to select the best model during the training. These concepts are described
with details in Section 3.2.

The preliminary tests regarding the architectural choices were conducted with
the brain cancer dataset, and most architectural hyper-parameters were pre-selected
based on the preliminary tests. The architectural hyper-parameters include the
number and order of convolutional, pooling and hidden layers and the number
and sizes of the convolution kernels (filters) as well as the number of nodes in the
fully connected layers. Three different activation functions were tested including
rectified linear unit, sigmoidial and hyperbolic tangent (tanh) activation, and tanh was
eventually selected as the default activation function as a result of good preliminary
performance. The hyper-parameters were selected based on the performance on the
brain cancer validation data.

The first stage model had two convolutional layers including the input layer and
two fully connected layers, the second of which was the maxout-output layer, as was
proposed by Simard et al. (2003). Increasing the size of the network increases its
capacity, but also grows the risk of over-fitting, so feasible compromise has to be
found in both model depth and width. Thus, three model designs of different depths
were created for the high-resolution data, but only the most shallow model was used
for the lower resolution observations due to reduced amount of information in the
data. The number of filters and nodes was gradually increased during preliminary
testing until sufficient performance was reached, and the number of parameters was
fixed during the subsequent tests.

Three different designs were constructed: The initial model called the shallow
model with two convolutional layers and two fully connected layers, a middle-
depth model with three convolutional and three fully connected layers and a deep
model with five convolutional and two fully connected layers. The model structures
are portrayed in detail in Figures 5.2.1, 5.2.1 and 5.2.1, respectively. Adding layers
always complicates the parameter optimization process, because for each layer there
will be number of nodes or kernels to choose, and previous choices for other layers
may not work the same way any more in the new configuration. Therefore, only
three different depths were included in the testing.
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…

Convolution layer (3x3 kernels, 2x2 padding, 2x2 max pooling with 2x2 stride)

30 features

30

Dropout

Input

…

Convolution layer (3x3 kernels, 1x1 padding, 2x2 max pooling with 2x2 stride)

60 features

60

Flatten

Dropout

100 hidden units

Fully connected layer

Fully connected layer

10 output units

Figure 26: The shallow model with 2 convolutional layers and 2 fully connected
layers. Batch normalization was used after each layer.
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…

Convolution layer (3x3 kernels, 2x2 padding, 2x2 max pooling with 2x2 stride)

30 features

30

Dropout

Input

…

Convolution layer (3x3 kernels, 1x1 padding, 2x2 max pooling with 2x2 stride)

60 features

60

Flatten

Dropout

100 hidden units
Fully connected layer

Fully connected layer
10 output units

Dropout

…

Convolution layer (3x3 kernels, 1x1 padding, no pooling)

84 features

84

Dropout

…

Convolution layer (3x3 kernels, 1x1 padding, 2x2 max pooling with 2x2 stride)

64 features

64

Dropout

Dropout

100 hidden units
Fully connected layer

Figure 27: The mid-depth model with 2 convolutional layers and 2 fully connected
layers. Batch normalization was used after each layer.
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…

Convolution layer (5x5 kernels, 2x2 padding, no pooling)

30 features

30 Dropout

Input

…

Convolution layer (5x5 kernels, 1x1 padding, 3x3 max pooling with 2x2 stride)

30 features

30

Flatten

Fully connected layer
10 output units

…

Convolution layer (3x3 kernels, 1x1 padding, no pooling)

60 features

60

…

Convolution layer (3x3 kernels, 1x1 padding, 2x2 max pooling with 2x2 stride)

60 features

60

Dropout

Dropout

100 hidden units
Fully connected layer

Dropout

Dropout

…

Convolution layer (3x3 kernels, 1x1 padding, no pooling)

84 features

84

…

Convolution layer (3x3 kernels, 1x1 padding, no pooling)

84 features

84

Dropout

Dropout

…

Convolution layer (3x3 kernels, 1x1 padding, 2x2 max pooling with 2x2 stride)

100 features

100

Dropout

Figure 28: The Deep model with 2 convolutional layers and 2 fully connected layers.
Batch normalization was used after each layer.
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At first, the initial hyper-parameter values were explored with the shallow model
design. A value was considered sufficient, if the training process started to converge
during the first 200 iterations. This way, rough estimates for the good parameter
values were obtained for the search grid formation. Due to high number of hyper-
parameters, some were fixed before the systematic search, including the mini-batch
size (32) and activation function (tanh). Padding was used on the convolutional
layers to preserve the dimensionality, and max pooling was used with stride of 2.
Pooling was not used after each layer in the mid-depth and deep models, as is shown
in Figures 5.2.1 and 5.2.1.

The most excessive hyper-parameter search was carried out with the brain cancer
dataset, and it was performed with each of the three model designs. The best
performing design was used to analyse the breast data. All the brain data was used
in the hyper-parameter and model selection phases, which is why the brain results
must be regarded biased in that sense. The classification results of the breast data,
on the other hand, can be considered truly unbiased, because the hyper-parameters
were selected based on the brain-data experiments.

One of the main goals of the ATAS development project is to achieve near real
time classifications. The bottleneck in the process is the long measurement time
required for the high resolution DMS images, such as the brain and breast tissue
measurements in this study. To achieve the desired delay of approximately 5 seconds,
the resolution should be reduced to at least one third of the used data. The low-
resolution measurements of porcine tissues were used to estimate the classification
ability of the classifier with lower resolution images and therefore more realistic
sampling duration. Due to the smaller resolution, the hyper-parameters had to be
re-selected with a grid search to match the modified resolution: for example, smaller
kernels had to be used, because detection of the coarse features requires smaller
receptive fields. Therefore, only the shallow model was applied on the low-resolution
porcine data.

After the model selection with the grid search, three models were trained with
the two separate measurement sets of porcine fat and muscle tissues. The models
were tested with the separate hold-out set. The first model was trained with the
pre-cleanup data, which was measured before the opening and cleaning of the DMS
device, and the second model was trained with the post-cleanup data. Both the
pre- and post-cleanup sets were used to train the third model. Even though the
classification accuracies of the grid search are biased as such, because the data was
used in both the parameter selection and test evaluation, the results with the hold-out
dataset are truly unbiased.

Optimally, the hyper-parameter search would be carried out by performing a
10-fold cross-validation on a regular or random grid with multiple levels of each
hyper-parameters and choosing the combination of parameters with the highest mean
validation accuracy, as described in Section 2. However, as the search grid size and
thus the search time grows exponentially along with the number of parameters, only a
small set of parameters were selected by grid search and heuristic methods were used
for choosing the rest during the preliminary testing phase. The search grid consisted
of three hyper-parameters (learning rate, momentum and dropout rate), and each
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parameter was given three values (27 combinations) when experimenting with the
shallow model, and 2 values (8 combinations) with the mid-depth and shallow model
due slowness of computations with the deeper models. The parameter values were
selected based on literature and preliminary testing.

Cross validation was used to estimate the generalization performance of the
models, when separate hold-out data was not available. The entire training set
was randomly divided into n folds while keeping the number of samples from each
class approximately constant. One fold at a time was held out as a validation set
and the model was trained with the remaining data. The parameter search with
cross-validation was slow to compute, and running a full 10-fold CV on one parameter
combination took from 2 to 10 hours depending of the model size, with the available
computational resources. Thus, 5-fold cross-validation was used in the grid searches
and 10-fold cross validation was used to estimate the breast model’s accuracy with
the pre-defined model architecture and hyper-parameters. The high-resolution model
was chosen by running the grid searches over each of the three model designs.

5.2.2 Regularization

Several regularization methods were utilized during the training phase to avoid
overfitting and instability of the training process. For detailed descriptions of the
methods, see Section 3.4. Early stopping was used by holding 10% of the original
training data out of from the training as validation data for independent evaluations
after each training epoch. Both the training and validation accuracies were monitored.
Ideally, the optimal model is chosen solely based on the validation accuracy, but the
small validation set sizes in this study resulted in noisy validation curves. To choose
the model based on overall good performance rather than a random peak in the
validation accuracy, a model with highest mean of training and validation accuracy
was chosen. This technique is biased, however, because the training accuracy is used
to estimate the generalization performance. As the sample sizes will presumably be
significantly higher in the future, early stopping can be done only on the basis of
validation accuracy. Windowed rolling mean or median of the validation accuracy
could also be used to level out the observed noise in the validation curve.

Batch normalization was applied after each layer, which improved the performance
significantly in the preliminary testing phase. The hyperbolic tangent (tanh) was
chosen as the default activation function for the network at the preliminary testing
phase, even though the rectified linear unit is the default choice in majority of the
recent studies with neural networks (Krizhevsky et al., 2012), partly because they
avoid the problem of vanishing gradients, which are often encountered with the
tanh. Batch normalization, however, tackles the problem by limiting the sizes of the
updates.

The dropout regularization, where randomly selected node weights are temporarily
set to zero during the training phase, was used at both convolutional and the fully
connected layers. The dropout was applied after either the activation or max pooling.
The dropout rate was selected with the grid search. Introducing the dropout improved
the performance of the models significantly in the preliminary testing phase.
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6 Results
Three different datasets were studied in this thesis. Brain cancer measurements
(n = 399) with 5 classes were used to find the suitable model design and the set of
hyper-parameters for high-resolution (90 x 18) DMS classification. Breast cancer
measurements (n = 304) with malignant and benign tissue measurements were used
to train a model with the pre-selected model design and hyper-parameters, and as
none of this data was used in the parameter selection process, the results can be
viewed as independent model performance estimates in a binary outcome setting.

The third dataset of porcine muscle and fat tissue consisted of three separate sets
of measurements: the first set (n = 1059) was measured manually before opening
and cleaning the DMS device, the second set (n = 1240) was measured with the
automated sampling unit after the cleanup and the third set (n = 100) of manual
measurements was used as an independent test set. All the porcine data was measured
with a smaller (25 x 8) resolution to simulate rapid measurements.

All the experiments were implemented with mxnet deep learning library with R
programming language on RStudio. The computational platform was a PC laptop
running Windows 10 operating system. Training the models with the available
computational resources was very slow. Training one 5-fold cross validation over a
single set of parameters with the deepest model design lasted approximately 5 hours,
considerably limiting the amount of possible parameters to be tested.

6.1 Brain cancer data: Hyper-parameter and model selec-
tion for high resolution

The brain cancer dataset (n = 399) used for parameter and model selection consisted
of DMS measurements of four different brain cancer tissues (glioblastoma (GBM),
pilocytic astrocytoma (PA), meningioma (Men) and metastatic (Meta)) and reference
measurements (Empty) measured with no sample present.

The three different design options of the CNN (presented in section 5.2.1) were
studied. The best design along with the hyper-parameters controlling the training
process were chosen based on grid searches with the three model designs. The search
was carried out over a grid of three hyper-parameter values for the learning rate α,
the momentum β and the dropout-rate p. A 5-fold cross-validation was used in the
grid searches. In addition, 10% of each training set was used to evaluate an early
stopping criteria. In practice, early stopping was performed by selecting the best
model among saved iterations based on the highest average of validation and training
accuracies during 250 training epochs.

Three levels of hyper-parameter values were tested in the grid for the shallow
model, comprising 0.001, 0.01 and 0.1 for the learning rate α, 0.5, 0.7 and 0.9 for
the momentum β and 0.2, 0.35 and 0.5 for the thedropout ratio p. Due to long
computation times, only two parameter values were tested with the mid-depth and
deep models: 0.01 and 0.5 for learning rate α, 0.7 and 0.9 for momentum β and 0.35
and 0.5 for the dropout ratio p. The results are reported as averaged accuracies over
the 5-fold cross-validation.
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The results of the grid search of the shallow model are presented in Table 4.
The highest accuracy of 87.7% was achieved with α=0.1, β=0.7 and p=0.35. The
marginal effects of each hyper-parameter can be studied by averaging the accuracies
over the other two parameter results. The marginal effects of the grid parameters are
presented in Figure 29. Increasing the value of learning rate seems to increase the
accuracy, which can mean either that the error minimization requires large updates
to converge or that reaching convergence with the smaller values requires more than
the 250 training epochs. Increasing the momentum coefficient also seems to improve
the results, possibly because the stochastic parameter updating process needs to be
balanced by the momentum. The dropout rate seems to have a negative correlation
with the accuracy, implying that the dropout regularization may not be needed for
the shallow model.

Figure 29: The accuracies achieved with the learning rate, momentum and dropout
rate, averaged over the other parameter values in the grid search with the shallow
model.
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Table 4: Results of the hyper-parameter grid search over the shallow model. The
highest accuracy was 87.7%.

β 0.5 0.5 0.5 0.7 0.7 0.7 0.9 0.9 0.9
p 0.2 0.35 0.5 0.2 0.35 0.5 0.2 0.35 0.5

α 0.005 0.817 0.794 0.699 0.865 0.814 0.771 0.855 0.827 0.831
0.01 0.842 0.812 0.796 0.855 0.837 0.834 0.821 0.87 0.814
0.1 0.854 0.834 0.855 0.852 0.877 0.832 0.855 0.852 0.829

Figure 30: Examples of training and validation accuracies of the 5-fold cross validation
with the different model designs. Figures containing all the training results are
presented in Appendix A in figures A1, A2 and A. The test accuracies with the
hold-out fold are reported in the image titles.

Two examples of the training and validation curves of the best shallow model
are shown in Figure 30 (see A1 for all folds). Some level of overfitting is clearly
present, as the training accuracy continues to increase but the validation accuracy
remains roughly the same after some point in each training instance. The validation
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accuracy curve is very noisy, which is probably due to the small amount of evaluation
data (64 measurements) and overfitting. However, the sample variance between test
accuracies is very low (≈0.008).

Table 5: Grid search results of the mid-depth design. The highest accuracy was
82.7%.

β 0.7 0.7 0.9 0.9
p 0.35 0.5 0.35 0.5

α 0.01 0.81 0.749 0.827 0.815
0.05 0.817 0.79 0.822 0.777

Only two levels of the parameters were studied by grid search for the mid-depth
model due to computation time limitations. The grid search results are presented in
Table 5. The highest average 5-fold accuracy was 82.7% and it was produced by the
model with α=0.01, β=0.9 and p=0.35. The accuracies overall were lower than with
the shallow model. However, as can be seen from the learning curve examples of the
highest-scoring model’s 5-fold training in Figure 30 (see Figure A2 for all folds of the
cross-validation), it seems that full convergence was not reached in the 250 training
epochs. Therefore, it is possible that the results do not represent the potentially best
performance of the model.

The Figure 30 also shows that the validation curves follow the training curves
closely, which implies the absence of overfitting. The variance in the validation
curves is smaller than in the shallow model, possibly due to stronger regulation, even
though deeper models are inherently more complex and overfitting is more likely to
occur. The effect of dropout regularization is stronger in the deeper models, because
it is applied after each layer, limiting the capacity of the model more. The dropout
is also known to increase number of required training epochs, which might be the
reason for the slower convergence that is observed with the mid-depth model.

Table 6: The grid search results of the deep design. The highest accuracy was
81.2%.

m 0.7 0.7 0.9 0.9
p 0.35 0.5 0.35 0.5

α 0.01 0.800 0.762 0.812 0.752
0.05 0.777 0.73 0.767 0.784

Similar grid search (α ∈ [0.01, 0.05], m ∈ [0.7, 0.9] and p ∈ [0.35, 0.5]) was per-
formed with the deep model and the results are shown in Table 6. The best results
were achieved with the same parameters than with the mid-depth model, α=0.01,
β=0.9 and p=0.35. It is remarkable that the deeper models’ overall performance was
better with the smaller learning rate, whereas the shallow model benefited from larger
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updates. Improved performance when smaller amount of dropout regularization was
used was common to all three model designs. The effect of momentum is less clear
from the results, because β=0.9 was chosen by both of the deeper designs but p=0.7
produced the best single model for the shallow model, even though the marginal effect
with the shallow model suggested using β=0.9. The value β=0.9 for momentum
coefficient is commonly used in literature (Krizhevsky et al., 2012).

Two examples of the training and validation curves of the 5-fold cross validation
of the highest-yielding deep design model are shown in Figure 30 (see Figure 30 for all
folds). The learning curves resemble mid-depth models’ training and validation curves,
but the validation curves seem to be even less noisy with this model, implying again
that overfitting was not present. It is counterintuitive that the deeper, inherently
more complex models seem to be less overfitted than the simpler shallow one. A
possible explanation for this may be that in the deep and mid-depth designs, the
dropout is applied before flattening the input for the fully connected layers, which is
not done in the shallow model.

Table 7: The confusion matrix of the best 5-fold cross validation results with the
shallow model. True labels are on the columns and predicted labels on the rows of
the table.

MEN Empty Meta PA GBM
MEN 39 0 0 1 5

Empty 0 74 0 2 0
Meta 2 0 98 7 7

PA 1 1 2 20 5
GBM 6 0 8 2 119

The highest accuracy was reached by the shallow model with α=0.1, β=0.7 and
p=0.35. Therefore, the shallow model and the abovementioned hyper-parameters
were declared the most optimal for the task. To study the class-wise classification
performance of the best performing model, a confusion matrix of the classifications
is presented in Table 7. The highest sensitivity of 98.7% was scored with the
empty measurements, which is intuitive, since the measurements mainly consist
of one distinctive feature, the RIP peak, as is visible from the averaged class-wise
dispersion plots in Figure 23. The model sensitivity was smallest (62.5%) for pilocytic
astrocytoma, which comprised only 7% of all the data and thus it was difficult to
learn. The sensitivities for the rest of the classes were 81.3% for meningioma, 90.7%
for metastatic and 87.5% for glioblastoma. The specificities were 98.2%, 99.3%,
94.5%, 97.5% and 93.9% for meningioma, empty, metastatic, pilocytic astrocytoma
and glioblastoma, respectively. It should be noted that these results can not be
generalized, because as the same data was used in the model selection and model
evaluation, no truly unseen measurements were used for the performance testing.
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6.2 Breast cancer data: binary classifier performance
A binary CNN classifier was trained with the breast cancer data. The shallow model
design and hyper-parameters α=0.1, β=0.7 and p=0.35 were used based on the
experiments with the brain data in Subsection 6.1. Model performance was evaluated
over a 10-fold cross-validation. Model properties such as the last layer activations
were studied with the breast cancer model. The effects of certain features in the
dispersion plots of the breast cancer data were also visually inspected.

The breast cancer dataset consists of n = 304 measurements of malignant tumour
(class ’cancer’) and benign breast tissue (class ’healthy’) data. Mean accuracy of
90.5% was achieved over a 10-fold cross-validation. This exceeds the classification
accuracy of 87% for the same data with LDA reported by Sutinen et al. (2018)
and thus demonstrates the superiority of CNN classification at least in this case.
The sensitivity of the CNN model was 85.9% and specificity 92.9%, compared to
80% sensitivity and 90% specificity obtained by Sutinen et al. (2018). The F1-score
of the CNN model was 89.7%. Ideally, the models should favour sensitivity over
specificity, because failing to report the presence of cancerous tissue has more serious
consequences than reporting a false positive. The confusion matrix of the results is
presented in Table 8.

Table 8: The confusion matrix of the breast tissue data. The mean accuracy is 90.5%.
The predictions are on the rows and true values on the columns.

Malignant Benign
Malignant 91 14

Benign 15 184

Two examples 10-fold cross validation results are shown in Figure 31 (see Figure
A4 for all folds). It seems that the training has converged at each fold during 250
epochs. For most folds, the difference between the training and validation curves
is relatively large, which implies that some level of overfitting has occurred. The
validation curves are quite noisy, which is likely to be because of the small size of
the validation set (30 measurements).
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Figure 31: Two examples of the learning curves from the 10-fold cross validation
with the brain cancer data.

In order to qualitatively analyze the model’s classification criteria, averaged
dispersion matrices of true benign and malignant tumour tissue measurements,
correctly and incorrectly classified measurements of both classes and the difference
between correctly and incorrectly classified samples are shown in Figure 32. In the
malignant tumour matrices, the leftmost peak has higher intensity compared to the
benign matrices at the low Vrf values. This is also confirmed by the difference matrix
of the malignant measurements, as the presence of a big left peak values seems to
occur with correctly classified cancer tissues, and in contrast high intensity in the RIP
peak seems to be encountered with misclassified cancer tissues, since this appears to
be a definitive feature in the benign measurements. Also the rightmost peak on the
right side of the RIP peak is typically stronger in the benign samples.

Figure 32: Averaged dispersion matrices arranged from left to right: true class
members, correctly classified measurements, incorrectly classified measurements and
difference between correctly and incorrectly classified measurements of malignant
and benign breast tumour tissue. The model is trained with the shallow design using
the best training parameters discovered in Section 6.1. The rainbow colours are
added artificially to emphasize the intensity differences.
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The uncertainty of the classifications is also studied with the breast cancer model.
This is done by plotting the histograms of the last layer activations, which can be
considered as the probabilities of each class, for correctly and incorrectly classified
measurements. The output node with the highest last layer activation defines the
class assignment. The histograms of correctly and incorrectly classified measurements’
probabilities are shown in Figure 33. The distribution of the correctly classified
matrices is heavily skewed towards high values, meaning that most correctly classified
measurements also have a very high class probability. In contrast, the distribution
of probabilities of the incorrectly classified measurements is flatter. Only 17% of
the correctly classified samples have less than 0.95 last layer probability, compared
to 55% of incorrectly classified samples. The class probabilities could be utilized as
uncertainty metrics for the model’s class assignments.
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Figure 33: The histograms of correctly and incorrectly classified measurements as a
function of the probability (last layer activation value) of the assigned class. The
results are from 10-fold cross validation of the shallow model with the breast cancer
data. It is clearly visible that the class predictions become uncertain as the last layer
probability is less than 0.95.
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6.3 Porcine tissue data: Low resolution performance on in-
dependent data

The porcine dataset used for model training consists of two separate measurement
sets, one (n=1058) trained before and the other (n=1240) after cleaning up the
measurement device. The first set was measured manually and the second with the
automated sampling unit. A third set consists of 100 manually sampled measurements,
and it was used only for testing. The resolution of the measurements was 25 x 8.

Figure 34: Examples of learning curves from the highest yielding model in the grid
search.

Because the porcine dataset was measured with lower resolution than the cancer
sets, the training parameters were selected by a separate grid search. The search
was performed over two levels of learning rate α (0.01, 0.05), momentum β (0.7, 0.9)
and dropout rate p (0.35, 0.5) with the shallow CNN design. 5-fold cross-validation
was used. Three separate classifiers were trained with the pre-selected training
hyper-parameters: one with only the pre-cleanup data, the second with only the
post-cleanup data and the third with a combination of both datasets. Each model
was tested with a hold-out test set consisting of 100 measurements.

Table 9: The grid search results of the shallow design with the porcine data.

β 0.7 0.7 0.9 0.9
p 0.35 0.5 0.35 0.5

α 0.01 0.932 0.923 0.923 0.921
0.05 0.930 0.917 0.923 0.914

The results of the grid search are shown in Table 9. The best performance of
93% accuracy was achieved with α=0.01, β=0.7 and p=0.35. Two examples of the
learning curves of the 5-fold cross validation are shown in Figure 34 (see Figure
A5 for all folds) and the confusion matrix of the best results is in Table 10. The
validation curves follow the training curves closely, meaning that no overfitting is
present. It is likely that the larger sample size and smaller resolution diminished the
effects of random noise in the data compared to the training and validation curves of



56

the cancer measurements. In several cases, an upward trend in the training curve
can be observed even at 250 training epochs, implying that full convergence was not
reached. Thus, the separate models with each dataset were trained with 400 training
epochs to ensure convergence.

Table 10: The confusion matrix of the highest yielding model in the grid search with
the porcine tissue data. The mean accuracy was 93%. The predictions are on the
rows and true values on the columns.

Muscle Fat
Muscle 1143 53

Fat 107 995

The test results of the pre-cleanup model are shown in Table 11. The model
classified all the measurements as muscle tissue, yielding 50% accuracy but 0%
sensitivity to fat. This implies that something in the test measurements was essentially
different compared to the training data, and the model’s classification criteria was
not valid for the test data.

Table 11: The confusion matrix of the pre-cleanup model evaluated on the test set.
The rest accuracy was 50%, which is at guess level. The predictions are on the rows
and true values on the columns.

Muscle Fat
Muscle 50 50

Fat 0 0

When the model was trained with the post-cleanup data, a test accuracy of 94%
was reached. The classification results are shown in Table 12. The model’s sensitivity
to muscle tissue was 100% but for the fat tissue only 88%. The muscle class seems
to be slightly preferred by this model, but the classification accuracy resembles the
validation accuracy of the model itself. This emphasizes the effect that the device
cleaning had on the data generating process, where some features have significantly
changed.

When the model was trained with the combination of pre- and post-cleanup data,
the test accuracy was 88%. The sensitivity was again 100% to the muscle tissue and
76% to the fat tissue. As the confusion matrix in Table 13 shows, this model also
has a slight preference towards the muscle class, and even more test measurements
are misclassified as muscle than with the post-cleanup model. However, the overall
result is good and confirms that by using versatile data, the resulting model can be
made robust to input variations.

The porcine data results demonstrate that CNNs are able to classify the surgical
smoke measurements by tissue type from the low resolution DMS images. The binary
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Table 12: The confusion matrix of the post-cleanup model evaluated on the test set.
The predictions are on the rows and true values on the columns.

True class
Prediction Muscle Fat

Muscle 50 6
Fat 0 44

Table 13: The confusion matrix of the combined porcine model evaluated on the test
set. The average accuracy was 88%. The predictions are on the rows and true values
on the columns.

Muscle Fat
Muscle 50 12

Fat 0 38

classifications are not as good as with the high-resolution breast model when both of
the datasets were used, but the results are promising nonetheless.

6.4 Model performance
Accuracy was used as evaluation metric in the hyper-parameter selection and model
validation. In this subsection, the model performances are compared to non-machine
learning classifiers. There are three kinds of non-machine learning classifiers that
can yield a moderate accuracy depending on the task, but do not actually carry
any discriminative information. A model can be considered having truly learned
information of the data if the test accuracy exceeds the possible trivial or guess-level
accuracies.

First possibility is a random guess classifier. It assigns a random class to each
sample in a way that each class have the same probability to be assigned. The
accuracy of such classifier is

Accrandom guess = 1
k

, (5)

where k is the number of classes. As there are 5 classes in the brain tumour
dataset, a random guess classifier should yield 20% accuracy, which all the models
in the grid searches easily exceed. For the binary breast cancer and porcine tissue
classifiers, a random guess should produce 50% accuracy, which is also exceeded by
the cross-validated breast model and porcine model with post-cleanup data and the
combined data on the hold-out set, but the pre-cleanup model’s test accuracy remains
at guess level. All the differences are statistically significant at 95% confidence level.

Another example of a non-ML classifier is a weighted guess classifier. It assigns
the classes randomly, but the probability of assigning a certain class is the same than
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the prevalence of the class in the class population. Thus, the accuracy of a weighted
guess accuracy is

Accrandom guess =
k∑
i

(nk

n
)2 , (6)

In case of the 5-class brain data classifier, the accuracy of a weighted guess is

Accrandom guess =
k∑
i

(nk

n
)2 (7)

= ( 75
399)2 + (136

399)2 + ( 48
399)2 + (108

399)2 + ( 32
399)2 (8)

= 0, 256. . . ≈ 26% (9)

which is exceeded by all the brain models. For the breast cancer classifier, the
weighted guess accuracy would be (198

304)2 + (106
304)2 ≈ 54%. This is also easily exceeded.

As the hold-out porcine data has equal number of samples from both classes, the
weighted guess would also be 50%. The differences are statistically significant at 95%
confidence level.

The last option is the majority class, which is also the first rule that many machine
learning models first learn before finding more sophisticated separation features. It
means that all the samples are assigned to belong to the most common class in the
population, and thus the acquired accuracy is the same than the proportion of the
most common class. This becomes a concern in modelling particularly if one of the
classes has significantly more training examples than others. The majority class
accuracy for 5-class brain data classifier would be 136

399 = 34% in favour of glioblastoma
class, which is exceeded by the trained models. For the binary breast cancer classifier,
the major class accuracy would be 198

304 ≈ 65% for benign tumours, which is also
exceeded. The porcine model’s majority class accuracy would be 50% as both classes
had the same number of measurements. This was exceeded with the post-cleanup
model and the combined model, but the pre-cleanup model remained at majority
class level. All of the comparisons are statistically significant at 95% confidence level.

As a conclusion, the test accuracies achieved in this thesis significantly exceed
the trivial non-ML classifiers, except the pre-cleanup test with the 100 independent
porcine measurements, where only majority class accuracy was achieved.
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7 Discussion
The automated tissue analysis system appears to be a promising technique, that
could be utilized as a tool for surgical margin analysis or cancer type identification
for medical personnel in the future. The goal is of the ATAS project that the
tissue type classification would be obtained intraoperatively within seconds from
the electrosurgical cut. Both the previous studies with LDA (Kontunen et al., 2018;
Kontunen, 2017; Sutinen et al., 2018) and CNN experiments in this thesis have proven
that the detection of different tissues is indeed possible from the surgical smoke
by using machine learning methods to classify differential mobility spectrometry
measurements. The results presented in this thesis demonstrate that breast cancer
tissue can be distinguished from healthy breast tissue with 90% accuracy, and the
tissue classification is also possible from small resolution images that can be measured
rapidly. However, several classification methods remain to be tested before a gold
standard method can be determined.

According to the Occam’s razor principle, if several models perform equally
well, the simplest one containing the least amount of free parameters needs to be
selected. The previously studied LDA-based classifier seems to give results that are
comparable with CNNs, suggesting that CNN might be an overly complex model for
analysing DMS measurements. However, considering the superiority of CNN based
methods in image recognition in general, CNNs may prove to be useful as the sample
size increases and overfitting decreases. LDA does not utilize iterative parameter
optimization, but rather gives a deterministic output for a single input, whereas
training the CNNs require iterative parameter updating and even convergence does
not guarantee optimality. This fundamental difference makes it difficult to compare
the two methods, since it is possible that the CNN models trained in the framework
could be improved, given suitable parameter tuning with sufficient computational
resources.

The computational resources used in this thesis were limited, and as training
times were high, the number of the training epochs and the number of folds in
the cross validations along with the number and levels of hyper-parameters in the
grid-searches were limited. Small number of epochs probably caused preference
towards smaller models in the model selection, as they required less training time
to converge. An exhaustive parameter and model selection is required in the future
with higher computational capacity and effective computation parallelization for
example with GPU computing (Krizhevsky et al., 2012), to further improve the
model performance. Even though the computational complexity of CNNs makes the
model training significantly slower than simpler methods, evaluating a trained model
is still fast and can be implemented in computationally modest platforms such as
single-board computers for practical purposes.

The success of CNNs in literature is mostly based on studies with large datasets
containing between tens of thousands and millions of training examples. For example,
the best classifiers are able to classify the MNIST dataset of hand-written digits (10
classes) with less than 0.5% test error, but the training data consists of 60 000 images
(LeCun et al., 1998). The sample sizes within the scope of this study were significantly
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smaller, varying from 300 to 2000 measurements in total for training, validation and
testing. Gaining more data from versatile measurement conditions and tissues will
be the next step towards validating the use of CNNs in tissue identification from
DMS measurements as well as improving their performance in the task.

This study brings also a novel insight to the study of DMS data analysis in
general. An argument favouring CNNs is that they, unlike many other machine
learning method, utilize the topological ordering of the measurement points in the
DMS matrices. Instead of handling the points as presumably independent dimensions,
CNNs split the data into a hierarchical set of topological features, which is both
intuitive and computationally effective. A problem encountered by most analysis
methods with DMS data is that the number of dimensions exceed the number of
parameters to be learned by the model, which requires dimension reduction as a
pre-processing step or in a form of built-in regularization. If CNNs are used, wavelet-
based feature extraction can be omitted and the data can be used without any
pre-processing. Studying the activated areas and shapes of CNN layers might also
give empirical insight into modelling the underlying data generating phenomenon of
differential ion mobilities.

As was observed in the porcine tissue experiments in this thesis, CNNs seem
to be somewhat sensitive to DMS measurement conditions, which was observed
as difficulties to correctly classify the DMS data measured after the opening and
cleaning up the DMS device, if the classifier was trained with the pre-cleanup data.
It is intuitive, however, that if the produced data matrices change significantly and
the training data does not contain examples from these situations, the model is not
able to detect them. This is another motive to invest in gathering more versatile data
from different environmental conditions. It is likely that for example humidity and
dilution level of the gas as well as the drift tube geometry affect the measurements
some way. Including these features as additional input for the fully connected layers
of the CNNs could possibly help overcome the problem.

Even though the model trained with the pre-cleanup porcine data alone could not
classify the test data measured after the cleaning up, the combined model containing
both pre- and post-cleanup training examples performed almost as well as the post-
cleanup model with the test data. This is a remarkable observation in support of
the argument of collecting as diverse data as possible. The studied tissue samples,
especially the cancer samples, came from a limited number of individuals, and the
same tissue was sampled several times in order to get as many measurements as
possible, but which is simultaneously a source of bias towards modelling individual
features rather than general tissue properties.

In the possible clinical test scenario, the ATAS system would be implemented in
hospitals and operating rooms in order to collect tissue measurements from surgical
operations into a cloud platform. In this scenario, the training data could be gathered
from different DMS measurement equipment, possibly with varying inner geometry
and measurement areas, and thus the versatility of the data could be improved at
large scale. CNNs are inherently invariant to small distortions in target location and
other affine translations, as long as the training data contains versatile examples.

The translation and location invariance could be boosted by data augmentation
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with distorted data examples (Krizhevsky et al., 2012). This robustness property
would be useful in the possible future scenario, where the data is continuously received
from multiple ATAS users to dynamically improve the classification performance.
Even measurements without a tissue type label could be utilized for training in a
semi-supervised model updating process. This scenario could also benefit from using
pre-trained CNNs as a starting point for the training with new data, which might
considerably decrease the required training time. The use of pre-trained networks as
either feature extractors or for parameter intialization for CNNs with small datasets
like medical images has proven to be very successful in many occasions (Tajbakhsh
et al., 2016).

In the literature considering CNN training and generalization performance, several
methods exist to be tested in the future (see LeCun et al. (2015) for example).
Different weight optimization methods, such as learning rate optimizers are likely to
decrease the training time and thus boost the hyper-parameter tuning. Other deep
learning methods such as recurrent neural networks have been beneficial in sequential
data analysis (Graves et al., 2013), which makes them attractive candidates for the
classification methods. Wider method testing in general is required and it could
include for example support vector machines and kernel methods.

In the image recognition contests, the lowest error rates are often achieved by an
ensemble learner utilizing several different models (Cireşan et al., 2012), which vote
for the final classification result. Ensembles of CNN, LDA and other classifiers could
reach even higher performance than any single classifier alone.

The performance of CNNs with a high number of classes (such as ImageNet
classifiers with 1000 labels) is often measured among others with top-5 error rate
(Krizhevsky et al., 2012). The last fully connected layer of a CNN contains the
predicted probabilities of each class, which are used to assign the labels for inputs.
The top-5 error rate is the proportion of test inputs, for which the correct label is
not among the top 5 class probabilities. While the top-5 error rate is not an useful
measure for a classifier with a small number of classes, the last layer probabilities
could be utilized as an uncertainty metric for the given labels.

Due to small sample sizes, the classification results reported in this thesis need
to be considered preliminary. There are multiple possible sources of error that can
not be easily assessed, such as the error rate of the original histopathological or
visual tissue label annotation. Fortunately, as the sample size increases and the
datasets become more versatile, the effects of noise in both the data and in the label
annotations decrease. This is likely to make the trained models more robust to noise
and reduce the level of overfitting.
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8 Summary
Deficient cancer tumour removal and the consequential high rates of cancer re-
occurrence have created demand for fast, real-time surgical margin analysis techniques
(O’Kelly Priddy et al., 2016). One possible solution is using the surgical smoke
produced by electrosurgery (diathermy), which contains tissue-specific biomarkers
for possible identification of the tissue type (Ulmer, 2008). The goal of this thesis
was to study the use of convolutional neural networks as a classification method to
identify tissue types from surgical smoke measurements.

This study is an interdisciplinary combination of mathematics, computer science
and medicine. For this reason, machine learning literature and methodology were
reviewed from the viewpoint of medicine. The fundamentals of convolutional neural
networks were presented as a basis for the classification method for the application.

In the automatic tissue identification system, diathermy smoke is measured with
differential mobility spectrometry (DMS). DMS is an affordable and highly sensitive
gas analysis technique based on differences of the ion mobilities in an oscillating
electric field (Buryakov et al., 1993). Even though DMS is a widely studied and
utilized in many applications, no gold standard has emerged for the analysis of DMS
data. This motivates the research of novel analysis methods.

Previously, the DMS measurements of surgical smoke have been successfully
classified with a well-regularized linear discriminant analysis (LDA) classifier (Kon-
tunen, 2017; Kontunen et al., 2018; Sutinen et al., 2018), verifying that it is possible
to reliably detect the tissue type from the DMS spectra of surgical smoke. The
experiments performed in this thesis prove that it is also possible to reliably classify
DMS measurements of different cancer tissues with convolutional neural networks
(CNN), and the classification accuracies are comparable with previous experiments
with LDA.

CNNs are powerful tools in modelling highly non-linear data with grid-like
structure, which has been exceptionally efficient in the field of image recognition
(Krizhevsky et al., 2012). A clear advantage of CNNs is that they do not require any
preprocessing or compressing of the data. However, compared to simpler methods,
the model training is time consuming and requires extensive hyper-parameter search,
if training is done from scratch.

Three different datasets were studied. A set of high-resolution DMS measurements
of four human brain tumour types and reference measurements was used as a pilot
set for the most extensive hyper-parameter tuning and model selection. Three
different model designs of varying depth were tested. Hyper-parameters were selected
based on preliminary tests and grid searches. The chosen model design was also
used to train a binary classifier with the second dataset containing human breast
cancer measurements of both healthy and cancerous breast tissue. The third dataset
contained low-resolution DMS measurements of porcine muscle and fat tissue. Since
the smaller resolution limits the maximum capacity of the CNN architecture, only
the shallow architecture was used, and the hyper-parameters were selected based on
a grid search.

The best performing model with the brain data yielded an estimated 87% accuracy
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based on cross validation. The structure and hyper-parameters of this model were
used to train the breast cancer classifier, which was the primary focus area of this
study. The two-class breast cancer classifier achieved 90% mean accuracy in 10-fold
cross-validation, which exceeds 87% accuracy reported by Sutinen et al. (2018) for
the same data classified with LDA. The models created with the porcine data
yielded 93% accuracy in the cross-validated grid search, and could correctly classify
88% of the held-out samples. However, a cleaning of the DMS device affected the
data, as models trained with pre-cleanup data could not reach guess level, whereas
post-cleanup models yielded 94% test accuracy.

The results can not be generalized without caution, because the small size of the
datasets has likely caused noise in the results. Also, the search for optimal model
was not exhaustive due to the computational limitations. Nevertheless, the achieved
accuracies are comparable with previous results by Kontunen (2017), Kontunen et al.
(2018) and Sutinen et al. (2018), even though development towards more accurate
models is still required for the medical application. After further validation, CNNs
could either be utilized as the main classification method or as part of an ensemble
learner consisting of many different classifiers in the automatic tissue analysis system.

The results demonstrate that the shapes of the DMS matrices can be automatically
extracted, quantified and used in the classification by CNNs, which makes them a
viable option for DMS classification in general. The method could be easily applied
on existing large-scale DMS datasets to quickly confirm the validity of the method.
The success of CNNs may also inspire studying the suitability of other existing image
recognition methods in the analysis of DMS data.

The results showed a connection between the accuracy of the CNN’s class assign-
ment and the last layer activations, which can be interpreted as class probabilities.
For the incorrect classifications, the probability for the assigned class was significantly
lower than for the correctly classified matrices. This implies that the class proba-
bilities could be used as uncertainty metrics for the model’s output. Quantifying
the uncertainty of the class assignment would be a preferable property, assisting the
physician in the clinical decision making.

In the possible clinical testing phase in the future, the amount of training data
will accumulate rapidly and the models can be dynamically updated in a cloud
platform. At that point, powerful computational resources are needed for the model
training. The model evaluation, however, is rapid and can be performed with modest
resources such as single-board computers, enabling their use as DMS data classifiers
in various practical applications such as the ATAS.
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A Training and validation curves
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Figure A1: Training and test accuracies of the 5-fold cross validation models with
the highest mean accuracy achieved in the grid search for the the shallow model
and brain cancer data. The training accuracy in the title refers to the highest mean
of training and validation accuracies used for early stopping, and the test accuracy
is evaluated on the hold-out fold.
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Figure A2: Training and test accuracies of the 5-fold cross validation models with
the highest mean accuracy achieved in the grid search for the mid-depth and brain
cancer data. The training accuracy in the title refers to the highest mean of training
and validation accuracies used for early stopping, and the test accuracy is evaluated
on the hold-out fold.
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Figure A3: Training and test accuracies of the 5-fold cross validation models with the
highest mean accuracy achieved in the grid search for the deep model and brain
cancer data. The training accuracy in the title refers to the highest mean of training
and validation accuracies used for early stopping, and the test accuracy is evaluated
on the hold-out fold.
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Figure A4: 10-fold cross validation results of the breast tissue model. Averaged
accuracy was 90.5%. The training accuracy in the title refers to the highest mean of
training and validation accuracies used for early stopping, and the test accuracy is
evaluated on the hold-out fold.
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Figure A5: Training and test accuracies of the 5-fold cross validation models with the
highest mean accuracy achieved in the grid search for the porcine model with the
shallow architecture. The training accuracy in the title refers to the highest mean of
training and validation accuracies used for early stopping, and the test accuracy is
evaluated on the hold-out fold.
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