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Abstract
Robust scene understanding is one of the main keys for safe autonomous vehicles
and for competent advanced driver assistance systems. Deep neural networks
are powerful tools for scene understanding, but they do not provide high-quality
predictions in challenging illumination conditions with camera data. We implement
three deep learning models that are able to predict the driveable road area in
real-time with low latency (10.4 ms inference) from color image data (90.5 IoU)
and from illumination invariant lidar data (86.2 IoU) achieving almost comparable
accuracies with both modalities. We experiment with virtual multispectral solid
state lidar data, that has been generated from real-world georeferenced point
clouds, and show that the spectral information helps in the road area semantic
segmentation task. We implement a modification to the SqueezeSeg architecture
by substituting the middle layers with the Atrous Spatial Pyramid Pooling module
from the DeepLabv3+ architecture, resulting in over 3× reduce in the amount of
parameters and the amount of computation, but still achieving higher accuracy
than the original architecture.
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Tiivistelmä
Syväoppimiseen perustuvat konenäkömenetelmät ovat huomattavasti edistäneet
itseohjautuvien ajoneuvojen ja kuljettajaa avustavien järjestelmien kehitystä. Kone-
näkömenetelmien luotettavuutta rajoittaa kuitenkin sensorijärjestelmissä yleisesti
käytettyjen näkyvän aallonpituusalueen kameroiden herkkyys haastavissa valais-
tusolosuhteissa sekä niiden kyvyttömyys tuottaa kolmiulotteista informaatiota
tieympäristöstä. Tässä työssä tutkitaan, kuinka usealla aallonpituusalueella toimi-
va kuvantava laserkeilain voisi kompensoida kamerasensorien puutteita, tai jopa
korvata kamerat kokonaan, ajettavan tiealueen segmentoinnin osalta. Työn toisena
tutkimuskohteena on vertailla kolmea neuroverkkoarkkitehtuuria, jotka hyödyntä-
vät viimeaikaisia neuroverkkojen suorituskykyä parantavia moduuleita. Kokeissa
havaitaan usean aallonpituusalueen laserkeilausaineiston kasvattavan tiealueen
segmentoinnin tarkkuutta verrattuna yhden aallonpituusalueen laserkeilausaineis-
toon. Työssä osoitetaan laserkeilainpohjaisen (86.2 IoU) tiealueen segmentoinnin
menetelmän saavuttavan lähes vertailukelpoisen tarkkuuden kamerapohjaiseen
(90.5 IoU) menetelmään verrattuna. Tutkimuksessa havaittiin, että kohdennetuilla
muutoksilla neuroverkkoarkkitehtuureihin voidaan saavuttaa lähes kolminkertai-
nen säästö laskennallisten resurssien käytössä, tarkkuuden kärsimättä. Erityisesti
ASPP-moduulin havaittiin parantavan tiealueen segmentoinnin tarkkuutta sekä
kasvattavan suorituskykyä. Työssä toteutetut neuroverkkoarkkitehtuurit soveltuvat
käytettäväksi reaaliaikaista toimintaa vaativissa tehtävissä (10.4 ms suoritusaika).

Avainsanat neuroverkko, koneoppiminen, semanttinen segmentointi, autonominen
ajaminen, multispektri, laserkeilain
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Symbols and abbreviations

Symbols
b Neuron bias
BNγ,β (·) Batch normalization operation
Cin Number of input channels
Cout Number of output channels
ϵ(·) Minor perturbation
g(·) Activation function
H Input feature map height
H(·) Non-linear function mapping
I(·) Identity mapping
r Atrous rate
w Neuron weight
W Input feature map width
x Input activations
z Linear activations

Abbreviations
ADAS Advanced Driver-Assistance Systems
ANN Artificial Neural Network
ASPP Atrous Spatial Pyramid Pooling Module
BEV Bird’s Eye View
CAD Computer-aided Design
CMOS Complementary Metal Oxide Semiconductor
CNN Convolutional Neural Network
CRF Conditional Random Field
CW Continuous Wave
FCN Fully Convolutional Neural Network
GNSS Global Navigation Satellite System
GPS Global Positioning System
GPU Graphics Processing Unit
IMU Inertial Measurement Unit
IoU Intersection over Union
lidar Light Detection and Ranging
MEMS Micro Electro Mechanical Systems
MLP Multilayer perceptron
MTBF Mean Time Between Failures
NAG Nesterov Accelerated Gradient
ReLU Rectified Linear Unit
SGD Stochastic Gradient Descent
SPAD Single Photon Avalanche Diode
SVM Support Vector Machine
ToF Time-of-Flight



1 Introduction
Autonomous vehicles and Advanced Driver-Assistance Systems (ADAS) are not new
[1, 2, 3, 4], but the recent progress in computer vision and in perception sensor
technology has accelerated the development to a great extent. Deep learning neural
networks have reformed the field of computer vision to a state that was unimaginable
only a decade ago and are solely responsible for the superior state-of-the-art results
in image classification and in image segmentation tasks [5, 6]. A new promising
chapter is opening in the history of transportation, which has already begun with a
digital revolution driven by deep learning and sensor technology.

Robust and fast perception methods are essential in realizing safe ADAS systems
and capable autonomous vehicles. This will put additional pressure not only on the
performance of the machine vision algorithms but also on the perception sensors that
have to provide sensible data under any given driving conditions. Camera sensors,
for example, are sensitive to illumination variations and are not able to provide
depth information, a combination which have been hypothesized to be the root cause
for a recent ADAS related fatal accident [7]. On the contrary, Light Detection and
Ranging (lidar) sensors are illumination invariant and are capable of providing the
depth information. Unfortunately, the current lidar devices are mostly based on
mechanical scanning which limits their use in harsh automotive environment and
increases their production costs.

Beyond traditional mechanically scanned lidar devices, new generations of more
capable solid state lidar devices are appearing [8, 9, 10]. Motivated by the paradigm
shift in laser scanning towards low-cost, high-performance, solid state lidars, we
attempt to characterize the properties of multispectral solid state lidar sensors in
road area semantic segmentation with deep learning neural networks. Due to the
restricted availability of multispectral solid state lidar sensors, this thesis explores
the use of multispectral georeferenced point clouds for training data generation.

A considerable amount of literature has been published on deep learning based
semantic segmentation models [11, 12, 13] and on computationally efficient deep
learning architectures [14, 15]. The results of these studies will provide a starting
point for our experiments that attempt to find not only the added benefit of the
spectral information in the lidar data but also a deep learning architecture for road
area semantic segmentation that is able to achieve low latency real-time operation in
autonomous vehicle perceptions systems.

1.1 Contributions
The contributions of this thesis are the following:

1. We design two road area semantic segmentation architectures based on the
SqueezeSeg [15] lidar point cloud segmentation model. The architectures use
less parameters and require less computation than the original model. Our
experimental results show that both models are capable of low-latency real-time
operation.
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2. We collect and annotate a road area semantic segmentation data set that
contains color images and multispectral lidar point cloud data.

3. We propose a method for generating virtual multispectral solid state lidar data
from dense multispectral georeferenced point clouds.

4. We compare the segmentation accuracy between color image input data,
monospectral lidar input data and multispectral lidar input data. The ex-
periments reveal that the multispectral lidar information increases the road
area segmentation accuracy compared to the monospectral lidar information.

5. We experiment with various ways of providing the neural network models
with three-dimensional lidar point cloud data. The results show that the
deep learning models perform better when they are supplied with Cartesian
coordinate representation of the point cloud data in addition to the depth
information.

1.2 Structure
This thesis first gives a brief overview of artificial neural networks, autonomous
vehicle perception sensors and semantic segmentation, in section 2. In section 3, we
describe the experimental setup for the neural network implementations and for data
collection. In section 4, we present the road area semantic segmentation results. In
section 5, we analyze and discuss the results, describe the limitations of the study
and suggests some improvements for future research. Finally, in section 6, we present
the conclusions of the thesis.
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2 Background
In section 2.1, we will familiarize ourselves with artificial neural network models and
their training procedures. The section 2.2 describes the sensors that are used for
perception in autonomous vehicles, and additionally, introduces certain methods for
generating virtual sensor data. Finally, in section 2.3 we provide a brief introduction
to the field of semantic segmentation.

2.1 Artificial neural networks
Traditional machine learning methods solve a wide variety of simple classification and
regression tasks in a way that meets the performance and accuracy measures of most
applications. However, as the complexity of the problem is increased, the methods
do not generalize well and are usually heavy to compute. Object recognition and
speech recognition among others, are good examples of the type of complex problems
which are hard, if not impossible, to solve utilizing traditional machine learning
methods. The problem is that the input information resides in a high-dimensional
space where generalizing to new examples is exponentially more difficult compared
to the problems where the input resides in a lower dimensional space [16].

Artificial neural networks (ANNs) are high capacity machine learning models
that perform well also when the input data is high-dimensional. The models can
be represented as computational graphs (see figure 2.1) where the nodes and edges
can be thought of as neurons and synapses in analogy to animal brain. The input
to a neural network is converted into activation signals that travel from neuron to
neuron through the network, and finally, at the output of the model, represent the
result of a desired function mapping. At each neuron, a set of parameters and a
certain type of computational operation decide if the activation signals are either
amplified or dampened. The challenge with neural networks is to find an optimal
set of parameters that manipulate the activation signals just right to produce the
desired output for different inputs.

Figure 2.1: An example of a fully connected neural network. The information is
passed from the input layer to the two hidden layers, both of which have three
artificial neurons. The result of the computation is obtained from the output layer.
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Artificial neural network models are powerful tools in information processing
tasks for both theoretical and practical reasons: First, the models can be used to
approximate any function mapping, that is, they have the capability to work as
universal function approximators. Second, the computations on the models constitute
mostly of matrix multiply-add operations that are easy to parallelize for efficient
execution on modern computational hardware. This means that even large-scale
models are computationally feasible.

Universal function approximation capabilities have been shown for a multi-layer
perceptron (MLP) network architecture. This type of architecture, equipped with at
least one non-linear hidden layer, can approximate any Borel measurable function on
a compact domain with arbitrary accuracy [17]. More precisely, given any continuous
function ϕ(x), there exists a single-hidden-layer neural network f(x), such that for
any arbitrary input x, the distance of ϕ(x) and f(x) is bounded ϵ > |ϕ(x)− f(x)| by
a small constant ϵ > 0.

Figure 2.2: The network architecture is determined by the purpose of use. A Classi-
fication network with convolutional feature extractor (left-hand side). A semantic
segmentation network that utilizes skip connections in order to preserve the spatial
information (right-hand side).

Often, the term deep learning is used in conjunction with artificial neural network
models that are applied in various prediction and classification tasks. The term deep
learning refers to the fact that many of the high-performance artificial neural network
architectures are multiple layers deep (see figure 2.2). The empirical evidence
shows that deeper models tend to learn a wide variety of tasks more easily and
more accurately than shallower models. For example, the best performing models
[14, 18, 19, 20, 21] in the famous object detection and image classification competition,
the ImageNet Large Scale Visual Recognition Challenge (ILSVRC) [5], are consistently
tens or hundreds of layers deep artificial neural networks.

In the following subsections we will introduce the artificial neural network building
blocks that are important for understanding deep learning semantic segmentation
models. Additionally, we describe how artificial neural network models are trained
in a supervised fashion.

2.1.1 Artificial neuron

Artificial neurons are the computational units that construct neural network models.
In the early days of neural network research, starting from the 1940s, the driving idea
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Figure 2.3: The structure of an artificial neuron. The input data first undergoes
an affine transformation. The linear activations are then fed through a non-linear
activation function that produces the final output activations.

behind the research was that a network of artificial neurons would have exhibited
similar kind of cognitive properties as the neural network in animal brain. The
goal was to find a computational representation of a biological neuron that could be
turned into a synthetic learning entity. Some of the pioneering work in the field was
conducted by McCulloch and Pitts [22], who were the first to present a biologically
inspired computational model of a learning artificial neuron. Later, Rosenblatt
conducted experiments with the Perceptron [23] model, which was a simple artificial
neuron that was capable of acting as a binary classifier.

In the present day, an artificial neuron is typically considered to be a function
mapping in the following form (see also figure 2.3):

y = g

(
n∑

i=1
wixi + b

)
= g

(
wT x + b

)
(1)

where y is the output of the neuron, also referred to as the activation map or the
output feature map, g(·) is the activation function, w is a learnable weight matrix,
b is a learnable bias vector, x ∈ Rn is the input feature vector and n denotes the
number of input features. The input features x are either values of the input data or
activation values from the preceding artificial neuron.

There are also other types of functional forms for an artificial neuron, for example,
the Maxout neuron [24] that is given by:

y = max(wT
1 x + b1, wT

2 x + b2, . . . , wT
k x + bk) (2)

The reason for choosing the Maxout neuron over the neuron model previously
presented in equation (1) would be that it is slightly more expressive. However,
computational efficiency can be considered as a more important factor than the
expressiveness for selecting a particular artificial neuron model, and in that aspect,
the simpler model in equation (1) performs better. Furthermore, the complex non-
linear dynamical behaviour in artificial neural networks is obtained in consequence
of the interaction of large amount of artificial neurons. It is not required that single
neurons perform complex operations by themselves.
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2.1.2 Activation function

The versatility of deep learning models originates from the ability to approximate
highly non-linear function mappings instead of just simple linear functions. The role
of the activation function is to provide the non-linearity to the artificial neurons.
Additionally, the activation function is used to map the output of the neural network
to a desired range, for example, to denote a probability value or some other real-world
parameter.

The activation function should have the following desired properties:

• It should be at least piecewise differentiable in order for the optimization
method to obtain gradients for the parameter updates.

• Evaluation the activation function and its partial derivatives should be compu-
tationally inexpensive. This is important especially in large deep models, where
the computational inefficiencies of single layers quickly accumulate affecting
the overall performance of the model.

• The gradient of the activation function should obtain moderate values through-
out the input range. If the gradient values are exceptionally high or low, the
learning process is disturbed (a detailed description of the phenomena is given
in section 2.1.8).

Figure 2.4: A visualization of the sigmoid activation function (left-hand side) and
the rectified linear unit activation function (right-hand side).

In the following paragraphs, we introduce two commonly used activation functions,
the sigmoid and the rectified linear unit, that deserve a special attention.

Sigmoid
The sigmoid function is typically used as an activation function for the output
neurons. It maps the whole real domain on the range 0 to 1, so that the output value
is monotonically increasing (see figure 2.4). This property is especially useful when
the output is used to denote a probability value. The sigmoid function is given by:

g(zi) = 1
1 + e−zi

(3)
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where zi = wT xi + b is the linear activation and xi denotes the i-th input feature.
The sigmoid function is practical in neural network implementations, because its
gradient can be expressed in a straightforward manner: g′(z) = g(z)(1− g(z)).

Before deep learning era, the sigmoid function was commonly used as a hidden
layer activation function in multi-layer perceptron networks. Deep learning models
mostly use it as an output activation function, because of its undesired saturation
properties. It has a tendency to saturate when the input values are either large
positive or large negative numbers, a situation that occurs frequently in the hidden
layers of deep learning models. In a saturated state, the output of the function is
close to one or zero which means that the value of the gradient is practically zero. As
a result, the model suffers from vanishing gradient problem that halts the training
progress completely.

It is important to recognize the saturation tendency of the sigmoid also when it is
used as an output neuron activation function. The saturation problem of the output
neurons can be alleviated by coupling the sigmoid with a suitable cost function that
has a logarithmic functional form. The logarithm “linearizes” the exponential in
the sigmoid and, if the unit has saturated, restores the magnitude of the vanished
gradients.

Rectified Linear Unit
The rectified linear unit (ReLU) activation function has established its place as one
of the most widely used non-linearities in deep learning models. It is able to produce
large, consistent, gradients as a result of the piecewise linear structure (see figure
2.4) and it also has the tendency to create sparse activations that improve the model
performance. The rectified linear unit activation function is given by:

g(zi) = max{0, zi} (4)

where zi is the i-th input feature. The function is differentiable at all points except
at zi = 0. However, this is not a problem, because the value of the gradient, at that
single point, can be arbitrarily chosen to be either one or zero.

The neural network models that make use of rectified linear units tend to learn
faster and achieve better classification accuracy in classification tasks in comparison to
the hyperbolic tangent, the sigmoid or the Softplus activation functions [19, 25]. The
advantage over other activation functions is due to the special properties: Firstly, the
second derivatives remain almost always zero, which means that the directions of the
gradients are accurate and the optimization process proceeds confidently. Secondly,
the produced activations are sparse, which helps in regularizing the network by
disentangling the hidden layer representations and pushing the network towards a
distributed representation.[16]

Although, it might seem so, the rectified linear unit is not a perfect activation
function. It suffers from the so called dying relu problem, a state in which single
neurons can stop learning completely. Suppose that the linear activation for an
arbitrary neuron would be negative for all training samples. Then, the neurons
output, as well as the gradient, would be zero no matter which training sample would
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be fed into the network. This creates a problem, because the gradient flow stops
at the units with zero output. After all, the learning is based on the gradient flow,
and if the flow stops at certain units, the parameters cannot be updated leaving the
neuron dead.

In practice, the dying relu problem can be taken care of by cautiously setting the
learning rate to a small enough value and carefully initializing the network weights.
There are also variants of the rectified linear unit that are designed to be immune
to the dying relu problem. For instance, the leaky ReLU [26] activation function
given by: g(zi) = max{0, zi}+ α ·min{0, zi}, where α ≈ 0.01, and the parametric
ReLU [27] activation function, have a linear slope also at the negative input values
mitigating the problem.

2.1.3 Convolutional layer

In theory, fully connected neural network layers can approximate any function, but
in practice, their use is limited when the size of the input tensor grows beyond a
certain limit. The amount of trainable parameters and the amount of computational
operations becomes intractable for the current hardware, even if the input data is
just a low-resolution image. To overcome the limitations of fully connected layers,
one can assume certain properties for the input data and guide the architectural
selections based on these properties. In convolutional layers, we assume that the
features in the input data are spatially invariant and therefore we are not constrained
to learn similar kind of features all over again at every single input tensor location.
The assumption is more or less correct when the input data consists of images or
audio signals. Unlike in fully connected layers, the parameters of convolutional layers
are shared at every spatial location. The amount of trainable parameters and the
amount of computation in convolutional layers stays manageable compared to fully
connected layers with similar input tensor dimensions.

The convolution operation in 2D (see also figure 2.5) is defined as:

Yl [i] = bl +
Cin∑
j=1

∑
k

Xj [i + k] Wl,j [k] (5)

where Yl [i] is the linear activation for output channel l at location i, bl is the
learnable bias for output channel l, Xj [i] is the value of the j-th input feature map
at location i, Wl,j [k] is the value of the learnable convolution kernel at location k
for the j-th input feature map and for the l-th output feature map, and finally, Cin is
the number of input channels. The output tensor is obtained by applying a suitable
activation function to the linear activations.

The convolution kernels in 2D are tensors of size Kh×Kw×Cin, where the kernel
height Kh and the kernel width Kw are commonly small integers, for example, Kh

= Kw = 3. It is typical to use kernels that are rectangular in shape and refer to
the kernel size with a single parameter K = Kh = Kw. In a convolutional layer
the number of convolution kernels is equal to the amount of output channels. For
example, if the number of convolution kernels is Cout, the convolutional layer produces
an output tensor of size H×W×Cout. The total number of trainable parameters in a
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Figure 2.5: A visualization of the convolution operation with kernel size 3×3 and
stride 1 (reproduced from [28]). The convolution kernel (shown in gray) is slid across
the input tensor elements (shown in blue) in order to obtain the output tensor (shown
in cyan). The spatial dimensions are preserved because there is a single-element wide
padding at the input tensor borders.

convolutional layer is Kh · Kw · Cin · Cout + Cout, where the first term accounts for
the convolution kernel weights and the second term for the bias values.

When the convolution kernel size is larger than one (K > 1), the convolution
operation cannot be evaluated without the spatial dimensions of the output tensor
decreasing compared to the input tensor. This is because the convolution kernel
does not have corresponding elements at the input tensor boundaries. The generally
used approach for preserving the spatial dimensions is to apply zero padding to the
input tensor borders. A padding of P = K−1

2 elements is required to keep the spatial
dimensions of the input and the output tensors equal.

Stride is a hyperparameter that controls how many elements at a time the
convolution kernel is slid across the input tensor. Adjusting the stride is a reasonable
way to control the spatial dimensions of the output tensor in a convolutional layer,
for example, in order to reduce the amount of computation. In standard convolution
operation the stride is one, which means that the input feature maps are convolved
by sliding the convolution kernel forwards one element at a time. In contrast, when
the stride is two, the input feature maps are convolved only at every second element
reducing the spatial dimensions of the output tensor into approximately half compared
to the spatial dimensions of the input tensor.

A single neuron in a convolutional layer can observe only a small patch of the
input activations. This area is called the receptive field, the size of which is limited
by the kernel size K. Single convolutional layers are not able to learn features that
are larger than the receptive field size, but when the convolutional layers are stacked
together, the size of the effective receptive field increases substantially. It is common
that many deep learning architectures leverage from this idea and stack multiple,
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small kernel size, convolutional layers together in order to get large effective receptive
field sizes that are able to capture multi-scale information.

Below, we will introduce two variants of the standard convolution, the atrous
convolution and the depthwise separable convolution, that increase the size of the
receptive field and decrease the number of required parameters by a fair amount.

Atrous convolution
When the size of the receptive field in a convolutional layer is not sufficient enough
and the kernel size cannot be increased due to the limited computational resources,
the standard convolution operation can be substituted with the atrous convolution
(see figure 2.6) given by:

Yl [i] = bl +
Cin∑
j=1

∑
k

Xj [i + r · k] Wl,j [k] (6)

The atrous convolution is equivalent to the standard convolution operation given in
equation (5), except for the introduction of variable r denoting the atrous rate. The
convolution kernel weights are extended over a wider area in a sparse configuration,
so that the weights occupy every r-th element in a grid and the rest of the elements
are filled with empty space. For example, if an atrous rate of r = 2 is used in
conjunction with a convolution kernel of size 3×3, the kernel values are spread over
an area covering 5×5 elements with a clearance of one element between the values.
The standard convolution operation is obtained when the atrous rate is r = 1.

Figure 2.6: A visualization of the atrous convolution operation with kernel size 3×3,
stride 1 and atrous rate r = 2 (reproduced from [28]). The convolution kernel, that
has been spread out by a factor of r (shown in dark blue), is slid across the input
tensor (shown in blue) in order to obtain the output tensor (shown in cyan). The
effective receptive field size is similar to a standard convolution with a 5×5 kernel,
but the amount of computation is much lower.

The total number of trainable parameters and the amount of computation stays
constant when the atrous rate is varied due to the fact that the kernel values are just



19

being spread across a larger area. This is an especially useful property in applications
where a large receptive field size is desired, but the computational budget limits
the use of large convolution kernel size or the use of multiple stacked convolutional
layers.

Depthwise separable convolution
The standard convolution operation makes an inherent assumption that the features
in the input data are spatially invariant. The depthwise separable convolution [29]
assumes, in addition, that the spatial information and the depthwise information
can be decoupled. As a result, the total number of parameters and the amount of
computation at a convolutional layer can be effectively reduced.

The computations in depthwise separable convolution are carried out in two
parts:

1. Each of the input channels is separately convolved with a convolution kernel
that is applied only to the specific input channel. In this depthwise step, the
number of convolution kernels and the number of output channels is equivalent
to the number of input channels.

2. The feature maps from the last step are concatenated and convolved with a
pointwise 1×1 convolution kernel to obtain a desired number of output feature
maps.

The computational efficiency of the operation can be approximated by calculating
the ratio of the number of computational operations between the depthwise separable
convolution and the standard convolution:

Rcomp. = K ·K · Cin · H ·W + Cin · Cout · H ·W
K ·K · Cin · Cout · H ·W

= 1
Cout

+ 1
K2 (7)

In the centermost equation, the first term in the numerator accounts for the compu-
tational operations in the depthwise step and the second term for the computational
operations in the pointwise step. As an example, we can consider a quite typical sce-
nario where the kernel size is K = 3 and the amount of output channels is Cout = 64.
Then, the ratio of the number of computational operations between the depthwise
separable convolution and the standard convolution is approximately Rcomp. ≈ 0.127,
which in practical terms means approximately eight times less computation.

The assumption of decoupled spatial- and depthwise information seems to reflect
the reality relatively well for image data. For example, Sifre et al.[29] trained
a depthwise separable convolution based neural network to classify images in the
ImageNet ILSVRC2012 [5] dataset, with the results that the network reached a similar,
and sometimes even, slightly better classification accuracy in comparison to a standard
convolution based neural network. In addition, the depthwise separable convolution
based neural network required 20 percent less steps to converge. Corresponding results
have been obtained in experiments with the Xception [30] network architecture. It
was found that the use of depthwise separable convolution leads to a more efficient use
of model parameters compared to otherwise similar network architecture that made
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use of standard convolutions. The depthwise separable convolution has also been used
successfully in neural network architectures that have been designed specifically with
mobile computing in mind. In mobile devices the latency, the amount of computation
and the model size set severe limitations to the architectural choices [31].

2.1.4 Up-convolutional layer

Particular applications, such as semantic segmentation and instance segmentation,
require that the spatial dimensions of the activation tensors are increased at some
stages in the network architecture. The upscaling could be carried out by routine
interpolation algorithms, such as the bilinear- or bicubic interpolation, but unfortu-
nately they do not provide the possibility to learn an optimal upscaling based on
the training data. Up-convolutional layers, in contrast, provide both the mechanism
for increasing the spatial dimensions as well as the capacity to learn a non-linear
function mapping between the input tensor and the output tensor. The naming
convention of the up-convolutional layer varies depending on the context, but the
typically used names include: deconvolution layer, fractionally strided convolution or
transposed convolution layer.

In the standard convolution operation, the convolution kernel projects multiple
input elements into a single output element. Conversely, in the up-convolution
operation the convolution kernel projects a single input element into multiple output
elements (see figure 2.7). In fact, the computations at up-convolutional layers are
equivalent to the computations at standard convolutional layers, except with the
difference that the forward pass and the backward pass have been interchanged. If the
standard convolution operation is represented in a matrix form, the up-convolution
operation can be obtained by transposing the operation matrix, hence the name
transposed convolution [28].

Up-convolutional layers are parameterized by the same hyperparameters as the
standard convolutional layers: the kernel size, the stride and the number of channels.
However, one has to be careful when the kernel size and the stride are chosen. It
is advisable to choose the parameters so that the kernel size would be divisible by
the stride, otherwise the up-convolutional layer output tensor might contain visible
checkerboard artifacts [32]. The artifacts are a result of the convolution kernel
overlapping itself unevenly in the output tensor.

2.1.5 Pooling layer

Convolutional neural networks typically aggregate context information in the input
data by reducing the spatial size of the feature maps as they are propagated along the
computational graph. Pooling layers are neural network structures that are used to
downscale the feature maps. They have two desirable properties that motivates their
use in convolutional neural networks. First, they make the network more invariant
to translations in the input feature map [16]. Second, the pooling operation is fast
and economical to compute, which is an extremely important factor in deep models.

The pooling operation is carried out by sliding a rectangular filter mask of size
Kh×Kw across the spatial dimensions of the input tensor with increments governed by
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Figure 2.7: A visualization of the up-convolution operation with kernel size 3×3 and
stride 2 (reproduced from [28]). The convolution kernel (shown in gray) is slid across
the input tensor (shown in blue) in order to obtain the output tensor (shown in cyan)
with increased spatial dimensions.

the stride S. The output value at every filter mask location is obtained by computing
a statistic from the values residing inside the filter mask (see figure 2.8). Commonly
used statistics include the average, the maximum and the l2-norm. Pooling layers do
not contain any trainable parameters and are fully characterized by the filter size
and the stride.

Figure 2.8: A visualization of the max pooling operation with kernel size 3×3 and
stride 1 (reproduced from [28]). The pooling mask (shown in dark blue) is slid across
the input tensor (shown in blue) in order to obtain the output tensor (shown in cyan)
with decreased spatial dimensions.

The benefits are the greatest when the pooling layers are used to increase the
computational performance of the model. Accuracy-wise the pooling layers do not
have a large impact on the model. For example, the experiments by Springenberg
et al.[33] found that pooling layers can be omitted completely from certain image
classification architectures without a change in accuracy.
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2.1.6 Batch normalization layer

Deep neural network layers are subject to a continuous change in the distributions of
its activations in the training phase. The phenomenon, referred to as the internal
covariate shift, is troublesome, because it slows down the convergence of the network.
Batch normalization is a recent innovation that addresses the problems of internal
covariate shift, and as a result, increases the final accuracy of a neural network model
while providing as much as 14-fold decrease in the training time [34].

During neural network training, it would be desirable if the output distribution
at an arbitrary layer would not change dramatically over the iterations. When
the output distribution at a previous layer changes, the subsequent layers have to
learn how to accommodate to those changes. This process slows down the learning
especially in deep neural network models which usually have tens or hundreds of
consecutive layers. The target state for the optimization is at a constant move, which
introduces instability to the system.

The solution is to normalize the output activations, so that the subsequent layers
can concentrate on learning the features which best represent the data, instead
of constantly devoting a large share of the parameter updates to incorporate the
changes in the output distribution at the previous layer. The network becomes more
tolerant to higher learning rates when the risk of ending up with constantly changing
inter-layer distributions is minimized via normalization. The batch normalization
layer achieves the goal of normalizing the output distribution by performing the
following operations to an input batch:

µBN = 1
m

m∑
i=1

xi Compute the batch mean (8)

σ2
BN = 1

m

m∑
i=1

(xi − µBN) Compute the batch variance (9)

x̂i = xi − µBN√
σ2

BN + ϵ
Normalize the activations (10)

yi = γx̂i + β = BNγ,β (xi) Scale and shift (11)

where m is the amount of samples in the training batch, µBN is the batch mean,
σ2

BN is the batch variance, x̂i denotes the normalized activations, yi denotes the i-th
batch normalized output, ϵ is a small constant that is added for numerical stability,
β is the learnable shift parameter and γ is the learnable scaling parameter.

In the training phase, the batch mean and the batch variance estimate the
population statistics. Both values are stored as moving averages for further use
in the inference phase. The learnable scaling and shifting parameters γ and β are
updated during the training by back-propagation. Their purpose is to increase the
representational power of the batch normalization layer, so that the output is not
limited to a fixed distribution. The batch normalization layer allows the original
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input activations to be recovered when the scaling parameter is set as γ =
√

Var(x)
and the shifting parameter as β = E[x].

Earlier experiments [35] have shown that neural networks converge faster if the
input data is whitened. The whitening process is computationally heavy, because it
requires that the covariance matrix of the input activations, as well as its inverse,
are computed in order to decorrelate the input features. The batch normalization
layer assumes that the input activations are independent and thus does not require
the computationally costly decorrelation step.

2.1.7 Residual connections

Deep neural networks are constructed by stacking tens or hundreds of layers to obtain
the desired representational capacity. The inherent challenge in this approach is the
sensitivity of the optimizer to find a suitable representation for each layer as the
depth of the network grows. A model, which is already performing well, might not
gain in accuracy when the amount of layers is increased. To make the matters worse,
the accuracy might even decline [36], even though the deeper model should in theory
perform at least as well as the shallower model [37].

Figure 2.9: A typical design for a residual connection. The identity shortcut allows
the information to flow unchanged past the neural network layers.

The mechanism of this challenging behaviour can be explained by observing the
non-linear function mappings H(x) learned at each layer. When the amount of layers
in the network is large, the mapping H(x) is only just a minor perturbation from
the identity mapping

H(x) ≈ I(x) + ϵ(x)

The layers learn only minor increments to the already learned representations. As the
amount of layers in the neural network grows, the optimizer is unable to respond to
the demand of teaching each layer how to perform an identity-like mapping, resulting
in the degradation of activations layer by layer [18].

The solution is to modify the network architectures by adding shortcut connections
past every few layers, such that the input activations are propagated along two streams
(see figure 2.9). The first stream goes through a small stack of layers, while the
second stream is passed unchanged to a node which sums up the two streams. Given
a stack of consecutive layers, the mapping performed at the layers can now be defined
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as
H(x) = F(x) + x

where F(x) denotes the non-linear mapping that the layers learn. Now, instead of
learning the identity-like mappings, the neural network layers learn the residuals

F(x) = H(x)− x

Learning the residuals is an easier problem for the optimizer to solve, which can be
observed in the excellent empirical results when the residual connections are used
in very deep convolutional neural networks [18]. The residual connections could
be applied at each separate layer, but in practice the best results are obtained by
passing a group of layers with a single shortcut connection [18].

2.1.8 Training neural networks

Artificial neural network models have to be trained prior to deployment in order to
accommodate the desired function mapping. Usually the training is carried out in a
supervised manner, which means that the model learns to capture the useful features
from pairs of human annotated input features and output labels. The training process
is an optimization problem where an optimization method is used to update the
model parameters θ, so that a cost function J(θ) is minimized. The cost function
measures how well the model fits the training data.

The training of artificial neural networks differs from pure optimization, where
the objective in itself is to minimize some cost function J. Instead, the objective in
the training process is to maximize some performance measure P, that is defined
with respect to the test data set and may also be intractable [16]. The objective is
obtained indirectly by minimizing the cost function J(θ) in the training data set.
There are two interconnected means of arriving at the optimal solution. On one level,
we try to find the optimal network parameters θ using the optimization algorithm,
but on another level, we also try to find the optimal hyperparameters for our model
architecture. Typically, the optimal hyperparameters are found by simple methods,
such as the grid search or the random search [16].

A more detailed account of the aspects of artificial neural network training is
given in the following paragraphs.

Initialization
Parameter initialization is an important part of the training process. The training
relies on gradient back-propagation which sets constraints on how the parameters
should be initialized. For instance, if the network weights are all initialized to zero,
the gradient vanishes with all inputs and the network cannot possibly learn anything.
The main idea of the parameter initialization process is to diversify the neuron
activations and to break the symmetry between the neuron units. In practice, this
is achieved by setting the weight parameters to small random values and the bias
parameters to zero or to small positive values [16].

In deep neural network models, there is a risk that the magnitude of the activations
explodes or vanishes if the initial weights are chosen to be too large or too small.
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Ideally, each neural network layer should preserve the magnitude of the activations, so
that the activation functions would not saturate, the output values would not overflow
and the gradients would not vanish. This guideline is reflected in the initialization
method proposed by Glorot et al. [38]. The Glorot initialization method suggests
that the variance of the weight parameters should be

Var[w] = 2
(nin + nout)

for a neuron with nin inputs and nout outputs. This is achieved when the weights
are sampled from an uniform distribution given by:

w ∼ U

[
−

√
6√

nin + nout

,

√
6√

nin + nout

]
(12)

The Glorot initialization method has been derived by using the assumption that
the activation function is symmetric. In many cases, the neural network models use
activation functions, such as the rectified linear unit, that are not symmetric. A deep
neural network model that uses non-symmetric activation functions might even fail
to converge if it is initialized with the Glorot method.

He et al.[27] proposed a solution to the problem by taking into account also the
non-symmetric activation functions in the derivations. In contrast to the Glorot
initialization, the He initialization suggests that the variance of the weight parameters
should be

Var[w] = 2
nin

which is achieved when the weights are sampled from a zero-centered Gaussian
distribution:

w ∼ N
(

0,
2

nin

)
(13)

Cost function
Supervised learning is a process where the optimizer attempts to find a set of
parameters that best fit the training data. The optimization is guided by a cost
function that measures the compatibility between the models predictions and the
ground-truth labels. Additionally, the cost function often contains a loss term for
regularization. The regularization term depends only on the model parameters and
is used to prevent the model from overfitting. The cost function typically has the
following functional form:

J(y, ŷ) = 1
N

N∑
i=1
L(yi, ŷi) + λLreg.(θ) (14)

where y denotes the ground-truth labels, ŷ denotes the models predictions, L(·)
denotes a loss function that computes the prediction error for a single training example
and N denotes the number of instances in a sample. Finally, Lreg.(θ) denotes the
regularization term that depends on the model parameters θ and λ denotes the
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regularization parameter that controls the strength of the regularization. The sample,
in which the cost function is evaluated in, sometimes contains the whole training
data set, but most often it is a small subset of the training data, a training batch.

The cost function can be any arbitrary function that supports the specific learning
task sufficiently well. However, it is vital to choose the cost function in a justified
manner, as it is the only incentive for the neural network to learn anything. For
example, in regression problems the output of the model is a real-valued quantity.
Therefore, the natural choice for a cost function would be the l2-norm or the l1-norm.
In classification tasks the output is commonly a vector of probability values for which
a suitable cost function would contain the cross-entropy loss term given by:

Lcross−entropy(y, ŷ) = −
K∑

c=1
yc log(ŷc) (15)

where K is the total number of classes, c denotes the current class label, yc is a binary
indicator (0 or 1) for the ground-truth label and ŷc is the predicted probability value.

The cross-entropy loss proves to be useful for solving the saturation problem
that is inherent in classification tasks where the class probabilities are computed
utilizing the softmax activation function or the sigmoid activation function. The
logarithmic term in the cross-entropy loss, in addition to the exponential terms in
the sigmoid and in the softmax, create a linearly behaving system that does not
suffer from saturation [16]. The optimization proceeds better when the optimizer
receives healthy gradients that do not vanish due to saturation during the training.

Back-propagation
Optimization methods require that the gradient of the cost function with respect to
the model parameters is known in order to perform the parameter updates. Back-
propagation is a procedure for obtaining the gradients by propagating an error signal
backwards through the neural network, hence the name "back-propagation". The
procedure has existed as an automatic differentiation method well before it was
first used in neural network context [39]. Only after Rumelhart et al.[40] showed
that back-propagation was an efficient way of training neural networks with clear
advantages over previous methods [41] did the popularity of the method increase
substantially. It has since been the standard procedure for finding the gradients in
neural network training.

The back-propagation procedure can be illustrated with a simple example. In
figure 2.10, we can observe a feed-forward network architecture which can be expressed
as a composite function given by:

ŷ(x) =
(
f

(lmax)
θ(lmax) ◦ . . . ◦ f

(l)
θ(l) ◦ . . . ◦ f

(2)
θ(2) ◦ f

(1)
θ(1)

)
(x) (16)

where ŷ denotes the output of the network, x denotes the input features, f
(l)
θ(l) denotes

the function that is computed at the l-th layer and θ(l) denotes the model parameters
at the l-th layer.

We can compute how much the value of the cost function varies with respect to a
change in the output of some of the neural networks layers. This quantity is defined
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Figure 2.10: A computational graph illustrating the flow of error signal δ backwards
through the neural network. The computational operations are represented by solid
circles and the variables by dashed circles.

to be our numerical error signal that at each layer l is given by:

δ(l) = ∂J(θ; x, y)
∂f (l) = ∂J

∂f (l+1)
∂f (l+1)

∂f (l) = δ(l+1) ∂f (l+1)

∂f (l) (17)

where J(θ; x, y) denotes the cost function that is dependent on the model parameters
θ, the input features x and the desired ground-truth output value y. Remember, that
the neural network layers and computational nodes are differentiable functions, thus,
we can compute the partial derivatives ∂f (l+1)

∂f (l) at each layer l quite easily without too
much complexity. Similarly, we can obtain the error signal δ(lmax) = ∂J

∂f (lmax) at the
last layer lmax by differentiating it locally. Notice, that following the convention in
equation (17) allows us to obtain the error signal value at each layer l by resorting
to the value of the error signal at the succeeding layer l + 1. This is how the error
signal flows through the network from the output node towards the input node.

Our ultimate goal was to compute the gradients of the cost function with respect
to the model parameters. This can be achieved by applying the chain rule in the
expression for the gradient of the cost function:

∇θ(l)J(θ; x, y) = ∂J(θ; x, y)
∂θ(l) = ∂J

∂f (l)
∂f (l)

∂θ(l) = δ(l) ∂f (l)

∂θ(l) (18)

where the error signal δ(l) was obtained from the previous computations, and because
the neural network layers were differentiable, the gradient ∂f (l)

∂θ(l) is something that
we can easily compute. The gradient of the cost function with respect to the model
parameters can be computed similarly in any computational graph.

The success of back-propagation is in the efficiency of its implementation. Unlike
numerical differentiation methods it does not suffer from slow evaluations or major
numerical inaccuracies. Most popular deep learning frameworks [42, 43, 44, 45]
implement the back-propagation procedure by building an adjacent computational
graph to the neural network model that contains the operations and data required
by the backward-pass. Many of the intermediate computation results from the
forward-pass phase can be reused when the gradients are computed. This saves
computational effort, but at the same time increases the use of memory.
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Although, the back-propagation procedure is an efficient way of obtaining the
gradients required for the parameter updates, it also has a couple of disadvantages:
First, the back-propagation algorithm is inherently serial which sets a bottleneck for
the training speeds as the algorithm cannot be parallelized. Second, in deep neural
networks, the amplitude of the error signal might explode or vanish completely because
the signal is multiplied over and over again at each layer. The exploding gradient
problem will seriously affect neural network training by throwing the parameter
updates way off from their optimal range. The vanishing gradient problem slows
down the training and might even halt it completely.

Optimization schemes
The large number of parameters and the highly non-linear, non-convex, nature of
the cost function guarantees that neural network training is definitely not an easy
optimization problem. The neural network optimization field has been dominated for
a while by gradient based first-order iterative optimization methods due to the good
results with the back-propagation algorithm. The optimization could be accelerated
with second-order methods, but they are rarely used in practice. The reason for this
is that the evaluation of the Hessian is computationally infeasible with larger models
[46].

To some extent the properties of the cost function alleviate the complexity of
the optimization process. Typically, there is a large number of local minima with
cost values that are almost equivalent to that of the global minima [47]. It is much
easier to find one in a plethora of local minima than it is to search for the rare
global minima. The performance of the model at these points is comparable to the
performance at the global minima, thus removing the absolute need to find the global
minima. Even more so, the model might suffer from overfitting at the global minima,
which further reduces our interests on finding it in the first place [16].

At each iteration we need to obtain a gradient of the error surface. Evaluating
the gradient for the entire dataset, the size of which is probably in the order of
millions of training examples, just to perform a single parameter update would be too
demanding computationally. The true gradient can be approximated by evaluating
the gradient over mini-batches, small sets of randomly selected training examples.
This is justifiable, because there is generally some amount of correlation between the
training examples. The batch size, a hyperparameter that depends on the specific
learning task, is chosen so that the gradient is accurate enough and the computational
hardware is not underutilized.

In an extreme case the gradient is evaluated only for a single training example.
This is referred to as the online training. It has been noticed that the noise in the
gradient estimation, as a result of using small batch size or performing online training,
speeds up the convergence [48] and produces models that generalize better [49].

One of the most elementary optimization methods is the stochastic gradient
descent (SGD) optimizer [50]. The update rule of the SGD optimizer is given by:

θ ← θ − η∇θJ
(
θ; {x(i), y(i)}n

i=1

)
(19)

where θ is the set of parameters to be optimized, η > 0 is the learning rate and
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∇θJ(·) is the gradient computed over a mini-batch of size n containing the training
features x and the ground-truth labels y.

The learning rate is an important hyperparameter that controls the size of the
optimization step. The model converges faster with higher learning rate, but if
the value is too high, the optimizer overshoots and the optimization suffers from
uncontrolled oscillations. On the contrary, if the learning rate is too low, the
convergence rate reduces unnecessarily and the optimization might get stuck to a
suboptimal local minima. The learning rate can be varied during the training to
enhance the convergence properties. For example, by utilizing the learning rate
decay, the optimizer can take larger steps in the beginning of the training process
and continuously shift towards performing more subtle parameter updates as the
model converges.

The SGD optimizer is often improved by an additional momentum term [51] that
smooths the stochastic direction of the gradient and prevents the optimizer from
getting trapped to a suboptimal local minima. In addition, the optimizer can further
be improved by evaluating the gradient at an approximated future location based on
the last parameter update. These changes to the SGD optimizer cast a founding to
the Nesterov accelerated gradient (NAG) optimizer [52]. The Nesterov accelerated
gradient update rule is given by:

∆θt ← γ∆θt−1 + η∇θJ(θ − γ∆θt−1)
θ ← θ −∆θt (20)

where γ ∈ [0, 1] is the momentum coefficient that controls the influence of the previous
parameter update ∆θt−1. The momentum coefficient is usually set to a value of 0.9.

The problems related to a poorly learning neural network model can often be
traced back to an incorrectly assigned learning rate. The insistence for more effortless,
parameter-free, optimization methods has produced multiple new alternatives in
comparison to the basic SGD optimizer. The Adagrad [53], the Adadelta [54], the
RMSprop [55] and the Adam [56] algorithms, adjust the learning rate dynamically
during the training.

Adaptive learning rate offers many advantages over the fixed learning rate: there
is one less hyperparameter to tune, the optimization process has a smaller probability
of getting stuck to a suboptimal local minima and the rate of convergence is usually
relatively high. Although the properties of adaptive methods might seem tempting,
experiments [57] with simple classification problems have shown that the SGD
optimizer generalizes slightly better.

Regularization methods and training data augmentation
Neural networks are high capacity models that can store substantial amounts of
information regarding the training data in the model parameters. With only a small
amount of training data the model might suffer from overfitting, that is, the neural
network learns to memorize the training examples, but does not generalize well to
new data. This is especially problematic in specialized applications, where the cost
of creating new training data might be very high. Luckily, the generalization ability
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can be increased, even though the training data might be insufficient, by applying
regularization and training data augmentation methods.

Regularization can be carried out in multiple different ways. One of the methods
is to penalize the weight parameters by some loss metric, such as the l1-norm, the
l2-norm or the l∞-norm. In this approach, the regularization loss Lreg. is included
as an additional term in the cost function. Regularization loss prevents the neural
network weights from growing too large, which produces simpler models and stabilizes
the training [16].

Another popular method for regularization is the dropout [58] that increases the
redundancy of the information representation in the network. A fixed ratio of neural
network connections is randomly dropped, so that certain features cannot associate
with only single neurons but are forced to disperse between multiple neuron units.

Training data augmentation is a method for increasing the amount of training
data artificially by augmenting the original training data features in ways that
are reasonable for the specific learning problem. For instance, if the training data
consists of images, the augmentation methods could include: rotation, scaling,
cropping, flipping, translation, shearing, adding noise, changing the illumination,
performing gamma transformation, changing the contrast, applying Gaussian blur,
applying elastic distortion and performing histogram equalization, just to name a few.
Training data augmentation makes the model more robust against the variations in
the augmented properties.

2.2 Perception sensors
Autonomous driving systems are constantly in dynamic interaction with the envi-
ronment they operate in. Therefore, it is essential that there exists the means to
collect high-accuracy, high-definition, information from the vehicle surroundings in
real-time. Individual vehicle sensors can be based on any technology and on any
underlining physical measurement principle, but eventually the sensor system as a
whole should have a set of desired properties:

• Range: Obtaining information from distant objects and from the approaching
road terrain is critical for safe operation. For example, the time reserve the
system has in use, for undertaking an evasive action or performing an emergency
stop, is increased linearly with respect to an increase in the sensing range. High
speed driving is possible only if the sensors achieve a range that is larger than
the effective braking distance of the vehicle.
• Field of view: In urban conditions the vehicle should have full 360 degrees field

of view from the surrounding environment. In order to detect the pedestrians,
and the vehicles approaching at intersections, the sensor system should also
have a sufficient spatial resolution in the region of interest. Proper spatial
coverage can be obtained by utilizing either a single sensor with a large field of
view or by utilizing a set of sensors with a narrow field of view in each.
• Accuracy: High measurement accuracy enables the vehicle to localize itself

with respect to the other road users, and with respect to the road, better.
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• Robustness: Automotive environment is harsh for mechanical and electrical
components. The mean time between failures (MTBF) for any sensor should
be as high as possible in order to prevent hardware-induced accidents and in
order to reduce the systems operating costs.
• Weather resistant data: Real-world operating conditions might incorporate for

instance: rain, snow, dust, fog and smoke. The sensor system should preserve
its range and accuracy when it is operated in challenging conditions.
• Illumination invariant: Typical driving scenarios include highly varying natural

and artificial illumination conditions. Ideal sensor system should produce data
that has consistent resemblance whether the illumination conditions are dark
or light, or when there are shadows on object surfaces.
• Measure object properties: Objects in the road environment carry substantial

amount of information in their physical properties. Capturing the object color,
the 3D shape, and even the sound the objects make, allows the perception
system to distinguish relevant objects from the background noise.

Due to the high-reliability requirements, autonomous vehicles typically include
multiple different sensor types in their perception systems. For example, a sensor
system can consist of cameras, lidars, ultrasonic sensors and radars, all of which
have characteristics that differ in a high degree from sensor to another. This is
useful, because the sensors complement each other as illustrated in table 2.1. There
are, however, sensors that possess several favourable properties even themselves, for
instance the solid state lidar.

Table 2.1: Sensor properties

Lidar
Property Solid State Mech.Scan. Camera Radar Ultrasonic
Price Medium High Low Low Low
Accuracy Excellent Excellent Good Average Fair
Spatial resolution Good Average Excellent Fair Poor
Range Good Good Excellent Good Poor
Depth estimation Excellent Excellent Fair Good Good
Influence of weather Medium Medium High Low Low
Illumination invariant Yes Yes No Yes Yes
Colour/Contrast Yes Yes Yes No No
Sensor size Small Large Small Small Small

In the following subsections, we will introduce the operating principles of the
lidar sensors and discuss about the importance of the solid state lidar sensor in future
autonomous vehicles. Additionally, we will underline the benefits of multispectral
lidar in autonomous driving and describe how georeferenced lidar point cloud data
can be used to produce virtual solid state lidar data.
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2.2.1 Light detection and ranging

Three-dimensional information on the objects in the surrounding environment is an
essential part of the input data in robust and accurate prediction pipelines. Light
detection and ranging (lidar) devices, unlike many other sensors, are capable of
directly measuring the geometry of the objects in the surrounding scene in three-
dimensions by utilizing a coherent beam of laser light. Apart from being able to
produce three-dimensional measurements, lidars also capture the target reflectance,
which helps in distinguishing between different objects.

Lidar sensors offer advantages that might be hard to achieve with any other sensor
type or with a combination of sensors: First, lidars have an extraordinary centimeter
level measurement resolution, precision and accuracy, that is maintained even at very
long ranges. High measurement resolution helps the autonomous vehicles to position
themselves better in the road environment with respect to other road users and also
helps to separate important objects, such as pedestrians, from the background clutter.
Second, lidars perform consistently in all illumination conditions because the range
sensing is based on active illumination with a laser light source. For these reasons, it
is not surprising that lidars are being used extensively in modern state-of-the-art
autonomous vehicles.

Principles of operation
Lidar range measurements are based either on the Time-of-Flight (ToF) principle, as
illustrated in figure 2.11, or on the Continuous Wave (CW) approach [59]. Time-of-
Flight devices emit a short laser pulse, usually a few nanoseconds wide [8], towards
the target. The distance is derived from the speed of light and the round-trip time
delay between the emitted and the received signals. The continuous wave approach,
on the other hand, is based on modulating the amplitude or the frequency of the
emitted laser light and resolving the range measurement from the phase difference
between the emitted and the received signals [60].

Figure 2.11: Time-of-Flight measurement principle. The width of the emitted pulse is
denoted by w, c is the speed of light, τ is the pulse duration and ∆t is the round-trip
time delay on the optical path.
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The range measurement alone is not sufficient for capturing the three-dimensional
view of the environment, but instead, a scanning or an imaging method is required.
Lidar scanning can be based on various different solutions: The detector and the laser
source can be mechanically rotated, the emitted and the received pulse can be steered
by the means of a rotating multi-faceted mirror, a set of Micro-Electro-Mechanical
(MEMS) mirrors or an optically phased array. The detector stage can also consist
of a focal plane array that captures the scene at once with a single illumination
pulse in a single shot operation [59, 61, 62, 63, 64]. Lidar devices that do not rely on
mechanical scanning are called solid state lidars.

The limitations in lidar technology come mainly from eye safety considerations.
The power of the emitted laser pulse has to be constrained to a level that is safe
to pedestrians, and other road users, who are in close contact with the emitted
laser beam. Lidar detectors are capable of measuring signals to the extent of single
photons, thus the maximum range is determined by the pulse power, the target
reflectivity and the amount of background irradiance in the wavelength specific to
the lidar device. Practically, the maximum measurement range with eye-safe power
levels is in the order of 100 to 200 meters for targets that have 90 percent reflectivity
[59].

2.2.2 Lidar data

Most commonly lidars provide as an output a set of points P = {pi ∈ R4|i = 1, . . . , N}
that have been acquired during a device specific measurement cycle. The measurement
cycle, more frequently referred to as a scan, typically incorporates a single rotation of
a mechanically scanned lidar head or a single readout of the imaging sensor in a solid
state lidar. The number of points N depends on the device, but is usually in the
order of 10,000 to 100,000 points per scan. Each measurement point pi, by definition,
contains the coordinates in the scanners reference frame along with the intensity
value of the returned laser pulse. Advanced lidar devices store, in addition, the full
intensity waveform of the returned laser pulse [65] that can be used in classification
tasks [66].

It is rather obvious that the spatial distribution of measurement points plays a
key role in the performance of lidar based perception systems. It is desirable that
the measurement points would be spread out evenly on the object surfaces and that
the point density would be sufficient in the regions of interest. Mechanically scanned
lidars, for example, provide a rather sparse measurement pattern that covers a large
area, as illustrated in figures 2.12 a) and 2.12 c). This kind of a wide scan pattern is
useful for capturing the objects that are in the proximity of the vehicle, but which is
sub-optimal if we need to separate distant objects. Solid state lidars, on the contrary,
provide a much more directed measurement pattern that is useful also for long-range
sensing.

Single lidar scans can be accumulated and combined together in the same coordi-
nate system in order to form dense point clouds. An example of this type of approach
is demonstrated in figure 2.12 b) where the scans from a line scanning lidar have
been combined into a dense georeferenced point cloud by utilizing a highly accurate
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(a) A single scan from a Velodyne HDL-64E lidar [67] in spherical coordinate system. The
pixels with light blue color have high reflectance values while the pixels with dark blue
color have low reflectance values.

(b) A patch of a dense georeferenced point
cloud that has been collected with the RIEGL
VUX-1HA line-scanning lidar utilizing the FGI
Roamer-R4DW mobile mapping platform [68].
The point color denotes the height above the
ground level (darker is closer to the ground).

(c) A single scan from a Velodyne VLP-
16 lidar in Cartesian coordinate system
(collected on a parking lot). The points
with high reflectance values are denoted
in green while the points with low re-
flectance values are denoted in red.

Figure 2.12: The spatial density of lidar point cloud data varies substantially between
different scanning or imaging approaches and between different data collection
approaches.
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positioning system that comprises a Global Positioning System (GPS) and an Inertial
Measurement Unit (IMU). The use of georeferenced point clouds is of course limited
as part of real-time autonomous vehicle perception system, where an instant snapshot
of the surrounding scene is preferred over a representation that is accumulated over
time. However, georeferenced point clouds turn out to be useful starting points when
we desire to synthesize sensor data for deep learning applications, as we will see later
in section 2.2.5.

2.2.3 Solid state lidars

Mechanically scanned lidars are readily available and are widely deployed in current
autonomous driving research vehicles. While the devices are well suited for research
purposes, they are not the optimal sensor type for mass produced autonomous
vehicles. The reason for this is both economical and practical: Even if mechanically
scanned lidars are produced in large quantities, the production costs are still outside
the preferred price range for consumer vehicles. In addition, the devices contain
high-precision, highly complex, mechanical scanning heads that are not extremely
long-lived in the harsh automotive environment that they have to withstand.

Solid state lidars, on the other hand, offer advantages over mechanically scanned
lidars that make them the preferred technology in the future for autonomous vehicles.
The production of solid state lidars for use in consumer vehicles is economically
viable because they can be built on semiconductor wafers using well-established com-
plementary metal-oxide-semiconductor (CMOS) production processes. Additionally,
the lack of mechanical components makes them more rugged against the vibrations
in the driving environment. In order to gain insights into the vast differences in
device durability, the mean time between failures (MTBF) for solid state lidar devices
has been estimated to be around 100,000 hours, while the MTBF for mechanically
scanned lidar devices is approximately 1000 to 3000 hours [64].

The operation of a solid state lidar resembles largely the operation of a monochrome
camera with the distinction that the solid state lidar uses active illumination and
measures also the depth. Receiver optics guide the returning illumination pulse to an
array of single photon avalanche diodes (SPAD) where each individual pixel measures
the time of flight. This configuration allows the scene to be captured at once so that
there are no motion artifacts and so that the obtained point clouds are spatially
dense even for distant objects. The downside of the approach is that the field of view
of solid state sensors is usually very narrow compared to the mechanically scanned
lidars. Fortunately, solid state lidars are a lot smaller in size compared to the bulky
mechanically scanned devices, and thus, it is possible to integrate multiple solid state
lidar sensors into the vehicles body so that they face in different directions.

The capabilities of Time-of-Flight imaging sensors have increased steadily over the
last decade [8, 9, 69, 70, 71, 72, 73]. For example, the solid state lidar implemented
in [10] has a 340 × 96 SPAD array and provides a frame rate of 10 frames per second
while the maximum range is 100 meters. The specifications of the device are already
comparable to the best performing mechanically scanned lidar devices on the market.
We can anticipate that as the image resolution of solid state lidars increases even
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further and the availability of the devices increases, lidars and cameras will become
partly substitutes, rather than complements in autonomous vehicle sensor systems.

2.2.4 Multispectral lidar

On the path of evolution the emergence of color vision has helped many organisms to
survive in their natural habitats better than their rivals [74, 75]. The spectral richness
in the nature is unfathomable, therefore it feels natural to include the ability to sense
color information, that has helped many organisms to prevail and thrive, as part of
autonomous vehicle machine vision systems as well. Lidar sensors typically operate
only on a very narrow wavelength band that does not enable color vision. Luckily,
the capabilities of lidar devices can be extended for color vision by upgrading the
single laser illumination scheme to include multiple lasers with different wavelengths
or by utilizing a supercontinuum laser [65, 76] as the illumination source.

The use of multispectral lidar scanning in autonomous driving was first shown in
the ALV project [1] where it was used for obstacle avoidance and for path planning
in rough terrain. However, the device, built by the Environmental Research Institute
of Michigan, was not intended for practical use as it was contained in an enclosure
that was 12 by 3 by 2 feet, weighed approximately 600 pounds and consumed 15
kilowatts of electricity [77].

The advantage of lidar sensing in multiple wavelengths becomes clear when we
examine the optical properties of materials and surfaces commonly found in the
road environment. The spectral reflectance between different types of snow and ice
[78], between varying gravel grain sizes [79], between different plant species [80] and
between different types of asphalt surfaces [81] has been well studied. The results of
those studies show that the characteristic spectral reflectance varies substantially
between different materials. With multispectral lidar we can distinguish between
the objects not only by relying on the spatial information, but also on the unique
spectral fingerprint of the materials [82].

The benefit of having multispectral lidar information in the road environment
is illustrated in figure 2.13. In the visualization, a two-lane road has been scanned
with a mobile laser scanning platform [68, 84] that consists of two line-scanning
lidar devices operating at the wavelengths of 905nm and 1550nm respectively. The
lane markers, the road shoulders, the road surface and the vegetation are all easily
separable from the perspective of a human observer based on the visual appearance
of the objects.

It is important to understand that many machine learning methods perform more
accurately when the input data is consistent and does not contain large variations.
Multispectral lidar data, for example, is based on direct material reflectance mea-
surements [85] that are constant over a large set of external conditions, such as the
ambient illumination. The aspects of lidar data are significantly different compared
to images from color camera that always contain the highly varying component of the
ambient illumination spectrum. Therefore, it is easy to argue that the multispectral
lidar could be one of the most influential technologies for providing the basis for
robust machine vision systems for use in future autonomous vehicles.



37

Figure 2.13: A dense georeferenced point cloud collected with RIEGL VUX-1HA
(λ =1550nm) and RIEGL miniVUX-1UAV (λ =905nm) line scanning lidars. The
measurement configuration followed closely the Roamer setup, explained more thor-
oughly in [68]. The points with high reflectance values are denoted in a red, while the
points with low reflectance values are denoted in blue. The measurement took place
in Finnish Lapland in Muonio region on the E8 - road that is part of the “Aurora
intelligent transport ecosystem” [83].

2.2.5 Virtual sensor data from real-world dense point clouds

Collecting training data for deep learning models in autonomous driving research
is commonly a laborious and costly process. For practical reasons, the data sets
are collected with a fixed set of sensors, which might limit the reusability of the
data. When, for example, an algorithm has to be tested on a different type of
sensor or with a different geometrical configuration, the whole data set has to be
collected again in the specific measurement configuration. Sometimes there is an
interest to test algorithms on future sensors that are not yet readily available, such
as the multispectral solid state lidar. Then, a considerable option is to simulate
the sensor data. In order to overcome some of the limitations in data collection for
novel sensor types, namely the multispectral solid state lidar, we propose a method
for generating virtual multispectral solid state lidar data from dense real-world
multispectral georeferenced point clouds that have been collected in a mobile laser
scanning measurement configuration, such as the FGI Roamer [68].

Earlier work in synthetic training data generation has considered the use of video
games both for creating large datasets of training images [86] and for simulating
mechanically scanned lidar data [87, 88]. Fully-synthetic methods offer unprecedented
amount of variability, but unfortunately they are unable to capture the measurement
noise prevalent in real-world data sets, which is an extremely important source of
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information during training for deep learning models [89]. An improvement over the
fully-synthetic methods is described in [90] where real-world lidar scans are combined
with 3D CAD modelled objects in order to generate augmented point cloud training
data.

Our approach for generating virtual solid state lidar data from dense georeferenced
point cloud proceeds as follows:

1. Choose the virtual sensor location psensor ∈ R3 and pose (α, β, γ) in the world
coordinate system.

2. Select the points P from the georeferenced point cloud that are inside the
maximum range of the virtual sensor

P =
{
pi ∈ R3 | ∥psensor − pi∥2 ≤ drange ∀ i ∈ {1, . . . , N}

}
where N is the total number of points in the georeferenced point cloud and
drange is the sensors maximum measurement range.

3. Select the points among the set P that are in front of the virtual sensor and
sort them according to the descending Euclidean distance computed between
each point and the optical center of the sensor. Store the results in a set Psorted.
The purpose of this step is to take into account any occluding objects on the
optical path from the point to the sensor.

4. Project the points Psorted onto an image plane using the pinhole camera model
[91] described in equation (21).

5. Discretize the image plane coordinates of the projected points, so that they
can be stored in an image array.

The aforementioned steps can be repeated for each wavelength channel of a dense
multispectral georeferenced point cloud in order to obtain virtual multispectral solid
state lidar data.

An example of the output of the proposed process is visualized in figure 2.14
(utilizing only a single wavelength for visual clarity). The method allows us to obtain
data that closely emulates the physical measurement process that takes place in solid
state lidar devices. The measurement noise and the real-world material properties are
captured when the georeferenced point cloud is collected. The real-world properties
of the georeferenced point cloud are in turn transferred to the virtual solid state
lidar data. Furthermore, the projection of lidar points in the image plane can be
modified broadly to accommodate for various types of virtual solid state lidar sensors
by adjusting the parameters in the pinhole camera equation:
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where the image plane coordinates for the projected point are denoted by u and v,
the focal lengths of the virtual sensor are denoted by fx and fy, the principal point
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(a) Reflectance

(b) x-coordinate (c) y-coordinate

(d) z-coordinate (e) Euclidean distance

Figure 2.14: A virtual solid state lidar sensor projection generated from dense geo-
referenced point cloud that has been collected with RIEGL VUX-1HA (λ =1550nm)
line-scanning lidar. The measurement configuration followed closely the Roamer
setup [68]. The focal parameters of the virtual pinhole camera were fx = 385 and
fy = 300, the resolution of the virtual sensor was 1423 by 307 pixels and the maximum
measurement range of the virtual sensor was drange = 150 meters. The information
source for the pixel intensities is described in each separate sub-caption.
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of the virtual sensor is denoted by cx and cy, the skew parameter is denoted by s
and the 3D coordinate of the point in world coordinate system is [X, Y, Z]T . The
parameters rij (i, j = 1, 2, 3) and tk (k = {x, y, z}) form a transformation matrix that
is used to rotate and translate the point into the virtual sensor coordinate system
while λ serves as a scaling factor that can be solved from equation (21).

One of the advantages of using the pinhole camera model for projection is that it
allows us to match the virtual solid state lidar data with rectified camera data by
using the projection matrix estimation methods discussed in [91]. In other words,
the pixels in the camera image and the pixels in the virtual sensor array align and
represent the same three-dimensional scene. Direct sensor fusion is possible by
stacking the lidar projection and the camera image on top of each other.

The weakness of the method is that every virtual sensor pixel does not have a
corresponding point in the dense georeferenced point cloud. This leads to a situation
where the virtual sensor data contains empty pixels in between properly projected
points. However, these small imperfections in the virtual sensor data do not pose a
serious problem as long as the georeferenced point cloud data is dense enough. To
solve the deficiency one can interpolate the missing pixel values in the sensor array,
for example, with the nearest neighbour method or with the bilinear interpolation
function, or by applying a more sophisticated measurement model based scheme [92].
One should also keep in mind that the dense georeferenced point cloud acquisition
process happens over time as single lidar scans are accumulated into a larger point
cloud. The method is thus not suitable for producing projections of dynamic objects,
such as moving vehicles or pedestrians, as the data will suffer in those cases from
motion artifacts.

2.3 Semantic segmentation
Creating an understanding of the environment where an autonomous system operates
in has always been one of the hardest challenges in robotics. Large scale deployment
of autonomous vehicles is possible only when the systems are capable of reliably
interpreting the sensor data in order to build a simplified representation of the sur-
roundings. Semantic segmentation is a field of computer vision that has applications
ranging from biomedical image segmentation [93] and remote sensing [94] to field
robotics [95]. The goal in semantic segmentation is to categorize each image pixel into
an appropriate class, such as: person, car, bicycle, dog and so forth (see figure 2.15).
This type of fine-scale extraction of contextual information from the sensor data
allows autonomous systems to operate in highly dynamic, complex, environments
that cannot be easily described using traditional computer vision primitives.

The foundations for modern deep learning based semantic segmentation models
were laid in [11], where an encoder-decoder structure with skip connections was trained
to produce dense pixel-wise class predictions in image data. Many recent semantic
segmentation models [12, 93, 96, 97, 98, 99, 100] also utilize the encoder-decoder
architecture, in which the encoder part of the network extracts context information
from the input data while the decoder part recovers the spatial structure that has
been lost during the encoding phase. Semantic segmentation models can employ a
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(a) The output of an image based segmentation method in favourable illumination conditions.
The object edges are accurately segmented and the majority of pixels belong to the correct
category.

(b) The output of an image based segmentation method in challenging illumination condi-
tions. There are multiple regions that have been incorrectly classified and the object edges
are inaccurate.

Figure 2.15: The objective of semantic segmentation is to categorize each pixel into
an appropriate class. The quality of the segmentation results depends to a great
extent on the illumination conditions. The input images have been segmented with
a DeepLab-v3+ semantic segmentation model [12] that has been trained on the
Cityscapes dataset [6]. The encoder part of the network was the Xception-65 [30].
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wide scale of different encoder architectures, therefore, the common approach, at
least with image data, is to utilize pre-trained classification networks, such as the
VGG network [20], the ResNet network [18] or the Xception network [30], as the
encoder. Similarly to classification models, the semantic segmentation models output
class probabilities for objects that are found in the image. The difference is that
the semantic segmentation models provide the class probabilities for each individual
pixel, as visualized in figure 2.16.

Figure 2.16: The DeepLab-v3+ semantic segmentation model architecture [12]. The
context information is extracted in the encoder part of the network while the decoder
part recovers the spatial structure. The output is typically a tensor of size H×W×C
(H is the height of the input image, W is the width of the input image and C is the
total number of classes) where each element denotes the probability that the pixel
belongs to class k (k = 1, . . . ,C).

The decoder part of a semantic segmentation model is typically constructed from
a set of consecutive up-convolutional layers that learn to optimally upsample the
features based on the training data. In order to reduce the amount of computation,
albeit with the cost of reduced accuracy, some approaches [99] substitute the learnable
upsampling with bilinear interpolation. Another possibility for fast upsampling is to
save the pooling indices from the encoder stage and then reuse them in an unpooling
operation that upsamples the feature maps [96].

The problem with the encoder-decoder architecture is that the small-scale spatial
details found in the original input image are lost in the encoder phase. The aggressive
feature map downscaling, that is often used to extract the semantic information from
the input data, reduces the amount of fine-scale details. Although the compressed
feature maps are rich in semantic information, it is very hard to recover the spatial
details using only the information contained in them. Luckily, there exists a simple
architectural design choice, the skip connection, that is able to restore the small-scale
geometrical details, such as edges and corners, in the output predictions. The skip
connections transfer low-level features from the encoder stage into the decoder stage,
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usually, by concatenating the early encoder stage feature maps with the feature maps
in the decoder stage. It is also possible to combine the feature maps by element-wise
summation identically to the Residual blocks [18].

In many applications, it is desired that the semantic segmentation model would
be able to accurately segment objects at multiple scales. This is the case, for example,
in autonomous driving where distant objects are perceived very differently compared
to similar objects in close proximity. Probabilistic graphical models, such as the
conditional random field (CRF), were used in the early approaches [101] as a post-
processing stage to capture the multi-scale information in the input image and to refine
the segmentation border delineation. Segmentation map post-processing using CRFs
is not suitable for real-time applications because the method has high computational
demand. Moreover, the segmentation models that use dilated convolutions to extract
multi-scale information have been shown to outperform the models resorting to CRF
post-processing, both in accuracy and in performance [102].

Spatial pyramid pooling modules are structures that aggregate multi-scale context
information in convolutional neural networks [103, 104]. The multi-scale information
is extracted from the input feature maps by performing pooling operations at multiple
different scales. The atrous spatial pyramid pooling (ASPP) module [105] is a version
of the spatial pyramid pooling module that substitutes the pooling layers with atrous
convolutions with different atrous rates. The ASPP module is able to learn the
important multi-scale connections in the input data, something that is not possible
with pooling layers. The use of ASPP modules in network architectures is limited by
the relatively high computational demands when the input feature maps are large.
The DeepLab-v3+ [12] semantic segmentation network architecture (see figure 2.16)
addresses the issue by proposing an ASPP module where the atrous convolutions
have been substituted with atrous separable depthwise convolutions.

2.3.1 Road area semantic segmentation

The pioneering work in the 1980s in autonomous driving research made remarkable
progress considering the lack of capable sensors and the low performance of existing
computers [1, 3, 4, 106]. It was recognized early on that reliable road area segmen-
tation would be one of the key factors for fully autonomous driving. Some of the
systems relied on road area segmentation based on pixel color values [2, 107], while
the others concentrated on finding the lane lines from inverse perspective mapped
images [3, 4]. The methods functioned well in highly predictable and structured
environments, but failed on more naturalistic real-world scenarios. Other road users,
illumination variations and shadows cast on the road surface added an unpredictable
visual component to the sensor data that was hard to capture with hand-crafted
features designed for model-based vision algorithms.

The recent, widespread, increase in computational power has allowed machine
learning based methods to supersede the previous model-based methods in road area
segmentation. Some of the initial approaches used simple classifiers, such as support
vector machine (SVM), to predict the road class and the non-road class from pixel
color features [109]. An improvement over the previous pixel-based classification
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(a) Prediction of the driveable road area. The pixel intensity (red colour) denotes the
prediction probability.

(b) Lidar reflectance channel projection onto
the image plane. Nearest neighbour interpo-
lation that has been cut at the height of 150
pixels.

(c) Lidar point distance projection onto the
image plane. Nearest neighbour interpolation
that has been cut at the height of 150 pixels.

Figure 2.17: Driveable road area segmentation in the KITTI dataset [108] by utilizing
a deep learning segmentation model that is based on the SqueezeSeg [15] architecture.
The network combines two modalities, color images and lidar image plane projections
(five separate lidar projection channels: reflectance, distance, x-, y- and z-coordinates),
in early fusion. The sparsity of the lidar projections was reduced by nearest neighbour
interpolation.
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methods was obtained in [110] where the classification was performed for small image
patches instead of single pixels using a convolutional neural network. The spatial
region of the image that was taken into account for classification was enlarged even
further in [111] where the image features from the entire image were extracted with
a ResNet-50 [18] based convolutional feature extractor. The extracted features were
used as an input to a Bayesian network that was trained to predict the road area.

Deep learning semantic segmentation has become the basis for current state-of-
the-art in driveable road area segmentation [13, 112, 113, 114, 115]. Oliveira et al.
[13] were the first to demonstrate how a fully convolutional neural network, based on
the seminal work by Long et al. [11], could be used for robust, real-time, road area
segmentation. The network was trained end-to-end and could predict the driveable
road area simultaneously in the whole image with a single forward-pass. The fully
convolutional neural network approach is very flexible and allows, not only to predict
the road area, but also the separate lanes, as was shown in [112].

The differences between the deep learning based methods come mainly from the
representation of the input data, from the sensor type selection and from the use of
pre-trained feature encoders. Input data is commonly represented in a perspective
view (forward looking camera) or in a Bird’s Eye View (BEV). Bird’s Eye View
representation was used, for example, in [113] where the road area prediction ac-
curacy increased by a small amount compared to the perspective view. The BEV
representation has also been used in conjunction with lidar point cloud data [114].

Pre-trained feature encoders based on classification architectures, such as the
ResNet-101 [18], are popular building blocks for road area semantic segmentation
models that use image data [112, 113]. The pre-trained encoder networks have
already assimilated important visual features from natural images when they have
been trained for classification purposes, therefore, only the decoder parts of the
semantic segmentation models need to be trained. Lidar based segmentation models
[15, 115] are typically trained completely from scratch due to the lack of pre-trained
encoders that would be suitable for lidar data.

Deep learning semantic segmentation models perform extremely well when the
quality of the input data is not compromised. However, when the data suffers from
deficiencies, such as insufficient illumination or lens flares, the output predictions
become highly unpredictable and can not be guaranteed to have the same level of
consistency as the output predictions at normal operational conditions. For example,
night time illumination and specular reflections from wet road surface typically result
in incorrect class predictions throughout the whole image, as visualized in figure 2.15
b). This weakness is merely a sensor related problem and not a problem evolving
from the segmentation networks. Unfortunately, the sensitive response to low quality
data poses a potential risk, particularly if an autonomous vehicle has to rely only on
a single modality in the sensor system.

The solution for more robust segmentation is to utilize data from multiple comple-
mentary sources. The experiments carried out in [115] reveal that the combination
of lidar and camera increase the road area segmentation accuracy compared to either
of the modalities alone. Lidar is invariant to illumination variations, whereas camera
can provide rich and dense semantic information. Combining multiple modalities
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together can be done in at least three different ways: First, early fusion strategies
combine the raw input data at the first layers of the network. Second, late fusion
strategies combine the features from modality specific encoder branches. Finally,
cross-fusion strategies allow the fusion to take place at multiple stages with learnable
connections [115].

The advantage of the early fusion strategy is its relatively easy implementation.
At its simplest, the feature maps of two different modalities are concatenated at the
input layer of the network (see figure 2.17). Despite being easy to implement, the
early fusion strategy might not be the optimal way of combining different modalities.
It has been observed that late fusion yields better results than early fusion [95, 116],
at least when the modalities are very different in nature, for example, a color image
(RGB) and a depth map. Most studies in semantic segmentation that implement
sensor fusion, have focused on the fusion of modalities that are very different in
nature. Therefore, it is not at all clear which fusion strategy is the optimal for
multispectral lidar data.

2.3.2 Computational performance

Deep learning semantic segmentation networks are typically computationally heavy
and require a large amount of memory, which imposes considerable demands to the
computational hardware. In contrast, the desired requirements in mass-produced
autonomous vehicles are completely the opposite, with the price and the power
efficiency of the computational hardware being the main limitations. Additionally, the
prediction tasks that are performed with deep learning models in autonomous vehicles
should execute in real-time with low latency. Although, there are an increasing
number of domain-specific processors for neural networks, that undoubtedly would
allow high levels of performance together with small-cost and low-power usage, it is
still beneficial to optimize the network architectures for more efficient, economical,
computation.

Recent innovations in deep learning research are starting to address the com-
putational issues. A popular method for reducing the amount of computation and
the amount of network parameters is to substitute the convolutional layers with
compression-expansion modules. The input feature maps are first compressed using a
1×1 convolution in order to reduce the amount of channels. The compressed feature
maps are then convolved with a larger kernel size, typically with a 3×3 convolutional
kernel, that is able to capture the spatial features in the data. The original number
of channels is recovered when the resulting activations are expanded using a 1×1
convolution. The “bottleneck” residual block [18] is a good example of this kind of
compression-expansion module.

The compression-expansion module can be modified so that it extracts information
from multiple different spatial scales without an increase in the amount of computation.
This is achieved, for example, by applying two convolutions, a 1×1 convolution and a
3×3 convolution, in parallel to the compressed feature maps. The feature maps from
the two branches are then concatenated in order to obtain a single output tensor that
contains multi-scale activations. The SqueezeNet [117] classification architecture
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Figure 2.18: Structure of the Fire module [117] (left-hand side) and the FireDeconv
module [15] (right-hand side). The Fire module needs only one sixth of the amount
of computation and parameters compared to an equivalent 3×3 convolutional layer.
The FireDeconv module needs only 5

32 of the amount of computation and parameters
compared to an equivalent 4×4 up-convolutional layer.

made use of this idea with its Fire modules and was able to reduce the model size to
less than 0.5 megabytes while still achieving the same accuracy levels as the AlexNet
[19], the size of which is in the hundreds of megabytes, in the Imagenet large scale
visual recognition challenge [5].

The idea of the compression-expansion module is not limited only to the con-
volutional layers, but can be used with the up-convolutional layers as well. For
instance, the SqueezeSeg [15] lidar point cloud semantic segmentation architecture
(see figure 2.19) exploits the benefits of the compression-expansion modules in both
the encoder part of the network, that utilizes Fire modules, and in the decoder part of
the network, that utilizes Firedeconv modules. The FireDeconv modules are similar
to the Fire modules [117], with the difference that the compressed feature maps
are upsampled with an up-convolutional layer before they are directed to the two
branches of the computational graph (see figure 2.18).

The convolutional layers themselves are an interesting target for performance
optimization. Depthwise separable convolution, for example, requires a smaller
amount of parameters and less computation than the standard convolution, yet a
semantic segmentation model utilizing depthwise separable convolutions still provides
similar levels of accuracy compared to a model that purely utilizes the standard
convolutions [12].

Input data representation can also play a major role in the performance of a
neural network model. For instance, the inherent three-dimensional nature of lidar
point clouds intuitively suggests that three-dimensional convolutions could be used
to process the point cloud data. However, this is not recommended in a system
that requires low latency, because the three-dimensional convolutions are notoriously
heavy to compute. Furthermore, the three-dimensional point cloud representation is
very sparse, which means that most of the computational time would be spent on
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Figure 2.19: The SqueezeSeg semantic segmentation model [15] utilizes the Fire
modules and the FireDeconv modules, which reduces the amount of computation
and the amount of parameters in the network.

zero element multiplications and not on the actual data processing computations.
In theory, the universal function approximation capabilities of neural networks

allow us to represent the input data in any format that suits us the best, so that
we will still obtain the desired output. For example, the SqueezeSeg [15] model
represents the point cloud data in spherical coordinates, as an image, in which each
separate channel encodes the point features, such as the x-, y- and z-coordinate and
the reflectance value. The point cloud image representation reduces the sparsity
of the data, which increases the efficiency of the computations, and enables the
use of two-dimensional convolution operation that is computationally less intensive
compared to the three-dimensional convolution.

The size of the feature maps is, perhaps, the greatest single factor that influences
the forward-pass time of a neural network. The larger the feature maps are, the longer
it is going to take for the convolution kernel to slide over the feature map elements.
Because of this relationship, many network architectures have been designed to
reduce the size of the feature maps aggressively in the first layers of the network,
either by using pooling layers or strided convolutional layers. This is a highly efficient
way of reducing the amount of computation at the rest of the computational graph.
The ICNet [118] semantic segmentation architecture takes the idea even further, by
utilizing separate network branches for high-resolution, medium-resolution and low-
resolution input data. The semantic information is extracted from the low-resolution
images using a deep, powerful, encoder network, while the high-resolution and the
medium-resolution inputs provide the spatial details when they are passed through
more light-weight encoder architectures. The powerful encoder network only has to
process small-sized feature maps, which is computationally cheap. The light-weight
encoders, on the other hand, only have to learn how to pass the spatial details into
the output prediction maps, which is a task that does not require computationally
heavy large capacity models.
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3 Research material and methods
The sole purpose of the autonomous vehicle perception system is to extract context
information from the sensor data and to provide a robust understanding of the road
scene. The insistence for more robust methods will inspire us to test the suitability of
multispectral lidar data for road area semantic segmentation. We train, and compare,
three different deep learning based road area semantic segmentation models in an
attempt to find answers to the following research questions:

1. Are there any additional benefits from the multispectral lidar information?

2. What is the optimal input data representation for the three-dimensional lidar
point cloud?

3. Is it possible to completely substitute the color cameras with solid state lidars?

4. What are the architectural building blocks that most influence the computa-
tional performance in road area segmentation models?

In section 3.1, we will introduce the neural network architectures that are implemented
in this thesis. In section 3.2, we will describe the training data collection process.
The details of the experimental setup are discussed in section 3.3. Finally, in section
3.4, we introduce the metrics that are used to compare the segmentation results.

3.1 Road area semantic segmentation using up-convolutional
networks

Encouraged by the success of residual connections and spatial pyramid pooling
modules in deep learning models, we designed two network architectures that made
use of the novel structures. The SqueezeSeg [15] encoder-decoder segmentation
architecture was used as an baseline comparison due to its proven performance in point
cloud segmentation tasks. The details of the implemented semantic segmentation
models are the following:

1. SqueezeSeg
The SqueezeSeg model (see figure 3.2) functioned as the baseline comparison
for the novel neural network architectural building block implementations.
Differently from the original architecture, where the skip connection feature
maps were combined to the decoder feature maps by element-wise summation,
our implementation used concatenation. The up-convolutional layer in the
FireDeconv modules used 4×4 kernel with stride 2 in order to avoid the
checkerboard artifacts [32] in the output prediction maps.

2. Pyramid Pooling
The Pyramid Pooling model (see figure 3.3) used the SqueezeSeg model as
a starting point, but employed the Atrous Spatial Pyramid Pooling module
[12] as an element to extract the multi-scale information from the encoder
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feature maps. This design choice allowed us to reduce the required amount
of computation by eliminating the four successive context aggregation Fire
modules in the output of the encoder. The ASPP module was constructed
from four 3×3 atrous separable convolutions with atrous rates r ∈ {2, 3, 4, 8}
and from one 1×1 separable convolution (see figure 3.1). The first FireDeconv
layer in the decoder was omitted in order to match the feature map dimensions
with the ASPP module.

3. Fire Residual
Inspired by the work in DeepLab-v3+ [12] we designed the Fire Residual model
(see figure 3.4) to utilize the depthwise separable convolution in the encoder
part of the network for less parameters and for less computation. We propose
a new network module, called the Fire Residual module (see figure 3.5), that
combines the structure of the “residual blocks” in the ResNet [18] architecture
with the computationally efficient structure of the Fire modules. We reduce
the amount of parameters and the amount of computation in the Fire Residual
modules by substituting the standard convolutional layers in the “residual
block” with separable Fire modules. The separable Fire modules also take the
advantage of the separable convolution for more efficient use of parameters
and computation. The residual connections should improve and stabilize the
learning of the model, and hopefully as a result, increase the generalization
ability of the network.

The driveable road area was predicted from forward-looking (perspective view) color
images and from forward-looking virtual multispectral solid state lidar point cloud
projections (for details, refer to the section 2.2.5). The input features were normalized
in a batch normalization layer. The multispectral lidar input data was combined
in an early fusion approach by concatenating the channels that provided spectral
information and geometrical information before the input layer.

Figure 3.1: The structure of the Atrous Spatial Pyramid Pooling (ASPP) module.
The module was utilized in the Pyramid Pooling model architecture.



51

Figure 3.2: The architecture of the SqueezeSeg model. The original architecture
[15] has been modified by substituting the element-wise summation in the skip
connections with a feature map concatenation. The number of output channels at
each layer has been denoted in the nodes.

Figure 3.3: The architecture of the Pyramid Pooling model. The model has been
constructed from the SqueezeSeg model by substituting the context aggregation
layers in the middle of the network with the Atrous Spatial Pyramid Pooling module.
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Figure 3.4: The architecture of the Fire Residual model. The encoder part of the
model employs separable convolutions and Fire Residual modules in order to reduce
the amount of computation and the amount of parameters.

Figure 3.5: The structure of the Fire Residual module (left-hand side) and the
Downscaling Fire Residual module (right-hand side). The use of residual connections
is motivated by the recent success in image classification [18]. The separable Fire
modules are equivalent to the original Fire modules with the difference that the
standard convolutions have been substituted with separable convolutions.
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3.2 Data collection

Figure 3.6: The measurement geometry of the data collection setup. The lidars scan
the road surface in a shallow angle in order to emulate a forward-looking solid state
lidar sensor.

The experiments in road area semantic segmentation required a data set containing
both color camera images and multispectral lidar data. A data collection setup (see
figure 3.6) was designed based on the Finnish Geodetic Institute (FGI) Roamer-R4DW
mobile laser scanning and mapping platform, which is a dual wavelength version
of the original FGI Roamer mobile mapping platform [68, 84]. The measurement
setup consisted of a research vehicle that was instrumented with a color camera, high-
accuracy positioning system and two lidar scanners that operated in the wavelengths
of λ1 = 905 nm and λ2 = 1550 nm respectively (see figure 3.7). The data collection
setup was designed so that it would closely follow the same physical measurement
principles that take place in a forward-looking solid state lidar device. This was
accomplished by positioning the lidar scanners in a shallow forward-leaning angle,
which enables the laser beams to hit the ground in front of the vehicle emulating
a solid state lidar sensor. This configuration was different from the standard FGI
Roamer measurement setup where the laser scanners are in a backward-looking
position.

The color images were captured with a FLIR Ladybug5+ camera. The camera
was able to provide the images with a 360 degree field of view with its six sensors
(Sony ICX655 CCD, 2/3", 3.45 µm, global shutter, 2048 x 2448 image resolution),
but the data was collected only from the forward-looking sensor. The exposure time
was deliberately set to a low value in order to avoid motion blur in highway speeds.
The captured images were rectified and cropped for further use.

The positioning system consisted of a NovAtel FlexPak6 GNSS receiver, a passive
GPS antenna and a NovAtel IMU-ISA-100C navigation grade inertial measurement
unit (IMU). The FlexPak6 GNSS receiver was used to trigger the Ladybug5+ camera
at 500 millisecond intervals. The positioning data was post-processed by utilizing
the correction information from nearby GPS reference stations.

Two mechanically scanned single line-scanning lidars were used, the RIEGL
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(a) The measurement vehicle. (b) The sensor system.

Figure 3.7: The data collection setup was based on the FGI Roamer laser scanning
and mobile mapping platform [68, 84]. The sensor system was attached to a rigid
aluminum truss that was in turn fixed on the roof rails of the measurement vehicle.

miniVUX-1UAV (905 nm wavelength, rectangular laser beam with 1.6 x 0.5 mrad
divergence [119]) and the RIEGL VUX-1HA (1550 nm wavelength, Gaussian laser
beam with 0.5 mrad divergence [120]). The miniVUX-1UAV scanner produced
100,000 measurements per second at 100 revolutions per second, while the VUX-1HA
produced 1,000,000 measurements per second at 250 revolutions per second. A dense
multispectral georeferenced point cloud was produced from the lidar scans utilizing
the RIEGL RiPROCESS software. The planimetric accuracy of the system was not
evaluated, but it is estimated to be approximately 20 mm with a standard deviation
of approximately 10 mm, similarly to the FGI Roamer measurement setup [68].

The data collection was carried out in the Kirkkonummi region in the spring of
2018. The weather was partly cloudy, the ambient temperature was approximately
10 ◦C and the illumination conditions were favourable (no direct sunlight). The
route for the data collection included driving on the highway, on gravel roads, on
outside car parks and on typical countryside two-lane asphalt roads. The duration
of the data collection run was approximately 1 hour and 8 minutes, during which
8174 images were captured. The data collection was carried out by adhering to the
normal driving speeds ranging from 40 km/h to 100 km/h.

3.2.1 Training data

The collected data was processed into a training data set for the deep learning models.
There were two major parts in the training data set preparation: First, the lidar point
clouds were transformed into a representation that enabled a comparison between the
lidar data and the color image data in the experimental phase. Second, the training
samples were annotated for the ground-truth driveable road area.

Training data for the multispectral lidar experiments was obtained by following
the virtual solid state lidar data generation process described in section 2.2.5. The
resolution of the virtual solid state lidar sensor was set to 1423×307 pixels, which was
equivalent with the color image training sample resolution. The maximum range of
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(a) Color camera (RGB).

(b) Virtual solid state lidar, 1550 nm reflectance channel.

(c) Virtual solid state lidar, 905 nm reflectance channel.

Figure 3.8: The driveable road area ground-truth annotations (denoted in red) were
produced separately for the color image training samples and for the virtual solid
state lidar training samples. The density difference between the 1550 nm point cloud
and the 905 nm point cloud is clearly visible in the visualizations.

the virtual lidar sensor was set to 150 meters. In total, five different lidar projection
intensity channels were produced: Reflectance, Euclidean distance, x-coordinate,
y-coordinate and z-coordinate.

In order to ensure comparability to the results of the color image experiments,
the virtual solid state lidar sensor was coarsely aligned in the same direction, in same
spatial locations, as the color camera by utilizing the positioning system trajectory
and pose estimates. Additionally, an optimal projection matrix for the virtual solid
state lidar sensor was solved from 2D-3D point correspondences between the dense
georeferenced point cloud and the rectified camera images. The quality of the virtual
solid state lidar data was controlled by analyzing the camera images for any dynamical
objects in the measurement area and removing the samples that contained moving
objects, such as other vehicles and pedestrians.

Definition 3.1 was used to establish the guidelines for the driveable road area
ground-truth annotations. The annotation process was performed separately for
the color images and for the virtual solid state lidar projections due to the minor
variations in the alignment of the modalities. Matlab R⃝ Image Labeler toolbox was
used to annotate both modalities. The lidar data was annotated on top of the
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1550 nm reflectance projections. This was done because the spatial density of the
1550 nm point cloud was higher than the spatial density of the 905 nm point cloud,
which made the annotation easier. In total, 1050 annotated color image training
samples and 735 annotated virtual multispectral solid state lidar training samples
were acquired (see figure 3.8).
Definition 3.1. Driveable road area is the region of the road environment in which
the vehicles are able to travel without an immediate danger of damage to the vehicle
body or to the tires of the vehicle. The driveable road area is limited to the edge of
the pavement, to the edge of vegetation, to the road curbs, or to the regions consisting
of soft soil on gravel roads.

3.2.2 Cross-validation

An estimate of the models predictive performance was obtained by performing 5-fold
cross-validation in the training data set. The inherent nature of the data collection
process introduced correlation between successive training samples. Especially when
the driving speeds during the data collection were low, the successive training samples
were almost identical between each other. In order to reduce the effects of temporal
correlation between the training samples, the cross-validation process was performed
by aggregating the training samples into blocks. The process was the following
(declared indices are examples):

1. The training sample indices were sorted in ascending order

[67, 183, 256, 399, 400, . . . ]

2. The sorted indices were aggregated into blocks of five indices

[ 67, 183, 256, 399, 400  
Block 1.

, 433, 437, 439, 440, 442  
Block 2.

, . . . , . . .
Block p.

]

3. The list of blocks was randomly shuffled

[ 1221, 1222, 1243, 1244, 1245  
Block 107.

, 792, 793, 794, 795, 796  
Block 47.

, . . . , . . .
Block 95.

]

4. The list of shuffled blocks was partitioned into training, validation and test
data sets.

3.2.3 Training data augmentation

Training data augmentation was carried out only in the experiments that used color
image training samples. The following augmentation strategies were used: Brightness
variation, gamma value variation and Gaussian blur. Each of the three augmentation
methods were applied to the input features with a 50 percent probability during
the training. The variations in the brightness values were selected randomly from
the range [−20, 20]. The gamma value correction factor was randomly selected from
the range [0.8, 1.5]. Finally, the standard deviation of the Gaussian blur kernel was
selected randomly from the range σGauss.Blur ∈ [0.1, 0.7].
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3.3 Experiments
The experiments were carried out in two parts: First, the three models were trained
with color image training samples in order to create baseline results. Then, the
models were trained with the virtual multispectral solid state lidar data in different
input channel configurations.

A simple hyperparameter search was carried out in the beginning of the experi-
ments. Five different batch sizes (1, 2, 4, 8, 16) and two different optimizers were
evaluated in the color image training data set. The tested optimizers were the Adam
optimizer and the SGD optimizer with the Nesterov momentum. The learning rate
of the SGD optimizer was set to lr = 0.01, the momentum parameter to 0.9 and
the learning rate decay to 1 · 10−6. The results of the hyperparameter optimization
encouraged us to use the Adam optimizer in conjunction with batch size 2 for the
rest of the experiments.

The color image data baseline results were obtained by training each model for 80
epochs and saving the model that achieved the lowest validation set loss. The results
were evaluated as averages computed in the test set over the 5-fold cross-validation
process. The training set size in the color image experiments was 735 samples, the
validation set size 105 samples and the test set size 210 samples.

Table 3.1: The different input channel combinations in virtual multispectral solid
state lidar experiments.

Experiment
Input channel(s) 1 2 3 4 5 6 7 8 9 10
905nm reflectance ✓ ✓ ✓ ✓ ✓ ✓
905nm distance ✓ ✓
905nm x-y-z ✓
1550nm reflectance ✓ ✓ ✓ ✓ ✓ ✓
1550nm distance ✓ ✓ ✓ ✓ ✓
1550nm x-y-z ✓ ✓ ✓

We focused on two factors in the lidar experiments: The influence of the multi-
spectral information and the influence of the geometrical information. The spectral
comparison was carried out by utilizing either one of the lidar wavelength channels
or both of the lidar wavelength channels as input information to the segmentation
models. The geometrical comparison was actualized by providing the models with
Euclidean distance information, Cartesian coordinate information or the both. The
Cartesian coordinate information contained three input channels, each representing
the x-, the y- or the z-coordinates of the lidar point cloud. The Euclidean distance
information was only a single channel that contained the depth map of the scene.
The different input channel combinations in the lidar experiments have been listed in
table 3.1. Due to the low integrity of the positioning system trajectory estimate, the
size of the training data set in the lidar experiments was slightly smaller compared
to the color image experiments. The training set size was 520 samples, the validation
set size 70 samples and the test set size 145 samples.



58

Table 3.2: The computational requirements between the three models. The amount
of multiply-accumulate operations has been calculated for an input tensor of size
176×800×3.

Model Number of parameters File size (MB) Mult-Adds
SqueezeSeg 803,164 3.1 799,631
Pyramid Pooling 247,244 0.9 245,643
FireResidual 319,159 1.2 328,954

The road area semantic segmentation models were implemented in Python pro-
gramming language utilizing the Keras [121] deep learning framework with TensorFlow
[122] back-end. The details of the computational requirements between the models
are listed in table 3.2. In addition, the details of the computational hardware and
software can be found in table 3.3. The models were trained from the ground up
without resorting to pre-trained encoders. The input resolution to the models during
the experiments was 176×800 pixels. The models used the binary cross-entropy loss
function.

Table 3.3: Hardware and software properties of the experimental setup computational
hardware.

Device/Software Details
Processor Intel(R) Xeon(R) CPU E5-1650 v4 @ 3.60GHz
Memory 64GB DDR4-2400
GPU 4 × NVIDIA GeForce GTX 1080 Ti
GPU Driver version 384.130
Operating system Ubuntu 16.04.6 LTS
Python version 3.5.2
Keras version 2.1.2
Tensorflow version 1.4.1
CUDA version 8.0
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3.4 Evaluation metrics
“I often say that when you can measure what you are speaking about,

and express it in numbers, you know something about it ; but when you
cannot measure it, when you cannot express it in numbers, your knowledge
is of a meagre and unsatisfactory kind : it may be the beginning of
knowledge, but you have scarcely, in your thoughts, advanced to the stage
of science, whatever the matter may be.”

- Lord Kelvin, Popular Lectures and Addresses "Electrical Units of Measurement"
(1889).

3.4.1 Evaluation of accuracy

The quality of the road area segmentations in the experimental results were compared
with three different evaluation metrics. The segmentation accuracy was evaluated
with the Intersection over Union (IoU) metric:

IoU = TP
TP + FP + FN (22)

where TP, FP and FN are the number of true positive, false positive and false negative
predictions, respectively. The road-class prediction probabilities were thresholded
throughout the experiments with a probability value of proad = 0.5. In multiclass
setting the IoU measure would be biased towards the instances that cover the largest
regions in the image. In our road area segmentation task, the problem is not present
due to the single class setting.

The sensitivity to the false positive predictions was evaluated with the precision
metric:

Precision = TP
TP + FP (23)

Additionally, the sensitivity to the false negative predictions was evaluated with the
recall metric:

Recall = TP
TP + FN (24)

3.4.2 Evaluation of performance

The computational performance between the different network architectures and
between the different input modalities was evaluated by measuring the average
forward-pass time on a GPU. The measurement process was the following: First,
the system was burned-in for five iterations to eliminate the memory initialization
overhead. Then, the model was ran for 10,000 iterations and the forward-pass time of
each iteration was saved for further processing. Finally, the mean and the standard
deviation of the forward-pass times were computed.

At each iteration, the input features were generated from an arbitrarily chosen
sample in the test data. Image resizing, or any other pre-processing steps, were
not included in the measurement process. It was also ensured that external factors,
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such as resource allocation by other processes, did not influence the performance
evaluation process. The display device was detached from the GPU during the
measurements.
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4 Results
In section 4.1, we report the road area semantic segmentation results separately for the
experiments that use color image input data and for the experiments that use virtual
multispectral solid state lidar data. The results for the color image segmentation
can be found in section 4.1.1 and the results for the virtual multispectral solid state
lidar segmentation in section 4.1.2. The results for the computational performance
are reported in section 4.2.

4.1 Segmentation accuracy
4.1.1 Color camera

The road area semantic segmentation results with color image input data are reported
in table 4.1. The Pyramid Pooling model performed the best with respect to the
Intersection over Union metric. However, the difference to the SqueezeSeg model
was very small (0.39 percentage points). The Fire Residual model performed slightly
worse than the other two models and acquired an IoU value that was 0.79 percentage
points lower than the IoU of the Pyramid Pooling model.

The SqueezeSeg model performed the best with respect to the precision metric,
but the difference to the Pyramid Pooling model was negligible (0.11 percentage
points). The Fire Residual model performed the worst and acquired a precision value
that was 1.16 percentage points lower than the precision value of the SqueezeSeg
model. The Fire Residual model was able to achieve the highest recall value, but
again the difference to the Pyramid Pooling model was small (0.14 percentage points).
The SqueezeSeg model performed slightly worse than the Fire Residual model (a
difference of 0.62 percentage points).

Table 4.1: The segmentation results between the three models for color image input
data. The mean and the standard deviation have been computed in the test set
over the 5-fold cross-validation process. The prediction probabilities have been
thresholded at proad = 0.5.

Measure
IoU Precision Recall

Model Mean Std Mean Std Mean Std
SqueezeSeg 90.10 0.81 95.37 0.29 94.36 1.07

Pyramid Pooling 90.49 1.41 95.26 0.34 94.84 1.37
Fire Residual 89.70 1.13 94.21 1.02 94.98 0.49

In order to understand the quality of the road area predictions better, the
prediction maps from multiple different road types were visualized by overlaying
them on top of the input data. The road area predictions produced by the Pyramid
Pooling model are visualized in figures 4.1 and 4.2, where the predictions have been
classified in high-quality predictions and in low-quality predictions, respectively,
based on the visual appearance. The high-quality segmentation maps, in figure
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Predictions

(a) Asphalt road, prediction.

Ground truth

(b) Asphalt road, ground truth.

(c) Gravel road, prediction. (d) Gravel road, ground truth.

(e) Highway, prediction. (f) Highway, ground truth.

(g) Parking lot, prediction. (h) Parking lot, ground truth.

Figure 4.1: Examples of high-quality road area predictions (denoted in red) in
different road scenes generated by the Pyramid Pooling model from the color image
input data. The prediction probabilities have been thresholded at proad = 0.5.

4.1, are very close in appearance to the ground-truth annotations. On the two-lane
asphalt road, the segmentation map edges smoothly follow the boundaries of the
road shoulder and the vegetation, with only a small amount of fine-scale irregularities.
The predictions in the highway environment are successfully constrained to the
ego-road, while the region for the oncoming traffic has been correctly excluded from
the prediction. The driveable road area in the parking lot is perfectly segmented
and the parked vehicles are accurately delineated on the segmentation map.

The low-quality segmentation maps, in figure 4.2, contain relatively large regions
of incorrectly classified pixels. For example, a group of pixels belonging to the
sidewalk is falsely predicted as driveable road area. Similarly, there are false positive
predictions on the side of another vehicle in the parking lot. The predictions also
contain a fair amount of false negatives. For instance, in the image with a railroad
crossing, the segmentation map is highly irregular and patchy over the road area. In
addition, the model has difficulties in predicting the driveable road area in conditions
where two roads converge, such as in the image where a highway ramp fuses into the
main lanes of the highway.
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Predictions

(a) Asphalt road, prediction.

Ground truth

(b) Asphalt road, ground truth.

(c) Gravel road, prediction. (d) Gravel road, ground truth.

(e) Highway, prediction. (f) Highway, ground truth.

(g) Parking lot, prediction. (h) Parking lot, ground truth.

Figure 4.2: Examples of low-quality road area predictions (denoted in red) in different
road scenes generated by the Pyramid Pooling model from the color image input
data. The prediction probabilities have been thresholded at proad = 0.5.

4.1.2 Multispectral lidar

The Intersection over Union metric between the different lidar input tensor options
and between the different models is visualized in figure 4.3. The models were
compared between each other by computing the average IoU over each of the input
tensor possibilities. A comparison of the results reveals that the Pyramid Pooling
model performed the best (average IoU of 85.12 percent), the SqueezeSeg model
performed the second best (average IoU of 84.89 percent) and the Fire Residual
model performed the worst (average IoU of 83.15 percent).

The Pyramid Pooling model and the Fire Residual model obtained the highest
IoU values when the input tensor contained both of the reflectance channels, the
Euclidean distance and the Cartesian coordinates. The SqueezeSeg model obtained
the highest IoU value with an input tensor that contained only both of the reflectance
channels without any geometrical information. Each of the three models obtained
the worst results when the input data was an input tensor that contained only the
905 nm reflectance channel.

The precision metric between the different lidar input tensor options and between
the different models is visualized in figure 4.4. Again, the models were compared
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Figure 4.3: The mean Intersection over Union in the test set for different lidar data
input tensor options and for the three different models. The error bars denote the 95
percent confidence interval that has been computed over the 5-fold cross-validation
process.

between each other by computing the average of the precision metric over each of
the input tensor possibilities. The SqueezeSeg model obtained, on average, the
highest precision (92.85 percent), the Pyramid Pooling model the second highest
(92.41 percent) and the Fire Residual model the lowest (91.74 percent). The highest
precision values were obtained with an input tensor that contained both of the
reflectance channels. The lowest precision values were obtained with an input tensor
that contained only the 905 nm reflectance channel.

The recall metric between the different lidar input tensor options and between
the different models is visualized in figure 4.5. Similarly to the previous metrics,
the models were compared between each other by computing the average of the
recall metric over each of the input tensor possibilities. The Pyramid Pooling model
obtained, on average, the highest recall (91.62 percent), the SqueezeSeg model the
second highest (90.93 percent) and the Fire Residual model the lowest (90.03 percent).
The input tensor option that contained both of the reflectance channels and the
Euclidean distance was able to provide the highest recall values. The lowest recall
values were obtained with an input tensor that contained only the 905 nm reflectance
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Figure 4.4: The mean precision in the test set for different lidar data input tensor
options and for the three different models. The error bars denote the 95 percent
confidence interval that has been computed over the 5-fold cross-validation process.

channel.
Similarly to the presentation of the color image segmentation results, the lidar

based road area prediction maps were overlaid on top of the input data and visualized
in order to better understand the quality of the predictions. The Pyramid Pooling
model was used to predict the driveable road area in different road scenes from input
features that contained both of the reflectance channels, the Euclidean distance and
the Cartesian coordinates.

The high-quality segmentation maps, in figure 4.6, illustrate the models ability to
accurately delineate the driveable road area from the non-road class regions, such as
vegetation and other vehicles, by relying purely on the lidar data. On the contrary,
the low-quality segmentation maps, in figure 4.7, portray the models weaknesses in
predicting the driveable road area in many different conditions. The incorrect road
area prediction behaviour includes, the tendency to produce false negative predictions
in the middle of the road, and false positive predictions in the road ditches and on
the sides of other vehicles.
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Figure 4.5: The mean recall in the test set for different lidar data input tensor options
and for the three different models. The error bars denote the 95 percent confidence
interval that has been computed over the 5-fold cross-validation process.
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Predictions

(a) Asphalt road, prediction.

Ground truth

(b) Asphalt road, ground truth.

(c) Gravel road, prediction. (d) Gravel road, ground truth.

(e) Highway, prediction. (f) Highway, ground truth.

(g) Parking lot, prediction. (h) Parking lot, ground truth.

Figure 4.6: Examples of high-quality road area predictions in different road scenes
generated by the Pyramid Pooling model from the lidar input data. The following
input channels were used: 905 nm reflectance, 1550 nm reflectance, Euclidean
distance, x-coordinate, y-coordinate and z-coordinate. The prediction probabilities
(denoted in red) have been thresholded at proad = 0.5 and visualized on top of the
1550 nm reflectance channel.
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Predictions

(a) Asphalt road, prediction.

Ground truth

(b) Asphalt road, ground truth.

(c) Gravel road, prediction. (d) Gravel road, ground truth.

(e) Highway, prediction. (f) Highway, ground truth.

(g) Parking lot, prediction. (h) Parking lot, ground truth.

Figure 4.7: Examples of low-quality road area predictions in different road scenes
generated by the Pyramid Pooling model from the lidar input data. The following
input channels were used: 905 nm reflectance, 1550 nm reflectance, Euclidean
distance, x-coordinate, y-coordinate and z-coordinate. The prediction probabilities
(denoted in red) have been thresholded at proad = 0.5 and visualized on top of the
1550 nm reflectance channel
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4.2 Computational performance
Figure 4.8 displays the average forward-pass times between the different models
and between the different input data options. The Pyramid Pooling model requires
the lowest execution time with each of the input tensor options compared to the
other two models. The Fire Residual model requires on average approximately 18
percent longer execution time, and the SqueezeSeg model approximately 2 percent
longer execution time, to perform a single prediction, compared to the Pyramid
Pooling model (computed between the mean forward-pass times for all the input
data options). The difference between the fastest and the slowest forward-pass times
for different input data options were approximately 11 percent for the Fire Residual
model, 14 percent for the Pyramid Pooling model and 13 percent for the SqueezeSeg
model.

Figure 4.8: The average forward-pass time in milliseconds for a single input sample.
The error bars denote the standard deviation computed over 10,000 measurement
cycles.
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5 Discussion
The multispectral input data improved the segmentation accuracy, which provides
evidence that the spectral information from a lidar sensor is beneficial in the road
area segmentation task. Although the experiments were conducted with virtual
multispectral solid state lidar data, we have no reason to suppose that the results
would not be comparable with data originating from an actual multispectral solid
state lidar.

Our results indicate that the deep learning models possibly learn better when the
channels in the input data contain Cartesian coordinate information in addition to the
depth information. These results reinforce and clarify the usefulness of the input data
representation practices taken in the work of Wu et al.[15]. We hypothesize that the
road-class pixels are more easily separable in the higher dimensional representation
provided by the Cartesian coordinate input data.

If we focus on comparing the color camera and the solid state lidar as information
sources, we see that there is a slight difference in the segmentation accuracy. The
results agree with the previous studies [115], that also find the color image input data
to be slightly better suited for the road area semantic segmentation task compared
to the lidar input data. However, the differences between the camera based and the
lidar based segmentation results are relatively small and the effect of the smaller
training set size for the lidar data has not been taken into account in the results. On
the whole, we expect that the difference in the segmentation accuracy between the
modalities will reduce as a result of two factors: Larger training data sets and lidar
training data augmentation, which was not carried out in our experiments.

The trends in the average forward-pass times between the models suggest that the
Atrous Spatial Pyramid Pooling module is an efficient way of reducing the amount
of computation without compromising the segmentation accuracy. The contrast in
forward-pass times between the SqueezeSeg model and the Fire Residual model was
not in line with the theoretical computational requirements. The Fire Residual model
was clearly slower than the SqueezeSeg model, despite the fact that it required over
two and a half times less multiply-accumulation operations. The low performance
may be associated with the implementation of the strided convolution in the deep
learning framework. Our results are an improvement over the previous work. For
instance, the road area semantic segmentation models implemented in the work by
Oliveira et al.[13] were able to achieve 52.2 ms forward-pass time with an input
tensor of size 300×300×3. In our work, the forward-pass time was only 10.4 ms,
when evaluated with comparable hardware, with an input tensor of size 176×800×3
(56 percent increase in size compared to the work by Oliveira et al.).

5.1 Limitations of this study
Several limitations of our study should be mentioned. First, the models were trained
only once for each cross-validation split without repeating the training multiple times
in order to reduce the amount of stochastic variations in the results. In addition, the
training data sets were small compared to the usual amount of training data that large
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capacity deep learning models require for good generalization ability. With these
factors in mind, the experiments do not necessarily show the fine-scale differences
between the input data options, but instead provide general trends.

Second, the training data set for the color image experiments was biased towards
ideal illumination conditions that are rarely the case in everyday traffic. The research
by Caltagirone et al.[115] revealed that a data set with biased illumination conditions
might lead to false conclusions in favour of camera based methods in the road area
semantic segmentation task.

5.2 Prospects for future research
Despite these promising results, further research is required to establish the feasibility
of multispectral solid state lidar data for road area semantic segmentation. First, the
experiments should be conducted in a training data set that offers the possibility to
carry out a comparison between camera based and lidar based road area segmentation
methods in low light and in adverse weather conditions. Second, the validity of the
experimental setting would greatly benefit from the use of authentic solid state lidar
data. Third, the study should be repeated with a substantially larger training data
set and with multiple training iterations in order to reduce the stochastic effects in
the training process. Finally, the number of different lidar wavelength channels could
be increased to explore the effect of additional spectral information.

We strongly recommend to investigate and experiment with different types of
model architectures in order to further save in computation and to make the models
more robust. The future research could implement an architecture that reduces
the amount of computation with separate encoders for high-resolution and for low-
resolution input feature maps, similarly to the BiSeNet [123] architecture. The
experiments could also include compression and pruning of the trained network
models [124]. Additionally, the context aggregation modules in the SqueezeSegV2
[89] architecture could provide resistance against the empty pixels in the lidar
projection images.

We also suggest that further research would evaluate different strategies for
the input data fusion. For instance, the self-supervised model adaptation (SSMA)
block proposed by Valada et al.[100] could improve the models robustness against
low-quality data.
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6 Conclusions
In this thesis, we designed two deep learning neural network models with low com-
putational requirements for road area semantic segmentation. We designed and
constructed a data collection setup for color image and multispectral lidar data
acquisition. We trained the neural network models with virtual multispectral solid
state lidar data and with color image data.

The experiments revealed that the spectral information in the multispectral
lidar data increases the road area semantic segmentation accuracy in comparison to
monospectral lidar data. The experiments also found that additional input channels,
containing the Cartesian coordinates of the three-dimensional lidar point cloud,
slightly improve the segmentation accuracy. Furthermore, our research suggests that
the Atrous Spatial Pyramid Pooling [12] module is an excellent architectural building
block for road area semantic segmentation models that are limited by computational
resources. The findings of this study suggest that multispectral solid state lidar
has the potential to substitute the color camera as an information source in an
autonomous vehicle perception system.

The implemented models were able to predict the driveable road area in real-time
with low latency. Therefore, they are suitable for use in demanding applications
ranging from autonomous driving to field robotics. The models will be utilized in
the perception system of the Finnish Geodetic Institute autonomous vehicle.
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A Training loss curves
The training set loss and the validation set loss were visualized in order to discover
the tendency for overfitting. Figure A1 illustrates the training process with color
image input data. Figure A2 illustrates the training process with lidar input data.
Only the Pyramid Pooling model shows clear signs of overfitting (after approximately
30 epochs of training). This is expected, because the capacity of the model is the
lowest. The SqueezeSeg model, on the other hand, has the highest capacity and does
not show any visible signs of overfitting over the course of training.

Figure A1: The average binary cross-entropy loss with respect to the epoch number.
The results were obtained with color image training data. The envelope denotes
the standard deviation of the loss values computed over the 5-fold cross-validation
process.

Figure A2: The average binary cross-entropy loss with respect to the epoch num-
ber. The results were obtained with training data that contained both of the lidar
reflectance channels, Euclidean distance and the Cartesian coordinates. The en-
velope denotes the standard deviation of the loss values computed over the 5-fold
cross-validation process.
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