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1. Introduction 

Over the last decade, the development of the Internet of Things (IoT) has 
been upheld by the cloud-based infrastructures intended to address the re-
quirements of the increasing number of IoT services provided by the growing 
plethora of connected devices. From its initial design, IoT was conceived in 
order to extend the Internet by providing a new class of devices and use cases 
[1]. 

The increasing number of use cases has also generated an intrinsic associa-
tion between the IoT and the cloud, where cloud-based network infrastruc-
tures are optimized to support a multitude of IoT-centric operations such as 
service management, computation offloading, data storage, and offline analy-
sis of data [2]. 

However, the increasingly stringent performance requirements of IoT ser-
vices, especially in terms of latency and bandwidth, challenge this infrastruc-
ture. 

Specifically, the existing model is not suitable when 
1. IoT networks create data that needs to be accessed and processed local-

ly. 
2. Piping all data and related communications to the cloud and back un-

der delay constraints is not acceptable. 
3. The amount of data is too large to transfer to the cloud (in real-time) 

without causing congestion on the backhaul. 
Consequently, the highly fragmented and heterogeneous IoT landscape must 

embrace novel and reactive approaches for dealing with these challenges. 
 

 

Figure 1. A subset of use cases and services enabled by IoT edge computing. 
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One emerging paradigm, edge computing (EC), represents a new trend in-
tended to improve the overall IoT network infrastructure efficiency by deliver-
ing low-latency, bandwidth-efficient, and resilient services to IoT users [3, 11]. 
Although this new approach is not intended to replace the cloud-based infra-
structure, it expands the cloud by increasing the computing and storage re-
sources available at the network edge [4]. Cloud services remain still essential 
when performing certain functions that require high computational capabili-
ties or, for example, data analytics operations, as the entire dataset is stored 
only in the cloud and is not distributed at the edge. 

According to the ETSI [9], edge computing is largely reliant on the use of vir-
tualization technologies and virtualized platforms. In a manner complemen-
tary to that of network function virtualization (NFV), edge computing does not 
focus on virtualizing network functions (NFs), but rather on distributing (vir-
tualized) multi-purpose applications between the cloud and the network edge. 

Placing intelligent nodes at the network edge enables the entire system to 
benefit from more effective executive processes, primarily because the delay 
involved in reaching the cloud is eliminated. Furthermore, local service man-
agement and access control policies can be defined. 

With particular focus on the IoT domain, edge computing refers to the ability 
to process, store, and analyze the data produced by IoT end-points, in addition 
to the ability to execute decision-making tasks at the edge level. By harnessing 
the power of distributed edge resources, the IoT edge computing (IoT-EC) 
model can support novel service scenarios such as autonomous vehicles and 
drones, smart city infrastructure, and augmented reality (AR). As illustrated in 
Fig. 1, these three representative domains intersect giving rise to additional 
services. Edge computing overlaps this aggregation of services to develop and 
promote further joint services, or to enhance the performance of those that 
already exist. Edge computing can therefore be considered the core-
aggregating element for heterogeneous IoT services. As evidence of this view, 
several analytical studies have indicated that approximately 40% of IoT data, 
which are generated in different contexts, will be exposed to IoT-EC, with this 
percentage being likely to grow constantly [159]. 

Similarly in the IoT context, the entities that bridge and interface cloud ar-
chitecture and IoT end-user applications represent a key component for the 
deployment of functional and optimized IoT-EC environments. These nodes 
must provide sophisticated functionality in order to efficiently manage a wide 
set of heterogeneous applications and consequently be adaptable to the re-
quirements of IoT scenarios. For example, the same IoT edge node should be 
able to manage data that originate from devices employed in very different 
scenarios (e.g. smart cities and connected cars), while simultaneously being 
able to run small operations involving data analytics, networking setup opti-
mization, workload orchestration, caching mechanisms, etc.  

The heterogeneity of applications and services handled by IoT edge nodes 
poses further challenges that must be addressed. 

In light of the significant impact that software virtualization has in the edge 
computing domain, this thesis investigates how the use of lightweight virtual-
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ization (LV) technologies can, either in part or in full, solve the additional chal-
lenges, which are discussed in more detail in the following sections and chap-
ters, that arise as a result of the exploitation of the edge computing paradigm 
in the IoT context. We argue that container-based virtualization can be consid-
ered a key technology for the future design of emerging IoT-EC deployments. 
We support this stance through an in-depth analyses of the general require-
ments of such scenarios and in four selected use cases. For each use case, we 
evaluate the suitability of container technologies in terms of ensuring a virtu-
ous trade-off among design requirements, performance targets, and managea-
bility. In addition, in order to provide a road map for future industrial and 
academic investigations, we further identify open research problems and fu-
ture directions of inquiry. In the remainder of this chapter, we contextualize 
the problem area, summarize the publications included in this dissertation, 
describe the research methodology employed, summarize the contributions of 
this work, and outline the structure of the remainder of this thesis. 

1.1 Problem Area 

To exploit the full potential of edge computing in IoT environments several 
requirements including abstraction, programmability, and service manage-
ment must be satisfied and/or optimized [5]. In particular, when we examine 
the entire three-tier IoT-EC architecture, it is crucial to provide simple yet effi-
cient configuration and instantiation methods that are independent of the 
technologies used by distinct IoT and cloud providers. This requirement im-
plies the need to equip IoT edge nodes with tools that share common function-
ality and exploit common APIs in order to orchestrate interconnections among 
different networking technologies. Beyond these specific requirements, IoT 
networks must constantly deal with additional concerns including scalability, 
multi-tenancy, security and privacy, and interoperability [10]. In particular, 
given our focus on the role played by edge nodes in different IoT environ-
ments, it is essential that such elements are able to satisfy the aforementioned 
requirements. That is, IoT edge nodes need to efficiently deal with (i) an in-
creasing number of devices (scalability), (ii) the need to host several service 
providers (multi-tenancy), (iii) demanding isolation requirements as a conse-
quence of multi-tenancy and the sensitive nature of the handled data (security 
and privacy), and (iv) a plethora of heterogeneous technologies (interoperabil-
ity). 

In recent years, the rapid development of LV technologies has increased the 
suitability for their use in different technological contexts. 

In this thesis, we aim to provide comprehensive guidelines concerning how 
the full potential of LV can be exploited to further advance the design efficien-
cy of IoT-EC future deployments and to partially fulfill the aforementioned 
requirements.  

Taking into account of the additional challenges introduced in this research 
domain, we attempt to shed light on the actual usage feasibility of such emerg-
ing LV-based approaches, by trying to answer to the following major research 
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question (RQ1): Can LV, and in particular container-based virtualization, be 
exploited to empower EC architectures and render them suitable in a wide 
range of pervasive IoT environments? 

Amid the plethora of IoT use cases, we investigate four distinct problem are-
as: (i) the design of a gateway for IoT-EC scenarios, (ii) the deployment of 
dynamic service chains for IoT systems, (iii) resource management optimiza-
tion in an embedded in-car platforms, and (iv) IoT service provisioning at the 
network edge. Although each use case gives rise to several research questions, 
we focus on those aspects in which IoT edge nodes play a key role in terms of 
resource management optimization and service provisioning. The dissertation 
assumes the capacity of a typical edge node is rather limited, often comparable 
to Single-Board Computers (SBCs). SBCs are usually not battery-driven devic-
es, characterized by low-power consumption when compared to general-
purpose computers. It is worth pointing out that the thesis does not consider 
the use of LV on microcontrollers or devices characterized by very constrained 
resources, as the ones defined in [170]. 

Fig. 2 presents the specific research questions that we intend to answer 
through the work conducted during the doctoral studies. 

  

 

Figure 2. Research questions addressed in the publications included in this dissertation. 

Research question 1 serves as a meta question for all of the remaining RQs, 
while a favorable response to RQ2 leads to the possibility of answering four 
additional RQs (RQ3 to RQ6), each of which can be linked to a separate and 
independent research problem. As portrayed in Fig. 2, each publication in-
cluded in this dissertation is intended to address a specific research problem. 
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Providing answers to the research questions included in Fig. 2 should also 
enable us to respond to the following sub-questions at the end of this thesis: 

• Which LV features can satisfy the increasingly strict management re-
quirements of IoT services in constrained environments? 

• How can LV be effectively utilized in IoT-EC scenarios? 
• Which further challenges must be tackled in order to effectively exploit 

the benefits offered by LV in this context? 

1.2 Summary of the Publications 

The research reported on this thesis has been published in the form of six 
original publications and that were intended to answer the RQs presented in 
Fig. 2. The contributions of the individual publications can be summarized as 
follows: 
 
Publication I (P1) examines the challenging problem of integrating LV with 
IoT-EC networks. We first discuss the current issues associated with EC and 
IoT network architectures. Next, we present three different IoT use cases, in 
which LV solutions offer both a set of benefits and desirable design flexibility. 
Our analysis provides a clear and holistic vision of such approaches to integra-
tion, which promotes innovative network designs in order to fully exploit the 
advantages of LV and IoT resources. Finally, we also discuss key technical 
challenges and identify open questions for future research in this area. 
 
Publication II (P2) assesses the feasibility of running virtualized instances 
on a broad range of low-power devices, such as single-board computers 
(SBCs), by means of an extensive performance evaluation. The motivation be-
hind this study lies in the increasing employment of such devices as IoT edge 
nodes. Through the adoption of an empirical approach, we quantify the over-
head introduced by the virtualization layer under computing-intensive work-
loads and networking-intensive traffic. The performance assessment also en-
compasses power consumption, energy efficiency, and other relevant perfor-
mance metrics. 
 
Publication III (P3) proposes a microservice-based lightweight edge gate-
way for the IoT. The proposed system relies on a layered architecture and on 
the versatility of container technologies to satisfy those requirements that are 
deemed critical in the rapidly evolving IoT-EC landscape. More specifically, we 
combine the implementation of specific frameworks and the benefits offered 
by container virtualization to enhance the suitability of edge gateways for a 
wide variety of IoT protocols and applications (both downlink and uplink), 
thus enabling an optimized resource management, and take into account key 
requirements such as energy efficiency, multi-tenancy, and interoperability. 
Finally, we perform an exhaustive empirical evaluation, carried out by means 
of a testbed implementation, in which we demonstrate the lightweightness and 
feasibility of our deployment. 
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Publication IV (P4) outlines the design of a new method for controlling the 
deployment of service function chains in scenarios where IoT data is partially 
processed at the network edge. The proposed framework enables the definition 
of service function chains in which each component can be moved (e.g., at-
tached and detached) while the chain is running. This feature is particularly 
suitable in an IoT-constrained context, wherein the restricted computational 
capacities of the gateway require a prioritized dynamic selection of the compo-
nents to be executed near the device. We exploit the flexible and versatile fea-
tures of software defined networking (SDN) and containers to effectively im-
plement such a framework. In addition, we carry out an extensive empirical 
investigation to demonstrate the feasibility of our solution, in which we con-
sider and verify computational overhead, network bandwidth, and energy con-
sumption. The performance analysis also offers proof that our framework al-
lows for efficient deployment on devices characterized by low computational 
resources. Specifically, the amount of overhead produced by the software en-
gines used in our implementation is minimal when the chained application 
handles a workload that is characterized by a non-trivial computational cost 
and network traffic. 
 
Publication V (P5) describes the design of a container-based on-board unit 
(OBU) for a smart car. The architecture, which has been also converted into a 
real prototype implementation, features resource management mechanisms 
that exploit LV to manage concurrent applications, including the processing of 
information generated by the controller area network bus (CAN-bus) and info-
tainment applications, among others. Different instances can be opportunisti-
cally scheduled based on particular platform and application requirements 
(e.g., the management of alert processes) and on the available computational 
resources of embedded OBUs. Our proposal is validated through a proof-of-
concept in which we demonstrate both the practical feasibility of a smart car 
platform implementation based on the use of container virtualization and its 
effectiveness in terms of system responsiveness. In this regard, a twofold anal-
ysis of the performance is conducted. Firstly, the extent to which LV can be 
efficiently employed is empirically proven, especially when the platform is re-
quired to handle demanding heterogeneous workloads. Secondly, we assess 
our prototype through a field test in which the OBU handles a set of applica-
tions that are typical of an automotive scenario. 
 
Publication VI (P6) defines two different container-based solutions for IoT 
service provisioning. The first operational framework is based on a direct in-
teraction between cooperating devices, while the second relies on the presence 
of an edge manager that controls the processes between cooperating devices 
that form a cluster. We also validate the efficiency of the two frameworks by 
means of an extensive empirical campaign carried out via an IoT testbed. The 
performance analysis sheds light on the feasibility of container-based IoT ser-
vice provisioning frameworks. The results also demonstrate that container-
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based virtualization enables the execution of a broad range of IoT applications, 
in both wireless and wired networks, thus ensuring a favorable abstraction 
level. Finally, we demonstrate that the use of an orchestration framework gen-
erates negligible overhead for small IoT clusters in terms of resource con-
sumption and service activation times, while the advantages in terms of man-
ageability and scalability are remarkable. 
 

While, officially, this thesis is a collection of six scientific papers, the body of 
work that supports it is considerably larger. The author has authored or coau-
thored 11 further papers that are directly or indirectly related to the papers 
that constitute this thesis. In particular, although they focus on different con-
texts and have different scopes, all of the publications listed in Table 1 also 
feature the use of LV. 

Table 1. List of publications not included in the dissertation. The different colors distinguish the 
type of publication. 

Reference Type of 
 publication Research area 

Connection with 
dissertation’s 
publications 

Year of 
publication 

Mekonnen et al. [14] Journal Wireless sensor networks P2 | P6 2017 
Makinen et al. [15] Conference IoT – 2017 
Morabito et al. [16] Demo Vehicular technologies P5 2017 

Morabito [17] Conference Edge computing P3 | P4 | P5 2017 
Morabito et al. [18] Conference IoT/Edge computing P3 2016 
Morabito et al. [19] Conference Edge computing P4 2016 
Petrolo et al. [20] Journal IoT/Edge computing P3 2016 

Morabito [21] Poster IoT P2 2016 
Komu et al. [22] Conference Edge computing – 2016 

Morabito [23] Conference Cloud computing – 2015 
Morabito et al. [24] Conference Cloud computing P1 2015 

1.3 Research Methodology 

The research methodology employed in the collection of publications that 
form the basis of this research is heavily inclined toward system design and 
empirical experimentation. The only exceptions are Publication I, which pro-
vides a background description of this research area and a qualitative analysis 
of it, and Publication II, which is based exclusively on empirical analysis. In 
the context of the author’s doctoral studies, Publication I was the last scientific 
production to be realized in chronological terms. The publication was written 
on the basis of the insights obtained from the previous studies and with the 
purpose of delineating, on a high level, the research context that is in common 
to all the publications. 

In the remaining publications (P3 to P6), we designed, implemented, and 
analyzed several proof-of-concept prototypes. The methodology employed to 
evaluate the performance of the implemented prototypes takes into account 
numerous aspects, including usability testing, software and hardware perfor-
mance, derived measurements (e.g., energy efficiency), and scalability. Typi-
cally, the system architecture design is scrutinized based on the practical in-
sight learned by prototyping and then solutions for the shortcomings of the 
design are discussed. 
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Qualitative analysis is featured in all of the publications. In addition, each 
publication contains an analysis of open issues and identifies future research 
challenges in each study area. Finally, each scientific paper outlines the contri-
butions made in the area of study under investigation. 

Fig. 3 depicts an outline of the research methodology in its entirety. Alt-
hough three different methodologies are used in each publication (or group of 
publications), there are elements that act as bridges among the different prac-
tices employed. 
  

 

Figure 3. Outline of the research methodology. 

The wide arrow indicates the interconnection between the different practices 
employed in the context of a given publication. The solid line arrow indicates 
how the different publications are connected. In particular, the process to 
which the arrow is targeting depends on the methodology from which the ar-
row itself has origin. The dash line arrow indicates a process of iteration. Spe-
cifically, it refers to the possible need of returning to a previous step in order to 
refine, for example, the system architecture design, prototype implementation, 
etc.  

With the purpose of further characterizing the research methodology, Table 
2 summarizes which methodological approaches are used for each contribu-
tion. 

Table 2. Details of the methodology employed in the publications 

Methodology PI PII PIII PIV PV PVI 

System Design   ✔ ✔ ✔ ✔ 

Prototyping   ✔ ✔ ✔ ✔ 

Performance evaluation  ✔ ✔ ✔ ✔ ✔ 

Scalability Analysis  ✔ ✔ ✔ ✔  

Qualitative analysis ✔ ✔ ✔ ✔ ✔ ✔ 

1.4 Contributions to Knowledge 

The main contributions to the knowledge that this dissertation makes are as 
follows: 
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• It envisions the disruptive impact that LV and, in particular, container-
based virtualization, may have on emerging IoT-EC scenarios.   

• It provides an exhaustive empirical assessment of the impact that the 
execution of container-based virtualized instances has when running 
on a wide set of low-power devices (e.g., SBCs) that are required to play 
the role of IoT edge node.  

• It presents an IoT edge gateway design that combines the implementa-
tion of specific frameworks and the benefits of container-based virtual-
ization. The proposed architecture enhances the suitability of edge 
gateways across a wide variety of IoT protocols and applications and 
satisfies several design requirements. The entire study is validated 
through the implementation of a testbed and is extensively evaluated 
on a large scale. 

• It introduces a new approach for managing service function chains in 
scenarios where data from IoT devices is partially processed at the 
network edge. The framework enables an efficient and seamless man-
agement of chains of services, which can be customized for the particu-
lar needs of each IoT device connecting to the network. The framework 
exploits the use of containers and SDN, thus allowing for the dynamic 
redefining of an operating chain without the need to redeploy it. 

• It defines a novel system architecture for in-car OBUs, which makes it 
possible to (i) efficiently manage hardware resources, (ii) schedule pri-
ority-based applications, and (iii) simplify the software lifecycle man-
agement. The management of system resources relies on the use of LV. 
Through a proof-of-concept prototype, we demonstrate that a contain-
er virtualization-based approach is not only viable but also effective 
and flexible in the management of several parallel processes running 
on OBUs. 

• It outlines two container-based operational frameworks for IoT service 
provisioning. The first framework enables direct interactions between 
devices, while the second introduces management functionality at the 
edge of the network to ease the supervision of surrounding devices. We 
empirically demonstrate that both frameworks are efficient for a broad 
range of IoT application in both wireless and wired networking envi-
ronments.    

1.5 Structure of the Dissertation 

The remainder of this dissertation is organized as follows. 
Chapter 2 outlines the necessary background information for the entire dis-

sertation. Specifically, this chapter provides insights into the increasing impact 
of the EC paradigm, with particular emphasis on IoT scenarios. After exploring 
some of the challenges of IoT-EC scenarios, this chapter turns to a discussion 
of the advantages to be derived from the employment of LV as an enabling 
technology for enhancing the efficiency of such networks. Finally, a technical 
overview of specific LV solutions is provided, which is used to support the 
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choice of container-based virtualization in the remainder of our studies. Publi-
cation I provides the basis for the content featured in this chapter. 

Chapter 3 examines four different use cases, in which we envision LV as the 
key enabler for addressing and solving specific issues. We explore the context 
scenario and research challenges for each of the analyzed scenarios in detail, 
as well as contributions that this dissertation makes. This chapter is mainly 
based on the background work documented in Publications I, III, IV, V, and 
VI. 

Chapter 4 assesses the feasibility of running virtualized instances on a broad 
range of SBCs, with the objective of providing different performance insights 
into the optimal use of such devices in IoT-edge scenarios. The content of this 
chapter is entirely based on Publication II. 

Chapter 5 introduces the design of a container-based IoT gateway. The con-
tent of the chapter is entirely based on the contribution made in Publication 
III. 

Chapter 6 describes the design of a framework for the deployment of dynam-
ic service chains, particularly suitable for IoT systems. The content of the 
chapter is entirely based on the contributions documented in Publication IV. 

Chapter 7 provides a description of a solution for optimizing the resource 
management of a smart-car OBU. This chapter is entirely based on the insights 
detailed in Publication V. 

Chapter 8 presents two different frameworks for container-based IoT service 
provisioning. The content of the chapter is entirely based on the contributions 
documented in Publication VI. 

Chapter 9 concludes this dissertation. In this chapter, we summarize the 
contributions of our studies in this specific research area. We highlight the 
lessons learned from our experience, and we also identify the current open 
issues and challenges in this domain, thereby outlining possible areas for fu-
ture investigation. The last chapter is primarily based on Publication I and 
partially on the qualitative insights featured in all of the remaining papers. 
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2. Lightweight Virtualization as Enabling 
Technology for IoT Edge Computing 

This chapter presents the background of this dissertation. First, it provides a 
high-level overview of the EC paradigm. Next, it clarifies the motivations for 
exploiting EC in IoT networks, after having identified the limitations of com-
parable IoT architectures. This chapter also analyses the challenges facing 
emerging IoT-EC infrastructures, before outlining the way in which LV can 
cope with these challenges and consequently empower the feasibility of such 
systems. Finally, this chapter provides background content about (lightweight) 
virtualization, emphasizing the reasons that led us to use container-based vir-
tualization instead of other solutions. 

2.1 Edge Computing Scenarios: A Brief Characterization 

Edge computing network infrastructures feature a three-layer architecture 
containing three main reference entities (Fig. 4): (i) a cloud service (CS), (ii) an 
edge node (EN), and (iii) heterogeneous end devices (EDs) [6]. 

A key component in the deployment of a functional and optimized EC envi-
ronment is the EN, which has the crucial role of bridging and interfacing the 
central cloud with the ED applications. 

 

Figure 4. The three-layer architecture that characterize an EC infrastructure. 
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The EN is a networking component that can be characterized by a small to 
medium-size computing capability and aims to provide extra computing, stor-
age, and networking resources to the entire system [5]. Depending on the sce-
nario considered, ENs’ functionality can be executed on a wide set of devices 
ranging from cellular-network base stations, gateways, or small data centers 
[7, 12]. The heterogeneity of such devices demonstrates how ENs can be de-
signed for being deployed on different kind of hardware (e.g., commodity or 
special hardware) and operated by several suppliers (e.g., mobile network op-
erator or IT service provider). 

The placement of a “middle layer” entity between CS and EDs is an imple-
mentation choice that has previously been utilized in common network infra-
structures. However, the devices previously placed at the network edge were 
intended to provide only connectivity, routing functionality, and other minor 
features. 

In the envisaged EC scenarios, ENs can embed complex functionality and be-
come the key components in meeting the increasingly stringent application 
performance requirements, especially those concerning latency, as ENs are 
usually located close to the EDs. 

The different role that is now assigned to ENs also leads to the demanding 
requirement of an edge entity that is able to manage a wide range of applica-
tions, which are in turn linked to different scenarios and use cases. For in-
stance, a single EN can be designed to simultaneously provide IoT manage-
ment functionality, live-streaming video services, and execute data-processing 
operations [9]. 

However, the heterogeneous characteristics of the services provided lead to a 
need for a high degree of service management flexibility, which is specifically 
demanded at the edge node. Edge nodes must effectively interact with both 
CSs and EDs, meaning that the edge entity must be capable of managing dif-
ferent applications and communicating with distinct protocols.  

The implications that arise as a result of aforementioned conditions are re-
flected in the need of equipping the EN of a software environment that enables 
a flexible, reactive, and abstracted way of services provisioning. Specifically, 
the EN must feature management tools that ensure a high flexibility on sup-
porting easy configuration and update of already stored/running applications, 
along with the possibility of readily integrating newer services. Furthermore, 
in view of ENs that own the characteristic of vendor-independent platforms, 
multi-tenancy is also a key requirement to be ensured. Finally, it is crucial to 
ensure that the aforementioned flexibility exists alongside a virtuous trade-off 
among design requirements, specific performance targets, and application 
manageability that spans the entirety of the three-tier architecture. 

In the next section, we detail a gap analysis of two specific IoT solutions, 
which show many similarities to the EC concept from the system architecture 
point of view. The characterization just given of EC can help the reader under-
stand why middleware and Platform-as-a-Service (PaaS) IoT approaches do 
not adapt to the EC paradigm and can not cope with the requirements of now-
adays IoT applications. 
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2.2 Gap Analysis of Middleware and PaaS IoT Solutions 

With particular reference to IoT scenarios, over the last decade, many solu-
tions and new network architectural concepts have been proposed for dealing 
with the great degree of heterogeneity that exists among IoT services and for 
facilitate integration between IoT networks and cloud services. However, these 
solutions have partially failed to provide the sought-after flexibility and per-
formance responsiveness envisioned by EC. 

As an example, IoT middleware (IoT-Mid) solutions have been defined with 
the aim of equipping the entire IoT infrastructure of a software element that 
provides an abstract layer to be interposed between IT infrastructure and IoT 
EDs. In alignment with what EC targets in IoT scenarios, IoT-Mid solutions 
aim to satisfy a set of requirements and technical challenges that arise as a 
result of the highly fragmented landscape of IoT environments. These re-
quirements include (i) interoperability, (ii) scalability, (iii) abstraction provi-
sion, and (iv) security [26]. 

As surveyed in [160], it is possible to identify three main types of IoT mid-
dleware architecture: (i) service-based, (ii) cloud-based, and (iii) actor-based. 
In the scope of this thesis, we focus exclusively on the first one since, among 
the three different solutions, it is the only architecture that presents a higher 
level of flexibility and customizability, along with conceptual similarities to the 
EC paradigm. In fact, actor-based architectures are still considered insuffi-
ciently mature to be commonly employed in production environments (espe-
cially given security and privacy concerns), while cloud-based architectures do 
not offer a high degree of customization; in addition, their components offer a 
limited set of functionality based on the cloud platform used, resulting in a 
strong dependence on the proprietary applications provided by several ven-
dors and providers [161].   

  

 

Figure 5. Service-based IoT middleware [160]. 

The service-based IoT middleware (Fig. 5) is characterized by a three-layer 
architecture: a device plane, a virtualized plane deployed among server ma-
chines or cloud infrastructure, and an application plane. The middle layer per-
forms a set of functionality (such as access control, storage management, event 
processing engine etc.), which requires high computational capabilities for 
being executed. Therefore, this type of IoT middleware is characterized by a 
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complex architecture, which supposedly needs to be deployed on several nodes 
running in cloud infrastructure or on computer clusters. The complexity of 
such middleware renders it unsuitable for being deployed in devices featuring 
lower computational capabilities (e.g., smart phones or SBCs). Another poten-
tial drawback of service-based IoT middleware is the lack of ease in terms of 
the extensibility and configuration of its main components through operations 
instantiated by the users. These issues are linked to the fact that service-based 
IoT middleware architectures enable the management of heterogeneous IoT 
devices given that a specific programming model is used and supported. Con-
sidering that these platforms are characterized by a compound software archi-
tecture, which features several functional blocks that belong to different inter-
dependent layers, dependence on a certain programming model can be limit-
ing. In fact, as soon as a new IoT protocol or application needs to be integrated 
in the infrastructure—or legacy devices are assigned to a different task—
complex operations and updating processes are needed to facilitate such inte-
gration. All of these operations can render the system lifecycle management 
cumbersome, as such management may involve several entities as a result of 
the high inter-block dependency of the entire platform.  

 Furthermore, there are several cases of IoT-Mid solutions that fail to meet 
other key requirements, such as interoperability, as they were developed in 
order to serve only specific application domains, such as semantic web, RFID, 
and robotics, among others [25]. Once again, this limitation can be related to 
the fact that each middleware relies on specific programming abstraction and 
architecture for connecting and interacting with IoT devices, which makes it 
relatively complex for different categories of EDs to interact and, consequent-
ly, to fulfill the interoperability requirement. 

On the basis of what has been discussed above, distributing IoT middleware 
functionality between cloud and edge (which includes resource-constrained 
devices such as gateways) represents a challenge. In fact, a system design that 
is portable, lightweight, and characterized by a common resource abstraction 
is required [160].  

Similarly to cloud-based IoT-Mid solutions, IoT-PaaS aims to leverage cloud-
based architectures to enable an efficient and scalable IoT service delivery 
[27]. IoT-PaaS frameworks are therefore designed for being deployed in cloud 
environments and are completely decoupled from the rest of the IoT infra-
structure. The core concept is represented by the definition of a domain-
independent PaaS framework, which provides essential platform services for 
IoT solution providers in terms of efficient delivery and ease in the extension 
of services. Compared to cloud-based IoT-Mid, the primary benefit introduced 
by the use of PaaS cloud architectures in IoT contexts is the fulfillment of the 
multi-tenancy requirement, which is otherwise lacking in alternative IoT plat-
forms due to their strong dependency on vendor’s solutions. 

According to the IoT-PaaS design (Fig. 6), each IoT service provider owns a 
virtually isolated and independent platform, which can be customized on the 
basis of hardware availability, technologies used, and performance require-
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ments [27]. The underlying computing resources and middleware services are 
then shared with other customers.  

 

 

Figure 6. The IoT PaaS platform [27]. 

IoT-PaaS architectures are therefore designed in such a manner as to ensure 
efficient IoT service delivery models, multi-tenancy, control applications, and 
inter-domain linking deriving from the exploitation of cloud services. In IoT-
PaaS, edge gateways are exclusively used to enable connection with IoT EDs 
exploiting, for example, network stacks for different lower-level communica-
tion protocols [27]. 

Although the IoT-PaaS architecture shows a higher degree of flexibility, the 
main drawbacks of cloud-based approaches bind with the difficulty of meeting 
the latency and network bandwidth requirements of more demanding IoT ap-
plications. Specific IoT applications, for example those in the industrial pro-
cess automation domain, require communication with very high reliability and 
availability, as well as very low end-to-end latency. Relying on cloud-based 
infrastructure can undermine the near real-time execution requirement, as the 
round-trip to the cloud can occasionally be unpredictable. Furthermore, in 
certain scenarios, mobile networks cannot always guarantee connectivity to 
the cloud. Finally, also the IoT-PaaS is also characterized by a complex soft-
ware architecture that can seldom be distributed on IoT ENs characterized by 
rather limited computational capacity. 

2.3 The need of Edge Computing in IoT and Emerging Challenges 

In the previous section, we described the limitation characterizing cloud-
based and IoT-Mid solutions. The limitations introduced by both approaches 
are opposed to the demand for an IoT network infrastructure that does not 
feature any strict dependence on a given technology or use case, and that can 
satisfy the strict performance requirements of IoT services.  
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Edge computing aims to tackle the aforementioned limitations, by offering 
IoT service providers the possibility of transparently managing markedly dif-
ferent technologies. Furthermore, contrary to the most relevant limitations of 
IoT-Mid solutions, the integration of newer IoT services must be a straight-
forward and transparent task. 

One of the ambitions of EC is to efficiently bring most of the benefits intro-
duced by IoT-PaaS architectures to the network edge, thereby increasing the 
possibility of deploying more flexible and high-performing IoT infrastructures 
in order to achieve the desired trade-off between performance and manage-
ment flexibility. Distributing IoT-PaaS functionality at the network edge 
makes it possible to overcome the main drawbacks of this cloud-based ap-
proach; such drawbacks are linked to the difficulty of meeting the latency and 
network bandwidth requirements of more demanding IoT applications.  

In addition, EC streamlines the complex software architecture that distin-
guishes both IoT-Mid and IoT-PaaS solutions. This aspect may become partic-
ularly relevant given that the computational capacity of IoT ENs may be rather 
limited, often comparable to that of SBCs. 

Given the abovementioned limitation, designing an architecture character-
ized by many inter-dependent functional blocks could undermine its use on 
devices characterized by less powerful hardware resources, thereby rendering 
the use of such solutions problematic or even impractical. 

In order to fully exploit the vision of EC in IoT scenarios, there are additional 
requirements that warrant particular attention and need to be further investi-
gated and satisfied [5, 7, 11]. Among these requirements, we consider those 
one for which we envisage LV serving as a possible key enabling technology for 
their, full or partial, resolution. 

The IoT encompasses a plethora of different technologies, the use of which 
spans from EDs to the cloud, via IoT ENs, with recurrent interactions among 
these entities. In addition, the IoT world introduces a constant need to inte-
grate newer technologies in a limited time frame, as well as the need of serve 
several tenants and satisfy their requirements. In order to react promptly to 
the difficulties associated with such integration, it becomes crucial to provide 
simple configuration and instantiation methods that are independent of the 
underlying technologies used by different IoT and cloud providers. It is advis-
able to equip the entire IoT-EC system with a common resource abstraction 
intended to ensure a certain degree of autonomy with respect to heterogeneous 
hardware and software infrastructures. 

Programmability is strictly related to resource abstraction. In the EC 
paradigm, computation is reciprocally offloaded between cloud and ENs. The 
ENs are most likely heterogeneous platforms, with underlying software archi-
tecture that differ both from each other and from the cloud. In order to over-
come the issues that arise from software heterogeneity, edge-to-cloud man-
agement frameworks should exploit common functionality and be built upon 
shared APIs. Satisfying these requirements would further facilitate easier or-
chestration and would also facilitate the use of different networking technolo-
gies. 
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At the edge of the network, it is also crucial to provide effective, flexible, and 
reliable service management. In particular, it is advisable that ENs satisfy 
important requirements such as differentiation and extensibility, which can 
both be considered particular aspects of service management [5]. Differentia-
tion is related to the fact that services running on ENs might be characterized 
by different allocation priorities (which can range from critical to undemand-
ing).  It is therefore necessary to define suitable policies that take such aspects 
into account while also considering both the multi-tenancy structure of ENs 
and the possibility of dealing with limited computational resources, with the 
latter requiring further optimization policies. Furthermore, as mentioned pre-
viously, ENs can be subject to recursive software updates or at the integration 
of new services cause the dynamic and growing character of the IoT. In order 
to accommodate such flexibility, ENs prompt a need for tools and mechanisms 
that enable easier extensibility of services.   
 

Along with the aforementioned prerequisites, each individual IoT use case 
introduces different priorities when it comes to satisfying important require-
ments such as scalability, multi-tenancy, privacy and security, latency, and 
extensibility. 

In Table 3, we identify such requirements for representative IoT use cases. 

Table 3. Scenario requirements for typical IoT scenarios [Publication I]  

 Requirement 

Scenario Scalability Multi-Tenancy Privacy and 
Security Latency 

Autonomous 
Vehicles Non-critical Non-critical Critical Critical 

Augmented 
Reality Critical Critical Critical Critical 

Sensor Network Critical Critical Variable Variable 
NFV Critical Critical Critical Critical 

Surveillance Critical Non-critical Critical Critical 

 
The next section introduces the solution envisaged by this thesis for effec-

tively dealing with all the aforementioned challenges. 

2.4 Empowering IoT Edge Computing with Virtualization 

As previously introduced in the first chapter, this thesis envisions the possi-
bility of exploiting emerging LV technologies to address, either partially or 
completely, a number of the issues introduced by IoT-EC scenarios. In addi-
tion, the limitations of IoT-PaaS and IoT-Mid architectures can also be over-
come. 

The first advantage that emerges from employing LV in these scenarios is the 
possibility of avoiding strict dependency on a given technology or use case. 
Applications designed to manage and use extremely different technologies can 
be deployed within a virtualized instance. In addition, equipping IoT ENs with 
newer services becomes easier, as the only operation to be performed is the 
configuration and instantiation of stand-alone (virtualized) applications. The 
corresponding advantage is avoiding all of the complex re-programmability 
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operations and updating processes needed in order to manage the software 
lifecycle management. These cumbersome updating operations are indeed 
necessary both in IoT-PaaS and IoT-Mid solutions, wherein updating of sever-
al functional blocks is required in order to preserve software consistency. By 
means of LV such complexity is avoided, as updating a particular service re-
quires making the necessary changes only within a specific virtualized in-
stance. 

The proposed approach allows encompassing the tasks performed by the dif-
ferent layers to be encompassed in just one level of abstraction. In fact, virtual-
ization engines—together with the management tools and APIs used to ease 
orchestration and resource allocation tasks—allow for the inclusion, under the 
same umbrella, of all of the distributed blocks that constitute such systems. 

We have also previously discussed how the complexity of IoT-PaaS solutions 
makes them suitable for deployment and execution only in cloud environ-
ments. Lightweight virtualization offers the benefit of extending IoT-PaaS so-
lutions toward the edge of the network. In particular, LV potentially offers new 
benefits in terms of cross-platform deployment, as it enables a common execu-
tion environment for cloud, EN, and even constrained devices. The same vir-
tualized instance can be efficiently run at both the edge and in the cloud. The 
desired cross-platform deployment benefit introduced by LV allows cloud and 
ENs (whatever their computational hardware capability is) to “speak the same 
language.” Indeed, the same lightweight-virtualized instance can efficiently 
run both at the edge and in the cloud, allowing, when compared to IoT-PaaS 
architecture, more management tasks (e.g., IoT service provisioning) to be 
decentralized to the network edge. Similarly, the use of LV can be beneficial in 
scenarios in which it is not feasible to run heavy processing operations at the 
network edge, and data centers assist edge entities by managing and executing 
more demanding operations – for example, the interactions required between 
ENs and cloud architectures for the execution of mutual offloading tasks can 
be highly recurring in dense IoT scenarios. 

The versatility introduced by LV technologies consequently leads to more ef-
fective shared network management and to flexible deployment of applica-
tions. Such benefits are also coupled with the advantages introduced by the EC 
paradigm itself in satisfying the strict performance requirements of demand-
ing IoT scenarios (e.g., in terms of latency). 

Before proceeding to the next section, it is worth mentioning that there are 
scenarios in which virtualization technology is not a suitable option. In partic-
ular, we refer to scenarios in which the EN is characterized by limited hard-
ware resources and computation capabilities. This limitation is tied to the fact 
that, when exploited in such nodes, virtualization entails additional delay and 
resource utilization, which can be challenging for specific real-time or mission-
critical tasks that demand low and predictable latency. Moreover, there are 
fundamental hardware requirements to run a virtualized environment (e.g., a 
CPU with specific architectural features), which IoT EDs and ENs often do not 
satisfy. 
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2.5 Lightweight Virtualization: A Technology Overview 

Virtualization technologies have drastically evolved in recent years, offering 
system architects, developers, and researchers a plethora of different tools to 
exploit.  The increased number of novel solutions is the result of the increasing 
adoption of these technologies in a wide set of business areas and use cases, 
such as cloud computing and NFV. 

Traditional virtualization software techniques, such as hypervisor- and con-
tainer-based virtualization [28, 29], can now count on more efficient and op-
timized setups. Moreover, the last few years have also witnessed a growing 
attention being directed toward hybrid solutions such as Unikernel, which 
promise to combine the advantages of the aforementioned techniques [30]. 

 

 

Figure 7. Architectures of virtualization technologies: hypervisor-based (a), container-based (b), 
Unikernel (c). 

As illustrated in Fig. 7, these different virtualization techniques share a simi-
lar architectural structure. However, the way in which each technique builds 
virtualized applications on top of the underlying supporting software is rather 
different. 

Each case provides the possibility of customizing and optimizing almost eve-
ry aspect of the virtualization software setup. Consequently, it becomes easier 
to design and implement a large number of new features, devoted exclusively 
to suiting the requirements of a specific use case. 

Determining which is the most suitable technology for a specific scenario re-
quires a thorough analysis of the scenario design and performance require-
ments, along with a meticulous analysis of the benefits and drawbacks associ-
ated with the use of one tool rather than another. 

Shifting the focus to IoT-EC, hardware constraints, application require-
ments, extensibility, performance lighweightness, and software portability 
represent key aspects to be taken into account when choosing the most suita-
ble technology solution. 

Our studies have identified two main candidates that could potentially ad-
dress the challenges unique to this domain: containers and Unikernels. These 
software solutions can simultaneously provide all of the benefits previously 
discussed while also ensuring a favorable trade-off in terms of flexibility and 
performance.   

Although hypervisor-based virtual machines (VMs) can also benefit from 
well-established management mechanisms, VMs are neither as portable nor as 
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lightweight as the other two alternatives. This difference can be also observed 
in Table 4, which presents a quantitative and qualitative comparison among 
the aforementioned virtualization techniques. 

Table 4. Quantitative comparison of different virtualization techniques [Publication I] 

Virtualization 
Technique 

Property 

Instantiation 
Time (sec) 

Image 
size 

(MBs) 

Memory 
Footprint 

(MBs) 

Programming 
Language 

Dependency 

Hardware 
and 

Software 
 Portability 

Live 
Migration 
Support 

Hypervisor 
• KVM [150] 
• QEMU [151] 

≈ 5/10 ≈ 1000  ≈ 100  No Limited Yes 

Container 
• Docker [34] 
• CoreOS [152] 
• OpenVZ [153] 
• LXC [154] 

≈ 0.8/1  ≈ 50  ≈ 5 No High No 

Unikernel 
• MirageOS [155] 
• IncludeOS [156] 
• ClickOS [157] 
• OSv [158] 

≈< 0.005 ≈< 5  ≈ 8  Yes  Limited No  

 
The performance values included in the table are based on empirical evalua-

tions performed during our studies and refer to experiments executed while 
running a single virtualized instance on top of common server machines. 

From the above table, it can be observed that hypervisors do not provide the 
desired flexibility that is demanded in IoT-EC scenarios. 

Although in Publication I we envisioned Unikernels as an enabling technolo-
gy for future IoT-EC deployments, in the studies reported on this dissertation, 
we have only relied on the use of container-based virtualization. The reason for 
this decision is primarily due to the fact that the employment of container 
technologies has had a disruptive rise in the last years, and the enormous ef-
fort that open-source communities have made to continually improve fully-
featured management frameworks has paid off. Unikernels do not seem yet 
sufficiently mature to be included in production-ready environments, and a 
greater effort is required to reach the same degree of portability of containers. 
Packaging applications through Unikernels may require implementation ef-
forts that could slow down, and in many cases limit, the adaptability toward 
existing software and hardware platforms. This difference mainly arises as a 
result of the differences in the ways in which the two technologies are built. 
Containers are application independent, while Unikernels are limited by the 
programming language and libraries exposed by the underlying minimalistic 
operating system (OS). There are also additional main constraints that limit 
the use of Unikernel in more sophisticated systems [172]. First, Unikernels are 
intended to be single process applications. In fact, a single Unikernel can hard-
ly cope with the complexity of multiple processes handling, due to the lack of a 
dedicated process management system. Second, Unikernels are single-user 
applications and do not provide authentication mechanisms to verify the user’s 
identity. This feature discourages the use of this technology for multi-user sys-
tems. Third, most of the Unikernel projects feature a limited library ecosys-
tem, where the callable functions are still only a subset of those available in a 
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fully mature OS. Finally, additional disadvantages of such technology, when 
compared to container-based virtualization, are the lack of orchestration tools 
and the static resource allocation for the initialized instances. 

In the following, we provide the necessary technical background information 
on container-based virtualization, for allowing the reader to familiarize with 
this technology and its key characteristics that are recursively exploited in the 
remainder of this thesis. 

Container-based Virtualization. It provides a different level of abstrac-
tion in terms of virtualization and isolation when compared to other virtualiza-
tion solutions. In particular, containers can be considered as among the light-
weight alternatives to hypervisor-based virtualization. Containers implement 
processes that are isolated at the OS level, thus avoiding the virtualization of 
hardware and drivers [24, 31]. Specifically, containers run as an isolated pro-
cess in the user space and share the same OS kernel with the underlying host 
machine. This feature makes it possible to isolate stand-alone applications 
with independent characteristics, such as dependencies, independent virtual 
network interfaces, independent process space, and separate file systems. Fur-
thermore, the shared kernel property and the non-emulation of hardware and 
drivers allow containers to achieve a higher density of virtualized instances on 
a single machine due to the resulting smaller image volumes. Containers are 
implemented primarily via control groups (cgroups) [32] and namespaces [33] 
in recent Linux kernels. The former mechanism provides resource manage-
ment (e.g., limits and priorities) for groups of processes, while the latter pro-
vides a private, restricted view on certain system resources within a container 
(i.e., a form of sandboxing). Moreover, additional security mechanisms (e.g., 
SELinux) can be used to achieve more secure isolation among containers and 
between containers and the host system. These kernel-level features men-
tioned above are typically accessed via user-level tools. 

Containers have gained much more relevance and practical use recently with 
the advent of Docker [34], a high-level platform that has made containers very 
popular within a short time frame. Docker introduces an underlying container 
engine, together with a practical and versatile API, which allows for the easy 
building, running, managing, and removing of containerized applications. 

A Docker container, which is a runnable instance of a Docker image, uses a 
base image, which can be stored either in specific private or public registries, 
which can be set up both locally and in cloud-based services.  

When a container is created and executed, the configuration setup of the 
dockerized application is specified together with any other dependency (e.g., 
libraries). While running a container from an image, Docker uses an overlay 
file-system (UnionFS) to add a read-write layer on top of the image. UnionFS 
allows Docker to store images as a series of layers; the stored layers are cached 
during the build process, which speeds up the building process and saves disk 
space. When a new container is created, a new writable layer is added on top of 
the underlying layers. All changes made to the running container–such as 
writing new files, modifying existing ones, or deleting–are written into a thin 
writable container layer. Therefore, the major difference between a container 
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and an image is this top writable layer. All writes to the container that add new 
or modify existing data is stored in this writable layer. When the container is 
deleted, the writable layer is also deleted; the underlying image, however, re-
mains unchanged. Since each container has its own writable container layer 
and all changes are stored there, multiple containers can share access to the 
same underlying image and yet have their own data states.  

Within a Docker container, one or more processes or applications can run 
simultaneously. Alternatively, an application can be designed to work in mul-
tiple containers, which can interact with each other through a linking system. 
This flexibility also ensures that no conflicts will occur with other application 
containers running on the same machine. 

2.6 Related Work 

The following investigation of related work focuses on analyzing research ac-
tivities that are closely related to the main topic of this thesis, which is the ex-
ploitation of container-based virtualization at the network edge. 
The number of research activities linked to this study area is constantly grow-
ing; this growth has led to a considerable increase in the scientific literature. 
Specifically, there are several studies in which virtualization technologies have 
been employed in IoT-EC scenarios. In this section, we thoroughly review the 
related work by focusing in particular on research efforts in which LV is ex-
ploited on specific systems solutions, through low-power devices and/or EC 
platforms. For the additional use cases analyzed in the thesis, further related 
work is discussed in the context of the following chapters. 

Novo et al. [84] exploit container-based virtualization in a capillary network 
scenario. The authors used Docker for multiple purposes (e.g., application 
packaging, service deployment, software execution), both in cloud architec-
tures and in constrained capillary gateways. In this context, containers allow 
for easier local device management and allocation of distributed cloud in-
stances. 

In [105], Bukhaty et al. discuss the benefits that Linux container functionali-
ty can offer when integrated into an EC platform. The main focus of the paper 
is not on evaluating performance aspects but rather on providing a qualitative 
analysis of the advantages and disadvantages of such deployments. The au-
thors remark that LV can boost the efficiency of certain functions, including, 
for instance, resources and services management, caching capacity, and fault 
tolerance. 

In [106], Docker containers and Raspberry Pis are regarded as key technolo-
gies for enhancing the service provisioning of IoT cloud services. In particular, 
the paper emphasizes the high flexibility that container virtualization can en-
sure in customizing software deployment on smart objects. From a perfor-
mance perspective, the text focuses on evaluating the overhead caused by 
Docker in terms of response time when containerized IoT services are de-
ployed on Raspberry Pi boards. 
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Krylovskiy conducted a study focused on identifying and analyzing the re-
quirements of IoT gateways design [107]. Furthermore, the author envisioned 
the possibility of taking advantage of Linux containers to satisfy many design 
requirements. Similar to the methodology employed in this thesis, the author 
employed different synthetic and application benchmark tools to quantify the 
overhead due to virtualization. However, the empirical assessment in this 
study was limited when compared, for example, to the work performed in Pub-
lication II and Publication III. Such limitations are primarily linked to the nar-
row set of SBCs used and the lack of evaluations of important metrics such as 
power consumption and energy efficiency. 

A similar study is described in [108]. However, this work compares native 
and container-based performance, with executions also running on hypervi-
sor-based virtual machines (i.e. KVM). The authors consider the use of SBCs 
as IoT ENs and chose to perform their empirical assessment on top of Cubie-
board2 [109], a board that features specifications similar to that of Raspberry 
Pi 2. From an empirical perspective, this publication reports that Docker out-
performed KVM in all of the performance benchmarks conducted. Therefore, 
the key outcome of this study is determining the infeasibility, at least at this 
stage, of efficiently deploying KVM instances on IoT ENs. 

In [110], a Raspberry Pi cluster was set up for the implementation of a con-
tainer-based edge cloud PaaS architecture. Container technologies were 
adopted to leverage a common abstraction level with cloud architectures. A 
central aspect of the implementation was the deployment of the SBC-based 
cluster, since, according to the authors, doing so can helpful when pursuing 
cost-efficiency and low levels of power consumption. However, the authors did 
not conduct an empirical investigation in order to prove these claims. 

Hajji et al. also implemented a Raspberry Pi cluster in [111].  In this study, 
the deployment of a Raspberry Pi cloud was aimed at managing real-time siza-
ble data analytics under realistic application-level workloads. Furthermore, 
the authors compared the execution of such big data applications in both na-
tive and container-based environments. Although the empirical results 
demonstrate the feasibility of the use of Raspberry Pi clusters for effectively 
handling real-time analytics, they also highlight the poor support that contain-
er virtualization can provide in real-time data processing. In fact, the overhead 
generated by Docker becomes clearer and more distinguishable with high 
workloads, such as when operating on a large amount of data. 

Similarly, [112] leveraged low-power devices and Docker for the implementa-
tion of a framework suitable for fog computing networks. An empirical analy-
sis demonstrates that the proposed solution offers good scalability. Additional-
ly, a performance analysis aimed to quantify the Docker overhead for different 
file-system configurations (AUFS, Device Mapper, and OverlayFS). The re-
sults are used as references for enhancing disk performance through imple-
mentation optimization and convenient configuration tuning. 

Johnston et al. [171] survey the current SBC clusters implementations and 
envision the use of such hardware system as enabling technology for Edge 
Computing. In addition, authors define a set of tools and techniques in order 
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to cope with the current limitations of cluster management systems, also from 
the physical cluster construction point of view. Specifically, the FRµIT project 
[173] defines a software stack that, also through the use of container-based 
virtualization, facilitates the update and maintenance of large numbers of dis-
tributed Edge Compute clusters. It is interesting to note that the FRµIT project 
also supports the physical construction of Raspberry Pi compatible clusters, 
through the introduction of a dedicated interconnect board which also in-
cludes both power and OS management capability. 

 Renner et al. [138] proposed a container-based resource management plat-
form. The platform acts as an EN and was developed on top of a Raspberry Pi 
board. It features mechanisms for dynamically allocating containers, which are 
used to provide computational resources to the surrounding IoT devices ac-
cording to their application requirements. Furthermore, the architecture was 
designed in such a manner that resources can be shared among multiple appli-
cations and users. In order to evaluate the feasibility of the platform, the au-
thors evaluated the containers’ spin-up time. This performance metric refers 
to the platform’s ability to promptly allocate the requested resources. 

2.7 Summary 

The main goal of this chapter was to provide the necessary background 
knowledge regarding the research area investigated in this dissertation. To this 
end, we first provided a general overview of the EC concept, followed by an 
analysis of the limitations of current deployments that make the exploitation 
of such a paradigm necessary in the IoT context. After highlighting a number 
of the new challenges that arise from the integration of EC into the IoT, we 
introduced the possible benefits that the use of LV technologies can provide in 
this research area. An overview of different virtualization technologies was also 
provided, together with the motivations that led us to consider container-
based virtualization during the course of our doctoral studies. In the next 
chapter, we introduce the four IoT use cases, in which we exploit container 
virtualization in order to tackle specific management and service provisioning 
issues.   
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3. Use Cases Overview 

This chapter introduces a series of use cases that we consider to be repre-
sentative of many IoT scenarios [8]. For each of these use cases, we envision 
the possibility of exploiting the benefits offered by container technologies to 
overcome specific design limitations in order to consequently enhance their 
readiness and adaptability with regard to the EC paradigm. 

A total of four use cases are considered, covering the following specific areas: 
• IoT gateway for edge computing; 
• Dynamic service chains for IoT systems; 
• Resource management in an embedded in-car platform; 
• IoT Service Provisioning at the Network Edge. 

Each of the following sections provides a comprehensive description of a sin-
gle use case and is comprised of 1) a scenario description, 2) a discussion of the 
current deployment limitations, and 3) an identification of the contributions 
that this thesis, along with the related publications, provide with regard to ad-
dressing such challenges. 

3.1 IoT Gateway for Edge Computing 

Research context 
The IoT is leading a revolution in many domains of everyday life (e.g., 

healthcare, transportation, agriculture, and vehicles), as it offers the possibility 
of connecting even extremely constrained devices to the Internet with minimal 
human intervention [35]. The rapid development of the IoT led to the prolifer-
ation and evolution of a variety of technologies, ranging from ubiquitous and 
pervasive computing to embedded devices, communication standards, sensor 
networks, Internet protocols, and applications [36]. The technological IoT 
landscape is currently highly fragmented, as it is characterized by different 
devices and protocols, the integration of which is considered crucial to the de-
velopment of newer and attractive use cases [37, 38, 39]. 

Alongside this heterogeneity, scalability is another limiting factor for current 
IoT deployments. The number of devices that form part the IoT domain is in-
creasing at an exponential rate, and numerous scientific studies have estimat-
ed that between 26 and 50 billion devices will be connected to the Internet by 
2020 [40]. 
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To cope with these issues, industry players, together with the research com-
munity, have constantly sought new solutions intended to support more effi-
cient and high-performing deployments. As explained in the previous chap-
ters, cloud computing has played a crucial role in enhancing the resources of 
IoT networks. Computation, service management, data storage, and monitor-
ing systems represent a subset of all of the operations that IoT networks have 
outsourced to the cloud. However, IoT applications have led to a demand for 
highly responsive and reliable performance. Accordingly, relying on cloud-
based infrastructures can become a bottleneck in terms of latency and network 
bandwidth, especially for applications that require real-time operations and 
mission-critical communications. 

Therefore, given the nature of contemporary IoT-EC scenarios, it becomes 
crucial to design entities to be placed at the network edge that, in an interop-
erable manner, act as interfaces between cloud services and sensor devices. In 
other words, rather than providing only connectivity, routing, and traffic-
forwarding functionality, IoT gateways must now execute more complex tasks. 
Last but not least, IoT gateways are now intended to be shared among differ-
ent tenants, which consequently raises further issues related to isolation, secu-
rity, and privacy.  

The smart buildings use case can be used as a reference scenario, as it con-
centrates all of the aforementioned challenges. According to [41], intelligent 
buildings can be defined as systems that host numerous service delivery ten-
ants, in which different types of communications can be established. For ex-
ample, interactions may occur among entities belonging to a single tenant 
(e.g., sensors and gateways) or among different buildings themselves. Smart 
buildings are characterized by a high number of transducers and sensors, 
which are placed to measure different building-related parameters. 

 

 

Figure 8. Smart building architecture. 

Figure 8 illustrates a possible smart building architecture. Sensors deployed 
to sense the physical environment might use a set of heterogeneous technolo-
gies (e.g., Wi-Fi, IEEE 802.15.4, Bluetooth, RFID, and visible light communi-
cation, etc.) to communicate with the IoT edge gateways. In a realistic scenar-
io, data observed by sensors can be used by the corresponding service-tenant 
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(e.g., heating, fire safety, waste management) both in the IoT edge gateway 
and in the cloud, for further processing tasks. The entire interaction flow from 
sensor to cloud must be ensured by maintaining a high level of isolation and 
without interfering with the rest of the system or other tenants’ activities. 
 
Research challenges 

In describing the above scenario, we have depicted how the different re-
quirements of emerging IoT edge-based architectures are pushing toward a 
new definition of the functionality that needs to be provided by IoT edge 
gateways. Clearly, this evolution brings further challenges that need to be 
addressed. 

From an architectural perspective, IoT edge gateways should be de-
signed to do the following: 

• Interface with distinct technologies, by enabling straightforward in-
teractions with several cloud-based services and heterogeneous end-
device sensors; 

• Ensure a high degree of flexibility in integrating new application ser-
vices by preserving services’ isolation and multi-tenancy; 

• Leverage a common resource abstraction, which guarantees the exe-
cution of the same gateway software engine on distinct hardware 
platforms; 

• Ensure a virtuous trade-off among fulfillment of the requirements, 
performance, and easy manageability. 
 

Research contributions 
In Publication III, we proposed LEGIoT: a lightweight edge gateway for the 

Internet of Things. Our implementation aims to cope with the above-
mentioned challenges – which are mainly due to emerging IoT-EC scenarios – 
and the design boundaries of current IoT gateways implementations. LEGIoT’s 
applications are packaged and executed within Docker containers. This con-
tainer-based approach makes it possible to partially the level of abstraction 
that is demanded by emerging IoT EC scenarios, for example by facilitating 
easier integration of different applications. Furthermore, the isolation provid-
ed by virtualization technologies can be exploited as one of the building blocks 
for fulfilling the demanding requirement of multi-tenancy. However, as is also 
discussed in Chapter 9, relying on virtualization technologies alone is not 
enough. Further security mechanisms and policies need to be defined and im-
plemented.  

Although developing a platform that satisfies all of the requirements men-
tioned above is a complex undertaking, LEGIoT implementation moves in this 
direction and aims to partially meet such needs by providing the following 
features: 

i. Interoperability through exploiting the implementation of an orches-
trator that ensures transparent interactions and easy management of 
heterogeneous sensor networks; 
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ii. Energy efficiency through the use of different mechanisms for an ener-
gy-aware allocation of services; 

iii. Flexibility in managing different services by taking advantage of the 
level of abstraction provided by containers and a bridging interface that 
enables a straightforward communication, at the gateway level, be-
tween downlink and uplink protocols; 

iv. Fast allocation, service isolation, backup capabilities, and multi-
tenancy, which are derived from the use of LV technologies. 

The LEGIoT implementation has been thoroughly tested on different hard-
ware platforms by means of an extensive performance study carried out using 
testbed setup. The results of this empirical evaluation indicate that our design 
is high suitable for all the devices under evaluation. In addition, this testing 
process largely proved the scalability of the LEGIoT implementation. 

The analysis of this use case is covered in Chapter 5. 

3.2 Dynamic Service Chains for IoT Systems 

Research context 
In a typical IoT scenario, a sensor device produces an amount of data that 

varies considerably depending on the functionality provided. For example, 
there are sensors that report measurement values only periodically (e.g., once 
per hour), while other types of devices produce data bursts more frequently 
(e.g., sensor camera devices). Typically, this large quantity of data features a 
high degree of redundancy; that is, the sensed data feature very low variation 
among repeated measurements. This data overabundance suggests the need 
for processing operations (e.g., filtering and compression operations) to be 
executed close to the source before the data is transmitted from the IoT gate-
way to the cloud for further processing. These operations can be executed in 
stand-alone data reduction components, the implementation of which could 
vary from case to case. Additionally, many IoT services include control loops; 
that is, sensor data is analyzed or fed to a control process, which triggers actu-
ation commands being sent back to the IoT devices. 

In these types of scenarios, it is crucial to ensure a low and predictable laten-
cy. This requirement implies that such components must be near the sensor 
device in order to reduce latency and avoid uplink delay variation. Moreover, 
placing control components on the gateway further improves reliability by 
removing their dependency on global connectivity. 

In order to meet the requirements of the aforementioned scenarios, a current 
trend is to split complex software systems into several independent compo-
nents called microservices. The concept of service function chaining (SFC) has 
also attracted a great deal of attention in this research area. Essentially, both 
approaches encompass the use of autonomous services that are implemented 
as independent entities; they can, however, interact with each other by means 
of dedicated APIs to eventually form more sophisticated applications. 

The advantages of exploiting interacting components that communicate via 
well-defined APIs are that each application can be implemented separately, 



Use Cases Overview 

43 

and components can be reused between services. Furthermore, the different 
elements of an application can be scaled individually. 

In addition, in IoT scenarios, the software can be distributed in the form of a 
chain, where each component processes the sensor data and forwards them to 
be processed by the following chain component.  
 

 

Figure 9. Examples of IoT service chains deployed between an IoT physical device and a data 
center via an IoT edge gateway. 

With regard to IoT scenarios, a possible use case may include the deploy-
ment of service chains between an IoT end device and the data center. Fig. 9 
shows typical examples of service chains in IoT contexts. 

The use of independent software components renders applications manage-
ment and deployment operations easier in the entire IoT infrastructure, thus 
facilitating dynamic and efficient scaling and reconfiguration tasks. 
 
Research challenges 

In IoT contexts, the use of microservices and service function chains can of-
fer significant advantages. However, deploying microservices-based service 
function chains introduces further challenges that must be solved. Such chal-
lenges are mainly due to the need to simultaneously ensure the fulfillment of 
the demanding requirements of a set of heterogeneous services along with re-
sponsive and high-performance management and provisioning of services.  

The first challenge is mainly related to the ability to satisfy the requirement 
of seamless function chain deployment from IoT EDs to the cloud, when pass-
ing through intermediate nodes (e.g., IoT edge gateways). Meeting this re-
quirement means designing a framework that allows for an operating chain to 
be customized (by inserting, removing, or reordering components), without 
interrupting and redeploying the chain itself. Technical challenges arise from 
the fact that inserting, removing, or reordering a chain's elements could affect 
the neighboring components, as such components might need to change the 
destination to which they forward the data stream. One trivial method for re-
solving this problem would be to signal the affected chain blocks of the 
changed destination using an API at the component level.  However, such a 
mechanism would conflict with the requirement of ensuring that out-of-the-
box chain blocks are operable as stand-alone components. Alternatively, the 
entire chain could be redeployed with newly configured components; this, 
however, would imply an interruption in the data flow stream and possibly a 
downtime period. As a practical example, if a surveillance system server is the 
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last component in the chain, redeploying the chain would drop all clients con-
nected to that server. 

The second challenge is linked to the necessity of implementing frameworks 
whose performance do not overburden the distinct entities in which the chain 
is deployed (e.g. an IoT edge gateway). 

Research contributions 
In Publication IV, we described the design of an IoT data processing frame-

work that enables an effective and seamless management of IoT service chains. 
Different IoT service function chains can be customized according to the spe-
cific requirements of each IoT device that connects to a network. The designed 
architecture relies on container-based virtualization technologies and SDN. 
The implemented framework offers a high degree flexibility by making the re-
definition of an operating chain dynamic and versatile and avoiding redeploy-
ment operations. 

The framework is designed so as to conveniently split the computation be-
tween the network edge (e.g., the gateway) and the data center; however, there 
may be further intermediate layers between the edge and the cloud. From a 
network architecture perspective, we consider the instantiation of an autono-
mous chain for each IoT device connected to a network; that is, each chain 
may consist of several components running on the gateway in separate con-
tainers. The goal is to be able to use container images in the platform without 
requiring any platform-specific modifications. 

Multi-tenancy is another important requirement that we aim to satisfy with 
our solution. The concept is that the same IoT edge gateway node can be 
shared between several tenants. Similar to the use case introduced in Section 
3.1, in a smart building environment, different tenants (e.g., an electricity 
company, a water utility, or a security company) may have their EDs connect-
ed to the same gateway. In order to ensure isolation among the different ten-
ants, the SDN controller generates distinct networks, which are abstracted 
from each other both in the gateway and in the data center. 

An analysis of this use case is presented in Chapter 6. 

3.3 Resource Management in an Embedded In-Car Platform 

Research context 
Nowadays, modern vehicles are equipped with sophisticated electronic sys-

tems and a distributed on-board unit. Such complex systems provide a set of 
heterogeneous functionality, services, and applications, which include engine 
control, predictive diagnostics, driving assistance, customer relationship man-
agement (CRM) and vendor relationship management (VRM) monitoring and 
services, and infotainment (Fig. 10). Each of these services has different re-
quirements and generates different types of traffic when engaging in both in 
intra-vehicle and outside-vehicle communications. 

Moreover, integrating new functionality requires increased computing re-
sources to be provided. For instance, the number of cameras embedded in au-
tomobiles is growing due to the rising demand for traffic safety. The data gen-
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erated by such devices is usually transferred to the OBU for further data pro-
cessing operations [42]. Another growing trend is the social vehicular network 
[43], which represents an additional driver in the growth of generated data.  

Given the integration of newer real-time applications in next-generation ve-
hicles efficient OBU design will come to play a crucial role in addressing the 
growing demand for computation capabilities. 
 

 

Figure 10. In-car platforms handle a wide set of applications. 

Research challenges 
The scenario outlined above of a growing demand for the integration of new 

services clashes with the limited computational resources of embedded OBUs. 
For example, the execution of time-critical tasks can suffer from latency issues 
due to these computational capabilities’ boundaries. Consequently, the need 
arises to equip OBUs with a more effective means of managing their compu-
ting resources and allocating them to more critical tasks when necessary. 

Essentially, OBUs must therefore embed mechanisms for simultaneously 
meeting different requirements, ranging from performance efficiency to easier 
updating process and deployment of new software to effective methods for the 
management of parallel instances under real-time constraints. 

While attempting to satisfy such requirements, the fact that OBUs’ underly-
ing software components are hardly modifiable must be taken into account. 
The procedures for updating application software require time-consuming and 
cumbersome operations to be carried out in a properly equipped workshop. 
This complexity further increases if one considers that software lifetimes are 
much shorter than those of mechanical components and recurrent updates can 
be required. To prevent the risk of software obsolescence, OBUs must devise 
an intelligent and optimized mechanism for making all programming (and 
reprogramming) procedures relatively straightforward. 

Research contributions 
In Publication V, we investigated the use of LV as alternative approach for 

managing services and applications in car’s OBUs. Together with an added 
degree of flexibility in the management of platform services management, con-
tainer-based virtualization can be also exploited to approach the complex up-
dating procedures required by such platforms in a different way. Moreover, 
given that OBUs are embedded systems that can be characterized by limited 
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computational resources, we define service provisioning polices based on con-
tainers' APIs and additional management tools.  

For the implementation of the OBU platform prototype, we adopted a prag-
matic approach and addressed two main points. First, we laid out a viable ar-
chitecture for a container-based OBU. Second, we empirically assessed wheth-
er virtualization causes any detrimental effect in the overall OBU performance 
and the extent to which this performance degradation remains within tolerable 
margins. Finally, we evaluated our solution by means of a real field test and 
workloads belonging to the vehicular domain. 

The analysis of this use case is presented in Chapter 7. 

3.4 IoT Service Provisioning at the Network Edge 

Research context 
In compliance with IoT-EC architectures, in which network intelligence is al-

so moved toward the edge, many management features must be implemented 
closer to the end user device so as to satisfy the requirements of delay-sensitive 
applications in different IoT environments. 

For example, service-provisioning mechanisms can be executed by different 
edge platforms (e.g., base stations, gateways, or micro data centers), with the 
aim of providing more effective and performing controlling procedures and 
data exchanges as a result of the proximity to the end devices (Fig. 11). 
 

 

Figure 11. Different platforms perform service provisioning tasks at the network edge. 

In this regard, we have recently witnessed a growing interest in adopting 
software-oriented solutions for executing such provisioning tasks and dealing 
with the challenge of a flexible provisioning that arise in complex IoT envi-
ronments. For example, one of the most promising trends relies on setting up 
virtualized ecosystems to efficiently provide services of integrated applications 
over IoT devices so as to enable the typically cloud-oriented paradigm of any-
thing-as-a-service (XaaS) [44]. This trend requires a non-negligible effort to 
reduce the gap between the high-level requirements of applications and the 
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low-level hardware constraints of IoT nodes. However, the degree of effort 
involved has been partially reduced by the introduction of middleware archi-
tectures that ensure both unified access to data generated by IoT devices and 
easy re-programmability of the operational behavior of IoT nodes. This elastic-
ity has facilitated the deployment of new IoT scenarios in which (i) on-demand 
services are instantiated on the basis of node capabilities, (ii) integrated appli-
cations can be deployed more easily between cooperating IoT nodes, as it is 
simpler to exchange controlling information and perform task offloading oper-
ations, and (iii) distribution of IoT service instances is dynamically optimized 
according to actual workload and IoT node capabilities.  
 
Research challenges 

In Chapter 2, we identified the drawbacks of IoT middleware solutions in 
terms of satisfying certain requirements. Furthermore, most of these middle-
ware-based solutions involve the integration of tiny virtual machines on con-
strained wireless sensor networks (WSNs), in order to enable the program-
ming of sensor nodes and code mobility. However, these solutions are strictly 
dependent on the underlying virtualization environment, which limits flexibil-
ity in terms of application development and potentially limits code dependen-
cies. Along with such limitations, these solutions hardly allow the additional 
challenges introduced by IoT environments to be tackled. 
• Resource constraints: IoT devices are usually characterized by extremely 

reduced processing capacities, and therefore lightweight solutions are par-
ticularly needed. Indeed, even if VMs can also enable image-based man-
agement, as mentioned in Chapter 2, they are neither portable nor light-
weight. This characteristic could potentially limit the adoption of a virtual-
ization-based approach.  

• Heterogeneity: A common resource abstraction is indispensable in order to 
effectively deploy diverse services in several IoT devices. Virtualization al-
lows for the exploitation of node capabilities in terms of computation, stor-
age, and networking. However, further tasks associated with the configura-
tion of the virtualization ecosystem are needed in order to easily instantiate 
sensing and actuation operations. 

• Wireless environments: IoT devices are usually interconnected through 
wireless networks with presumably reduced bandwidth and highly variable 
channel quality. Consequently, management solutions must be optimized 
and designed to reduce control traffic as much as possible and to efficiently 
handle network bottlenecks. 

• Service management complexity: IoT services can be highly integrated. 
This level of integration demands that the instantiation of computing, 
sensing, and actuation tasks be distributed over multiple nodes. Overcom-
ing such an underlying service provisioning complexity represents a key 
enabler for the implementation of advanced IoT services. In fact, based on 
the reasonable assumption that an IoT client can be characterized by low 
computational capabilities, moving the entire service management load to 
an external controller may be strictly required. However, the introduction 



Use Cases Overview 

48 

of a peripheral controller can address new challenges in terms of delay and 
resource consumption. 

 
Research contributions. 

In Publication VI, we exhaustively evaluated container-based service-
provisioning solutions in a real IoT environment. Specifically, we leveraged 
Docker and its orchestration mechanisms to deploy heterogeneous cluster-
based services on resource-constrained IoT devices. Furthermore, we evaluat-
ed the framework’s performance from different points of view (e.g., resource 
consumption), with the purpose of shedding light on the real-world practica-
bility of such LV-based approaches. 

In our view, heterogeneous IoT environments can benefit from the ad-
vantages provided by container virtualization in terms of service provisioning 
functionality, as it becomes easier to deploy on-demand services based on 
node capabilities and reconfigure the operational behavior of devices in a dy-
namic and flexible way. 

Similar to the other use cases, containers and their orchestration tools offer 
several advantages in terms of cross-platform deployment, as result of the fact 
that the common execution environment exists among cloud, ENs, and even 
constrained devices. The designed clustering framework is suitable for the EC 
paradigm, as management and control operations can be issued by cloud-
enhanced ENs, while task execution is assigned to IoT devices, whose distrib-
uted resources ensure increasing scalability.  

An analysis of this use case is provided in Chapter 8. 

3.5 Summary 

In this chapter, we explored the four IoT-EC scenarios considered in this dis-
sertation. For each scenario, we discussed the use-case context, research chal-
lenges, and research contributions. The analyses provided in this chapter 
largely clarify the different research contexts and helps to explain the design 
constraints of our proposed solutions, which are discussed in greater detail in 
the following chapters.  
However, although all of the proposed solutions encompass the use of contain-
er-based virtualization on top of SBCs, it must first be demonstrated that an 
effective use of virtualization on such resource-constrained devices is possible. 
What follows in Chapter 4 is a thorough empirical investigation that aims to 
establish the feasibility of this approach. 
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4. Container on Low-Power Devices: A 
Performance Characterization 

The aim of this chapter, which is entirely based on Publication II, is to thor-
oughly investigate the strengths and weaknesses of a wide set of SBCs when 
handling several Docker container instances. 

The motivation for such study lies in the fact that, as stated in previous chap-
ters, IoT ENs can be characterized by a computational capacity comparable to 
that of SBCs. Therefore, a crucial aspect in the overall progress of our studies is 
proving that the execution of several lightweight virtualized instances on top of 
low-power nodes does not impact the nodes performance.  

Another goal of this chapter is to provide meaningful insights on the optimal 
usage of the different devices when handling applications characterized by 
different characteristics. From the methodology perspective, we adopt an em-
pirical approach to estimate the overhead introduced by the container virtual-
ization layer under intensive workloads. 

4.1 Enabling Hardware Technologies: ARM-based SBCs 

The empirical evaluation that follows encompasses the use of ARM devices 
as IoT ENs. The choice to specifically consider these devices in particular is 
based on the fact that the spread of ARM architecture is progressively increas-
ing, primarily due to its characteristics of low power consumption, low cost, 
and versatility, as it is being used in smartphones, tablets, server machines, 
and other such devices [45]. Moreover, the high performance of most recent 
ARM multi-core processors was designed to compete with general purpose 
CPUs [46]. This increase in usage increase is also due to the increasing spread 
of 64-bit ARM processors, the use of which is about to surpass that of 32-bit 
CPUs.  

The number of SBCs that have reached the market in recent years is enor-
mous. Theses boards are mass-produced, relatively inexpensive, and can em-
ployed in a wide range of IoT applications. In evidence of the spread of such 
devices, over 8 million Raspberry Pi boards have been sold to date, and their 
employment in research activities and industry has drastically increased [52]. 
In our studies, we decided to consider devices belonging to two of the most 
popular group of SBCs, namely Raspberry Pi and Odroid boards. Our choice 
was based on the possibility of comparing devices featuring analogous charac-
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teristics but belonging to different manufacturers, that is, two boards featuring 
a 32-bit processor (Raspberry Pi 2 [47] and Odroid C1+ [49]), and two boards 
featuring a 64-bit processor (Raspberry Pi 3 [48] and Odroid C2 [50]). Moreo-
ver, the Odroid XU4 board [51] is included in the comparison, as it features 
particular hardware characteristics that deserved investigation. In the remain-
der of this thesis, we refer to these devices using the following notation: Rasp-
berry Pi 2 (RPi2), Raspberry Pi 3 (RPi3), Odroid C1+ (OC1+), Odroid C2 
(OC2), and Odroid XU4 (OXU4). 

The wide selection of boards included in the empirical assessment has al-
lowed us to gain a deep understanding of their potentialities and performance 
for a broad set of devices. 

Table 5 summarizes the main hardware features of the tested devices. 

Table 5. Raspberry Pi and Odroid Hardware Features. 

 

Raspberry Pi 2 
Model B 

 

Raspberry Pi 3 
Model B 

 

Odroid C1+ 

 

Odroid C2 

 

Odroid XU4 

 

Chipset Broadcom 
BCM2836 

Broadcom 
BCM2837 Amlogic S805 Amlogic S905 Samsung 

Exynos5422 

CPU 

Quad Core 
@900MHz 

ARMv7 Cortex-
A7 

Quad Core 
@1.2GHz 

ARMv8 Cortex-
A53 

Quad Core 
@1.5GHz 

ARMv7 Cortex-
A5 

Quad Core 
@2GHz 

ARMv8 Cortex-
A53 

Quad Core 
@2GHz 

ARMv7 Cortex-
A15 

Quad Core 
@1.4GHz 

ARMv7 Cortex-
A7 

Memory 1GB LP-DDR2 
400MHz 

1GB LP-DDR2 
900MHz 

1GB DDR3 
792MHz 

2GB DDR3 
912MHz 

2GB DDR3 
912MHz 

GPU Broadcom 
VideoCore IV 

Broadcom 
VideoCore IV 

2 x ARM Mali-
450 MP2 600 

MHz 

3 x ARM Mali-
450 MP2 700 

MHz 

ARM Mali-T628 
MP6 

Ethernet 10/100 Mb/s 10/100 Mb/s 10/100/1000 
Mb/s 

10/100/1000 
Mb/s 

10/100/1000 
Mb/s 

Flash 
Storage MicroSD MicroSD MicroSD, 

eMMC5.0 
MicroSD, 
eMMC5.0 

MicroSD, 
eMMC5.0 

4.2 Experimental Setup and Measurement Methodology 

In this section, we describe the methodology and experimental setup has 
been employed in order to perform this empirical investigation in detail. 

Software environment setup  
Table 6 presents the software environment adopted. Ensuring a fair compar-

ison among the boards under test was the main guideline for this setup. This 
strategy applied in particular to the setup of the virtual environment, which 
was analogous across all of the SBCs. Docker version 1.12.0 was used as the 
container engine, while the base Docker images in which bundle the bench-
marking tools were setup, as depicted in Table 6. 

It is important to note that the software environment setup was also used in 
all of the prototyping activities described in the thesis, and therefore a descrip-
tion of this environment is omitted in the following chapters. The same applies 
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for the hardware setup for power and network measurements, which are de-
scribed in the following subsection. 

Table 6. Software environment setup. 

  Virtual environment 

 Base OS Container 
engine CPU affinity Network 

configuration 
Base 

Docker image 

RPi2 Hypriot release of 
Raspbian Jessie 

Docker 
1.12.0 

Random setup 
[53] NAT debian 

RPi3 Hypriot release of 
Raspbian Jessie 

OC1+ Hardkernel release of 
Ubuntu 14.04 

OC2 Hardkernel release of 
Ubuntu 16.04 

OXU4 Hardkernel release of 
Ubuntu 15.04 

Setup for power and network measurements  
The energy efficiency of IoT ENs can represent a crucial performance param-

eter, especially for networks that require the presence of battery-powered 
nodes [54]. In this respect, gaining insights into which SBCs offered the most 
favorable trade-offs between performance and energy efficiency can prove 
helpful in effectively designing this kind of constrained environment, wherein 
estimating the battery lifetime of critical nodes becomes essential.  

For this reason, all of the publications included in this thesis also evaluated 
the power consumption of the core entities under test. Consumption was 
measured through an external voltage meter (USB-1608FS-Plus with resolu-
tion of 16 bits) and a setup similar to that used in [55], which ensured that any 
measurement error would be marginal. By interrupting the power lines of the 
SBC and inserting a shunt resistor in the 5 V line, it was possible to measure 
the voltage drop in the shunt and, indirectly, the power consumption of the 
SBC. 

The network performance measurements were performed using an auxiliary 
laptop machine, which was directly connected to the network interface card 
(NIC) of the SBC being tested. Fig. 12 illustrates the entire setup of the meas-
urement environment. 

 

 

Figure 12. Measurements environment setup. 

Evaluation workloads 
At this point in our study, the main priority was to extensively characterize 

how the boards responded when challenged by a certain workload produced by 
applications running within Docker containers. In particular, the goal was to 
estimate the performance upper bound when container-based applications 
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were stressing a specific part of the underlying hardware. Performing this type 
of assessment was useful for certifying that the virtualization layer does not 
cause unwanted overhead, which would implicitly affect the overall perfor-
mance of the board. To perform these tests, we relied on different benchmark 
tools capable of reproducing demanding CPU, disk I/O, memory, and network 
I/O workloads. 

Table 7 outlines the set of benchmark tools used in the measurement cam-
paign, categorized according to the hardware component that the tools were 
challenging. The table also describes the types of workload generated. For the 
CPU and network tests, we executed all of the measurements using up to eight 
or 16 concurrent virtualized instances. The choice to perform measurements 
with parallel instances aligns with the EC multi-tenancy requirement dis-
cussed in Chapter 2. In fact, accounting for the fact that containers are consid-
ered a reliable technology for ensuring isolation between different users, it 
becomes essential to understand how IoT edge devices behave when handling 
concurrent instances. 

Table 7. Description of the benchmark software tools. 

 Benchmark tool and 
measured performance metric Benchmark test description 

CPU sysbench [56] 
seconds 

This tool challenges the CPU by requiring it to calcu-
late prime numbers. Each candidate number is divid-
ed by sequentially increasing numbers–thereafter 
that, it is verified whether the remainder (the modulo 
calculation) is zero. 

Memory I/O mbw [57] 
MiB/s 

By copying large data arrays into memory, the tool 
determines the available memory bandwidth while 
performing three different memory tests (memcpy, 
dumb, and mcblock). 

Disk I/O fio [58] 
Mb/s 

The test performs sequential read/write instances for 
a 6 GB file stored on a MicroSD card and using a 
typical 1 MB I/O block size (performance is averaged 
over 60 seconds). 

Network I/O Iperf3 [59] 
Mb/s 

Iperf measures network performance between hosts, 
generating bidirectional data transfers of both TCP 
and UDP traffic. In order to perform bidirectional 
tests, both iperf server and iperf client were executed 
inside one or multiple Docker containers. 

 
As a general rule for the following empirical assessments, we compare the 

measurements obtained against the native performance (i.e., running the 
benchmark tool without including any virtualization layer) in order to quantify 
the overhead introduced by the container engine.  

4.3 Measurement Results and Analysis 

This section presents a significant portion of the performance analysis re-
sults detailed in Publication II. Similar to the published paper, the section is 
divided according to the specific workload being considered. Each test is re-
peated twenty times and all the results are shown with a 95% confidence inter-
val. 
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CPU performance 
The results from the CPU test are depicted in Fig. 13, and they illustrate the 

result of the execution time test with up to sixteen concurrently running in-
stances.  

 

Figure 13. Sysbench CPU stress test. 

By analyzing the outcomes, it is possible to identify three main insights: i) 
The impact of the container engine is negligible, as it produced, in the worst 
case, an approximately 2% percentage difference when compared to the native 
execution; ii) OC2 considerably outperforms the other devices under test; iii) 
when the number of concurring instances exceeds four, all of the boards 
demonstrate performance deterioration. With respect to this last point, there 
is a link between the lower performance and the CPU architecture of the tested 
devices. In fact, devices equipped with 4-core CPUs share resources in a fair 
and effective way as long as the executed instances do not exceed four units. 
When the number of running applications increases further, the CPU must 
distribute its resources in a different way, as it has already saturated its own 
maximum capacity. This different approach of managing the instances leads to 
the aforementioned deterioration in performance; execution time quadruples 
when the number of instances rises from four to 16, revealing an exponential 
increase. Only OXU4 demonstrated a different tendency. This device features a 
heterogeneous 8-core CPU (four ARM Cortex-A7 LITTLE cores at 1.4 GHz, 
and four ARM Cortex-A15 big cores at 2 GHz). This type of CPU architecture 
uses the second group of cores only if the first group saturates its resources. 
More precisely, the OXU4 starts employing the lower-speed cores when the 
faster cores’ resources are fully saturated. This process produces a higher exe-
cution time when the device is required to handle more than four instances, 
which is similar to the behavior of the other devices. However, the exponential 
growth is less steep until the point at which all of the cores are saturated.  

The power consumption analysis presented in Fig. 14 reveals the high ener-
gy-efficiency of the RPi, OC1+, and OC2 boards, with an average power con-
sumption ranging from 1.88 W (RPi2) to 3.26 W (OC2). 

OXU4 is the most power-demanding device, with a consumption that linear-
ly increases from 7 W to 14 W when the number of running instances varies 
from one to four. A lower increase is measured when the device starts using 
the lower-speed cores to handle newly allocated instances. A further point to 
note is the constant power consumption that occurs when the number of ap-
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plications in execution is greater than four (or eight in the case of OXU4). This 
behavior occurs because, once the number of running instances is reached, the 
CPU is already working at its maximum speed, and its resources are already 
saturated. Therefore, the allocation of any additional application does not in-
crease the device’s power consumption but rather produces a performance 
degradation, as previously indicated. This result can also be explained by the 
CPU architecture of the devices under test. 

 

Figure 14. Power consumption of the SBCs under evaluation while performing the sysbench 
test. 

The combination of these results demonstrates the existence of a perfor-
mance/power consumption trade-off that varies from device to device. A de-
tailed analysis of this compromise can be found in Publication II; however, a 
brief mention of its outcome is given in the following paragraph. 

RAM I/O performance 
For each tested board, the outcome of the RAM I/O test indicates equivalent 

performance for both native and container-virtualized executions (Fig. 15). 
The only exception is represented by OXU4, which adds an overhead of ap-
proximately 16% in the execution of memcpy and mcblock tests. 

In the comparison of SBCs featuring 1 GB RAM, OC1+ outperforms RPi2. 
This OC1+ benefit can be explained by the different RAM I/O bus clock fre-
quencies and data transfer rates of the two devices (OC1+ uses LPDDR3 RAM, 
whereas RPi2 uses LPDDR2 RAM). RPi3 tends to achieve better performance 
in respect to OC1+ on the memcpy and mcblock tests but not on the dumb test. 
When assessing this result, it must be taken into account that OC1+ has a fast-
er data transfer rate (DDR) than RPi3, which instead embeds a memory with a 
higher bus clock frequency. 

The larger RAM capacities of OC2 and OXU4 account for the higher average 
speed of both boards compared to the others. However, despite sharing the 
same RAM hardware characteristics, OXU4 performs better than OC2 in the 
execution of memcpy and mcblock tests. We explain this result with reference 
to the fact that these two processes require data to be moved over the system 
bus, therefore involving the CPU in controlling data migration over the system 
bus. Consequently, the higher CPU resources of OXU4 yield the above result. 
Finally, a result that is worth mentioning was produced from the performance 
comparison between OC1+ and OC2. Although OC2 roughly doubled the OC1+ 
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performance, both boards consume approximately the same amount of power 
(3 W). 

 

Figure 15. Memory RAM performance comparison. The red markers represent power consump-
tion. 

Disk I/O performance 
Docker containers also introduce minor overhead in the disk I/O perfor-

mance. Raspberry Pi boards introduced the only tangible overhead during the 
execution of the sequential write test, amounting to approximately 50% for 
RPi2 and nearly 37% for RPi3 (Fig. 16). We used the disk performance analysis 
tool iostat [60], which reports performance statistics concerning CPU and sys-
tem I/O device loading, to investigate the reasons for such overhead. 

An analysis of the iostat logs suggests that the overhead might have been 
produced by a large proportion of iowait periods. The iowait parameter indi-
cates the amount of time in which the CPU is in the idle state, although the 
system is servicing an outstanding disk I/O request. As clarified in [62], a high 
iowait value suggests that the system is likely dealing with one of the following 
issues: an application problem, an inefficient I/O subsystem configuration, or 
a memory shortage. Since the disk stress test produced a high and intensive 
workload, devices with fewer hardware resources can experience issues in op-
timally scheduling disk-writing operations. Therefore, a memory shortage is 
presumably the reason why the Raspberry Pi overloads occur. 

 

Figure 16. Disk I/O performance for sequential read/write tasks. 

In two other publications produced by the author of this thesis, it has been 
demonstrated that such overhead is lower when Raspberry Pi boards execute 
writing operations on smaller files [19, 21].  
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Finally, it is worth noting that, unlike the Raspberry Pi boards, all the Odroid 
devices provide integrated support for embedded multimedia cards (eMMC). 
This alternative storage solution offers superior read/write speed perfor-
mance, as demonstrated in the result reported in Publication II. 

Network performance 
Before presenting the results of the network performance analysis, there are 

certain concepts that need further clarification in order for the reader to inter-
pret the results properly.  

The first aspect relates to the network software configuration setup. Docker 
uses network address translation (NAT) as its default setup. With such a setup, 
the virtual NIC of the running containers shares the same network bridge, 
which is in turn mapped to the physical Ethernet card. This default setup en-
sures better security at the cost of slightly lower performance [19]. 

The second aspect concerns the fact that each hardware platform executes all 
of the various network operations (e.g., packet forwarding, packet buffering, 
and scheduling) in a manner that is dependent upon the design and imple-
mentation of its underlying software components (i.e., network drivers and 
OS), which could have different performance impacts. It is also worth noting 
that the same NIC uses different code paths when sending and receiving TCP 
traffic. Therefore, in Publication II, we ran bidirectional tests to quantify the 
overload generated by the virtualization engine when the different boards un-
der test receive and send network traffic.  

 

  
(a)      (b) 

 
(c)     (d) 

Figure 17. TCP traffic results. TCP server: (a) RPi, (b) OC1, (c) OC2, (d) OXU4. 

Finally, when interpreting the following results, it must be remembered that 
Raspberry Pi and Odroid feature a NICs characterized by different speed, as 
indicated in Table 4. 

Some of the main findings of the network analysis are summarized below. 
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RPi: The container engine does not worsen the throughput performance of 
the two RPi boards when executing a single network instance (Fig. 17a). How-
ever, RPi2 demonstrates a higher overhead when the number of concurrent 
instances grows (the overhead is approximately 30% when RPi2 receives eight 
parallel TCP flows). 
OC1+: Compared to native executions, Docker affects the throughput perfor-
mance with an overhead of nearly 50% when a single virtual instance is run-
ning (Fig. 17b). However, OC1+ displays a clear improvement as the number of 
occurrences increases. This trend can be explained by the fact that a single 
flow is not able to saturate a 1Gb/s link, while a set of multiple flows allows 
this limitation to be overcome [63]. 
OC2: The network performance of OC2 can be considered the desired out-
come. Native and Docker performance are essentially aligned. The 1Gb/s link 
is already saturated when a single instance is allocated. Moreover, the alloca-
tion of further instances does not affect the performance (Fig. 17c).  
OXU4: The test result demonstrates that the container engine negligibly im-
pacts performance (Fig. 17d). However, both in the native and the Docker case 
the throughput decreases (by up to 23%) when the NIC handles a growing 
number of simultaneous connections. The occurrence of parallel flows does 
not lead to the saturation of the 1 Gb/s link, contrarily to OC1+. In this case, 
performance worsens due to the CPU overload generated by parallel flows.  

In order to obtain a complete characterization of network performance, we 
also ran a number of tests that considered UDP traffic. In this particular case, 
we aimed to quantify the different SBCs’ power consumption when sending 
and receiving the same amount of traffic (90Mb/s in our example). The out-
come revealed levels of power consumption that differed slightly from the 
boards’ consumption when in idle. This result indicates that NICs generate 
very low power overhead when handling UDP traffic. In addition, the Docker 
engine does not produce any noticeable difference when compared to the na-
tive case. 

Overall, the abovementioned TCP traffic performance analysis indicates that 
how Docker introduces a non-negligible impact for a subset of cases. 
When considering the overall network evaluation reported on in Publication 
II, it also becomes clear that the boards behave differently when acting as 
server or client and can consequently generate unaligned results. 

We used the performance analysis tool Perf [61] in order to gather system-
level statistics and to further investigate the reasons behind the observed re-
sults. This tool reveals how much the CPU is stressed when delivering network 
traffic. By analyzing the Perf logs, we learned that the higher overhead gener-
ated by Docker was due to an increasing number of CPU context switches and 
consumed cycles. In contrast to the native case, this increase occurs because, 
in a containerized environment, an extra layer (in this case, a Docker engine) 
must process the network packets. 

The network analysis also reinforced the superior network performance of 
the 64-bit CPU devices (RPi3 and OC2) compared to the 32-bit CPU devices 
(RPi2, OC1+, and OXU4). This result can be explained by the fact that Docker 
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thus far officially supports only 64-bit CPU systems, meaning that it conse-
quently provides better optimization for devices that feature 64-bit ARM ar-
chitectures. 

As expected, the devices’ power consumption follows the trend of the native 
network throughput for all of the tests performed. That is, a variation in net-
work throughput also produces a corresponding change in power consump-
tion. Similar to the native case, the boards’ consumption levels demonstrate 
the same trend in a virtualized environment. Such behavior can also be noticed 
when the virtualization layer causes a lowering of throughput (e.g., Fig. 17b). 
This result indicates a possible bottleneck and a non-favorable tradeoff be-
tween power consumption and performance. In fact, while the devices are not 
performing as in the native case, they use energy at similar rates. The causes of 
this inefficiency can be attributed to poor software optimization, which implies 
a demanding use of the CPU that consequently overtaxes the system and also 
impacts power consumption. 

Outline of other measurements 
In Publication III, we performed a set of additional measurements, the pur-

pose of which was to further characterize the boards’ performance and con-
tainer engine impact from different points of view. A brief summary of the out-
come of this investigation is reported in Table 8, below. 

Table 8. Overview of energy efficiency and container activation time measurements. 

Measurement Goal Methodology Main outcome 

Energy efficiency 
evaluation 

Assessing which SBC 
is the most energy 
efficient when the 
number of executed 
instances increases, 
considering different 
set of workloads. 

Relying on the power 
consumption measure-
ments and the results of 
the different benchmark 
tests, we analytically 
estimated the devices' 
energy efficiency. The 
detailed analytical study 
can be found in Publica-
tion II. 

The result is highly depend-
ent on the kind of workload 
being considered. Odroid 
boards are more efficient 
overall, although OXU4 
becomes less efficient when 
handling many instances due 
to its CPU architecture. RPi 
boards are highly efficient 
when processing low 
amounts of network traffic. 

Container 
activation time 

analysis 

Evaluating how the 
container’s activation 
time varies when the 
different SBCs handle 
a workload that grad-
ually becomes more 
complex. 

The Linux command 
stress is used to allocate 
increasing load. Activa-
tion time is measured in 
four different cases: 
when the SBCs are in 
idle state and when two, 
four, or eight CPU-
bound processes are 
imposed on the system.  

Accounting for the limited 
resources of SBCs compared 
to server machines, we 
proved that activation time 
also remains relatively brief 
when the SBCs are highly 
overloaded. 

4.4 Summary 

In this chapter, we presented an extensive performance assessment of the 
practicability of running container-based instances on a wide set of low-power 
devices such as SBCs. Our in-depth empirical evaluation provides fundamental 
insights into the performance of such devices. The most relevant insight con-
cerns the fact that, in principle, running containerized applications on SBCs 
incurs negligible performance overhead when compared to native executions. 
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Such an outcome also remains essentially valid when there are several virtual-
ized instances running in parallel.  

Another significant aspect of this analysis is the assessment of which SBC is 
more efficient given a certain workload. In this respect, we also considered the 
trade-off between performance and power consumption in each experiment in 
order to determine which SBCs offer the best energy efficiency when pro-
cessing a specific workload. The selection of one device over another depends 
on the requirements of service providers and applications to be developed.  

Publication II provides several empirical insights that may prove helpful in 
effectively integrating the analyzed devices as IoT ENs in significantly different 
scenarios. 

The main goal of this chapter was answering Research Question 2. In the 
context of the studies carried out in this thesis, a positive answer was found to 
be an essential factor given all of the implications that derive from it. In fact, 
by proving that the use of LV technologies on low-power devices is effective, 
IoT ENs can benefit from the advantages of these technologies in a wide range 
of use cases. 
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5. IoT Gateway for Edge Computing 

This chapter discusses the design of LEGIoT, a Lightweight Edge Gateway 
for the Internet of Things. The proposed architecture addresses the challenges 
and issues described in Chapter 3, which are largely related to the increasingly 
demanding requirements of today’s IoT gateways. 

LEGIoT leverages the modular characteristics of microservices and the bene-
fits of container-based virtualization in order to supply a flexible and extensi-
ble solution highly suitable to an extensive set of IoT scenarios. Specifically, 
the joint action of containers and purposeful frameworks enables efficient re-
source management and the fulfillment of key requirements such as energy 
efficiency, multi-tenancy, and interoperability for a broad set of IoT protocols 
and applications. 

LEGIoT is designed to be independent with respect to the underlying hard-
ware, and its implementation has been thoroughly evaluated on several per-
formance aspects.  

5.1 The LEGIoT Architecture 

In current IoT infrastructure implementations, a gateway often plays the role 
of the key entity in interfacing between end-device sensor domain and back-
bone. 

However, most of the solutions proposed in the literature only describe a 
gateway with limited functionality, such as traffic forwarding, routing and pro-
tocol conversion. 

The key idea presented in Publication III is to complement the basic func-
tionality of IoT gateways by exploiting emerging software solutions and archi-
tectural principles, with the goal of achieving well-performing and versatile 
design architectures. 

Specifically, our implementation merges the modular characteristic of mi-
croservices with the flexibility of container-based virtualization to build a high-
ly customizable gateway able to satisfy the strict requirements of many IoT 
applications and EC scenarios [64]. We exploit Docker containers to enable the 
concept of microservices-based IoT edge gateways. In this way, IoT gateways 
can rely on isolation from different services, and each application can operate 
as standalone entity or interact with other components depending on the sce-
nario.  
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The guidelines followed for the design and implementation of LEGIoT are as 
follows: (i) interoperability, (ii) energy-efficiency, (iii) fast allocation and flexi-
bility in managing different services, (iv) isolation, (v) backup capabilities, and 
(vi) multi-tenancy. The architecture of LEGIoT is depicted in Fig. 18. The de-
sign, technology, and implementation choices for each component are pre-
sented below. 

 

 

Figure 18. The LEGIoT architecture. 

Underlying hardware and software components. The requirement of 
interoperability refers not only to the possibility of connecting LEGIoT to a 
heterogeneous set of end devices, but also to the possibility of evaluating our 
implementation on top of edge nodes that embed different hardware features. 
This kind of analysis was useful for identifying the weaknesses and upper per-
formance bounds of our implementation when executed on top of several de-
vices. 

In order to align with the studies presented in Publication II, we tested the 
LEGIoT implementation in the same SBCs already analyzed in Chapter 3. This 
process was made possible by packaging all the LEGIoT software components 
within Docker containers, without remarkable side effects in terms of perfor-
mance. The only device in which the implementation was not tested was the 
OXU4, due its lower energy efficiency. For each tested SBC, the setup of the 
underlying software components (container engine and OS) was consistent 
with the setup used in Chapter 3.  

 
LEGIoT application services. On top of the underlying hardware and 
software components, LEGIoT encompasses a modular-based application lay-
er responsible for ensuring the key requirement of interoperability. 
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To comply fully with this requirement, LEGIoT is able to interact with a het-
erogeneous set of IoT end devices and remote end users (with the latter acting, 
most likely, behind cloud service providers). 

The application component of LEGIoT is in turn divided into two sub-
modules: 

• The southbound module is responsible for establishing communication 
with sensors and facilitating the exchange of data with them. 

• The northbound module handles the communication with the rest of 
the Internet. 

The southbound and northbound modules interact with each other via a 
bridging interface, which guarantees straightforward communication between 
downlink and uplink applications.  

All applications belonging to both modules run with Docker containers to 
ensure their deployment in an isolated environment. 

Table 9 provides a description of the different components characterizing the 
southbound and northbound modules. 

Table 9. Characterization of southbound and northbound modules 

Southbound Module Northbound Module 
Component 
(and used 
software) 

Performed  
Functionality 

Protocol 
(and used 
software) 

Performed  
Functionality 

Database 
Elasticsearch 

[65] 

It provides a distributed search 
engine with an HTTP web inter-
face and schema-free JSON 
documents. 

CoAP [71] 
libcoap [68] 

It provides all the necessary 
functionality for enabling the 
interaction between LEGIoT and 
remote end users. In particular, 
this is possible through the 
availability of a protocols set that 
can be used depending on the 
specific requirements of the use 
case. Protocols widely used to 
establish connection between 
the gateway and remote end 
user include CoAP, MQTT, and 
HTTP. (However, protocols such 
as CoAP and MQTT can also be 
used to interact also with sensor 
devices.) 

Web-server 
WildFly [66] 

It exposes services to the bridg-
ing interface 

MQTT [72] 
Mosquitto [69] 

Orchestrator 
(Own Python-

based 
implementation) 

Two-fold task: It ensures and 
manages communication paths 
between all containers and it 
guarantees interoperability 
between different sensor do-
mains according to the VITAL 
project specifications [67, 35]. 

HTTP [73] 
Apache2 

HTTP Server 
[70] 

Bridging interface 
It works as middleware between southbound and northbound modules. This interface forwards sensor 
data, which are aggregated and stored in the database container, to a remote server by using one (or 

more) of the available protocols in the northbound module. 

 
Moreover, both modules can be easily expanded through the integration of 

alternative open-source and proprietary applications. In this respect, the use 
of containers vastly simplifies the software update process. For example, one 
can download the Docker image of a new application from public or private 
registries, inter alia, preserving the functionality of the already-stored applica-
tions. 

Before proceeding with the analysis of LEGIoT’s performance, we first clarify 
further background information about VITAL specifications. LEGIoT stores 
the received sensor data in accordance with the VITAL ontology, which relies 
on Linked Data standards (i.e., JSON-LD, RDF, and other ontologies). More 
specifically, VITAL combines the use of several ontologies and the Semantic 
Sensor Network (SSN) [74] to properly characterize sensors’ features in terms 
of accuracy and capabilities, observations, and methods for sensing, among 
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factors. Once the data is stored, all the authorized users can access and process 
their own data by exploiting dedicated applications and without undermining 
multi-tenancy. 

5.2 Performance Evaluation 

With the goal of assessing our implementation, we empirically investigated 
gateway performance through the use of a testbed. 

Fig. 19 illustrates the entire testbed setup employed to test both the south-
bound and northbound modules. 

5.2.1 Experimental Setup 

Sensor Network: One segment of the FIT IoT-lab platform [75] was been 
used for testing the southbound module. The entire platform consists of a 
large-scale infrastructure facility deployed across six different locations in 
France; it features a total of 3000 wireless sensor nodes. We performed our 
analysis at the Lille FIT IoT-lab site. The sensor testbed is deployed over a 225 
square meter area, and it features hundreds of M3 open nodes [76]. Table 10 
summarizes the main features of these devices, along with the OS and firm-
ware used. 

The adoption of eCACHACA (Confident-based Adaptable Connected objects 
discovery to HArmonize smart City Applications) favors prompt communica-
tion setup between the gateway and sensor nodes through a ranking mecha-
nism that eases the discovery of services provided by each network element 
[77]. Each connected sensor sends data packets to the gateway every 60 sec-
onds. This time interval is based on ETSI recommendations for smart cities 
[78]. 

Table 10. M3 data sheet. 

Parameter Specification 
MCU ARM Cortex M3, 32 bits, 72 MHz, 64 kB RAM 

Radio Communication 802.15.4 PHY standard, 2.4 GHz 
Power 3, 7 V LiPo battery, 650 mAh 

Sensors Light, pressure and yemperature 
Operating System Contiki OS [79] 

Firmware eCACHACA 

 
LEGIoT: As already outlined in Section 5.1, LEGIoT implementation was 
tested with the following SBCs: RPi2, RPi3, OC1+, and OC2. LEGIoT interacts 
with the FIT IoT-Lab sensors through IEEE 802.15.4 radio communication by 
means of a sink connected via USB at the gateway. The connection with the 
remote server is established via Ethernet connection. 
 
Remote server: The northbound module evaluation was performed using a 
general-purpose laptop featuring an Intel Core 2 Duo PC running Linux 3.13.0 
with an Intel 82567LM Gigabit Ethernet card. The laptop was directly con-
nected to the NIC of the SBC being tested. In our scenario, the laptop repre-
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sents an end user able to remotely access and manage the different LEGIoT 
functionality. 

 

Figure 19. Testbed setup. 

5.2.2 Experimental Results 

The empirical validation aimed to characterize the performance of LEGIoT 
in several respects. First, we wanted to assess the effectiveness of the south-
bound module when a growing number of sensor devices were connected at 
the gateway. Secondly, we evaluated how the gateway performance was affect-
ed by the use of the applications featured in the northbound module. Finally, 
we combined the outcome of the results of empirical analysis and an analytical 
approach in order to establish which SBC is more suitable for hosting LEGIoT 
implementation. Each test is averaged over 10 runs and all the results are 
shown with a 95% confidence interval.  

Southbound interface performance 
We measured CPU and RAM resource usage for each device under test when 

receiving data from between 25 and 100 sensors. When managing the data 
reception, the southbound module uses all the application belonging to it: or-
chestrator, database, and webserver. The FIT-IoT lab sensors transmit data to 
the sink connected via USB at the gateway. The orchestrator ensures that the 
data received are correctly stored within the database and make them accessi-
ble to the northbound module via the webserver. 

Fig. 20a illustrates how many CPU resources were used on average by each 
SBC depending on the number of connected sensors. The figure indicates that 
CPU usage did not grow linearly. Comparing the 32-bit boards, we can notice 
that the RPi2 employed slightly more CPU resources. In this respect, the OC1+ 
can benefit from a CPU with a higher frequency clock and faster data pro-
cessing as compared to the RPi2. However, in the scenario with the largest 
number of connected nodes, the CPU usage difference was slightly higher than 
2%. 

Similar behavior was also observable for the 64-bit boards, RPi3 and OC2+. 
The OC1+ used fewer resources than the more powerful OC2. Fig. 20b, which 
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displays CPU usage as a function of time for the 75-node case, helps to clarify 
this result. Through this graph, we can study how the different devices handle 
the data reception from a CPU usage perspective. 

In general, the tendency was analogous for all the devices; however, the OC2 
produced a higher CPU usage during the first sensor-gateway interaction. As 
mentioned before, these marked CPU usage peaks were reflected in a higher 
average CPU usage. However, it can also be noted that the OC2 executed the 
southbound module operations in a shorter time frame. This performance 
means that, because of its higher CPU clock speed, the OC2 generated higher 
CPU usage by shortening the speed of instances’ execution, introducing a sort 
of trade-off. Marked peaks were only observable during the first sensor-
gateway iterations, while for the remaining interactions, CPU-usage was dis-
tributed in longer time intervals. 

This behavior is explained by the fact that M3 sensors running eCACHACA 
use a random time for scheduling data transmission. On average, each node 
transmits over a period of one minute within an offset of 10 seconds. It stands 
to reason that eCACHACA schedules the first transmission simultaneously for 
all the sensors, while subsequent ones are spread more randomly over time. 

 

 
(a) 

 
(b) 

Figure 20. CPU resource utilization evaluation: (a) average CPU usage; (b) instantaneous CPU 
usage. 

By means of a RAM usage analysis, we sought to determine whether the op-
erations performed by the southbound module were memory intensive and 
whether a larger number of connected devices could the performance. This 
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analysis was relevant because it shed light on whether the gateway can run 
additional memory-intensive applications (e.g., data compression applica-
tions), as has been described in one of our works not included in this thesis 
[19]. Fig. 21a illustrates the average RAM usage. The result is normalized, as 
the boards featured different RAM capacities.  

The average RAM usage was approximately 30%, regardless of the number of 
connected sensors and the SBC in use, with the OC1+ introducing a higher 
memory usage compared to the other boards. Similar to the CPU analysis, we 
also wanted also to verify the existence of RAM usage peaks or other perfor-
mance peculiarities. To this end, we examined the lightest and heaviest work-
loads. Fig. 21b illustrates that RAM usage followed a flat trend, regardless of 
the number of sensors connected. This result implies that the RAM usage was 
mostly due to the resources employed by the southbound module, rather than 
to communication with sensors. Strong evidence of this result is the tangible 
increase in RAM usage when the boards were in an idle state and all the appli-
cations started receiving and processing sensor data (approximately 20 sec-
onds later the beginning of the test).  

 

 
(a) 

 
(b) 

Figure 21. RAM memory resource usage evaluation: (a) average RAM usage; (b) instantane-
ous RAM usage. 

In view of the results analyzed, we can state that the southbound module de-
sign demonstrates high scalability and a efficient level of adaptability on top of 
all the devices under test. Moreover, the low use of resources suggests the suit-
ability of LEGIoT for hosting several tenants or additional applications meant 
to provide other services such as data processing, data aggregation, and data 
compression.  
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Northbound interface performance 
Sensed data stored in the database are made accessible to remote end users 

through an Internet connection. In order to access the data, several protocols 
can be used for establishing a connection between the gateway and remote end 
users. 

Although the system design allows a wide range of protocols to be accommo-
dated, in our first implementation we wanted to evaluate three of the most 
popular application layer protocols: CoAP, HTTP, and MQTT. 

The goal of the northbound module performance analysis was to understand 
how these protocols implementations impacted the LEGIoT’s performance. 
Similar to the southbound evaluation, we considered a growing number of 
users connected at the gateway (i.e., 1, 5, and 10). Each client performed 
40000 requests. With this evaluation, we were not interested in evaluating 
typical parameters such as transactions per second and requests per second; 
instead, our goal was to simply characterize the performance of the gateway 
itself. The different application layer protocols are executed separately. For 
example, when evaluating CoAP, its container was the only one running within 
the northbound module. This setup allowed the performance of each applica-
tion to be characterized when executed in different hardware platforms. Before 
discussing the results, it is worth emphasizing that the outcome of this analysis 
was an inherent function of the respective protocol implementation. In this 
case, our main goal was to understand how these specific low-power IoT edge 
nodes perform in terms of scalability when utilizing such protocols. 

 

 

Figure 22. The SBCs' resource usage during CoAP and HTTP uplink transmission. 

Figure 22 contains the results for both the CoAP and HTTP evaluations from 
a CPU and memory RAM usage perspective. 

Regarding the CoAP outcome, what stands out the most is the lightweight 
impact of the protocol on the gateway performance. In the case of 10 connect-
ed clients, CPU resource usage was approximately 30%. The OC2 was more 
efficient than the other boards, although not in a remarkable way. The overall 
CPU usage increased when the number of connected clients grew from one to 
five. However, we did not observe a similar increase when the number of con-
nected clients further doubled. With regard to memory usage, we found simi-
larities to what was observed for the southbound module, as no increase in 
RAM usage occurred when the number of connections increased. Finally, the 
higher memory consumption of the Odroid boards was due to the amount of 
memory that the devices already employed when in an idle state–as a general 
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rule, this figure varies from board to board and highly depends on the underly-
ing software environment. 

The analysis of the results for the HTTP case demonstrated that RAM 
memory usage was slightly higher compared to the CoAP protocol. In terms of 
CPU usage, the resource usage increase as a function of connected users was 
similar to that seen in the CoAP case. However, the management of HTTP re-
quests affected the gateway performance to a greater extent. This result is 
clearly linked to the underlying differences between the design of the CoAP 
and HTTP protocols. The Raspberry Pi boards exhibited a lower CPU usage 
compared to the Odroid boards, producing an unexpected result. A high num-
ber of software interrupts (roughly 30%) was the reason that Odroid boards 
were more CPU resource-hungry. This outcome indicates the sub-optimal abil-
ity of these to effectively host HTTP servers. However, this performance issue 
requires more investigation, as it could have simply been due to the limited 
suitability of the software used with the Odroid boards. If that were the case, 
testing alternative HTTP software solutions would be necessary. 

The MQTT results also were highly similar to those yielded by the CoAP 
analysis. This implies that this protocol is high suitable for managing uplink 
communications, but also an effective execution in all the devices being tested 
(refer to Publication III for an overview of the results). 

Application performance characterization 
An important aspect of the empirical analysis was the characterization of the 

performance of each single software component of the southbound module. 
Since database and webserver relied on existing software, this assessment 
helped to indicate whether our orchestrator's implementation was indeed 
lightweight as desired. As already introduced the orchestrator ensures interop-
erability, giving LEGIoT the possibility of interacting with heterogeneous sen-
sor networks. Moreover, the orchestrator handles the communication paths in 
the southbound module. The orchestrator is implemented in Python and it 
features approximately 300 lines of codes. 

 

 

Figure 23. Characterization of the southbound module applications’ performance. 

Figure 23 illustrates the outcome of this analysis, taking into consideration 
the case of the RPi3 while receiving data from 100 sensors (comparable results 
were observed in the other cases). The webserver was the more demanding 
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software component in terms of CPU and memory usage. The orchestrator is 
the application that employed fewer resources. 

This analysis highlighted an essential feature of LEGIoT implementation: an 
application that satisfies the crucial requirement of interoperability has a min-
imal—and almost negligible—performance impact. 

5.3 Gateway Performance Efficiency Factor and Energy-
Efficiency 

While carrying out the performance evaluation, we also measured the 
amount of power consumed by the different boards when executing the differ-
ent southbound and northbound tasks. In broad terms, this kind of estimation 
may be useful in network scenarios where several gateways are deployed. Net-
work engineers can design more efficient infrastructures by taking into ac-
count the overall power consumption/performance trade-off. 

 
In Publication III, we introduced a metric that takes into account this trade-

off and that allows, for identical software implementations, different hardware 
devices to be compared in a fair manner. 

The gateway performance efficiency factor (GPEF) is defined as follows: 
 

!"#$ = 1
1 − ()* ×

1
1 −,-, × 1

1 − .-/ × "01-2	40.5*,)/60. 

 
In the equation, cpu stands for the normalized CPU usage, mem for memory, 

net for network, and Power Consumption refers to the power consumed by the 
device while executing a given task. 

The GPEF bases its definition on the Volume metric introduced by Wood et 
al. in [80]. 

The Volume allows the overall resources used by a physical node (in our case 
the gateway) to be estimated, assuming that the node can be loaded along one 
or more of three dimensions: CPU, network, and memory. In essence, Volume 
expresses how intensively the system is (over-)loaded along multiple dimen-
sions. The higher the utilization of a resource, the greater is the Volume met-
ric. 

Considering the work presented in this chapter, assessing the GPEF perfor-
mance allowed us to determine the most suitable hardware device for current 
LEGIoT implementation. 

Before presenting the results, we must first clarify that in our experiments 
the net parameter was regularly estimated as 1, as the amount of network traf-
fic handled by LEGIoT was the same for all the considered boards. 

Fig. 24 contains the GPEFs for the southbound and northbound modules. An 
analysis of the southbound performance indicated that there is no one-size-
fits-all rule applied to all the tested hardware nodes, although the Raspberry Pi 
boards slightly outperformed the Odroid boards. 
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Figure 24. GPEF characterization for southbound and northbound modules. The northbound 
GPEF characterization depicts the case of five clients connected to the gateway. 

The GPEF northbound outcome was highly dependent on the considered ap-
plication protocol. The RPi2 was still the most efficient device. The GPEF was 
comparable for all the devices for the execution of the CoAP and MQTT in-
stances. The results for the HTTP protocol reflected the previous discussions 
about HTTP performance. Unsurprisingly, the Odroid boards featured a weak-
er GPEF performance.  

The assessment of the GPEF indicated that the Raspberry Pi boards per-
formed better than the Odroid boards. However, it cannot be neglected that in 
this case LEGIoT was subjected to a relatively lightweight downlink workload 
(i.e., sensing operations), and therefore, devices with lower idle power con-
sumption were more efficient. 

However, as indicated in another scientific publication produced during our 
research, we have proven that a strong dependency exists between edge-node 
performance and the handled workload [17]. Therefore, when similar SBCs 
deal with more demanding workloads (e.g., video analytics), one can reasona-
bly assume that the GPEF evaluation results should completely reversed, with 
the Odroid boards more suitable. 
 

The claim of energy-efficiency is based on the implementation of the socket-
proxy (S/P) container activation mechanism introduced in detail in Publica-
tion III. To implement such a mechanism, we used a lightweight TCP and Unix 
domain S/P implementation (systemd-socket-proxyd) that provides socket 
activation support for services that do not natively support it. In the frame-
work, a socket listens on a specific port that is eventually served by the 
proxy/container combination. As soon as the socket receives the first connec-
tion, the systemd activates the proxy service, which starts the container. The 
proxy is also used to forward the traffic between the container and the net-
work. 

The empirical assessment presented in this chapter was performed without 
enabling this mechanism. However, we want to briefly summarize the relevant 
benefits introduced by the use of this framework. According to our experi-
mental setup, the FIT-IoT lab sensors transmitted data, on average, every mi-
nute. This rate of transmission means that between the two consecutive sens-
ing operations, all running applications could be temporarily paused through 
the use of the S/P framework; one benefit would be a reduction in power con-
sumption due the lower hardware resources usage. To prove this, we ran a test 
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in which the S/P mechanism paused the running applications for 35 seconds, 
between the two sensing operations. This time interval was chosen with the 
awareness that the sensors distribute their readings periodically, in such a way 
that running applications can be paused for this time frame. A different down-
time interval could be chosen, and perhaps a shorter interval would prevent 
the delay of further processing operations. 

 

 

Figure 25. Energy efficiency evaluation. This evaluation considers the RPi2 when receiving 
data from 100 sensors. 

Fig. 25 indicates that the LEGIoT power consumption dropped by approxi-
mately 0.5 watts during the pause period. In infrastructures with gateways 
operating continuously, the use of such a mechanism should theoretically have 
a remarkable impact in terms of energy savings. 

5.4 Related Work 

Chen et al. [113] have defined a set of design guidelines with which IoT edge 
gateways are expected to comply. The fulfillment of such requirements aims to 
guarantee full interoperability between the sensor domain and backbone net-
work. In short, the required features are as follows: (i) interoperability, (ii) 
protocol conversion features, (iii) flexible resource-management mechanisms, 
and (iv) scalability. 

Publication III demonstrates through an exhaustive qualitative analysis how 
our IoT edge gateway design satisfies all the aforementioned requirements. 

The scientific literature has described numerous proposals on the design of 
IoT gateways. In the following analysis, we concentrate on reviewing the im-
plementations that show close affinity to our work in terms of both semantic 
interoperability and similar use cases (e.g., smart buildings). 

In [114], the authors propose the design of a gateway that works as proxy be-
tween machine-to-machine (M2M) devices and remote peers (i.e., clients) 
through the Internet. Similar to our implementation, two modules characterize 
the gateway architecture. The northbound interface provides discovery func-
tionality to the mobile clients. These processes are used for detecting all the 
connected end devices and for fetching data from them. The southbound inter-
face exploits REST web services exclusively to ensure functionality of man-
agement and storage for the M2M devices. Although the proposed design is a 
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valid model, its results are limited in terms of application management flexi-
bility. In fact, it is not clear whether the gateway can easily cope with the inte-
gration of new IoT protocols and applications. Finally, the authors claimed a 
strong scalability performance even though an empirical assessment support-
ing that statement was missing. 

In [115], the authors present a smart IoT gateway architecture that features 
many similarities to the LEGIoT. The prototype embeds a software implemen-
tation that allows interoperability requirements to be met both downlink and 
uplink. This is achieved by exploiting a built-in protocol that allows the data 
format of heterogeneous sensors to be translated into a uniform format. Com-
pared to the LEGIoT, the gateway lacks integrated mechanisms with benefits 
in terms of multi-tenancy, isolation, and energy efficiency. Furthermore, in 
this case, the authors claimed high scalability with respect to other solutions, 
although the fulfillment of this requirement has not been empirically demon-
strated. 

A semantic gateway as service is introduced in [116]. The semantic web-
enabled IoT platform performs the protocols’ messaging translation of estab-
lished communication and data standards (e.g., XMPP, CoAP, and MQTT) via 
a multi-protocol proxy architecture. Interoperability and multi-protocol sup-
port are common features of LEGIoTs. It is not clear whether such gateway 
implementation can also ensure multi-tenancy, isolation, and mechanism for 
scaling applications up and down. Moreover, although the authors have re-
leased the gateway software implementation as an open-source offering, its 
potential suitability for being deployed on SBCs has not been specified, nor has 
gateway scalability been demonstrated. 

The Distributed Internet-like Architecture for Things (DIAT) satisfies many 
of the requirements met by LEGIoT, leveraging a layered architecture that en-
sures a high level of abstraction [117]. However, the complex DIAT software 
architecture makes it more comparable to IoT PaaS and IoT middleware solu-
tions. That is, the DIAT’s suitability for low-power IoT edge nodes might be 
questionable. In this regard, an empirical evaluation that fully proves scalabil-
ity for a wide set of hardware platforms is missing. 

Finally, we want to mention the proposal originating from the AGILE project 
[118]. It outlines a microservice-based architecture for IoT edge gateways that 
contains many similarities to our implementation. The design guidelines are 
also fully aligned with those that inspired us to develop our prototype. At the 
time Publication III was written, the gateway had not yet been fully proto-
typed. Considering that the project ends in 2019, the LEGIoT can be consid-
ered a precursor of future AGILE releases. In these terms, one interesting as-
pect is that the project’s researchers plan to test gateway performance through 
the use of the FIT IoT-lab platform, which would potentially permit a direct 
comparison with the LEGIoT in the future. 
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5.5 Summary 

In this chapter, we have introduced the design of LEGIoT: a lightweight edge 
gateway for the Internet of Things.  

We have clearly demonstrated how, through the use of container-
virtualization technologies and dedicated frameworks, it is possible to develop 
gateways satisfy the key requirements of emerging IoT-EC scenarios.  

A comprehensive empirical evaluation, performed via a testbed implementa-
tion, has demonstrated the lightweightness and feasibility of our implementa-
tion for a wide set of IoT ENs. 
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6. Dynamic Service Chains for IoT Sys-
tems 

This chapter describes the implementation of an automated framework for 
managing seamless IoT data processing chains in scenarios where data gener-
ated by IoT devices are partially processed at the edge of the network. The de-
signed framework relies on technologies such as SDN and container-based 
virtualization.  

We thoroughly evaluated our implementation by means of a testbed, with the 
aim of understanding how the framework performs in terms of computational 
overhead, network bandwidth, and energy consumption. In particular, taking 
into account the resource constraints of IoT edge nodes, our empirical assess-
ment shed light on the actual suitability of the framework for low-power 
nodes. 

6.1 Enabling Technologies for the Framework 

The implemented framework relies on the combined use of SDN and con-
tainers. The coupled use of these technologies offers advantages in terms of 
easy programmability, flexibility, and versatility. Such features are closely 
aligned with the increasing performance demands of today’s IoT applications 
and with the key requirements of EC scenarios. 

Software-defined networking allows for the dynamic reconfiguration of rout-
ing, while containers offer application packaging, easy deployment methods, 
and isolation with low overhead. 

In addition to exploring the aforementioned technologies, researchers have 
started focusing on the benefits of newer concepts such as SFC [81] and micro-
services [82]. These approaches move toward improved software manageabil-
ity, implemented through the deployment of tiny stand-alone services. These 
autonomous entities are implemented in such a way that they can interact with 
each other through specific APIs to form a complex application. Splitting a 
complex software architecture into independent components eases both devel-
opment and management tasks, also allowing for dynamic scaling and recon-
figuration [83]. The advantage of using microservices in IoT-EC contexts is 
linked to the fact that certain scenarios might require repeatedly moving ser-
vice’s functionality from edge to cloud—and vice versa—on the basis of specific 
algorithms placement policies, the fulfillment of performance requirements, 
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and other factors. Considering the context of recurring edge-cloud interactions 
take place moving smaller pieces of more complex services is simpler than 
moving the entire application. Clearly, there is a trade-off in terms of further 
orchestration tasks that need to be performed. However, as both Publication 
IV and Publication VI demonstrate, such management operations do not sig-
nificantly overburden the system. 

 A distinguishing feature of our framework is the possibility to customize its 
setup according to the needs of each IoT device connecting to the network and 
to dynamically reconfigure the running chain without disruption and the need 
for redeployment. In contrast to related work, this latter characteristic is en-
sured thanks to the use of pseudo-addresses and the implementation of a 
Docker network plugin. 

In addition, in our prototyping work, we considered a set of devices (both at 
the network edge and in the data center) running a general-purpose OS, such 
as Linux. This setup enabled all the involved entities to execute customized 
software and to exploit SDN and LV software tools. 

6.2 Scenario Characterization 

To provide the reader with a better understanding of certain features of our 
work, we further contextualize a scenario in which the implemented frame-
work can be used. In particular, we consider a specific IoT-EC scenario in 
which a gateway, which features a computational capacity comparable to that 
of SBCs, provides global connectivity to IoT devices connected to a short-range 
network, such as an IEEE 802.15.4, Bluetooth, or IEEE 802.11 network [84]. 
This scenario also takes into account the case of global connectivity provided 
by a cellular connection, where the gateway acts as bridge between two wire-
less networks.  

Chain for IoT data processing at the network edge 
As explained in Chapter III, there is a growing software development trend 

toward splitting complex software architectures into several independent 
components. Additionally, in IoT contexts, the software is often shaped into 
software chains deployed, for example, between IoT devices and the cloud, 
passing through the IoT edge node. Each component performs a specific action 
on the IoT data and forwards them to the next component in the chain for fur-
ther processing. The traffic can be forwarded in both directions.  

In our implementation, a device driver component serves as an interface be-
tween the physical IoT device and the first component of the chain. The device 
driver is specific to the particular IoT end-device and is therefore deployed as 
the cloud counterpart of each physical device. The driver is responsible for 
establishing communication with the IoT device using supported protocols 
and for adapting the data transmission to the protocols used in the next ele-
ment of the chain. 

Fig. 26 depicts examples of possible IoT chain deployments. Separate device 
drivers can communicate with end devices supporting, for example, protocols 
such as CoAP, MQTT, and HTTP, and a wide range of proprietary protocols. 
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The device driver may also execute tasks offloaded by the physical device and 
simplify the device software-upgrading procedures. In order to satisfy the la-
tency requirements of many IoT scenarios and to prevent further delay due to 
the uplink, certain chain components can be placed close to the sensor device. 
In this way, reliability can also increase as the control components are placed 
at the gateway level, preventing a strict dependence on global connectivity. 

 

 

Figure 26. Examples of IoT service chains. 

Our solution aims to split the computation between the network edge char-
acterized by the gateway and the data center. Accounting for the low overhead 
introduced by containers in low-power devices, the idea is to instantiate a dis-
tinct chain for each connected IoT device. Each chain may consist of several 
components running on the gateway in separate containers. We want to enable 
the use of Docker images in the platform without demanding any software 
modification because of the underlying gateway hardware. 

Networking 
In Chapter 3, we highlighted that one significant research challenge was the 

ability to build a framework that allows the customization (insert, remove, or 
reorder components) of a running chain without redeploying it. In our ap-
proach, this goal is achieved by adapting the network configuration to the ap-
plication rather than by readjusting the application according to the platform’s 
network setup. 

Several SDN properties helped make this configuration possible. We can take 
advantage of a centralized controller to establish the correct routing path be-
tween the different components, which were split between the gateway and 
data center. To accomplish this, we used pseudo addresses to denote the pre-
ceding and subsequent components in the chain. For the different compo-
nents, these pseudo addresses were valid exclusively locally as a placeholder 
for either the preceding or the subsequent component. We implemented our 
own mapping mechanism between real IP address and pseudo address. (We 
did not use known methods such as anycasting or service-based addressing.) 
This mechanism has the advantage of configuring a software component to 
communicate with another component without knowing the connected com-
ponent address or otherwise identifying the component type. 

Thus, an application can be configured to post IoT data or send a video 
stream to a pseudo address of 10.0.0.1, which is simply used to indicate the 
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next segment in the chain. Modifying the operating chain implies only chang-
ing where the pseudo address points, without the need for any software recon-
figuration. The SDN controller is the entity responsible for routing the packets 
addressed to the pseudo addresses. Publication IV describes in detail how traf-
fic is forwarded to the subsequent chain component. 

Our solution satisfies the requirement of multi-tenancy at the edge level as 
the IoT gateway can be shared among several tenants. In fact, the SDN con-
troller allows separate networks to be created, enabling isolation between dif-
ferent tenants. These networks are separated from each other both in the data 
center and in the gateway. For example, the gateway may enable connection to 
distinct wireless networks using virtual service set identifiers (SSIDs) in IEEE 
802.11. 

6.3 Implementation 

We verified the concept described above through a prototype implementa-
tion. Our main objective was to verify the feasibility of effectively executing the 
framework on top of IoT ENs characterized by lower computational capabili-
ties. 

Platform 
 

 

Figure 27. Architecture; The service chain is deployed between capillary gateway and data 
center. 

Figure 27 illustrates the designed architecture. The chain is split between the 
edge node (IoT gateway) and remote data center. 

For our experimentation, we used the Ericsson Research Data Center in 
Lund (Sweden), which is located 850 km from the test site (Jorvas, Finland). 
We used an RPi3 as the IoT edge gateway. The IoT devices connected to the 
IoT gateway through a Wi-Fi interface (2.4 GHz 802.11n). 

To enable multi-tenancy, we used hostapd [85]. We generated four SSIDs 
each using a different encryption, so as to allow the devices of four different 
tenants to connect to isolated networks on the gateway. 

Different chain components were executed in Docker containers. We imple-
mented our own Docker network driver plugin for handling the connectivity of 
the containers. The plugin allowed for the creation of a Docker network whose 
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containers were connected to the virtual switch managed by our SDN control-
ler. The plugin created a virtual Ethernet (veth) link for each container con-
nected to the Docker network. One end of the virtual link was placed into the 
container name space, while the other connected to the virtual switch. The 
plugin also registered the different components to the SDN controller. The 
registration tag information included the IP and MAC addresses assigned by 
default to the container, the container’s name and ID, and the switch ID to 
which the container was connected. In this way, the chains could be defined as 
a sequence of container names or IDs. Moreover, based on pseudo addresses, 
the controller used the address information to modify headers and route pack-
ets. Open vSwitch (OvS) [86] was the virtual switch used by both the gateway 
and data center.  

As indicated in Fig. 28, each component of the chain (i.e., each Docker con-
tainer) had one interface connected to the virtual switch. 

 

 

Figure 28. The gateway’s network interfaces setup. 

In the data center, an analogous container environment was installed, and 
the switches running in the gateway and in the datacenter were connected 
through generic routing encapsulation GRE [87] or virtual extensible LAN 
VXLAN [88] tunneling.  With the aim of strengthening network security and 
being NAT traversal, a GRE/VXLAN tunnel was additionally transported with-
in an OpenVPN tunnel. The use of tunneling mechanisms, however, limited 
the maximum transmission unit (MTU) to 1300 bytes. 

We also implemented our OpenFlow [90] controller as a set of modules on 
the POX platform [91], in order to control the entire network. Among the vari-
ous controller features, a REST API allows the order of chain components to 
be defined and is also used for defining pseudo IP addresses The Docker net-
work driver plugin also exploits this API for registration and deregistration of 
containers. 

Application 
We used a video-streaming application as a test case. The gateway locally 

processed the video stream generated by the IoT device, before transmitting it 
to the data center. 
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As previously stated, we were mainly interested in assessing gateway per-
formance. Therefore, the only operation executed in the data center consisted 
of running a simple streaming server to which clients could connect. 
As the IoT device, we used a Raspberry Pi connected to a USB camera. In the 
IoT device, VLC software [92] captured the stream from the camera, encoded 
it to MPEG-4 (800 kb/s bitrate, 15 fps, resolution of 320 x 240 pixels, and no 
audio) and sent it over HTTP. 

The gateway and the IoT device were located within 5 m of each other in an 
office environment and connected to one of the virtual SSIDs. 

The device driver component running in the gateway connected over HTTP 
to the video stream served by the device and forwarded the stream to the 
pseudo IP address directed to the following component in the chain. The other 
components running in the chain performed similar tasks, decoding the 
MPEG-4 stream, processing it through a video filter, and encoding it again 
before retransmitting it. This process was a simple way to ensure the compo-
nents’ interchangeably; unmodified VLC software was used to demonstrate 
that the platform did not need to modify the software applications. In our ex-
periments, we used the following video filters: motion detection, color inver-
sion, contrast and gamma adjustment, and grey-scale conversion. 

Within the chain, components sent the stream over real-time transport pro-
tocol on top of UDP. The device driver was always the first component in the 
chain running in the gateway, as it needed to communicate with the IoT de-
vice, which may have only been reachable from the gateway because of the use 
of NATs. Similarly, the data center always hosted the last component of the 
chain (in this case, the streaming server), as it had to be accessible at a fixed 
address for clients to connect to it. The components between the two ends 
were placed according to available resources. This placement approach was 
crucial due to the limited resources of the edge nodes. 

6.4 Evaluation 

The aim of the empirical assessment was two-fold. First, we wanted to 
demonstrate that our proposed architecture can be partially deployed on low-
power devices such as SBCs. We were specifically interested in evaluating 
gateway scalability, which we achieved by defining the upper bound for the 
number of chain components that can simultaneously run. The other goal was 
to evaluate the performance impact of the different software components used 
to build our framework. This analysis was beneficial in terms of decoupling the 
impacts of the framework’s software environment and the specific use-case 
application on performance. Each test is averaged over 10 runs. 

Platform performance 
Referring to the video-streaming application introduced in the previous sec-

tion, we evaluated the gateway performance when adding an increasing num-
ber of components to the chain. We started monitoring the performance when 
only the device driver was running. A video filter was then added to the chain 
every 10 minutes, according to the configuration illustrated in Fig. 28. 



Dynamic Service Chains for IoT Systems 

81 

Fig. 29 reports the average CPU and RAM utilization, together with the pow-
er consumed by the RPi3 when hosting a growing number of running contain-
ers. 

We can observe that adding a component to the chain produced an almost 
linear increase, approximately 10%, in the CPU usage until the third container 
was added (Fig. 29a). Once the fourth container is allocated, the CPU usage 
increases of an additional 15 percentage point, from 45% to 60%. The same 
increase can be also observed when the fifth container was added to the chain. 
The video-streaming application was the predominant cause of the intensive 
use of resources. In addition, the operations executed within the different con-
tainers had heterogeneous computational costs, which implies that the CPU 
usage increase is function of the processing complexity of every chain block. 
One can also observe that the system employs a relevant portion of CPU re-
sources for the execution of operations in kernel space (which mainly serve to 
manage the use of a USB dongle providing Wi-Fi connectivity).  

We were also interested in analyzing how the power consumption increased 
with the workload. (The RPi3’s power consumption in an idle state was ap-
proximately 1.3 W). When only the device driver was executed, the platform 
consumes 2.12 W, with an increase of 0.82 W (63%) over idle power consump-
tion. 

 
(a)                  (b) 

Figure 29. Overall system CPU usage and related system power consumption (a) and overall 
system memory (RAM) usage (b). 

Consistent with the observations of CPU resource usage, a gradual increase 
of 0.1 W was observed when the first three components were added to the 
chain. We measured further increases of 0.16 W and 0.2W when the next two 
containers were allocated. 

The results of Fig. 29b indicate that the system did not entail intensive RAM 
usage. There was an approximately 6% difference in memory consumption 
between the lighter and heavier workloads. The figure also depended on the 
type of workload being considered; video streaming generally results in a non-
memory-intensive workload.  

The system load analysis, which considered all system I/O operations, 
helped us to further understand how the system performs in its entirety. It is 
important to remember that the system load upper bound strictly depends on 
the number of CPU cores of the system under test. In the case of an RPi3, a 
system load equal to 4 represents the threshold after which system resources 
can be considered fully saturated and performance starts deteriorating. In our 
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evaluation, we measured the maximum and average system load in the last 1 
minute and 5 minutes of the runtime execution. 

The results are aligned with the CPU and RAM evaluations in terms of the 
performance impact generated by the different components (Fig. 30a). It is 
worth highlighting that when five containers were simultaneously part of the 
chain, the average system load nearly reached the upper bound. This result 
suggests that adding a new component to the chain would overload the system, 
resulting in decreased performance. The maximum value, along with the anal-
ysis as a function of time which refers to the case of five containers in execu-
tion (Fig. 30b), already indicate how the system exceeded the upper bound for 
certain time frames. 

 
(a)                  (b) 

Figure 30. Average and maximum system load (1 minute and 5 minutes) (a), and system load 
as a function of time (b). 

The system load analysis provides a better overview of the degree to which 
the overall system challenged the system bounds. 

Software components 
This second part of the performance evaluation aimed to estimate the impact 

of each software component of our architecture. In particular, we wanted to 
understand the extent to which the entire networking setup affected perfor-
mance and to estimate how many resources were employed by the video-
streaming application. The Unix tool pidstat [93] was used for measuring the 
CPU and RAM usage of all the processes responsible for the networking tasks 
(hostapd, OpenVPN, and OvS) and for the video-streaming application VLC. 

Fig. 31a illustrates the CPU usage of the different network components, 
demonstrating how the use of networking tools generate had only a minor im-
pact on system performance; the resource usage barely exceeded 2% for the 
heaviest workload. The networking components slightly increased the usage of 
CPU resources because of the workload complexity. The gradual resource use 
increase observed in OvS was due to the increasing amount of traffic ex-
changed between the containers when a component was added to the chain. 

As expected, the video-streaming application entailed a more intensive use of 
CPU resources (Fig. 31b). Of the different chain components, the driver was by 
far the least resource hungry. This result was expected, as the only tasks per-
formed by the driver component was connecting over HTTP to the video 
stream served by the IoT device, encoding the stream, and then forwarding it 
to the next chain component.  
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(a)                           (b)                        (c) 

Figure 31. The CPU usage of the network components (a), the CPU usage of the containerized 
video-streaming applications (b), and the memory (RAM) usage of both the network compo-
nents and video-streaming applications (c). 

This additional operation was reflected in greater CPU usage. The CPU re-
sources employed by the individual filters ranged from 6% for the inverter and 
grey-scale conversion to 12% for motion detection. 

The RAM memory usage analysis (Fig. 31c) highlights that OvS (and particu-
larly its ovs-vswitchd thread) was the process that generated the highest 
memory usage (approximately 5%). 

6.5 Related Work 

Research activities in the area of SFC have recently gained much attention in 
the research community. Medhat et al. have surveyed a plethora of SFC archi-
tectures [119]. Their work is highly useful for understanding how all these dif-
ferent approaches, which mainly rely on SDN and NFV, are adopted to en-
hance the management and orchestration mechanisms of SFC deployments. 

FlowTags is a framework proposed in [120] that enhances networking man-
agement through middleboxes, and it is particularly suitable in network envi-
ronments featuring highly dynamic traffic characteristics. The framework uses 
a tag-based system for facilitating the integration of such middleboxes in SDN-
based networks. That is, all the transmitted packets are labeled with the con-
text information of each middlebox (e.g., internal cache state and source 
hosts). 

Slick is a high-level language-based framework defined in [121]. This tool is 
designed to program and control a set of NFs. Network functions are placed by 
a centralized controller, while Slick machines enable NF logic in the data 
plane. Finally, Slick manages NF placement according to the traffic character-
istics of the above-mentioned elements. 

OpenNF [122] supports the redeployment of NF applications using a central-
ized control plane architecture. The NF state is shared through dedicated 
mechanisms and the exploitation of a built-in API. This implementation pre-
vents both performance weakness and race conditions. To satisfy this latter 
condition, further mechanisms serve to efficiently enhance traffic forwarding 
among NFs. 

StEERING also dynamically routes traffic through middlebox sequences 
[123]. The framework relies on a centralized configuration and can explicitly 
forward heterogeneous traffic flows through the required middlebox set. Scal-
ing policies are applied at the level of subscribers and applications. StEERING 
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is an SDN-based framework that demonstrates high scalability for a large 
number of subscribers and applications. 

The interest in SFC is also reflected in the high number of initiatives that 
standardization bodies and open-source projects have introduced. The main 
goal of the IETF SFC working group [124] is to overcome the challenges hin-
dering the efficient deployment of SFC in a wide range of networking scenari-
os–including emerging network paradigms such as fog computing and 5G 
[125]. The ETSI has also proposed standardizing an SFC architecture that uses 
network-forwarding graphs to route traffic between virtual NFs (VNFs). The 
SFC ETSI architecture is based on SDN and the ETSI standard for NFV. 

The open-source community provides numerous SFC-oriented tools, includ-
ing OPNFV [126], ONOS [127], and OpenStack [128]. Based on the availability 
of open-source software, the Open Networking Foundation [129] has proposed 
an SDN-based service-chaining framework that uses OpenFlow for steering 
network traffic to the linked service function. 
This literature review has demonstrated that significant interest in this topic 
exists. Most of the proposed solutions share similar requirements but differ in 
terms of the implementation approach. The solution presented in Publication 
IV differs from the aforementioned works, as it relies on the use of pseudo ad-
dresses and a network plugin for Docker. The two features ensure connectivity 
between the chain components and solve, in a different way from related work, 
the problem of reconfiguring service chains without disruption. 

6.6 Summary 

In this chapter, we have described the design of a framework that enables a 
novel way to build service function chains permitting the insertion and remov-
al of components while the chain is running. This approach is particularly 
suitable for constrained IoT scenarios in which the limited computational 
power of the gateway may require dynamically selecting the components prior-
itized to run near the device. By exploiting the flexible characteristics of SDN 
and containers, we have demonstrated how to effectively implement such a 
system, and we have performed an empirical investigation to underscore the 
feasibility of our solution. Our experiments indicate that our approach can also 
ensure efficient deployment on devices characterized by low computational 
resources. Indeed, the overhead generated by the platforms used to deploy our 
solution was minimal when the application faced a workload featuring non-
trivial computational costs and network traffic. 
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7. Resource Management in an Embed-
ded In-Car Platform 

In this chapter, which covers aspects more extensively described in Publica-
tion V, we describe how container technologies can be also exploited in the 
smart vehicle domain. In particular, we demonstrate the benefits of using 
Docker in the deployment of in-car platforms. By means of a proof-of-concept 
deployment, we introduce a viable and effective approach for achieving more 
flexible resource management of the heterogeneous instances running on 
OBUs. Specifically, the platform schedules the execution of different applica-
tions (e.g., data fetched from the CAN bus and infotainment applications) ac-
cording to priority-based decisions and also takes into account the available 
OBU computational resources. 

7.1 In-Car Platform Design and Implementation 

In this section, we present in detail the OBU architecture design, including 
the hardware and software technologies employed for the implementation of 
the prototype. We also emphasize, through the analysis of different examples, 
the resource management benefits introduced by container technologies that 
support the development of versatile and flexible platforms. 

Fig. 32a details the architecture designed for our implementation. The plat-
form was conceived with the aim of meeting two main requirements: (i) fast 
allocation and flexibility in managing different services and (ii) optimized 
management of hardware resources. 

For the deployment of the prototype, we used an RPi3 as the hardware plat-
form. Although we decided to use an RPi3 to represent different SBCs, this 
choice was also driven by the fact that the Raspberry Pi has been already used 
in the vehicular context for projects such as CarBerry [94]. We decided to use 
such a hardware platform as several OBU systems features comparable charac-
teristics [163]. Furthermore, a Raspberry Pi works on top of Linux-based OSs; 
Linux, according to [162], is expected to be the most commonly used OS for 
automotive infotainment systems. 

Another key element of the hardware setup is the OBD-II reader. This device 
can read most of the data generated directly from the vehicle through the use 
of the OBD-II interface [95]. Specifically, the interface fetches two types of 
data through the CAN bus: diagnostic trouble codes (DTCs) and real-time ve-
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hicle data [96]. All the information acquired can be exploited with the aim of 
monitoring the current operating status of a vehicle and possibly identifying 
malfunctions of the vehicle itself. 

 

  
                    (a)   (b) 

Figure 32. OBU platform architecture (a) and detail of the virtualized application with specific 
examples of tag-based services (b). 

The platform entails three main components at the application level (Fig. 
32b): 

(i) A set of services tagged with different levels of priority. 
(ii) An application named OBD, which exploits the implementation of a 

Python library for fetching and handling the data received through 
the OBD interface. 

(iii) An application named Orchestrator, which monitors in real-time 
the hardware resources employed by the system and by each run-
ning application. Moreover, it acts as an application manager and is 
responsible for the allocation of new services. 

Similar to other prototyping work presented earlier in the thesis, all afore-
mentioned applications are packaged within Docker containers and therefore 
run in a virtualized environment. 

The different applications’ priorities are defined as follows: 
• Critical: Applications that run important operations involving the 

underlying system (e.g., maintenance and security services, applica-
tions dedicated to update and restore the firmware, and other opera-
tions). 

• High: Driving assistance applications (e.g., travel information, man-
agement of car’s dash cam, and other applications). 

• Moderate: CRM and VRM monitoring and services applications (e.g., 
tools provided by insurance companies, which offer reduced premi-
ums if vehicle data loggers are installed). 

• Low: Applications including different infotainment services (e.g., 
streaming of multimedia contents and remote gaming). 

In defining the priorities, we referred to the application requirements out-
lined in [42].  

The choice of tagging applications with different priorities also stemmed 
from the fact that the Raspberry Pi has limited computation capabilities. This 
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limitation implies that, under certain conditions, the platform may not be able 
to host a large number of running applications. 

In such circumstances, the orchestrator uses specific allocation policies to 
prioritize to the execution of one application over another. One key task exe-
cuted by the orchestrator is estimating the resources employed by all the run-
ning applications; it completes this task by checking their associated priority 
tags. 

Keeping track of this information becomes crucial when the orchestrator has 
to allocate a new instance. The OBU must consider three factors at once when 
allocating a new service: 

1. Priority of the instances already running 
2. Priority of the incoming instance 
3. Current state of the platform system load 

Similar to the approach outlined Publication III, we used the volume metric 
defined in [80] and the system load for estimating the overall resources used 
by the platform. 

The orchestrator also sets a threshold for the volume. Considering the rela-
tively constrained features of SBCs, the threshold ensures that the platform 
consistently operates in an effective way. The need for setting a volume 
threshold should become clearer in next section. 

When a new application must be allocated, the orchestrator acts according to 
the instantaneous value of the volume and the chosen threshold. If the instan-
taneous volume is below the threshold, the new application is instantiated. 
Otherwise, the discriminating factor becomes its priority. If this priority is 
higher than the priority of running applications, the orchestrator must act in 
such a way to guarantee adequate resources for the execution of the incoming 
application. If there are no available resources and the priority is lower, the 
instantiation request is entirely rejected. 

Application scenarios 
We have already introduced the key role played by the orchestrator in dy-

namically allocating different services in the OBU. The following description 
further clarifies this aspect and also emphasizes the benefits of using of con-
tainer technologies in this context. 

The allocation of an application can take place only when required by the us-
ers or when specific events occur (e.g., an anomaly in the car’s operations). 

To provide an example, we consider the scenario of an anomalous gas emis-
sion detected by the OBD (corresponding to the OBD code P0442). To produce 
a detailed snapshot of the evolution of this anomaly, the system must record 
the anomaly related engine values as soon as the malfunction is detected. In 
practice, the orchestrator instantiates the activation of a container dedicated to 
this purpose, thereby satisfying this requirement. Referring to the aforemen-
tioned scenario, a database is initialized for recording the parameters of the 
car’s evaporative (EVAP) emission system (Fig. 33). 
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Figure 33. Database container activation. 

This example demonstrates that the flexibility offered by containers allows 
the platform to be equipped with further functionality (e.g., backup services) 
in a dynamic way, enabling event-based applications to be run. This flexibility 
can also be used to optimize the performance of the platform itself. 

The following example aims to highlight the advantages introduced by both 
the definition of different application priorities and the orchestrator-based 
service management.  

We suppose that the OBU is hosting two applications characterized by differ-
ent priority levels (e.g., moderate and low). Similar to the previous examples, 
the orchestrator detects a critical status for the vehicle via data received by the 
OBD (e.g., sudden speed drops). 

In accordance with our design, the platform must promptly guarantee the 
execution of a dedicated application to support the vehicle during the critical 
status period. Referring to this particular example, the instantiated operation 
is a video recording from the on-board dash cam. This task takes higher priori-
ty with respect to the already-running instances. 

As explained previously, the orchestrator appropriately manages the sched-
uling of the applications by taking into account the OBU’s available resources. 
That is, if the system load is lower than the threshold, the lower-priority in-
stances are kept running and the application marked as higher priority is also 
allocated (Fig. 34a).  

However, if the system load exceeds the threshold, the lower-priority in-
stances are temporarily paused, making available the resources needed for the 
execution of the application marked as higher priority (Fig. 34b).  

 
(a)                  (b) 

Figure 34. Detection of the car’s anomaly. 
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These application management mechanisms can be exploited through the 
flexibility provided by the Docker API, which allows, for example, running 
containers to be paused (and un-paused). When the containers are paused, no 
hardware resources are employed. Finally, it is worth highlighting that the 
volume can be used in the same way as the system load. 

Before moving to the discussion of the system’s performance evaluation, we 
must first mention that although our proof of concept was deployed on an in-
dividual SBC, our design can be easily ported to a set of distributed OBUs. An 
OBU distributed system is more realistic when considering modern vehicle 
systems, which feature an increasing number of distributed control units as a 
consequence of the growing number of services provided [42]. Furthermore, 
such distributed systems entail the greater computational capabilities needed 
for dealing with situations related to, for example, the management of several 
critical tasks. 

7.2 Performance Evaluation 

The impact of container-based virtualization on SBCs has been broadly dis-
cussed in Chapter 4. However, we only reported the results for the tests in 
which benchmark tools were stressing specific device hardware components. It 
is reasonable to assume that OBUs handle a set of applications that heteroge-
neously burden their hardware. Therefore, we performed a test to estimate the 
overhead generated by Docker when the platform handles demanding hetero-
geneous workloads. 
This assessment was performed using the stress benchmark tool [97], a work-
load generator that can heavily stress the system by allocating a configurable 
amount of CPU, memory I/O, and other I/O operations. We defined four 
workloads of increasing complexity. Table 11 specifies the composition of the 
four workloads. 

Table 11. Workload characterization for the general performance analysis. 

General performance 
Workload description 

Base 
A load average of 1 is imposed on the system by specifying one CPU-bound process. 

Low 
A load average of 2 is imposed on the system by specifying one CPU-bound process, and one 

memory allocator process. 
Average 

A load average of 3 is imposed on the system by specifying one CPU-bound process, one memory 
allocator process, and one disk-bound process (50MB). 

High 
A load average of 4 is imposed on the system by specifying one CPU-bound process, one memory 

allocator process, and one disk-bound process (100MB). 

 
We monitored the average system load over a time period of 400 seconds 

and each test was repeated at least five times. 
Fig. 35 provides the result of this evaluation. For three of the four generated 
workloads (i.e., base, low, and average), the native and Docker performance 
curves overlapped. This outcome confirms the lightweight characteristics of 
container technologies, even when SBCs handle mixed workloads. However, 
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we observed a non-negligible overhead when the RPi3 was stressed by the high 
workload. In this case, Docker reached the system load upper bound earlier. 
The performance difference between the two executions was approximately 
15%. In addition, for both instances, an unstable performance of the system 
was seen once the upper bound was exceeded. Such behavior can be attributed 
to the fact that when the system is overloaded, a certain number of processes 
wait in a queue. Therefore, the CPU needs to schedule the waiting (queued) 
processes only after the running processes have been executed. In such a case 
of an overloaded system, no specific order governs when and which processes 
are queued and then scheduled by the CPU. As a consequence, for both native 
and Docker executions, the system load follows an unpredictable trend that 
may lead to a performance difference, which can in turn disappear. 

The high workload indicates a possible performance inefficiency of contain-
ers. However, it is worth highlighting that this workload was defined to heavily 
challenge the system. In fact, when the benchmark tool imposes memory and 
disk-bound processes on the system, the CPU is also substantially involved in 
further operations. A single OBU is rarely subject to such heavy workloads. 

 

  

Figure 35. General performance. 

Publication V presents a further empirical assessment that aims to evaluate 
the platform’s performance when handling real-world applications. To carry 
out this evaluation, we burdened the system with a set of workloads related to 
the application scenarios described in Section 7.1. 

Table 12. Workload characterization for the platform performance analysis. 

Platform performance 
Workload Description 

Workload 1 
In this scenario, the workload handled by the OBU refers to the scenario in which the 

OBD/Orchestrator container receives data from the OBD-II interface through the CAN bus. The 
received data is forwarded to a database that stores the logs. Additionally, the OBU handles video 

content originating from a USB-camera directly connected to the Raspberry Pi. The video content is 
encoded in MPEG-4 format and made available through the HTTP connection. 

Workload 2 
This workload consists of a combination of the low workload plus an additional video-streaming 

service offering multimedia content. 
Workload 3 

The heaviest workload combines the previous case with the activation of another container that 
interacts with the connected USB camera to record and store (on a microSD card) the transmitted 

video content. 
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Table 12 provides a detailed characterization of the workloads. Each work-
load means increasing stress on the system. For these experiments, we de-
signed the software environment so that the applications OBD and Orchestra-
tor received data from the OBD-II every 10 ms. The OBD-II interface was di-
rectly connected to the Raspberry Pi through the serial port. In this case, each 
test was repeated ten times. 

Fig. 36 shows the results for this performance test. The key point is that the 
system load was lower than the upper bound when the OBU was subject to the 
most complex workload. This result has two implications. First, it demon-
strates the feasibility of our implementation in terms of scalability, and next, it 
indicates that the system load stands far below from the value at which virtual-
ization becomes inefficient. 

 

Figure 36. Platform performance characterization for different workloads. 

Finally, by harnessing the results obtained in the previous assessment, Fig. 
37 illustrates the volume characterization, including the impact of each of its 
components, and compares the volume to the average system load. One can 
note how the two metrics follow the same trend, although they grow at differ-
ent rates.  

Considering both metrics provides a more complete description of the plat-
form performance. The system load is useful for providing an average estima-
tion of how the platform has been loaded in the last few minutes. 

 

 

Figure 37. Volume characterization and a one-minute comparison of volume vs. system load. 

7.3 Related Work 

Customization of the in-car OBU has been the main focus of several studies 
and development projects. For example, Carberry [94] is an electronic that 
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once plugged into a Raspberry Pi and a vehicle, offers several advantageous 
functionality (e.g., media centers, vehicle diagnostics, data logging, fleet man-
agement, tracking, and black boxes). 

The AutoPi project [130] claims to be the first extendable IoT platform for 
cars. It combines the development of a Raspberry Pi-based dongle (AutoPi 
Dongle) and a cloud-based platform (AutoPi Cloud) to make different features 
available to users. Options include tracking and alert systems, remote moni-
toring, remote start, and notifications. 

The combined use of SBC and OBD systems has also been exploited in more 
research-oriented projects. However, such implementations have focused on 
solving very specific problems. 

The main goal of the prototype described in [131] was to develop a system 
able to adapt a vehicle’s window position according to the vehicle speed. In 
this case, the system relies on a Raspberry Pi board that controls the window 
motors and fetches the speed data through the OBD interface. 

By taking advantage of a similar system setup, VISCar provides functionality 
for driving behavior analysis, monitoring, notification, location, gas station 
mapping, with the purpose of monitoring and improving fuel efficiency [132]. 

Our design approach diverges from related work in several ways. First, we 
did not exploit auxiliary hardware (e.g., pluggable shields) to interface the 
OBU with the car or to extend its computational capabilities. We designed and 
implemented the software application environment for OBU units, which can 
work as an all-in-one smart car platform. We demonstrated that the platform 
can efficiently handle coexisting services such as infotainment applications, 
video data delivery, diagnostic functionality, and alert systems.  

The most important factor distinguishing our approach is the use of Docker 
containers for optimizing OBU resource management according to different 
platform requirements. Our container-based approach provides, among others 
benefits, high flexibility in terms of expandability toward novel services and 
features, and simplified software lifecycle management. 

7.4 Summary 

In this chapter, we have described the design of a car OBU platform. The 
prototype was developed on a Raspberry Pi and features a container-based 
architecture for efficiently managing different services, including the treat-
ment of information generated by the CAN bus. We have demonstrated how 
applications are opportunistically scheduled according to specific application 
requirements (e.g., the management of alert processes) and the available re-
sources of the OBU itself. The feasibility of our design has been thoroughly 
demonstrated through an extensive performance evaluation and the imple-
mentation of a proof-of-concept testbed. 
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8. IoT Service Provisioning at the Net-
work Edge 

In this chapter, we focus on the flexibility that container-based virtualization 
can provide in IoT constrained environments in terms of task allocation mech-
anisms. In particular, we introduce and compare two container-based IoT ser-
vice-provisioning frameworks. One is based on a direct interaction between 
two peer devices, while the second exploits a device manager supervising the 
operations between cooperating entities that form a cluster. In the latter case, 
due to increasing interest in moving intelligence toward the network edge, 
management features are executed at the network access point to deliver 
short-latency interactions. Through the implementation of an IoT testbed, we 
performed extensive empirical research that shed light on the feasibility of 
container-based IoT frameworks. 

8.1 Container-Based IoT Service Provisioning Approaches 

Our implementation aims to tackle the challenges introduced in Chapter 3 by 
leveraging Docker-based service provisioning in wireless resource-constrained 
IoT environments. In particular, to evaluate the role of containers as service 
management platforms, we refer to two representative case studies of a wide 
range of IoT scenarios. In the first scenario, the client is capable of directly 
managing the services’ allocation by issuing control instructions to an associ-
ated IoT node. In the second case, the client has very simple characteristics 
and fully relies on a manager node for all service management operations (e.g., 
service allocation and removal and status monitoring). By taking into account 
the aforementioned case studies, we proposed and implemented two comple-
mentary approaches to IoT service provisioning that are fully based on the 
employment of container virtualization: (i) a pair-oriented mode, in which two 
cooperating IoT devices interact as paired entities, and (ii) an edge-managed 
clustering mode, in which a device manager controls the processes between 
the IoT pair devices forming a cluster. As stated already, the two approaches 
use Docker containers to deploy heterogeneous services over IoT devices. One 
assumption is that all nodes belong to the same network administrator; that 
approach enabled us to operate in a “trusted scenario” in which services could 
be safely offloaded to different entities according to specific criteria and node 
status. However, our main findings can be extended to a multi-tenant scenar-
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io, although it is necessary to provide additional mechanisms for security con-
trol and trustworthiness. One additional assumption was that all the nodes are 
under the coverage of the same network access point, which can be represent-
ed by a Wi-Fi access point, an Ethernet switch, or another access point. 

Container-based pair-oriented IoT service provisioning (CPIS) 
In the CPIS approach, all the management operations are established 

through direct interactions between the devices. The control traffic is ex-
changed over SSH, enabling secure transmissions. In our study, we did not 
focus on scheduling algorithms to select the optimal node for executing a par-
ticular task. Rather, we proposed and studied specific procedures to activate a 
service running within containers in heterogeneous IoT environments. 
 

 

Figure 38. Workflow of the CPIS approach for clustered IoT environment. 

In this first approach, containers enable the interaction between the entity 
issuing the task request (i.e., the client) and the node actually executing the 
task (i.e., the server). Fig. 38 outlines the basic interactions between a client 
and a server. The client issues a request for task activation on the server, which 
in turn executes the containerized service by exploiting the local container en-
gine. We use CoAP to be compliant with current IoT standards, in which the 
use of RESTful application interfaces is recommended in a traditional client-
server model [98]. Accordingly, after the successful container activation, the 
CoAP protocol procedures are followed. Once the demanded task is completed, 
the client issues a command to stop the task and remove the container from 
the server device. In this approach, the control operations are delegated to the 
client, which must effectively manage instantiation, monitoring, and removal 
of the instance. Furthermore, the managing operations can be more numerous 
in scenarios where multiple interactions among different nodes are expected. 
For example, this scenario might be seen in one of the following cases: (i) the 
IoT application is split into multiple modules (e.g., different sensing requests), 
(ii) the IoT client provides backup services to guarantee reliability and service 
continuity in the case of node failure, or (iii) the IoT client must scale the run-
ning instances up or down according to the actual workload. In summary, the 
CPIS approach can ensure that management procedures occur through the 
direct interaction between the cooperating nodes, while the client runs all the 
control mechanisms for the service lifecycle. 
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Figure 39. Container-based architecture for a clustered IoT environment. 

Container-based architecture for clustered IoT environment 
(CEMC) 

In an alternative approach, CEMC, a container-oriented orchestration sys-
tem offers several features. In particular, this system (i) facilitates deployment 
and monitoring of IoT services over multiple nodes, (ii) performs regular re-
source monitoring operations and service status checking, and (iii) imple-
ments replication and auto-scaling policies. This approach includes the pres-
ence of two logical nodes: the container-oriented edge manager (CEM) and the 
container-based IoT worker (CIW).  An example scenario is depicted in Fig. 
39, where a CEM controls a collection of nodes which are acting as CIWs. In 
defining this approach, we use the Docker swarm architecture as the reference 
platform [102]. 
 

CEM features. In the described scenario, the access point plays a key role. It 
acts as manager for the clustered devices by providing both network connectiv-
ity and orchestration mechanisms. The assumption of coupling connectivity 
and orchestration in the same entity is based on the fact that network service 
providers can supply advanced management services to their IoT customers by 
leveraging their extensive infrastructure and the growing needs of edge-based 
networks [99]. 

The CEM is responsible for handling several management tasks: 
• Maintaining the cluster state: The CEM keeps an up-to-date record of 

the cluster state, maintaining a snapshot of the resources made avail-
able by each cluster-associated device and of all the services running 
within the cluster itself. In a dense IoT scenario, multiple CEMs can 
be deployed over different access points. This setup guarantees fault-
tolerance features, as the containers’ orchestrator allows the cluster 
state to be distributed among multiple manager nodes. 

• Service scheduling: When a new service is requested, the CEM con-
siders service requirements and available workers' resources in order 
to select the most appropriate nodes to deploy the containerized ap-
plications. 
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• Service monitoring: During the whole application lifecycle, the CEM 
must monitor the container status. This property becomes crucial 
when a nodes failure occurs. In such circumstances, the CEM must 
promptly activate new instances and ensure the fulfillment of the per-
formance requirements. 

• Distributing container-based application images: Docker uses pri-
vate/public registries to store and distribute container images con-
sisting of all the applications’ codes and dependencies. Implementing 
a private registry in the CEM enhances the framework flexibility, as it 
allows trusted images to be shared among the cluster nodes. 

 
CIW features. Container-based IoT workers are devices whose sole purpose 

is to create, start, and stop containers. To run containerized services, these 
nodes require an OS that supports container-based virtualization. As soon as a 
CIW joins the cluster, the CEM exploits orchestration mechanisms and can 
easily deploy containerized applications through the CIW's Docker engine. If 
the CIW has no locally available requested container image, then the image 
can be retrieved through either a public (e.g., Docker Hub) or private registry 
running on the CEM. Moreover, CIWs can be exploited as gateway or proxy 
nodes for extremely resource-constrained devices, which do not yet support 
virtualization. Fig. 40 depicts an ideal CEMC workflow. Whenever the CEM 
receives a service request, it schedules the application allocation after identify-
ing the most suitable CIW in the cluster to host the service. Once the container 
is in execution in the CIW, the client can send CoAP requests to the (container-
ized) CoAP server running on the CIW. The CIW performs the requested tasks 
and subsequently provides the task response through a CoAP instance. 

 

 

Figure 40. A CEMC workflow for a clustered IoT environment. 

The role of container orchestration 
The description of the CEMC approach clarifies the crucial role of container 

orchestration tools. In data center environments in particular, container or-
chestration systems represent the key entity for enabling easy deployment and 
management of multiple containerized applications across a number of physi-
cal or virtual hosts [100]. Kubernetes [101], Docker Swarm [102], and Apache 
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Mesos [103] are among the plethora of available orchestration tools. In our 
implementation, we used Docker Swarm because this tool natively integrated 
with Docker distributions. Docker Swarm leverages the management features 
provided by the SwarmKit for generating clusters of running Docker engines. 
Docker Swarm defines two distinct logical entities: the manager node and the 
worker node. The manager executes all the requested orchestration functional-
ity and instructs instances called “tasks.” The worker nodes receive and exe-
cute tasks issued by the manager. The current state of assigned tasks is regu-
larly reported to the manager node, allowing this node to constantly check the 
cluster state. In addition, each node in the cluster enforces TLS mutual au-
thentication and encryption to secure its interactions with other nodes. Several 
swarm management procedures (e.g., adding and removing nodes or manag-
ing service orchestration) can be implemented through the use of the standard 
Docker API or any tool able to interact with the Docker engine. 

8.2 Performance Evaluation 

The main goal of the empirical assessment discussed in Publication VI was 
assessing the performance of the proposed mechanisms of IoT container-
based service provisioning. In particular, we wanted to understand whether 
the expected benefits in terms of management and operational features would 
remain valid in resource-constrained IoT environments. That is, we focused on 
the performance analysis of the centralized CEMC management approach with 
respect to the straightforward interactions envisaged by the CPIS approach. 

Another relevant aspect under investigation was the performance impact due 
to the use of different network interfaces—in other words, the impact not only 
when devices are connected through an Ethernet interface, but also in cases of 
wireless connection. 

8.2.1 Testbed Scenario 

We use the RPi3 board as representative of the broad family of IoT smart de-
vices and appliances. In our testbed setup, an additional RPi3 acted as a CEM 
when we followed the CEMC approach; it provided all the requested edge 
management functionality. These tasks could easily be performed by a more 
powerful workstation. However, we employed the RPi3 since its processing 
capabilities are comparable to the resources of a generic network access point. 
With this choice, we aimed to demonstrate that even low-power devices can 
efficiently manage orchestration tasks at the network edge. When evaluating 
the CPIS approach, we relied on two cooperating devices interconnected 
through the same 100 Mbps Ethernet switch in the wired case; they connected 
through an ad-hoc Wi-Fi LAN (WLAN) in the wireless case. With the CEMC 
approach, both the CEM and CIWs were connected through a 100 Mbps 
Ethernet switch. For the wireless configuration, an ad hoc network was man-
aged by the CEM and provided connectivity to the devices belonging to the 
cluster. 
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The executed services were implemented in Python. This programming lan-
guage has the advantage of being widely supported by the Raspberry Pi. More-
over, it provides a set of libraries for easily exploiting hardware interfaces re-
quired by sensors, including the serial peripheral interface bus (SPI), inter-
integrated circuit bus (I2C), and GPIO pins. We used the Python-based 
txThings framework [104] for executing CoAP-oriented instances. 

Fig. 41 depicts the testbed setup used to investigate the performance of the 
CEMC approach in the wireless configuration. 

 

Figure 41. Testbed environment for the CEMC approach in the wireless configuration. 

8.2.2 Experimental Results 

We considered the execution of a wide set of IoT applications both for com-
paring the CPIS and CEMC approaches and for further demonstrating that 
container-based virtualization entails negligible overhead with respect to na-
tive service execution. Before discussing the outcomes of the empirical analy-
sis, we report the power consumption of the RPi3 when in an idle state for 
both the Ethernet and Wireless configurations (see Table 13). This value can 
be used as a comparison factor with respect to the power consumption meas-
ured during the execution of a specific task. It is also worth mentioning that 
each test is repeated ten times and all the results are shown with a 95% confi-
dence interval. 

Table 13. Power consumption of the RPi3 in an idle state. 

Network Configuration Idle Power Consumption 
Ethernet 1.323 W 
Wireless 1.449 W 

Computation Tasks 
Offloading demanding computation tasks is an often-recurring task carried 

out by IoT devices. To evaluate this use case, we considered generic-purpose 
applications characterized by different levels of computational complexity. The 
results can be easily generalized to numerous more complex scenarios based 
on the services’ requirements. To this purpose, we implemented a CoAP server 
exposing resources to execute three different functions: (i) Average, which 
computes the average of a set of numbers provided as input, with complexity 
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equal to O (n); (ii) MergeSort, which orders the list of numbers provided as 
input, with complexity equal to O (n*log n); and (iii) BubbleSort, which orders 
the list of numbers provided as input, with complexity equal to O (n2). 

We measured the response times for both native and container-based execu-
tion by considering the elapsed time interval from the moment the CoAP client 
transmitted a CoAP PUT request to the moment it retrieved the CoAP re-
sponse. Fig. 42 illustrates the response time for the three tasks when varying 
the array input size (i.e., 1,000 and 2,000 integer numbers). We observed that 
an increase in the input size produced a longer response time. Furthermore, 
the wireless setup entailed a longer response time than the wired setup. 

 

Figure 42. Response times of computation tasks for different input sizes, comparing the native 
case to the Docker containerized services, in both Ethernet and WLAN configurations. 

We also analyzed how the CPU utilization varied for the different tasks. Fig. 
43a reports the average CPU utilization for the CEM, which performs orches-
tration features in the CEMC mode. Fig. 43b compares the average CPU usage 
for the device hosting the CoAP server in both CPIS and CEMC mode. Even 
though the CEM performs background management operations (e.g., periodi-
cally monitoring the status of the container running the CoAP server), the re-
sources employed for both approaches were comparable. 

 

Figure 43. Average CPU utilization (a) of the CEM, and (b) of the device hosting the CoAP 
server for different computation tasks. 

Fig. 44 depicts the instantaneous CPU usage of the device hosting the CoAP 
server over a 60-second interval during the execution of the most complex 
workload. This time interval included the following: (i) activation of the con-
tainerized CoAP server, (ii) processing of the computation task operation is-
sued by the client, and (iii) removal of the container. In the CPIS mode, the 
client sends the request to instantiate the CoAP server to the cooperating de-
vice. In the CEMC mode, the CEM is the entity issuing the command to initial-
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ize the CoAP server to the CIW.  We observed a similar tendency for both ap-
proaches, with noticeable peaks during activation and removal of the container 
and during task execution. This result provides a similar perspective than that 
found in the previous analysis; it highlights the low impact of the additional 
CEMC management features in terms of CPU usage. 

 

Figure 44. Comparison of the CPU utilization of the device hosting the CoAP server between 
the CPIS and CEMC modes. 

Fig. 45a provides insight into the average power consumed by the CEM node, 
which performs orchestration management features in the CEMC approach. 
As expected, there is no link between the type of task issued and consumed 
power. However, the wireless environment produced a consumption increase 
of approximately 8% as compared to the wired environment. Fig. 45b reports 
the average power consumed on average by the device running the CoAP serv-
er for both the CPIS and CEMC approaches. The result provides three main 
insights: (i) the power consumption increased slightly with the higher com-
plexity of the algorithms, (ii) the wireless configuration resulted in greater 
power consumption than the wired configuration, and (iii) the power con-
sumption was similar in both modes. 

 

Figure 45. Power consumption (a) of the CEM and (b) of the device hosting the CoAP server for 
different computation tasks. 

Finally, in order to analyze the cost due to the additional management opera-
tions of the CEMC approach, we evaluated the activation time for the container 
running the CoAP server. 
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Figure 46. Activation times of Docker-based containers for different configurations. 

In detail, in the CEMC mode we considered three different network setups: 
(i) Ethernet: The CEM and CIWs were connected through a switch–

this setup was the default wired configuration for the CEMC tests. 
The network configuration was designed so that the switch did not 
receive any extra traffic from outside from of the test environment. 

(ii) WLAN: The CEM created the wireless ad-hoc network, and the 
CIWs connected to it. 

(iii) Ethernet No-Switch: A point-to-point Ethernet connection was 
used to connect the CEM to a single CIW. 

The evaluation of the third setup allowed evaluating the effects of network 
delays, compared to the default network configuration previously used. The 
results provided in Fig. 46 confirm that orchestration mechanisms introduce a 
further delay in terms of activation times. 

In the CEMC approach, the Ethernet No-Switch setup allowed for a faster 
activation of the CoAP server compared than in the WLAN case. The Ethernet 
configuration resulted in by far the highest activation times. The additional 
delay occurred because that communication needed to take place through the 
Ethernet switch. The impact of the switch was tangible, as the activation time 
was nearly double that seen in the Ethernet No-Switch case. This result can be 
explained by the fact that during the service instantiation phase, the swarm 
manager and worker nodes need to interact multiple times (e.g., the swarm 
instructs a worker to run a task, and the worker node connects to the swarm 
manager dispatcher to verify the assigned tasks). Such interactions caused a 
further delay when all these instructions need to be forwarded through a net-
work switch. Moreover, in our testbed, we used an unmanaged switch, a cost-
effective solution for only basic layer 2 switching and connectivity. Fully man-
aged L2 and L3 switches could be reasonably expected to substantially reduce 
such delays. 

This empirical evaluation provided useful guidelines regarding which con-
tainer-based management framework to adopt. The CPIS framework guaran-
tees shorter delays, a useful characteristic for delay-sensitive applications. On 
the other hand, the CEMC framework generated a negligible increase in re-
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source consumption. This approach can better cope with resource-constrained 
environments and IoT applications that are highly integrated. 

8.3 Related Work 

As stated in Chapter 3, the related literature has proposed several solutions 
in which tiny VMs are exploited in resource-constrained WSNs. In most cases, 
such virtualized environments exploit Java and Python execution environ-
ments to allow the programmability of sensor nodes and code mobility.  

For example, Alessandrelli et al. have proposed the T-Res framework [133]. 
The main feature of this framework is the support for in-network processing 
within a WSN. Specifically, T-Res leverages the use of Contiki OS and light-
weight Python-based VMs. IoT applications are abstracted to the execution of 
specific tasks, which are deployed on embedded devices. Each task relies on 
the composition of four sub-resources (i.e., input source, output destination, 
processing function, and a final output value). Each IoT application is there-
fore deployed by setting up such sub-resources so that produced data is moved 
between different devices and processed by the devices themselves within the 
network. 

Maté is a lightweight bytecode interpreter executed on TinyOS [134]. It con-
sists of a single NesC-based module that bundles other system components 
(e.g., sensors, the network stack, and non-volatile storage). Maté embeds a 
virtual stack architecture and a collection of user-definable instructions. This 
structure implies that the extension of TinyOS-based services fully relies on 
VMs. That is, users leverage a VM-based framework for dynamically compos-
ing new VM variants (i.e. new services). The virtual architecture hides the 
complex management operations that lie behind TinyOS. 

Utilizing this architectural concept, certain low-resource Java VMs have 
been proposed with the main aim of providing high-level resource abstraction 
for low-power embedded and networked systems [135, 136, 137]. 

All the aforementioned solutions exhibit a high dependency on the underly-
ing virtualization environment. This aspect, along with the substantial de-
pendence on the programming language, can pose significant limits in terms of 
application development flexibility. 

The work described in Chapter 8 explains that container-based service provi-
sioning does not result in strict dependence on a specific technology, pro-
gramming language, or application domain. The concept is “develop once, de-
ploy everywhere,” which introduces a high level of flexibility. 

Although the possibility of exploiting nodes' resources through Docker con-
tainers has already been investigated in [138], our work provides an exhaustive 
analysis of container-based service provisioning methods from the perspective 
of not only computation and storage but also sensing and actuation capabili-
ties. Furthermore, we outline a different use for container-oriented manage-
ment frameworks that are typically designed only for cloud data center envi-
ronments [139]. 
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Finally, the idea of placing a resource coordinator among different mobile 
nodes was proposed in [140]. Similar to our architecture, the coordinator han-
dles the application requests according to the available node resources. In 
[141], the authors also propose using a controller for configuring and manag-
ing nearby devices to supply collaborative computational services. In contrast 
to our solution, these last two implementations do not specifically tackle the 
issue associated with the heterogeneity of IoT devices, nor do they contemplate 
the use of IoT virtualized platforms to adequately enable IoT task offloading. 

8.4 Summary 

This chapter has presented the design, implementation, and evaluation of 
container-based solutions for IoT service provisioning. Specifically, we have 
defined two operational frameworks: (i) CPIS, which enables direct interac-
tions between devices, and (ii) CEMC, which exploits the container orchestra-
tion mechanism for introducing complex management functionality at the 
network edge. 

A thorough empirical analysis has proved both approaches’ responsiveness 
in both wireless and wired networks, along with their ability to provide the 
desired abstraction level. Finally, we have demonstrated that the orchestration 
framework introduces negligible resource usage overhead in the case of small 
IoT clusters, while the benefits in terms of manageability and scalability are 
remarkable. 
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9. Conclusions 

This dissertation has presented work on LV as an enabling technology for 
emerging IoT-EC scenarios. We first investigated the concept of EC and identi-
fied its operational context, key benefits, requirements, and technological chal-
lenges stemming from its integration with a wide set of heterogeneous IoT 
scenarios. Then, we shed light on the beneficial impact that emerging LV tech-
nologies (i.e., container-based virtualization) can generate when merged in the 
above-mentioned network architectures. 

To support this view, we presented four case studies, prime representatives 
of a broad range of IoT-EC scenarios, which demonstrated how container 
technologies can lead to the full or partial fulfillment of demanding research 
challenges.   

Designing container-based systems to be exploited in different IoT-EC con-
texts became possible after thoroughly assessing container compliance from 
the performance efficiency perspective. That is, we conducted extensive re-
search with the aim of fully characterizing the efficiency of these technologies 
when executed on top of low-power devices such as SBCs. This approach em-
pirically enabled the usage of these powerful tools in devices that acted as IoT 
edge entities in the analyzed case studies. 

Based on thorough system designs, prototype implementations, and exhaus-
tive empirical investigations, this dissertation has explained how to leverage 
the use of containers for (i) the design of a gateway for IoT-EC scenarios, (ii) 
the deployment of dynamic service chains for IoT systems, (iii) resource man-
agement optimization in embedded in-car platforms, and (iv) IoT service pro-
visioning at the network edge. 

In sum, these studies have deepened our understanding of the feasibility of 
our approach and have provided valuable insight in terms of enhancing the 
future design and development of IoT-EC scenarios. 

The remainder of this chapter summarizes the lessons learned based on the 
experience gained in this research area, but open challenges that still must be 
addressed are also highlighted. These observations provide further insights of 
value for follow-up work in this domain. 
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9.1 Key Insights 

In this section, we outline the key insights deriving from the research inves-
tigation carried out in this thesis. In particular, we emphasize the main bene-
fits of container-based virtualization as regards a wide set of IoT-EC use cases.  

In all the analyzed use cases, a clear advantage of the use of container tech-
nologies was the possibility of avoiding strict dependence on specific technolo-
gies, thereby enabling an easy management of different services. IoT 
edge nodes can be designed in such a way to manage and use different tech-
nologies by exploiting the level of abstraction that containers provide. In addi-
tion, equipping IoT edge nodes with new services becomes straightforward, as 
containerized applications can be easily integrated into the underlying runtime 
environment. Furthermore, all the application configuration tasks are execut-
ed within a single container, without interfering with the rest of the system 
and/or other running containers. This more straightforward application man-
agement is especially useful in avoiding the complex re-programmability oper-
ations and updating processes necessary to preserve the software lifecycle 
management. 

The above description makes clear that application isolation plays a cru-
cial role. In the past, several concerns have been expressed about the level of 
security and isolation guaranteed to applications deployed within Docker con-
tainers [145]. These apprehensions were mainly related to the lack of 
namespace isolation, which made applications potentially more vulnerable. 
However, significant effort was made to cope with such issues and to equip 
Docker with relevant security enhancements [146]. Moreover, the Docker 
community has consistently provided thorough instructions for deploying in-
creasingly secure virtualized ecosystems [147, 148]. As proof of this, Docker 
started to collaborate with the Center for Internet Security to enhance its secu-
rity and isolation features. Such cooperation has led to the release of the Dock-
er Security Benchmark, a tool capable of searching for a wide variety of known 
security issues within virtualized applications [149]. All of these initiatives 
have undoubtedly led to progressive improvement in the level of application 
isolation, thus enabling IoT edge nodes to fulfill of a key requirement. In addi-
tion, in our analysis, we claimed that one valuable requirement for emerging 
IoT-EC scenarios is the ability to make edge platforms sharable among differ-
ent users. In this respect, multi-tenancy can be considered a consequence of 
the isolation capability provided by containers. That is, different tenants can 
exploit a common hardware platform but apply their own policies in terms of, 
for example, application management. 

For all the studied use cases, we had the opportunity to appreciate the signif-
icant flexibility, adaptability, and versatility that container-based virtualization 
provides in terms of resource management. In this respect, a crucial role is 
played by both well-defined and effective APIs and supporting tools such as 
orchestrators. System reliability can also benefit from such mechanisms, as 
they simplify real-time status monitoring of the entire system (e.g., running 
services, potential software failures, and restart and update instances). The 
possibility of exploiting such properties in the design of IoT edge nodes be-
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comes crucial considering the vital role that is entrusted to these entities in 
emerging EC scenarios. 

Resource management is also facilitated by the possibility of the prompt al-
location of virtualized instances. In Publication III, we exhaustively eval-
uate the container activation time when SBUs manage workloads that gradual-
ly become more complex. The work demonstrates that the activation time re-
mained below 2,000 milliseconds in most of the analyzed cases. This result 
demonstrates a valuable feature if we consider the reduced hardware capabili-
ties of SBCs as compared to more powerful devices (e.g., server machines) in 
which the container activation time is in the hundreds of milliseconds. In addi-
tion, the activation time can be further reduced through alternative container-
engine configurations [143] or through the use of more rapid storage support 
options, such as eMMC. 

As further regards aspects related to resource optimization, in all the ana-
lyzed IoT-EC scenarios, we noted multiple advantages deriving from how 
Docker manages the file system. Building upon the experiences of the analyzed 
use cases, IoT edge nodes can benefit from enhanced backup capabilities, 
which may prove particularly useful in certain contexts. For example, if one 
edge node tenant wants to monitor its managed sensors after a trigger or alert 
event, it can launch a database container and start storing the sensed data af-
ter that particular event. The execution of such applications will not interfere 
with any of the already-running instances, circumventing potential storage 
conflicts or inconsistencies. 

The file system management provides several advantages in terms of en-
hanced software lifecycle management for the IoT edge nodes, especially in 
terms of ease of application updating. These advantages are made possi-
ble by the more straightforward process for providing updates to the already-
stored applications' images. Such management flexibility can be particularly 
useful when, for example, it is required to test new functionality of certain ap-
plications and protocols. In this case, a new feature can be evaluated without 
interfering with the stable version of the application itself. In practical terms, 
this process can be accomplished by launching a new application container 
from the stored image and integrating the new functionality into the running 
container. The implemented changes can be committed to a new image with-
out conflicting with the previously stored one. Moreover, the new image is 
built on top of the older one, which optimizes the disk space usage. This mech-
anism allows new applications' functionality to easily be integrated and tested. 
As a consequence, the whole platform can benefit from optimized software 
lifecycle management, since platform upgrades are simple to carry out. 

9.2 Open Issues and Research Challenges 

This thesis has highlighted that container-based virtualization represents a 
promising solution for creating smart virtualized IoT environments and that it 
is a key enabler of the EC paradigm. Nonetheless, we believe that to fully ex-
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ploit its potential, researchers should further investigate the following charac-
teristics. 

First and foremost is the challenge of effectively enabling orchestration 
among IoT edge nodes and cloud infrastructures [8]. In particular, the main 
requirement is linked to the need to embed specific orchestration tools to ef-
fectively deal with the heterogeneous features of processor architectures and 
the storage capacity of IoT edge nodes and cloud services. In addition, one 
should not forget that in scenarios characterized by manifold edge nodes, the 
need of effectively controlling the networking traffic is considerable, in view of 
an optimized orchestration among cloud and edge. Therefore, in view of net-
work infrastructures in which orchestration mechanisms are performed at the 
edge (as discussed in, for example, Publication VI), it becomes crucial to em-
bed lightweight orchestration tools that do not overburden the IoT edge node, 
that seek a fair balance between synchronization and the network load, and 
that can orchestrate different virtualization technologies (e.g., containers, 
VMs, and Unikernels). Finally, another key aspect is the characterization of 
optimized allocation policies for resourceful vertical scaling [164]. That is, 
running services are automatically prioritized and scaled up or down between 
IoT edge nodes and the data center by virtue of specific QoS requirements or 
resource saturation in the IoT edge nodes. 

Similar to orchestration, monitoring frameworks also needs to be light-
weight and scalable. Again, this demanding requirement is linked to the possi-
ble need for executing such tools on edge entities characterized by limited re-
source computation capabilities. Furthermore, another key requirement for 
monitoring frameworks is the capacity of real-time tracking of the resources 
employed by every single virtualized instance [165]. 

An effective implementation of orchestration and monitoring frameworks is 
essential for favorable resource optimization. For example, the combined use 
of these tools can be exploited for the implementation of high-performance 
algorithms and policies aimed at an optimal instance allocation between the 
edge and cloud. 

Mobility is also a relevant aspect. End devices might move with respect to the 
edge entity that is currently providing the service. This mobility might imply a 
multiple redeployment of the service at different locations in order to trans-
parently serve mobile users [6]. Moreover, if the service is specifically associ-
ated with a certain user, the number of transfers and consequent redeploy-
ments may be high. In this respect, destroying and redeploying the service is 
preferable to moving the service together with its running state. The general 
recommendation for cloud-native services is to avoid storing state locally and 
only to use disposable state. However, for specific services requiring a local 
state, it might be necessary to store the current state at a stable external loca-
tion before exiting and to load it again upon restart. Finally, it is crucial to en-
sure that the new edge node in which the service is redeployed owns enough 
available resources to serve the service-requiring device Otherwise, in case of 
over-allocation, the edge platform must provide alternative edge nodes that 
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execute the service or prioritize the execution of services based on QoS poli-
cies. 

By considering cluster-based infrastructure (as in Publication VI), mobility 
can imply a highly time-varying network topology. Such volatility introduces 
strict timing requirements in terms of cluster creation and device association, 
which might complicate the service execution over a short time interval. Fur-
thermore, the end device mobility may necessitate migrating edge manager 
functionality across different edge entities to be as close as possible to the con-
trolled nodes, and consequently, to keep the latency response time short. Fi-
nally, the end devices belonging to the same private or public tenant might be 
deployed under different IoT edge nodes. This scenario indicates the need to 
design a distributed management system composed of multiple synchronized 
edge managers running on different physical entities. 

The support for stateful service provisioning can also be considered an 
open challenge strictly correlated with orchestration and mobility [166]. In 
previous chapters and sections, we discussed that one main benefit derived 
from the use of container virtualization is the ability to quickly attach and de-
tach virtualized services, which favors a prompt scale-up or scale-down capaci-
ty. Furthermore, a container API also allows a service’s execution to be paused 
and un-paused through checkpoint and restore mechanisms. However, con-
sidering possible interactions between multiple edge nodes and the user’s mo-
bility, one should not forget that current LV engines do not fully support appli-
cations’ live migration. Although dedicated frameworks for proactive service 
migration in stateless applications have been proposed [142], a prompt readi-
ness for stateful application migration is desirable to exploit LV benefits in a 
wider set of use cases. That is, it would be particularly effective to directly cou-
ple mechanisms for stateful application migration with existing orchestration 
tools. Doing so would simplify the management of the application migration of 
users moving between different network edge areas. 

In the inspected domain, mobility can highlight further issues linked to se-
curity and privacy concerns when virtualized applications are moved be-
tween the different scenarios’ entities. It becomes crucial to guarantee the ap-
plications’ authenticity and validity by including signing and validation mech-
anisms to discriminate between legitimate and tampered instances [167]. 
Without the support of such methods, additional security risks exist related to 
executing malicious code and consequently infringing upon the security re-
quirements. Therefore, researchers must move forward with the development 
of lightweight and trustworthy security mechanisms that are aligned with the 
strict requirements of IoT scenarios [168] and that do not impair the perfor-
mance of virtualization technologies, thereby preserving their capacity to not 
generate performance overhead. From a privacy point of view, IoT edge nodes 
might be shared among multiple tenants. While tenants’ data needs to be pro-
tected and isolated, edge entities need to embed mechanisms for controlling 
the use of the resources allocated to each tenant (e.g., CPU and memory). Fi-
nally, sharing data between tenants at the edge level without relying on cloud 
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infrastructure requires the definition of further edge-based policies and specif-
ic access control mechanisms. 

In IoT-EC scenarios, data storage also represents a key challenge that re-
quires deeper investigation. Containers are not suitable for storing persistent 
data [169], such as data collected from IoT sensors. Moreover, storing im-
portant data on edge nodes can be risky both because of the volatile nature of 
edge nodes and because of the security risks related to the greater physical 
exposure of the nodes. Therefore, data typically need to be stored in central-
ized nodes and retrieved on demand. This may reduce the feasibility of LV-
based edge computation in data-intensive applications. Moreover, applications 
requiring nodes to access the data of all other nodes (e.g., for distributed ana-
lytics) may be unfeasible to distribute. Automatically optimizing the data stor-
age location of distributed applications is a topic requiring further research. 
On the other hand, many IoT applications use volatile data locally while per-
sistent data can be minimized and stored centrally. 

Finally, we conclude with general remarks about readiness and the per-
spectives of the telecommunication industry with respect to the domain 
investigated in this dissertation. The telecommunication sector is currently 
experiencing a major paradigm shift, moving in the direction of the softwari-
zation of formerly hardware-based network elements (e.g., NFV) [144]. As a 
first step, current NFs are directly mapped to corresponding virtualized ver-
sions implemented as VMs. The fifth generation (5G) will move toward a more 
cloud-native approach in which different NFs are divided into smaller compo-
nents that can be individually deployed and scaled and that can communicate 
with each other using a message bus. Using multi-access EC as a platform, 
virtualized network functions can be placed at the edge of the network, and 
decomposition further encourages the use of LV technologies and the alloca-
tion of individual service components to the edge [8]. From the operator per-
spective, the edge typically means the base station, but virtualization on cus-
tomer premise equipment, such as residential gateways, may extend the edge 
further. The main driver of EC in mobile networks, NFV is a necessity for 
opening the operator network to third-party applications. While operators may 
have difficulties competing with established players in the cloud market, their 
presence close to the user makes them more competitive for edge-dominated 
computation. The adoption of LV technologies in telecommunication networks 
requires a change of mindset in the industry, but technology questions also 
remain regarding the reliability and security required for telecommunication 
networks. In this regard, more regulations may be necessary. Both IoT and EC 
are growing more rapidly than the related standards and regulations. The 
activities carried out by numerous industry partners have led to different in-
terpretations of the same paradigm and to significant technological ramifica-
tions. Without aligned standards and regulations, consolidating heterogeneous 
approaches will be a non-trivial activity, with the high technological heteroge-
neity an additional complicating factor. From the LV perspective, increasing 
effort has recently been made to overcome challenges and to define guidelines 
linked to the deployment of efficient NFV platforms [13]. However, these activ-
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ities cover only a narrow set of the functionality delegated to edge nodes. 
Therefore, we consider greater standardization efforts to be necessary; the goal 
should be to define clear-cut guidelines for the employment of LV in a wider 
range of IoT use cases and contexts. 

9.3 Final Remarks 

One of the most engaging challenges in IoT-EC scenarios is ensuring flexible 
and extensible cross-platform deployment, enabling a common execution en-
vironment across cloud services, edge network entities and, when supported, 
even constrained IoT end devices. This versatility must be ensured by preserv-
ing the main benefit introduced by EC architectures, which is linked to the 
fulfillment of the demanding performance requirements of today’s IoT ser-
vices.  

In this dissertation, we have described how LV can stand out as a promising 
solution to reduce the management complexity of these networks. We have 
investigated the technical aspects that make container virtualization a key en-
abling technology for this research domain. 

Specifically, this work has introduced the design of a set of novel container-
based solutions, which prove the effectiveness and feasibility of the envisaged 
solution. We have leveraged a practical, system-design-oriented approach to 
overcome the architectural limitations and to enhance the features of IoT edge 
nodes in four representative case studies. 

We believe that the studies represent a valuable asset for the entire research 
community to experiment with and to further extend in accordance with the 
new requirements of the evolving EC landscape. 
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