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Symbols and abbreviations

Symbols
G A graph object
−→
G A directed graph object
V Set of nodes of a graph
E Set of undirected edges of a graph
−→
E Set of directed edges
M A set of sampled nodes
x,y Vectors of scalar elements
xi, yi Elements of a vector
x(n), y(n) Scalar variables at iteration n
x(n),y(n) Vector variables at iteration n
R The set of real values
C The set of complex values
N The set of integers
{xi}Ni=1 A dataset of N data points xi
ρ Dual parameter
λ Regularization parameter
σ Model parameter (primal-dual method)
τ Model parameter (primal-dual method)
Lρ(·) The augmented Lagrangian function
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Operators
∈ Set membership operator
\ Difference operator of two sets
× Set product
∪i Union of sets or subgraphs indexed by i
∩i Intersection of sets or subgraphs indexed by i∑
i∈V Sum over the node set V∑
(i,j)∈E Sum over the edge set E

(I + ∂f)−1(·) The proximal operator of a function f
minx∈F {·} The minimum w.r.t. x ∈ F
maxx∈F {·} The maximum w.r.t. x ∈ F
arg minx∈F {·} The minimum w.r.t. x ∈ F
IX (·) The indicator function of the set X
δ(·) The Dirac delta function
d
dt Derivative with respect to variable t

∂

∂t
Partial derivative with respect to variable t

|x| Absolute value of variable x
‖x‖p Lp-norm for vector x
|M| The size of the setM

Abbreviations
nLasso alternating current
lnLasso an object-oriented analog circuit simulator and
ADMM Alternating direction method of multipliers
PDM Primal-dual method
ER Erdos-Renyi model
BA Barabasi-Alber model
SBM Stochastic block model



1 Introduction
This section gives an overview of semi-supervised learning over networks. We state
the goals of the thesis and summarize its structure.

1.1 Problem statement
Semi-supervised learning is a class of machine learning techniques which aim to
generalize from a combination of labelled and unlabelled data. As opposed to
supervised learning which requires a fully labelled training set, semi-supervised
learning can realize additional information by incorporating unlabelled data in the
learning process. This information can often improve the prediction accuracy of
the learned model. Furthermore, labelled data is often expensive to acquire while
unlabelled data may be expenseless to procure.

In this work, we consider transductive semi-supervised learning over complex
network-structured datasets. Such networks (graphs) can be constructed from
pairwise associative data where individual observations are linked by some common
property and their bond is weighed by the strength of their association. When
a graph conforms to a community structure, we further assume the existence of
a grouping (clustering), the members of which we seek to quantify. In general,
finding membership of all data is exhaustive, and only a fraction of the population
can be sampled. Our goal is to reconstruct the missing data points, i.e., to assign
membership to neighbouring observations.

One approach to transductive learning over graphs is to minimize both the
empirical risk and a global smoothness terms known as graph regularizers [1]. The
empirical risk measures deviation of the predicted value from the true values, and its
choice is largely influenced by the type of problem (regression/classification) and data
(smooth/discrete/binary) considered. Regularization is a means to tackle overfitting
and ill-posedness. It serves to balance model complexity and prediction accuracy by
inducing smoothness of the model. This has the benefit of promoting generalization
on unseen data.

Graph regularizers are a special form of regularization defined over a graph
structure [2]. They are formed by the quadratic form of a kernel matrix which is
usually taken to be the adjacency matrix or the Graph Laplacian [32]. The former is
equivalent to regularization over the set of edges of the graph while the latter leads
to Laplacian regularization [4].

Transductive semi-supervised learning over graphs can sometimes be formulated
as a convex optimization problem. We will highlight two cases of the network
lasso [5] to demonstrate the tools of convexity and semi-supervised learning for
network problems. The network lasso is defined as the minimization of the sum of
two cost functions: One defined over the set of nodes and one over the set of edges.
This work is concerned with sparse regularization over the set of edges, for which we
will consider the total variation norm [6]. However, since we will be dealing with
univariate variables, this actually reduces to L2-norm regularization. The nLasso [7]
defines a clustering problem over graphs with an arbitrary (fixed) number of clusters
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and considers the squared-loss over a set of sampled nodes. The lnLasso [8] specializes
for binary clusters by involving the logistic loss. Both the nLasso and lnLasso are
efficiently solved via a range of optimization methods. We highlight the alternating
direction method of multipliers (ADMM) [9], an inexact variant of ADMM [10], and
the primal-dual (PD) approach [11].

1.2 Objectives
The purpose of this work is to highlight convexity in a semi-supervised learning
setting over networks by examining a number of past and recent examples. We hope
to demonstrate the efficiency of the LASSO approach and to present a derivation
of the tools for solving such problems. Our work would not be complete without
experimental evidence for the success of these tools. Numerical examples are given
using both artificially generated and real-world datasets.

1.3 Structure
In Section 2, we define the notion and elements of a graph - the primary form of
data considered herein. We discuss concepts of semi-supervised learning methods
and their extensions to graph structured datasets.

Section 3 is concerned with semi-supervised learning as a convex optimization
problem. It presents the elementary definitions and implications of convexity and
gives a mathematical formulation of the problem setting. The Network Lasso problem
is defined as our principled model and two variants - the nLasso and lnLasso - are
explained.

Section 4 is concerned with the mathematical derivation of algorithms to solve
the nLasso and lnLasso problems. The ADMM is derived for the nLasso for multi-
clustered graphs. For two-clustered graphs, three algorithms are proposed for solving
the lnLasso problem: The ADMM, an inexact variant (inexact ADMM), and the
PDM.

Section 5 details experiments conducted on various data. Two random graph
models, the Barabási-Albert model and the Stochastic Block Model, for the generation
of artificial data are detailed. Experiments are conducted to compare the algorithms
and their convergence. Three state-of-the-art methods, Label Propagation, Belief
Propagation, and Max-flow are also compared to the inexact ADMM for solving
the lnLasso problem. We also report an experiment on real world data in image
segmentation.

Section 6 summarizes the findings of this thesis and proposes some future work
on the topic.
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2 Problem setup
This section defines the basic elements of graph theory. We discuss semi-supervised
learning and its extension to graph-structured data with an emphasis on community
detection.

2.1 Graphs
Network-structured datasets are represented by the mathematical object G(V , E ,W),
which is called the empirical graph (We will use the term graph and network inter-
changeably). The nodes i ∈ V represent individual data points, which could be cities
on a road map, documents in an archive, or pixels in an image. A pair of data points
i, j ∈ V are said to be connected if there is an (undirected) edge, {i, j} ∈ E ⊂ V × V .
By convention the edge set E is non-reflexive, i.e. self-loops are excluded ({i, i} /∈ E).
The directed version of a graph, which we denote −→G (V ,−→E ,W), is realized by adding
direction to edges. This destroys the symmetric property of the undirected edge
set ({i, j} ∈ E =⇒ {j, i} ∈ E) by distinguishing the edge (i, j) ∈ −→E from the edge
(j, i) ∈ −→E . Sometimes edges are associated with weights Wij ∈ C measuring some
degree of similarity between nodes i, j ∈ V. Similarly, the nodes of a network may
also have information associated with them. Citation networks, for example, attach
information of the cited papers, whereas in a geographical network, locations might
list their attractions. In community structured networks, node labels typically encode
membership to some groups. We assign labels yi ∈ N to nodes i ∈ V indicating
membership to one of k groups.

2.2 Semi-supervised learning
The goal of a learning process is to learn a mapping f : X → Y from the data
({xi}i∈V , {yj}j∈M) ⊂ X × Y where xi are predictors of the target values yi. When
the data is complete (M = V) the learning process is a supervised learning problem.
If the labels are unknown (M = ∅) it is an unsupervised learning problem. Between
these extremes of the learning spectrum lies the regime of semi-supervised learning
(M ⊂ V) [12]. It is a hybrid form of learning which combines aspects of both
supervised and unsupervised learning by including both labelled and unlabelled data
in the learning process.

Semi-supervised learning can be further categorized into two broad classes: In-
ductive and transductive [13]. Both classes train a classifier f on datasets of the form
({xi}i∈V , {yj}j∈M) but apply f on different data. Inductive semi-supervised learning
employs f in the classification of future data - data not included in the learning
process. The transductive learning process, on the other hand, is concerned with the
classification (also called "filling in") of the missing training data yi for i ∈ V \M.
Examples of semi-supervised learning procedures include Expectation-Maximization
(EM) [?], Co-training, and Transductive support vector machines (TSVM). A short
account of these methods will elucidate some common paradigms in semi-supervised
learning.
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The Expectation-Maximization (EM) algorithm remains a classical workhorse
for (transductive) semi-supervised learning. It is a probabilistic approach which
iteratively estimates the maximum likelihood parameters of its model. In the E-step
of a typical iteration, the expectation of the complete data likelihood is computed.
Essentially, this means that the initially unlabelled data is relabelled. The dataset
of known and approximated labels is then used in the M-step for re-estimating the
parameters of the model. This alternating sequence makes it possible to utilise
unlabelled data.

Co-training is a type of machine learning algorithm used when the classification
problem has two (uncorrelated) views of the data. In the classification of web pages,
there are two informative ways to approach the classification: First, by the contents
of the web page and second, by the text of the hyperlinks pointing to that web page.
Co-training takes an initial set of labelled data and trains two separate classifiers
for both perspectives. By routinely classifying the unlabelled data and re-training
classifiers until they agree over the dataset, it is hoped to arrive at an informative
predictor or to yield an accurate labelling of the test data. The paper [18] applies
co-training in the problem of classifying web pages which are easy to collect by
sending ’crawlers’ through the World Wide Web but expensive for experts to label.

2.3 Semi-supervised learning over networks
The proliferation of data accommodating network-structure has initiated a search for
learning methods over networks. Their generalized counterparts often fail to take the
underlying network structure into account, or ignore such information completely.
Moreover, modern datasets are usually too large to be labelled by a human expert.
This growth in the size of datasets (Big data) creates a demand for methods that
can handle the learning task in a semi-supervised manner.

Learning problems over networks impose a structure (defined by G) over the data
associated with nodes i ∈ V. In a semi-supervised setting, knowledge of the label
data {yi}i∈M) is restricted to nodes in a sampling set M⊂ V which is usually the
result of a randomly targeted experiment. Acquisition of such data tends to be costly
and time-constrained (|M| � |V|). Furthermore, the experimental procedure may
introduce noise or error into the data:

ȳi = yi + noise, yi ∈ R

in a continuous setting, or, for integer valued labels,

P(ȳi 6= yi) = α, α ∈ (0, 1), yi ∈ [1, · · · , K].

When the labels yi are restricted to K classes, the problem of inferring the
labels for i ∈ V \M from a representative populationM is known as community
detection [19]. Community detection is a form of transductive semi-supervised
learning which seeks to identify the members of the communities Gk constituting
G. The problem can be stated as follows: Given a network G(V , E ,W) and data
{xi}i∈V , {yj}j∈M we should recover the missing labels yi for i ∈ V \M. This scenario
is visualized in Figure 1.
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Figure 1: A graph with three clusters. Nodes in the samplingsetM are coloured
according to their clusters. Nodes with unknown labels are transparent and marked
with a question mark.

Traditional methods for community detection include graph partitioning [21], hier-
archical clustering [24], spectral clustering [32], simulated annealing [26], modularity-
based methods [29], random walks [30], algorithms based on edge centrality [27], [28],
and a number of other techniques based on various heuristics [25], [31], [33]. The
majority of these methods process the graph in an unsupervised manner (|M| = 0)
and work independently of node data associated with the graph. Clustering methods
such as k-means, k-median, and k-center have their derivatives for graphs, but are
used in an unsupervised manner to discover structure in the data.

Semi-supervised learning methods for community detection include the Belief
propagation [22], Label propagation [20] and Max-flow [23] algorithms. We mention
these in particular for their simplicity and standardized use in community detection.
In addition, Section 5 employs them for benchmarking purposes.

Belief propagation (BP) is a message-passing algorithm for inference on graphical
models. It calculates the marginal distribution ψi for the unknown labels (i ∈ V \M)
conditional on the sampled labels (i ∈M). One iteration of the algorithm consists
of calculating message probabilities ψij for edges (i, j) based on neighbourhood
interactions ψik, k ∈ N (i), which are then marginalized. A clamping procedure
’supervises’ the process by fixing the information provided by the sampling set.

Label propagation (LP) is a semi-supervised learning algorithm which can be used
to recover the node labels given a sampling setM of indices whose corresponding
labels are known. Let T ∈ RV×|C| be a probability matrix with entries Tic giving the
probability that node i belongs to cluster c and P ∈ S |V| the transition matrix P
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with message probabilities
Pij = wij∑

(i,k)∈E wik
(1)

given by the weights wik associated with edge (i, k). Then LP can be formalized as
the multiplication T = PT , followed by a clamping procedure Tmc = δ(ym, c) for
nodes m ∈M. Intuitively, the labels will ‘propagate’ through the edges depending
on the magnitude of wij : Large wij permit easy transition, while small wij seemingly
’confine’ the labels.

Lastly, the Max-flow problem is considered in optimization theory as finding
a maximum flow through a single-source, single-sink flow network G(V , E ,W ). It
is equivalent to finding the minimum cut set ∂E of a two-cluster graph structure.
Various algorithms for the maximum flow problem have been proposed such as the
historical Ford-Fulkerson algorithm [35], the shortest augmenting path algorithm [36],
and the push-relable algorithm [37].
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3 Network Lasso Methods
We provide results from convex optimization theory relevant to this thesis. Semi-
supervised learning is formulated as a convex optimization problem leading up to an
introduction of the Network Lasso method.

3.1 Convex optimization problems
Convex optimization is concerned with finding solutions to problems of the form

x̂ ∈ arg min
x∈Rn

{
f(x)

}
(2)

where f is a convex function over x ∈ Rn. Recall that a function is (strictly) convex
if it satisfies the (strict) inequality

f(αx+ (1− α)y) ≤ αf(x) + (1− α)f(y), α ∈ [0, 1]. (3)

It follows the equivalence of critical points and local optima [38]. Furthermore, for
strictly convex functions f , the optimal points are also guaranteed to be unique. As
we will see in Section 4, convex problems are particularly appealing since they admit
efficient computation of their optimal point(s).

Common convex functions in machine learning include the Lp norms, ‖ · ‖p, for
integral p and the logistic loss function. Convex functions can be further combined
(as is done in regularization) as a consequence of the following lemma (See Appendix
A for a proof) which can be extended for n components via induction.

Lemma 3.1. If f and g are convex, then so is f + g.

Convex problems are attributed many convenient properties such as and the
concept of strong duality, about which we will have more to say when deriving our
methods. We will show, next, how to cast a semi-supervised learning problem as a
convex optimization problem.

3.2 Semi-supervised learning as a convex optimization prob-
lem

The objective of semi-supervised learning is to learn a classifier which, given the true
labeling {yi}i∈M for some subset of the data, can assign new labels {ŷj} for new data
points. The classifier should agree with existing labels {yi}i∈M (ŷi = yi for i ∈M)
and be robust enough to generalize labels ŷj for j ∈ V \M. A common means to
achieve this is empirical risk minimization, i.e. optimization of a non-negative loss
function f : X × Y → R measuring variability of the prediction xi and target yi over
an index setM

Ê(x,y) :=
∑
i∈M

f(yi, xi). (4)

In semi-supervised learning label information is restricted to a subsetM of the set
of interest V. To include all nodes under inference in the formulation, additional
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information must be provided to consolidate the known and unknown variables. This
global information is conceived by the structure of the graph, namely by the set of
edges E and weight matrix W .

Let fi : R× R→ R and gjk : R× R→ R and consider the problem

min
x∈R|V|

∑
i∈M

fi(xi, yi) + λ
∑

(j,k)∈E
gjk(xj, xk, wjk)

 . (5)

This defines an optimization which combines localized information via the loss
functions fi and structural information through the regularizers gjk. The functions
gjk can be viewed as a form of network regularization which couples neighbouring
observations via the adjacency matrix. Principled choices for regularization include
the Lp-norms for integral p, most ubiquitously the absolute (p = 1) and Euclidean
norm (p = 2).

In the special case where the functions fi and gjk are convex, (5) becomes convex
by Lemma (3.1).

3.3 Network Lasso
The network lasso introduced by [5] is an extension of the group lasso [39] to problems
where the labels {yi}i∈V are distributed over a network G(V , E ,W ). In this setting,
the pairwise observations {xj, xk} at nodes j and k are associated via the edge
{j, k} ∈ E . For convenience, we define the notion of a graph signal x : V → R which
maps a node i to a local variable xi. For simplicity, we let xi, yi ∈ R be univariate
and take fi : R× R→ R to be some loss function. The Network Lasso problem is
then formulated as

min
x∈R|V|

∑
i∈V

fi(xi, yi) + λ
∑

(j,k)∈E
Wjk|xj − xk| (6)

with the regularization parameter λ ≥ 0 giving a trade-off between the objectives for
V and E . This defines a composite optimization problem over the set of nodes and
edges of the graph. In particular, the functions fi are local measures of nodes i ∈ V ,
whereas gjk = wjk|xj − xk| give a global measure for (j, k) ∈ E in the sense that they
couple nodes j and k with respect to the edge weights wjk.

The assumption is that the graph signal x should conform with the network
structure imposed by G. To this end, we define the Total variation (TV) norm as

‖x‖E :=
∑
{j,k}∈E

Wjk |xj − xk| , (7)

which is a measure of how much the graph signal x agrees over the network structure
given by E . The L1-norm in (7) encourages sparsity (i.e., most of the arguments
|xj − xk| are zero, which implies xj = xk). Notice, however, that for the univariate
case ‖ · ‖1 = ‖ · ‖2. Small TV is achieved by graph signals that are constant over well
connected regions, whereas large TV implies variation over x. Our goal is to learn a
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classifier that achieves simultaneously small empirical risk (fi for i ∈M) and small
TV over E . Mathematically, we reformulate problem (6) as

x̂ ∈ arg min
x∈R|V|

{∑
i∈M

fi(xi, yi) + λ‖x‖E
}

(8)

where we have incorporated our semi-supervised setting by minimizing the loss
functions fi over the sampling setM only. With convex choices fi, (6) is a convex,
non-smooth optimization problem with regularization parameter λ trading off the
empirical error and total variation of the graph signal.

We will consider two choices for the loss function fi: The squared loss for multi-
cluster graphs G = ∪k∈{1,··· ,K}Ck, and the logistic loss for two-cluster graphs G =
C1 ∪ C2. The former, which we will refer to as the Network Lasso (nLasso) problem,
is concerned with arbitrary labellings of the clusters (yi ∈ R). The latter is called the
Logistic Network Lasso (lnLasso) problem [8] and considers the labels yi ∈ {−1, 1}.
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4 Proximal Algorithms for Network Lasso
We present an implementation of the Alternating direction method of multipliers to
solve the nLasso and lnLasso problems. An inexact variant of the ADMM is also
given for the lnLasso problem, as well as a primal-dual implementation.

4.1 Network Lasso via ADMM
Defining the functions fi in (8) as the squared loss fi = (xi − yi)2 yields the nLasso
problem

x̂ ∈ arg min
x∈RV

{∑
i∈M

(xi − yi)2 + λ‖x‖E
}
. (9)

Despite convexity, direct optimization of (9) is difficult. A common trick in opti-
mization theory is to introduce local copies of optimization variables xi in order
to reduce problem complexity. It will be convenient to define auxiliary variables
zjk, zkj for {j, k} ∈ E as copies of xj, xk in (9). With this convention, problem (9) is
reformulated as

x̂ ∈ arg min
x∈RV

{∑
i∈M

(xi − yi)2 + λ‖z‖E
}

s.t xj = zjk, for (j, k) ∈ E
(10)

where we define
‖z‖E :=

∑
{j,k}∈E

|zjk − zjk|. (11)

The reformulation (10) splits the two parts of the problem (minimization of the
empirical risk and minimization of TV) in their variables which remain coupled
through the equality constraints. The purpose of this is to ‘isolate’ the functions and
minimize them independently of each other. One widely used optimization method
to achieve this is the Alternating direction method of multiplies(ADMM). Before
going into depth, let us consider the general constrained optimization problem

arg min
x∈R

{f(x)}

s.t ci(x) = 0, for i ∈ I.

for constraints for some index set I. Its augmented Lagrangian is defined to be

Lρn(x, u) = f(x) + ρn
2
∑
i∈I

ci(x)2 −
∑
i∈I

uici(x) (12)

which is a sum of the initial optimization function, a sum of squared constraints
multiplied by a penalty term ρn > 0, and an augmentation: A sum of constraints
weighted by an estimate of the Lagrange multipliers ui for i ∈ I. The augmented



19

Lagrangian method (or method of multipliers) solves the problem of minimizing f(x)
by iterating (over n) according to the updates

x(n+1) ∈ arg min
x∈RV

{Lρn(x, u)} (13)

u
(n+1)
i ← u

(n)
i − ρ(n)ci(x(n+1)), ∀i ∈ I (14)

This yields an increasingly accurate estimate of the Lagrange multipliers ui and
therefore of the underlying optimization function f(x).

Now consider the (unconstrained) optimization problem of two separable functions

arg min
x∈RV

{f(x) + g(x)} . (15)

This is equivalent to the constrained optimization problem

arg min
x∈RV

{f(x) + g(z)}

s.t xi = zi, for i ∈ I.
(16)

The augmented Lagrangian of (16) is

Lρn(x, z, u) = f(x) + g(z) + ρn
2
∑
i∈I

(xi − zi)2 −
∑
i∈I

ui(xi − zi). (17)

which updates according to

x(n+1) = arg min
x∈RV

Lρn(x, z(n), u(n)) (18)

z(n+1) = arg min
z∈RE

Lρn(x(n+1), z, u(n)) (19)

u(n+1) = u(n) + ρn(x(n+1) − z(n+1)). (20)

The development leading up to the updates (18) and (19) warrants some explana-
tion. Introduction of the constraints xi = zi has reduced the problem of minimizing
f(x)+g(x) into two parts: Minimization of f(x) over x and minimization of g(z) over
z. The subproblems tend to be simpler if not trivial to solve, while their combination
might well be intractable.

With these new tools at our disposal, let us again turn our attention to the nLasso
problem (10). Casting the augmented Lagrangian of (10), we have that

Lp(x, z, u) :=
∑
i∈M

fi(xi, yi) + λ‖z‖E

+ ρ

2
∑

(j,k)∈E
(xj − zjk)2 −

∑
(j,k)∈E

ujk(xj − zjk)
(21)
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with Lagrange multipliers uij for edges (i, j) ∈ E and constant penalty term ρ > 0
for the augmentation. Introducing the ADMM updates gives the following iteration:

x(n+1) := arg min
x∈RV

Lρ(x, z(n),u(n)) (22)

z(n+1) := arg min
z∈R|E|

Lρ(x(n+1), z,u(n)) (23)

u(n+1) := u(n) + x(n+1) − z(n+1). (24)

(The absence of ρ in (24) will be explained later).
In principle the updates (22), (23), and (24) give a complete formulation of the

ADMM algorithm for problem (9). One iteration amounts to optimization of the
Lagrangian Lρ over x with fixed z(n) and u(n) followed by a second optimization
w.r.t. z fixing x(n+1) and u(n). Lastly, the multipliers u are refined according to (24)
with the newly updated parameters x(n+1) and z(n+1).

The sequel presents a rigorous derivation of the updates (22) and (23), leading
up to a complete formulation of the ADMM algorithm for solving (9).

We start with the x-update (22). To this end, notice how the empirical error
involves only nodes in the sampling set. For notational convenience we will make us
of the indicator function

IM(i) =

1, if i ∈M
0, otherwise.

(25)

Factoring out terms in (22) not involving x,

x̂ ∈ arg min
x∈RV

Lρ(x, z(n),u(n))

= arg min
x∈RV

{ ∑
i∈M

(xi − yi)2 + ρ

2
∑

(i,j)∈−→E

(xi − z(n)
ij )2 − ρ

∑
(i,j)∈−→E

xiu
(n)
ij

}

= arg min
x∈RV

∑
i∈V

IM(i)(xi − yi)2 + ρ
∑

j∈N (i)

(1
2(xi − z(n)

ij )2 − xiu(n)
ij

)
(26)

where the second line introduces an additional factor ρ in the augmentation, absorbing
the remainder (1/ρ) into the multipliers uij (hence the absence of ρ in (24)). The
last form in (26) suggests that (22) is separable, i.e., the elements of x can be solved
for independently. We must, however, distinguish between the cases i ∈ M and
i ∈ V \M. For nodes in the sampling set

xi ∈ arg min
x∈R

{
(x− yi)2 + ρ

∑
j∈N (i)

(1
2(x− z(k)

ij )2 − xu(k)
ij

)}
. (27)

Solutions to (27) can be found analytically by solving for the extreme points of the



21

partial derivative

∂

∂xi
Lρ(x, z(k),u(k))

= ∂

∂xi

IM(i)(x− yi)2 + ρ
∑

j∈N (i)

(1
2(x− z(k)

ij )2 − xu(k)
ij

)
= IM(i)

(
2(x− yi)

)
+ ρdix− ρ

∑
j∈N (i)

(z(k)
ij + u

(k)
ij ).

(28)

Setting (28) to zero for i ∈M and solving for x

x
(k+1)
i = 2

2 + ρdi

(
yi + ρ

∑
j∈N (i)

(z(k)
ij − u

(k)
ij )

)
. (29)

In a similar fashion, for i ∈ V \M

x
(k+1)
i = 1

di

∑
j∈N (i)

(z(k)
ij − u

(k)
ij ). (30)

Intuitively, updates for nodes in the sampling set gain additional information
through the known labels yi while signal values for unknown nodes are averaged over
their neighbourhood.

The update for z will be stated without proof as it is more mathematically
involved. Rather than reproduce the development, the interested reader is directed
to [17] for a comprehensive derivation.

z
(k+1)
ij = θ(x(k+1)

i + u
(k)
ij ) + (1− θ)(x(k+1)

j + u
(k)
ji )

z
(k+1)
ji = (1− θ)(xk+1

i + u
(k)
ij ) + θ(x(k+1)

j + u
(k)
ji ),

(31)

with

θ = max
1

2 , 1−
λWij

ρ|x(k+1)
i + u

(k)
ij − x

(k+1)
j − u(k)

ji |

 . (32)

The algorithm for solving problem (9) via ADMM is summarized in Algorithm
(1).

4.2 Logistic Network Lasso via ADMM
The Logistic network lasso over two-cluster network structures is Problem (8) with
the substitution fi = `(xi, yi) where the logistic loss function is defined to be

`(xi, yi) = log(1 + e−yixi). (33)

This yields the lnLasso problem

x̂ ∈ arg min
x∈RV

{
1
|M|

∑
i∈M

`(xi, yi) + λ‖x‖E
}

(34)
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Algorithm 1 Network Lasso via ADMM
Input: G,M, {yi}i∈M, λ, ρ
Initialize: n = 0, x(0) = 0, z(0) = 0, u(0) = 0

repeat
for i ∈M do

x
(n+1)
i = 2

2+ρdi

(
yi + ρ

∑
j∈N (i)(z

(n)
ij − u

(n)
ij )

)
end for
for i ∈ V \M do

x
(n+1)
i = 1

di

∑
j∈N (i)(z

(n)
ij − u

(n)
ij )

end for
for (i, j) ∈ E do

θ := max
{

1
2 , 1−

λWij

ρ|x(n+1)
i +u(n)

ij −x
(n+1)
j −u(n)

ji |

}

z
(n+1)
ij := θ(x(n+1)

i + u
(n)
ij ) + (1− θ)(x(n+1)

j + u
(n)
ji )

u
(n+1)
ij := u

(n)
ij + (x(n+1)

i − z(n+1)
ij )

end for
n := n+ 1

until convergence
Output: classifier x̂i := x

(n)
i for i ∈ V
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where now the graph signal x is interpreted as the log odds ratio

xi = log
(
P (yi = 1)
P (yi = −1)

)
. (35)

Instead of basing inference directly on the labels, we now consider the probability of
class membership P (yi = k), where k ∈ [−1, 1] is a binary class label.

Similar to the nLasso, (34), we can separate the parts of the problem by intro-
ducing auxiliary variables zjk, zkj for {j, k} ∈ E

x̂ ∈ arg min
x∈RV

{
1
|M|

∑
i∈M

`(xi, yi) + λ‖z‖E
}

s.t xj = zjk, for (j, k) ∈ E
(36)

Following the development of the previous section, we formulate the Lagrangian of
(36)

Lρ(x, z,u) = 1
|M|

∑
i∈M

`(xi, yi) + λ‖z‖E

+ ρ

2
∑

(i,j)∈E
(xi − zij)2 −

∑
(i,j)∈E

uij(xi − zij).
(37)

This is similar to (21), with the replacement of the squared loss with the logistic loss.
In fact, the updates for z and u solve for the previously derived equations (23) and
(24) respectively. The difference lies in the x-update

x(k+1) ∈ arg min
x∈RV

Lρ(x, z(k),u(k))

∈ arg min
x∈RV

{ 1
|M|

∑
i∈M

`(xi, yi)

+ ρ

2
∑

(i,j)∈E
(xi − zij)2 −

∑
(i,j)∈E

uij(xi − zij)
}
.

(38)

The logistic loss function in (38) precludes a closed-form solution for xi for nodes
i ∈M. It is possible, however, to solve for critical points of (38) numerically, as the
function is convex and smooth. What is more, (38) decouples into scalar updates, the
solutions of which are efficiently estimated using second-order optimization methods.

Among the simplest second-order methods enjoying superlinear convergence is
the ubiquitous Newton-Rhapson method - a root-finding algorithm derived from
the second-order Taylor series approximation [40]. It is described by the fixed point
iteration

x(n+1) = x(n) − h(x(n))
h′(x(n)) (39)

which solves for roots of the function h(x). As we are interested in finding extreme
points (minimas) of (38), we should solve for zero points of the derivative via the
fixed-point iteration

x
(n+1)
i = x

(n)
i −

f ′i(x(n))
f ′′i (x(n)) (40)
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with first- and second-order derivatives (derived from (38))

f ′i(x) = ∂Lρ(x, z(n),u(n))
∂xi

= ∂

∂xi

{ 1
|M|

log(1 + e−yixi)

+ ρ

2
∑

(i,j)∈E
(xi − z(n)

ij )2 −
∑

(i,j)∈E
u

(n)
ij (xi − zij)

}

= − yi
|M| (1 + eyixi) + ρ

∑
j∈N (i)

(xi − z(n)
ij − u

(n)
ij ),

(41)

f ′′i (x) = ∂2Lρ(x, z(n),u(n))
∂2x

(n)
i

= ∂

∂xi

{
− yi
|M| (1 + eyixi) + ρ

∑
j∈N (i)

xi

}

= eyixi

|M| (1 + eyixi)2 + ρdi.

(42)

For nodes outside the sampling set, the x-update is greatly simplified due to the
absence of the logistic loss. In this case, the update is equivalent to (30) previously
derived for the nLasso. Algorithm (2) summarizes the ADMM procedure with the
Newton-Rhapson subroutine summarized in Algorithm (3).

Solving the nLasso problem yields a graph signal estimate x̂ of log-odds ratios.
Since we already know the labels yi for i ∈ M, our true objective is to extract
estimates ŷi for nodes outside the sampling set (i ∈ V \M). These can be deduced
from the estimated graph signal according to

ŷi =

 1 if x̂i > 0
−1 else.

(43)

4.3 Logistic Network Lasso via inexact ADMM
In deriving the ADMM for the lnLasso we noted that the x-update involving the
logistic loss has no closed-form solution. This was resolved using numerical methods,
which, however, may suffer from numerical over/underflow due to the finite precision
of machines; to wit, the operation 1 + exp(−yixi) causes problems if |xi| grows even
remotely large. Furthermore, computation of the derivative functions (41) and (42)
is slow.

An alternative form to the (exact) ADMM is proposed in [10], where an approxi-
mate formulation is given which permits for either or both of the x and z-updates
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Algorithm 2 lnLasso via ADMM
Input: G,M, {yi}i∈M, λ, ρ, ε

Initialize: n = 0, x(0)
i = 0, z(0)

ij = 0, u(0)
ij = 0

repeat
for i ∈M do

x
(n+1)
i = Newton-Rhapson(G, x(n)

i , z(n),u(n), yi, ρ, ε)
end for
for i ∈ V \M do

x
(n+1)
i = 1

di

∑
j∈N (i)(z

(n)
ij − u

(n)
ij )

end for
for (i, j) ∈ E do

θ := max
{

1
2 , 1−

λWij

ρ|x(n+1)
i +u(n)

ij −x
(n+1)
j −u(n)

ji |

}

z
(n+1)
ij := θ(x(n+1)

i + u
(n)
ij ) + (1− θ)(x(n+1)

j + u
(n)
ji )

u
(n+1)
ij := u

(n)
ij + (x(n+1)

i − z(n+1)
ij )

end for
n := n+ 1

until convergence
Output: classifier x̂i := x

(n)
i for i ∈ V

Algorithm 3 Newton-Rhapson
Input: G, x(0)

i , z, u, yi, ρ, ε
Initialize: k = 0

repeat

dx = f ′(x(k)
i )

f ′′(x(k)
i )

x
(k+1)
i = x

(k)
i − dx

k := k + 1
until |dx| < ε

Output: x(k)
i
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to be solved inexactly. We focus on deriving an inexact update for the x-update in
algorithm (2), i.e. we wish to optimize the updates (i ∈M)

x
(n+1)
i ∈ arg min

x∈RV

{ 1
|M|

`(x, yi)

+ ρ

2
∑

j∈N (i)
(x− z(n)

ij )2 −
∑

j∈N (i)
u

(n)
ij (x− z(n)

ij )
}
.

(44)

more efficiently. Absorbing the constant 1/ρ into the multipliers uij and completing
the square, (45) can be cast into the more convenient form

xi ∈ arg min
x∈RV

{
`(x, yi) + ρ|M|

2
∑

j∈N (i)
(x− z(n)

ij + u
(n)
ij )2

}
. (45)

The derivative equation of (45) becomes

yi/(ρ|M|di)
1 + exp(yix) + 1

di

∑
j∈N (i)

(z(n)
ij − u

(n)
ij )− x = 0. (46)

Fixed points of (46) satisfy
x0 = Φi(x0) (47)

where the map Φi is defined as

Φi(x) = yi/(ρ|M|di)
1 + exp(yix) + 1

di

∑
j∈N (i)

(z(n)
ij − u

(n)
ij ). (48)

It turns out that Φi is a contraction mapping [44]. A contraction mapping f with
metric d and 0 ≤ q < 1 satisfies the inequality

d(f(x), f(y)) ≤ qd(x, y). (49)

We will show that Φi does indeed satisfy this property. To this end we will make use
of the following lemma (proved in Appendix A).

Lemma 4.1. | 1
1+exp(x) −

1
1+exp(y) | ≤ |x− y|.

By Lemma 4.1 we have that

|Φi(x)− Φi(x̄)| =
∣∣∣∣∣ yi/(ρ|M|di)1 + exp(yix) −

yi/(ρ|M|di)
1 + exp(yix̄)

∣∣∣∣∣
= q

∣∣∣∣∣ 1
1 + exp(yix) + 1

1 + exp(yix̄)

∣∣∣∣∣
≤ q |x− x̄|

(50)

for q = 1/(ρ|M|di), which shows that Φi is a contraction mapping on the condition
that ρ|M|di > 1.
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To prove convergence of the fixed-point iteration (47), we will make use of the
Banach fixed-pointer theorem [44], which we state in the form

|x∗ − x(n)| ≤ q|x∗ − x(n−1)|. (51)

Here |x∗−x(n)| is the difference between the exact solution x∗ and the inexact iterate
x(n) found after applying n times the map Φi. We will choose as the initial iterate
x(0) = li = 1

di

∑
j∈N (i)(z

(n)
ij − u

(n)
ij ). Notice, however, that regardless of x(0) ∈ R, the

mapping Φi satisfies Φi([li + 1, li − 1]) ⊆ [li + 1, li − 1]. That is, x(k) ∈ [li + 1, li − 1]
for k ≥ 1, and in particular |x∗ − x(0)| ≤ 1.

Applying (51) n times and using the inequality |x∗ − x(0)| ≤ 1 we get the bound

|x∗ − x(n)| ≤ qn|x∗ − x(0)|.
≤ qn

(52)

From standard results in operator theory [44] we also have the bound

|x∗ − x(n)| ≤ 1
(k + 1)2 . (53)

Combining (53) and (52) yields a bound on the number of compositions of the
mapping Φi required for convergence.

qn ≥ 1
(k + 1)2

n ≥ 2log(k + 1)
log(ρ|M|di)

(54)

Finally, the x-update for i ∈M is characterized by

x
(n+1)
i = (Φi ◦ · · · ◦ Φi)︸ ︷︷ ︸

d2log(k+1)/log(ρ|M|di)e

 1
di

∑
j∈N (i)

(
z

(n)
ij − u

(n)
ij

) . (55)

The algorithm for solving problem (34) via the inexact ADMM is given in
Algorithm 4.

4.4 Logistic Network Lasso via Primal-Dual
The primal-dual method (PDM) is a popular tool for tackling complex, composite
optimization problems. Their components are often complicated functionals, while
their proximal mappings are easier to deal with. We demonstrate the power of the
soft-thresholding operator in a convex setting by solving the lnLasso (34) via PDM.

The PDM routinely improves a feasible dual solution, stopping when the primal
satisfies complementary slackness. In general, this yields only an approximate
solution, with a deviation depending on the primal-dual gap

p∗ − d∗ ≥ 0 (56)
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Algorithm 4 lnLasso via inexact ADMM
Input: G,M, {yi}i∈M, λ, ρ
Initialize: n = 0, x(0) = 0, z(0) = 0, u(0) = 0

repeat
for i ∈M do

x̃(0) := 1
|N (i)|

∑
j∈N (i)(z

(n)
ij − u

(n)
ij )

k := 0
repeat

x̃(k+1) := Φi(x̃(k))
k := k + 1

until k ≥ d|yi|2 log(2(n+ 1))/log(|M|ρ|N (i)|)e

x
(n+1)
i := x̃(k)

end for
for i ∈ V \M do

x
(n+1)
i := 1

|N (i)|
∑
j∈N (i)(z

(n)
ij − u

(n)
ij )

end for
for (i, j) ∈ E do

θ := max
{

1
2 , 1−

λWij

ρ|x(n+1)
i +u(n)

ij −x
(n+1)
j −u(n)

ji |

}

z
(n+1)
ij := θ(x(n+1)

i + u
(n)
ij ) + (1− θ)(x(n+1)

j + u
(n)
ji )

u
(n+1)
ij := u

(n)
ij + (x(n+1)

i − z(n+1)
ij )

end for
n := n+ 1

until convergence
Output: classifier x̂i := x

(n)
i for i ∈ V
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between the optimal estimates of the primal p∗ and the dual d∗. This inequality
(56) is known as weak duality and is always in effect [41]. For convex optimization
problems, however, the primal-dual gap (56) is zero, a condition known as strong
duality [45]. Strong duality implies that the dual solution d∗ equals the primal
solution p∗. Therefore, either the primal or the dual problem may be solved to yield
an optimum.

We now turn our attention to the primal-dual algorithm. Consider the (primal)
problem

min
x∈Rn
{f(Dx) + g(x)} . (57)

with some matrix D ∈ Rm×n, and its corresponding dual

max
y∈Rm

−(g(−D∗y) + f ∗(y)). (58)

Recall the convex conjugate of a function f(x)

f ∗(y) = sup
x∈R
{〈x,y〉 − f(x)} . (59)

The primal-dual formulation of (57) is

min
x∈Rn

max
y∈Rm
〈Dx,y〉+ g(x)− f ∗(y). (60)

Solutions (x̂, ŷ) ∈ Rn × Rm of (60) are saddle points satisfying

0 ∈ Dx̂− ∂f ∗(ŷ)
0 ∈ D∗ŷ + ∂g(x̂).

where ∂f ∗ and ∂g are the sets of subgradients of functions of f ∗ and g. The PDM
solves for such points by iterating the steps

y(n+1) = proxf∗(y(n) + σDx̄(n))
x(n+1) = proxg(x(n) − τD∗y(n+1))
x̄(n+1) = x(n+1) + θ(x(n+1) − x(n)).

(61)

where the proximal operator is defined to be

proxτf (v) = arg min
x

{
‖x− v‖2

2
2τ + f(x)

}
(62)

and σ, τ > 0 and θ ∈ [0, 1]. This procedure alternates between a dual proximal
step (y) and a primal proximal step (x), followed by an extrapolation of past and
present iterates (x̄) depending on θ. Different choices of θ yield different algorithms.
The case θ = 0, (61) is known as the Arrow-Hurwicz method. We will consider the
case θ = 1, following the development in [11] who show further that if σ, τ satisfy
στ‖D‖2 < 1, then (x(n),y(n))→ (x∗,y∗), i.e. the iteration (61) converges to a saddle
point.
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Next, we derive the PDM for the lnLasso (34). Let

De,i =


Wij e = (i, j)
−Wij e = (j, i)
0 otherwise

(63)

be the incidence matrix D ∈ R|E|×|V| of G, and define

f(Dx) = λ
∑

(i,j)∈E
Wij |zji − zij|

= λ‖Dx‖1

(64)

g(x) = 1
|M|

∑
i∈M

log(1 + e−yixi). (65)

Using Moreau’s identity for monotone operator T [44]

TσA−1(v) = v − σTσ−1T (v
σ

) (66)

we have the relation

(I + σ∂f ∗)−1(v) = v − σ(I + 1
σ
∂f)−1(v

σ
). (67)

Now, taking x̄i(n+1) = 2x(n+1)
i −x(n)

i from the dual step in (61) and ve = y(n)
e +σDix̄(n),

the updates y(n+1)
e for edges e = (i, j) in (61) are simplified to

y(n+1)
e = (I + σ∂f ∗)−1(ve)

= ve − σ(I + 1
σ
∂f)−1(ve

σ
)

= ve − σproxσ−1f (
ve
σ

)

= ve − σ arg min
x∈R

{
λ‖x‖1 + σ

2 ‖x−
ve
σ
‖2

2

}
(68)

Solving the soft-thresholding operator in (68) gives

0 = λsgn(x) + σx− ve

=⇒ x = ve
σ
− λ

σ
sgn(x)

=


ve

σ
− λ

σ
, λ < ve

0, −λ ≤ ve ≤ λ
ve

σ
+ λ

σ
, ve < −λ.

(69)

Lastly, combining (69) and (68) yields

y(n+1) =


λ, λ < ve

ve, −λ ≤ ve ≤ λ

−λ, ve < −λ
= ve − (ve − λ)+ + (−ve − λ)+

(70)
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where (x)+ = max{x, 0}. This concludes the result for the first proximal operator.
The latter, unfortunately, admits no closed form solution for i ∈ M because the
optimization

x
(n+1)
i = (I + τ∂g)−1(u(n+1)

i )
= proxg(u

(n+1)
i )

= arg min
x∈R

{
1
|M|

`(ỹix) + 1
2τ ‖x− u

(n+1)
i ‖2

2

} (71)

involves the logistic loss function `(·). However, it can be approximated in an efficient
manner using numerical schemes (quasi-newton, L-BFGS), owing to the fact that
the optimization of x(n+1) reduces to scalar updates.

For i ∈ V \M the updates are

x
(n+1)
i = (I + τ∂g)−1(u(n+1)

i )
= proxg(u

(n+1)
i )

= arg min
x∈R

{ 1
2τ ‖x− u

(n+1)
i ‖2

2

} (72)

where u(n+1)
i = x

(n)
i − τDT

i y(n+1). This solves for

x
(n+1)
i = u

(n+1)
i

= x
(n)
i − τDT

i y(n+1)
(73)

The algorithm for solving the lnLasso problem (34) via the primal-dual method
is summarized in algorithm (5).
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Algorithm 5 lnLasso via PD
Input: G,M, {yi}i∈M, λ, ρ, ε, τ , σ
Initialize: n = 0, x(0) = 0, y(0) = 0

repeat
v = y(n) + σD(2x(n) − x(n−1))
for e ∈ E do

y(n+1)
e = ve − (ve − λ)+ + (−ve − λ)+

end for
x(n+1) = x(n) − τDTy(n+1)

for i ∈M do
x

(n+1)
i = arg minx∈R 1

|M| l(yix) + 1
τ
(x− x(n+1)

i )2

end for
n := n+ 1

until convergence
Output: (x̂, ŷ) = (x(n),y(n))
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5 Results
This section presents experimental findings for the various algorithms presented in the
previous section. The Network Lasso is applied on multi-cluster Barabási-Albert and
Stochastic Block Model networks. Its logistic variant is applied to binary Stochastic
Block Models in a variety of experimental setups. Lastly, an application of the Logistic
Network Lasso in Foreground/Background segmentation of image data is given.

5.1 Random Graphs
In order to compare the performance of our algorithms in a statistical valid manner,
we present two random graph models for generating artificial data. The first, the
Barabási-Albert (BA) model, is a recurring model for its simplicity and likeness to
real world networks [43]. The BA model uses a preferential attachment mechanism
in which new nodes entering the model are connected to existing nodes with a
probability proportional to the degree di of nodes i ∈ V. Such networks are called
scale-free, since their degre distribution P (d) follows a power law

P (d) ∝ d−α. (74)

The process is as follows: Starting from an initial seed-graph (usually some small
complete graph Km+1), we continuously introduce nodes into the network up to a
maximum N . At each stage the entering node is connected to m existing nodes
according to the (present) distribution P (n)(i) ∝ di. Pseudocode for this procedure
is given in Algorithm (6). An example graph is shown on the right of Figure (2).

Algorithm 6 BA-random graph
Input: N,m
Initialize: G(0) = Km, n = m

P
(n)
V ← U(1, |Km|)

repeat
G(n+1) ← G(n) + vi

U ← sample m nodes uj ∈ G(n+1) w.r.t. P (n)
V

for u in U do
G(n+1) ← G(n+1) + {ni, u}

end for
P

(n+1)
V ← update(P (n)

V )
n = n+ 1

until |G(n)| = N

Output: G(n)

We generate a community structure by generating some K isolated clusters and
by connecting these with any desired number |∂E| of edges. Similar to the entering
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Figure 2: Two graph models and their corresponding degree distributions: The Erdős-
Rényi- (left) and Barabási-Albert model (right). Both realizations are constructed
using 50 nodes and a total of 144 edges. The nodes in the graphs are sized according
to their degree.

nodes the inter-cluster edges (i, j) ∈ ∂E are subject to the preferential attachment
mechanism by preferring connections to nodes with higher degree. This mimics the
community phenomenon, in which hubs are more likely to be connected than outliers
of the community. The process is summarized in Algorithm (7) and an example
graph is given in Figure (3).

The second model we will make use of in our experiments is the Stochastic Block
Model (SBM) [42], a generalization of the famous Erdős-Rényi model. The SBM
starts with a graph of N isolated nodes preassigned to their respective clusters with
group probability qk, then samples edges (i, j) with probability Qyi,yj

, where yi, yj
are the labels of nodes i and j. The edge probabilities Q ∈ Sk are conveniently
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Algorithm 7 k-cluster random graph
Input: k,N,m, nedges
Initialize: n = 0, G(0) = G(∅, ∅)

for 1 : k do
G(n+1) ← G(n) +BA_graph(N,m)
n = n+ 1

end for
for 1 : nedges do
C1 ← rand(Ci ∈ G(k))
C2 ← rand(Ci ∈ G(k) \ C1)
u← sample ni ∈ C1 w.r.t. PC1

v ← sample ni ∈ C2 w.r.t. PC2

G(k) ← G(k) + {u, v}
end for

Output: G(k)
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Figure 3: A realization of the k-cluster BA model generated by Algorithm 7. The
clusters contain 100 nodes each and are connected by a total of 40 edges.

parametrized as

Q =


q11 q12 · · · q1k

q21
. . . . . . q2l

... . . . . . . ...
qk1 qk2 · · · qkk



=


c11/N c12/N · · · c1k/N

c21/N
. . . . . . c2l/N

... . . . . . . ...
ck1/N ck2/N · · · ckk/N



(75)

where cii is the expected number of intra-cluster edges in cluster Ci and cij is the
expected number of inter-cluster edges from a node in cluster Ci to cluster Cj The
procedure for generating a graph from an SBM ensemble is summarized in Algorithm
(8). Typical representatives are shown in Figure (4).
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Algorithm 8 Stochastic Block Model
Input: k, q,Q,V
Initialize: G = G(V , ∅)

for vi ∈ V do
Choose random label yi ∈ [1, · · · k] w.r.t.group probabilities q.

end for
for v ∈ V do

for u ∈ V do
G ← G + {v, u} with probability Qyv ,yu .

end for
end for

Output: G
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Figure 4: Binary SBM graphs generated by Algorithm (8). The clusters contain 100
nodes with equal group probabilities q1 = q2 = 0.5, fixed cin = 10 and increasing η:
Top-left η = 1.0, top-right η = 2.0, bottom-left η = 5.0, bottom-right η = 20.0.

5.2 Experiments with Network Lasso
To test Algorithm (1), we apply it in a community detection setting on two artificial
graphs: The BA model (6), and the SBM (8). Using the former we assess the
performance of Network Lasso on multi-cluster graphs whose degree distribution
follows a power law. The latter has become a standard model for assessing graph
algorithms in community detection and serves as a model benchmark.

Our BA network consists of five clusters |Ck| = 50, k = 1, · · · , 5, with m = 3
edges drawn for each node and |∂E| = 0.2 ∗m ∗ |V| inter-cluster connections.

The SBM network |G| = 300| was drawn with group probabilities q1 = 0.3,
q2 = 0.2 and q3 = 0.5. We used a probability matrix with parameters cin = 10 and
cout = 1

Q =

10/300 1/300 1/300
1/300 10/300 1/300
1/300 1/300 10/300

 (76)
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For both models, edge weights were introduced according to the rule

wij =

[10 +N (0, 1)]+, if (i, j) ∈ E \ ∂E
[3 +N (0, 1)]+, if (i, j) ∈ ∂E

(77)

and node labels according to

yi = l if i ∈ Cl. (78)

The sampling setM was taken to be 10% of the node set V .
We ran the algorithm for a total of 300 iterations with parameters λ = 0.001 and

ρ = 0.001. The resulting labellings for the BA and SBM graphs are shown in Figures
(5) and (6) respectively. Convergence of the squared error overM and V and the
total variation are given in Figure (7).

Figure 5: The BA graph (left) and sampled nodes (right).

Figure 6: The SBM graph (left) and sampled nodes (right).
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Figure 7: Convergence of Network Lasso for the BA model (left) and SBM model
(right). For both experiments we show the scaled empirical error overM, the total
variation, and the total empirical error achieved by the predictor x̂ over V .

For the BA model, Figure (5) shows that the true labeling was perfectly recovered,
whereas for the SBM model 15 out of 300 nodes were mislabelled. Looking closer at
Figure (6), we see that this error traces back to nodes that are either not connected
to their respective clusters or are more strongly connected to nearby clusters. The
convergences in Figure (7) show some oscillation of the cost function which stems
from the alternating adjustments to the empirical risk and total variation in the x
update and z update respectively.

5.3 Convergence of algorithms for lnLasso
We assess the convergence properties of Algorithms (2), (4) and (5) for the lnLasso
problem (34) via an experiment with the SBM. For this, we generated a two-cluster
model |G| = 1000 with parameters q1 = q2 = 0.5, cin = 2.0, cout = 20.0, and edge
probabilities

Q =
[
cin/|V| cout/|V|
cout/|V| cin/|V|.

]
(79)

The edge weights were assigned according to

wij =

[10 +N (0, 1)]+, if (i, j) ∈ E \ ∂E
[1 +N (0, 1)]+, if (i, j) ∈ ∂E .

(80)

Due to the Newton-Rhapson update, the ADMM algorithm (2) suffers from
numerical overflow/underflow when |xi|, i ∈M grows large. This is partially remedied
by forcing |xi| < c for some constant c. c = 10 was chosen for the experiment. The
Model parameters were fixed as λ = 0.00001, ρ = 1.0. ε = 0.00001. for the Newton-
Rhapson updates, and τ = 0.9, σ = 1.0 for the PDM. Algorithms (2), (4) and (5)
were run for 1000 iterations.
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Figure (8) shows the convergence of the cost functions (34) (left) and the logistic
loss of the classifiers x̂ w.r.t. to the true labels y (on the right). As mentioned, the
ADMM suffers from numerical overflow/underflow due to the numerical optimization
scheme. The convergence can be seen as an abrupt decrease (increase) in the logistic
loss (cost function respectively). This is due to the large values assigned by the
Newton-Rhapson method during the first iteration (the optimal values are x̂i = ±∞).
The inexact ADMM shows smooth convergence, surpassing plain ADMM in terms of
the cost function. As expected, the PDM is fastest to converge.
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Figure 8: Convergence of Network Lasso for the ADMM, the inexact ADMM, and
PDM. The cost function 34 (left) and logistic loss of classifier x̂ (right).

5.4 Comparison of Logistic Network Lasso with other algo-
rithms

The following experiment compares classification performance of the lnLasso (inexact
ADMM) (Algorithm (4)) with three state-of-the-art classification methods over
networks. These include Label Propagation (LP), Belief Propagation (BP) and
Max-flow introduced in Section 2 (See Appendix B for their algorithms).

The SBM permits a formal parametrization via the group probabilities qk and
edge probabilities Q, based on which some characteristics may be described. The
edge probabilities influence the degree of connectedness within clusters (the diagonal
entries of Qii) and between clusters (the off-diagonal terms Qij, i 6= j). For binary
graphs, these can be further parametrized as η = cin/cout, the ratio of intra-cluster
edges to inter-cluster edges, which explains a measure of randomness of the graph.
For η = 1 perfect mixing occurs and the graph structure coincides with that of the
ER model. In the limits η → 0 and η →∞, the clusters become more apparent, as
happens for the examples in Figure (4).

In the first experiment we consider prediction accuracy with respect to η =
cin/cout. We fix the model with parameters cin = 10.0, cout = η ∗ cout and weights
wC1 = max{10.0 +N (0, 1), 0.01}, wICC = max{3.0 +N (0, 1), 0.01}.



42

The size of the sampling set |M| is of immediate consequence to the prediction
accuracy. In the second experiment we measure our algorithms performance over the
fraction α = |M|/|V|. For this experiment the model stays fixed with parameters
cin = 10.0, cout = 2.0 and weights wC1 = max{10.0 + N (0, 1), 0.01}, wICC =
max{3.0 +N (0, 1), 0.01}.

Label errors introduced by the measuring process naturally contribute towards the
models’ prediction accuracy. By ‘flipping’ the labels 1 ⇐⇒ −1 for some ι ∈ [0, 0.5]
fraction of nodes i ∈M we can measure the robustness of the algorithms. This third
experiment shares model parameters with the second.

The (average) weight of edges (i, j) ∈ ∂E to those in the clusters C1, C2 gives
another measure to assay our algorithms’ robustness. In particular, we consider
the ratio ω = wICC/wC1 in the range [0.01, 1] for SBM with parameters cin = 10.0,
cout = 2.0 and weights wC1 = max{10.0 + N (0, 1), 0.01}, wICC = max{ω · 10.0 +
N (0, 1), 0.01}.

For all experiments, we compute the point estimates (median accuracy) µ(x) and
first and third quantiles qp(x) as a function of the variable x (e.g. x = cin/cout in
the first experiment). These are based on 1000 draws of |G| = 500 from the SBM
ensemble (q1 = q2 = 0.5). The results are collected in Figure (5.4).

We found that, for the clustering degree cin/cout lnLasso, maxflow, and BP show
clear ’thresholds’ below which performance is marred by the randomness in the graph.
The performance of LP does not suffer as abruptly, owing to the fact that LP is
optimal (in the Bayesian sense) for the SBM.

The sampling size has an intuitive effect on the performance of all algorithms,
although a clear threshold can be seen after which lnLasso and maxflow (on average)
surpass all other methods in prediction accuracy.

Introducing label errors into the sampling set reduced the performance of lnLasso,
Max-flow, and LP. BP seems largely robust to label errors, although a slight decrease
is apparent from the figure.

Lastly, the ratio of (mean) inter-cluster weights and intra-cluster weights are
another key in the performance for both lnLasso and maxflow. When their weights
are not sufficiently distinct, their algorithms fail to discover the clusters. LP, on
the other hand, shows large robustness, while BP seems independent of the weights
ratios.

5.5 Foreground/Background segmentation
An immediate application of lnLasso is in foreground/background segmentation
whose objective is the separation of an object in an image from its background. This
is a binary clustering problem where the graph of an image is realized as a planar
grid structure of nodes representing pixels and edges connecting neighbouring pixels.
The node labels y are defined as

yi =

−1 if i belong to the background
1 if i belongs to the foreground.

(81)
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Figure 9: Experiments with lnLasso (inexact ADMM), BP, LP, and Max-flow.
(Top-left) shows accuracies w.r.t. the clustering degree cin/cout. (Top-right) shows
accuracies w.r.t. α. (Bottom-left) plots accuracies w.r.t. fraction of errors in the
sampling set. (Bottom-right) plots accuracies w.r.t. the fraction wICC/wC1 .

Since the pixels are represented as RGB colours p = (r, g, b) where r, g, b,∈ [0, 255]
represent the degree of redness, greenness, ad blueness respectively, there are a
multitude of ways to choose the edge weights Wij of the grid graph. Most commonly
two pixels are associated based on simple metrics that yield a continuous measure of
correlation, although more elaborate schemes mimicking the way of human colour
perception are in use. For our purposes the normalized Euclidean norm will suffice

Wij = ‖p2 − p1‖2 =
√

(r2 − r1)2 + (g2 − g1)2 + (b2 − b1)2. (82)

Given a fraction of nodes (pixels) i ∈M whose labels are sampled, Algorithms (2),
(4), and (5) can be applied to recover the pixels ŷi belonging to C1 (the foreground)
and C−1 (the background).

We will apply lnLasso (using Algorithm 4) to four nature images from the Berkley
dataset [46]. A sampling setM of size 0.15∗ |V| was chosen for the experiments. The
Lasso parameters used in Algorithm 2 were λ = 0.0000002, ρ = 1.0, and convergence
parameter ε = 0.00001 for the Newton-Rhapson method. The cluster boundaries are
visualized with heat maps in Figure 10, along with the original images.
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Figure 10: Four nature images from the Berkley dataset. The original images are
shown on the left and their corresponding segmentations (via lnLasso) on the right.
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6 Summary
We summarize the work of this thesis and discuss future work on the topic.

6.1 Conclusions
We have discussed convex, semi-supervised learning techniques in the clustering of
network-structured data. Two Network Lasso problems, the nLasso and lnLasso, were
cast as convex optimization problems and tackled using modern, convex optimization
techniques. In particular, the ADMM was adopted due to the natural separability
of the Network Lasso problem into two constituent parts: An optimization over
local information (the sampling set), and global information (the network structure
characterized by the edge set). The scalability of the ADMM is the subject of
many papers and makes the methods derived herein readily applicable for large-scale
implementations.

We have raised the topic of inefficiency while discussing the numerical optimization
of updates involving the logistic loss function. Furthermore, in experiments with
the lnLasso on the SBM (8) we have seen how the Newton-Rhapson (Algorithm (3))
method can suffer from numerical overflow/underflow even when the graph signal
is adequately clipped. An inexact variant of the ADMM was derived to tackled
both of these issues, and the success of this method on the lnLasso was verified in
experiments with the SBM and foreground/background segmentation.

A state-of-the-art convex algorithm based on the primal-dual method was given
to challenge the convergence rate of the ADMM. The success of this algorithm on
the lnLasso problem is verified by convergence experiments summarized in Figure
(8).

Lastly, by comparing the performance of these new methods with existing methods
(BP, LP, Max-flow) on artificially generated data, we were able to give a partial
summary of the strengths and weaknesses of the algorithms.

6.2 Future work
In this work we considered scalar-valued node labels. However, the Network Lasso
problem can easily be extended to vector-valued graph signals.

At this stage, the regularization parameters λ and algorithm-specific parameters
are required to be adjusted by the user. Alternatively, these can be chosen through
cross validation and similar methods. Optimization and automation of parameter
selection can improve prediction accuracy.
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Appendix A
Lemma 6.1. If f and g are convex, then so is f + g.

Proof. By the convexity of f and g, we have

f(αx + (1− α)y) ≤ αf(x) + (1− α)f(y) (83)

g(αx + (1− α)y) ≤ αg(x) + (1− α)g(y) (84)

for all α ∈ [0, 1]. Summing 83 and 84 on both sides we get that

f(αx + (1− α)y) + g(αx + (1− α)y)
≤ αf(x) + (1− α)f(y) + αg(x) + (1− α)g(y)
α(f(x) + g(x)) + (1− α)(f(y) + g(x))

(85)

which completes the proof

Lemma 6.2. | 1
1+exp(x) −

1
1+exp(y) | ≤ |x− y|

Proof. Suppose, w.l.g., that x ≥ y. Then, by monotonicity of the exponential,

1
1 + exp(x) ≤

1
1 + exp(y) .

Subtracting the inequality x ≥ y from both sides yields

1
1 + exp(x) − y ≤

1
1 + exp(y) − x

x− y ≤ 1
1 + exp(y) −

1
1 + exp(x)

|x− y| ≤ | 1
1 + exp(y) −

1
1 + exp(x) |.
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Appendix B

Algorithm 9 Belief Propagation
Input: G, y
Initialize: n = 0, ψ = (1/|C|)|E|×|C|, φ ∈ R|V|×|C|

repeat
ha = 1

N

∑
i

∑
b caφ

i
b

ψi→la = 1
Zi→l

qae
ha
∏
j∈∂i\l

∑
b cabψ

j→i
b

for i ∈M do
for l ∈ N (i) do

for a ∈ [1, · · · , |C|] do s
ψi→la = δ(a, yi)

end for
end for

end for
φia = 1

Zi
qae

ha
∏
j∈∂i

∑
b caψ

j→i
b

until φ converges
Output: φ
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Algorithm 10 Label Propagation
Input: G, Y
Initialize: n = 0, Y ∈ 0|C|×|M|, P ∈ 0|V|×|V|

for (i, j) ∈ E do
Pij = wij∑

(i,k)∈E wik

end for
for m ∈M do

Ymc = δ(ym, c)
end for
repeat

T = PT

for m ∈M do
Tm = Ym

end for
until T converges

Output: T
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