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Abstract
Autonomous vehicles rely on target tracking to predict the future positions of
people, vehicles and other moving objects. Accurate estimates are essential for
trajectory planning, obstacle avoidance and general situational awareness. Target
tracking is complicated by proximity to the objects and multiple high resolution
sensors, resulting in a large number of spatially distributed measurements from
each object.
Recent advances in deep neural networks (DNNs) allow detection and classification
of objects in images with high accuracy and at frame rates comparable to those
of range sensors. This work uses a DNN detector to simplify the data association
problem by using object bounding boxes to segment 3D Light Detection And
Ranging (LiDAR) point cloud data. The resulting 3D detections are used for
tracking with a Global Nearest Neighbor Kalman Filter (GNNKF) algorithm. The
performance of the methods is evaluated with an annotated dataset of real-world
data collected with an autonomous vehicle test platform. The results show good
applicability of fused DNN detections and range sensor measurements for reliable
detection and tracking of objects in the autonomous vehicle environment.
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Tiivistelmä
Autonomiset ajoneuvot tarvitsevat kohteiden seurantaa ennustaakseen ihmisten,
ajoneuvojen ja muiden liikkuvien kohteiden tulevat sijainnit. Tarkat ennustusar-
viot ovat välttämättömiä liikeratojen suunnittelua, esteiden välttämistä ja yleistä
tilannetietoisuutta varten. Kohteiden seurantaa vaikeuttavat kohteiden läheisyys ja
useat korkearesoluutioiset anturit, jotka johtavat suureen määrään avaruudellisesti
jakautuneita mittauksia eri kohteista.
Viimeaikaiset edistysaskelet syvien neuroverkkojen (Deep Neural Networks, DNN)
kanssa mahdollistavat kuvista kohteiden havaitsemisen ja luokittelun suurella tark-
kuudella ja etäisyysantureita vastaavalla kuvataajuudella. Tämä työ käyttää DNN
detektoria yksinkertaistamaan mittausten assosiaatiota käyttämällä kuvapohjaisia
havaintoja 3D Light Detection And Ranging (LiDAR) pistepilvidatan segmentoin-
tiin. Tuloksena saatuja 3D havaintoja käytetään kohteiden seurannassa Global
Nearest Neighbor Kalman Filter (GNNKF) -algoritmilla. Menetelmien suoritusky-
kyä arvioidaan autonomisen auton testialustalla kerätyllä ja käsin annotoidulla
datalla. Tulokset osoittavat yhdistettyjen DNN havaintojen ja etäisyysmittausten
käyttökelpoisuuden kohteiden luotettavaan havaitsemiseen ja seurantaan autono-
misten kulkuneuvojen ympäristössä.

Avainsanat Kohteiden seuranta, anturifuusio, autonomiset ajoneuvot, syvät
neuroverkot
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Notation and abbreviations

Notation, conventions and operators
x Scalars with plain typeface
x Vectors with bold typeface
X Set with capital letter in plain typeface
X Matrix with capital letter in bold typeface
xT , XT Vector or matrix transpose

Abbreviations
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DNN deep neural network
ET extended target tracking
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MOT multiple object tracking
MOTA multiple object tracking accuracy
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M2MA measurement-to-measurement association
M2TA measurement-to-track association
NN nearest neighbor
NNF nearest neighbor filter
PDA probabilistic data association
PDAF Probabilistic Data Association Filter
pdf probability distribution function
PHD probability hypothesis density
PSNF probabilistic strongest neighbor filter
RFS random finite set
SNF strongest neighbor filter
T2TA track-to-track association
YOLOv3 You only look once



1 Introduction
For autonomous vehicles target tracking is essential to ensure the safety of the
passengers and others around the vehicle. Safe path and motion planning requires
knowledge of the current and future positions of moving objects in the vehicle’s
surroundings. However, estimating and predicting the movement of an object is trivial
only when the exact measurement origin is known. This implies that the object’s
existence is known and the measurements contain no uncertainty with regards to
their origin. In target tracking one or more of the following is true: existence of
the target is unknown, i.e. it may appear or disappear; the measurements contain
false positives and clutter, meaning they can originate from noise or background; the
number of targets is unknown and measurements may originate from any of them;
the number of simultaneous measurements per target is unknown. Each of these
cases requires that each measurement is assigned an origin, either a known or new
target, or noise. This data association problem is central to target tracking.

Single-target tracking refers to the knowledge or assumption of the existence of at
most one target. Measurements generally contain noise due to imperfect sensors, and
can thus produce false positives. They may also contain clutter from the environment,
e.g. from walls, ground or other objects. The goal is to reduce the effects of noise
by using the predicted state and a priori information to remove measurements
that are likely to be noise. The single-target case is extended by multiple object
tracking (MOT), where an unknown number of targets is present. In addition to
noise, the tracker has to cope measurement origin uncertainty and the birth and
death of targets [1].

Traditionally tracking is simplified by assuming targets to be point-like objects
with no size [2, p. 173], meaning that measurements originate from the center of
the object. The assumption is valid for objects far away enough or with low sensor
resolution, such that the target can occupy at most one sensor resolution cell [3].
However, due to high resolution of modern sensors and comparably short distances
of the autonomous driving environment, the objects tend to occupy more than one
resolution cell. This leads to multiple measurements originating from the same object
in one time step, breaking the assumption made by standard measurement models [4].
Extended target tracking (ET) differs from standard target tracking by including the
size and shape, i.e. the extent, of the object in the measurement equations. Inclusion
of the extent parameters results in less information about the location and number
of objects being available, as the size and shape of the objects are typically unknown
[5]. In addition, the computational complexity of the state estimation is increased
due to additional parameters for the size and shape of the objects.

Object classification information can be used to improve data association and to
enable the use of a priori size, shape and motion model information [6]. State-of-the-
art deep neural networks (DNNs) detect objects in images with approximately 90 %
accuracy and at frame rates of up to 12 Hz [7]. Furthermore, the detections’ bounding
boxes can be used for light detection and ranging (LiDAR) point cloud segmentation
to find points corresponding to the objects [8]. In this work a multi-modal extended
target tracking method based on DNN detections is implemented.
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Objectives The aim of this work is to evaluate the use of DNN detections fused with
LiDAR data for tracking extended targets in the autonomous driving environment.
The experiments attempt to answer whether: the bounding box of the image detection
can be used for object segmentation from 3D point cloud data, the 3D position of
detected objects can be determined, and the detections can be used to track objects
in an autonomous driving environment.

Contributions In this work three methods are implemented and evaluated: a
detection method for the 3D position of extended targets in the autonomous driving
environment, a filtering method to remove foreground occlusion and background
points from object 3D LiDAR point cloud data, and an extended target tracking
method using the generated detections. Evaluation is performed using annotated
data from an autonomous vehicle test platform.

Structure This thesis is organized as follows. Section 2 explains the different
types and methods of target tracking. Section 3 describes the autonomous vehicle
platform, its requirements and the implemented methods for target tracking. Section
4 presents the evaluation data, performed experiments and their results. Finally,
section 5 discusses the overall conclusions of this work.
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2 Background
Target tracking can be defined as collecting measurements from one or more sensors
to estimate the state of one or more targets of interest [9]. In general, each state
update consists of three steps: gating, data association, and filtering. Gating reduces
possible measurement-to-track assignments by considering only those that satisfy a
gating condition, such as a distance metric. Data association refers to choosing which
measurement(s) originate from which target(s) of interest. Filtering means estimating
target state with a motion model based on a history of assigned measurements [1].

Target tracking methods can be roughly categorized into two types based on the
assumed number of measurements originating from the same target per time step.
Most traditional MOT methods are based on the standard measurement model, which
assumes each target produces at most one measurement per time step. Tracking
methods and data association algorithms based on the standard measurement model
are discussed in sections 2.1 and 2.2 for single- and multiple target cases, respectively.

Multiple sensors with overlapping field of views (FOVs), a sensor’s proximity to
targets or increased sensor resolution lead to multiple measurements of targets in
a single time step. Multiple measurements per object can be reduced into a single
measurement using preprocessing steps such as clustering or sensor fusion’s statistical
analysis. Alternatively changes can be made to the association probability and state
estimation equations. Approaches for multiple measurements and multi-sensor fusion
are discussed in section 2.3.

A further consideration for measurement origin is their spacial distribution around
the target’s center. Traditionally targets are assumed to have no size, i.e. the
measurements originate from the point-like center of the target [2]. This assumption
simplifies the kinematic state estimation significantly and is justified when the
measurement error is in the same or greater degree of magnitude as the true size
of the target [4]. It is invalid, however, when the size of the object is significant in
comparison to the measurement error, e.g. when an object’s in-place rotation causes
change in the measurement. Neglecting the object’s size and shape results in the
object appearing to be moving.

Based on different assumptions on the measurements’ spacial distribution, Granström
et al. categorize target tracking approaches to four distinct types [3]:

Point-like target tracking methods assume that objects have no size and produce
at most one measurement per time step. They are especially appropriate for scenarios
such as aviation radar tracking, where the targets occupy at most one sensor resolution
cell. Their goal is to estimate the state and cardinality of targets despite false positives
and missed measurements.

Multi-path propagation refers to a single target producing multiple measure-
ments due to more than one possible path for measurement signal to travel through.
This is the case in over-the-horizon-radar measurements, where radar signals from the
same target reflect from different ionospheric layers of the atmosphere before reaching
the sensor [10]. These measurements are not assumed to be spatially distributed
around the target.
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Group object tracking focuses on targets that consist of grouped sub-objects
sharing the same motion. This group is considered as a single target with multiple
measurements spatially structured around the object.

Extended target tracking uses multiple measurements spatially structured around
the object due to the relevant size, i.e. extent, of the object. As objects fill more
than one sensor resolution cell, modeling their extents becomes relevant in the
measurement model.

Although similar, group tracking and extended target tracking differ in their
motion and measurement modeling [3]. The goal of this work is tracking single entity
objects such as pedestrians, cyclists, cars and buses with sensors that produce high
resolution measurements, with potentially thousands of measurements of a target in
a single time step. For these reasons the main focus is on extended target tracking
models. Extended target tracking is discussed in section 2.4.

2.1 Single-target tracking
Single target tracking attempts to follow a target using noisy and cluttered measure-
ments. Multiple targets may be present, but are sufficiently far away from each other
to be unambiguously separated from the measurement data.

The main problem of target tracking is state estimation. Targets are described
by state variables, for example the position, heading and velocity of the target.
Commonly not all state variables can be measured directly, but must be inferred
indirectly using an assumed or known motion model and multiple measurements
over time. For example, a sensor may only measure the position of a target at a
given time. The target’s heading, speed and acceleration must be estimated based
on change of position over time. This would be trivial if only true measurements
originating from the target of interest would be available. However, this is rarely the
case, as sensors are imperfect and environments contain other objects in addition to
the target. The problem then becomes choosing which measurements originate from
the target, and which are false positives and clutter.

The state of the target is mainly used to determine where it is going and when
it will get there [2, Chapter 1]. Predicting the target’s position at the time of
measurement gives an expected measurement ẑ. This provides a measure of how likely
a measurement originates from the target, i.e. a measurement-to-track association
likelihood.

In this section, state estimation is described first in 2.1.1 to give context to the
target tracking problem. Then measurement gating is discussed in 2.1.2, and finally
data association and filtering in 2.1.3.

2.1.1 State estimation

Bayesian state estimation attempts compute the posterior state distribution p(x0:k|z1:k)
given the history of states x0:k = {x0, ..., xk} and measurements z1:k = {z1, ..., zk},
with k indicating time. To avoid recalculation of the full state and measurement
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history at each time step, the dynamic model of the system is assumed to be a
Markov sequence, meaning that the past is fully described by the present state. This
allows the recursive estimation of the state using only the previous state xk−1.

The probabilistic state space model for the system is defined as [11, page 10]:

x0 ∼ p(x0), (1)
xk ∼ p(xk|xk−1), (2)
zk ∼ p(zk|xk). (3)

The prior probability distribution p(x0) defines the initial state distribution of the
target state x0. The state transition probability distribution p(xk|xk−1) defines the
system dynamics based on the target dynamic model. Finally, the measurement
conditional probability distribution p(zk|xk) models how the measurement zk depends
on the current state xk.

If the dynamic and measurement models are linear Gaussian, a closed form
solution for the estimation equations is given by the Kalman Filter (KF) [11, page
56]:

x0 ∼ N (m0, P0), (4)
xk = Ak−1xk−1 + qk−1, (5)
zk = Hkxk + rk, (6)

where qk−1 ∼ N (0, Qk−1) is the process noise and rk ∼ N (0, Rk) is the measurement
noise. The matrix Ak−1 is the state transition matrix and Hk is the measurement
model matrix.

2.1.2 Gating

Initial pruning of measurements too dissimilar in position or other attributes to the
predicted measurement is called gating. Pruned measurements are excluded from the
data association. The remaining are said to be inside the gating region (or validation
region) of the track. Measurements outside the gating region are unlikely to have
originated from the target and can be ignored. Thus the gating condition is chosen
such that the target measurement falls within the gating region with high probability,
but strict enough to exclude measurements unlikely to have originated from the
target. [2]

Prior knowledge of objects and the environment can be used for removing measure-
ments likely to be false positives or due to sensor noise. For example, measurements
with signal intensity below a certain threshold or measurement values out of bounds
such as velocity above a known maximum can be removed. This kind of gating
is inexpensive in terms of processing cost, but removes only clear outliers in the
measurement data. Thus it is called coarse gating.

A commonly used fine gating condition is to threshold measurements based on
distance to the predicted measurement ẑ(k|k − 1) at the time of the measurement
z(k), where k indicates time. State estimate uncertainty produces an ellipsoidal
gating region centered at the predicted measurement position and elongated in the
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direction of estimated motion [12]. This holds if the innovation, i.e. error in the
predicted measurement, is Gaussian distributed. The ellipsoid parameters are given
by the innovation covariance matrix S. Size of the ellipsoid is determined by the
required probability of the true measurement falling inside of the gating region,
i.e. the gate probability pG.

The Mahalanobis distance dM between the predicted measurement ẑ(k|k − 1)
and a given measurement z(k) in quadratic form (time indexes omitted) is

d2
M(z, ẑ) = (z − ẑ)T S−1(z − ẑ) , (7)

which follows a χ2 distribution with dim(z) degrees of freedom [13]. This is convenient
for the choice of the upper bound Mahalanobis distance, i.e. the gating threshold θ, as
the inverse cumulative χ2 distribution can be used to calculate the bound based on
a required gate probability. For example, the probability of a true measurement to
be within three standard deviations σ of the Gaussian distribution is approximately
0.9987 = 99.87%. For a three dimensional position measurement (dim(z) = 3), the
inverse of the cumulative χ2 distribution for the gate probability pD = 0.9987 is
approximately 15.7104. In other words, measurements with Mahalanobis distance
greater than the gating threshold θ = 15.7104 have a likelihood of less than 1 − pD ≈
0.0013 = 0.13% to be true measurements.

The set of candidate measurements ZC inside the gating region is obtained by
applying the gating threshold

ZC(θ) =
{
z : d2

M(z, ẑ) < θ
}

. (8)

2.1.3 Data association and filtering

Choosing appropriate measurement(s) from within the gating region to estimate and
update the target state is called data association (DA). Two simple DA methods for
a sparse environment are the nearest neighbor filter (NNF) and strongest neighbor
filter (SNF). NNF updates the track with the measurement z∗(k) ∈ ZC closest to
the predicted measurement ẑ(k|k − 1):

z∗ = arg min
zm

(
d(zm, ẑ)

)
zm ∈ ZC = {z1, z2, ..., zn} . (9)

The distance function d(zm, ẑ) can be e.g. Euclidean or Mahalanobis distance.
Similarly, the SNF updates the state estimate using the measurement with highest
signal intensity (see [14] for details). These methods assume a single target is present,
and only one measurement originates from the target. The rest of the measurements
are assumed to be false positives and clutter and are discarded. These methods work
well for simple, low noise and high detection probability scenarios, but cannot deal well
with missed measurements or clutter [2, p. 78]. A solution with better performance
is the probabilistic strongest neighbor filter (PSNF) [14], which weighs the strongest
neighbor measurement with the probability of it being the true measurement.

A fundamentally different approach better suited for cluttered and noisy environ-
ments is the Probabilistic Data Association Filter (PDAF) proposed by Bar-Shalom
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and Tse in [15]. Contrary to the NNF and SNF assumption of the chosen measurement
always being the true measurement, the PDA algorithm accounts for measurement
origin uncertainty using association probabilities. For each measurement z(k) in the
gating region ZC(k) a probability of it being the true measurement is calculated. To
account for no measurement originating from the target an additional probability is
included. The probabilities βi(k) are defined as

βi(k) =

⎧⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎨⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎩

Li(k)

1 − pDpG +
m(k)∑
j=1

Lj(k)
, i = 1, ..., m(k),

1 − pDpG

1 − pDpG +
m(k)∑
j=1

Lj(k)
, i = 0,

(10)

where m(k) is the number of measurements in the candidate measurement set ZC(k)
at time k, pD is the target detection probability and pG is the gate probability. The
likelihood ratio Li(k) measures how likely the measurement originated from the
target rather than from clutter, i.e.

Li(k) △=
N

[
zi(k); ẑ(k|k − 1), S(k)

]
pD

λ
. (11)

The λ term relates to uniform clutter measurement position’s probability density
function. If any number of clutter measurements is equally likely, the λ term can be
replaced by the number of measurements divided by the volume of the gating region,
i.e. uniform average clutter density.

In PDAF the state update is performed using all the measurements in the gating
region weighted by their respective association probabilities. The state update
equation is defined as

x̂(k|k) = x̂(k|k − 1) + K(k)ν(k) (12)

with Kalman gain K(k)

K(k) = P(k|k − 1)H(k)T S−1(k) (13)

and the combined innovation

ν(k) =
m(k)∑
i=1

βi(k)νi(k) . (14)

The updated state covariance includes the missed measurement probability β0 to
increase the covariance of the updated state to reflect the uncertainty in measurement
origin [12]. The state covariance update equation is

P(k|k) = β0(k)P(k|k − 1) +
[
1 − β0(k)

]
PC(k|k) + PI(k) (15)
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where PC(k|k) is the true measurement’s covariance update

PC(k|k) = P(k|k − 1) − KSKT (16)

and PI(k) is the combined innovations term covariance

PI
△= K(k)

[ m(k)∑
i=1

βi(k)νi(k)νT
i (k) − ν(k)νT (k)

]
KT (k) . (17)

It is important to note that the PDA algorithm does not incorporate track
existence and thus makes the assumptions that one target and its track exist. Track
initialization and disappearance must be handled in a separate processing step. In [16]
Musicki et al. proposed Integrated Probabilistic Data Association (IPDA) algorithm
that incorporates probability of track existence to the PDA algorithm, enabling the
track life cycle management to be included in the algorithm itself. Another issue
arises when the clutter measurements are not randomly distributed, but are caused
by another object thus producing consistent interference. In this case the probability
calculation is wrong and results in poor tracking results [17].

2.2 Multiple object tracking
In a multi-target tracking scenario we have N targets and M observations. If
measurements could be unambiguously associated with a single track, i.e. the gating
regions never overlap, the multi-target tracking problem could be reduced to multiple
single-target tracking problems [18, page 103]. However, when an observation can be
associated with multiple tracks the data association problem becomes more difficult.

Single target data association methods introduced in the previous section assume
the presence of only a single target producing a single true measurement. When
multiple targets are present, the optimal association for a single target may not be
globally optimal, as the same measurement can be selected to update multiple tracks.
This is the case for example when one target occludes another, causing a missed
measurement for the occluded target. Single target tracking methods would in this
case use the occluding target’s measurement to update both targets, assuming the
targets are close enough. Similarly, figure 1 displays a case in which targets crossing
paths may cause measurement to be locally optimal to both targets.

A simple method for data association in multiple target case is the global nearest
neighbor (GNN) algorithm, which considers all possible associations within all targets’
gating regions to find a global minimum cost. As for the nearest neighbor (NN)
method, targets are assumed to produce at most one measurement per time step,
but in contrast to NN, measurements can be associated with at most one target.

Multi-target extension of probabilistic data association (PDA) called the Joint
Probabilistic Data Association (JPDA) was introduced by Fortmann et al. in [19].
In PDA only a single target and a single true measurement is assumed to be present,
with the rest being clutter. When a measurement is within more than one target’s
gating region, its association probability is calculated for each target separately,
giving artificial significance to the measurement. The JPDA method avoids this
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Figure 1: Two targets with overlapping gating regions and measurements with
uncertain origin. Expected measurements, marked with small colored circles, have a
common locally optimal but globally suboptimal measurement, marked with blue
cross.

by including joint posterior association probabilities for all the possible multiple
associations, called joint events, in the probability calculation.When no joint events
are possible, i.e. no gating regions overlap, the JPDA method reduces to normal
PDA.

As a consequence of utilizing multiple measurements, JPDA has been shown
to pull nearby targets together [20, 9]. This is due to the fact that measurements
from one target are used to update the other and vice versa, causing a bias towards
nearby targets. However, the main complication with JPDA is the exponentially
growing complexity of the joint association probability calculation as the number of
tracks and measurements increase. Many approximations to the calculation have
been proposed, e.g. [17], [21], [22] and [23]. The approximations give suboptimal
association results, but increase linearly in complexity with the number of targets
and measurements.

An alternative to JPDA is multiple hypothesis tracking (MHT), originally formu-
lated by Reid [24]. MHT does not collapse the measurement origin uncertainty into
a single pdf, but defers choosing the best association to the future so that subsequent
measurements may resolve the ambiguity. In other words, for each joint event a new
association hypothesis is formed. A sequence of measurements results in a tree of
hypotheses, with branches starting from each joint event.

In order to avoid exponential growth of the number of hypotheses, pruning and
merging tracks must be performed [9]. Pruning is used to remove branches of low
probability, e.g. based on depth of history. A common method for pruning is N-scan
pruning, which assumes that any association ambiguities are solved within N time
steps, i.e. the maximum number of steps to defer the true assignment decision. N-scan
pruning finds a new root node for the hypothesis tree N time steps in the past from
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the current best hypothesis. All other branches that not descendants of the new root
node are removed. As an alternative, track merging can be used to combine similar
branches, calculating an average state estimate using the branch probabilities.

Clustering is used to find groups of tracks that have common measurements,
either directly or indirectly through a link of tracks. Each group, i.e. cluster, can
then be processed separately in parallel as subproblems of the whole.

As each hypothesis in the MHT tree is propagated forward in time, they quickly
diverge as different branches update the tracks with new measurements in different
ways. Each hypothesis may also produce many new hypotheses, most of which will
later be pruned or merged. To avoid expanding all hypothesis paths indiscriminately,
a measure of "goodness" should be applied to expand only the paths most likely
[9]. A generally accepted method of hypothesis generation is to use Murty’s m-best
algorithm [25], as described by Cox et al. in [26]. Using the algorithm m joint events
with the highest likelihood are chosen for hypothesis generation.

2.3 Multi-sensor fusion and tracking
Utilizing multiple sensors and sensor fusion for target tracking aims to improve
quality of information available, i.e. better than if each sensor’s data was used
separately [27, Chapter 1], for redundancy and complementary information [28] and
to add information for solving data association issues. When dealing with multiple
sensors two main challenges exist [29]: out-of-sequence or delayed measurements,
and handling of correlation. Choices in sensor fusion, data association and tracking
system architecture affect the possibilities for both of these cases, as will be discussed
in this section.

2.3.1 Sensor fusion data

Measurement data can be split into three categories based on the amount of infor-
mation available and the amount of preprocessing needed [30]:

Low level data is the raw sensor measurement data without preprocessing. It
contains the highest amount of information and is generally considered uncorrelated
in time and with other sensors. Due to the large amount of data, utilizing low level
data directly in data association has a high computational load. An example of low
level data is point cloud data from a LiDAR sensor.

Feature level data is preprocessed to extract significant information from noise,
clutter and background data. Data is collected from a single measurement and
thus can also be considered uncorrelated in time. Preprocessing requires some prior
knowledge to be used for extracting the relevant features, e.g. the shape of targets of
interest or the static environment map for background extraction. Feature level data
reduces network bandwidth requirements and computational load. An example of
feature level data is the detections of a DNN in an image.

Object level data contains identity information, i.e. it is a sensor-specific local
track. Object level data is the most efficient in terms of network bandwidth, but
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requires a significant amount of preprocessing and is generally not uncorrelated across
sensors. Thus the local tracks should provide also covariance information for correct
sensor fusion to be possible.

-2

-1

20

0

1

15

2

3

4

10

5

6

5 -16-14-12-100 -8-6-4-2-5 02

Figure 2: Measurement data of different levels. Blue points represent raw LiDAR
data, red points the pedestrian’s extracted feature level data and the 3D ellipsoid is
the associated object level data. At each level information is reduced and refined
into a more compact and relevant representation.

Figure 2 visualizes the levels of data, displaying the decreasing amount of infor-
mation required to represent each level. However, object level representation includes
information not displayed in the figure, such as identity, classification, velocity and
heading. Theoretically the best tracking results can be achieved by fusing low level
data from sensors directly [28], as it is uncorrelated and contains the highest amount
of information. However, low level data is very sensor-specific, reducing chances
for modularity, and the high bandwidth and computational load increase hardware
requirements.
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2.3.2 Data association level

Another aspect to sensor fusion and data level is the type of data association used
for target tracking. The data association level can be divided into three distinct
approaches [30]:

Measurement-to-measurement association (M2MA) combines measurements
directly between sensors without identity or history information. All available mea-
surement information can be used for the data association. However, the most notable
difficulty with the M2M approach is in handling measurements from different time
steps. As the measurements contain no identity or track information, they cannot
be predicted or interpolated to a matching time point. Data association using this
method generally has to assume the time difference to be insignificant with regards
to the objects’ movement, or be used only for static objects.

Measurement-to-track association (M2TA) solves associations between a sin-
gle time step’s measurements and a tracked object. The track information is used
to predict or interpolate the object to the time of the measurements. Each sensor’s
measurements can be considered independently, thus avoiding time synchronization
issues of M2MA.

Track-to-track association (T2TA) uses sensors’ local tracks, i.e. object level
data for the association. Sensors can be made independent and modular, as object
level data is more easily represented in a common, source agnostic format. However,
the local tracks do not benefit from increased information from other sensors to
solve data association ambiguities or to reduce false positives. Local tracking also
abstracts the sensor data, leaving less information for the global association. Differing
measurement and processing times of sensors can be handled by delaying the global
association by the maximum delay [2, page 43], however, it requires all the tracks to
be stored in memory for the duration of the delay.

T2TA is used with sensor-specific tracking methods, combining local tracks into
a global track estimate. It may however lead to adverse effects at sensor FOV border
areas as out-of-view objects may be interpreted simply as missed measurements,
leaving a ghost track at the boundary. Thus in multi-modal automotive applications
either low or feature level data and M2MA or M2TA has been preferred [31].

2.4 Extended target tracking
Extended target tracking (ET) refers to tracking objects with size, i.e. an extent.
Real-world objects always have a spacial extent, however, traditionally the extent is
insignificant in comparison to sensor resolution and/or measurement error, and thus
can be ignored in favor of a point-like object model. With increased sensor resolution
and/or smaller relative distances, the assumption of no extent becomes invalid. This
is true in particular in robotics and autonomous driving environments, where targets
are nearby and sensors have far higher resolution than the sizes of the objects of
interest.
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More formally, ET refers to one or more measurements spatially distributed
around a target. Spatial distribution of the measurements differentiates ET from
e.g. multi-path propagation, where multiple measurements originate from one object
but are generally not assumed spatially distributed. In ET the target’s extent covers
more than one sensor resolution cell, leading to multiple measurements from the
target in a single time step. In addition, as the extent of the object is significant,
a single measurement cannot commonly be used directly to estimate the centroid
position of an object, as the measurement is often from its part or edge. This
measurement bias should be accounted for either by using prior knowledge of the
object’s size or by estimating it along with the target’s state.

A common solution to the extended target problem is to preprocess multiple
measurements into a single feature or detection, then to be used with standard tracking
methods [32]. This can be done for example by clustering or fitting simple geometric
shapes such as boxes or lines to the measurements. However, the approximations
are difficult to generalize and lose much of the measurement information to the
simplification. Modern ET research focuses on methods capturing raw measurement
data to simultaneously estimate both the state and the extent of the objects.

The measurements from an extended object originate from measurement sources
located either on or within the object [3]. The location and number of the sources can
be modeled in different ways depending on sensor properties and a priori knowledge
of the objects. There can be a finite number of measurement sources, e.g. the
wheelhouses of a car in automotive radar tracking, or an infinite number, e.g. the
surface of the car in LiDAR tracking.

If measurement sources on the objects are known, data association between
measurements and sources can be used. However, sensor noise, model uncertainties
and the object’s location and orientation in relation to the sensor all affect the
measurements and increase their origin uncertainty. Thus measurements are typically
handled using probabilistic tools.

The conditional measurement likelihood function, p(Z|x), defines the probability
of receiving a measurement set Z, given a target’s state x. For extended targets,
the likelihood should capture the probability distribution of the object’s measurable
extent, i.e. the probability of receiving measurements from a specific part of the
extent. Furthermore, it should capture the cardinality distribution, i.e. the expected
number of measurements originating from the target.

Modeling the measurement likelihood function is commonly done in one of two
ways: reflection points on a rigid body or a spacial distribution. The reflection points
approach divides the object extent to l specific measurement point-sources that are
detected independently of each other with a detection probability pl

D. The detection
probability may also be a function of the state, pl

D(x), e.g. when the sensor facing
side of the object has higher probability of measurement. Because measurements
are assumed to originate from known point-sources, calculating the measurement
probability distribution requires explicit association between measurements and
sources. This can cause difficulty in cases where the number of measurement sources
and their location on the object are uncertain [3].
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3 Methods and implementation
This section describes the autonomous vehicle platform and the autonomous driving
environment which give the context for the implemented tracker method. Section 3.1
details the sensors, their calibration, measurement preprocessing methods and other
capabilities of the test platform. Section 3.2 lists the tracking related requirements
of the autonomous driving environment. Section 3.3 presents the implemented
detection and tracking methods. Finally in section 3.4 the tracker evaluation metrics
are described.

3.1 Sensors and calibration
The test platform is a Renault Twizy two-seat electric car with modifications to
mount the following sensors: two Velodyne VPL-16 3D LiDARs, 3 Bosch Mid-Range
Radar (MRR) sensors and 4 Telodyne DALSA Genie Nano-M2590-NIR near-infrared
monochrome cameras. See figure 3 for a diagram of the sensor setup. The LiDAR
sensors are mounted on the front and back bumpers, giving a 360 degree FOV around
the vehicle. The radar sensors are mounted on the front and side bumpers, each with
±10 degree long-range and ±42 degree close-range FOV. The cameras are mounted
on the roof of the vehicle, pointing diagonally to the top-left, -right, bottom-left and
-right corners. Each of the cameras has a 94 degree horizontal FOV, thus providing
a full 360 degree view of the surroundings.

The vehicle has accurate localization available via GPS, odometry and inertial
sensors. A local map of the environment is available. Both of these capabilities are
outside the scope of this thesis and are considered given.

Intrinsic calibration has been performed for each of the cameras to find their
world-to-image transformation matrix, the camera matrix, and distortion coefficients.
The camera’s focal length, sensor size and resolution allow real world points to
be mapped to the image plane using a pinhole camera model approximation [33].
Additionally lenses generally have some radial and tangential distortion that make
real-world straight lines appear curved. The distortion coefficients allow the images
from the camera to be rectified, i.e. transformed such that straight lines remain
straight on the image plane. The exact calibration process is left out of this work,
the reader may look for more information in [33].

All sensors have been extrinsically calibrated with respect to the body of the
vehicle. Extrinsic parameters describe the Euclidean transformation, i.e. rotation
and translation, between the vehicle body’s and the sensor’s coordinate systems. For
example, the affine transformation of a point in camera coordinates pc to the vehicle
body’s coordinates pv is given by

pv = Apc =

⎡⎢⎢⎢⎣
a11 a12 a13 tx

a21 a22 a23 ty

a31 a32 a33 tz

0 0 0 1

⎤⎥⎥⎥⎦
⎡⎢⎢⎢⎣

x
y
z
1

⎤⎥⎥⎥⎦ (18)

where A is the affine transformation matrix between the two frames, and a11, ..., a33
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Figure 3: Test platform sensor setup. Velodyne VPL-16 sensors marked with
blue circles, Bosch Mid-Range Radars with red frustums and the four near-infrared
cameras with green rectangles.

are the rotation and tx, ty, tz are the translation coefficients. Multiple methods for
finding the extrinsic parameters of different sensors exist in literature and the specifics
of the procedure are out of scope of this thesis.

In this work the sensors are not hardware synchronized and their internal clock
time difference was only coarsely calibrated. LiDAR point clouds are stored in
memory with a measurement time stamp. Images from the camera are matched to
a LiDAR point cloud with a time stamp within a ±50 ms window of the camera
image time stamp. However, due to the internal time difference not being accurately
known, the real time difference between the measurements can be twice as large.

The LiDAR sensors produce a set of 3D points with intensity in the LiDAR’s
frame of reference. The sensor rotates in place, measuring a small horizontal angle
segments at a time. The sensor revolves at 10 Hz, thus measuring the same angle
at 1/10 s intervals. If the vehicle is moving, the position of the start and the end
of a revolution differ. This leads to a distorted 3D image of the surroundings, as
a single full revolution is usually considered a single measurement. To correct the
distortion, the known ego motion of the vehicle is used to transform segments of the
measurement revolution to the same time point. This is called LiDAR rectification,
and it is considered given for this work.
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3.2 Requirements
The design of the tracking method takes into account the following requirements
given by the autonomous driving environment:

• An unknown number of objects are present, as they may appear and disappear
at unknown time instants.

• Size and shape of the objects must be considered in the measurement model.
This is because objects are considered extended targets, as they produce multiple
spatially distributed measurements due to the short distances in comparison
to sensor resolution.

• Multi-sensor fusion is required as the vehicle has multiple sensors with overlap-
ping FOVs.

• Target tracking is used for safety purposes and thus should have minimal delay
in detection and tracking output.

• Tracking must be robust enough to track objects that have varying sizes, shapes
and dynamics, such as pedestrians, cars and busses.

3.3 Implemented tracker
Cameras provide a good angular resolution and object classification with the help
of DNN detectors. The classification enables the use of a priori information about
the size, shape and dynamics of the object. The LiDARs provide dense 3D point
cloud measurements, which give good angular resolution and accurate position
measurements, provided that the objects can be separated from the background.
The detection method implemented for this work takes advantage of these sensors by
using the DNN detections for size information and the bounding box for point cloud
segmentation. The points and the a priori size estimate are then used to calculate
the position of the object.

The chosen You only look once (YOLOv3) detector can detect and classify objects
such as pedestrians, cars and busses in images with good average precision at a frame
rate of 35 Hz when run on a modern GeForce Titan X GPU [34]. The GPU hardware
on the test platform is less powerful and is expected to run the detector on a lower
frame rate. However, the frame rate is likely to be comparable to the measurement
rate of the LiDAR sensor. Thus image-based detections can be used to segment range
measurements into objects thus avoiding complicated data association. Furthermore,
since each object generally has only one camera-based detection, range measurements
can be collected into a single measurement per object per time step, allowing the use
of traditional standard measurement model data association methods. The detections
are collected to a centralized global tracking algorithm for tracking.

The system architecture is shown in figure 4. The LiDAR measurements are
described in section 3.3.1 and the cameras’ detections in 3.3.2. Measurements from
the sensors are combined in the range finder, as discussed in the sensor fusion
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section 3.3.3. The resulting 3D detections with classification information are given
to the centralized tracker algorithm for data association (3.3.4). Finally, associated
measurements are used to update target models, and the rest to create new track
hypotheses (3.3.5).

Positioning, odometry and inertial sensors are used for estimating the vehicle’s
own position and movement, which are required in the LiDAR rectification. Rectified
point clouds are used also for localization based on a map of the environment.
Localization information is needed in the tracker to transform detections into the
world coordinate system, as tracking is performed in the world coordinates.

IMU

GPS

Cameras Detector

RectifierLiDARs

ODOM Localization

Range finder Tracker

Radars Filtering

Figure 4: System architecture.

3.3.1 LiDAR measurements

A single revolution from both LiDAR sensors are collected and then combined and
rectified in the Rectifier module. Rectification aligns the point clouds into a single,
common coordinate system and corrects distortion based on the vehicle’s odometry
information.

Measurements from the ground are filtered out by removing points below the
vehicle body. More specifically, points with a negative z value in the vehicle body’s
coordinate system are removed. This avoids using ground measurements from in
front of the targets in the segmentation process.

3.3.2 Detections from images

The DNN detector YOLOv3 is given as input a 416 × 416 pixel image and produces
as output a list of bounding boxes with associated classifications and confidences. In
this work the YOLOv3-416 model [35] was chosen as a compromise between speed
and accuracy. An alternative model with a larger input image size of 608 × 608
pixels has a higher detection accuracy and due to larger image size can detect objects
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further away. However, due to larger input it requires nearly double the processing
time. Due to the input image size being different from the sensor resolution, the
images are resized and black bars are added to make the image match the input
size. The detections are thresholded with a confidence bound θD, such that only
detections with high enough confidence are accepted as measurements.

The system architecture allows for either individual detector modules for each
camera input, or a single detector processing camera images in sequence. Each
detector module requires 1.5 GB of graphics processing unit (GPU) memory, thus
the chosen hardware limits the maximum number of detectors that can be run in
parallel. Detection delay remains constant for fewer detectors than cameras as the
latest image from a camera is used as input. However, fewer detectors mean less
frequent measurements per camera. The implementation made for this work uses two
detectors running in parallel, one for each front-facing camera. Due to evaluation
hardware limitations, the two back-facing cameras were not used for the experiments.
This is because using two detectors for four cameras would result in too low detection
frequency per camera. However, the two front-facing cameras give full visibility to
the road passing in front of the vehicle, and thus have visibility of nearly all of the
objects in the dataset.

3.3.3 Sensor fusion

The detected objects’ bounding boxes are used to find matching LiDAR points. The
range measurements are transformed into the camera coordinate system and then
projected onto the image plane. Then range measurements that fall within the
bounding box on the image plane are selected. See figure 5 for an example of the
detection boxes and projected LiDAR points.

Figure 5 shows how the object contained in the bounding box may occupy only a
portion of the rectangle’s area. This may lead to a significant number of background
range measurements inside the detection box. This is the case for the pedestrian,
as is apparent from the 3D points shown in figure 6. Another possibility is partial
occlusion by objects in the foreground, leading to some range measurements from
the foreground object being included in the bounding box. For example, in figure 5
the car is partially occluded by the sign pole. For an accurate range measurement of
the detected object the occluding and background points must be filtered out.

The approach for filtering the detection LiDAR points was implemented based
on the assumption that most of the points hit the target. If the points are sorted by
range, the median point is likely to be a part of the target. This point is used as
a starting point for clustering, selecting all the points that are within a threshold
θr in range from each other. This produces a cluster of points that are roughly at
the same distance from the sensor. In the implementation a threshold θr = 1 m was
used.

From the cluster of points a point with the shortest distance to the sensor is
selected. This point is assumed to be the nearest point of the object. The object’s
center must lie behind that point, assuming most of the object is visible. The
classification information is used to add a class-specific, a priori estimate of the
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Figure 5: Camera image with 3D LiDAR points projected onto the image plane.
YOLOv3 detection bounding boxes are shown with classification, confidence and
range from associated LiDAR points, shown in highlighted color.

average size to the distance measurement. The measurement’s 3D position is in
the center of the bounding box, at the calculated distance. These single point
measurements are used as the input to the tracker.

Measurement delay from the range sensors is significantly lower than the detection
time for the DNN. Rectification of the LiDAR measurements takes approximately 50
ms to run. Image processing and detector runtime is longer with an average 129 ms,
minimum 111 ms and maximum time of 230 ms. To account for the time difference,
range measurements are stored in memory with their time stamps for the duration
of the delay. Once the image processing is done, the range measurements matching
the image time stamp are chosen.

3.3.4 Data association

The tracker was implemented with the GNN data association method. Since the cam-
era detections and multiple point cloud measurements from objects are preprocessed
into a single measurement, probabilistic methods of ET are not required. The size
and shape of the objects is captured in the object’s center estimate. GNN was chosen
for its multiple target tracking capability, simplicity and ease of implementation.
GNN does not allow for multiple measurements of an object in a single time step.
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Figure 6: 3D LiDAR points within figure 5 pedestrian bounding box. Large number
of background LiDAR points due to low relative surface area of the target.

However, the assumption is justified as the cameras’ overlap is limited and the DNN
detections can be assumed to be only one per object per frame.

For each time step in the tracker’s update cycle, a cost matrix D between new
measurements and existing tracks’ expected measurements is constructed. The
cost ci consists mainly of the Mahalanobis distance (7) of the measurement to the
covariance matrix of the target’s expected measurement. An approximate 3σ inverse
χ2 threshold limit θM = 9 is utilized to scale the Mahalanobis distance appropriately
with respect to a maximum association cost threshold θA.

The full cost function is defined as

ci = dM(zi, ẑi)
θM

cd + (1 − pi)ce + δc(zi, ẑi)cc . (19)

The additional costs are the target existence probability pi cost ce, which makes
established tracks more likely for association, and the classification mismatch cost
δc(zi, ẑi), which penalizes measurements with different classification than the track.
See table 1 for a summary of the cost factors and their relative values. δc is the delta
function

δc(zi, ẑi) =
{

1, if cz ̸= cẑ
0, otherwise .

(20)



21

Table 1: Data association cost factors.

Symbol Value Description

cd
2
3θA Distance cost factor

ce
1
3θA Existence cost factor

cc
1
5θA Classification mismatch factor

Given the cost matrix, the GNN association is solved using Murty’s algorithm
[25]. Assignments which exceed the maximum assignment cost threshold θA are
removed. The remaining measurements with valid associations are used to update
tracks, while the measurements with no association are used to initialize new track
hypotheses. Tracks without an assigned measurement are decayed, increasing their
uncertainty and lowering their existence probability. Track is considered lost and is
removed if its existence probability goes below a minimum threshold.

3.3.5 Target modeling

For simplicity all targets are modeled with the same constant velocity model and
estimation is performed with a standard Kalman Filter [11, page 56]. The kinematic
state xK consists of a three dimensional position and velocity, i.e.

xK =
[

x y z vx vy vz

]T
(21)

The constant velocity state transition matrix A is defined as

A =

⎡⎢⎢⎢⎢⎢⎢⎢⎢⎣

1 0 0 T 0 0
0 1 0 0 T 0
0 0 1 0 0 T
0 0 0 1 0 0
0 0 0 0 1 0
0 0 0 0 0 1

⎤⎥⎥⎥⎥⎥⎥⎥⎥⎦
(22)

where T is the time step size.
The kinematic state is augmented with a unique target identifier c, making the

full state

x =
[

x y z vx vy vz c
]T

(23)

3.4 Performance evaluation
For each frame in the dataset the following values are calculated: gt, the ground
truth number of objects in the scene in a given frame t; mt, the number of missed
measurements, i.e. objects not detected by the tracker; ft, the number of false positive
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tracks not associated to any ground truth track; and st, the number of ID switches,
i.e. times the tracker mismatches a target with another, changing its unique identifier.

Using these values the target tracking evaluation metrics mostly tracked (MT),
mostly lost (ML) and partly tracked (PT) are calculated. MT is the percentage of
ground truth tracks covered for more than 80% of the frames. Similarly, ML is the
portion covered for less than 20%. PT is the remaining portion, 1 − MT − ML.
Furthermore, the CLEAR MOT metrics [36] multiple object tracking accuracy
(MOTA) (24) and multiple object tracking precision (MOTP) (25) are calculated.

MOTA = 1 −
∑

t(mt + ft + st)∑
t gt

(24)

MOTP =
∑

t di
t∑

t ct

(25)

MOTP describes the average tracking error with di
t, the distance between the track i

at frame and ground truth, and ct, the number of matches for frame t, i.e. ct = gt −mt.
The detections’ accuracy is evaluated using visual tracking performance metrics.

The number of correct detections ct, misses mt and false positives ft are used to
calculate the detector precision (26) and recall (27).

Precision =
∑

t ct∑
t ct + ∑

t ft

(26)

Recall =
∑

t ct∑
t ct + ∑

t mt

(27)



23

4 Experiments
In this section the performed experiments are described. Their goal is to see whether
the implemented detection method’s accuracy, speed and reliability is sufficient for
tracking in the autonomous driving environment. The detection and tracking outputs
are compared to an annotated ground truth, measuring the various evaluation metrics
described in section 3.4.

First, the dataset used for the experiments is described in 4.1. Then the detection
results are shown in 4.2 and the tracking results in 4.3. Finally the implications of
the results are discussed in 4.4.

4.1 Dataset
The tracker’s multiple object tracking performance was evaluated with a dataset
consisting of 2373 frames spanning a total of 276 seconds. The dataset was collected
with the test platform vehicle parked in an intersection facing a busy road. Figure 7
shows a single frame of the dataset with the front cameras’ view to the road visualized.
The frames were manually annotated by marking the position, category and identity
of targets present. See table 2 for the ground truth metrics of the dataset. The
tracker’s output tracks for the dataset were saved to a file for easy comparison to
the ground truth annotation.

Measurements are associated with annotations using a GNN algorithm, with
Euclidean distance as cost function and a gating distance threshold θG = 3 m.
Measurements outside annotations’ gating thresholds or without an assignment are
considered false positives, and annotations without an assigned measurement are
considered missed.

The detector’s performance is evaluated using metrics for correct, missed and
false positive detections. Images from the front-facing cameras which were processed
with the detector during the runtime of the dataset were collected. For each frame
the ground truth number of objects was noted manually and then compared to the
detections of the detector.

Table 2: Dataset description.

Dataset
Frames 2373

Area size 64 × 64 m
Tracks 27∑

t gt 3017
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Figure 7: A single frame of the annotated dataset point cloud. The vehicle’s position
is shown as a gray rectangle and the front cameras’ approximate FOVs are indicated
with green wedges. The road passing in front, on the right side of the test vehicle is
outlined by the dense LiDAR points from vegetation. A pedestrian and a car visible
in this frame have been annotated with circles marking their position.
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4.2 Detector and measurements
Results for the image based detector for the annotated dataset are shown in tables
3 and 4. Table 3 shows object detection rates in the images with the detector
using a confidence threshold θD = 0.75. The results show a high detection rate of
approximately 80 % and a low false positive rate of only 1 %. Detection rate is
lowered by frames that did not find matching LiDAR measurement points, marked
as no range in the table.

Table 3: Camera detection results with confidence threshold θD = 0.75. For correct,
precision and recall higher is better, and for missed, false positives and no range
lower is better. Correct and missed are compared to ground truth (GT) and false
positives and no range are compared to number of detections.

Left camera Right camera
Frames 1511 1488

GT 963 1541
Detected 818 1389
Correct 770 80.0 % 1242 80.6 %
Missed 144 15.0 % 168 10.9 %

False positives 1 0.1 % 16 1.2 %
No range 47 5.7 % 131 9.4 %
Precision 99.9 % 98.7 %

Recall 84.2 % 88.1 %

Table 4 shows the fused camera detection and LiDAR range measurement results
for the annotated dataset. From the dataset only the frames with matching time
stamps to images processed by the detector are included in the evaluation. This
avoids assigning non-processed frames as missed. The results show higher missed
rates than the image-only evaluation. This is because for some of the measurements
the range evaluation failed due to background points being used for the position
estimate. These measurements were counted as false positives, as they do not match
any annotated targets.

Average measurement error for the correctly estimated targets is 0.6 m. Error
is measured between the center of the measurement and the associated annotated
target. However, it is important to note that the accuracy of manual annotation is
only about ±0.5 m.

Results for filtering the range measurements inside objects’ bounding boxes are
shown in figures 8 and 9. In figure 8 points originating from the car are successfully
selected, filtering out the foreground occlusion points (displayed on the left) and the
few background points (on the right). In figure 9 a scenario with a large foreground
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Table 4: Combined camera and LiDAR 3D detection results with detector confidence
threshold θD = 0.75 and association gating threshold θG = 3 m. For correct, precision
and recall higher is better, and for missed, false positives and average error lower is
better. Correct and missed are compared to ground truth (GT) and false positives
are compared to number of detections.

3D detector
Frames 1165

GT 1916
Detected 1858
Correct 1392 72.7 %
Missed 524 27.3 %

False positives 466 25.1 %
Average error 0.6 m

Precision 74.9 %
Recall 72.7 %

occlusion is shown. Due to the front LiDAR sensor being more forward on the vehicle
body than the camera, the LiDAR is not occluded by the pedestrian and measures
the car successfully. Many of the pedestrian’s points are within the car’s bounding
box and vice versa, but the majority of points for both cases remains to be from the
object in question.
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Figure 8: 3D LiDAR points within figure 5 car bounding box. Blue crosses mark
original set of points and red circles the result of the filtering method. Foreground
occlusion and background points are successfully filtered out.
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(a) Pedestrian occluding a car.
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(b) LiDAR points within bounding boxes and their segmentation result.

Figure 9: Bounding box range measurement with large foreground occlusion. Yellow
circled points on the left of (b) are results of filtering from 245 pedestrian bounding
box points to 125 matching points. Red circled points in the middle are the car’s
bounding box points filtered from 236 points to matching 131 points.
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4.3 Tracking
Table 5 displays the overall tracking results for the dataset. The results show 85
% of ground truth tracks partially or mostly tracked. Tracking performance is not
directly comparable to the state-of-the-art results of tracking benchmarks such as
the KITTI Vision Benchmark [7] or MOTChallenge [37, 38], because their results are
measured based on image-plane bounding boxes. However, the partially or mostly
tracked score is among average performance and the MOTA score of 23.9 % is lower
than of most of the state-of-the-art methods presented in the benchmarks. The poor
MOTA score is caused by the large number of false positive tracks.

Table 5: Full tracking results for the annotated dataset. Ground truth tracks are
associated with tracker output tracks with association gating threshold θG = 3 m.
For correct, precision, recall, MT, PT, and MOTA higher is better, and for missed,
false positives, ID switches, ML and MOTP lower is better. Correct and missed
are compared to ground truth (GT) and false positives are compared to number of
detections. MT, PT and ML are compared to the number of ground truth tracks gt.

Frames 2373
GT 3017

Detected 3544
Correct 2138 70.9 %
Missed 879 29.1 %

False positives 1406 39.7 %
Precision 60.3 %

Recall 70.9 %

gt 27
Tracks 42

ID switches 10
MT 6 22.2 %
PT 17 63.0 %
ML 4 14.8 %

MOTA 23.9 %
MOTP 0.8 m

Table 6 shows tracking results split by category. The tracker’s performance
is significantly worse for car-type targets. The multiple object tracking accuracy
(MOTA) for pedestrians of 70.6 % is very good in comparison to state-of-the-art
tracking methods. The negative MOTA -23.2 % of the car category indicates a high
false positive measurement rate.

The false positive tracks are visible in the track cardinality estimate and estimation
error displayed in figure 10. The tracker tends to over-estimate cardinality slightly
with a positive average error of 0.22. Track lifetime after leaving the annotated area
is visible as a remaining cardinality for a few frames after the ground truth track as
disappeared. Track splitting for turning vehicles and at sensor boundaries are visible
as overestimated cardinality.

For the correctly tracked targets the MOTP of 0.8 m is comparable to the
detection method’s average error of 0.6 m, and error is increased due to non-linear
velocity motion of the objects. Figure 11 shows the estimation error over all the
frames in the dataset. The error is shown as a mean of all correctly tracked targets
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within the frame.

Table 6: Tracking results split by target category. Ground truth tracks are associated
with tracker output tracks with association gating threshold θG = 3 m. Person
category tracks are tracked with significantly better accuracy and lower miss and
false positive rates. For correct, precision, recall, MT, PT, and MOTA higher is
better, and for missed, false positives, ID switches, ML and MOTP lower is better.
Correct and missed are compared to ground truth (GT) and false positives are
compared to number of detections. MT, PT and ML are compared to the number of
ground truth tracks gt.

Car Person
GT 1501 1516

Detected 2061 1483
Correct 861 57.4 % 1277 84.2 %
Missed 640 42.6 % 239 15.8 %

False positives 1200 58.2 % 206 13.9 %
Precision 41.8 % 86.1 %

Recall 57.4 % 84.2 %
gt 24 3

Tracks 36 6
ID switches 9 1

MT 4 16.7 % 2 66.7 %
PT 16 66.7 % 1 33.3 %
ML 4 16.7 % 0 0.0 %

MOTA -23.2 % 70.6 %
MOTP 1.5 m 0.4 m
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(a) Ground truth and estimated object cardinality.
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Figure 10: Dataset ground truth and estimated cardinality (a), and cardinality
estimate error (b). Positive values for estimate error are false positive tracks, and
negative error is missed tracks. Mean error is 0.22, meaning a small overestimation.



32

0 500 1000 1500 2000

Frames

0

0.5

1

1.5

2

2.5

M
ea

n 
po

si
tio

n 
er

ro
r 

(m
)

error
mean
std
2

Figure 11: Dataset ground truth and tracker estimate mean position error for correct
tracks. Mean error of 0.8 m, standard deviation of 0.6 m and 2σ standard deviation
over all non-zero measurements are shown with blue solid line, black dashed line and
black dash-dot line, respectively.
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4.4 Discussion
In this section the results of the implemented methods are discussed and their
implications highlighted. The discussion answers the research questions set for the
experiments. First the detection method’s results are evaluated in 4.4.1. Next the
tracking results are summarized in 4.4.2. Then the scope and validity of the dataset
are described in 4.4.3.

4.4.1 Evaluation of the detection method

The results of the experiments show a good detection rate and a very low false
positive rate for the DNN detector. False positives could be further reduced by
increasing the detection confidence threshold from the used θD = 0.75. This would
also result in more missed detections. However, for the experiments this threshold
was appropriate.

For a total of 8 % of the detected objects a range measurement could not be
found. Missing range measurements are likely due to network delays or missing
measurements in the dataset recording. Lowering the number of missing range
measurements would further increase the correct detection rate and lower the number
of missed detections. Potential areas of improvement are transport delays and the
point clouds’ matching to image time stamps.

Main concern in sensor fusion between the LiDAR and camera images is their
temporal synchronization. Due to the sensors not being hardware synchronized
or their internal time difference accurately calibrated, the measurements have a
worst-case time difference of about 100 ms. This causes an approximately 1 meter
offset the measurements’ positions for a car traveling at 40 km/h. The measurement
inaccuracy increases measurement uncertainty, and thus limits the true tracking
accuracy. The time difference is especially harmful for targets far away, as the
bounding box is small and few LiDAR points hit it. The range measurements can be
shifted outside the bounding box, causing the background to be measured instead.
Measurement synchronization can be improved by only selecting images near LiDAR
time stamps for detector processing, or by using hardware synchronization that takes
measurements from both sensors at the same time instants.

The bounding box segmentation of 3D point cloud data and the occlusion and
background point filtering was successful and resulted in an average precision of 0.6
meters. The result is good considering the uncertainty caused by time differences
and the annotation precision. The distance to objects was correctly estimated even
with large occlusions. This was due to the LiDAR sensor being more forward on the
vehicle body than the camera, thus the sensors were not occluded at the same time.
The small offset in sensor position appears to be beneficial to the functionality of
this detection method.

Some range estimates were unsuccessful, mainly either at very short or at long
distances. Pedestrians right next to the vehicle body would not collect many LiDAR
points but occupied a large area on the camera image. The majority of points
inside the bounding box are then from the background. Similarly objects at long
distances would not be measured by many LiDAR points and thus could be exceeded
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by background or occlusion points. Long distance false positives can be reduced by
limiting the detection distance to a maximum value. Removing short distance false
positives, however, would require changes to the sensor configuration.

In conclusion, the high detection probability and low number of false positives
indicate feasibility of the detection method for reliable tracking applications. However,
the detector was running at an average frame rate of 5 Hz with the evaluation hardware
NVIDIA GeForce GTX 1050 Ti GPU. The computing platform of the autonomous
vehicle is NVIDIA Jetson TX2, which has more memory but only one third of the
CUDA computing cores of the evaluation GPU. The frame rate of the detector was
not tested on the Jetson TX2, but it is expected to be at most half of the evaluation
frame rate. For target tracking in the autonomous environment such frame rates are
not sufficient, as objects move at high velocities. The hardware could be improved,
or the detector be used as an additional measurement source to other methods.

4.4.2 Evaluation of the tracker

For pedestrian targets the tracking results reflect the good detection performance.
Slowly moving pedestrian targets’ measurements are closer to each other, making data
association and state estimation easier. Tracking of cars, however, has significantly
worse results due to high number of false positives. Main reason for the poor
performance is the used linear-velocity model, which does not cope well with the
turning or fast acceleration of the vehicles. The model does not include angular
velocity, and thus tends to continue in the original heading. Tracks are no longer
associated with measurements when they are predicted too far in the tangent direction.
These tracks become false positives and a new track is created for the measurements,
causing an ID switch. Similarly, fast acceleration of the vehicles causes the prediction
to lag behind and the track be lost. More frequent measurements would mitigate
the problem. Alternatively, as the object’s classification is known, a car-specific
dynamics model could be used to better predict the cars’ motion.

Another source of false positive measurements is the track lifetime after exiting
the sensor FOV or the annotation area. Tracks will no longer receive measurements,
but are kept alive until their existence probability is under the lost threshold limit. All
tracks beyond the annotation area or outside sensor FOV are counted as false positives.
This behavior is wanted, as it allows the track to survive missed measurements.
Additional logic could be added to check whether a track is out of range of the
sensors, reducing the time the track remains alive.

The single measurement assumption made for the GNN association is easily
invalidated in the case of larger objects. Even with limited camera overlap, cars
or larger objects can extend through two cameras’ FOVs, with the front visible in
one and the back in the other camera. This causes two measurements, one of which
is associated with an existing track and the other is unassigned, creating a new
track hypothesis. One of the tracks then becomes a false positive and the other
may cause an ID switch. This case was present in the dataset multiple times and
caused a large number of the false positive measurements. A similar situation may
occur for large partial occlusions that split the visible portions of the object in two.
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However, this case was not observed in the dataset. Improving the data association’s
robustness to false positive measurements and handling of multiple measurements
from targets would require using another DA method, such as the Probabilistic
Multiple Hypothesis Tracker (PMHT) [39].

4.4.3 Evaluation of the dataset

The dataset collected for the experiments contained different types of cars in situations
typical to an intersection in a suburban area. The vehicles were seen turning,
accelerating, decelerating and traveling at a steady maximum velocity of 50 km/h. In
addition the dataset contained pedestrians standing, walking and running. These two
categories of objects have significantly different size, shape and dynamics, and thus
made it possible to evaluate detection and tracking performance of highly different
objects.

In the dataset the test vehicle was stationary, providing constant quality measure-
ments. When the vehicle is moving, the measurements contain more noise and the
relative velocities of other objects are increased. The stationary dataset was sufficient
to indicate the qualities of the implemented methods. Results from a moving vehicle’s
dataset would be worse due to the low measurement rate and missing hardware
synchronization of the sensors.

For the pedestrians in the dataset there was very few occlusions due to the
pedestrian sidewalk being located between the test vehicle and the road. This
increased pedestrian tracking accuracy, as they were in almost all cases in full
view. Furthermore the dataset did not contain groups of pedestrians. For a better
simulation of the autonomous driving environment, these cases should be included.

For a more comprehensive dataset more object classes such as motorcycles,
bicyclists, children and animals should be included. In addition, the objects could
be annotated with more information, such as the size, shape, heading and velocity.
These additional values would allow for a more detailed analysis of the error sources
in the tracker’s performance.
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5 Conclusions
This work evaluated the use of state-of-the-art camera-based DNN detector combined
with range data to detect and track extended targets in an autonomous vehicle
setting. Performance of the implemented methods were measured with a dataset
collected with an autonomous vehicle platform and annotated with ground truth
tracks.

Autonomous vehicles are equipped with multiple high resolution sensors, such
as 3D LiDAR, and are required to detect and track objects in proximity with high
accuracy in real time. Data association between a very large number of measurements
and multiple moving targets can be simplified by using the bounding box and
classification data given by the camera-based DNN detector. Measurements from
range sensors are projected onto the image plane, filtered by the bounding box
information and then clustered to find the distance to the object. This work assessed
the applicability, accuracy and processing time of this approach.

State-of-the-art extended target tracking methods use random finite sets to cope
with the large data association uncertainty coming from the extent of the objects. In
this work the data association is simplified by using only the camera-based detections
as measurement sources, as objects produce at most one measurement per time step.
For this reason a simple GNN data association combined with linear-velocity Kalman
Filters were chosen as the method of tracking.

Although originally planned, size estimation of the tracked objects was not
completed due to time constraints. The implemented segmentation method of LiDAR
points matching a camera detection allows the LiDAR points to be used in estimating
the size and shape of the object. However, a method for data association and updating
of size and shape information requires further research. The implemented method
uses a priori estimates of objects’ sizes and the detection’s classification to estimate
the centroid of the detected object. The range measurements are assumed to always
be from the facing side, meaning that the centroid is behind the measured range,
offset by the a priori size estimate.

The results show that with modern GPU hardware the DNN detector is capable
of high accuracy, low clutter measurements at a frame rate comparable to the range
sensors. The proposed method of combining range measurements with camera
detections and filtering occlusion and background points was shown to be successful
for scenarios in the dataset. Main causes for position estimation error were the
measurement time stamp difference of the camera and range sensors and the a priori
estimates of the object sizes.

Overall the detection and tracking results show that objects in the autonomous
vehicle setting can be tracked successfully using the proposed method. The DNN
detector provides high detection rates with good accuracy and few false positives.
When combined with rich range sensor data false positives can be further removed,
and the detections can be augmented with 3D position and size information. However,
in order to achieve high enough detection frame rates, powerful GPU hardware is re-
quired. Low-end hardware presently used in autonomous vehicles such as the NVIDIA
Jetson TX2 are not sufficiently powerful to provide detections at a frame right high
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enough for tracking. DNN detections can be used as a an additional measurements
source however, with highly valuable and reliable classification information.

Due to the safety concerns of autonomous vehicles, accuracy and reliability are
of high importance. The implemented GNN data association method does not offer
sufficient robustness to false positives and association ambiguities. MHT is generally
considered the best tracking method using the standard measurement model, and it
would likely improve the tracking results of this work significantly.

In this work the radar sensors of the autonomous vehicle platform were not
used to determine the position of the objects. In future work the radar sensors’
information could be added in addition to the LiDAR data. The radar sensors can
provide relative velocity of the targets using the Doppler effect, and thus would be a
good additional source of information to the measurements. Velocity information
could be used to give a more accurate initial state estimate to the track hypotheses,
in comparison to the current method in which only position information is known.
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