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Abstract
In distributed computing, nodes of a network process information algorithmically
while sending and receiving data via connections. Time complexity in LOCAL model
algorithms is measured in rounds of synchronous message-passing, where in one
round a message traverses from one node to an adjacent node. Local processing
power or message size is not limited, and each node has a unique identifier.

Locally checkable labelling (LCL) problems on distributed networks rely on small
local neighbourhoods together forming a globally correct output configuration. In
cycle networks, locally verifiable non-trivial problems such as 3-colouring are solvable
using a number t of rounds, where t has order of a very slow-growing function (i.e.
iterated logarithm, or “log-star”) of the network node count n. Cycle LCLs can be
divided to three distinct time complexity classes, with the other two being constant
time and linear time w.r.t. n.

In this thesis we establish a pair of classes for certain LCL optimisation problems
– binary LCL packing and covering. For them, both possible and impossible factors
of approximation are derived w.r.t. time t used when not allowing randomisation.
The classes contain problems in which the aim is to either maximise or minimise
(respectively) the size of the solution set. In particular, relaxing the requirement of
maximality or minimality of an existing LCL set problem, e.g. maximal independent
set or minimal dominating set, brings forth a maximisation or minimisation variant
with measurable approximation quality.

In cycles, binary LCL packing problems cannot be α-approximated in constant
time with α = o(log∗ n). However, if the problem is not a global one, it can be
(1 + ϵ)-approximated in O(k3 + k log∗ n) time in a directed cycle, where ϵ > 0 is any
small positive constant and k = O(ϵ−1). The presented algorithms for directed cycles
can be further optimised, and similar algorithms exist for undirected cycles.

Binary LCL covering problems can be α-approximated in O(1) rounds in cycles, for
constant α. Constant time algorithms cannot do better than (1−ϵ)β-approximate the
optimal, where ϵ > 0 is arbitrarily small and β > 1 is the inverse of the asymptotically
optimal ratio of solution nodes to the node count n. Similarly to the packing problems,
using O(ϵ−3 + ϵ−1 log∗ n) rounds is sufficient for approximating non-global problems
with factor (1 + ϵ).
Keywords Distributed algorithm, LCL, locally checkable labellings, LOCAL model,

optimisation, deterministic, cycle
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1 Introduction
Distributed computing can be characterised as nodes of a network processing infor-
mation locally and sharing data with each other. When the network is sparse and has
a large diameter, meaning that there are only so many pair-wise connections between
nodes and some pairs of nodes have difficulty reaching each other via messages,
one key aspect to consider is the effectiveness of decision-making based on local
neighbourhood data. Cycle networks, and directed cycle networks, have been studied
quite extensively having simple 2-regular underlying graph structure, and as such
are one possible level of entry before moving on to more general graphs.

Locally checkable labelling (LCL) problems, as named by Moni Naor and Larry
Stockmeyer [19], are the class of distributed problems which have solutions whose
local legality is verifiable inspecting only a constant radius neighbourhood. A solution
is globally correct if each node in the system verifies its local neighbourhood as legal,
and incorrect if even one is illegal.

Some hallmark cycle LCL problems to consider are, for example, vertex and edge
colourings, maximal independent set, maximal matching, minimal dominating set,
minimal vertex cover and minimal dominating set. These problems are relatively
fast to solve locally and deterministically in a cycle network. They can be solved
in O(log∗ n) rounds, where n is the network node count, of message-passing in the
LOCAL model. On the other hand, their maximum or minimum solution counterparts
require linear time.

The LOCAL model of computing is suited for analysing LCL problems due to
its lack of restriction on local processing times and message size. Particularly, all
local computation is considered to be instantaneous. This accentuates the focus
on the number of steps needed for messages to travel in the network in order to
achieve the goal. Passing of messages is fully synchronous with one unit of time,
a round, required for one unlimited message to travel to the other endpoint of the
connection. Additionally, each node in the LOCAL model is equipped with a unique
identifier as to potentially distinguish two nodes with structurally identical r-radius
neighbourhoods.

In the case of directed cycles, or rings, three distinct complexity classes have
been found such that there are no known search problems which can be solved in
time somewhere between two classes but not in the asymptotically smaller of the
two [5, 7]. These are Θ(1), Θ(log∗ n) and Θ(n). Because computation power and
message size are limitless, the last class is not very interesting. This is because in
a connected graph any node can gather full information of the network topology
in O(n) rounds and use this information and instantaneous calculation to choose a
predetermined output.

1.1 Research objectives
The cycle LCL search problems have distinct time complexity classes. It is suspected
that gaps in time complexity exist for a particular type of optimisation problems
related to cycle LCLs. The time requirements of LCL optimisation problems are
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studied with respect to factor α of approximation. We say an LCL optimisation
problem is that of finding a solution set (consisting of nodes) of size as close as possible
to the minimum or maximum. If an optimisation algorithm gives an α-approximation,
any produced solution set is at most α times greater than the minimum, or at most
α times smaller than the maximum.

Moreover, there are LCLs in the time class of Θ(log∗ n), whose optimisation
variants have a relationship of different nature between time t and α. One of the
main goals of this thesis is to classify optimisation problems based on their properties.
For example, some covering problems like minimum dominating set have a constant
factor approximation algorithm using O(1) time, while maximum independent set
does not. In particular, maximal independent set and minimal dominating set solution
cardinalities are no more than a constant factor worse than the optimal. The factor
is 1.5 for both, as node count tends to infinity. Finding a solution to either search
problem requires Θ(log∗ n) rounds. This is easily derived from the algorithm by Cole
and Vishkin [8, 9] and the lower bound by Linial [17]. On the other hand, a trivial
algorithm of O(1) rounds gives a 3-approximation of minimum dominating set, while
there is no O(1) time algorithm O(1)-approximating maximum independent set [10].

1.2 Results
In this thesis, two new classes of LCL optimisation problems are introduced, along
with a few impossibility results regarding approximation factors with respect to time
used. A division is made between a type of packing and covering problems, and the
results are for cycle graphs. The original definition of an LCL [19] is used. It can be
found paraphrased in Section 2.7.

1.2.1 Binary LCL packing

A binary LCL packing problem PL = (r, Σ, Γ, CP ) is an extension to an existing
LCL L = (r, Σ, Γ, C), where L is a maximal set search problem with the following
properties (see the full definitions in Section 2.8). For instance, maximal independent
set fits this description.

• All vertices are assigned into either the solution set or the remaining set.

• The constant integer r ≥ 1 is the smallest radius r such that the local consistency
of an output labelling may be verified. Accordingly, all centered neighbourhood
graphs N ∈ C have radius at most r.

• Consistent labellings N ∈ C always contain both solution and non-solution
labels. Trivial one-label solutions are not allowed.

Then, PL = (r, Σ, Γ, CP ) is a solution set maximisation problem, where CP contains
C. In particular, the maximality requirement is relaxed by also including all possible
neighbourhoods N ′ = π(N) ∈ CP , for all N ∈ C, such that any number and
combination of solution set labels in N are replaced with the label for the remaining
set. Let PLCL be the class of binary LCL packing problems.
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The maximum solution set size for PL ∈ PLCL in graph G is equal to the maximum
solution set size for L in G, for any G where L has a solution. The following results
for cycle networks are shown for any PL as defined above. Note that this first set
of results is very similar to a lemma on independent sets by Czygrinow et al. [10]
(Lemma 4).

• Any binary LCL packing problem PL on a cycle has no constant time t optimi-
sation algorithm with α = o(log(2t) n).

• Any constant factor α-approximation algorithm for PL requires Ω(log∗ n)
rounds.

• There is no Θ(log∗ n)-approximation algorithm for PL with runtime t =
o(log∗ n).

1.2.2 Binary LCL covering

Binary LCL covering problems are defined otherwise in the same way, but in cor-
respondence to minimal set LCL problems, such as minimal dominating set. The
minimality requirement is relaxed instead. Denote by CLCL the class of binary LCL
covering problems. Now RL ∈ CLCL is a solution set minimisation problem.

Results for all RL ∈ CLCL on cycles, where the base problem L is a non-trivial
minimal set LCL search problem with time complexity Θ(log∗ n), are derived. An
approximation threshold is given between constant and O(log∗ n) time optimisation.

• Any binary LCL covering problem RL on a cycle has no constant time t
optimisation algorithm with approximation factor less than α = (1− ϵ)β, where
ϵ > 0 is arbitrarily small and β is the inverse of the asymptotically optimal
ratio of solution set size compared to node count n.

• An approximation factor of (1− ϵ)β, where ϵ ≥ c for any small constant c > 0,
requires Ω(log∗ n) rounds to achieve. On the other hand, a trivial assignment
of all vertices to the solution set is a β-approximation.

1.3 Structure of the document
Section 2 runs through most of the concepts and definitions used in this work. If
already familiar with distributed computing or basic graph theory, one may skip over
the most common definitions, and consider the section as a reference list for the key
concepts considered. Some background in the form of related work and colouring
algorithms, which will be highly useful, is given in Section 3.

The main contributions are in Section 4. We give optimisation problem runtime
lower bounds by expanding on some previous results, most notably by Czygrinow et
al. [10], who used Ramsey’s theorem to show that Θ(log∗ n)-approximating maximum
independent set requires no less than Θ(log∗ n) rounds of message-passing.

Some examples of directed cycle algorithm descriptions for different levels of
approximation, with round count analysis, are presented in Section 5. Section 6
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compares some runtimes for optimising beyond the point of solution set maximality
or minimality. Lastly, we finish up with a summary of results and some brief
considerations.

2 Concepts and definitions

2.1 Graph notation
A graph G = (V, E) is a pair consisting of a set of vertices V and a set of edges E.
Each edge e ∈ E is a set of two vertices {u, v}, where u, v ∈ V . If e = {u, v} ∈ E,
then u and v are said to be adjacent (or equivalently, neighbours), and e is incident
with u and v (its endpoints). The degree of a vertex is equal to the number of adjacent
vertices it has.

In a directed graph G = (V, E) each edge e ∈ E is a pair of vertices (u, v), u, v ∈ V ,
where u is called the predecessor, and v the successor. Now, e is a directed edge from
u to v, which are adjacent nodes. Specifically, e is incident from u and incident to v.

The order |G| of a graph, for any graph G, refers to the size of its set of vertices.
Typically the size of a graph ||G|| is equal to the number of edges in G. Unless
otherwise mentioned, graphs have no self-loop edges. A walk from vertex v0 to vertex
vm is an ordered sequence of vertices and edges v0, e1, v1, e2, . . . , vm−1, em, vm such
that all edges in the sequence are preceded and succeeded by its endpoints. An
m-walk has m edges in the sequence. The walk may start and end at the same
vertex, making it a circuit. Walks may also be sequenced, or joined, together by the
ending point of one and the starting point of another, resulting in longer walks or
circuits. A path is a walk where the vertices and edges are distinct. The distance
between vertices u and v is the shortest-path distance d as measured in edges to
traverse. If there is no path, the distance is infinite, and if u = v, then d = 0. In
the case self-loops are allowed, if there is an edge incident only with one distinct
vertex x, then there exists a walk from x to x for any non-zero positive integer s. A
kth power of a graph G(k) has the same vertex set as G, but its edge set includes
all edges e = {u, v}, where the distance in G between u and v is at most k. For
example, G(1) = G.

2.2 Underlying graph
A network can be characterised in part by an underlying graph. Intuitively, nodes
correspond to vertices and connections to edges. For instance, we could say N is
a LOCAL model network with an underlying cycle graph G of 10 vertices. This
seems quite natural, and essentially gives a way to think of certain graph theoretic
problems and how they could be addressed by algorithmic methods in a distributed
network. Note, however, that an underlying graph does not fully dictate what could
be given as input to nodes of the network, what type of algorithm is being run, what
the port number configuration is and so on.

Primarily networks with cycles and directed cycles as underlying graphs are
discussed in this work. In particular, a directed cycle now means a cycle graph with
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directional edges such that there is a strongly connected component of order equal
to the number of vertices in the graph. Equivalently, each vertex in the cycle has
in-degree of one and out-degree of one. Thus a directed cycle is unidirected. On
the other hand, a cycle with an orientation of the edges, or oriented cycle, may not
necessarily be unidirected.

Remark: Links between nodes in the network may carry information in both
directions. Thus the orientation of the edge set serves to indicate predecessor-
successor relationships between nodes in the network. This is an example of either
an assumption regarding the network setting or information the nodes may have due
to local input. In many examples of directed cycle networks it may be helpful to
declare that without loss of generality port number 1 is an outgoing port and 2 an
incoming port, or vice versa.

2.3 LOCAL model networks
A LOCAL model network is a collection of nodes, port numberings and connections
between nodes. Each node has a unique identifier consisting of O(log n) bits, where
n is the number of nodes in the network. Unless specified otherwise, throughout this
work n will be used to denote the node count of a network. Port numbers of a node
range from 1 to the number of connected neighbours it has, that is, the degree of
the node. Port numbers can be used to distinguish incoming messages from different
connections. Similarly, they can be incorporated in outgoing messages if need be.
See Figure 1 for a cycle network where port numbers happen to be in a consistent
order.
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Figure 1: Network with unique identifiers and a globally consistent port numbering.

Typically nodes do not need any input, since every node is meant to run the
same algorithm and the only distinguishing factor between two nodes with the same
degree are the unique identifiers. Sometimes it is convenient to declare that each
node has as input some data that was created in another algorithm run previously.
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In the LOCAL model, communication between nodes is carried out synchronously
on a round basis. Sent messages are not in any way restricted by size, and the
processing time of nodes is not necessarily considered. Time complexity refers to the
number of rounds executed in relation to the node count n of the network. Since
computing time is unlimited, algorithms may be described purely as two phases:

• The network topology information is gathered using time t.

• The output is computed based on the t-radius neighbourhood in an instant.

However, it may be practical to provide algorithms that do computations almost
every round. In this case the round flow may be structured as follows:

• A node sends a message (potentially empty) to each neighbour. The message
may be different for each port.

• A message sent this round by a neighbour is received for each port. Internal
processing is handled.

2.4 Colouring
2.4.1 Vertex and edge colouring

Vertex colouring, or graph colouring, and sometimes even colouring for short, is
defined as usual. A k-colouring of a graph is an assignment c of k colours to vertices,
one colour per vertex, such that no adjacent vertices are coloured in like: function
c : V → [k], where [k] = {1, 2, . . . , k}, is a k-colouring if

∀{u, v} ∈ E. c(u) ̸= c(v).

Weak colouring has a less strict constraint. It is sufficient that for all vertices,
not all adjacent vertices have the same colour: function cw : V → [k] is a weak
k-colouring if

∀u ∈ V . deg(u) = 0 ∨ (∃v ∈ V . {u, v} ∈ E ∧ c(u) ̸= c(v)).

As a remark, note that the codomain [k] of c is sometimes easier to have im-
plemented as {0, . . . , k − 1}. This is particularly true when using binary string
representations such that “0” represents the first colour. Additionally, this way mth
colours with m ≡ 0 mod 2x, for x positive integer, require one less bit.

Edge colouring is an assignment of colours to edges. A legal edge colouring has
no two adjacent edges assigned with the same colour. Unless specified in the context,
colouring typically refers to vertex colouring.
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2.4.2 Colour reduction

The term colour reduction means reducing the number of colours used. After properly
reducing colours the new colouring can be seen as another vertex colouring function
as defined above where the size of the codomain is smaller. The following colour
reduction methods typically come to question when the amount to decrease is small.
For instance, the so-called Linial’s algorithm [16, 17] produces a O(∆2)-colouring
very fast with respect to n but the last few colours to be reduced to those in [∆ + 1]
may be comparatively slower.

Standard or basic colour reduction is a type of linear time colour reduction with
respect to the decrease in the amount of colours used. See for example the distributed
colouring monograph by Barenboim and Elkin [1]. Suppose graph G with maximum
degree ∆ is α-coloured. A reduction to ∆ + 1 colours can be achieved, for instance,
by eliminating colours starting from α down to ∆ + 2 while following simple rules for
action. Since there are at most ∆ different colours represented by the set of neighbours
of node v, there is at least one free colour to be selected from the set [∆+1], if v has a
colour not in the set. Choosing, for example, always the smallest colour, it is easy to
see that after α− (∆ + 1) iterations G is (∆ + 1)-coloured. At each step the colouring
is proper since nodes with the colour α − i, for i = 0, 1, . . . , (α − (∆ + 2)), form
an independent set because at first G was legally α-coloured. When an algorithm
maintains a legal local state in the network after each iteration or round, it is called
locally iterative.

Another locally iterative colour reduction method, which is very simple to imple-
ment and to write in pseudocode, is to let local maxima (in terms of colour) choose
the smallest free colour in the palette [∆ + 1] each turn. Quite clearly, nodes with
colour α are necessarily local maxima and will each choose a colour from [∆ + 1] in
the first round. Thus, during the second round every node with colour α − 1 is a
local maximum and chooses a new colour. By induction, the colouring of G uses at
most ∆ + 1 colours after α− (∆ + 1) rounds.

2.5 Pseudoforest
A connected graph T = (VT , ET ) with at most one cycle is a pseudotree. If each
connected component of a graph F is a pseudotree, then F is a pseudoforest.

Lemma 2.5.1. If a directed graph G = (V, E) has no vertex with in-degree more
than one, then G is a pseudoforest. Symmetrically, if G has no vertex with out-degree
more than one, then G is a pseudoforest.

Proof. If there exists a cycle in G, it must be directed. Otherwise there exists a
vertex with two outward edges and another with two inward edges. Suppose there
exists a connected component with two or more cycles containing a different set of
vertices. Take any two of them. If they share one or more vertices, there exists a
vertex x whose inward degree is at least two, and a vertex y (possibly x = y) whose
outward degree is at least two. If the cycles share no common vertices, there still is a
path from one cycle to the other, meaning that one vertex has out-degree of at least



14

two and one vertex has in-degree of at least two. By contradiction, no connected
component in G has more than one cycle, and G is a pseudoforest.

2.6 Set problems in graphs
2.6.1 Maximal independent set (MIS)

Let I ⊆ V be a possibly empty set of vertices in graph G = (V, E). The set I is an
independent set if no edge e ∈ E has both endpoints contained in I. Equivalently,
the distance between any two distinct vertices in I is two or more.

Let I be an independent set. If there exists no vertex v′ ∈ V \ I such that
the set I ∪ {v′} is independent, then I is maximal. The abbreviation for maximal
independent set is MIS.

A graph can have multiple different maximal independent sets with varying size.
See the example of a small path graph network in Figure 2. It is common to use
output labels “0” and “1”, where “1” signifies a node belonging to the set.

Figure 2: Two maximal independent set solutions for a path of three.

2.6.2 Maximal matching (MM)

Let M ⊆ E be a set of edges in graph G = (V, E). If no two different edges e1, e2 ∈M
share a common endpoint, then M is a matching.

Let M be a matching. If there exists no e ∈ E \M such that the set M ∪ {e} is
a matching, then M is maximal. The abbreviation for maximal matching is MM.

2.6.3 Minimal dominating set (MDS) and total dominating set (MTDS)

Let D ⊆ V be a set of vertices in graph G = (V, E). If each v ∈ V \ D has at
least one of its neighbours (if any exist) vn in D, then D is a dominating set. If
each non-isolated w ∈ V has at least one of its neighbours wn in D, then D is
a total dominating set. If no vertex from D can be removed without invalidating
the respective property, then D is minimal. The abbreviations used are MDS, and
MTDS, respectively.
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2.6.4 Ruling sets and anchoring

The concept of ruling sets in a directed cycle was used in a famous algorithm by
Cole and Vishkin [8, 9]. Their definition for an r-ruling set U in a ring (directed
cycle) G = (V, E) is as follows:

(1) No two vertices of U are adjacent.

(2) For each vertex v in V there is a directed path from v to some vertex in U
whose length is at most r edges. [8, 9]

If the edges are allowed to be bidirectional, then the following definition for general
cycles captures the same idea, and it is used in this work.

Definition 2.6.1. For any cycle C = (V, E), the set U ⊆ V is an r-ruling set if
no two vertices in U are adjacent and the shortest-path distance from any v ∈ V to
the closest u ∈ U and w ∈ U (separately for each direction of the cycle), where the
distance may be zero for v = w, is no longer than r. Equivalently, if between any
two successive and distinct vertices in U there are at least one but at most r vertices
in V \ U , then U is an r-ruling set.

We define a k-anchoring set A for the family of cycle graphs of order at least
2k + 1 as follows. They are used in Sections 5 and 6, when partitioning a cycle
network to subpaths of bounded length.

Definition 2.6.2. Let C = (V, E) be a cycle graph of order at least 2k + 1, for any
positive integer k. The set A ∈ V is a k-anchoring set if the distance from any v ∈ A
to the closest different w ∈ A – separately for each direction of the cycle – has a
value in the closed range of [k, 2k − 1] (such that m ∈ [k − 1, 2k − 2] vertices are
between any two anchors).

Observe that a 2-anchoring set is at the same time a maximal independent set
and a minimal dominating set. Another special case is with k = 1, where the solution
consists of each vertex.

2.7 Locally checkable labellings (LCL)
The main characteristic of LCL problems is that any solution candidate is verifiable
in constant time by means of inspecting the local neighbourhood labellings of nodes
at most some constant t distance apart [19]. Some natural graph problem solutions
to tackle are colourings, MIS, MDS, MTDS and MM. For a solution to be globally
correct, every node must be able to verify that their local neighbourhood does not
violate a property. For instance, proper colouring can be verified by comparing the
colour of each neighbour to the own colour of a node. In MIS, for all nodes, if a node
says it belongs to the independent set, then none of its neighbours should, and if a
node is not part of the solution set, then one of its neighbours should be.

A more formal, and the original, way to define an LCL problem L is from a paper
by Naor and Stockmeyer [19]: L has a positive integer radius r, two finite sets Σ and
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Γ of input and output labels, and another finite set C of locally consistent labellings,
which are centered graphs of radius at most r (now the distance from the center
vertex to any other) and labels from Σ× Γ for each vertex. Note that we will often
call these, when stripped from the input labels, feasible r-radius neighbourhoods, or
feasible (2r + 1)-neighbourhoods for some problem. Finally, a labelling is legal if for
each vertex u in the graph there is a consistent labelling in C with label-matching
center vertex such that the r-radius neighbourhoods in both match as well. An LCL
without input is defined for some singular default element so that |Σ| = 1. This
is the case for many LCLs. The unique identifiers are not considered input labels.
Figure 3 contains an LCL definition for maximal independent set in a cycle.

Note that edge set problems such as matchings can be given a similar definition,
although it is not formulated here. For directed cycle graphs, there exists a simple
constant time problem reduction between MIS and MM, in both directions. Each
node in an independent set can be the predecessor, for example, for every matching.
Conversely, each predecessor in a matching can decide to be an independent node.

MIS, r = 1, Σ = {s}, Γ = {0, 1}, C:

(s, 0) (s, 1) (s, 0)

(s, 1) (s, 0) (s, 1)

(s, 0) (s, 0) (s, 1)

(s, 1) (s, 0) (s, 0)

Figure 3: Consistent labellings of MIS in the family of cycle graphs, for r = 1. The
symbol s ∈ Σ denotes some default input element.

2.8 LCL optimisation problems and approximation
Instead of searching for a feasible solution to the aforementioned maximal independent
set, minimal total dominating set and maximal matching (or MIS, MTDS and MM,
respectively), in their optimisation problem counterparts we aim to come up with
solutions as close as possible to the maximum or minimum cardinality set solution.

Maximum independent set and maximum matching are typical packing problems.
Minimum dominating set and minimum total dominating set, on the other hand,
are covering problems. However, both of these problem classifications by themselves
are somewhat vague as there are different types of packing and covering problems.
For Section 4, two definitions are needed. They essentially relax a requirement of
maximality or minimality, depending on the related LCL problem, while the goal
is to maximise or minimise the solution set. The intuition is that the related base
LCL already includes the most optimal consistent labellings, which may construct
an output set of the best possible size. In the definition of an approximation variant,
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every less optimal consistent labelling is allowed, while respecting the packing or
covering restraint encoded in the base problem.

2.8.1 Binary LCL packing and covering

We define the class of problems for binary LCL packing (respectively, binary LCL
covering) on the basis of existing maximal set LCL (minimal set LCL) problems:

Definition 2.8.1. A maximal set LCL problem L = (r, Σ, Γ, C) is a search problem,
where

(1) r ≥ 1 is a constant,

(2) |Γ| = 2, and each node in the search space V is assigned to either the solution
set, say, S1 or the set that remains, S0 = V \ S1,

(3) the set S1 ∪ {v}, for any solution S1 and any v ∈ S0, is not legal, and

(4) every consistent labelling C ∈ N contains both output labels.

The last property excludes constant time problems with trivial one-label solutions.
Intuitively, it implies a restriction on the amount of elements that can be packed in
a connected graph of n vertices. The same requirement is included in the definition
for minimal set LCLs. It follows that legal global network outputs require solution
elements, and other elements that are covered by them.

Definition 2.8.2. A minimal set LCL problem L = (r, Σ, Γ, C) is a search problem,
where

(1) r ≥ 1 is a constant,

(2) |Γ| = 2, and each node in the search space V is assigned to either the solution
set, say, S1 or the set that remains, S0 = V \ S1,

(3) the set S1 \ {v}, for any solution S1 and any v ∈ S1, is not legal, and

(4) every consistent labelling C ∈ N contains both output labels.

The corresponding optimisation problems are defined by extending the set of
consistent labellings of the base problem. Figure 4 illustrates some of the new
consistent labellings for optimisation variants of MIS and MDS. An additional
labelling for the new problem can be defined using a structure-preserving mapping.
For packing problems, a mapping π may switch any number of solution labels to non-
solution labels. For covering problems, a mapping σ takes any number of non-solution
labels to solution labels. This is how maximality or minimality is relaxed.

Definition 2.8.3. Denote by PLCL the class of binary LCL packing problems. It
contains a corresponding binary LCL packing problem PL = (r, Σ, Γ, CP ) ∈ PLCL for
each maximal set LCL problem L = (r, Σ, Γ, CL). A binary LCL packing problem
PL = (r, Σ, Γ, CP ) corresponding to some LCL L is a 4-tuple, where r, Σ, Γ are



18

common to L, and CL ⊆ CP . The set CP consists of all possible graphs N ′ = π(N),
where N ′ ∈ CP and N ∈ CL are isomorphic and π : (Σ × Γ) → (Σ × Γ) is any
structure-preserving mapping taking any number of solution labels (say, γ1) in N to
the non-solution label (γ0) but never to the other direction: π(s, γ0) ̸= (s, γ1), where
s is some input label. Now, binary LCL packing PL is a maximisation problem for
the size of a solution set, which is represented by one of the two output labels in Γ,
γ1, such that CP contains all consistent labellings.

(s, 0) (s, 1) (s, 1) (s, 0) (s, 0) (s, 1) (s, 0)

↓ σ1,1

(s, 0) (s, 1) (s, 1) (s, 1) (s, 0) (s, 1) (s, 0)

(s, 0) (s, 1) (s, 1) (s, 0) (s, 0) (s, 1) (s, 0)

↓ σ1,2

(s, 0) (s, 1) (s, 1) (s, 0) (s, 1) (s, 1) (s, 1)

(s, 0) (s, 1) (s, 1) (s, 0) (s, 0) (s, 1) (s, 0)

↓ σ1,3

(s, 1) (s, 1) (s, 1) (s, 1) (s, 1) (s, 1) (s, 1)

(s, 0) (s, 1) (s, 0)

↓ π1,1

(s, 0) (s, 0) (s, 0)

(s, 1) (s, 0) (s, 1)

↓ π2,1

(s, 0) (s, 0) (s, 1)

(s, 1) (s, 0) (s, 1)

↓ π2,2

(s, 1) (s, 0) (s, 0)

Figure 4: On the left, three selected mappings are represented from consistent
labellings in MIS to consistent labellings in its binary LCL packing variant. The
first mapping acts on a different labelling than the next two. On the right, there are
three mappings from MDS, with r = 3, to the corresponding covering problem.

Lemma 2.8.1. The set CP of consistent labellings of a binary LCL packing PL =
(r, Σ, Γ, CP ) is finite, and no output in any cycle graph G contains 2r + 1 or more
solution nodes in sequence.

Proof. Let L = (r, Σ, Γ, CL) denote the corresponding maximal set LCL problem.
Since L is an LCL, the sets Σ, Γ and CL are finite, and every N ∈ CL is a centered
subgraph of radius at most r. W.l.o.g. let 1 be the output label signifying the solution
set S1 for L, and let 0 be the other. It is also true that |N | is finite (and thus the
number of vertices with label 1), for all N ∈ CL, and since Σ and Γ are finite, so
are the possible combinations Σ × Γ. Thus there is a finite number of mappings
π : Σ× Γ→ Σ× Γ for all N ∈ CL. Since π(s, 0) ̸= (s, 1) for all π where s is some
input label, there is a label 0 in each N ′ ∈ CP . Therefore no sequence of 2r + 1 nodes
belong to any solution in G.
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Definition 2.8.4. Denote by CLCL the class of binary LCL covering problems. It
contains a corresponding binary LCL covering problem RL = (r, Σ, Γ, CR) ∈ PLCL for
each minimal set LCL problem L = (r, Σ, Γ, CL). A binary LCL covering problem
RL = (r, Σ, Γ, CR) corresponding to some LCL L is a 4-tuple, where r, Σ, Γ are
common to L, and CL ⊆ CR. The set CR consists of all possible graphs N ′ = σ(N),
where N ′ ∈ CR and N ∈ CL are isomorphic and σ : (Σ × Γ) → (Σ × Γ) is any
structure-preserving mapping taking any number of non-solution labels (say, γ0) in
N to the solution label (γ1) but never to the other direction: σ(s, γ1) ̸= (s, γ0), where
s is some input label. Now, binary LCL covering RL is a minimisation problem for
the size of a solution set, which is represented by one of the two output labels in Γ,
γ1, such that RP contains all consistent labellings.

A similar lemma holds for binary LCL covering, as well. The arguments used in
the proof of Lemma 2.8.1 can be used straight-forwardly.

Lemma 2.8.2. The set CR of consistent labellings of a binary LCL covering RL =
(r, Σ, Γ, CR) is finite, and no output in any cycle graph G contains 2r + 1 or more
non-solution nodes in sequence.

2.8.2 Approximation

We say that if algorithm A running in a network N with an underlying graph G from
the graph family G is guaranteed to produce a solution which is at most a factor of
α away from the optimum solution, then A on G gives an α-approximation of the
optimum solution. More compactly, A is an α-approximation algorithm on G.

For instance, if SA,N is an output solution set to the independent set problem in
a network N , and |Sopt,N | is the size of a maximum independent set solution, and

|SA,N | ≥ 1
α
· |Sopt,N | for any network N with some underlying G ∈ G,

then A is an α-approximation maximum independent set algorithm for networks with
underlying G ∈ G. Note that were our task to α-approximate minimum solutions,
we would have:

|S ′
A′,N ′ | ≤ α · |S ′

opt′,N ′| for any network N ′ with some underlying G′ ∈ G ′.

2.9 Iterated logarithm
The iterated logarithm log∗ x is a function, which is conveniently defined using
recursion. It gives the number of times to apply the base 2 logarithm recursively on
x to get a number at most 1:

log∗ : R≥0 → N, where

⎧⎨⎩log∗ x = 0 if 0 ≤ x ≤ 1
log∗ x = 1 + log∗ log x if x > 1

. (1)

For example, log∗ 2 = 1 + log∗ 1 = 1 + 0 = 1, log∗ 16 = 1 + (1 + (1 + 0)) = 3 and
log∗ 65536 = 1 + log∗ 16 = 4.
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2.9.1 Calculating the round count of Θ(log∗ n) time algorithms

Using binary strings and unique identifiers, colouring algorithms (for example Algo-
rithm 2 in Section 5) are able reduce the number of colours from those representable
as x zeroes and ones in base 2 to a polynomial number f(x) of colours in one round.
In particular, Algorithm 2 can be shown to reduce colours from x-bit binary strings,
for x ≥ 3, to (1 + ⌈log x⌉)-bit binary strings in one round. Let g(x) = 1 + ⌈log x⌉
for x ≥ 3. It would be desirable to know the execution time needed for any given
initial colouring and target number of bits y. The greatest number in base 2 with
x ones, 1 . . . 1, is equal to 2x − 1. The Helper Algorithm 1 outputs the number of
required recursive applications of function g on the initial bit count.

Helper algorithm 1: The number of times to apply g on x recursively to
get a number ≤ y

1 tg (g, x, y, t = 0)
Input : Function g, Integers x, y and t with 3 ≤ y, 0 ≤ x, t = 0 unless

otherwise specified
Output : Times of function g applied, t

2 if x ≤ y then
3 return t
4 else
5 return tg(g, g(x), y, t + 1)
6 end

x
0 3 6 9 12 15 18 21 24 27 30 33 36

y(x)

0

1

2

3

4

5

1 + ⌈log(1 + ⌈log x⌉)⌉

log x

Figure 5: Asymptotically, 1 + ⌈log(1 + ⌈log x⌉)⌉ ≪ log x, and at x = 8 and x = 16,
the functions have equal value.

Lemma 2.9.1. If an algorithm shortens the length of a binary string from x bits to
1 + ⌈log x⌉ in one round, it takes no more than 2 log∗(2x) − 2 rounds to make the
string 3 bits or less.



21

Proof. Observe that, for x ≥ 16, we have 2log x ≥ 21+⌈log(1+⌈log x⌉)⌉. For any x > 16,
log x > 1+⌈log(1+⌈log x⌉)⌉, which means that two rounds of the algorithm shortens
the binary string at least as efficiently as the 2-base logarithm decreases x. See
Figure 5. It takes three rounds of the algorithm to get from 216 ↦→ 25 ↦→ 24 ↦→ 23,
while log∗ 216 = 4, so the rounds required is at most 2 log∗(2x)− 2, for any x.

2.10 Output neighbourhood graph and k-anchoring
Any instance of a problem PLCL with solutions verifiable by locally checkable labellings
has a finite [19] set of feasible r-radius neighbourhoods with respect to output labels
centered around any given labelled node. Often it is convenient to think in terms of
neighbourhood graphs which represent the possible local neighbourhoods for nodes
[16, 17]. For the purposes of this thesis, we use the concept of an output neighbourhood
graph [5], the idea of which may be approached with some introductory discussion.
Using this concept, a time complexity upper bound for cycle algorithms can be
derived based on observations of the feasible output neighbourhoods.

Consider a non-specific directed cycle problem P we wish to find a solution to.
We can construct another graph GONG = (V, E) where every node is associated with
a possible sequence of predecessor output labels leading to some label with respect to
the problem P at hand. Let v ∈ V encode one such sequence with a concatenation
of output labels v1v2...vr+1 where labels before vr+1 correspond to predecessors. For
now, associate v with the sequence v1v2...vr+1, and call this the naming of v. Let
vertex u ∈ GONG have the naming u1u2...ur+1. The graph GONG has a directed edge

(v1v2...vr+1, u1u2...ur+1) iff v2...vr+1 = u1u2...ur.

The point is to find two or more circuits of coprime length in an output neigh-
bourhood graph. For example, if there exists a 2-circuit and a 3-circuit starting
from the same node x, then there also exists a k′-circuit for any k′ ≥ 2. Thus, if a
directed cycle is partitioned into paths of 2 or more nodes such that the first node
of each partition uses the rightmost label in the naming of x, then there exists a
labelling strategy for the cycle. Each first node in a partition may initiate a labelling
sequence with the number of nodes in the partition in mind. The value of r may
affect the circuit lengths, but it should be chosen so that all circuits produce legal
neighbourhoods in a network. Consider the graph in Figure 6 which represents all
possible 1-radius MIS output label neighbourhoods for the class of cycle graphs. Now
r = 1 is sufficient.

Note that an edge may as well be bidirectional, and sometimes there may exist a
self-loop. The nodes in GONG from which circuits exist for all integers k′ ≥ k, for
some constant k, are called flexible. In Figure 6 the grey node is flexible. In fact, so
is the one to its left, for k = 2. A naming of a flexible node denotes a flexible state.
One possible output neighbourhood of three nodes, if starting the circuit from the
grey vertex, may be read from the last labels counter-clockwise: “100”. Arbitrarily
joining circuits of 2 and 3, “10101010010100100. . . ” results in feasible local MIS
output sequences for some subpath of a cycle. For some of our purposes, it is not
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Figure 6: Output neighbourhood graph for MIS in a cycle.

always true that an GONG encodes every possible feasible local neighbourhood as this
may have a pronounced effect on |V |. If every possible output label neighbourhood
is not included in the graph, say the output neighbourhood graph is partial. It still
may suffice for finding coprime circuits starting from the same rightmost label. The
choice of labelling strategy affects the number of solution nodes for MIS. Let w1 = 2
and w2 = 3 denote circuit node counts, where both the circuits of 2 and 3 nodes
only have one solution set output label. Different multiples of w1 and w2 are not
equally efficient for partitions of different order. For example, 3 · w1 + 0 · w2 = 6 and
0 · w1 + 2 · w2 = 6, where the former choice yields one more label “1”.

However, there are more complicated problems in terms of feasible k-neighbour-
hoods, where k is the flexibility. For example, minimal total dominating set poses
further-reaching restrictions for local neighbourhoods, but it can be verified that
legal circuits exist for node counts {3, 4} (see the next subsection) and therefore
also {6, 7, 8, . . . }, and thus for any k ≥ 6. In this sense, the MTDS problem has
at least one simpler partial output neighbourhood graph which proves useful as
the number of possible output neighbourhoods is tediously large for illustrative
purposes. While all partial output neighbourhood graphs may not have the same
flexibility, the important question is whether there exists a constant flexibility with
a particular choice of sequential labelling strategy. It turns out, that in that case an
O(log∗ n)-time algorithm is fairly easy to design.

It is possible to partition a cycle network to constant-bounded order induced
subpaths, e.g. by Θ(log∗ n) time MIS algorithm utilisation. Call the first node of
each subpath an anchor, all of which are meant to output the same label. Then, if we
know that each subpath i has a node count ci of k ≤ ci ≤ l for some known constants
k and l and that there exists a flexible state with circuits of all lengths ≥ k in GONG,
the situation is desirable. The anchors can choose the particular flexible state, and
we have a labelling strategy starting from each anchor towards its successors such
that the output labelling results in a solution to some LCL P . This is also why
solving k-anchoring (definition in Section 2.6.4) in O(log∗ n) time could be useful.

Technically, each node is assumed to have an internal record of feasible labelling
strategies for any c that is bounded from both sides by constants, k ≤ c ≤ l, as part
of the program code. In some cases, like the minimal total dominating set, a directed
cycle may be partitioned to smaller intervals than what the flexibility entails, namely
3 ≤ c ≤ 5, where subpaths of order 5 and 3 in immediate succession may be the
cause of problems, and so they are easy to rectify (to form a safe 8 node sequence) in
a matter of O(k) rounds by gathering information on the surrounding environment.



23

Consider, however, an output neighbourhood graph having a flexible vertex with
a self-loop edge. In this case there is no need to partition the cycle network. Each
node can simply output a particular label straight away, the same for each one. Then
again, we would not have really accomplished anything interesting in the network.
Finding an independent set of size zero is an example of such a problem. Every node
reporting that it does not belong to the set is a solution which is verifiable locally.

Indeed, there exist LCL problems with complexity O(1), and some even perhaps
seemingly non-trivial. For graphs of constant maximum degree such that each vertex
has odd degree, Naor and Stockmeyer [19] showed that a w-weak colouring, for a
degree dependant w, can be found in constant time using neighbourhood unique
identifiers. Specifically, merely the rank of the identifiers when put in a monotonic
ordering, is enough. Recall that in a weak colouring each vertex must have at least
one neighbour with different colour, if any neighbours exist. Chang and Pettie [7]
argue that O(1)-weak colouring of even-degree regular graphs takes O(log∗ n) time.

2.11 Alternative cycle ONG representation
Depending on the situation and especially for r-radius neighbourhoods with r > 1,
sometimes an easier way to conceptualise graphs which encode output neighbourhoods
for an LCL problem concerning cycles Cn, for non-trivial node count n, is as follows.
Take k = 1 and proceed upwards a natural number at a time. If there exists a
k-length circuit solution for a cycle of k nodes, then those distinct solutions are,
ignoring offsetting the starting point, in a many-to-one correspondence with one
class of properly labelled k-cycles Ck. If the following two simple properties hold for
any two individual cycles Ca ∈ Ck1 and Cb ∈ Ck2 , then there exists a flexible state for
the LCL problem for cycles Cn:

(1) k1 and k2 are coprime.

(2) Both cycles contain a vertex with the same label X such that when joining,
in any order and possibly multiple times, output neighbourhoods of the full
respective circuits which start at X the result – of some Y ≤ n labels – is a
legal output sequence for the problem with Cn.

In a sense, after this process one labelling strategy has been laid out concretely.
It may be helpful to visualise (see Figure 7) simply rooting both cycles together (or
more cycles if one wishes) at the respective vertices with the label X and properties
from above such that the “merged” vertex now has the neighbours from both (or
all chosen) cycle subgraphs. Now there are constant coprime walks starting from
the same vertex, and thus the problem is solvable in O(log∗ n) time. In Table 1a
are labelling sequences which together form, in any order, legal output labellings
for a cycle MTDS problem. Figure 7 represents a corresponding partial output
neighbourhood graph.

We infer that 6-anchoring is enough in order to solve MTDS fast, since 3 + 3 = 6,
3 + 4 = 7, 4 + 4 = 8 and so on. In fact, it can be solved in constant time based on
3-anchoring while being careful with labelling paths of 5 and 3 in succession. Using
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k Joinable sequences from class Ck

3 110
4 1100

Table 1a: Example output label sequences which may be joined arbitrarily.

1

1

0

0

1

1

0

Figure 7: Alternative style of partial ONG representing walks of length 3 and 4 which
exist in a fully exhausted ONG.

4-anchoring is more straight-forward, as can be seen from Table 1b, where sequences
of 4, 5, 6 and 7 nodes can be joined arbitrarily. All sequences in Table 1b do not
combine properly, and all sequences are not listed. Offsets from, for example, 110 to
101 and 011 are ignored.

k One sequence Another Another Unlimited self-joins, m > 0 integer
1 1 None None Up to C2
2 11 None None No
3 110 None None Yes, for C3m

4 1100 None None Yes, for C4m

5 11001 None None Yes, for C5m

6 110011 110110 None Yes, for C6m

7 1100110 None None Yes, for C7m

8 11001100 None None Yes, for C8m

9 110011100 110110110 None Yes, for C9m

10 1100110011 1110011100 None Yes, for C10m

11 11001100110 None None Yes, for C11m

Table 1b: Output label sequences for cycles C ′ ∈ Ck. Some combinations do not
result in legal labellings of larger cycles.

One difficulty that arises with this particular problem is that in a minimal total
dominating set there may not be three or four ones in a row unless they are padded
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on both sides by exactly two zeroes. Therefore, for example sequences of 3 and 5
may cause problems. With the current offset provided, the sequence of C5 may not
precede C3: 11001110 is not legal unless the next sequence starts with a “0”. This
situation is detectable locally with an observing radius of at most a constant. It
can even be rectified by flipping the bit second from the right. Another difficulty
would be, perhaps essentially a shortcoming in this representation, that one needs
to discover an offsetting for sequences such that they may be glued together, which
may not be obvious: if one combines 3 and 9 as they are presented in the table, no
problems arise, but if trying to join 101 and 110011100, the sequence will not be
legal. On the other hand, for local problems with a limited set of possible output
k-neighbourhoods, the search space for different combinations is also limited.

If attempting to find a feasible coprime-length pair combination for a problem
which has no such, the search may not conclude, if not using a limit for k. But as the
search space is finite for any k in the case of LCL problems, it is decidable whether
there exists a feasible pair where each is a sequence of length between k and 2k.

3 Background

3.1 Ruling set and MIS in Θ(log∗ n) time
In 1986, Cole and Vishkin [8, 9] presented an algorithm for a 2-ruling set in a ring,
or directed cycle with incoming and outgoing degrees of exactly one, which runs in
time O(log∗ n) rounds using n processors. They define r-ruling set U in a ring graph
G = (V, E) as follows:

(1) No two vertices of U are adjacent.

(2) For each vertex v in V there is a directed path from v to some vertex in U
whose length is at most r edges. [8, 9]

The algorithm makes use of unique identifiers of O(log n) bounded length as bits.
They are compared bit-wise to identifiers of successors, where at least one bit is
always different. Instead of utilising randomized coin tossing in an attempt to form a
solution the algorithm is completely deterministic. The paper refers to the technique
as “a new deterministic coin tossing technique” [8].

Note that clearly a 2-ruling set algorithm solves maximal independent set, since
the 2-ruling set U2 itself forms an independent set (i.e. there is a trivial reduction)
where the distance between succeeding vertices u ∈ U2 ⊆ V is at most 3. At the core
the algorithm in fact finds a ⌈log n⌉-ruling set in one communication step which may
be useful for optimisation variants of problems such as the maximum independent
set.

Furthermore, it is easy to reduce MIS in a cycle to a 3-colouring and vice versa.
For instance, use colour a for nodes in the solution set, and colour b for those who
have exactly one adjacent solution set node but have the greater identifier compared
to the other, and c for the remaining. To the other direction, iterate the three colours
in a determined order and let nodes join the independent set if neither adjacent
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node already has. Linial [17] proved that Ω(log∗ n) rounds are in fact required for
3-colouring. Therefore, r-ruling set, MIS and 3-colouring in a cycle are problems
with time complexity O(log∗ n) and a tight lower bound of Ω(log∗ n) rounds. Say
these are problems classifiable with Θ(log∗ n) runtime.

While the r-ruling set algorithm was designed to work in the EREW PRAM
model (exclusive-read exclusive-write parallel random access machine), the algorithm
can be tailored for distributed computing while preserving time complexity. All
communication needed may be done locally between neighbouring nodes and no
shared memory is needed.

3.2 Colouring with ∆ + 1 in Θ(log∗ n) time
Network colouring algorithms with ∆ + 1 colours, where ∆ ≥ deg(v) for all v ∈ V ,
have had an evolution of runtime lower and upper bounds in terms of n and ∆. The
cycle network is a very special case of bounded degree networks. Thus the history
of more general graph colouring algorithm development is worthwhile to consider.
In what follows, we mostly consider locally-iterative algorithms which maintain a
proper colouring after each iteration. In Section 5 we will showcase the use of a
(∆ + 1)-colouring algorithm in order to partition a cycle network to Θ(∆)-order
segments.

After Cole and Vishkin [8, 9] presented their work leading to 3-colouring a ring
in O(log∗ n) rounds, Linial [16] gave a lower bound of 1

2 log∗ n − O(1) rounds for
any f(∆)-colouring. Goldberg and Plotkin [12] described an O(2∆ log ∆ + O log∗ n)
time algorithm for (∆ + 1)-colouring for graphs with constant maximum degree.
Shortly after, this bound was improved to O(∆2 + log∗ n) using pseudo-forests and
O(log∗ n) time rooted tree colouring [13]. In 1989 Awerbuch et al. [4] came up with
an nO(

√
log log n/ log n) runtime algorithm for decomposing the network into smaller

diameter clusters. Note that for somewhat dense graphs, this may be faster. Later a
tighter upper bound of nO(1/

√
log n) was given by Panconesi and Srinivasan [22]. For

large ∆, theirs remains the fastest algorithm [14].
Linial’s 1992 paper [17], which is prominently attributed as seminal, shows that

the result of Cole and Vishkin [8, 9] for ring 3-colouring is asymptotically optimal.
He also proves there exists an algorithm that runs in O(log∗ n) colouring a graph
with O(∆2) colours. Important to note here is that the colouring algorithm is locally
iterative. Later there have been not locally iterative algorithms which are quite
fast with respect to the terms not dependent on n. More on this shortly. In turn,
Linial’s algorithm allows for an O(∆2 +log∗ n) time (∆+1)-colouring via basic colour
reduction (see Section 2.4.2), or even O(∆ + log∗ n) time with the recent and at that
point undiscovered Additive-Group Colouring by Barenboim et al. [3]. Shortly after,
the ∆ term was improved upon by Szegedy and Vishwanathan [24]. At that time,
from their result one would derive a tightened upper bound of O(∆ log ∆ + log∗ n)
rounds for locally iterative colouring. In fact, they claim that reducing colours from
∆2 to ∆ + 1 takes Θ(∆ log ∆) steps. This has been referred to as the SV barrier [3].
However, they mention that there is a certain type of colouring that is reducible at
a faster rate, but state their result regardless as a heuristic theorem assuming that
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this type of colouring is generally not achieved during course of the colouring process
[24].

In a very recent development, Barenboim, Elkin and Goldenberg [3] break the
so-called Szegedy-Vishwanathan barrier with a running time of O(∆ + log∗ n). Their
colour reduction from O(∆2) to ∆ + 1 colours uses properties of addition in the
commutative ring Z/pZ, for a prime p = Θ(∆ + 1), which is isomorphic to the field
Fp. Moreover, they present an improvement to self-stabilizing algorithms where
possible faults are taken into account. In the core of these algorithms is the one
outlined by Linial [16, 17]. Thus it remains significant in distributed computing.

There remains something to be said about algorithms which are not locally
iterative. While Barenboim et al. [3] show a fast non-locally-iterative algorithm of
runtime O(

√
∆ log ∆ log∗ ∆ + log∗ n) for (∆ + 1)-colouring, the improvement to the

previous such with runtime O(
√

∆ log2.5 ∆ + log∗ n) [11] seems marginal unless ∆ is
large. Before this, a linear-in-∆ algorithm in time O(∆) + 1

2 log∗ n was presented by
Barenboim, Elkin and Kuhn [2].

3.3 Time complexity separation of Θ(1), Θ(log∗ n) and Θ(n)
in cycles

Any solvable problem on a cycle graph takes at most deterministic linear time. This
can be derived from the fact that a node can gather full information of the graph
in linear time. Therefore, for any instance that has a solution to begin with, there
exists an algorithm that produces a valid output mapping in O(n) rounds. Keep
in mind that local node computation complexity for any node is not limited in the
LOCAL model.

There exists a separation of three time complexity classes, one of which each cycle
LCL problem falls into [5, 7]. The separation is based on complexity as a function of
n. This means that there is an asymptotically tight lower bound for runtime, where
at the same time the complexity measure can be used as an upper bound, i.e. it is
solvable in that time. The classifications are constant, iterated logarithm and linear
time – Θ(1), Θ(log∗ n) and Θ(n).

There are also some other known gaps in time complexity when considering
LCL problems in other graph families. For instance, refer to [7] for a compiled time
hierarchy of various LOCAL model results. In addition, for general deterministic
LCL problems, there exists a gap between o(log n) and O(log∗ n) [6].

4 Approximation bounds for runtimes
It has been proven using Ramsey’s theorem that, for deterministic algorithms and the
cycle, in t rounds maximum independent set algorithms have an approximation factor
of at least Ω(log(2t) n) [10]. Moreover, there is no such algorithm finding independent
set of size Θ( n

log∗ n
) in o(log∗ n) rounds.

Let us use the same techniques as in the proof in order to familiarise ourselves to
the implications of choosing different Ramsey number parameters to the algorithm
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runtime and approximation factor.
As a simple example, Ramsey’s theorem states that for large enough vertex count

of a graph G, there is guaranteed to exist either a clique or independent set of size m.
The smallest such number of vertices R2(m; 2) is the Ramsey number for parameters
as follows. The subscript “2” denotes the number of possible “colours” for any edge
– now analogous to the existence of the edge in either G or its complement G. A
clique or independent set would then be monochromatic in its edge colours. The
parameter after the semicolon is the number of vertices per each edge {u, v}. Note
that hypergraphs have “hyperedges” which have potentially more vertices per edge.
For example, an s-uniform hypergraph H(V, E) has as its edges some subset of all
possible s-sets of V , i.e. a subset of the power set of V such that each element in E is
a set of size s. More generally, Rc(m; s) is then the smallest node count N such that
no matter how the edges E ′ of a complete s-uniform hypergraph H ′ = (V ′, E ′) of
order N are c-coloured – one colour per edge (the colouring need not be legal in the
constrained graph colouring sense) – there exists an edge-monochromatic complete
subgraph on m vertices in H ′. Another way to put it is that in H ′ of order N there
always exists an m-set of vertices Y = {x1, x2, . . . , xm} such that all s-subsets Y s of
Y are labelled with the same colour when each possible s-subset of V ′ is assigned
one of c colours.

For example, let f be a function which represents the output of a 2-labelling
cycle algorithm with a runtime of 2 rounds. Let the set of nodes be V ′. Then
f : V ′5 → [2]. Let |V ′| ≥ R2(6; 5). Essentially, f 2-colours the edges of a complete
5-uniform hypergraph H ′ = (V ′, E ′), where each vertex in V ′ is referred to by a
unique number, each edge (5-set) in E ′ corresponds to exactly one monotonically
ordered 2-radius neighbourhood, and the following is a certainty. There exists a set
Emono of

(
6
5

)
= 6 edges with the same label such that all ei ∈ Emono satisfy ei ⊆ Y

for some Y , where |Y | = 6 and where the elements of Y are now subscripted – based
on a monotonic ordering – by x1, x2, x3, x4, x5 and x6. Focus particularly on edges
{x1, x2, x3, x4, x5} and {x2, x3, x4, x5, x6}. In Figure 8, a scenario is illustrated where
the output of the successive x3 and x4 will be the same.

4.1 Independent sets
An independent set I is a labelling of two different labels, 0 and 1. Model the output
of an independent set algorithm using mapping f(X), where X = x1, x2, . . . , x2t+1,
from possible (2t + 1)-order neighbourhoods to an output label for the middle node
xt+1. Let the vertices of an n-cycle be V (Cn) = [n]. Like in the previous example,
model all possible monotonically ordered input neighbourhoods as the edges of a
(2t + 1)-uniform complete hypergraph H ′ with V (H ′) = [n]. For any sequence
x1, x2, . . . , x2t+1, where xv < xw when v < w, of nodes in the cycle, as referred to by
their initial label or identifier, there is an edge eX = {x1, x2, . . . , x2t+1} in H ′. Let
its edge-colour be f(X).

The goal is to have certain parameters for the general Ramsey number R2(m; 2t+1)
to argue potential multiple same labels in a sequence for a time t algorithm, while
letting the network be large enough so that numerous such neighbourhoods exist in
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Figure 8: Two of the hyperedges of the edge-monochromatic complete subgraph
of H ′ on 6 vertices, and the corresponding neighbourhoods in a cycle where
f(x1, x2, x3, x4, x5) = f(x2, x3, x4, x5, x6).

some cycle. Recall that multiple labels 1 in sequence do not constitute an independent
set.

Let m > 2t + 1. By Ramsey’s theorem, for large enough n, there now in-
deed exists a cycle Cn with at least one (m − 2t)-path with the same output la-
bels. Since the algorithm outputs an independent set I, that label must be 0.
The output labels of the 2t outer nodes on each side, however, are not known:
u1, u2, . . . , ut, x

(1)
t+1, x

(2)
t+1, . . . , x

(m−2t)
t+1 , w1, w2, . . . , wt. Denote this set of nodes with Y1.

Now, for even greater n, as the Ramsey number is finite, the remaining set of
nodes V (Cn)\Y1 still has cardinality at least R2(m; 2t+1). Without loss of generality,
suppose another set of nodes Y2 is in direct succession of the subpath comprised by
nodes Y1. In fact, repeating further, let the Uth set YU be the eventual set such that
|BU | = |V (Cn) \ Y1 \ · · · \ YU | < R2(m; 2t + 1).

We now know that there are at most 2Ut + R2(m; 2t + 1) vertices in I in Cn when
the runtime is t. For t > 0 there are strictly less than 2Ut + R2(m; 2t + 1). When
put in terms of n and m, since Um ≤ n, the independent set has size

|I| ≤ 2tn

m
+ R2(m; 2t + 1). (2)
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4.1.1 Constant time approximation

Consider first the perhaps more simple case where t and m are both constant, but
with m > 2t + 1 in order to argue that there exist multiple sequential 0’s in some
cycle solution. Let R = R2(m; 2t + 1) for short. There exists a finite R, and so for n
large enough, that number is dominated. The amount of vertices in the solution set is
then something of magnitude at most O(2tn

m
). Therefore we may choose any m and t

and arrive with an upper bound for the size of I. As a remark, since an independent
set algorithm does not output more than half of the nodes for large enough n, O( tn

m
)

is a reasonable and likely more intuitive as an upper bound when using not merely
the smallest possible values of t and m. For example, as n tends to infinity, if t = 100
and m > 2t + 1, then n/2

|I| →
m

200 > 1 where α→ m
2t

is the approximation factor. This
already shows that maximum independent set is not solvable in constant time.

However, we would like to prove that constant factors of approximation are not
attainable with constant time. Start with a constant t runtime algorithm and R ≤ n.
It can be shown that for R ≤ n, m necessarily grows at least as a 2t-iterated logarithm
function of R, where t ≥ 2. There is a known result which states that

twr(c′m2; 2t− 1) ≤ R2(m; 2t + 1) ≤ twr(cm; 2t), (3)

for some constants c′, c and 2t+1 ≥ 4, and where the tower function twr denotes that
there are 2t− 1 times the number 2 in the left-hand-side tower of 2’s not counting
the one in m2, and 2t times in the RHS [18, 20]. Lower and upper bounds for m as
a function of n can be inferred from the magnitude of R with respect to n.

Lemma 4.1.1. If n = Θ(Rm), where R = R2(m; 2t + 1) for constant t, then
m = Ω(log(2t) n) and m = O(log(2t−1) n).

Proof. When n = Rm, from inequality (3) we get 1
c

log(2t) n
m
≤ m ≤

√
1
c′ log(2t−1) R.

The LHS is equal to 1
c
(log(2t−1)(log n − log m)) = Ω(log(2t) n), and the RHS is

O(log(2t−1) n).

An upper bound for the size of an independent set with respect to n and t follows
from the previous lemma, for any deterministic maximum IS approximation algorithm
A. This in turn gives a lower bound for the approximation factor αA = |IS|opt

|IS|A
.

Theorem 4.1.1. Any deterministic LOCAL model algorithm which works on a cycle
with constant runtime t does not solve maximum independent set with approximation
factor of o(log(2t) n) where n is the number of vertices.

Proof. Ramsey’s theorem states that there exists an initial labelling of any sufficiently
large, n ≥ R2(m; 2t + 1), n-cycle such that the upper bound for the independent set
is as stated in inequality (2), 2tn

m
+ R2(m; 2t + 1). By Lemma 4.1.1, 2tn

m
= O

(
n

log(2t) n

)
,

when n = Θ(Rm), while R2(m; 2t + 1) = O
(

n
log(2t) n

)
, as well. Therefore the

approximation factor cannot be o(log(2t) n).
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Czygrinow et al. [10] stated the slightly better result of an independent set
algorithm not being able to (consistently) achieve Θ

(
n

log(2t) n

)
for the set size with

constant t. Refer to Lemma 4 in their paper. In what follows, Section 4.1.2 states a
stronger version of the previous theorem (also found in [10]). After that in Section
4.2, a similar method of proof is used to establish binary LCL packing and covering
results.

4.1.2 Constant and log∗ n-approximation

More results can be derived for n = Θ(Rm). What happens when m or t is roughly
log∗ n?

Theorem 4.1.2. A constant α-approximation algorithm of maximum independent
set on an n-cycle requires Ω(log∗ n) rounds.

Proof. Take any constant α. It follows from choosing large enough n such that
R = Θ

(
n

log(2t) n

)
and and the independent set upper bound 2tn

m
+ R2(m; 2t + 1) that

α = Ω(m
t
). By Lemma 4.1.1, d log(2t) n ≤ m ≤ d′ log(2t−1) n for some constants d, d′.

Since α is taken as a constant, m = Θ(t). If m = o(log∗ n), then d′ log(2t) n = o(log∗ n)
while we also had log(2t) R = O(m), and so log(2t) n

m
= Θ(log(2t) n) = o(log∗ n). Note,

however, that then log∗ m
d

= Θ(log∗ n − 2t) = Θ(log∗ n) which is not possible for
m = o(log∗ n) if n is large, and we deduce both m and t are Ω(log∗ n).

This then leads to an even stronger version of the previous theorem which can be
proven similarly.

Theorem 4.1.3. (Czygrinow et al. [10]) There is no Θ(log∗ n)-approximation maxi-
mum independent set algorithm on an n-cycle with runtime t = o(log∗ n).

Proof. It follows from choosing large enough n such that R = Θ
(

n
log(2t) n

)
and the

independent set upper bound 2tn
m

+ R2(m; 2t + 1) that the approximation factor
α = Ω(m

t
). By Lemma 4.1.1, d log(2t) n ≤ m ≤ d′ log(2t−1) n for some constants d, d′.

Now, for t = o(log∗ n) and large enough n, d log(2t+1) n ≤ me ≤ d′ log(2t−1) n, where
0 < e ≤ 1. Therefore the first term in the upper bound of the independent set is
O

(
2tn
me

)
, from which we see that, for t = o(log∗ n), me is too large, me ≥ log(2t+1) n =

ω(log∗ n) and the result follows.

4.2 Connection to binary LCL packing and covering
Since an independent set does not include two adjacent vertices in a cycle, or any
other graph, we were able to deduce that all of the m − 2t middle nodes in any
of the sets Yi will be labelled with “0”. The same argument can be used to argue
running time of maximum approximation for any cycle problem which defines two
sets, where one is the solution set, and disallows certain multiples of a solution label
in a constant-radius subgraph.
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Recall from Definition 2.8.3 and 2.8.4 in Section 2.8 that a binary LCL packing
or covering problem AB = (r, Σ, Γ, CA) is a 4-tuple, where the subscript B refers
to the corresponding maximal or minimal set LCL problem. Importantly, if AB is
a packing problem, no more than a constant number 2r of nodes in sequence in a
cycle may join the solution set. If AB is a covering problem, in the output of a cycle
network there may not be more than 2r sequential non-solution nodes.

With exactly the same arguments as in Theorem 4.1.1, 4.1.2 and 4.1.3, similar
results follow for the binary LCL packing problems in PLCL. However, this relies on
the fact that there is a constant asymptotically optimal ratio of solution nodes to n
for the family of cycle graphs. For convenience, let n > 2r + 1, where r refers to the
greatest centered radius of consistent labellings.

Lemma 4.2.1. For any P ∈ PLCL, there exists some constant asymptotically optimal
ratio αopt of solution nodes to the node count for the family of cycle graphs.

Proof. By definition of PLCL, there exists no problem P = (r, Σ, Γ, CP ) in the class
allowing 2r + 1 sequential nodes with the same label, and thus there is a consistent
labelling N ∈ CP with the greatest ratio s < 1, a constant, of output labels to |N |.
It follows that the asymptotically optimal ratio αopt is at most s.

Theorem 4.2.1. Any deterministic LOCAL model algorithm which works on a cycle
with constant runtime t does not solve binary LCL packing P with approximation
factor of o(log(2t) n) where n is the number of vertices.

Proof. By definition of PLCL, there exists no problem P = (r, Σ, Γ, CA) in the
set allowing 2r + 1 sequential solution nodes. Additionally, by Lemma 4.2.1, all
P = (r, Σ, Γ, CP ) ∈ PLCL have some constant asymptotically optimal ratio αopt of
solution nodes to n. Therefore, it follows from choosing large enough n such that
R = Θ

(
n

log(2t) n

)
, the solution set upper bound 2tn

m
+ R2(m; 2t + 1), where m ≥ d,

and Lemma 4.1.1, that the approximation factor is Ω(log(2t) n).

It is easy to see that the claims of Theorem 4.1.2 and 4.1.3 extend to this type of
packing. The same proofs of the previous subsection are not repeated here. See the
proofs in Section 4.1.2.

Theorem 4.2.2. A constant or Θ(log∗ n)-approximation algorithm of any binary
LCL packing P ∈ PLCL on an n-cycle requires Ω(log∗ n) rounds.

The binary LCL covering problems of Definition 2.8.4 on cycles are slightly
different. Using the now familiar Ramsey arguments, they can be shown to have
constant-time approximation lower bounds arbitrarily close to the inverse of the
optimal solution ratio. If it is unclear what the smallest size for a solution set is, a
lower bound can be shown easily.

Lemma 4.2.2. For a cycle graph G and node count n, the smallest solution to any
binary LCL covering problem is no less than 1

2r+1n. The optimal ratio αopt of solution
nodes to n is less than 1.
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Proof. In a solution labelling there exists no sequence, which has 2r + 1 nodes, where
there is a non-solution output label but not a solution label. This follows from
the definition of minimal set LCLs and their corresponding problems in CLCL. The
optimal ratio αopt < 1 because minimal set LCLs have no trivial solutions of order
n.

Minimal dominating set and minimal total dominating set can be solved in
O(log∗ n) in a cycle. While they are constant approximations of the minimum, so is
the full vertex set as a solution. Naturally, if there is a similar type of Ramsey proof
for approximation quality, the lower bounds of approximation are going to be O(1)
at best. Recall that the minimum number of nodes in a solution set to MDS is n

3
(for n divisible by three), and to MTDS it is n

2 (for even n). The LCL optimisation
variants have the same optimal ratios (see Lemma 2.8.1 and 2.8.2 in Section 2.8).
Note that, for approximating minimum dominating set it is known that it cannot be
(3− ϵ)-approximated in constant time [23], unless randomisation is allowed [10].

Theorem 4.2.3. In t = o(log∗ n) rounds and with a certain large node count n ≥
R = R2(m; 2t + 1), minimum dominating set or minimum total dominating set have
no approximation cycle algorithm with α ≥ (1 − ϵ)β, for arbitrarily small ϵ > 0,
where β = α−1

opt is the inverse of the asymptotically optimal ratio of solution size to n.
For any small constant c > 0, an approximation factor of (1− c)β takes Ω(log∗ n)
rounds.

Proof. A dominating set cannot have three or more zeroes in a row. With m−2t ≥ 3,
i.e. m > 2t + 2, the size of the solution set |S1| ≥ U(m − 2t) ≥ (n − R)m−2t

m
,

where U is the number of edge-monochromatic subgraphs guaranteed by Ramsey’s
theorem (recall the discussion leading to Section 4.1.1). There exists n ≥ R such
that m = Ω(log(2t) n), for any m. In this case roughly R = Θ

(
n

log(2t) n

)
= o(n). Let

n = Rm exactly. The approximation result for this problem is α = |S1|
nαopt

. Since
|S1| ≥ (n− R)m−2t

m
= (m−1)(m−2t)

m2 n, we have α ≥ (m−1)(m−2t)
m2αopt

. If m = Ω(log(2t) n) is
chosen particularly as a function of node count so far as Lemma 4.1.1 holds, R = o(n)
(i.e. t = o(log∗ n)) and n is large enough, then α ≥

(
1− 2t+1

m
+ 2t

m2

)
β ≥ (1− ϵ)β for

arbitrarily small ϵ > 0.

Let us formalise the statement for binary LCL covering problems P ∈ CLCL.

Theorem 4.2.4. Constant time t deterministic approximation algorithms for binary
LCL covering on cycles guarantee no better approximation quality than (1− ϵ)β, for
arbitrarily small ϵ > 0, where 1 > β−1 ≥ 1

2r+1 (Lemma 4.2.2) and β = α−1
opt is the

inverse of the asymptotically optimal ratio of solution size to node count n. For any
small constant c > 0, an approximation factor of (1− c)β takes Ω(log∗ n) rounds.

Proof. A non-trivial problem has no consistent labelling containing only non-solution
labels, so β > 1. Let m − 2t ≥ d + 1, where always d ≥ 1 by definition. Now the
solution set |S1| ≥ (n−R)m−2t

m
= (m−1)(m−2t)

m2 n, where the equality holds if R = n
m

,
for any m > 2t + 1. Thus the approximation factor is at least (m−1)(m−2t)

m2 β. When
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n = Θ(Rm) such that m = Ω(log(2t) n), m = O(log(2t−1) n) and t = o(log∗ n), the
previous becomes

(
1− 2t+1

m
+ 2t

m2

)
β ≥ (1 − ϵ)β, where limn→∞ ϵ = 0. Thus for an

approximation quality of (1− c)β, required time t = Ω(log∗ n).

This means that in constant time, essentially, the trivial one or zero round algo-
rithm of outputting all “1”s is asymptotically optimal for both minimum dominating
set and total dominating set. On the other hand, for MinDS (approximating mini-
mum dominating set), so is running Cole and Vishkin’s [8, 9] ruling set algorithm
(with a small modification) step by step for a constant number of times, each time
choosing nodes to be removed from the solution set. The algorithm finds an inde-
pendent set of size at least n

log(t) n
in O(t) rounds, and each of such elements may

be excluded from the dominating set. This is not the case for MTDS, where also
each element in the solution set requires one adjacent “dominating” element. Thus,
minimum dominating set can be

((
1− 1

log(t) n

)
3

)
-approximated in O(t) time. For

large n, consider ϵ = 1
log(t) n

in light of the results in Theorem 4.2.3 and 4.2.4. If t is
a constant, ϵ can be made arbitrarily small, which is in line with the lower bound
of the previous theorem. This is one way to show that the r-ruling set algorithm,
when exchanging selected nodes with the non-selected, is optimal for approximating
minimum dominating set.

5 LCL algorithms for cycles

5.1 Constant time approximation algorithms, MaxIS and
MinDS

Recall that the ruling set algorithm of Cole and Vishkin [8, 9] produces in O(t) rounds
a (log(t) n)-ruling set in a cycle of n nodes. We use a modification of the fundamental
idea of the algorithm for (1 + log n)-approximating MaxIS (approximating maximum
independent set) in one round. After this, we let the round count be any constant t,
and define a function g(x) = 1 + log x and denote its t-fold recursive application by
g(t)(x) = g(g(. . . g(x))). Then, it is shown that in t rounds, a simple algorithm gives
a

(
2g(t)(n)− 2

)
-approximation of a maximum independent set.

The algorithm can further be modified to switch solution and non-solution output
labels for a

(
β − β

2g(t)(n)−2

)
-approximation of MinDS, where β = 3. The main step of

the algorithm is choosing a new colour of a smaller domain based on a comparison
of the current colour and that of the successor. The colour selection is given as a
separate one-round description of Algorithm 2, “LCR”. The variable a(v) contains
the index of the rightmost differing bit when comparing the colour of node v to that
of the successor. In turn, b(v) = h0(v)[a(v)] is the value of that bit in the current
binary-represented colour, h0(v).
Lemma 5.1.1. If all nodes of a legally n-coloured cycle (colours are from [n] =
{1, 2, . . . , n}) run the single-step LCR algorithm, the resulting colouring is legal.
Moreover, the new domain of colours is a subset of {0, 1, . . . , 2x− 1}, where x is the
number of bits required to represent n in binary, for n ≥ 4.
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Algorithm 2: Logarithmic colour reduction (LCR)
1 LCR (h0(v), h0(w))

Input : Colour h0(v) of the node v, colour h0(w) of the successor w.
Output : New colour h(v).

2 a(v) = minh0(v)[m] ̸=h0(w)[m] m
3 b(v) = h0(v)[a(v)]
4 h(v) = 2a(v) + b(v)

Proof. Take any node v in the cycle. Let h0(u) ( ̸= h0(v)) be the initial colour for
the predecessor of v, and h(u) the output for u. The new colours of v and u are
different in all scenarios: if a(v) = a(u), then b(v) ̸= b(u); if a(v) ̸= a(u), then
|h(v) − h(u)| ≥ 1. Let x be the number of bits required to represent n in base 2.
Now, n ≤ 2x−1. The greatest possible output value of h(v) is 2 · (x−1)+1 = 2x−1,
for all n ≥ 4.

Lemma 5.1.2. Suppose the n-cycle is (2x − 1)-coloured with unique identifiers, for
x ≥ 3. After one round, there are at most 21+log x different colours used. In fact, the
number of bits required for any new colour is at most 1 + ⌈log x⌉.

Proof. The number of bits required for y = 2x−1 is x. Thus the output values are at
most 2x−1 = 21+log x−1. If x is a power of two, log x = ⌈log x⌉ = ⌊log x⌋. Otherwise,
⌊log x⌋ < log x and 1 + log x is not an integer, so 2x− 1 requires 1 + ⌈log x⌉ bits.

If the colour reduction step has run t times, the distance between local maxima
or minima is no less than 2 and no more than 2g(t)(n) − 2. If choosing all local
maxima as the solution set, in the worst case it has n

2g(t)(n)−2 nodes, where 2x−1 ≤
n ≤ 2x− 1. Therefore, doing so after t steps of Algorithm 2 results in a

(
g(t)(n)− 1

)
-

approximation of maximum independent set.
Instead, take the remaining set of nodes, and say it is the solution set to approxi-

mating MinDS. At most it has n− n
2g(t)(n)−2 =

(
1− 1

2g(t)(n)−2

)
n elements, and so it

constitutes a
(
3− 3

2g(t)(n)−2

)
-approximation of minimum dominating set.

5.2 Approximation algorithms using O(log∗ n) time
Suppose we know an exact round upper limit T for running an α-approximation
LOCAL algorithm for some binary LCL packing or covering P on some directed cycle
G with fixed n. Furthermore, assume that the deterministic algorithm is known, and
after each round there exists a locally performable translation to a legal solution
to the problem. If the algorithm is on its final round, it will compute the final
legal output state. The goal is to derive the approximation quality for a runtime of
T − 1. There is a finite number of resulting global network configurations which are
determined, from a global viewpoint, by the initial unique identifier mapping. Since
α is known and the algorithm is deterministic, an upper bound can be determined
for an approximation quality αT −1 using running time of T − 1 rounds.
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For example, suppose the previous algorithm LCR is run for t rounds and the
resulting largest possible domain of colours has y or less elements, for even y ≥ 6.
That is, it is a subset of {0, 1, 2, . . . , y − 1}. This information is then used to prove
that the local maxima (or minima) are at most y steps apart, and so an easy reduction
exists to an independent set solution. The approximation quality is no worse than
0.5y. If the algorithm is run for one less round, the domain size for colours is at
most 2y/2 (and then for one less round 22y/2−1). Since n

2 is asymptotically the best
independent set size, the approximation quality αt−1 for runtime t− 1 is no worse
than 2y/2−1.

If the time t used is o(log∗ n), the resulting approximation quality for the ex-
ample gets exponentially worse as t decreases. However, once the independent set
solution satisfies maximality, using additional time steps has a smaller effect. In
the following sections, ways to improve approximation within the realm of Θ(log∗ n)
time complexity are discussed.

5.3 Approximation algorithms using Θ(log∗ n) time
The logarithmic colour reduction scheme may be used to 6-colour any directed cycle.
After this point, basic colour reduction for three rounds yields a 3-coloured cycle. If
the final three colours are chosen with preference to one particular colour, it is easy
to use the colouring to solve a number of LCL problems with flexibility k = 2. The
basic colour reduction step described in Algorithm 3 is meant to be run three times
on a 6-coloured cycle.

Algorithm 3: Basic colour reduction (BCR)
1 LCR (h0(v), h0(u), h0(w))

Input : Colour h0(v) of the node v, colours h0(u), h0(w) of the neighbours.
Output : New colour h(v).

2 if h0(u), h0(w) < h0(v) then
3 h(v) = min({0, 1, 2} \ {h0(u), h0(w)})
4 end

Lemma 5.3.1. Any directed cycle may be 3-coloured in 2 log∗ n + 2 rounds in the
LOCAL model.

Proof. By Lemma 2.9.1, Algorithm 2 can be used to reduce unique identifiers to 3-bit
colours in 2 log∗ n− 2 rounds. After this, 23 = 8 colours can be reduced to those in
{0, 1, 2, 3, 4, 5} in one more step. Then, three basic reduction steps are required.

Since BCR gives precedence for colour “0”, there cannot be more than two nodes
in succession without the label. Therefore it is straight-forward to solve any LCL
problem with flexibility k = 2 from this point using a fitting labelling strategy (recall
Section 2.10 and 2.11). Examples of such problems are MIS, MM, MDS, 2-ruling set
and 2-anchoring set.

Solving k-anchoring, for k > 2, may be used to tackle problems with greater
flexibility. On the other hand, it can be used to optimise solution set size further. For
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example, if 4-anchoring is solved, the most troublesome neighbourhood for MaxIS
– using a particular labelling strategy while satisfying maximality – has five nodes,
where only two may be in the solution set. This is because 10101 cannot be repeated
legally, and so 10100 or 10010 should be the choice. Once it is shown that 2 : 5 is
the worst solution ratio for some labelling strategy, it follows that there exists a
1.25-approximation algorithm for MaxIS using Θ(log∗ n) rounds, because 4-anchoring
can be solved in Θ(log∗ n) rounds.

Two ways of adjusting for higher values of flexibility or better approximation
quality for cycle LCLs are detailed next. The first is based on solving MIS multiple
times such that a new iteration is solved as if the solution nodes of the previous were
adjacent. The second method partitions a virtual power graph C(k−1) of cycle C into
pseudoforests in order to (∆ + 1)-colour C(k−1), where ∆ + 1 = 2k − 1.

5.3.1 Iterated MIS

A cycle that is 3-coloured with 2 log∗ n− 1 steps of LCR followed by 3 steps of BCR
is immediately translatable to a cycle with a maximal independent set solution. It is
sufficient to choose nodes with the label “0”, since they are two or three steps apart
from each other. Take any maximal independent set on any cycle network G. The
set of solution nodes SMIS-1 induce a cycle G1, if an edge is added between all pairs
of closest independent nodes. Finding another set, SMIS-2, on G1 induced by SMIS-1
(and additional edges) yields a set where all pairs of closest chosen nodes are at a
distance, in G, from the closed integer range [22, 32].

Each message delivered to a new virtual neighbour arisen from the previous
independent set takes at most 3j rounds, where j denotes the jth iteration of MIS
under way. Additionally, if a pair of closest selected nodes on the second iteration are
at a distance of 8 or 9, an intermediate node may be selected without creating a pair
with less than 4 distance in between. Recognising these situations and adding an
intermediate node results in a 4-anchoring, since nodes therein are anywhere between
4 and 7 steps apart. Moreover, the following iteration will take less time because at
most 7 rounds instead of 9 are spent waiting on relevant messages. See Figure 9.

1
0

0
0 ! ! 0

0
0

1

Figure 9: The nodes with “!” are the candidates for intermediate anchors. Always
decide either the successor or predecessor in the case of a tie.

Lemma 5.3.2. Solving 2s-anchoring by means of repeated search for a maximal
independent set, while adding intermediate nodes, can be done in 2 log∗ n + 2 +∑s

j=2

(
(2j − 1)(2 log∗ n + 2) + 3(2j−1)−1

2

)
rounds.
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Proof. The first iteration takes 2 log∗ n + 2 rounds. The second iteration requires at
most 3 times that, after which intermediate anchor placement can be determined
by relative position between two anchors. If two anchors are 32 steps apart, then 4
rounds is enough. Intermediate anchoring at the end of the jth iteration requires no
more than 3(2j−1)−1

2 rounds, where 2j − 1 is the maximum distance between anchors
in the previous 2j−1-anchoring, and thus also the multiplier to rounds of solving MIS
again.

5.3.2 Virtual (∆ + 1)-colouring

Suppose we have a directed cycle network C and an LCL problem with flexibility
k > 1 where k is the smallest such integer. The idea here is to create a virtual
network where two nodes are considered virtually adjacent if they are at distance
k− 1 or less. Solving (2k− 1)-colouring, i.e. (∆ + 1)-colouring, in cycle power graph
C(k−1) and reducing to MIS yields a k-anchoring of C. Note that if k = 2, this
process will have merely simulated a virtual copy of the network itself.

Let v be a node in a directed cycle network C = (V, E). Without loss of generality,
it has ports 1 and 2 connecting to adjacent nodes w1 (successor) and u1 (predecessor),
respectively, and now let wm and um be nodes at distance m to the respective direction.
To create a virtual C(k−1) power graph network for some k with ∆ = 2k − 2, one
may insist that a message to node wm, 1 < m < k, uses the virtual port number
2m− 1. In reality the message traverses an m-walk v, (v, w1), w1, (w1, w2), . . . , wm in
m rounds. Then let messages from wm be registered via the same virtual port of v.
Similarly, associate virtual port 2m of v with node um. Thus nodes to the direction
of the cycle are associated with odd virtual port numbers. See Figure 10.
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Figure 10: Two virtual ports and connections per node in a cycle of nine, C9.
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Let us specify how to broadcast, forward and gather information using virtual
port numbers, or in fact the direction of the cycle. This schematic (Algorithm 4)
where new messages are sent every M rounds for some integer M will later be used
extensively in (∆ + 1)-colouring graphs C(k−1)

n .

Algorithm 4: Gather information in virtual directed C(k−1)
n power graph (VPG)

Initialisation or setting
Nodes have unique identifiers Id(v). The variables hm(v) potentially containing
binary information are to be sent to predecessors um and successors wm, for m =
1, 2, . . . , k − 1 = ∆

2 . Initially, t = 0.

Send messages: Virtual (k − 1)-broadcast-and-forward ((k − 1)-BAF)
• On rounds t ≡ 0 mod ∆

2 :
Send current messages to both ports:
m̂sg :=

[
Id(v) h1(v) h2(v) . . . h∆/2(v)

]
• On rounds t ̸≡ 0 mod ∆

2 :
Send to port 2:

ˆmsg1 :=
[
Id(x1) h1(x1) h2(x1) . . . h∆/2(x1)

]
, i.e. forward the message received

last round from port 1 to port 2.
Send to port 1:

ˆmsg2 :=
[
Id(x2) h1(x2) h2(x2) . . . h∆/2(x2)

]
, i.e. forward the message received

last round from port 2 to port 1.

Receive messages: Virtual (k − 1)-gather ((k − 1)-Gather)
• Receiving on all rounds t:
Let ˆmsg1 =

[
Id(x1) h1(x1) h2(x1) . . . h∆/2(x1)

]
be the message received from

port 1.
Let ˆmsg2 =

[
Id(x2) h1(x2) h2(x2) . . . h∆/2(x2)

]
be the message received from

port 2.
Now m ≡ t + 1 mod ∆

2 with m ∈ {1, . . . , ∆
2 } so that m is a measurement of how

many steps the messages have travelled. The successor information hm(wm) from
port 2m−1 is one of the elements in the message from port 1, and for the predecessor
and port 2m similarly one of the elements in the message from port 2. As the
elements of the message vectors are ordered based on physical distance meant to
travel, we know where to look.

Specifically, and to clarify, ˆmsg1[0] references the first element of the vector,
(Id(x1)), of some particular node x1, which at this time is at distance m to the
direction of port 1 and so by the port-numbering convention is the node wm. Then

ˆmsg1[m] is the information to v from wm:
Id(wm) = ˆmsg1[0], Id(um) = ˆmsg2[0], hm(wm) = ˆmsg1[m] and hm(um) = ˆmsg2[m].
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We will use port numbers to divide the cycle into pseudoforests of constant
degree two, then 3-colour them, and finally merge and reduce the colourings for a
(∆ + 1)-colouring of C(k−1)

n with n nodes. The algorithm is based from articles by
Goldberg et al. [13] and Panconesi and Rizzi [21].

In particular, assume the directed virtual port-numbering scheme given earlier.
Now consider partitioning the directed C(k−1)

n = (V, E(k−1)), k − 1 ≪ n as follows.
Let Ei ⊆ E(k−1), i = 1, 2, . . . , k − 1 = ∆

2 , be oriented subsets of edges such that both
of the following hold:

(1) Ei contains every edge incident from any vertex v on outgoing port 2i− 1, and
no more.

(2) Every e = (v, w) ∈ Ei is directed.

Define graph Fi = (Vi, Ei) where Vi is the set of vertices {v ∈ V |v ∈ Ei}. Since
each vertex in C(k−1)

n has equal degree, and a symmetric port-numbering with respect
to the global direction of the cycle, Fi has precisely the same vertex set as C(k−1)

n

and Cn, that is, Vi = V .
Take some edge (u, v) in C(k−1)

n such that u and v are at physical distance i in Cn

where i ≤ k − 1 is implied. Similarly, take another, (v, w). In the partitioned virtual
network, edge (u, v) is in the pseudoforest Fi, i.e. 2i− 1 is the outgoing port number
of u connected to v. Now (v, w) ∈ Ei as well. Now, it is easy to see (Figure 11) that
for i coprime with n, Fi is a directed cycle consisting of each v ∈ V . If i and n are not
coprime with gcd(i, n) = s, then Fi contains exactly s ≥ 2 disjoint directed cycles.
It follows that every vertex in Fi has exactly degree 2, with outgoing degree 1. Thus
Fi are pseudoforests. Comparing to a more general case of bounded degree graph
where direction is not given, partitioning to oriented pseudoforests with outdegree at
most one can be done using all ports p from 1 to ∆ such that e = (v, w) ∈ Fp if e is
incident to some vertex v on outgoing port p such that Id(v) < Id(w). One may use
any pair-wise distinguishable comparison.

First, 3-colour all pseudoforests (now directed cycles) in parallel. We can use
LCR together with the virtual power graph scheme in Algorithm 4 to ensure a round
count of (k−1)(2 log∗ n + 2). The second phase of merging of pseudoforest colourings
iteratively, and reducing the result before moving to the next pseudoforest merging,
is based on concatenating two binary strings. Let cj(v), v ∈ Fj, j ∈ 2, . . . , ∆

2 be a
3-colouring of vertices in pseudoforest Fj, and let c′

j−1(v) be a (2j − 1)-colouring of
F ′

j−1 = (V, E ′
j−1), which is a subgraph of C(k−1)

n , where E ′
j−1 = ∪j−1

i=1 Ei is the union
of edges in all successive pseudoforests up until Fj−1. Then the concatenated strings
⟨cj(v), c′

j−1(v)⟩, v ∈ Cn, give a valid colouring of F ′
j using 3(2j − 1) different labels.

We know the vertex set V (Fi) = V (Cn) for all i ∈ {1, . . . , ∆
2 }. Finally, it is easy to

see that 3(2j− 1) colours can be reduced to at most 2j + 1 in a graph with maximum
degree less or equal than 2j in 4(j − 1) rounds using basic colour reduction. Let r be
such a reduction as a function and r(⟨cj(v), c′

j−1(v)⟩) = c′
j(v) be the (2j +1)-colouring

for all v ∈ F ′
j. Since ∪∆/2

i=i Ei = E(k−1), c′
∆/2 is a (∆ + 1)-colouring of C(k−1)

n where
∆ + 1 = 2k − 1.
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Figure 11: Pseudoforests F2 and F3 where, since 2 and 9 are coprime, F2 consists
of a singular cycle, and since gcd(3, 9) = 3, there are 3 cycles in F3. Each directed
cycle may be 3-coloured. On the left, if v has label or colour 1, then c2(w) = 3 and
c2(u) = 8, where ci are colourings.

Let hi(w) denote the last recorded colour of the successor of v in Fi associated
with edges Ei, and hi(u) that of the predecessor, while hi(v) is the current node
colour in Fi. The messages to both ports are of dimension ∆

2 + 1 with indexing
[0, 1, . . . , ∆

2 ].
Now we are ready to describe the algorithm in three phases with the help of the

virtual directed cycle power graph information gathering Algorithm 4, VPG. The
scheme for broadcasting a new message and forwarding it along the cycle is referred
to as (a)-BAF, for constant a, and the rules for storing information are from the
gathering scheme (a)-Gather.

Lemma 5.3.3. Algorithm 5 has a round count of 4
3((k − 1)3 − (k − 1)) + (k −

1)(2 log∗ n + 2).

Proof. Partitioning and 3-colouring the pseudoforests is done in (k − 1)(2 log∗ n + 2)
rounds. After this, each merged subgraph F ′

j , for j = 2, 3, . . . , k− 1 has its colouring
reduced from 3(2j−1) colours to 2j+1, which takes j ·(3(2j−1)−(2j+1)) = 4j(j−1)
rounds. The sum ∑k−1

j=2(4j(j − 1)) = 4
3((k − 1)3 − (k − 1)).

Algorithm 5: Virtual (∆ + 1)-colouring of C(k−1)
n

Initialisation or setting
Set t = 0. Each node has a unique identifier Id(v). The colours hi(v) are initially
separate for each pseudoforest Fi, for i = 1, . . . , ∆

2 . Then they are merged into
colours of F ′

j as j grows, for j = 2, . . . , ∆
2 . Use hi(v) in outgoing message vectors

followed after the node identifier.
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Send messages
• On rounds t < (k − 1)(2 log∗ n + 2) = T1: (k − 1)-BAF
• On rounds T1 ≤ t < T1 + 2 · 4(2− 1) = T2: (2)-BAF
• On rounds T2 ≤ t < T2 + 3 · 4(3− 1) = T3: (3)-BAF
...
• On rounds Tk−2 ≤ t < Tk−2 + (k − 1) · 4 (k − 2) = Tk−1: (k − 1)-BAF

Receive messages
• On rounds t < (k − 1)(2 log∗ n + 2) = T1: (k − 1)-Gather
Now the node v has information, for i ≡ t + 1 mod (k − 1) with i ∈ {1, . . . , k − 1}:
Id(wi), Id(ui), hi(wi) and hi(ui), which are the identifiers and colours of predecessors
and successors in pseudoforest Fi.
For pseudoforest number i:
Let ai(v) = minhi(v)[l] ̸=hi(wi)[l] l be the index of the rightmost bit that differs between
the colours as binary, where l is 0 or greater. Then let bi(v) = hi(v)[ai(v)] be the
value of that bit in hi(v).
New colour rule:
Set hi(v)← 2ai(v) + bi(v)
as the new colour in Fi.
• On rounds T1 ≤ t < T2: (2)-Gather
• On rounds T2 ≤ t < T3: (3)-Gather
...
• On rounds Tk−2 ≤ t < Tk−1: (k − 1)-Gather
For all rounds t, if Tj−1 ≤ t < Tj for some j, then on round Tj−1 + j − 1 merge the
colour of v in F ′

j−1 and Fj by concatenating and during this time interval reduce the
merged colouring (of 3(2j − 1) distinct labels) to a (2j + 1)-colouring:
If t = Tj−1 + j − 1, set concatenations
hj(v)← ⟨hj(v), hj−1(v)⟩,
hj(uj)← ⟨hj(uj), hj−1(uj)⟩ and
hj(wj)← ⟨hj(wj), hj−1(wj)⟩.
If t− Tj−1 ≡ −1 mod j, try to reduce based on current F ′

j neighbour colours:
If hj(v) > max{h1(u1), h1(w1), . . . , hj(uj), hj(wj)}, set
hj(v)← min{{0, 1, . . . , ∆} \ {h1(u1), h1(w1), . . . , hj(u), hj(w)}}.
• Output rule: At the end of round Tk−1−1 = (k−1)(2 log∗ n+2)+∑k−1

j=2(4j(j−1))−1,
output

[
Id(v) h∆/2(v)

]
Total running time is then 4

3((k − 1)3 − (k − 1)) + (k − 1)(2 log∗ n + 2) =
O(k3 +k log∗ n). This is not optimal with respect to the k-term. For instance, Linial’s
algorithm [17] and the colour reduction by Barenboim et al. [3] gives O(k2 + k log∗ n),
where colours are reduced from O(∆2) colours to (∆ + 1) in O(∆) time. The
additional k-factor comes from the assumption of requiring O(k) rounds per message
for delivery along virtual links.
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5.4 Flexibilities and problem reductions for MIS, MM, MDS
and MTDS

Solving maximal matching in a directed cycle is reducible to first solving MIS, and
then matching each independent node with its successor. Conversely, each predecessor
of a matching can be chosen as independent, and if the matching is maximal, so is
the resulting independent set. Both problems have flexibility k = 2, if a verifying
radius r = 1 is used. Minimal dominating set can be solved based on 2-anchoring
but its flexibility is greater, if every consistent labelling is included in the cycle LCL.
This is because two adjacent solution nodes must be padded from both sides by two
non-solution nodes. While a maximal independent set is a minimal dominating set,
the converse is not necessarily true. However, from a solution to MM one finds a
solution to MDS with little effort.

Lemma 5.4.1. Solutions to directed cycle (n ≥ 2) problems in the set of MIS, MM
and MDS can be transformed into solutions of any other problem in the set in a
constant number of rounds in the LOCAL model.

Proof. “MIS =⇒ MDS” Any maximal independent set solution on a cycle is a
minimal dominating set, since there are no more than two non-solution nodes in a
row, but at least one solution node adjacent to each, if the cycle has order of at least
two.

“MIS =⇒ MM and MM =⇒ MIS”. If the independent nodes are matched with
their successor, the cycle has a maximal matching, if the independent set is maximal.
Conversely, all predecessors of a matching can be chosen as independent, and if the
matching is maximal, so is the resulting independent set.

“MDS =⇒ MM”. If a minimal dominating set solution has any two successive
nodes with the same label, then those two can be matched. Then, all remaining
solution nodes of MDS ask to match with their successor, which will answer yes
unless they are already matched. Then, all still unmatched solution nodes ask to
match with their predecessor, which will answer yes unless they are already matched.
It follows that there cannot be two successive nodes without a pair.

Minimal total dominating set, with a particular subset of consistent labellings,
has flexibility of 4 (see Section 2.11, Table 1b). However, if the output sequences
110, 1100 and 11100 (or 110, 1100 and 11001) are considered, only the sequences of
3 and 5 labels in succession (or 5 and 3, resp.) lead to an illegal labelling (or may
lead to one depending on the surroundings). It is not a major problem since an
anchor of a 5-length segment may detect this scenario, provided it has knowledge
of the predecessor anchor being exactly 3 steps before. In this case it may use
the output label 0 such that the joint sequence becomes 11001100. Indeed, there
may be a combination of a particular value of k and labelling strategy which gives
the possibility to use smaller anchor distance. Luckily, any such strategies may be
fully explored for any constant k by combining the finite set of legal output label
neighbourhoods in order to design an algorithm accordingly.
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5.5 Determining relative local position
If using an algorithm based on k-anchoring and some particular labelling strategy
for integer k ≥ 2, then one may either begin sequential labelling with respect to
a direction starting from anchors after certain round number t, or use arbitrary
scouting range as needed in order for nodes to be aware of their position in relation
to a number of closest anchors. It may be the case that each node needs to know
the distance between some a ≥ 2 closest anchors in order to choose the correct label
according to the output labelling scheme.

In the previous section it was noted that MTDS may be solved based on 3-
anchoring. In this case, we might propose simply gathering information from a range
of 8 so that a succession of anchor segments of length 3 and 5 are detected by each
node belonging to their respective subpath. Technically, 7 is now enough since each
anchor by default outputs the same label, and only nodes in-between need to be
aware of possible change of plans. In fact, if the labelling strategy for MTDS is 110,
1100 and 11100, only the first node of a 5-order subpath needs to flip a bit, and it is
aware of its nearest anchor distances by inspecting nodes in range 4.

As a remark, note that the described algorithm Iterated MIS in Section 5.3.1
solves k-anchoring only for powers of two. Thus we may choose any power of two
greater or equal to 4, which will result in different anchor distances. Using the
algorithm with k = 4, MTDS has the sequences 1100, 11001, 110011 and 1100110
which will not cause problems.

In general, it is simple and inexpensive to use information gathering range of
a linear function of k. Unless using a specialised labelling scheme, we will use the
upper bound of anchor-distance minus one, 2k − 2, as the range. In this section and
the next, in several tables showing running times an additive term is counted in the
total for determining relative local position, when k ≥ 2. See Table 2.

P Iterated MIS, k = 2s only Virtual (∆ + 1) method
3-colouring 2 log∗ n + 2 2 log∗ n + 2

MIS 2 log∗ n + 2 + 2 2 log∗ n + 2 + 2
MTDS, k = 3 – 4 log∗ n + 12 + 4
MTDS, k = 4 8 log∗ n + 12 + 6 6 log∗ n + 38 + 6
MTDS, k = 5 – 8 log∗ n + 88 + 8
MTDS, k = 6 – 10 log∗ n + 170 + 10
MTDS, k = 7 – 12 log∗ n + 292 + 12
MTDS, k = 8 22 log∗ n + 36 + 14 14 log∗ n + 462 + 14
k-anchoring 2 log∗ n + 2 + ∑s

j=2((2j − 1) 4
3((k − 1)3 − (k − 1))

round formula · (2 log∗ n + 2) + 3(2j−1)−1
2 ) + (k − 1)(2 log∗ n + 2)

Table 2: The formula which is used to determine the exact running time for k-
anchoring a directed cycle, with respect to n ≤ 2x − 1, where x is the number of bits
used with identifiers. A small term of 2k − 2 is included for determining relative
position when k ≥ 2.
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6 Approximation results using k-anchoring
Theorem 6.0.1. Maximum independent set can be (1+ϵ)-approximated for arbitrarily
small rational ϵ > 0 using k-anchoring, where k = ⌈ϵ−1⌉+ 1.
Proof. There exist positive integers a and b such that ϵ = a

b
. Now k = ⌈ b

a
⌉+ 1 and

k ≥ 2 because ϵ−1 > 0. Use the following labelling strategy starting from anchor
nodes: if the distance to the next anchor is even, alternate one and zero; if the
distance is odd, alternate one and zero but have the last label be zero.

If k happens to be even, the worst anchor-distance for optimisation purposes is
k + 1, which will have a ratio of k

2 : (k + 1) solution nodes to the order of the subpath.
The approximation quality in the worst case is 1/2

k/(2k+2) = k+1
k

= 1 + 1
k

< 1 + ϵ.
If k is odd, then a subpath of k nodes is the worst for solution node ratio, which

is k−1
2k

. The approximation quality in the worst case is k
k−1 = 1 + 1

k−1 ≤ 1 + ϵ.
Corollary 6.0.1.1. Maximum independent set can be (1 + ϵ)-approximated for any
small positive ϵ in O(f(ϵ−1) + g(ϵ−1) log∗ n) time, where f and g are positive degree
polynomials (k = ⌈ϵ−1⌉+ 1 and f and g roughly measure the effect of k on runtime
using k-anchoring algorithms in Section 5).

A matching is readily solved from taking an independent set and matching each
node with its successor. It follows that the previous result holds for maximum
matching in directed cycles, as well.

Consider the labelling strategies in Table 3 for dominating and total dominating
sets. It is easy to see that there exists a worst-case length for successive anchor
distance, if the goal is to minimise the solution. Using these instructions, no outcome
on a k-anchored cycle is worse than the solution ratio implied by the worst-case
length x ∈ {k, k + 1, . . . , 2k − 1}. Therefore, it can be shown similarly to Theorem
6.0.1 that (1 + ϵ)-approximating MinDS or MinTDS, for any small ϵ > 0, can be
done using some large value of k. The k-anchoring algorithms of Section 5 operate
in Θ(f ′(k) + g′(k) log∗ n) time for any k, where f ′(k) and g′(k) are positive degree
polynomials.

Path of x DS, k ≥ 2 TDS, k ≥ 4
3|x ⌊x/3⌋× “100” -

x ≡ 1 mod 3 ⌊x/3⌋ − 1× “100”, then “1010” -
x ≡ 2 mod 3 ⌊x/3⌋× “100”, then “10” -

4|x - ⌊x/4⌋× “1100”
x ≡ 1 mod 4 - ⌊x/4⌋× “1100”, then “1”
x ≡ 2 mod 4 - ⌊x/4⌋× “1100”, then “11”
x ≡ 3 mod 4 - ⌊x/4⌋× “1100”, then “110”

Table 3: Labelling strategies for dominating sets (now also minimal). If the goal
is to minimise the solution, the worst subpath orders are x ≡ 1 mod 3 for DS and
x ≡ 2 mod 4 for TDS.

The round count formulas for k-anchoring in Table 2 from the previous Section
5.5 are used to calculate round counts and worst-case approximation quality α for
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k- n Iterated Virtual MaxIS- MinDS- MinTDS-
anchoring MIS time (∆ + 1) time α α α

1 65535 1 1 ∞ ∞ ∞
2 65535 10+2 10+2 3

2 = 1.5 3
2 = 1.5 ∞

3 65535 (44)+6 28+4 3
2 = 1.5 3

2 = 1.5 4
3 ≈ 1.34

4 65535 44+6 62+6 5
4 = 1.25 3

2 = 1.5 4
3 ≈ 1.34

5 65535 (124)+14 120+8 5
4 = 1.25 9

7 ≈ 1.29 4
3 ≈ 1.34

6 65535 (124)+14 210+10 7
6 ≈ 1.17 9

7 ≈ 1.29 4
3 ≈ 1.34

7 65535 (124)+14 340+12 7
6 ≈ 1.17 9

7 ≈ 1.29 6
5 = 1.2

8 65535 124+14 518+14 9
8 ≈ 1.13 6

5 ≈ 1.2 6
5 = 1.2

9 65535 (296)+30 752+16 9
8 ≈ 1.13 6

5 ≈ 1.2 6
5 = 1.2

17 65535 (652)+62 5600+32 17
16 ≈ 1.07 21

19 ≈ 1.11 10
9 ≈ 1.11

Table 4: Worst-case approximation quality α when using the labelling strategies
specified in Corollary 6.0.1.1 for MaxIS and Table 3 for the dominating sets.

MaxIS, MinDS and MinTDS. The labelling strategies follow the ones specified earlier
in Corollary 6.0.1.1 for MaxIS and Table 3 for the dominating sets.

The bracketed round counts for Iterated MIS are explained by that the algorithm
does not solve k-anchoring exactly for each value of k, only for powers of 2. Instead
the round counts of the next power of two are listed. Additionally, recall that in
order to know which output label to use with respect to some labelling strategy, if
that is the aim after k-anchoring, the nodes need to be aware of their relative local
position. For this reason a small number, 2k − 2, is included for reference. These
additive numbers are marked as a separate summation. Table 4 is for node counts
n ≤ 2x − 1 for some integer x such that log∗ n = 4.

Table 5 lists the round count for solving the same problems with the same α,
but for much higher values of n. When log∗ n = 20, n is roughly a tower of twenty
number twos, twr(19; 2). The round count for the algorithm of iterated MIS searching
starts to get higher than that of (∆ + 1)-colouring C(k−1)

n for small values of k. This
is even more the case for larger n.

k-anchoring log∗ n Iterated MIS time Virtual (∆ + 1) time
4 20 172+6 158+6
8 20 476+14 742+14
17 20 (2476)+62 6112+32
4 99 804+6 632+6
8 99 2214+14 1848+14
17 99 (11482)+62 8630+32

Table 5: For very large n, the virtual power graph colouring algorithm starts to be
faster.
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7 Conclusions
Two classes of optimisation problems were introduced. They do not contain all
conceivable optimisable LCL problems. The number of output labels is merely
two, and the definitions require two in each consistent labelling. This is a choice
motivated by properties of the 2-colour hypergraph Ramsey proof method. The
division of binary LCL packing and covering problems, which are defined based
on existing maximal and minimal set LCLs, lead to impossibility results regarding
approximation quality for a variety of problems. These problems are similar to their
maximal or minimal set counterpart, except that the set C of consistent labellings
is generally larger. However, the expanded set maintains either a characteristic
restriction on solution node inter-proximity for packing problems, or a mandate of
proximity between non-solution and solution nodes for covering problems.

While the family of cycle graphs was the focus here, the problem classes are not
excluded from other graph families. It can be further considered, whether similar
results can be derived for constant-degree graphs, or others. When the degree of
nodes grows, the number of consistent labellings grows rapidly, in addition to the
growth of their order. Assume every node has a constant degree of more than two. If a
similar Ramsey argument for the existence of monochromatic subgraphs of a complete
hypergraph is possible to be formulated, the uniformity of such a hypergraph may
need to grow rapidly, as well. Furthermore, the number of colours considered in the
Ramsey arguments in Section 4 is merely two. Perhaps, packing and covering classes
for b-ary output labelling sets would be interesting, in addition to the more simple
binary case here.

Before a recap of results, it should be mentioned that for each negative result
there exists a positive result, if ignoring impossible problems altogether. Showing
that approximating with a certain constant factor α in time t is impossible does
not immediately imply a time measure, in which it can be done. For example, a
constant time algorithm for (2− c)-approximating minimum total dominating set
was not provided. We know that LCL problems are solvable in O(n) time, if solvable
at all, and the classes of binary LCL packing and covering were defined so that
choosing zero nodes (or choosing all, respectively), is a solution – however poor the
approximation quality. Recall, that instead the base maximal and minimal set LCLs
were restricted such that they cannot be trivial one-label problems. For some global
problems, such as choosing exactly every other node, there does exist a binary LCL
packing variant, but with some loss of problem characteristics. Namely, the distance
between solution nodes may be anything more than one.

As a recap for the family of cycle graphs, the results are as follows. In the
LOCAL model, the packing problems cannot be α-approximated in constant time
with α = o(log∗ n). On the other hand, if the corresponding maximal set LCL can
be solved in O(log∗ n) time, then there exists a O(k3 + k log∗ n) time algorithm for
(1 + ϵ)-approximating it, where k = O(ϵ−1). While the new class contains a host of
problems, the results derived for them are asymptotically akin to results on cycle
independent set algorithms.

The covering problems have the characteristic of being possible to α-approximate,
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for constant α, in constant time. Even still, constant time algorithms can be shown
to imply a lower bound for α such that α ≥ (1− ϵ)β for arbitrarily small ϵ > 0, where
β, a constant, is the inverse of the asymptotically optimal ratio of solution size to
node count n. While this is known for some problems like approximating minimum
dominating set [23], the new class of covering problems is a widening umbrella for
others. If the corresponding minimal set LCL belongs to time complexity class
O(log∗ n), then using k-anchoring we can achieve 1 < α ≤ (1 + ϵ), where k = O(ϵ−1)
and ϵ > 0 any constant.

Therefore, it seems all non-trivial problems in both classes have a threshold,
or grey area, in attainable approximation factors with respect to time used. If
the non-trivial base problem takes O(log∗ n) time, then the step seems to happen
somewhere between constant and iterated logarithm time. For example, MaxIS
can be 1.5-approximated in Θ(log∗ n) time using an MIS algorithm, and (1 + ϵ)-
approximated using Θ(log∗ n) time k-anchoring, but it cannot be α-approximated
for any constant α in O(1) time. At the same time, the MIS algorithm by Cole and
Vishkin [8, 9] steadily increases the size of the solution set per each iteration such
that the algorithm is optimal when using t = O(log∗ n) steps. By extension, reversing
the solution and non-solution nodes given by the algorithm gives a steady algorithm
for decreasing the size of a dominating set such that it is optimal for t = O(log∗ n).
The key theorems from Section 4 are copied below.
Theorem 4.2.1. Any deterministic LOCAL model algorithm which works on a cycle
with constant runtime t does not solve binary LCL packing P with approximation
factor of o(log(2t) n) where n is the number of vertices.
Theorem 4.2.4. Constant time t deterministic approximation algorithms for binary
LCL covering on cycles guarantee no better approximation quality than (1− ϵ)β, for
arbitrarily small ϵ > 0, where 1 > β−1 ≥ 1

2r+1 (Lemma 4.2.2) and β = α−1
opt is the

inverse of the asymptotically optimal ratio of solution size to node count n. For any
small constant c > 0, an approximation factor of (1− c)β takes Ω(log∗ n) rounds.
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