
Ilona Lehtinen

Comparison of normalization and
statistical testing methods of 16S rRNA
gene sequencing data

School of Science

Thesis submitted for examination for the degree of Master of
Science in Technology.
Espoo 4.11.2018

Thesis supervisor:

D.Sc. (Tech), Assoc. Prof.
Harri Lähdesmäki

Thesis advisor:

Ph.D Laura Elo, Ph.D
Juhani Aakko



aalto university
school of science

abstract of the
master’s thesis

Author: Ilona Lehtinen

Title: Comparison of normalization and statistical testing methods of 16S
rRNA gene sequencing data

Date: 4.11.2018 Language: English Number of pages: 7+61

Department of Computer Science

Professorship: Bioinformatics Code: S-55

Supervisor: D.Sc. (Tech), Assoc. Prof. Harri Lähdesmäki

Advisor: Ph.D Laura Elo, Ph.D Juhani Aakko

The decreasing cost and increasing speed of next-generation sequencing techniques
now enable more affordable and time effective access to human microbiomes. The
aim of many 16S ribosomal RNA (rRNA) gene sequencing experiments is to iden-
tify the taxa significantly differing in the abundance between two or more condi-
tions. However, increasing awareness about the compositional nature of the 16S
rRNA gene sequencing data has evoked concerns about the validity of conclusions
drawn from this type of data. Many early differential abundance testing meth-
ods completely ignore the compositionality or uneven library sizes. Recently, new
methods taking the compositionality into account have been developed with the
aim to ensure scale invariance and sub-compositional coherence. However, the
constitutive problem of compositional data not containing the information needed
for differential abundance testing remains a major challenge. The aim of this the-
sis was to evaluate different methods used for differential abundance testing for
16S rRNA gene sequencing data using both simulated and real data.
Overall, we found that the simulation results are very dependent upon the simu-
lation design and data characteristics. We confirm that better detection perfor-
mance was achieved with bigger effect size and when more samples were available.
The experiment performed on real data revealed that big differences between the
methods still appear. Centered log-ratio (CLR) transformation prior to statisti-
cal tests produced the highest detection accuracy in our simulation experiments.
CLR transformation in combination with Reproducibility-Optimized Test Statis-
tic (ROTS) or Wilcoxon rank sum test produced nearly equal results on bigger
sample sizes. However, on small sample sizes ROTS outperformed Wilcoxon rank
sum test. Thus, based on our results, the use of CLR transformation combined
with ROTS statistical test can be encouraged for the differential abundance testing
on 16S rRNA gene sequencing data.

Keywords: Human microbiome, 16S rRNA gene sequencing, Compositional data
analysis, reproducibility-optimized Test statistic, centered log-ratio
transformation, differential abundance testing
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Kiinnostus ihmisen mikrobistoa kohtaan on kasvanut viime vuosien aikana, sillä
kehittyneet sekvensointitekniikat ovat luoneet mahdollisuuden kartoittaa mikro-
biston koostumusta sekä löytää mahdollisia yhteyksiä ihmisen mikrobison koos-
tumuksen ja yksilön terveyden tilan välillä. Tämän seurauksena, mikrobisto
tutkimusten määrä on lisääntynyt huomattavasti. Kuitenkin kasvanut ymmärrys
16S rRNA geenisekvenssi datan suhteellisesta luonteesta on luonut tarpeen uusille
datan analysointimenetelmille. Monet aiemmin käytetyistä menetelmistä jättävät
datan suhteellisen luonteen tai näytteiden välisen vaihtelevan DNA-kirjaston koon
kokonaan huomioimatta. Suhteellinen data ei sisällä informaatiota näytteen ab-
soluuttisista sekvenssimääristä, toisaalta hyvin eri kokoisten kirjastojen välinen
testaus on ongelmallista, ja käyttökelpoisen datan poistaminen epämielekästä.
Näiden ongelmien todettu johtavan virheellisiin päätelmiin, erityisesti kun tavoit-
teena on määrittää ne mikrobit, joiden määrä testattavissa ympäristöissä eroaa
tilastollisesti merkittävästi.Tämän diplomityön tarkoituksena oli vertailla erilaisia
menetelmiä joilla pyritään havaitsemaan erilailla edustettuja mikrobeja 16S rRNA
geenisekvenssi datasta.
Kaikenkaikkiaan simulaatiotulokset osoittautuivat olevan hyvin riippuvaisia sim-
ulaatiomallista ja siten datan ominaisuuksista. Tuloksemme vahvistivat, että
menetelmien havaitsemistehokkuus kasvoi kun näytemäärä oli isompi. Oikealla
datalla suoritettu tutkimus paljasti suuria eroja menetelmien välillä. CLR-
transformaatio ennen tilastollista testiä johti parhaisiin tuloksiin simulaatioko-
keessamme. CLR-transformaatio yhdistettynä ROTS tilastolliseen testiin tuotti
parhaita tuloksia varsinkin pienillä näytemäärillä. Tulosten perusteella CLR-
transformaatiota ja ROTS tilastollista testiä voidaan suositella käytettäväksi eri-
lailla edustettujen mikrobien löytämiseen 16S rRNA geenisekvenssi datasta.

Avainsanat: 16S rRNA geenisekvenssi, CLR, mikrobisto, ROTS, tilastollinen
testaus
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1 Introduction
The term microbiome refers to the total DNA content of microbes living in a defined
environment (Lloyd-Price et al., 2016). The decreasing cost and increasing speed
of DNA sequencing technologies have recently enabled affordable and time effective
access to the genomes of microbes that inhabit our planet and even our own bodies
(McMurdie and Holmes, 2014). Consequently, the effect of human microbiome on an
individual’s health is becoming more and more appreciated. An increasing number
of studies have demonstrated that changes in the composition of human microbiome
correlate with numerous different diseases. Reduced diversity or imbalance of the
microbiome has been linked to several phenotypes such as inflammatory bowel dis-
eases (Wright et al., 2015) and Type I diabetes (Paun et al., 2017). Most of the
knowledge we have today about microbial communities comes from sequencing a
gene encoding the ribosomal RNA in prokaryotes (Fuks et al., 2018). This gene,
referred to as the 16S ribosomal RNA gene, has proven to be a great marker gene
allowing species recognition and construction of phylogenies. These findings have
evoked a need for a more comprehensive understanding of the association between
the underlying microbial community and the state of a disease, as it would help for
instance in diagnosing diseases associated with changes in the host’s microbiome.
The objective of many high-throughput sequencing experiments is to find the mi-
crobes that show a significant difference in abundance between two groups, often
between health and disease. This procedure is referred to as differential abundance
testing. The aim of this thesis is to benchmark different methods used for differential
abundance testing on microbiome count data and ultimately give a recommenda-
tion on how the detection of significant features should be performed with 16S rRNA
gene sequencing data. The performance of the different normalization and statistical
testing methods is evaluated both on simulated and real microbiome data.

What at first glance might seem like a simple task has turned out to be a challenge
due to some data characteristics. In high-throughput sequencing, total read counts
per sample may vary significantly due to random variation, differences in capacities
of sequencing instruments, as well as technical differences in microbial load (Gloor
et al., 2017), (Silverman, 2017). Consequently, the total counts achieved with a
sequencing run only represent a random sample of the relative abundance of the
taxa in the ecosystem and the data obtained is compositional (Thorsen et al., 2016).
Compositional data does not provide information about the absolute abundances in
the original biological system of interest but rather about the relationships between
different taxa in the sample. It is increasingly appreciated today that the relative
nature of microbial data can lead to spurious analysis. The use of the data as total
counts should be avoided and the data should be treated as count compositions
(Gloor et al., 2017).

Many approaches have been proposed for detecting differentially abundant species
in microbiome count data. Until recently, the common approach has been to either
use simple proportions or to use rarefying of counts. However, both of these methods
completely ignore the compositionality, omit usable data, and have been shown to
be statistically inadmissible and inappropriate for the task (McMurdie and Holmes,
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2014). New methods taking the compositionality into account have been developed
recently (Mandal et al., 2015; Fernandes et al., 2014). However, the constitutive
problem of the data not containing the information needed for differential abun-
dance testing remains a major challenge and no consensus can be found in the
literature on how differential abundance testing should be performed. In this the-
sis, early methods, a parametric method adapted from the field of RNA-seq (Love
et al., 2014), as well as new compositional approaches (Fernandes et al., 2014) are
compared. The included methods are well-established choices for data analysis in
many fields.

In order to evaluate the differential abundance testing methods, a simulation
experiment is carried out. The use of simulated data has been disputed in the
literature, but it enables rigorous benchmarking since artificially generated differ-
entially abundant microbes are known and the exact detection accuracies can be
calculated (McMurdie and Holmes, 2014). In order to further compare the methods
that display promising performance on our simulation experiment, we also test the
differential abundance detection on real datasets. Even though we do not necessar-
ily know which species are true positives in these experiments, it is interesting to
investigate how the most promising techniques compare to each other. The number
of differentially abundant species detected by all approaches are listed and visualized
using Venn plots.

This thesis starts with the motivation and background that are essential for
understanding this study. This will be followed by a literature review, in which an
introduction of the 16S rRNA gene sequencing and a detailed description of how
the data is generated will be given. Also, the challenges and essential problems that
are faced in the analysis of 16S data will be discussed. The literature review will
be followed by an experimental part in which different methods used for differential
abundance testing on 16S data will be benchmarked and evaluated. As a conclusion,
recommendations on how to detect differentially abundant species from 16S data will
be given.
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2 Background
The main focus of this chapter is to give a motivation for this study concentrating
on the analysis of microbial 16S rRNA gene sequencing datasets and introduce the
basic concepts that are essential for understanding this study. We will briefly go
through the concepts of microbes, microbial diversity, and human microbiome.

2.1 Microbes are everywhere

Microbes are the world’s oldest form of life and they can be found practically any-
where, even in the most extreme conditions. Samples from Lake Vida in Antarctica,
permanently blocked by sunlight with ice all the way to the bottom, contained a
phylogenetically diverse community of active microbes (Murray et al., 2012). These
microbes are probably metabolizing and growing on organic carbon trapped in the
ice millions of years ago. It is not surprising that these tiny organisms also inhabit
us and especially our gut, that provides remarkably more favorable conditions for
life than the brines in Lake Vida. A human body is a home to a massive collection
of microbes referred to as the human microbiome.

First microorganisms appeared approximately 3.8 billion years ago, becoming
the first form of cellular life on Earth. During that time, there was no oxygen
in the atmosphere and only microorganisms capable of anaerobic metabolism were
able to survive. Approximately 3 billion years ago, microorganisms with the ability
to use energy from sunlight to produce oxygen evolved. These microbes, called
Cyanobacteria (Figure 1) slowly began to oxygenate Earth’s atmosphere making
the evolution of multicellular life possible (Madigan et al., 2014).

With human microbiome, we refer to the whole collection of the microorganisms
living in association with a human body. These communities consist of a variety of
microorganisms including bacteria, fungi, archaea, and viruses. Bacteria overwhelm-
ingly outnumber eukaryotes and archaea in the human microbiome and therefore we
sometimes refer to the microbial cells in the human body as only bacteria (Sender
et al., 2016). The number of microbial compared to human cells in the human
body is disputed in the literature. The ratio of 10:1 and an estimate of microbes
making up to about 1.5 kilograms of our body weight has been so widely used in
the literature that it achieved the status of an established common knowledge fact.
Recently, these estimates have been revisited and new conclusions about the ratio
of bacterial to human cells in the human body have been made: 1:1 ratio and an
estimate of 0.2 kg of bacteria in a reference man weighting 70 kg has been proposed
as a replacement by Sender et al. (2016).
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Figure 1: The phylogenetic tree showing the three domains of life (Madigan et al.,
2014).

2.2 Microbes affecting our life

Microbes surrounding and inhabiting us play an important role in the physiology,
metabolism, nutrition and immune function of our body. Because of their well-
known role as agents of diseases, we often forget that most micro-organisms are in
fact beneficial or even essential to human welfare.

Bacteria in our digestive tract help us break down food to extract nutrients
and produce vital vitamins that we cannot produce ourselves. Gut microbes also
compete for space and resources with possible pathogens that we may receive from
contaminated food and thus fight against them for us.

An increasing number of studies have demonstrated that changes in the com-
position of our microbiome are associated with numerous different disease states.
Reduced diversity or imbalance (dysbiosis) in the microbiome has been linked to a
variety of diseases, such as obesity (Turnbaugh, 2009), inflammatory bowel diseases
(Wright et al., 2015) and type I diabetes (Paun et al., 2017).

With a healthy microbiome, we refer to a microbiome whose carrier is in absence
of any disease. Distinguishing healthy microbiomes from unhealthy ones would aid in
the diagnosis of diseases associated with changes in patients’ microbiome. However,
finding the features defining healthy microbiomes is extremely difficult. In contrast
to the human genome, which is almost identical between individuals despite the
immense phenotypic diversity of humans (Lloyd-Price et al., 2016), the composition
of microbiome between individuals possess huge variability. Even healthy individuals
differ remarkably when it comes to the microbes inhabiting their gut, skin, and
vagina (The Human Microbiome Project Consortium, 2012). Also, the microbiome
of an individual is in a continuous change. Therefore, defining a healthy microbiome
as a set of specific microbes might not even be reasonable.
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2.3 Human microbiome project

The great impact of microbes surrounding us has naturally evoked an interest to-
wards better understanding this invisible life. Due to this demand, Human Mi-
crobiome Project (HMP) was started in 2012. The overall mission of HMP is to
generate resources to facilitate characterization of the human microbiome and ulti-
mately to improve our understanding of how the microbiome impacts human health
and disease. The first phase of the HMP composed of the characterization of the
healthy microbiomes by sampling 300 healthy subjects at five different body sites.
The aim of the first phase was to generate data that can be used in the determination
of the composition, function, and variation of microbiomes of healthy Americans.
In total, over 14.23 terabytes of data have been generated, all publicly available on
the website (NIH Human Microbiome Project, hmpdacc.org). Currently, HMP is
in its second phase, concentrating on characterizing the microbiomes of three hu-
man cohorts of with different microbiome-associated conditions. The aim of the
second phase is to gain a better understanding the on the connection between the
microbiome composition and these disease conditions.

Multiple omics technologies are used in HMP. However, most of the today’s
knowledge about microbial communities is based on sequencing the genes that en-
code ribosomal RNAs of the microbes (Fuks et al., 2018). This technology is called
the 16S rRNA gene sequencing. In this thesis, the main focus is on the analysis of
the 16S ribosomal RNA gene sequencing datasets.
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3 Characterization of microbes
Although it was recognized already a century ago that humans are inhabited by
diverse microbial communities, only recently we have learned to understand and
appreciate the role of microbes in human health and development. As mentioned
earlier, most of the knowledge we have today about microbial communities comes
from sequencing a gene encoding the ribosomal RNA in prokaryotes (Fuks et al.,
2018). This technique, pioneered by Carl Woese in 1977, allows the construction
of phylogenies by comparative sequencing of this particular gene. In this chapter,
we will go through the concept of next-generation sequencing, its history, and its
applications today. The whole process of the generation of 16S data, from microbial
community samples into high dimensional data tables describing the compositions
of microbial communities will be covered.

3.1 Next-generation sequencing

DNA sequencing is the process of determining the order of the four nucleotide bases,
adenine, guanine, cytosine, and thymine, in a DNAmolecule. The ability to sequence
DNA was a turning point in biology making it possible to trace the evolution and
understand the genetic basis of many diseases among several other applications.
Earlier, traditional microbiology has focused on the study of individual species as
isolated units. This method has several limitations, of which a major one is that only
a very limited fraction of microbes can be cultivated in laboratory conditions. During
the 1900s, DNA sequencing techniques evolved and for decades the genomic studies
were based on Sanger sequencing and DNA microarray and hybridization methods.
Sanger sequencing is a method introduced by Sanger and Coulson 1977, which is
based on selective incorporations of chain-terminating dideoxynucleotides by DNA
polymerase during in vitro DNA replication (A and A, 2014). Sanger sequencing
was the leading sequencing method for many decades. However, as the genome
sequencing projects proceeded it became apparent that faster, cheaper and more
advanced tools allowing larger-scale experiments were required in order to answer
the most complex biological questions and allow a more profound understanding of
the meaning of genomes (A and A, 2014).

Since the discovery of DNA sequencing, there has been a large effort to bring the
cost of sequencing to a reasonable level. Of this demand, next-generation sequencing
(NGS) technologies evolved. NGS technologies have continued to develop during the
past decade and now they offer a cheap and efficient way to understand the genome
function. NGS techniques allow a great depth of sequencing, making it possible to
sequence entire genomes (A and A, 2014). With NGS, unforeseen large quantities
of data can be produced in only a short period of time enabling the use of DNA
sequencing as a clinical tool. The term next-generation sequencing applies to several
platforms available on the market, of which the Illumina system accounts for the
largest market share, but the basic strategy behind all the platforms is similar (A
and A, 2014).
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3.2 16S rRNA gene amplicon sequencing for bacterial iden-
tification

Amplicon sequencing (Figure 2) is a highly targeted sequencing approach, allowing
the analysis of genetic variation in the specific gene region of interest. In amplicon se-
quencing, the extremely efficient variant identification is achieved by next-generation
sequencing of the polymerase chain reaction (PCR) products, the amplicons. In or-
der to sequence a particular portion of a gene, artificially manufactured DNA primers
matching with both the beginning and the end of the desired region can be used
to amplify the region of interest in a PCR reaction (Illumina.com, 2018). The re-
sulting sequencing library is then amplified generating clusters of amplicons that
are identical to DNA molecules. Primers complementary to the adaptors are added
and DNA molecules sequenced by extending the primers to produce DNA strands
complementary to the template. Sequencing data is acquired by fluorescent imaging
of the full array at the end of each cycle of base extention(A and A, 2014).

Figure 2: Amplicon sequencing workflow, picture adapted from (Sebastian, 2018)

16S ribosomal RNA gene sequencing is a common targeted amplicon sequencing
method used to identify and compare microbes within a microbial DNA sample. 16S
ribosomal RNA gene sequencing aims to sequence a single common marker gene from
each organism in the sample making the data more suitable for comparison between
samples. The targeted gene, 16S gene codes for ribosomal RNA in prokaryotes and
has been shown to be an efficient target for microbial identification. A ribosome is a
molecular machine which carries out protein synthesis in cells. Thus, ribosomes are
present in all living cells. The ribosome composes of two complex subunits, small
(SSU) and large subunits (LSU). The subunits, in turn, consist of ribosomal RNA
molecules incorporated with proteins. In prokaryotes, the large subunit contains
two rRNA molecules, 5S, and 23S ribosomal RNAs, whereas the small ribosomal
subunit contains only one RNA molecule, the 16S ribosomal RNA. The S here
stands for Svedberg and is a non-metric unit used to measure particle size, based on
their sedimentation rate (Madigan et al., 2014). The gene coding for the 16S rRNA
molecule has been established as a marker gene in the context of microbial data due
to its many favorable characteristics for microbial identification (Janda and Abbott,
2007). These features will be covered in the following paragraphs.
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Why this gene?

Ubiquitousness

All living organisms need to have a ribosome in order to translate messenger RNA
into polypeptide chains which further fold into proteins. Therefore, these genes
that are responsible for the formation of ribosomal RNA are good potential marker
genes. The genes are ubiquitous, meaning that they can be found in every organism’s
genome. The relatively simple function of the ribosome has stayed unchanged over
time and across species, and hence the rate of evolution in this region is slow. This
makes the mutations in 16S rRNA gene a somewhat accurate measure of time (Janda
and Abbott, 2007) and useful in the estimation of evolutionary history.

16S variable regions

Besides its ubiquitousness, also the structure of the 16S gene favors its use as a
marker gene. The 16S rRNA gene consists of both highly conserved and variable
regions. The nucleotides in the rRNA show a significant spread in substitution
rate, resulting from varying functional and structural constraints of different regions
(Van de Peer, 1996). The versatile structure of the gene is a result of billions of
years of evolution and is useful for the marker gene sequencing approach.

Some regions of the gene are more important to the correct functioning of the
ribosome than the others. These regions stay unmutated and are found to be highly
conserved across species. Mutations in these regions often lead to misfunction of
the ribosome and thus to the death of the cell. These regions stay unmutated and
are found to be highly conserved across species. Conserved regions are of great
importance for sequence alignment and good potential target sequences (see Figure
3). These regions are used as universal primers for the amplification of the gene of
interest since they are approximately the same for every microorganism and thus
more probable to be matched in most of the organisms.

Other regions of the 16S rRNA genes are less important for the function of the
ribosome and thus tolerant of mutations. Therefore, these regions mutate faster
and posses considerable sequence diversity among different bacteria. These highly
variable regions, called hypervariable regions, work as identifiers and reveal lots of
information on the evolutionary history of organisms which can be used for estima-
tion of evolutionary distances between species. Bacterial 16S rRNA genes generally
consist of nine hypervariable regions (Van de Peer, 1996; Chakravorty et al., 2007)
(see Figure 3).

Detailed variability information of the gene is important for primer design. No
single variable or conserved region alone can distinguish all species. Using only
conserved regions would not give us any bug specific information, being too similar
even for bugs of different families. Using variable regions alone with a huge number
of mutations could lead to too much variation and similarity between bugs from the
same family might not be detected. For taxonomical classification (see Section 3.4), a
sequence that spans both conserved and variable regions is the most useful. However,
the whole gene can rarely be sequenced, making the choice of the region inside the
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gene crucial. In the study by Rintala et al. (2017), the authors analyzed samples with
different primers in order to compare the impact of the target region. The overall
bacterial diversity was significantly higher in the samples when analyzed on variable
regions 3 and 4 (V3–V4) compared to the other methods. In addition, certain
bacterial genera that were detected by one method were absent when analyzed using
the other methods (Rintala et al., 2017).

Figure 3: The nine “hypervariable regions” (V1 – V9) of 16S rRNA gene, that
demonstrate considerable sequence diversity among different bacteria.(Chakravorty
et al., 2007)

3.3 Phylogenetics

An organism’s genome contains the ultimate record of its evolutionary history. Com-
parative sequencing approach measures a degree of difference between comparable
sequences and can be used to reconstruct phylogenies that are hypotheses about the
evolutionary relationships between a group of organisms. Phylogenies are often rep-
resented in a diagrammatic form called a phylogenetic tree. The article published
by Woese and Fox (1977) was an early example of what we today call microbial
phylogenetics; inferring evolutionary relationships by comparison of macromolecu-
lar sequences. Woese and Fox pioneered in comparative sequencing and the use of
rRNA gene sequences as markers to construct phylogenies of bacteria (Woese and
Fox, 1977). Woese began with the 5S rRNA but it became soon clear that the only
120 nucleotides long 5S rRNA was too small in size to provide accurate phyloge-
netic notion. In turn, the 16S rRNA with its approximately 1500 basepairs showed
sufficient information but was too long to be sequenced as a whole. Woese et al.
demonstrated that the full sequence was not necessary for comparison.

Figure 4 illustrates the process of constructing phylogenies from 16S data. In
brief, after achieving the amplicons of the 16S rRNA gene from the PCR reaction,
the sequences can be aligned with help of the conserved regions and phylogenetic
relations between the samples determined based on the degree of similarity on the
variable regions. This technique revolutionized our understanding of the overall
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Figure 4: The process of formation of ribosomal RNA gene phylogenies (Madigan
et al., 2014).

phylogenetic structure of living organisms. In their paper (Woese and Fox, 1977),
Carl Woese and George Fox proposed for the first time that in phylogenetical terms,
there were not just Eukaryotes and Prokaryotes, but rather three distinct lineages
of living organisms. This led to the reformulation of the biological classification
system and the discovery of the three-domain system. Previously, there was a simple
classification; what was not plant was animal and vice versa. The fact that bacteria
did not seem to resemble either plants or animals as much as these two classes
resembled each other evoked the discovery of the three-domain system (Woese and
Fox, 1977). Woese’s main argument in 1977 was that based on the differences in the
16S rRNA genes, the prokaryotes could be further divided into two groups, Bacteria,
and Archaea. The new three-domain system proposed that all cellular organisms
can be divided into three domains; Archaea, Bacteria, and Eukaryote. All these
three domains are thought to have diverged from the same common ancestor, called
the last universal common ancestor, LUCA (Figure 1). The 16S rRNA sequencing
method showed outstanding predictive performance and on the basis of the new
phylogenies, many of the higher taxa were reclassified. Unexpected relationships
surprised many microbiologists but were corroborated by other data (Pace et al.,
2012).
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3.4 Nomenclature - Taxonomic classification

With classification, we refer to the action of organizing organisms into more inclusive
groups based on their similarity. By classifying organisms into groups and naming
them, the natural microbial world can be ordered making the communication easier.
The actual naming is Nomenclature and was devised by Swedish physician and
botanist Carl Linnaeus. Linnaeus first formalized the modern system of naming
organisms and is therefore often referred to as "the father of modern taxonomy"
(Calisher, 2007). The binomial nomenclature naming system is used throughout
biology. In microbial context, the taxonomic hierarchy is often confirmed by 16S
rRNA gene sequence analysis, combined with other means such as gram-staining
and microscopy (Madigan et al., 2014). The hierarchy of the eight major taxonomic
ranks is illustrated in Figure 5.

Figure 5: The hierarchy of the eight major taxonomic ranks (En.wikipedia.org.,
2018)

Based on the 16S rRNA gene sequence similarities, microbes can be classified
to each of the taxonomical ranks shown in Figure 5. Sequence identity thresholds
for each taxonomic rank may vary based on the workflow and interpretation. To
give some idea, in the study by Kozlov et al (2016) the following sequence identity
thresholds were used: 75 % for phylum, 78.5 for % class, 82 % for order, 86.5% for
family and 94.5% for genus, and common threshold for considering 16S sequence to
come from same species is 97 % (Konstantinidis and Tiedje, 2005). Results from a
number of 16S rRNA gene sequencing studies have demonstrated that genus level
identification may be possible in more than 90 % of the cases, but species-level
identification only from 65 to 83 % of the times (Janda and Abbott, 2007).
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4 Microbiome data analysis
NGS technologies with the huge amount of data they produce are the most promising
approaches that will hopefully answer the many questions still remaining unsolved
in the field of microbiology. There are many commonly used pipelines for analysis
of 16S rRNA gene sequencing data, however, only a limited number of comparisons
between these pipelines can be found in the literature. In a study by Plummer
and Twin (2012), three of these commonly used analysis pipelines, namely QIIME
(Caporaso et al., 2010), MG-RAST (Meyer et al., 2008), and mothur (Schloss et al.,
2009), were compared. The work of Plummer and Twin demonstrated that all
these three pipelines produced comparable results and were likely to generate a
reliable overview of the microbial composition when analyzing human fecal samples.
However, the differences observed at the genus level highlighted the limiting fact
that at genus and species level, many related bacterial species are indistinguishable
due to their nearly identical 16S rRNA gene sequences. (Plummer and Twin, 2012)

In this chapter, the main steps of the standard microbial data analysis workflow,
from the raw sequence data into insights about the underlying microbial compo-
sitions, will be covered. Understanding how microbial data is generated will be
essential for understanding in the following chapters. The following introduction is
based on the QIIME pipeline and Illumina sequencing data, but all the essential
steps introduced are common for all pipelines.

4.1 Preprocessing - From raw sequencing data into OTU ta-
bles

Pre-processing and quality filtering of the raw sequence output data includes various
steps that significantly improve the analysis performance. The main steps of this
preprocessing phase are presented in the Figure 6, and will be covered next.

Figure 6: A flowchart illustrating the preprocessing of the raw sequence data based
on the QIIME pipeline

Merging into contigs and demultiplexing

QIIME provides comprehensive tools for the pre-processing of the raw sequence data.
Often, sequencing centers perform demultiplexing of sequences, that is, mapping the
reads into their original samples, and deliver data that includes one FASTQ-file per
sample. If not, the demultiplexing can be performed with QIIME.

FASTQ file is a text-based file format commonly used for storing and sharing
biological sequencing data and corresponding per-base quality scores. The FASTQ
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file format was originally developed at Wellcome Trust Sanger Institute and is now
the standard format used for storing high-throughput sequencing data. Also, Illu-
mina instruments output sequence data in FASTQ format (Cock et al., 2010). An
example FASTQ file containing only one sequence could look as following, where
the first line starting with an "@" corresponds to the sequence identifier, the actual
sequence is on the second line, the third line begins with a "+" and the fourth line
is the quality scores for the line 2 sequence, where the "!" corresponds to the lowest
quality. Line 4 needs to be exactly as long as the second line so that there is exactly
one character for each nucleotide (Cock et al., 2010).

@SRR01456.1 EIXKN502 length=59
GATTTGGGGTTCAAAGCAGTATCGATCAAATAGTAAATCCATTTGTTCAACTCACAGTTT
+SRR01456.1 EIXKN502 length=59
!’’*((((***+))%%%++)(%%%%).1***-+*’’))**55CCF>>>>>>CCCCCCC65

where,

@sequence identifier and optional description
sequence line(s)
+ optional repeat of the title line
quality line(s)

QIIME can be used to process both single-end and paired-end read data. In
paired-end sequencing, both ends of the desired fragment are sequenced. As a re-
sult, we receive a lot of both reverse and forward reads of the fragment of our interest.
These paired-end reads need to be merged into contigs. In this process, the over-
lapping forward and reverse reads are combined to form longer sequences using a
chosen method, such as FASTQ-join (Aronesty, 2011). The benefit of paired-end
sequencing is that the distance between reads is known, which helps in the alignment
of the reads and results in higher-quality sequences (Illumina.com, 2018).

Quality filtering

After this, the quality filtering is performed. The default quality filtering strategy in
QIIME is described in more detail in the article by Bokulich et al. (2012). Bokulich
and coworkers state that read quality still remains a major challenge for accurate
taxonomy assignment, and thus also affects all the further analysis of microbial
communities. In the article, the authors show that the high-quality read length
and abundance are the leading differentiating factors between different Illumina
sequencing instruments. Bokulich et al. presented guidelines for quality-filtering
strategies in order to ensure efficient extraction of high-quality data for Illumina
sequencing platforms. As a conclusion, Bokulich et al. gave recommendations and
motivations for the default parameter settings (See Table 1).

The filtering process based on the sequence quality is called primary filtration.
The parameter q in the Table 1 is the maximum Phred quality score to consider a
base call to be of low quality. Per nucleotide Phred quality score (q) is a quality
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Table 1: Quality filtering parameters and their default values as recommended by
Bokulich et al (Bokulich et al., 2012).

Parameter &
Default value Description

r = 3 max number of consecutive low-quality base calls in a read

p = 0.75 min number of consecutive high-quality base calls in a read
as % of total read length

q = 3 max unacceptable Phred quality score
n = 0 max number of N characters allowed in a read
c = 0.005 min number of sequences required to retain an OTU

measure provided by Illumina instruments which indicates the probability that the
given base call is erroneous (Equation 1). Sequences are filtered based on the per
nucleotide Phred scores and the above quality limits. The maximum allowed number
of consecutive low-quality base calls (r) is three and there needs to be a consecutive
sequence of high-quality base calls of at least 75 % of the total read length (p). This
quality filtering step is called primary filtration and it also includes the detection
and removal of chimeric sequences. Chimeras are artificial sequences formed when
two or more sequences from different origins incorrectly join together during PCR
amplification (Bradley and Hillis, 1997).

QPHRED = −10log10(Pe) (1)

OTU picking

After the pre-processing a standard workflow for 16S amplicon analysis clusters
the sequences into operational taxonomical units (OTUs) based on their similarity.
Typically, the similarity between sequences is measured as the percentage of sites
that agree in a pairwise sequence alignment (Nguyen et al., 2016). Based on the
sequence similarity, taxonomy can be assigned to the OTUs. A commonly used
similarity threshold for species-level identification is 97 %, which was derived from
an empirical study that showed most species had 97 % 16S rRNA sequence similarity
(Konstantinidis and Tiedje, 2005). Each taxonomical rank has their own similarity
threshold (See Section 3.4). For OTU a single sequence is selected as a representative
sequence. This representative sequence is annotated which means it is given a label.
The same annotation is applied to all the cluster members.

OTU picking is the key process of 16S data analysis allowing us to go down in
dimensionality, from hundreds of millions of input sequences into a smaller number
of usable features, OTUs. Poorly clustered OTUs can have a significant impact on
downstream analyses, as the same label is applied to all cluster members. There has
been criticism of using percentage-based sequence similarity based upon pairwise
sequence alignment as the distance metric defining OTUs, as was described in the
paper by Nguyen et al. (2016). First, because the 97 % 16S rRNA sequence similarity
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is only a rough approximation. Second, because the percent sequence similarity
easily overestimates the evolutionary similarity between pairs of sequences. However,
using the pairwise alignment sequence dissimilarity is still the standard.

There are several OTU picking strategies as well as reference databases (Green-
genes (DeSantis et al., 2006), SILVA (Quast et al., 2012)) incorporated in QIIME.
Open reference OTU picking is a hybrid method combining two other methods,
namely Closed reference, and De Novo OTU picking. In an open reference OTU
picking process, reads are first clustered against a reference database, such as Green-
Genes. However, rather than discarding reads that do not hit a sequence in the refer-
ence database, these “failures” are clustered de novo. After this, the most abundant
reads are chosen as representative sequences for each OTU. Finally, a taxonomy is
assigned to the OTUs using the representative sequences and the reference database.

Open-reference OTU picking offers benefits over both the de novo and closed-
reference protocols. Because it includes the closed-reference step, it will typically
run faster than pure de novo OTU picking. In addition, since it includes de novo
OTU picking step, all sequences are clustered and thus the analyses are not re-
stricted to already known OTUs.(Rideout et al., 2014) The open reference method
is recommended for the study of communities where a large fraction of sequences will
match those in the reference database, but where there is also a significant fraction
of sequences that will not match, and this data should not be thrown away.

Before further analysis, secondary filtration is performed. In the secondary fil-
tration phase, rare OTUs are truncated so that each retained OTU must contain at
least 0.005 % of the total read count (c). This was recommended as a threshold by
Bokulich et al (Bokulich et al., 2012), see Table 1.

This information is used for formation of the OTU table, where columns represent
different samples and rows the different OTUs. In the OTU table, the matrix entries
indicate the number of occurrences of each OTU in each sample. The OTU counts
may be summarized at any taxonomical level. The OTU table is the basis for all
the further analysis.

4.2 Downstream analysis - from OTU -tables into insights
about microbial compositions

After the OTU table has been extracted from the raw sequencing data, actual in-
sights about the underlying microbial communities can be drawn with downstream
analysis. When it comes to microbial data analysis, there are some typical experi-
ments of interest, namely the diversity and differential abundance analysis (Figure
7). Next, these concepts will be explained and terms including alpha and beta
diversity and differential abundance testing will be covered.

Diversity analysis

After the OTU table has been extracted, a diversity analysis can be performed.
The diversity analysis aims to measure microbial community compositions and give
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Figure 7: A flowchart, illustrating the downstream analysis of an OTU table.

us an understanding of the enormous microbial diversity, both within and between
samples.

Alpha diversity

With alpha diversity, we refer to the diversity in a place at a time. Alpha diversity is
often referred to as within sample diversity, a measure of the local species diversity.

There are several alpha diversity metrics available. Three most important di-
versity estimators that are commonly used are species richness, Shannon index, and
Simpson index. The simplest of these is species richness, which simply is the num-
ber of different species/OTUs in the sample (See Figure 8). Diversity indices are
mathematical measures of species diversity in a community. Diversity indices pro-
vide more information about the community composition than the simple species
richness as they also take the relative abundances of different species into account.

Beta diversity

With beta diversity, we refer to the between samples diversity. Beta diversity aims
to answer the question, "how different is the microbial composition in one envi-
ronment compared to another?". In beta diversity analysis, diversities between all
pairs of samples are calculated using a given distance metric. The data in the result-
ing dissimilarity matrix can be visualized with ordination plots, such as principal
coordinates analysis (PCoA).

Beta diversity can be measured using many different distance metrics. There
are two different approaches for measuring beta diversity: quantitative measures,
which use the abundance of each taxon, and qualitative measures, which use only the
presence/absence of data (Lozupone et al., 2013). There are some distance metrics
developed especially for microbial diversity analysis. These newer beta diversity
measures incorporate phylogenetic information to the dissimilarity estimation and
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Figure 8: Alpha diversity is the sample diversity. Sample B has higher alpha diver-
sity than the sample A based on the simple alpha diversity metric, species richness.

account for the degree of divergence between sequences. Such diversity measures are
Unifrac and weighted Unifrac, introduced by Lozupone et al. (2013) and the newly
described compositional equivalent to Unifrac, called PhILR by Silverman (2017),
see section 5.2.3.

Principal coordinate analysis (PCoA) of pairwise sample dissimilarity can be
used to show the similarity in OTU abundance profiles between samples. PCoA is
a method used for exploration and visualization of the similarities/dissimilarities of
the data. PCoA takes a dissimilarity matrix as the input and tries to find the main
axis explaining the variation in the data. PCoA calculates a series of eigenvalues
and eigenvectors. The eigenvalues can be ranked and the eigenvectors of the created
eigenvalues are used as an axis towards which the visualization is plotted in PCoA
plots. The resulting data includes the original relationships between data points but
converted to a lower dimensional coordinate system that can be visualized.

Differential abundance testing

The aim of many high-throughput sequencing experiments is to identify the genes
or features significantly differing in the abundance between two or more conditions.
In the context of the analysis of microbial populations, term differential abundance
is often used. This term has been adopted as a direct analogy to differential expres-
sion from RNA-Seq (3.1). Similar to differentially expressed genes in transcriptome
studies, a species is considered differentially abundant if its mean proportion is sig-
nificantly different between two or more sample classes in the experimental design
(McMurdie and Holmes, 2014).

In differential abundance testing the data can be normalized prior to the statis-
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tical test. Normalization is the process of transforming the data in order to more
accurately compare the values coming from different measurements. Ultimately,
normalization can eliminate artifactual biases, that in the context of microbiome
data can exist due to variations in sample collection, library preparation, and se-
quencing instruments (Weiss et al., 2017). After effective normalization, statistical
tests are then performed to assess differentially abundant features. In the Chapter
5, the normalization and statistical testing of microbiome datasets will be covered
in more detail.

5 Characteristic features of 16S rRNA gene sequenc-
ing data

There is an increasing interest in the human microbiome and its impact on host
physiology, health, and disease. High-throughput sequencing of the 16S rRNA gene
is a common approach used to examine the underlying bacterial communities in the
human body, often in the gut. However, the compositional nature of the 16S data
brings its own challenges into the data analysis. In this chapter, we will go through
the concepts of compositional data and sparsity, and how this type of data should be
handled, as well as outline the methods that are typically used in the data analysis
today.

5.1 Microbiome datasets are compositional

As Gloor et al. (2017) point out already in the title of their paper, "microbiome
datasets are compositional and this is not optional". In high-throughput sequenc-
ing, total read counts per sample may vary significantly due to random variation,
differences in capacities of sequencing instruments as well as due to technical dif-
ferences in microbial load (Gloor et al., 2017; Silverman, 2017). Consequently, read
counts achieved with a sequencing run are only arbitrary totals representing a ran-
dom sample of the relative abundance of the taxa in the ecosystem (Thorsen et al.,
2016). Thus, the data obtained are count compositions. Such data do not provide
information about the absolute abundances in the original biological system of in-
terest but rather about the relationships between different taxa inside the sample.
It is increasingly recognized today that the relative nature of the microbial data can
lead to spurious analysis. The use of the total counts should be avoided and the
data should be treated as compositional data.

Definition of compositional data

Compositional data describes parts of some whole and thus convey relative in-
formation. Often, composition is defined as a vector of K positive components
x = [x1, ..., xK ], summing up to a given constant, typically 1 (portions) or 100 (per-
centages). As compositions only carry relative information, the only information is
given by the ratios between components. Consequently, a composition multiplied by
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any positive constant contains the same information as the former. However, this
definition of compositional data is misleading, since not all compositional datasets
clearly satisfy it, as is explained in the book by Boogaart and Tolosana-Delgado
(2013). Let us consider the following example.

The objective of many high-throughput sequencing studies is to compare com-
positions between samples. Comparing the compositions of two or more populations
on the basis of the OTU counts obtained by sequencing a sample from the ecosystem
is not equivalent to comparing the abundance of the taxa in the actual microbial
ecosystem. Consider the following example: Suppose that, in two random samples
of 100 fish captured from two different lakes, there are 10 and 30 pikes respectively.
It is reasonable to assume that 10 and 30% of the fish in the two lakes, respectively,
are pikes. However, we can not assume that there are more pikes in the second
lake than in the first. For instance, if the first lake has 10 000 fish in total and the
second only 500, then based on the above observations, there is an estimate of 1000
pikes in the first forest but only 150 in the second. This shows that the observed
pike counts do not sum up to the total 100 %, since the lakes do not exclusively
contain pikes. Thus we only get a part of a bigger composition, which includes
perches, roaches, and possibly many other fish. The same applies also to microbial
samples. It is inappropriate to draw inferences regarding the total abundance of the
OTU in the ecosystem from the relative abundance of the OTUs in a sample. It is
more appropriate to draw inferences about the relative abundance of a taxon in the
ecosystem using its relative abundance in the sample.

According to Aitchison (1986), there are three conditions that should be fulfilled
by any statistical method that is applied to compositional data: subcompositional
coherence, scale invariance, and permutation invariance. These concepts will be
covered next.

Subcompositional coherence

A composition representing only a part of the possible components is called a sub-
composition. Most compositional data are actually representing subcompositions,
as we rarely can analyze each possible component of our samples. This is the case
in 16S sequencing data as well as in the fish example above. We are never able to
grind up and sequence the 16S gene of each microbe in an environment, neither it
is easy to catch up all the fish in a lake. Aitchison (1986) introduced the principle
of subcompositional coherence:

Definition 5.1. Subcompositional coherence Any compositional data should be
analyzed in a way that the same results are obtained in a subcomposition, regardless
of whether we analyzed only that subcomposition of a larger composition containing
different parts.

Scale invariance

For compositional data, size is irrelevant. Compositional data should be analyzed in
a scale invariant way, that is, the answer should be the same whether we deal with
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proportions, percentages or per feature values (Fernandes et al., 2014). In other
words, due to the absence of information about the total counts, it is reasonable to
expect the analysis to yield same results in whichever way the relative information
is observed, meaning the scale has no effect. This is known as scale invariance
(Aitchison, 1986). The mathematical definition of scale invariance is following.

Definition 5.2. Scale invariance Let f(·) be a function defined on IR+
D. This

function is scale invariant if for any positive real value λ ∈ IR+ and for any com-
position x ∈ ISD it satisfied f(λx) = f(x), that is , it yields the same result for all
compositionally equivalent vectors.

Permutation invariance

A function is permutation invariant if it yields equivalent results even when the
ordering of the parts in the composition changes (Aitchison, 1986). Mathematically
the same can be written as

Definition 5.3. Permutation invariance A function f of a vector argument x =
(x1, ...xn) is permutation invariant if the value does not change if we permutate the
components of x, that is, for instance when n=3: f((x1, x2, x3)) = f((x2, x1, x3)) =
f((x3, x1, x2))

5.2 Discussion of the current methods of 16S rRNA gene
sequencing data analysis

Marker gene surveys are used in microbial community analysis with the goal to
identify the potentially pathogenic of probiotic bacteria, which are characterized
by significant differences in their abundance between healthy and diseased popu-
lations (Paulson et al., 2013). When comparing the compositions of two or more
populations, most existing methods either fully ignore the compositional structure
of the data or use probability models, such as negative binomial distribution, which
may assume correlation structures not suitable for microbiome data (Mandal et al.,
2015). In the following, methods used in early studies, as well as newer methods
taking the compositionality into account will be discussed.

5.2.1 Rarefying

In early studies, the problem of unequal library sizes was often overcome by li-
brary size normalization technique called rarefying, that means, subsampling to an
even depth. In this normalization procedure, a minimum library size is first cho-
sen. Samples having fewer reads than the minimum read count are discarded and
the remaining samples are randomly subsampled without replacement so that they
all contain exactly the minimum number of reads. Minimum library size is often
chosen to be the size of the smallest library not considered defective(McMurdie and
Holmes, 2014). On subsampled count data, nonparametric tests (e.g the Mann-
Whitney/Wilcoxon rank-sum test) are often applied in order to detect differentially
abundant OTUs (Weiss et al., 2017).
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Rarefying was first recommended for microbiome count data because of its mut-
ing effect on library size. However, rarefying is statistically inadmissible, due to the
fact that usable data is omitted(McMurdie and Holmes, 2014). Rarefying also adds
artificial uncertainty through random sampling and does not account for the compo-
sitional nature of the data (Weiss et al., 2017). An illustration of the inadmissibility
of rarefying is presented in Figure 9. As we can see, the rarefying results in a loss
of power and the two samples become undifferentiable with the standard chi-2 test
(Figure 9). This is why based on today’s knowledge, rarefying should be avoided.

5.2.2 Parametric models

More recently, promising parametric models making stronger assumptions about
the data have been developed especially in the field of RNA-Seq (3.1). Methods
(i.e DESeq, edgeR) based on negative binomial distributions are now standards in
differential expression testing in RNA-seq experiments, whereas in ChIP-seq analysis
Poisson-based models are often used (Fernandes et al., 2014). These models have
shown to yield promising results on datasets fulfilling their assumptions but also a
high level of false negatives and false positives when the assumptions about the data
are not valid (Weiss et al., 2017; Fernandes et al., 2014).

The aim of many high-throughput sequencing experiments is similar: to iden-
tify the genes or features significantly differing in the abundance between two or
more conditions. These methods include RNA sequencing (RNA-Seq), chromatin
immunoprecipitation sequencing (ChIP-Seq) as well as the 16S rRNA gene sequenc-
ing. Different data analysis methods are used to assess differentially abundant fea-
tures in each study type despite the fact that all the tools treat the data similarly,
that is, as counts per features and performing statistical tests to assess differentially
abundant features (Fernandes et al., 2014). The fact that tools designed for one
study type often fail when applied to another even though the basic data structure
is similar suggests that the tools are optimized to give biologically plausible results
by datatype-specific tuning. This appears of the simple reason that each field devel-
oped their methods to best answer their own needs. For instance, RNA-seq methods
have shown to perform poorly on microbial 16S datasets (Thorsen et al., 2016; Weiss
et al., 2017), being highly dependent on the data characteristics. DESeq provides
increased sensitivity on small (< 20 samples per group datasets) but tends to in-
crease false discovery rate (FDR) with larger and uneven library sizes. 16S data is
more sparse than RNA-seq data, and the practice of adding a pseudo count prior
to taking the log-ratios further increases the FDR. Therefore, DESeq needs more
development for general use on microbiome data. (Weiss et al., 2017)

5.2.3 Compositional data analysis (CoDA) approach

An alternative approach, compositional data analysis, aims to transform compo-
sitional microbiome data back to unconstrained space, where existing and efficient
statistical tools are available. This approach is attractive because adapting the stan-
dard statistical tools (e.g., correlation, regression, and classification) to the compo-
sitional space is challenging, even insuperable in some cases (Silverman, 2017).
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Figure 9: Example of the effect of rarefying on statistical power, Figure from (Mc-
Murdie and Holmes, 2014).

In compositional data analysis (CoDA) approaches, log-ratio transformations
are often used. Using the log-ratio transformation ensures sub-compositional coher-
ence, scale invariance, and permutation invariance, as will be shown in the following.
There are three main types of log-ratio transformations that have been used: cen-
tered log-ratio (CLR), additive log-ratio (ALR) and the isometric log-ratio (ILR).
Of these, the centered log ratio is probably the most known and will be described
in more detail in the following.

Centered log-ratio transformation (CLR)

The centered log-ratio transform introduced by Aitchison (1986) is often used (Gloor
et al.; Fernandes et al., 2014) in CoDA approach. CLR transformation preserves
distances but leads to singular covariance matrix (Pawlowsky-Glahn et al., 2015).

Lets consider an observation sample vector x of D counted features (in our case
OTUs), x = [x1, x2, ..., xD]. The centered log-ratio (CLR) transformation uses the
geometric mean G(x) =

√
x1 ∗ x2... ∗ xD of all features as denominator, xCLR =

[log(x1/G(x)), log(x2/G(x)), ..., log(xD/G(x))].
Let us consider an example. We have a following set of values x1 = [10, 25, 70, 600],

where the proportional sum is constrained to be 1. Then we also have a subcompo-
sition of the composition x1, x2 = [10, 25, 70]. Finally, we have a third composition,
x3 = [10, 70, 25, 600], that is identical to the composition x1, except the ordering of
the elements in the composition has changed.
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Converting the compositions into proportions, then

px1 =
[10, 25, 70, 600]

705
= [0.014, 0.035, 0.099, 0.851]

px2 =
[10, 25, 70]

705
= [0.095, 0.238, 0.666]

px3 =
[10, 70, 25, 600]

705
= [0.014, 0.099, 0.035, 0.851]

(2)

from these values, we can see that the difference between the first and the second
element in the composition x(1) is 0.014− 0.035 = −0.021. In the subcomposition,
the difference between the same elements is 0.095 − 0.238 = −0.143. Thus, using
proportions is inadmissible because the results are not subcompositionally coherence.

Let us then consider the clr transformed values of x1, x2, and x(3)

clr(x1) = [−5.78,−4.86,−3.83,−1.69]

clr(x2) = [−2.58,−1.66,−0.64]

clr(x3) = [−5.78,−3.83,−4.86,−1.69]

(3)

and the differences between the first two elements of both clr(x1), clr(x2) are
−5.78− (−4.86) = −0.92 = −2.58− (−1.66).

Thus, the CLR-transformed values are subcompositionally coherent; the same
ratio between observations is observed in a sample with only a few reads as in an
identical sample with much more reads (Gloor et al., 2017). Maintaining the relative
differences between items is much appreciated in the context of microbial data since
the samples are only arbitrary samples of the total ecosystem, and rare OTUs are
often filtered out. Log-ratio is also a practical choice for scale invariant functions
since units are canceled in the ratio, and thus the unit of the values has no effect
(Pawlowsky-Glahn et al., 2015). Also, the difference between the same elements of
both compositions clr(x1) and clr(x3) are the same, and thus the clr transform also
ensures the permutation invariance.

Fernandes et al. (2014) introduced a method aiming to unify the analysis of
all types of high-throughput sequencing datasets. Their method, called ALDEx2,
uses the CLR transformation for ensuring the scale invariance and maintaining the
relative differences between the items. In addition, ALDEx2 estimates per-feature
technical variation within each sample using Bayesian sampling Monte-Carlo in-
stances from a Dirichlet distribution (Fernandes et al., 2014). In the article by
Fernandes et al. (2014), this method was tested on three different types of data
and it performed considerably well compared to the leading tools, such as DESEq2.
ALDEx2 is a robust and simple tool that can be applied to nearly any type of
high-throughput sequencing data of form per-feature counts for each sample, such
as RNA-seq, 16S seq, and ChIP-seq. More detailed description of ALDEx2 can be
found in Section 6.1.2.

However, CLR-transformation is often criticized because it yields a coordinate
system with a singular covariance matrix, in which, many common statistical mod-
els are unsuitable (Silverman, 2017). A square covariance matrix is singular when
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its determinant is zero and it contains rows/columns which are linearly dependent,
meaning, a vector is an exact linear combination of some other vectors. The singu-
larity of the covariance matrix is a result of the constraint that the CLR transformed
vectors sum up to a constant (Pawlowsky-Glahn et al., 2015).

The problem of a singular covariance matrix can be overcome using another
CoDa transform, known as the Isometric Log-Ratio (ILR). ILR transform can be
built from sequential log-ratios between two groups of features and it creates a
new coordinate system with an orthonormal basis, in other words, the axes of the
coordinate system are orthogonal (Pawlowsky-Glahn et al., 2015). Silverman (2017)
et al. introduce their ordination approach called Phylogenetic Isometric Log-ratio
Transform (PhILR), which uses the phylogenetic tree as a sequential binary partition
when applying the ILR transform. A series of ratios between OTUs partitioned along
the phylogenetic tree is formed. Using the phylogenies in the ILR transform results
in an ILR coordinate system where the evolutionary relationships are incorporated
as weightings (Figure 10) (Silverman, 2017).

Figure 10: PhILR transformation illustrated. Phylogenetic tree, i.e the information
of the evolutionary relationships between taxa are, is incorporated as a binary par-
tition which can be thought as weightings between each pair of taxa. The figure and
more detailed explanation of the PhILR transformation in Silverman et al.’s paper
(Silverman, 2017)

5.3 Sparsity

Another feature characteristic to 16S data is that the data is very sparse, meaning
it contains a very large (often from 80 to 95 %) fraction of zeros (Kaul et al., 2017;
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Thorsen et al., 2016). This is problematic, especially when using CoDa-approaches
since geometric mean cannot be calculated if any of the values in a vector are
zeros because logarithms of zero values are undefined. This type of data is often
modelled using Zero-inflated models, that are statistical models based on a zero-
inflated probability distribution, i.e. a distribution allowing frequent zero-valued
observations.

Missing values are problematic already in a standard multivariate statistical
analysis and in the compositional analysis it becomes even more complex since if
one component in a vector is considered a missing value, the total sum is missing
as well. This results in the whole composition being undefined (Pawlowsky-Glahn
et al., 2015). Aitchison (1986) recommends removing all samples containing a zero
value for one of the features. However, this practice is not useful in our context of
microbial data since often well over half of the microbial counts are zero values and
thus possibly no samples would be left after this harsh pruning.

A common practice is to replace zeros with a small value, known as a pseudo
count prior to log-ratio transformations. However, this practice does not take into
account the possible different origins of zeros. Some zero values could arise simply
by random chance, while others arise due to a true absence of the taxon in the
environment. NGS sequencing of the 16S rRNA gene sequence seems to erroneously
deliver data describing counts per OTU in each sample. It should be kept in mind
that the sequencing instrument can only deliver a fixed number of sequence reads
and the data are constrained to a constant.

Kaul et al. (2017) have suggested that zeros in microbiome data originate from
three different sources and proposed a method for identifying between these sources
so that different types of zeros can be treated appropriately.

Kaul et al. (2017) proposed a method that distinguishes between

1. Outlier zeros, caused by other reasons than insufficient sampling depth

2. Structural zeros, caused by a physical limitation, for instance, exposure to
antibiotics

3. Sampling zeros, caused by insufficient sampling depth

As a result, using the method of Kaul et al. (2017) results in a modified data set
where outlier zeros are replaced with NAs, samples containing structural zeros are
removed and sampling zeros are imputed with 1.

5.4 Detecting differentially abundant features from relative
data and the aim of this study

Today it is known, that compositional data contains only relative information. With
relative information, reliable differential abundance testing cannot be done. For dif-
ferential abundance, absolute totals are necessary. However, when it comes to gene
expression or microbial 16S data analysis, many researchers do differential expres-
sion/abundance testing on absolute count, relative abundance or transformed data,
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even though it has been shown that using standard statistical tools on compositional
data can lead to spurious results (Weiss et al., 2017; Gloor et al., 2017; Thorsen et al.,
2016). For instance, two-thirds of differentially abundant taxa inferred by a stan-
dard t-test on a simulated compositional human microbiota dataset were spurious
(Mandal et al., 2015). It is known that no realiable gene expression analysis can be
performed without using spiked-in standards (Lovén et al., 2012), or optionally very
strong assumptions about the nature of the data. Even though many of the early
methods, such as using rarefying as a method to tackle the uneven library size, have
been shown to be inadmissible (McMurdie and Holmes, 2014), they are still widely
used. No consensus on the best solution for differential abundance testing exists.

As discussed previously in this chapter, the compositional nature of the 16S data
is more and more appreciated today. New methods taking the compositionality into
account are being developed in order to solve the conflicts that were also introduced
in this chapter. However, the constitutive problem that compositional data does not
contain the information needed for differential abundance testing, remains a major
challenge and how the different abundance testing should be done still remains
unsolved.

Spurious correlation is a central problem in essentially all compositional data
analysis. Spurious correlation is a problem that arises when data are constrained
by a constant denominator. It is impossible to distinguish between true negative
correlations and those induced by the compositional structure, which can potentially
lead to misinterpretations of association between taxa, meaning that two variables
can erroneously appear to correlate even though no real correlation based on the
absolute data is present (Gloor et al., 2017).

One approach could be to only compare ratios. This would provide non-spurious
results. A recent preprint by Erb et al. (2017) introduces differential proportionality,
a method that can be used to analyze differential ratios. Normalization is unneces-
sary since instead of trying to recover absolute abundances, the method is entirely
based on ratios. However, this method only tells us about a pair of genes; the ratio
can either stay unchanged, indicating the expression of the two genes either changes
to the same direction or actually stays unchanged, or correlate with different slopes.
For instance, one could try to think about relevant ratios to compare, such as the
ratio between two known to be abundant phyla: Firmicutes to Bacteroidetes. This
example is of course a very high-level comparison and it only describes the ratio and
cannot be used for individual taxa-specific abundance testing. Thus, the method
introduced by Erb et al. is useful, but it does not account for the original demand
of detecting differentially abundant OTUs.

The aim of this thesis was to compare the early methods, such as rarefying and
standard t-test as a hypothesis test towards the more recently recommended compo-
sitional data analysis approaches, such as log-ratio transformations. Reproducibility-
optimized test statistic (ROTS) was also incorporated as the hypothesis test. ROTS
has, to our knowledge, not used before in the context of microbial data, even though
the benefits of ROTS over other state-of-the-art tools have already been shown in
many other applications, such as in single-cell (Jaakkola et al., 2017) , microarray
(Elo, 2008) and RNA-seq (Seyednasrollah et al., 2016) studies.
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Testing tests is not straightforward. In order to evaluate the different methods
for different abundant testing, a simulation experiment was performed in which the
features of the artificially generated datasets are well known and thus the fraction
of the artificially generated "true positive" OTUs detected by each approach could
be measured. Using real datasets is problematic since they are unlabeled in our
perspective, meaning, we can not know if a certain OTU actually is differentially
abundant or not. However, using simulated data is disputed because of the fact
that the immense diversity of microbiomes is hard to mimic, but still often used due
to lack of a better alternative for benchmarking. As a hypothesis, using a different
simulation model would yield same results in a sense that the order of approaches
should remain largely unchanged, however, the actual magnitude of performance
accuracies may vary widely. This is why the absolute performance measures should
not be taken too seriously and the simulation results should be examined with
caution. The aim of the simulation experiment is not to show absolute detection
capabilities of the different approaches, but rather compare the approaches to each
other. A detailed description of the simulation study will be given in the Materials
and Methods section (Section 6).

6 Materials and methods

6.1 Differential abundance simulation experiment

6.1.1 Simulation design

In order to evaluate the detection power of differentially abundant OTUs between
different approaches, a simulation experiment was performed. Simulated data en-
ables rigorous benchmarking since the artificially generated differentially abundant
OTUs are known and the exact detection accuracies can thus be calculated. The
original simulation model was adapted from the "simulation B" of a study by Mc-
Murdie and Holmes (2014) and is based on repeated subsampling from empirical
data. The data generation model of this study is largely the same as in the studies
conducted by McMurdie and Holmes (2014) and Weiss et al. (2017), with only minor
changes done. The creation of true positive OTUs followed the method introduced
by Weiss et al. (2017), with the distinction that prior the multiplication with the
effect size, it was checked that the randomly chosen OTUs had non-zero read counts
and a pseudocount of one was added if needed. This was done in order to ensure
that the true positives actually are true positives in each OTU table, which mutes
the noise caused by some true-positives disappearing. The performance of each ap-
proach was evaluated based on how accurately the true-positives and -negatives were
detected (Weiss et al., 2017).

The "Global Patterns" dataset (Caporaso et al., 2011) was used as the template
for the creation of the multinomials from which the microbiome counts were sampled.
Let say, we have a vector m of OTU sums when summing over the rows as in Figure
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11,

m = c(50, 28, 36, 89, 180, 47) (4)

nOTUs is the number of OTUs per sample, J is the number of samples per each
class and π = is the vector of proportions given by the vector m, then the resulting
simulated OTU table X is of form

X =

 Xi,j . . . Xi,2∗J
...

...
...

XnOTUs,j . . . XnOTUs,2∗J

 (5)

,where

Xi,j ∼Mult(m(i), π) (6)

and i = 1...nOTUs and j = 1...2*J. The simulated OTU table was divided into
two equally-sized classes, test and null (Figure 11. A pre-defined number of ran-
domly chosen OTUs from the test class were multiplied by the fold size in order to
create an effect. These randomly chosen OTUs were then marked as true-positives.
This is repeated for each combination of parameters, and 10 replicates were gen-
erated for each of them. Different normalization methods were applied to all the
generated OTU-tables. After the creation of the normalized OTU-table lists, (See
Section 6.1.3) different statistical tests were applied to the OTU tables in order to
test between test and null classes. All tested normalization and statistical testing
combinations are presented in the Section 6.1.4).

Simulation parameters

It is well known, that the normalization and differential abundance strategies should
be chosen based on the data characteristics since different data can yield very dif-
ferent results (Weiss et al., 2017). In our simulation study, the pre-defined simula-
tion parameters define the data characteristics (sparsity, number of true positives,
number of reads per sample). Thus, for the simulation study, the choice of these
simulation parameters is crucial for the results being reasonable and applicable to
real empirical datasets. The simulated OTU tables should carry the same charac-
teristics as natural 16S datasets. This is, however, not an easy task to do since the
huge diversity of microbial datasets is hard to mimic. Also, real data has correlation
between the taxa. For instance, in many real scenarios, two very similar taxa will
covary together. This is something that cannot be taken into account with this
simulation model. Additionally, no biological variation is added in this simulation
model, and the only variation is the technical variation resulting from the multino-
mial sampling. Simulation results should always be examined with caution. Thus
we are also providing an example of applying these approaches to real data. Even
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Figure 11: Illustration of the simulation used for differential abundance experiment.
Microbiome count data form the Global Patterns dataset was used. Figure adapted
and edited from (McMurdie and Holmes, 2014)

though we do not know the real answer on a real data set, the composition of the
differentially abundant OTUs between approaches can be examined.

Running simulations with a different amount of reads per sample did not seem to
have a large effect on the simulation results as can be seen in the plot from one of the
early simulation runs (Figure 12). Many (approximately 20) simulations were run
and all results confirmed this fact, and thus, for simplicity and faster computing, it
was chosen to use only two read counts (5000,10000) in the further simulation runs.
In real 16S datasets, the read count per library often vary over several ranges of
magnitude.

Instead, the number of samples per class seemed to have a large effect on the
DA detection. The detection performance in the experiments with only five samples
per class was very poor, whereas, with 15 samples per class, much better detection
performance was achieved (See Figure 12). The number of samples per class can
vary in natural 16S datasets and thus a range of different sample counts was chosen
to be used in the further simulations.

A characteristic feature of the 16S data is that the data is very sparse, meaning
it contains a large fraction of zeros (Kaul et al., 2017; Thorsen et al., 2016), often
ranging from 80 % to 95 , as was already discussed in Section 5.3. In order to achieve
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Figure 12: One of the initial simulations, based on which parameter fix can be
explained. Performance summarized by the area under curve (AUC) metric of a
receiver operator curve on the vertical axis. The horizontal axis indicates the effect
size, which is the multiplication factor applied to randomly chosen OTUs in a test
class. In the right-hand side panel of the plot, 2000, 5000, and 10000 indicated the
number of reads per sample. Mean fraction of zeros on all 325 OTU tables prior
normalizations was 0.3606, with standard deviation of 0.055.

results applicable to real 16S datasets, the average sparsity of the simulated OTU
tables was measured and tuned to resemble the sparsity of the real datasets. It is a
common method to filter OTU tables prior analysis so that only the most prevalent
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OTUs are retained. Often 5 % is considered as the minimum prevalence, indicating
that only OTUs that have a read count of a minimum of 5 % of the total read count
is retained. The fraction of zeros is measured in the raw, non-filtered OTU tables
since the fraction of zeros drops significantly after filtering on both simulated and
real datasets.

Parameters used in the main simulation

In the main simulation, the following simulation parameters were used:

# Number of truepositives
TP = 100

# Minimum number of reads to consider an OTU ’observed’ in a sample
minobs = 1

#Different biological environments used as templates
sampletypes = c("Feces", "Ocean", "Skin", "Soil")

# The number of OTUs in the template
nOTUs = 2000L

# The number of samples in each class (test & null)
J = c(5, 10, 15)

# The effect size to apply to OTUs in the test class
foldeffect = c(2, 5, 10, 20)

# The number of reads per sample
ns = c(5000,10000)

# Number of (n) replicates for each combination of parameters, reps=1:n
reps = 1:10

100 true-positive OTUs were randomly picked (nTP = 100). An OTU was con-
sidered to be observed in a sample if there was 1 (minobs = 1) or more reads assigned
to this OTU. Four different environments (Feces, Ocean, Skin and Soil) of the Global
Patterns datasets were used as templates. The total number of OTUs generated for
each OTU-table is 2000 (nOTUs=2000). Sample count per class changes the value
on range J = (5,10,15) for test and null class respectively. Multiplication factor, i.e
the fold size ranges from 2 to 20 on range foldeffect = (2, 5, 10, 20). Each randomly
chosen true positive OTU in the test class was multiplied with a factor in order to
create effect. After the generation of the simulated list of OTU-tables, each OTU-
table contains 2xJ samples and 2000 OTUs. Two different values for the number of
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reads per sample were used (5000 and 10000). For each combination of simulation
parameters, 10 replicates were generated. In total, 960 (4 x 3 x 4 x 2 x 10 = 960)
OTU-tables were generated.

Dataset

The Global patterns is a published dataset containing 25 environmental samples
as well as three simulated mock communities with an average sequencing depth of
3.1 million reads per sample. The dataset was first published by Caporaso et al.
(2011) and is included in the phyloseq R-package (McMurdie and Holmes, 2013).
In the simulation, Global Patterns dataset was used as the template from which
the initial multinomials were drawn. These multinomials form the basis of the
simulated sample communities. Four different templates, consisting of samples from
four different environments (Feces, Ocean, Skin and Soil) were used.

Receiver operating characteristics (ROC)

Receiver operating characteristics (ROC) are used to evaluate the detection power
of the approaches. ROC curve is a specific type of a plot showing the accuracy of a
classifier. The x-axis of a ROC plot shows the false positive rate (FP/(FP + TN),
i.e specificity) and the y-axis the true positive rate (TP/(TP +FN), i.e sensitivity)
of the classifier (Figure 13). ROC curves are often used for the visualization of the
classification performance.

In the simulation result plots, AUC values are plotted against the effect size
for each approach. The area under the curve value is, as its name stands for, the
area under the receiver operating characteristic (ROC) curve. The AUC score is
the probability that a classifier will rank a randomly chosen positive instance higher
than a randomly chosen negative one.

The AUC value can be used as a numerical performance metric of a classifier,
measuring the separation power, for instance, when the aim is to measure how
well a certain biomarker can be used to distinguish between healthy and disease.
The diagonal line of the ROC plot represents an AUC value of 0.5 and a totally
random classification. AUC values higher than 0.5 represents better than random
classification. The higher the AUC value, the better the classifier. However, AUC
statistic can also be used as a scale-independent enrichment statistic, as in our case,
in which AUC values are not expected to be close to 1 but can be used to compare
power between different methods (Thorsen et al., 2016).

R packages used

For all the data analysis, R (R Development Core Team, 2008) was used. During this
thesis work, several R packages were used of which the main packages are presented
below.

• Phyloseq - All data are stored and analyzed as phyloseq objects, which include
an OTU table, sample data, and a taxonomy table.
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Figure 13: A confusion matrix explaining the relationships between the concepts
described above. Confusion matrix, also known as the error matrix, is often used
as a visualization of the performance of typically a supervised learning algorithm,
in which the gold standard is known and the exact counts for true positive, true
negative, false positive, and false negative observations can be calculated.

• Microbiome - Microbiome::transform function is used for the clr transforma-
tion. Also, the HITChip Atlas data originally introduced by Lahti et al. (2014)
comes with the microbiome R-package

• ggplot - for plotting

• doParallel - used for parallelized simulation to reduce the computation time

• stats - p.adjust function was used for p-value adjustment of the multiple testing

Preprocessing of the simulated OTU tables

Prevalence filtering of the OTU tables was performed in order to remove rare OTUs.
Only OTUs which appear in at least 5 % of the samples were retained.

6.1.2 Normalizations and transformations

Data normalization intends to enable the meaningful comparison of data from differ-
ent measurements. Normalization is thus a critical step in all data analysis ensuring
that the results achieved are reasonable and useful for downstream analysis (Weiss
et al., 2017). In the context of 16S sequencing data, proper normalization may po-
tentially remove biases and random variation caused by the sampling and sequencing
processes, and so the normalized data may better reflect the underlying microbial
composition. Also, instead of normalization, transformations can be used. For in-
stance, in compositional data analysis transformations can be used with the aim to
transform the compositional microbiome data back to an unconstrained space (See
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Section 5.2.3). Next, the normalization and transformation methods used in the
experiments of this thesis are presented.

Raw counts

Raw count data uses simply the raw read counts per sample, without any normal-
ization or transformation. In raw count data, the library sizes may vary widely due
to many reasons such as random variation, differences in capacities of sequencing
instruments and technical differences in microbial load.

Proportions (Relative abundance)

In relative abundance OTU tables, sample vectors are thought as compositions sum-
ming up to 1. Let us consider a sample vector x of D counted features (in our case
OTUs), x = [x1, x2, ..., xD]. Then we coerce

PD
i=1 xi = 1 by scaling the original ele-

ments of the vector with the vector sum prop(x) = [x1/sum(x), x2/sum(x), ..., xD/sum(x)].

Rarefying

Rarefying refers to the library size normalization technique in which the samples
are randomly subsampled to an even library depth. The threshold library size is
often chosen to be equal to the size of the smallest library not considered defective
(McMurdie and Holmes, 2014). Samples having fewer reads than the predefined
threshold are discarded and the remaining samples are randomly subsampled with-
out replacement into exactly the threshold library size.

Centered log-ratio transformation

The centered log-ratio (CLR) transformation introduced by Aitchison (1986) is
often used (Gloor et al.; Fernandes et al., 2014) in Compositional Data Analysis
(CoDA) approaches. Let us consider a sample vector x of D counted features (in
our case OTUs), x = [x1, x2, ..., xD]. The centered log-ratio (CLR) transformation
uses the geometric mean G(x) =

√
x1 ∗ x2... ∗ xD of all features as denominator,

xCLR = [log(x1/G(x)), log(x2/G(x)), ..., log(xD/G(x))]. More detailed explanation
and discussion about the CLR transformation can be found in Section 5.2.3.

ALDEx2

ALDEx (ANOVA-Like Differential Expression) is a compositional data analysis
framework introduced by Fernandes et al. (2014), which aims to unify the anal-
ysis of all types of high-throughput sequencing data that are fundamentally similar;
reads mapped to features (OTUs, genes) in each sample. With ALDEx2 we refer
to the second version of the ALDEx framework. The ALDEx2 framework includes
Monte Carlo sampling, CLR-transformation of the generated Monte Carlo instances,
and finally a significance test in order to find the statistically significantly differing
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features between conditions. Welch’s t-test and Wilcoxon rank sum test are incor-
porated in ALDEx2 as default. ALDEx2 is available as a Bioconductor R-package
carrying the same name.

ALDEx2 estimates per-feature technical variation within each sample using Monte-
Carlo instances drawn from the Dirichlet distribution (Figure 14). In this study, 128
Monte Carlo instances were used, which was recommended for the t-test in the doc-
umentation of the R-package. After this, the drawn Monte Carlo instances were
CLR transformed, which ensures the scale-invariance, subcompositional coherence,
and permutation invariance (Section 5.2.3).

Figure 14: ALDEx2 approach illustrated for one feature. Rows represent Monte
Carlo instances, only 3 shown the illustration, but 128 used in the experiment.
First, a uniform prior of 0,5 is added to the raw counts. The count values for
feature i, sample j are converted to probabilities by Monte Carlo sampling from the
Dirichlet distribution. Each count value is now represented by a vector (n=128)
of probabilities. Each Monte Carlo Dirichlet instance is CLR transformed giving
a vector of transformed values. Significance tests for control samples (C1 : C3)
vs experimental samples (E1 : E3), are performed giving 128 P values, which are
then corrected using the Benjamini–Hochberg (BH) procedure. The expected value
of both the distribution of the raw P-values and BH corrected values are reported.
Figure adapted from (Fernandes et al., 2014)

.
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6.1.3 Statistical tests

In the experiments of this thesis, different statistical tests were applied to simulated
and normalized OTU tables in order to detect differentially abundant OTUs between
test and null classes. What statistical test to use is a question of what question you
are trying to answer with what type of data. Both t-tests and non-parametric rank
test were tested as well as ROTS which uses a modified t-statistic. For all methods,
detection among multiple tests was defined using Benjamini-Hochberg procedure
Benjamini and Yosef Hochberg (1995). Next, the statistical tests used in this study
are presented in detail.

Welch’s t-test

Welch’s t-test is a two-sample t-test used to test the hypothesis that two popula-
tions with unequal variances have equal means. Welch’s t-test is an adaptation of
Students’s t-test that is more reliable when the two populations differ in variance
and sample sizes. Differing from the independent two-sample t-test, Welch’s t-test
does not assume the two population variances to be equal and population variances
and sample sizes are estimated separately, but the assumption of normality is main-
tained. (Welch, 1947)

Welch’s t-test uses a statistic defined by the following formula:

t =
X̄1 − X̄2q
s12

N1
+ s22

N2

(7)

where X̄1, s12, N1 are the sample mean, sample variance and sample size of the
first population, and respectively for the second population (Welch, 1947).

Wilcoxon signed rank-sum test

The Wilcoxon signed rank-sum test is a non-parametric alternative to the two-
sample t-test, which can be used to test the null hypothesis that the two dependent
samples were selected from populations having the same distribution with the same
median (Wilcoxon, 1945). In addition to analyzing the signs of the differences,
Wilcoxon signed rank-sum test also takes into account the magnitude of the observed
differences.

Wilcoxon signed rank-sum test uses the sum of signed ranks as the test statistic.
The test statistic W is defined as the smaller of W+ (sum of the positive ranks) and
W- (sum of the negative ranks). The null hypothesis is that there is no significant
difference and the null hypothesis is rejected if the W is smaller than the critical
value. The test statistic W is defined as

W =
NrX
i=1

sgn(x2,i − x1,i)Ri (8)
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where sgn is the sign function (i.e gives a value of either -1 or 1) and Ri denotes
the rank of the observation pair i.

ROTS

Reproducibility-optimized test statistic (ROTS) is a method introduced by Elo
(2008) and Suomi et al. (2017), that can be used to detect features (OTUs, genes
etc.) showing statistically significant changes between conditions. ROTS aims to
eliminate the biases caused by prior assumptions about the data by using a modified
t-statistic which is learned directly from the data. The input of ROTS is a matrix
with genomic features (genes, OTUs) as rows and samples as columns. The aim of
ROTS is to rank the features according to their differential expression. The ranking
statistic is determined by maximizing the reproducibility of the gene rankings in
bootstrapped data sets separately for each data set (Seyednasrollah et al., 2016).

Instead of using a fixed predefined statistic that might not be the optimal choice
for the particular dataset, ROTS optimizes the test statistic among a family of
modified t-statistics. The optimal test statistic is directly determined from the data
by maximizing the reproducibility of the detections across bootstrap samples i.e the
average overlap of k top-ranked features. The test statistic dα is defined as

dα =
|x̄1 − x̄2|
α1 + α2 ∗ s

, α1 ∈ [0,∞], α2 ∈ [0, 1] (9)

where |x̄1 − x̄2| is the absolute difference between group averages, α1 and α2 are
the non-negative parameters to be optimized, and s is the pooled standard error
(Suomi et al., 2017). Specific choices of the alpha parameters determine the ROTS
statistic. For instance, the special case of α1 = 0 and α2 = 1 corresponds to
the ordinary t-statistic. The optimal statistic is chosen so that it maximizes the
reproducibility Z-score:

Zk(dα) =
Rk(dα)−Rk

0(dα)

sk(dα)
(10)

over a lattice α1 ∈ {0, 0.01, ..., 5}, α2 ∈ {0, 1}, k ∈ {1, 2, ..., G}. Here, Rk(dα) and
Rk

0(dα) are the observed reproducibility of statistic dα at top list size k in bootstrap
and the null datasets respectively. Reproducibility is the overlap of k top-ranked
features over sampled datasets. sk(dα) is the standard deviation of the bootstrap
distribution, and G is the total number of features (Suomi et al., 2017). ROTS is
freely available as an R-package (https://www.bioconductor.org/packages/ROTS).

DESeq2

DESeq2 is a method for analyzing differential gene expression for sequence count
data. DESeq is widely used in many applications but was originally developed for
RNA-seq data. The first version of DESeq was introduced by Anders and Huber
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in 2010 and the successor DESeq2 four years later (Love et al., 2014). DESeq
was initially created for differential gene expression analysis and RNA-seq field has
largely standardized on using DESeq or similar methods based on negative binomial
models.

DESeq2 uses a negative binomial generalized linear model (GLM) to obtain the
maximum likelihood estimates for a feature’s log-fold change between two conditions.
DESeq2 uses a generalized linear model of the form:

Kij ∼ NB(µij, αi)

µij = sjqij

log2(qij) = xjβi

(11)

where read counts Kij map to a feature i in a sample j, are modeled using Neg-
ative Binomial distribution with a fitted mean µij and a feature-specific dispersion
parameterαi. The fitted mean is taken as a quantity qij, which is proportional to
the concentration of fragments from the feature in the sample j, and scaled by a
sample-specific size factor sj, i.e µij = sjqij). The coefficients βi give the log2 fold
changes for feature i for each column of the design matrix X. The design matrix in-
dicates the experimental design, i.e in a simple two comparison group case, whether
the sample j belongs to the case or the control group. (Love et al., 2014)

After this, Bayesian shrinkage estimation with zero-centered normal priors is
used. The aim of this step is to shrink the log-fold change towards zero for those
features for which the information is low, i.e they have a lower mean count or higher
dispersion in their count distribution (Weiss et al., 2017). This step significantly
improves the stability and reproducibility of the analysis results (Love et al., 2014).
Finally, for significance testing, DESeq2 uses a Wald test. The shrunken estimates
of the log-fold changes are divided by the standard error, resulting in a z-statistic
which is compared to a standard normal distribution. DESeq2 is available as a
Bioconductor R-package carrying the same name.
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6.1.4 Differential abundance testing approaches

In total 17 combinations of different normalization and statistical hypothesis testing
methods were evaluated in this study. A list of all approaches is presented below.

1. ALDEx2 + ROTS

• Raw counts are supplied to the aldex function, using 128 Monte Carlo
samples but the hypothesis test was replaced with ROTS using default
parameters.

2. ALDEx2 + Welch t-test

• Raw counts are supplied to the aldex function, using 128 Monte Carlo
samples, and the Welch t-test (we.ep) as the hypothesis test.

3. ALDEx2 + Wilcoxon

• Raw counts are supplied to the aldex function, using 128 Monte Carlo
samples, and Wilcoxon (wi.ep) as the hypothesis test.

4. CLR+ ROTS

• Counts are CLR-transformed using the microbiome::transform function
and ROTS is applied as hypothesis test using default parameters.

5. CLR + Welch t-test

• Counts are CLR-transformed using the microbiome::transform function
and Welch t-test is applied as hypothesis test using the phyloseq::mt
function.

6. CLR + Wilcoxon

• Counts are CLR-transformed using the microbiome::transform function
and Wilcoxon rank sum test is applied to the transformed counts using
the phyloseq::mt function.

7. No normalization + DESeq2

• DESeq2 is applied to raw counts.

8. Proportions + ROTS

• Counts are scaled by sample wise count sums. ROTS is applied as the
hypothesis test to sample relative abundances using default parameters.

9. Proportions + Welch t-test

• Counts are scaled by sample wise count sums. Welch t-test is applied as
hypothesis test using the phyloseq::mt function.
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10. Proportions + Wilcoxon

• Counts are scaled by sample wise count sum. Wilcoxon rank sum test is
applied to sample relative abundances.

11. Rarefying + ROTS

• Counts are normalized by rarefying using the phyloseq::rarefy_even_depth
function, and ROTS is applied as the hypothesis test using default pa-
rameters.

12. Rarefying + DESeq2

• Counts are normalized by rarefying using the phyloseq::rarefy_even_depth
function, DEseq2 is applied to normalized counts.

13. Rarefying + Welch t-test

• Counts are normalized by rarefying using the phyloseq::rarefy_even_depth
function and Welch t-test is applied as hypothesis test using the phy-
loseq::mt function.

14. Rarefying + Wilcoxon

• Counts are normalized by rarefying using the phyloseq::rarefy_even_depth
function and Wilcoxon rank sum test is applied to the normalized counts
using phyloseq::mt function.

15. No normalization + ROTS

• ROTS is applied to raw counts.

16. No normalization + Welch t-test

• Welch t-test is applied as hypothesis test to raw counts using the phy-
loseq::mt function.

17. No normalization + Wilcoxon

• Wilcoxon rank sum test is applied to raw counts using the phyloseq::mt
function.
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6.2 Differential abundance on real data

For further examination of the performance of the approaches that showed promising
detection power in the simulation experiment (CLR+ROTS,CLR+Wilcoxon DE-
Seq2, ALDEx2+ROTS), differential abundance testing was also performed on real
data. The number of common differentially abundant OTUs was calculated for each
combination of approaches. Venn diagrams were used to illustrate the number of
differentially abundant OTUs in common and in disagreement between approaches.
It is interesting to further investigate the most promising approaches and try to
apply them on a real 16S data set. By doing so, it is possible to investigate the com-
positions of the differentially abundant OTUs, even though we cannot necessarily
know which OTUs are true positives and thus cannot evaluate the performance on
exact level.

Data description

It turned out to be difficult to find a public 16S sequencing dataset with meaningful
comparison arrangement. Due to this reason, we chose to demonstrate the perfor-
mance of the methods on the human intestinal tract chip (HITChip) microarray
data targeting V1 and V6 hypervariable regions of the 16S rRNA gene. HITChip
data has very similar data characteristics compared to 16S sequencing data. The
dataset used had X fraction of zeros of all entries. Also, in the study by Claesson
et al. (2009), comparison of clustering of genus counts from pyrosequencing and
HITChip data revealed highly similar profiles. Using HITchip data might not be the
optimal and most meaningful choice, however, in the scope of this thesis, a rational
choice.

The HITChip Atlas data set by Lahti et al. (2014), was used. The dataset con-
tains 130 OTUs at the genus level, from 1006 western adults. In addition, the dataset
contains 10 sample variables such as age, gender, country, and BMI group. Two dif-
ferent experiments using different comparison arrangements are conducted using
this dataset. In the first one, differential abundance between Scandinavian (n=291)
and Central European (n=650) microbial samples were studied. This comparison
is interesting because international studies have identified the geographical location
as one of the major sources of large-scale variation in the microbiome (Lloyd-Price
et al., 2016). In the second experiment, differential abundance between microbial
samples from different BMI groups was tested. This is an interesting comparison
since the dysbiosis in microbiome has been linked to obesity (Turnbaugh, 2009). In
the scope of this project, these separate two group comparisons were performed.
However, in future studies, a generalized linear model with all significant covariates
as dependent variables should be used in order to avoid muting the variation derived
from one covariate when analysing the other covariates.
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7 Results and discussion

7.1 Differential abundance on simulated data

The Receiver Operating Characteristic analysis was performed in order to bench-
mark the different methods for differential abundance testing on simulated datasets.
Results from the simulation experiment are presented in the Figures and 15, 16, 17,
18 below as well as in the Tables 3 and 4 below.

Overall, our observations confirm that simulation results are very dependent
upon the simulation design. In the Figure 15, different sample counts are shown in
separate plots, with the aim to demonstrate the importance of sufficient sample count
in the detection of differentially abundant (DA) OTUs. As can be seen in Figure
15, no big difference in performance occurs between 10 and 15 samples per class,
whereas some methods show significantly worse performance when only 5 samples
per class are available. In fact, all approaches performed worse on smaller sample
counts, producing AUC values that were even below 0.5, i.e., worse than random
performance, under some circumstances. It is thus clear that the number of samples
per class is strongly positively correlated with the DA detection performance. The
more samples per class, the better the approaches were able to detect significant
differences between the two classes.

Also, the effect sizes show strong correlation with the detection power. All
approaches performed worse on the smaller effect sizes. This makes sense: the larger
the effect size with which the true-positive OTUs of the test class are multiplied with,
the better these OTUs are detected. As the constant applied to one OTU’s counts
increases, it impacts the relative abundance of the other OTUs. In natural datasets,
due to the immense microbial diversity, differentially abundant OTUs can be often
very abundant in one sample and totally missing from the others.

Already in the early simulation runs, we noticed that the read count per sample
did not have a big effect on the simulation results. This was confirmed in the main
simulation run, and can be perceived in Figures 15) and 16. No big difference in the
detection performance appears between the two different read counts (10000 and
5000). However, the read count significantly affects the fraction of zeros as can be
seen in Table 2.

Table 2: Mean (n=480) fraction of zeros of OTU tables for different read counts in
the simulation.

Read count Mean frac of zeros
5000 0.7204
10000 0.6355
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The performance of the different approaches in the simulation experiment are
summarized in Table 3 and in Figures 15 and 16 For each combination of parameters,
10 replicates were generated. The simulation output is the mean AUC and mean
sensitivity of these ten replicates for each method. In general, the combination of
centered log-ratio (CLR) transform together with ROTS statistical test produced
the best detection performance, reaching up to 0.912 AUC value (mean of the 10
replicates with parameters: 10 samples per class, effect size 20, read count 10000),
compared to the second best approach which was CLR transform together with
the Wilcoxon rank sum test and came up to 0.904, but showed significantly worse
performance with smaller sample counts.

Table 3: Simulation results, best values bolded. The mean values are calculated
over all the 24 different parameter combinations per approach.
Method mean AUC max AUC mean Sensitivity max Sensitivity
ALDEx2+ROTS 0.621 0.807 0.241 0.614
ALDEx2+Welch 0.594 0.785 0.19 0.58
ALDEx2+Wilcoxon 0.618 0.821 0.241 0.673
CLR + ROTS 0.748 0.912 0.508 0.886
CLR + Welch 0.688 0.904 0.398 0.926
CLR + Wilcoxon 0.682 0.893 0.391 0.922
DESeq2 0.732 0.884 0.475 0.822
Proportions+ROTS 0.638 0.711 0.338 0.561
Proportions+Wilcoxon 0.652 0.832 0.393 0.901
Proportions+Welch 0.657 0.839 0.401 0.891
Rarefy+ROTS 0.576 0.634 0.172 0.331
Rarefy+DESeq2 0.57 0.622 0.154 0.294
Rarefy+Wilcoxon 0.554 0.663 0.122 0.388
Rarefy+Welch 0.554 0.663 0.121 0.385
Raw+ROTS 0.591 0.696 0.203 0.485
Raw+Welch 0.692 0.854 0.289 0.843
Raw+Wilcoxon 0.619 0.848 0.268 0.837

The performance of the different approaches on the smallest sample size are
summarized in Table 4 and in Figure 17. When there were only 5 samples per class,
CLR + ROTS outperformed all the other methods, reaching up to 0.805 AUC,
whereas CLR + Wilcoxon yielded at maximum AUC value of 0.522, which is in
practice only as good as random. This difference in performance between Wilcoxon
and ROTS tests on CLR transformed data speaks for a successful optimization
of the test statistic by ROTS. ROTS has shown promising results on single-cell
(Jaakkola et al., 2017), microarray (Elo, 2008) and RNA-seq (Seyednasrollah et al.,
2016) studies but it has not been tested on microbiome count data before to our
knowledge.
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Table 4: Performance of the different combinations of normalization methods and
statistical tests with the smallest sample counts

Method nsamples max AUC max Sensitivity
ALDEx2 + ROTS 5 0.618 0.236
ALDEx2 + Welch 5 0.556 0.111
ALDEx2 + Wilcoxon 5 0.5 0
CLR + ROTS 5 0.805 0.616
CLR + Welch 5 0.522 0.053
CLR + Wilcoxon 5 0.522 0.053
DESeq2 5 0.78 0.573
Proportions + ROTS 5 0.641 0.356
Proportions + Welch 5 0.55 0.173
Proportions + Wilcoxon 5 0.55 0.173
Rarefy + ROTS 5 0.596 0.224
Rarefy + DESeq2 5 0.613 0.253
Rarefy + Welch 5 0.5 0
Rarefy + Wilcoxon 5 0.5 0
Raw + ROTS 5 0.561 0.135
Raw counts + Welch 5 0.5 0.001
Raw counts + Wilcoxon 5 0.5 0.001
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Until recently, the common approach has been to either use relative abundances
or rarefying, that is, subsampling to an even library depth. Using relative abun-
dances does not account for the unequal library size or sub-compositional coherence
leading to inadmissible results as spurious correlation appears. This was confirmed
by our simulation results, as proportional normalization produces poor detection
performance when combined with the Wilcoxon rank sum test or ROTS statistical
test. ROTS statistical test on proportional data yielded 0.711 mean AUC value
whereas on CLR transformed data the mean AUC was 0.912. Also, proportional
normalization was associated with a loss of sensitivity.

As expected, rarefying as the normalization method was associated with a per-
formance loss on all statistical testing methods. Rarefying is an extremely harsh
normalization technique which does account for the unequal library size but simul-
taneously omits usable data. Rarefied counts represent only a small fraction of the
original data, and this loss of information naturally leads to a loss of power and de-
creased sensitivity (McMurdie and Holmes, 2014). For instance, using the Wilcoxon
rank sum test on raw counts yielded 0.837 sensitivity and 0.848 AUC value (Mean
of the 10 replicates with the following parameters: 15 samples per class, effect size
10, read count 10000), whereas on rarefied counts the highest sensitivity was only
0.388 and the AUC value 0.696.

ALDEx2 aims to unify the analysis of all types of high-throughput sequencing
datasets, which is an ambitious goal since even though all datasets have the same
form, each datatype still has their own characteristic features. Obviously, Wilcoxon
rank sum test yields better results than Welch’s t-test combined with the ALDEx2
normalization and MC sampling procedure when there are 10 or 15 samples per
class. However, when only 5 samples per class were available, Welch’s t-test out-
performed the Wilcoxon rank sum test combined with ALDEx2 procedure. Welch’s
t-test has been designed for unequal variances while still retaining the assumption
of normality, whereas the non-parametric Wilcoxon rank sum test is free of dis-
tributional assumptions. Instead of using the actual count values, Wilcoxon rank
sum test uses signed ranks, which is useful when the data is compositional and do
not carry information about the absolute abundances but about the ratios between
the components. In general, ALDEx2 procedure, with the technical variation es-
timation by Monte Carlo sampling and transforming, did not seem to bring any
extra value to the detection performance. In fact, in our simulation test, CLR +
Wilcoxon performed better than ALDEx2+Wilcoxon, where the only differentiat-
ing factor was the Monte Carlo in the ALDEx2 procedure. This might be due to
the lack of biological variantion in the simulation data. ALDEx2 procedure is also
computationally demanding and time-consuming and thus based on our results, it
cannot be recommended.
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The relatively poor performance of ALDEx2 in our simulation study may also be
due to the use of Dirichlet distribution for drawing the MC instances (See Section
6.1.2). Mandal et al. (2015) state, that it is not appropriate to use methods based
on the Dirichlet-multinomial distributions with microbiome data, because such dis-
tributions require all pairs of OTUs to be negatively correlated. In real microbiome
data, many similar taxa will covary together and the data has both positive and
negative correlations between taxa, as was demonstrated in the study by (Mandal
et al., 2015). Thus, this assumption of negative correlation for all pairs of OTUs
is not valid. In our simulation model, no correlation between taxa was taken into
account, which may produce bias. Simulation results should always be examined
with caution because no matter how carefully the simulation design is done, the
complexity of real microbiome data is hard to mimic.

DESeq2 performed moderately, reaching up to 0.78 AUC value at maximum
which indicates that some of the assumptions made by the model were met by the
data. However, the loss in performance for DESeq2 compared to approaches with
CLR transform may be due to the model’s assumptions that most OTUs are not
differentially abundant (Weiss et al., 2017). In our simulation design, 100 of the
2000 OTUs are assigned as true-positives prior to filtering.
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Figure 15: Performance summarized by the AUC metric of a receiver operator curve
on the vertical axis. The horizontal axis indicates the effect size, which is the
multiplication factor applied to randomly chosen OTUs in the test class. On the
horizontal axis, each plot has three data points: 5, 10 and 15. The right-hand
side panel of the plot has two numbers, the outer most indicating the read count
divided to all samples, prior normalizations of prevalence filtering and the inner one
indication the number of samples per each class (test/null). The color of the line
represents the actual normalization methods, according to the legend. See Materials
and methods section for the definitions of each normalization and statistical testing
methods as well as for the list of simulation parameters used. For ALDEx2, 128 MC
samples were used.
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Figure 16: Performance summarized by the AUC metric of a receiver operator curve
on the vertical axis. The horizontal axis indicates the effect size, which is the
multiplication factor applied to a randomly chosen OTUs in the test class. The
right-hand side panel of the plot indicates the read count divided to all samples, prior
normalizations of prevalence filtering. Color shade and shape indices the number of
samples per class as well as the actual normalization methods. See Materials and
methods section for definitions of each normalization and statistical testing method
as well as for the simulation parameters used. For ALDEx2, 128 MC samples were
used.
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Figure 17: Performance summarized by the AUC metric of a receiver operator curve
on the vertical axis. The horizontal axis indicates the effect size, which is the
multiplication factor applied to a randomly chosen OTUs in the test class. The right-
hand side panel indicates the read count divided to all samples, only the read count
10000 and the smallest sample count 5 were included in this plot for simplicity. See
Materials and methods section for definitions of each normalization and statistical
testing method as well as for the simulation parameters used. For ALDEx2, 128
MC samples were used.
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Figure 18: Detection performance summarized by sensitivity (= true positive rate
= TP/(TP + FN)) on the vertical axis. The horizontal axis indicates the effect
size, which is the multiplication factor applied to randomly chosen OTUs in the
test class. The right-hand side panel of the plot indicates the read count divided
to all samples, prior normalizations of prevalence filtering. Color shade and shape
indicates the number of samples per class as well as the actual normalization meth-
ods. See Materials and methods section for the definitions of each normalization
and statistical testing method as well as for the simulation parameters used. For
ALDEx2, 128 MC samples were used.
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7.2 Differential abundance on real data

Using real microbiome data, we further tested the approaches shown to be the most
promising in the simulations: CLR + Wilcoxon, CLR + ROTS, ALDEx2+ ROTS,
and DESeq2. Differentially abundant OTUs were detected on the HITChip At-
las data set by Lahti et al. (2014). Using HITChip data was not optimal in our
case, however finding a public 16S rRNA sequencing dataset turned out to be diffi-
cult. Nevertheless, the results should be valid for the assessment of the differential
abundance testing procedures and simulation results, since when compared, pyrose-
quencing and HITChip data of the 16S rRNA gene have been demonstrated to have
highly similar profiles (Claesson et al., 2009). Two different comparisons were made:
comparing samples from different nationalities and BMI groups. Even though we
do not necessarily know which OTUs are true positives in these comparisons, it is
interesting to investigate how the most promising techniques compare to each other.
The number of DA OTUs detected by all approaches were listed and the number of
common DA OTUs visualized using Venn plots.

Method Nationality
comparison

BMI
comparison

CLR + Wilcoxon 108 101
CLR + ROTS 88 56
ALDEx2 + ROTS 76 47
DESeq2 103 70

Table 5: Number of differentially abundant OTUs detected per approach on two
different comparisons in Atlas1006 dataset

From both Venn diagrams, it is clear, that the majority of the DA OTUs were
common between different approaches (Figure 19 and Figure20). Fifty-nine of the
total 130 OTUs were detected as differentially abundant by all the approaches be-
tween the Scandinavian and Central European microbial samples, as can be seen in
Figure 19. Thirty of the total 130 OTUs were detected as differentially abundant
between the two BMI groups by all the approaches, as can be seen in Figure 20.

As we can see from the Table 7.2, most differentially abundant OTUs are pre-
dicted by CLR + Wilcoxon approach in both comparison experiments. Least OTUs
in both experiments were predicted with ALDEx2 + ROTS. This result confirms
the simulation results and the high sensitivity (the proportion of actual positives
that are correctly identified as such) of CLR + Wilcoxon compared to ALDEx2 +
ROTS. On our simulation experiment, CLR + Wilcoxon yielded the highest sensi-
tivity on 15 samples per class, on average 0.62, compared to ALDex2 which had, on
15 samples per class cases, a mean sensitivity of 0.34.



52

What is surprising after the simulation experiment is that in the BMI comparison
experiment, CLR + ROTS detected only little more than half the number of DA
OTUs predicted by CLR + Wilcoxon (59 compared to 101). This disagreement
in the significantly differentially abundant OTU predictions strengthens the concern
that simulations, no matter how carefully constructed, cannot mimic the complexity
of real microbiome data.

Figure 19: Venn diagram showing the common DA OTUs detected with the four best
performing approaches. In this diagram, the nationality was used as the category of
comparison, and Scandinavian (n=291) versus Central European (n=650) patients
were compared, DA OTUs detected with different methods, and common DA OTUs
calculated.
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Figure 20: Venn diagram showing the common DA OTUs detected with the four best
performing approaches. In this diagram, the BMI group was used as the category
of comparison. Samples from lean and underweighted patients formed the group
1 (n=516) and samples from overweight, obese and severe obese BMI groups were
used as group 2 (n=528).
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8 Summary and conclusions
In this thesis, different methods for detecting differentially abundant species on mi-
crobiome count data were evaluated. Increasing awareness about the compositional
nature of the microbiome count data has evoked a need for new more advanced
compositional data analysis tools, as methods used earlier have been one by one
confirmed to be statistically inadmissible and produce spurious results. New meth-
ods taking the compositionality into account have been developed recently with the
aim to tackle the challenges that the compositionality brings to the data analy-
sis. However, the constitutive problem of compositional data not containing the
information needed for differential abundance testing remains as a major challenge.
How the different abundance testing should be done still remains unsolved in the
literature. The aim of this thesis was to compare the detection performance of the
different methods with the ultimate goal to find a consensus and give recommen-
dations for how differential abundant testing should be performed with 16S rRNA
gene sequencing data.

The performance of different normalization and statistical testing methods was
evaluated both on simulated and real microbiome data. Using real datasets is prob-
lematic since they are unlabeled in our perspective, meaning, we cannot know if a
certain OTU actually is differentially abundant or not. Simulated data enables rigor-
ous benchmarking since the artificially generated differentially abundant OTUs are
labeled and the detection accuracy of these true-positives can be calculated. How-
ever, the uncertainty in the true-positives still remains in the simulation experiment.
We cannot certainly know that the multiplication with the effect size will make the
true-positive OTUs actually significantly differentially abundant between the test
and null classes. Using simulated data is also disputed due to the concern that, no
matter how carefully constructed, a simulation cannot mimic the complexity of real
microbiomes.

Overall, we found that the simulation results are very dependent upon the sim-
ulation design. We confirm that the detection power of all methods increased when
more samples were available. Also, the greater effect size was associated with bet-
ter detection performance. The experiment performed on real data revealed that
big differences between the methods still appear, even though the majority of the
differentially detected species were common between all approaches. Centered log-
ratio (CLR) transformation prior statistical tests produced the best results in our
simulation experiments. CLR transformation in combination with Reproducibility-
Optimized Test Statistic (ROTS) or Wilcoxon rank sum tests produced nearly equal
results on bigger sample sizes. However, on small sample sizes ROTS outperformed
Wilcoxon rank sum test.

As a conclusion, based on the results of this study, CLR transformation as a nor-
malization method combined with ROTS statistical test seems to produce the best
detection performance. ROTS has been earlier shown to produce promising results
on RNA seq and microarray studies, but it has not been tested on microbiome count
data before to our knowledge. We confirm that the recently developed more com-
plex techniques (ALDEx2, DESEq2) for normalization and differential abundance
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testing hold potential and outperformed many earlier methods that are still widely
used in microbial data analysis. However, the centered log-ratio transformation, a
very simple and fundamental operation recommended as a normalization technique
for compositional data already by Aitchison (1986), outperformed these more so-
phisticated methods, especially when only a few samples per class were available.
This may indicate two things. First, more development on methods accounting for
the compositionality is needed for differential abundance testing of 16S data. As the
CLR transformation seems to produce good results and can account for the scale in-
variance and sub-compositional coherence, which is a requirement for compositional
data analysis tool, the use of it as normalization procedure can be encouraged in
a lack of more sophisticated methods. Second, the normalization and statistical
testing methods still always depend on the data characteristics and the test statis-
tic should be chosen accordingly. Thus, more sophisticated simulation models are
needed. Hypothetically, using a different simulation model would yield same results
in a sense that the order of approaches should remain largely unchanged, however,
the actual magnitude of performance accuracies may vary widely and should not be
assessed.
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