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Chapter 1

Introduction

1.1 Motivation

The topic of articial intelligence has been very popular in recent years. 
Even though the hype might be justied, the  uestion where the 

possibilities end is always valid. Especially after projects like DeepDream
lead to a storm of attention from media and artists and the eye of the 

general public was turned towards computers that can make art, one 
wonders if this is really the case.

My rst major interest in intelligent system behaviour was sparked by 

visitor feedback on my work ‘The Green Builders’. This interactive work 
featured a number of green ‘beings’, projected on the ground. When a 

visitor would be standing still for 3 seconds, one of the green ‘beings’ 
would be assigned to go to the visitor’s position, and upon reaching the

marked position, the program would place a little marker there. This 
marker was permanent and was impassable for the green ‘beings’, 

causing them to bump against them, only being able to pass them by 
going around.

The behaviour of these green beings was incredibly simple. They were 

programmed to move around in a circle, with little randomised variation
in radius and speed. When their position would collide with one of the 

green markers or another green being simple collision physics would be
applied. On the detection of a visitor standing still a random being 

would be selected to travel straight from its current position to the 
location marked by the visitor. Upon arrival there, the being would 

simply return to the path of the circle and move on. If, due to the lack of
a clear path through objects or other beings, the being would simply be 

stuck in that position, while trying to push through.

Even though this type of behaviour can by no means be called 
intelligent, the fact that I describe them as ‘beings’ signies an 

interesting dynamic. Calling what they do ‘behaviour’ is already giving it
a lot of credit, as they only follow simplied gravitational rules. During 

the exhibition of the work several visitors commented on how ‘they’ [the
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green builders] behaved, commented on how ‘the green animals’ 
wanted to go somewhere, that ‘the little robots’ decided to do 

something.

Figure 1: Green Builders Installation, 2011, Alex van Giersbergen

To me it was highly intriguing how complex concepts as wanting, 
decisions and needs were attributed to something that was so simplistic

in nature. The Green Builders showed absolutely no sign of behaviour 
beyond a set of rules that could be summarised in less than three 

sentences. They were not capable of any evaluation of a situation, they 
did not possess even the simplest problem solving capabilities to avoid 

the smallest of obstacles. Yet visitors projected some form of 
intelligence upon them.

Beside the basic  uestion of what the reactions to a system that 

displayed actual intelligent behaviour would be, another  uestion rose. 
If visitors attribute these simple forms with intelligent characteristics, 

then who is the creator of the output of the work? As the designer and 
coder of the system I am responsible for setting the rules, create the 

visual style, and creating the interaction method. The visitors are 
collectively responsible for the eventual layout of the work. After 

determining how to interact with the work, it is the visitor’s decision in 
positioning that decides where the small objects are placed, where the 
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beings get stuck, and where the paths are. And the green beings are 
responsible for performing the entire procedure to make it work. When 

considering the output it made me  uestion what the ‘product’ of the 
work is. It could be the visuals, which were  uite interesting after a 

week of visitors interacting with the work. It could also be the 
interaction between the work and visitor, who rst has to gure out how

to interact with the work. It can also be the entire setup of camera, 
computer, projector, foor, casing and all the other elements. Or one 

could even argue that the work was nothing more than a bunch of 
wiring that executed a couple of lines of computer code.

In the end the  uestion for me boiled down to ‘who is the creative one 

here?’. I continued to create work that blurred the lines between the 
creativity of audience, creator, and possibly program. This  uestion 

became so intriguing, I decided to formulate a research  uestion that 
possibly ignores the human audience and creator. The idea of a system 

capable of creative or maybe even artistic output, without interference 
of a human creator setting rigid rules. Would it be capable of 

understanding human culture and adapt to it? Or would the system 
create a new type of culture, strange to us humans? What input and 

output mechanisms would such a system need? And is it even possible 
to devise a generalisable idea of creativity that could hypothetically be 

implemented in such a system?

1.2 Research Question

This leads to the following research  uestion:

Can an autonomous computational system be capable of creative 

output?

To answer the  uestion a couple of aspects need to be dened and 
analysed. The most crucial aspect is to establish what creativity actually 

is. While most people will have a number of associations with the 
concept, and could provide a rough description of what it is, giving an 

accurate denition of the phenomenon is incredibly complex. To be able
to determine when a system could be called creative, a solid denition 

and analysis of creativity is needed.
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Providing a clear denition of creativity is something that has occupied 
researchers for decades. In the chapter on creativity I will analyse a 

number of denitions proposed at diferent times. After establishing a 
working denition, an analysis of how creativity works in human beings 

and how it could work in articial intelligence or intelligent agent 
systems will be studied. Research in cognitive psychology, articial 

intelligence, and especially research on the overlapping edges of both 
disciplines, provides a huge body of information and theories.

The next subject to address is what an autonomous system actually is. 

Of course, it would be possible to use the term articial intelligence 
here, which is at the very least a part of it, but due to gratuitous use the

term ‘AI’ has become very vague and lacks clear focus or meaning. 
Stuart Russell and Peter Norvig’s term ‘intelligent agent’1 is a more apt 

description. Where articial intelligence leaves a lot of room for 
speculation, does not address core issues and has been watered down 

over time, the term intelligent agent has some more clear parameters. 
An agent can be dened as an entity that is capable of perception of its 

environment and act upon that perception by manipulation of its 
environment.2 Intelligence in this context can be described as using 

rational methods to come to the most optimal solution.3

This provides a clear description of the re uirements of the system. It 
has to be able to perceive and manipulate its environment, and it needs 

to meet the re uirements of intelligence to be called intelligent. Both 
these aspects leave some room for interpretation and discussion, but as

a general term, it provides clarity and a good framework for dening 
our system.

Some other aspects to touch on are related to the system’s output and 

its implications. The creation of a system that develops creative output 
autonomously raises  uestions regarding authorship and copyright. 

Questions regarding the nature of the output, and what audience and 
environment it is created for need attention as well. While these are 

related to the technological limitations of the tools the system has to 
manipulate its environment, there are also conscious choices to make 

1 Stuart J. Russell and Peter Norvig, Artificial Intelligence: A Modern Approach, 2nd ed, Prentice Hall 
Series in Artificial Intelligence (Upper Saddle River, N.J: Prentice Hall/Pearson Education, 2003).

2 Russell and Norvig, 34.
3 Russell and Norvig, 30.
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regarding imposed explicit and implicit limitations. The choices of input
methods, system architecture, output devises, and the handling and 

storage of knowledge all have an impact on what the system can and 
cannot produce.
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Chapter 2

Creativity

The most important aspect to look at is what creativity is and how it 

manifests itself in human beings. Since the goal is not to create a one 
on one simulation of a human mind, it is not imperative to establish a 

denitive conclusion on how creativity works exactly within humans. 
That turns out to be a positive thing as researchers and theorists have 

not been able to provide a conclusive explanation on how the creative 
process works. There are, however, numerous proposals and theories 

that suggest partial or complete models of creativity. Several of these 
will be discussed in the following chapter.

2.1 De+nition

The rst thing would be to look at several of the proposed denitions of
what creativity actually is. There have been several suggestions for a 

denition, with each of them having had more or less infuence over the
past decades.

I will rst give a short overview of several types of denitions of 

creativity that have emerged over time. This overview is based on 
articles written by Ellis P. Torrance and Mark Runco. Torrance provides 

us with an elaborate overview of diferent ways of dening creativity, 
based on several groups of denitions. 4 Runco and Jaeger provide a 

historical overview to explain the emergence of what he calls the 
‘standard denition’ of creativity. 5

Torrance wrote the overview to construct his own denition to use in his

research. It is a good start to look at some of the diferent denitions. 
He has categorised them by their shared main focus. The categories he 

lists are denitions that have newness as a criterion, creativity versus 
conformity, true, generalizable, and surprising, denitions involving 

process, and the mental abilities approach.6

4 E. Paul Torrance, “The Nature of Creativity as Manifest in Its Testing.,” in The Nature of Creativity:  
Contemporary Psychological Perspectives. (New York,  NY,  US: Cambridge University Press, 
1988), 43–75.

5 Mark A. Runco and Garrett J. Jaeger, “The Standard Definition of Creativity,” Creativity Research 
Journal 24, no. 1 (January 2012): 92–96, https://doi.org/10.1080/10400419.2012.650092.

6 Torrance, “The Nature of Creativity as Manifest in Its Testing.”
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In the group of denitions that share newness as a criterium there is 

disagreement how this newness needs to manifest itself. According to 
Torrance researchers like Thurstone, Stewart, and Stein have all 

proposed the idea that creativity can be dened as the process of 
creating something novel. Torrance states that according to Thurstone 

and Stewart, the novelty of the outcome does not have to be general, it 
is suHcient if the product is novel to the creator. 7 Stein argues that the 

product has to provide something novel to a larger societal structure, 
though it can consist of a combination of already existing elements. 

Stein also suggested that creativity is connected to gaps in knowledge 
within a culture, a creative individual can identify those gaps ll them. 8

Torrance writes that other researchers like R. Crutcheld and R. C. 

Wilson have proposed denitions that lean on the contrast between 
creativity and conformity. While conformity is described as following the

existing structure and not upsetting the order, creativity in this manner 
is ofset to that as analysing problems from new angles and 

contributing to new ideas.9 Others, such as Allen and Levine argue that 
the relationship between creativity and conformity is not as easily 

dened 10, a view which Torrance shares.11

The third type of denition that Torrance summarises builds on the 
aspects of truth and generalisability. H. Selye describes creativity as the 

search for more than truthful facts, but also for generalisable and 
surprising ndings. H.H. Anderson also applies this searching for the 

truth, but points it more at the individual, who should be given the 
freedom to be truthful.12

The denitions that are based on the creative process have been 

infuential for a long time. In the early 20 th century C. D. Spearman13, 

7 Torrance, 43.
8 Morris I. Stein, “Creativity and Culture,” The Journal of Psychology 36, no. 2 (October 1953): 311–

22, https://doi.org/10.1080/00223980.1953.9712897.
9 Torrance, “The Nature of Creativity as Manifest in Its Testing.,” 44.
10 Vernon L Allen and John M Levine, “Creativity and Conformity 1,” Journal of Personality 36, no. 3 

(1968): 10.
11 Torrance, “The Nature of Creativity as Manifest in Its Testing.,” 44.
12 Torrance, 44.
13 Charles D Spearman, “Creative Mind,” The Journal of Nervous and Mental Disease 74, no. 6 (1931):

783.
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Wallas14, and, according to Torrance, Ribot all based their ideas on how 
to dene creativity on the idea of it being a process. 15 Identifying 

relationships and thinking in analogies is central to these views. 
Especially Wallas’ description of four stages of the creative process has 

been highly infuential. 16 The stages Wallas has outlined are preparation,
incubation, illumination and revision. The preparation stage is a 

conscious process, driven by logic. During this stage a problem is 
identied. By careful preparation in the sense of gathering information 

our mind is prepared to create a solution. During the incubation stage 
an unconscious process is happening, scholars have not agreed on what

exactly is happing during this stage, but Wallas saw this stage of mental
relaxation as essential to the creative process. The illumination stage is 

the eureka moment, where the solution to the problem becomes 
apparent and associations suddenly fall into place. Finally, the 

verication stage takes place, during which the solution is presented, 
analysed and criti ued. This stage may circle back into the preparation 

stage if the solution or creation is deemed insuHcient. 17 18

Torrance compiled all these diferent ideas about how to dene 
creativity in a working denition for his own research. While this 

research is focused on testing creativity in subjects, the working 
denition as it gives a clear framework for the re uirements for a 

creative system that works autonomously. He describes creativity as 
“the process of sensing diHculties, problems, gaps in information, 

missing elements, something askew; making guesses and formulating 
hypotheses; possibly revising and retesting them; and nally 

communicating the results.”19 While, to his own admission, this 
denition isn’t exactly precise or denite, it does allow for a 

determination of what we could call creative and what not. This 
denition does not only describe the thinking process, but it also 

includes the need to express the result of the process. It provides a 
starting point for the process, as well as a nalisation of the process. 

The creative process begins with locating and formulating a problem, 

14 Eugene Sadler-Smith, “Wallas’ Four-Stage Model of the Creative Process: More Than Meets the 
Eye?,” Creativity Research Journal 27, no. 4 (October 2, 2015): 342–52, 
https://doi.org/10.1080/10400419.2015.1087277.

15 Torrance, “The Nature of Creativity as Manifest in Its Testing.”
16 Mark A. Runco, “Creativity,” Annual Review of Psychology 55, no. 1 (February 2004): 657–87, 

https://doi.org/10.1146/annurev.psych.55.090902.141502.
17 Torrance, “The Nature of Creativity as Manifest in Its Testing.”
18 Sadler-Smith, “Wallas’ Four-Stage Model of the Creative Process.”
19 Torrance, “The Nature of Creativity as Manifest in Its Testing.,” 47.
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the sensation that something is missing, that there is a gap to ll. This 
can apply to large problems and long term research or processes, but 

also to small scale tasks. After the problem has been determined the 
process of lling the gap starts. This process involves iteration, 

formulating hypotheses and testing. The gap is not lled unless the 
result of this process is expressed and communicated. Torrance states 

there is a tension, created by a ‘something missing’, the personal goal 
of the creative process is to nd a solution and relieve the tension by 

communicating this solution.20

Torrance’s denition is exceptionally useful as it describes not just a 
measure to judge whether a product is creative, but implies a 

methodology behind creativity. Even though Torrance holds himself 
from providing a conclusive denition, he provides a very clear 

framework that explains how creativity comes about. As a short 
explanation of what creativity actually is, it might seem insuHcient, but 

as a framework it is all the more useful for it.

Runco and Jaeger provide a historical overview of several authors that 
shaped what in their view has become the ‘standard denition’ of 

creativity. They note that while many current researchers use this 
denition or denitions closely related to it, they are mostly referencing 

relatively recent sources. To create a clear picture of how this denition 
arose and who contributed to it they have tried to describe its origins.21

The denition they treat as the standard denition states that “creativity

re uires both originality and efectiveness.” 22 They admit this denition 
needs development and only shows what criteria should be used, it is 

not a denition that sheds light on all of the facets of creativity. Some 
argue that more criteria are needed, some argue that less criteria can 

work too, but at the time being it appears to be the most widely used 
denition. 23

When tracing back to nd the origin of this denition Runco and Jaeger 

nd that, while using diferent wording and concepts, what will end up 
to be known as creativity re uires originality and some form of function 

20 Torrance, “The Nature of Creativity as Manifest in Its Testing.”
21 Runco and Jaeger, “The Standard Definition of Creativity.”
22 Runco and Jaeger.
23 Runco and Jaeger.
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to the world. The rst description they found of this combination was by
Bethune in 1839. While talking about art and genius instead of 

creativity, the concepts re uired for classication are already roughly 
present. J. Royce expressed the same idea in 1898, getting closer to the 

exact wording by using variation and valuable inventiveness.24

Other denitions that Runco and Jaeger deem to come close are 
proposed by Guilford, often seen as the father of creative research, in 

1950. According to Runco and Jaeger he points out that a creative 
person can make a combination between the uncommon yet 

acceptable.25 While close, the use of the word acceptable makes the use 
of this denition very complex, it re uires a clear demarcation of to 

whom the creative output needs to be acceptable. Guilford’s statements
on creativity are also mostly pointed towards the creative person, and  

the importance of studying what  ualities the creative person 
possesses. Guilford does not aim to dene creativity, but rather the 

person who has, what he calls, a “creative personality”.26

After that, in 1953, Stein appears to be the rst one who provides the 
denition that is still infuential today. 27 He denes the creative work as 

“a novel work that is accepted as tenable or useful or satisfying by a 
group in some point in time.”28 This denition is signicant as it forms 

the basis for the majority of research carried out after this, and stands 
at the basis of a more unied idea of what creativity is. Runco and 

Jaeger conclude that, even though there is enough room to expand and 
rene the elements of this denition, the existence of a more unied 

denition aids research, especially since it is based on a long line of 
ideas.29

Based on diferent groups of researchers, R. Keith Sawyer provides two 

diferent denitions based on two major ways of looking at the 
phenomenon of creativity. He describes an individualist denition and a 

sociocultural denition, that have a diferent focus. 30

24 Runco and Jaeger.
25 Runco and Jaeger.
26 Runco and Jaeger, 94.
27 Runco and Jaeger, “The Standard Definition of Creativity.”
28 Stein, “Creativity and Culture.”
29 Runco and Jaeger, “The Standard Definition of Creativity.”
30 R. Keith Sawyer, Explaining Creativity: The Science of Human Innovation, 2nd ed (New York: 

Oxford University Press, 2012).
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The individualist denition describes creativity as “a new mental 

combination that is expressed in the world”31 This denition is formed 
based on research of the individual. The denition only holds merit 

when considering a single person. This denition and its elaboration 
has several elements that are mentioned in Torrance’s research. It 

demands novelty and the end product needs to be presented. An 
element not in the denition proposed by Torrance is the aspect of 

combinations in creativity. Sawyer argues that within this individualist 
denition novelty to the individual counts, the creative product does not

need to be uni ue and novel to the wider world. 32 A personally novel 
way of, for example, making cofee, can be argued to creative as well, 

even if this method is already in use by others.

The sociocultural denition he proposes is mostly diferent in the 
context of novelty. Where, according to the individualist denition a 

person can be creative doing the most mundane tasks, as long as they 
are performed in a novel way to that individual, the sociocultural 

denition re uires novelty within the sociocultural context of the 
creation.33

The sociocultural denition denes creativity as “the generation of a 

product that is judged to be novel and also to be appropriate, useful, or 
valuable by a suitably knowledgeable social group”34. It is important to 

note that the social group or context is scalable, especially the notion of
what is appropriate needs to be understood within the right social 

contexts.35

Sawyer argues that products that satisfy the sociocultural denition 
inevitably full the individualist  denition, as something that is novel to

the social group is e ually novel to each individual within that group. 
While to a certain extend this appears logical, I do nd some issues with

categorically accepting this statement. It assumes a static sociocultural 
environment and since the sociocultural denition is dependent on the 

judgement of the social group or society, it poses problems concerning 
who judges the novelty. It could be argued that products that are 

31 Sawyer, 7.
32 Sawyer, Explaining Creativity.
33 Sawyer.
34 Sawyer, 8.
35 Sawyer, Explaining Creativity.
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judged to be creative by the sociocultural denition, while not being 
(entirely) novel combinations to the creator are possible. Sawyer 

explains this as a result of the development of a personal style, and that
none of the products made in this style are the same, it does raise the 

 uestion whether this is always necessarily the result of a mental 
combination that is novel to the creator.36

This distinction between the individual level of creativity, often called 

‘small-c creativity’ or sometimes referred to as ‘psychological creativity’
and the sociocultural level, also known as ‘big-C creativity’ or ‘historical

creativity’, is widespread. Recently there have been calls to expand this 
system even further to accommodate more modes of creativity, most 

notably James Kaufman and Ronald Beghetto have compiled arguments 
for, and propagated, a four ‘c’ model, which adds the ‘mini-c’ and ‘pro-

c’ types of creativity. These types accommodate learning and practiced 
professional creativity.37

The processes behind both levels of creativity are deemed to be very 

similar if not the same, but the diferentiation between the levels gives 
an explanation for the diferent types of research conducted. Some 

researchers focus on creativity on the individual or psychological level, 
supported by studies over a larger sample of persons. Other researchers

focus more on the sociocultural or historical level of creativity and 
analyse individuals renowned for their high level of creativity. Others 

combine both types of research and aim to nd a generalisable theory 
on the phenomenon of creativity.

To come to a decision on what denition will be used in the rest of this 

thesis, I will describe some merits and weaknesses of the denitions 
analysed above. Torrance’s denition is helpful as it denes creativity as

a process. It also includes a suggestion on where the start of the 
process comes from. By not only mentioning the re uirements to call 

something creative and basing his denition on a wide array of 
suggested denitions it is very friendly to use. 38 At the same time, it is 

more of a description of the entire process than a measure for creativity

36 Sawyer.
37 James C. Kaufman and Ronald A. Beghetto, “Beyond Big and Little: The Four c Model of 

Creativity.,” Review of General Psychology 13, no. 1 (2009): 1–12, 
https://doi.org/10.1037/a0013688.

38 Torrance, “The Nature of Creativity as Manifest in Its Testing.”
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that can be applied to verify whether something can be declared 
creative or not.

The standard denition elaborated by Runco and Jaeger is very useful in

that respect, it allows for a clear distinction between what is creative 
and what is not. It leaves some vagueness in the aspect of efectiveness 

and how and by whom the efectiveness should be judged, which could 
be the reason for its longevity in creativity research. The vagueness 

allows for a combination with other theories without creating 
contradictions.39

Sawyer’s individual denition is the rst that provides the explicit 

mention of the combinatory aspect of creativity. By using the term 
mental combination the deliberate nature of the process is hinted at. 

His sociocultural denition emphasizes the value to a larger societal 
structure.40 I would argue that the individual denition needs a way of 

expressing the value or appropriateness to the individual as well. It 
could be interpreted that the action of expressing the novel 

combination to the world implies value to the individual, but this link 
seems weak.

The denition that will be used in the rest of this thesis will contain 

components of all these diferent denitions. After evaluating the 
denitions I found all lacking in some aspects and came to dene 

creativity as a process of generating an efective product from novel 
combinations. This denition can be understood on both the individual 

as the sociocultural level. Where Sawyer excludes the notion of value or 
efectiveness from his individual denition 41, I would argue that on an 

individual level efectiveness is also re uired. It seems illogical to 
assume the creation of a novel product if that product does not 

efectively address some form of need on any level. Even if the creation 
of the product is accidental, the recognition of its efectivity can be said 

to be part of creativity.

2.2 Types of research

39 Runco and Jaeger, “The Standard Definition of Creativity.”
40 Sawyer, Explaining Creativity.
41 Sawyer.
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As the diverse approaches to dening creativity show, it is a very multi-
faceted eld. Therefore, research has been carried out looking at the 

‘problem’ of creativity from various angles. It is possible to identify 
several diferent types of creativity, that highlight diferent aspects of 

creativity.  Mel Rhodes categorised the diferent ways of studying 
creativity with the “Four P” structure, Persons, Process, Press and, 

Products, in 1961.42

The persons category includes studies that focus on individuals and 
how to measure creativity in them. Studies in this category analyse 

personality traits, and try to nd correlations between diferent traits 
like intelligence and creativity. Two of the major  uestions in this type 

of studies are if it is possible to identify (levels) of creativity in persons 
through tests and whether creativity is something only a few people 

possess or whether it is a personality trait that manifests itself in 
diferent levels. Studies in this category can be aimed at larger groups, 

but can also take one or more creative ‘geniuses’ and analyse what 
made them stand out.43

In the process category studies focus more on the processes of creative 

achievement, rather than the person performing them. These studies 
often divide the process into multiple stages and analyse one or more of

the stages in depth. Where research in the persons category generally 
tries to determine the preconditions for creativity, studies in the process

category look at how creativity works when it is ongoing. The research 
in this category tries to establish whether and how creativity could be 

taught, how an idea comes about and how it is turned into output after 
that and what mental processes are responsible for creativity.44

Research that falls under the press category looks at the conditions in 

which creativity comes about, the environment and ecology within which
it takes place. The studies focus on people’s environments and the 

infuence their experiences within that environment have on their 
creative ability. It researches what the social factors involved in creative 

production are, whether there is an ‘optimal’ environment for creativity 
to fourish in. These studies do not attempt to underplay the role of the 

individual’s creativity, but rather try to analyse the way the environment 

42 Mel Rhodes, “An Analysis of Creativity,” The Phi Delta Kappan 42, no. 7 (April 1961): 305–10.
43 Rhodes.
44 Rhodes.
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and individual infuence each other and in what circumstances the 
creative individual is able to excel.45

The product category is where all the categories mentioned before come

together. The product is the result of an idea, presented in an embodied
form to the world. This form can be an art-piece, a publication, an 

invention, as long as it is the worldly representation of an idea it can be 
called a product. The study of a product involves looking at the way the 

product came about, and what process, press or person made the 
product come about. In a way it is the culmination of all the other 

categories, a product is the end goal of creativity, and is the entity in 
which all other facets come together.46

These categories will be encountered again further on when analysing 

the diferent approaches and theories about creativity and how they can 
be applied in an autonomous system. Especially research that falls in 

the process category is valuable, as it attempts to explain how humans 
develop ideas, which processes are involved in creating novel 

combinations and how to create products as a result.

2.3 The Creative Process

2.3.1 The Myth of the Genius

Before talking about the processes that make creativity possible and 
how to apply it to the envisioned system, it is important to dispel a 

widespread belief that creativity is an unprocurable process. The 
reverence of the geniuses in history portrays them as being embowed 

with an unexplainable ability to pull new ideas out of thin air. To have a 

eureka moment and generate a new idea from seemingly nowhere.

While this romantic view of the creative genius is attractive for its 

charm, it makes any meaningful research towards creativity a waste of 
time. Even though it often seems humans have a moment of insight that

cannot be explained through an identiable process, if there is to be an 
answer to what creativity is and whether a system could ever be capable

of something like it, it is imperative to explain this moment of insight 
and demystify its origin. If we cannot make a plausible case against the 

45 Rhodes.
46 Rhodes.



18

genius view, and accept the idea that true creativity is only present in 
extraordinary cases, it becomes near impossible to construct a formal 

and generalisable proposition on what the system has to be able to do 
and how it could work.

Robert Weisberg has presented several arguments against what he calls 

the genius-view.47 Through the use of laboratory studies on human 
problem solving and case studies on several famous instances of a 

genius having an inexplicable moment of insight, he gives a very 
detailed argument why, even though seemingly spontaneous, these 

moments of insight are the product of a general creative process.

Weisberg states that the genius model involves an individual going 
through a process that enables the individual to create a novel product 

without being restrained by past experience and established patterns in 
a great instance of insight. This extraordinary feat can only be 

performed by extraordinary individuals with extraordinary personality 
traits. The creative products seemingly, and sometimes even according 

to the creator, come out of out of nowhere.48 This myth is not only 
projected upon the genius by others, in some cases it is also upheld by 

the genius himself. For example, Samuel Coleridge claimed a big 
infuence of his unconscious during, often opium induced, phases in 

creating his poetry.49

Weisberg’s case studies analyse how several of the proclaimed geniuses 
came to their idea, in what context, and how problem-solving processes

may have been involved. In ‘Problem Solving and Creativity’  he studies 
Watson and Crick, Darwin, Edison, Coleridge, Mozart, Kekulé, and 

Picasso to put their creative output in a wider context. All of the 
examined works can be traced to a more modest origin. Some made by 

the creator itself in an evolutionary process, some with the infuence of 
works by others.

Even though the achievements themselves are remarkable and 

extraordinary, the processes involved appear to be the same as the ones
present in any creative problem solving task. Especially in the cases of a

47 Robert W. Weisberg, “Problem Solving and Creativity.,” in The Nature of Creativity:  Contemporary 
Psychological Perspectives. (New York,  NY,  US: Cambridge University Press, 1988), 148–76.

48 Weisberg.
49 Karen E Mahar, “Coleridge’s" Kubla Khan": Creation of Genius or Addiction?,” 2006.
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self-reported moment of brilliance sparked from nowhere where the 
nal version of a work came to the creator, there is strong evidence to 

suggest the contrary. Coleridge’s ‘Kubla Kahn’, which according to him 
came to him in a vision while under the infuence of opium, appears to 

have gone through at least two iterative versions before being 
published. Mozart’s letters in which he describes that his musical 

compositions grew to complete works unconsciously and without his 
conscious input, are unlikely to be written by Mozart. 50

2.3.2 If Not Genius, Then What?

If we follow Weisberg and others, who have argued against the genius 
view, then what is our explanation for the creative process? To analyse 

this the most practical way is to rst analyse the creative process 
involved in problem solving. There is no conclusive theory or denitive 

model of how creativity works within human beings, however, this is not
a problem in the context of this paper. For the creative system it is not 

necessary to make an exact replication of the processes as they happen 
in human beings, it is suHcient to create a working theory of the 

concepts that are likely to generate creative output. Whether these 
concepts are the same as in a human being is irrelevant, as long as the 

result of the proposed model could be considered creative and/or 
artistic according to their respective criteria.

Weisberg states, based on experiments using the ‘Duncker’s Candle 

Problem’ and the ‘9-Dot Problem’, that all problem solving is based on 
an evolutionary process. When encountering a problem, a person 

searches past experience to attempt to solve it. When the solution 
attempted is not suHcient to solve the problem, the problem is 

reformulated in an attempt to deal with the inade uacy of the solution. 
Weisberg suggests that the memory search performed in this cycle is 

what he calls a local search. Where the genius view relies on huge 
associational leaps, Weisberg argues that one is only searching for a 

solution to the faws in the previous solution, which leads to a small 
incremental process of solutions.51

Duncker’s Candle Problem and the 9-dot problem are both infuential 

experiments in problem solving research. The Candle Problem provides 

50 Weisberg, “Problem Solving and Creativity.”
51 Weisberg.
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participants with two tacks in a box and a candle. The assignment is to 
attach the candle to a wall with the materials provided. The 9-dot 

problem is a thinking exercise, in which the participant is provided with 
nine dots in a three by three grid pattern. The assignment is to draw a 

line through all dots using four straight lines. The candle problem’s 
most reliable solution is to use the box in which the tacks are provided. 

The 9-dot problem can be solved only by drawing outside of the grid. In
both cases it is argued that an impasse followed by large scale 

restructuring of the problem is necessary52, and that when the essential 
clue to the problem is known, it will be solved53. Several studies have 

shown that this is not the case, and that the process of problem solving 
is more complex. As mentioned before, Weisberg and others performed 

experiments in which the ‘key’ solutions were explained to a section of 
the participants. These experiments showed that while experience aided

in solving the problems, mere explanation and hints did not.54 55

Another infuential theory on problem solving is the ‘Problem Space 
Hypothesis’, proposed by Herbert Simon and Allen Newell. The problem 

space hypothesis states that every problem is treated by the mind as a 
problem space. Within this conceptual space, the initial state and the 

goal state are represented. To solve the problem at hand, a process 
where current state, goal state and intermittent states are compared 

through the use of operators, is applied to reach a solution. A full 
search and comparison of the problem state is too resource intensive to

be practical, and a heuristic search is more feasible. This search uses 
past experience to test and eliminate expected problem states, reducing

the amount of states to be addressed.56 It is noted that this process 
might not necessarily lead to the best solution, but it is a very practical 

way of creating working solutions rapidly. This way of solving problems 
is usually called the means-end method, as it operates by dividing the 

52 Jessica I Fleck and Robert W Weisberg, “The Use of Verbal Protocols as Data: An Analysis of Insight
in the Candle Problem,” Memory & Cognition 32, no. 6 (2004): 990.

53 Trina C Kershaw and Stellan Ohlsson, “Multiple Causes of Difficulty in Insight: The Case of the 
Nine-Dot Problem.,” Journal of Experimental Psychology: Learning, Memory, and Cognition 30, no.
1 (2004): 3.

54 Weisberg, “Problem Solving and Creativity.,” 154.
55 Kershaw and Ohlsson, “Multiple Causes of Difficulty in Insight: The Case of the Nine-Dot 

Problem.”
56 Allen Newell and Herbert A. Simon, “Computer Science as Empirical Inquiry: Symbols and Search,”

Communications of the ACM 19, no. 3 (March 1, 1976): 113–26, 
https://doi.org/10.1145/360018.360022.
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diference between initial state and goal state into sub-states with goals
that need to be satised to move on. 57

Hadamard’s explanation uses three modes of consciousness, the fully 
conscious, the unconscious, and what he calls the fringe-conscious. 

This fringe-conscious lies in between the conscious and unconscious, 
and acts as a bridge between the two. While solving a problem, the 

ideas one actively thinks of reside in the conscious, ideas close to it are 
called into the fringe-conscious, ready to pop in the mind, but one is 

not actively aware of their presence. Hadamard combines this with 
Wallas’ four stage model of preparation, incubation, illumination and 

verication, and concludes that the remarkable moments of scientic 
insight are caused by the preparation stage happening fully in our 

conscious mind, while the incubation stage happens fully unconscious. 
To explain the moments of insight he describes the preparation stage 

as being fully conscious, during this stage one is actively searching for a
solution to a problem. He describes the incubation stage as an 

unconscious stage, where after nding partial results during the 
preparation stage, the mind tries to nd more solutions. When a 

potentially satisfactory solution is found, it is sent to the fringe-
conscious, to be slipped into the conscious later. When one becomes 

consciously aware of these ideas the illumination stage is happening. 
The verication stage is needed to conrm the validity of these ideas, as

incorrect solutions need to be ruled out.58 A signicant problem with 
this theory is that while it gives an explanation for the experience of 

sudden insight, placing such importance on the combinatory processes 
happening in the unconscious is inconsistent with more recent ndings 

in cognitive psychology.59

Ohlsson presents a model of problem solving using the aspects of 
gestalt psychology. He retains the notion of the problem space, with the

activity of problem solving being the process of connecting the initial 
state to the goal state through sub-states. To connect diferent states 

the problem solver applies operators to states, the act of problem 
solving involves the creation and evaluation of sets of applicable 

operators. When the problem solver nds the problem cannot be solved 

57 Pat Langley and Randolph Jones, “A Computational Model of Scientific Insight.,” in The Nature of 
Creativity:  Contemporary Psychological Perspectives. (New York,  NY,  US: Cambridge University 
Press, 1988), 177–201.

58 Jacques Hadamard, An Essay on the Psychology of Invention in the Mathematical Field, Unaltered 
and unabridged reprint of the enlarged (1949) ed (New York, NY: Dover Publ, 1975).

59 Langley and Jones, “A Computational Model of Scientific Insight.,” 184.
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using the current set of operators, restructuring takes place. Instead of 
simply attempting to apply more operators to the current state in the 

hope one might cause the desired outcome, the mental representation 
of the problem can be altered. By doing this, a new set of operators are 

applicable to the current state, opening up new conceptual 
connections.60

Ohlsson goes on to explain the phenomenon of insight through this 

restructuring. Due to a change of representation, suddenly the mental 
distance to the goal state can change signicantly. By applying a new 

set of possible operators, one can shift from being ‘stuck’ in a certain 
state, to  uickly advancing several steps. Apart from being stuck, 

Ohlsson suggests this restructuring can also happen in circumstances 
when the current structure of the problem is too vast, or when novel 

dimensions of the problem are encountered. In all of these situations it 
must be noted that restructuring might, or might not happen. According

to Ohlsson it is not a given that restructuring will always occur, nor will 
attempts to restructure the problem always succeed.61

2.3.3 Analogies and Association

The body of research into the creative process and the sub section of 

problem solving is vast, and theories are numerous. There is however a 
clear trend that has emerged over time that stresses the importance of 

the use of analogies, metaphors or association to create new 
combinations, reframe problems, and nd solutions.

In this context it is important to note that a problem should not be 

interpreted in the standard sense of the word. In this text the word 
problem can be more understood as a diference between an initial state

and a goal state, the feeling that there is something of value that is 
currently absent, the idea that there is an idea that could ll a gap. Or 

as Newell and Simon state; “We have a problem if we know what we 
want to do, and if we don’t know immediately how to do it.”62 The 

problem could be anything from a mathematical  uestion, a riddle, the 
making of an art piece, the decision what food to make, turning a knob,

60 Stellan Ohlsson, “Restructuring Revisited,” Scandinavian Journal of Psychology 25, no. 2 (June 
1984): 117–29, https://doi.org/10.1111/j.1467-9450.1984.tb01005.x.

61 Ohlsson.
62 Newell and Simon, “Computer Science as Empirical Inquiry,” 121.
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anything. Of course, not every problem re uires creative thought to 
come to a solution, but for this section we will assume the problem to 

be one in need of creative thought.

As stated before, theories from cognitive psychology and articial 
intelligence research will appear here. While the goals of both elds are 

diferent, they share a strong similar interest; understanding intelligent 
thought and behaviour. Both elds have served as a source of 

inspiration and validation for each other’s ideas, and the line between 
them occasionally turns blurry. Computational projects to simulate 

human behaviour turn into articial intelligence milestones, and 
theories about cognition have become cornerstones of computational 

system design.

In the previous section a number of theories about problem solving and 
the creative process have been put forward. When analysing these 

theories it becomes clear that while an explanation is given for scientic
insight, it remains unclear what exactly allows one to solve the problem.

Some, like Weisberg, do hint at the comparison between the current 
problem and past experience.63 Some, like Newell and Simon point at 

the infuence of analogous problems in proposing solutions for new 
problems.64 Others, like Hall65, Sternberg and Tourangeau66, and Langley

and Jones67 have given more attention to how these analogies can be 
found, what their importance is and how they can be both the result of 

creativity as well as a measurable indicator of creativity.

Rogers P. Hall describes the process as the association or mapping of 
elements between domains. The domains can be divided in familiar 

domains and a target domains. A familiar domain is a domain on which 
knowledge and experience is already ac uired. The target domain is the

domain in which the problem subject resides. Creating analogies 
between a familiar domain and a target domain greatly aids the problem

solving process.68

63 Weisberg, “Problem Solving and Creativity.”
64 Newell and Simon, “Computer Science as Empirical Inquiry.”
65 Rogers P. Hall, “Computational Approaches to Analogical Reasoning: A Comparative Analysis,” 

Artificial Intelligence 39, no. 1 (1989): 39–120.
66 Robert J Sternberg, Roger Tourangeau, and Georgia Nigro, “Metaphor, Induction, and Social Policy: 

The Convergence of Macroscopic and Microscopic Views.” (YALE UNIV NEW HAVEN CT DEPT 
OF PSYCHOLOGY, 1978).

67 Langley and Jones, “A Computational Model of Scientific Insight.”
68 Hall, “Computational Approaches to Analogical Reasoning: A Comparative Analysis.”
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Hall divides the process of establishing an analogy in four stages. In the

rst stage the analogy is recognised. In the second stage the mapping 
takes place and analogous elements are established. The third stage 

evaluates this mapping and the use of analogous elements. During the 
fourth stage the analogy is consolidated and the analogous elements 

are transferred to the problem. Hall notes that often the elaboration and
evaluation stages become entangled, as the elaboration stage maps the 

source and target domain of the analogy to each other, evaluation is 
re uired to establish the validity of this mapping. 69

To recognise a possible analogy, it is important to establish how 

situations are indexed and retrieved. Hall concludes that a task-
independent index is probably best suited to problem solving and 

creativity, as it allows for the nding of more abstract analogies than 
other indexing methods. Hall builds on Carbonell’s suggested ‘invariant

hierarchy’. In this hierarchy objects are indexed so they can be retrieved
to achieve analogies. The goal of this indexing is to create analogies in 

which the largest possible amount of elements can be carried over. Hall 
notes that such a knowledge organisation system shows consistency 

with organisational structures in human knowledge and memory.70

Other theorists do not necessarily describe the four stages of reasoning 
by analogy, but they do expand on how analogies are found and 

validated. Sternberg and Tourangeau have suggested a system of 
subspaces and hyperspaces in which concepts reside. The subspaces 

hold similar concepts, which can be represented as having coordinates 
within that space. The subspaces are divided over diferent hyperspaces 

by use of semantic diferentiation. As an addition to the division across 
hyperspaces by semantic diferentiation, the spaces are layered by level 

of abstraction.71

They conclude that analogies can be evaluated using the diferent 
abstract coordinates in place. An analogy becomes valid when the 

subspace position of the elements is small, meaning that the 
coordinates of the terms within their respective subspace difer little. 

69 Hall.
70 Hall.
71 Sternberg, Tourangeau, and Nigro, “Metaphor, Induction, and Social Policy: The Convergence of 

Macroscopic and Microscopic Views.”
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After the initial validity the strength of an analogy can further be 
determined by the distance between the respective subspaces within the

hyperspace. Thus, if concepts are located and structured correctly 
within the hyperspace and subspace system, the validity and strength of

analogies is easily determined through a simple coordinate comparison.
A small diference in coordinates within respective subsystems aids 

understandability and elegance.72 The distance between the subspaces 
is of a more ckle nature, bigger distances increase elegance, but 

reduce understandability. Sternberg extends this to point out that 
creativity is in the balance of elegance and understandability of the 

metaphor or analogy.73

Sternberg and Tourangeau also pay some attention to the fact that not 
all analogies and metaphors are made of e ual parts, especially the 

types of analogies and metaphors that aid in problem solving and 
creativity. Instead of ‘B of A is like Y of X’, a lot of analogies specify only

a single aspect on one side of the analogy. In those cases, that are more
structured like ‘B is like Y of X’, meaning the analogy is built of two 

une ual parts. In this case it is impossible to evaluate the analogy, as a 
component is implied, but not present. This type of analogy is 

transformed into a problem solving task in which the relation between 
the two known related elements is inferred. The relation is mapped and 

applied to the single element in the other half of the analogy. After that 
the analogy is evaluated to check the validity. Of course, due to various 

reasons the analogies constructed this way may fail to validate, this can 
be due to lack of knowledge, wrong inference or simply the analogy not 

being valid in the rst place. 74

This techni ue supplies a method for testing the validity and strength of
an analogy, but it does not explain how an analogy or metaphor can be 

found. Pat Langley and Randolph Jones present a computational model 
that explains several aspects mentioned before. Not only does it 

account for insight, it also presents an explanation for Hadamard’s four 
stages, and it gives a plausible model for identifying analogies and 

metaphors. Like Hadamard, they subscribe to the idea of the four stages
of insight, but where Hadamard puts importance on an unconscious 

72 Sternberg, Tourangeau, and Nigro.
73 Robert J Sternberg, “A Three-Facet Model of Creativity,” The Nature of Creativity, 1988, 125–47.
74 Sternberg, Tourangeau, and Nigro, “Metaphor, Induction, and Social Policy: The Convergence of 

Macroscopic and Microscopic Views.”
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process, Langley and Jones reject a big role of the unconscious during 
the incubation stage. Instead they argue that during the incubation 

stage nothing is going on at all. During preparation conscious attempts 
at solving the problem are going on and available knowledge is 

structured and indexed. The incubation stage sees no activity, it 
consists of waiting for an appropriate cue to trigger retrieval of a 

possibly appropriate analogy. During the illumination stage the analogy 
is formed and its elements are retrieved. The verication stage serves 

the purpose of consciously evaluating the analogy, in validity,  uality, 
and what elements can be mapped to formulate a potential solution.75

For indexing and retrieval Langley and Jones build on Kenneth D. 

Forbus’ model of  ualitative processes. According to Forbus’ model, 
systems are described as processes and structures, which are expressed

in a  ualitative manner, meaning they are described in terms of abstract
 uality, rather than in exact numbers. The other important aspect of the

model is the role of envisionments. Envisionments are predictions of 
what will happen in a system when a process is set in motion. The 

envisionment can be based on a known process structure, but the 
observation of a phenomenon and conse uent formulation of an 

envisionment can also be cause to create a process structure.76 This is 
relevant to analogical reasoning as a process can help to explain a 

seemingly unrelated phenomenon by locating analogous envisionments.
If the envisionment appears to be analogous, there is a reasonable 

chance the process could be in part analogous as well.77

To nd these analogical occurrences , Langley and Jones propose a 
spreading activation model. This holds that all knowledge is stored as 

structures in a large network, indexed based on the features of their 
envisionments. When a situation is encountered, the associated network

nodes are activated and spread this activation through the network. This
activation can vary in strength, and the spread through the network is 

infuenced by trace strengths in the connections. They base the layout 
of the spreading activation model on John R. Anderson’s ACT theory.78 

This theory states that all knowledge is stored as a network in long-
term memory. Knowledge currently available for processing is held in 

75 Langley and Jones, “A Computational Model of Scientific Insight.”
76 Kenneth D Forbus, “Qualitative Process Theory,” Artificial Intelligence 24, no. 1–3 (1984): 85–168.
77 Langley and Jones, “A Computational Model of Scientific Insight.”
78 Langley and Jones.
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short-term memory, and activation in short term memory activates a 
spread from the related node in long-term memory.79

Langley and Jones argue that insight can be explained by this spreading 

activation and trace-strengths. The trace-strength of a concept recently
given attention, usually during the preparation stage, will be stronger. 

Thus when due to some event a related schema is activated, the spread 
will be pulled towards the schema with a high trace-strength. The older,

more elaborate schema that is triggered through an external cue will 
create a large spread when activated in short-term memory, while this 

spread has a tendency to dissipate, the high trace-strength of the 
schema of the potentially analogous concept will ensure that it will be 

taken into short-term memory, where evaluation and mapping can 
begin.80

2.3.4 Symbols and Structures

Now that the phenomenon of insight is explained, it is time to move on 
to theories about what creates these combinations. To explain how 

knowledge and concepts can be combined to create new ideas and 
concepts, it is important to establish how knowledge and concepts are 

stored. 

Since the amount of research in this area is so vast, I will focus on 
research related to the development of intelligent agents or articial 

intelligence in this section. That does, however, not exclude all research
done for the purposes of analysing the storage and handling of 

knowledge within human beings. Over time, research into 
computational methods of storing knowledge has used principles from 

cognitive psychology, while cognitive psychology has used 
computational methods to simulate and analyse its theories. This has 

resulted in strong evidence supporting theories proposed by both elds 
of research, which subse uently found a place in both.

While it would be possible to go into the neuropsychology and biology 

of our brains to see how information is stored there, for this research it 
is more relevant to look at higher level phenomena, in what way 

79 John R. Anderson, “A Spreading Activation Theory of Memory,” Journal of Verbal Learning and 
Verbal Behavior 22, no. 3 (June 1983): 261–95, https://doi.org/10.1016/S0022-5371(83)90201-3.

80 Langley and Jones, “A Computational Model of Scientific Insight.”
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concepts are stored and how they are compared, modied, combined 
and altered by creative processes. The low level descriptions of neurons 

ring can shed huge light on the technical processes behind human 
thinking, but they contain very little information on how conceptual 

processes work. Especially since the technical ‘brain’ does not 
necessarily have to mimic the human brain, it merely has to perform 

roughly the same functionality, the low level will be excluded for now.

One model for representing knowledge is the Physical Symbol System 
theory, proposed by Allen Newell and Herbert Simon. This theory poses 

that all intelligent action re uires a physical symbol system to store, 
access and process information. The basic elements of the system are 

symbols. These symbols are arbitrary, but through linkages can form a 
symbol structure, also called an expression. The word ‘physical’ in the 

name of theory points towards the notion that such a system behaves 
according to the laws of physics and is therefore not only 

distinguishable by coherent behaviour, but can also be reproduced by 
and for articial systems. 81

The symbols are the basic entities within the system. Depending on the 

layer on which the system is active and the environment of the system, 
the symbols can be lled in in diferent ways. It is possible to describe 

the symbols as the basic elements of an environment, that together 
build symbol structures or expressions out of lists of symbols. On 

higher levels of abstraction the symbols can have more elaborate 
meanings. For example the symbol ‘leg’ can be part of the symbol 

structure representing ‘dog’. It follows that symbols are not uni ue to 
their symbol structure, diferent expressions can contain the same 

symbols.82

Another important aspect is that symbol systems are adaptive to their 
environment. New structures emerge to represent entities not 

encountered before. If an entity is encountered that can not be 
identied by existing expressions, through processes a new expression 

can be constructed to describe that entity. The more information is 
available and needed to properly dene the entity, the more symbols 

the associated symbol structure contains.83

81 Newell and Simon, “Computer Science as Empirical Inquiry.”
82 Newell and Simon.
83 Newell and Simon.
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Marvin Minsky suggests a frame-based theory of memory. Instead of 

symbols-structures, the frames are information holders for representing
generalised situations. These frames are connected in frame-systems to

represent more complex wholes. Frames have multiple levels, the 
highest levels being static information that will always apply to the 

situation. Lower levels have ‘elds’, called ‘terminal slots’ that can be 
lled in to describe more specic situations. These terminals can be 

bound to conditions, which the assigned information must conform to. 
Each frame also holds additional information about its own context, it 

communicates how the frame is to be used, possible further steps and 
information on what to do if the next step does not match the 

expectation.84

A frame’s terminals can never be empty. If specic information is not 
available or not yet known, the default information will remain in that 

terminal. This aids in  uick recognition as well as help in creating 
expectations. Terminals can also be lled by sub-frames, which in a 

sense creates a partly hierarchical system. Minsky is  uick to point out 
that, though a certain use of classication becomes necessary, due to 

the interconnected nature of concepts there is no strict hierarchical 
layout that all frames adhere to.85

Within a frame system multiple views of the same situation are 

represented by multiple frames that are interconnected through 
pointers. These pointers allow navigation between diferent frames, for 

example through a similarity network. When one sees an object which 
does not t the current frame as it lacks one or more components, 

diference markers point towards new possible frames based on the 
deciencies of the current frame. 86

2.3.5 Clustering and Chunking

Clustering takes place to maintain eHciency in this system. This 
clustering avoids a situation of overly complex interconnectivity, 

primary diference paths between important nodes in the similarity 
network are made to aid the eHciency of the network. ‘Shortcuts’ of 

84 Marvin Minsky, “A Framework for Representing Knowledge,” 1974.
85 Minsky.
86 Minsky.
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direct connections are still a possibility and often made connections can
disobey the rules of clustering. Minsky notes that the structure and 

aggregate nodes in the network have profound efects on our mental 
abilities.87

Evidence for some type of clustering or framing of information that aids 

recognition of often encountered situation comes from a chain of 
experiments into the perception and memory usage of chess players. In 

these experiments chess players of various levels are given several 
memory related tasks, relating to pieces placed on the chessboard. 

According to Chase and Simon, research by the psychologist De Groot, 
suggested that the more experienced and competent chess players 

remember and recognise positions and board layouts in a diferent way. 
Experiments indicated that when the pieces were placed so that 

relations between them existed, they were grouped together, or 
chunked, in memory.88

This chunking can be seen as a way of storing the board layout in 

memory as a representation of the relationship between the pieces, 
instead of a set of independent pieces with respective positions. 

Recognition is not done piece by piece, but the entire pattern is 
recognised as one entity. Apart from aiding recognition and building 

familiarity, it is suggested that this chunking helps suggest possible 
useful continuation moves.89

Gobet and Simon further elaborated the chunking theory to eliminate 

some of its shortcomings. One of their suggestions is that chunks that 
are often encountered over time turn into larger information structures 

they call templates. These templates appear to be a sort of middle 
ground between a frame and a regular chunk, as Gobet and Simon 

describe them as having the same type of slots that information can be 
assigned to.90

John R. Anderson uses the term cognitive units as a variation of the idea

of chunks. In the ACT theory he proposes, the cognitive units can 

87 Minsky.
88 William G Chase and Herbert A Simon, “Perception in Chess,” Cognitive Psychology 4, no. 1 (1973):

55–81.
89 Chase and Simon.
90 Fernand Gobet and Herbert A Simon, “Expert Chess Memory: Revisiting the Chunking Hypothesis,” 

Memory 6, no. 3 (1998): 225–55.
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represent any kind of knowledge, even visual information. The cognitive
units consist of a node and elements. The node is the main concept, the

elements ll in its aspects. Since Anderson states that nodes can only 
hold a limited amount of elements, it follows that nodes can be stacked 

hierarchically to express more complex ideas and concepts. The 
knowledge stored this way is part of a network, that is formed in the 

long-term memory.91

91 Anderson, “A Spreading Activation Theory of Memory.”
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Chapter 3

Case Studies

3.1 DeepDream

DeepDream is the result of eforts by researchers at Google who were 
trying to analyse what happened inside the recurrent neural network 

used in their computer vision and object recognition system. To get a 
glimpse of what is going on inside the network, there are several 

methods. The network can be ‘reversed’, in which case instead of 
feeding the network an image and having it detect what it sees, the 

network is asked if it can recognise specic objects in the image. This 
techni ue gives researchers information on what kind of features the 

network associates with objects and how the recognition process works.
Another method is similar to techni ues used in brain scanning. A 

specic part of the network is intensely observed when giving 
specically chosen input.

While working on procedures for analysis of a computer vision network, 

Alexander Mordvintsev, Christopher Olah and Mike Tyka discovered that
by using variations on these two methods, they can be used for more 

than just gathering data on what is going on inside the network. In 
short, what the DeepDream system does is analyse an image like it 

would do for normal object recognition. But instead of letting the 
system come to its conclusion, it is adjusted to react on small 

‘hunches’.92 Normally upon a minor hint of recognition, some activity in 
a part of the network occurs, that dissipates  uickly. The DeepDream 

system takes a small section of activity in the network and amplies it, 
so that something that would otherwise be ‘corrected’ later on in the 

recognition process suddenly comes to the forefront.93 This creates a 
system that recognises all kinds of objects that aren’t in the image at 

all. Especially when iterated several times, the DeepDream system 
produces highly psychedelic images.

92 Alexander Mordvintsev, Christopher Olah, and Mike Tyka, “Inceptionism: Going Deeper into Neural
Networks,” Google AI Blog (blog), July 13, 2015, https://ai.googleblog.com/2015/06/inceptionism-
going-deeper-into-neural.html.

93 Memo Akten, “Background Info for ‘#Deepdream Is Blowing My Mind,’” July 10, 2015, 
https://medium.com/@memoakten/background-info-for-deepdream-is-blowing-my-mind-
1983fb7420d9.
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After its release in 2015, articles asking whether computers can now 
make art94, or even blatantly stating that the system is “probably more 

creative than you”95 started popping up. While greeted with enthusiasm, 
the hype soon died down, only to leave the big  uestion; is the system 

actually creative?

While the results are impressive and some aspects of it show novelty 
and value in a certain sense, the system itself can not be called creative.

It does not follow a process based on creativity, it is simply applying the
rules it got over and over again. DeepDream has no reference or 

evaluation processes to what it is doing or what the material it is using 
as input and output means in a wider context. It does not make 

deliberate choices, its output is, as far as the system is concerned, 
rather random. Some of the images made using DeepDream can 

denitely be called creative, but those images have been carefully 
selected by human users of the system, and parameters to shape the 

images as they are are carefully set. The system could be called creative 
if in the act of producing its content there was a deliberate search for 

images that satisfy the second part of the denition of creativity, if it 
selected certain aspects or images based on their ‘aptness’ or ‘value’.

This leads to one of the main problems with creating creative systems 

and one that is akin to the issues with problem solving systems; a 
substantial part of creativity and intelligence is using eHcient and 

deliberate methods to achieve the desired output. Creating ever 
increasing amounts of solutions or output in the hopes that one might 

t the bill is hardly to be called intelligent or creative. In a way this is 
what happens with DeepDream. The user selects an image to feed into 

the system, and ddles with parameters until a satisfactory conclusion 
is reached. The system, however, is left completely without means to 

evaluate the result of its labour. It receives no feedback on whether an 
image it produced satised the user, nor does it have tools to 

understand what aspects of the output were deemed satisfactory.

All in all it is an interesting gimmick, and as Memo Akten writes, it is an 
interesting look into the inner workings of the neural network, and it is 

94 Alex Rayner, “Can Google’s Deep Dream Become an Art Machine?,” The Guardian, March 28, 
2016, https://www.theguardian.com/artanddesign/2016/mar/28/google-deep-dream-art.

95 Benjamin Stecher, “This Robot Is Probably More Creative than You,” April 7, 2017, 
https://www.weforum.org/agenda/2017/04/this-artist-is-creating-amazing-artwork-oh-and-its-not-
human.
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a great visualisation of how our own mind recognises things.96 But 
beyond a tool for human users to play around with pareidolia and create

intense psychedelic images, the system itself does not step beyond its 
tight constraints. Douglas Hofstadter’s statement that “you get bored 

with something not when you have exhausted its repertoire of behavior,
but when you have mapped out the limits of the space that contains its 

behavior”97 is very tting. Beyond the initial phase of surprise it 
becomes clear that DeepDream does not have a wide range of behaviour

to ofer. The creativity of the designers of the system is clear, their work
can be described as novel, apt, valuable and appropriate, as can some 

of the work created by users of the DeepDream system. The system 
itself, however, does not reach beyond the level of a tool. An intelligent 

tool that opens up interesting possibilities and  uestions, but a passive 
tool in the creative process nonetheless.

3.2 Creative Adversarial Network

The Creative Adversarial Network (CAN) is a variation on the concept of 
the Generative Adversarial Network (GAN) techni ue. As the term 

suggests, in an adversarial network setup, two neural networks are 
pitted against each other. The goal of a system like this is to create an 

environment where the system can provide feedback to itself, thus 
opening up the possibility for unsupervised learning. The most common

setup has the two networks divided in a ‘generator’ and a 
‘discriminator’ role, the generator creates content, while the 

discriminator tells the generator whether the created content complies 
with a set of parameters. The discriminator is supplied a dataset and 

compares the generator’s content to that dataset. In simple terms the 
discriminator continually answers the  uestion whether something 

could be from the dataset or not. The generator receives feedback from 
the discriminator which gives it some information on how close it got. 

By iterating this process the generator can learn to create content that 
can ‘fool’ the discriminator into thinking it is part of the original 

dataset.

96 Memo Akten, “#Deepdream Is Blowing My Mind,” July 10, 2015, 
https://medium.com/@memoakten/deepdream-is-blowing-my-mind-6a2c8669c698.

97 Douglas R. Hofstadter, Gödel, Escher, Bach: An Eternal Golden Braid, 20. anniversary ed (New 
York: Basic Books, 1999), 621.
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This sounds simple and straight-forward, but there are a myriad of 
issues involved to get this process working reliably. Nevertheless, the 

basic Generative Adversarial Networks have proven they can create 
faithful reproductions of the content they are provided and even create 

a degree of variation.

A team from the Rutgers University created a new variation on the 
standard GAN system, with the aim of not only creating a system that is 

not only capable of reproduction, but one that can create stylistic 
variation. And while naming the system creative is on the ambitious 

side, they even propose the system can create art.

The base theory on which the artistic side of the system is based is the 
theory of arousal as a parameter for art. This theory, suggested by Colin

Martindale, holds that in art there needs to be a measure of arousal. The
role of the artist is to create work that arouses the audience, but only 

within certain bounds. If a work is considered to be too arousing, the 
audience will dismiss it, if a work is not triggering enough arousal it is 

considered dull.98 The arousal-level is created by properties of anything 
experienced by humans. In this case aesthetics are the only aspect the 

system will manipulate, leading to arousal stimulating aspects that are 
very similar to aspects mentioned in the section about creativity; 

novelty, suprisingness, but also ambiguity, complexity and 
puzzlingness are added.99

Using this idea the group designed a system that operates like a GAN, 

but has an extra feedback parameter. The discriminator does not only 
return information about how much an image create by the generator is 

like the dataset, but it also gives information about the stylistic 
categorisation of a work. The goal set for the generator is to create 

images that the discriminator considers as e ual to its dataset, which is 
lled with art, thus, art, but at the same time get the discriminator to be

unsure about the stylistic categorisation of the image.

Studies conducted on how humans receive these pictures, distinguish 
them from art made by humans, and give them a  ualitative value show 

that the CAN can be said to be competent at creating images that 

98 Ahmed Elgammal et al., “CAN: Creative Adversarial Networks, Generating" Art" by Learning about 
Styles and Deviating from Style Norms,” ArXiv Preprint ArXiv:1706.07068, 2017.

99 Elgammal et al.
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people consider to be art, it can fool people into believing its work 
could be manmade and in the tests the margins when it comes to how 

people ‘like’ the work are slim.100 Very impressive, yet not without 
caveats. As the researchers admit, the system can only create new 

works based on its dataset, the dataset decides its repertoire. When fed 
nothing but renaissance era paintings, no artistic evolution creating new

modes of art will take place, it will continue to make variations on just 
the one style it knows.

This leads to the core  uestion of whether it is possible to truly consider

the system’s output art, and whether it can be called creative. The 
 uestion whether the output can be considered art is diHcult to answer,

it re uires a denitive denition of art, and an amount of art theory that
is beyond the scope of this thesis. Using Cynthia Freeland’s But is it 
Art?101 it is possible to distill some aspects of what is re uired to call 
something art, and of course there is a personal view involved in 

deciding how important certain aspects are. The creators of the CAN 
system make the assumption that since the output is based on art and 

test subjects have called it art, it can therefore be called art. While not 
completely unreasonable, there are some problems with this view.

As they mention themselves, the system does not take any symbolic 

value of its content into account. If it can make the discriminator think 
an image is art, it considers the job done. This is problematic when 

taking the view that art should have a meaning in a cultural context.102 
As mentioned in the section on DeepDream, true creativity re uires a 

certain measure of deliberate action, which in this case is absent when it
comes to meaning. While the aesthetic aspects are created in a certain 

deliberate manner, the meanings that might or might not emerge from 
the art created by the system are entirely accidental. They can emerge 

from aspects taken from works of art in the dataset, but any meaning 
carried over by the system is proxied from the original dataset, without 

the system having any tools to analyse this aspect of its own work.

A similar issue arises when considering the aesthetic aspect. The system
does  uite deliberately create images that are similar to images that are 

100 Elgammal et al.
101 Cynthia A. Freeland, But Is It Art? An Introduction to Art Theory, Pbk. ed (Oxford: Oxford 

University Press, 2002).
102 Freeland.
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considered pleasing for reasons that probably include their aesthetic 
value. However, it does not analyse them in a way to build a framework 

of compositions, colour styles or other aspects of aesthetics. The 
process of diferentiation of style certainly has merit, as does the well 

grounded idea that art in a certain way needs to be just diferent 
enough to be accepted, but the system does lack certain aspects to 

establish it as an art producing system.

When it comes to creativity the system comes a lot closer than 
DeepDream does. While not displaying combinatory creativity, there is a

degree of transformative creativity present in the system. The way it is 
able to learn styles, and break with those styles in a deliberate manner 

meets the minimum re uirements to be dened creative. The output 
created by the system is novel, and as proven by the responses of test 

subjects, and inherent to the way the system forms output based on 
images that are already considered valuable or appropriate, at least part

of the output satises the second condition for creativity as well.

3.3 SHRDLU

SHRDLU is a system built by Terry Winograd at MIT between 1968 and 

1970. The system was devised as a way to prove that computers can, to 
a certain degree, understand English language. The system simulates a 

simple virtual world in which several objects exist. The subject of the 
system is “the knowledge needed by a simple robot consisting of only 

an eye and a hand”103. The virtual robot can ‘see’ and manipulate his 
environment that consists of a simulated room with several primitives in

it, which Winograd calls ‘blocks’. SHRDLU is designed to interpret, 
understand, act on and reply in English language. On top of its basic 

functionality, it posses a memory to store facts about its environment104.
These facts included colour of the blocks, positions, arrangements, but 

also which blocks can be stacked on top of each other and which 
cannot.

The system is divided in several modules, that each have a distinct role 

in distinguishing words, understanding grammar, formulating replies, 

103 Terry Winograd, “Procedures as a Representation for Data in a Computer Program for Understanding
Natural Language” (MASSACHUSETTS INST OF TECH CAMBRIDGE PROJECT MAC, 1971), 
16.

104 Terry Winograd, “What Does It Mean to Understand Language?,” Cognitive Science 4, no. 3 (1980): 
212.
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interpreting sentences, remembering exchanges, storing denitions, 
storing the properties of the virtual world, methods for manipulating 

the virtual world and, deducing information about the virtual world. The
system employs these modules to interact with its environment and its 

conversation partner. The system can be asked  uestions like “Is there a
large block behind a pyramid?”105, and it will search the virtual world 

and answer. More complicated  uestions involving words such as ‘it’ are
also possible. The system can also remember names given to objects or 

attributes described to apply to them.

The system cannot be said to be creative, which is not surprising as it 
was never meant to perform creative tasks. The system is, however, 

highly relevant to this thesis, as it performs some tasks that are 
re uired for a system to be able to perform creative tasks. The system 

for interpreting English language and place  uestions shows that, to a 
certain degree, articial systems can develop a sense of understanding. 

The philosophical  uestion of whether it truly understands the concepts
remains open, but for the purposes it was designed for, its 

understanding is suHcient. Another important aspect is the ability of 
the system to generate theorems from the information available to it. If 

the system nds it is not able to stack two pyramids on top of each 
other because of the physical rules of the virtual world, it will store the 

theorem that pyramids cannot be stacked, and not try again. The rst 
time it is re uested to perform the action it will try, fail and report the 

impossibility of the action. When re uested to perform the same action 
again, it will reply that the action is not possible, without rst trying.

This combination of understanding environment, creating theorems 

about the environment and the objects in it, the ability to understand, 
an admittedly limited, context of the world and objects, and the ability 

to communicate all these aspects in human language is remarkable. It 
shows that, even with the limited technology available at the time of its 

creation, articial systems can possess a degree of understanding of 
their environment, manipulate it, and theorise about the implications of 

demands. Of course, this understanding is very limited, the system can 
only store several parameters per object. It is also by no means 

autonomous, the system will not analyse its environment without the 
specic re uests to do so.

105 Winograd, “Procedures as a Representation for Data in a Computer Program for Understanding 
Natural Language,” 42.
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Chapter 4

The Proposed Autonomous Creative System

4.1 System Description

The system I suggest here builds on a number of theories about 
creativity, problem solving, cognition and AI research. To make a 

system that is truly autonomous, it will have to be able to formulate its 
own problems. When it comes to creativity, the objectives become more 

diHcult to dene. It is possible to adopt the assumptions the creators of
systems like DeepDream and the CAN systems and state that it is 

suHcient to generate new content within the domain of the input, 
without considering considering wider implications and meanings. This 

approach is technically more feasible and conveniently ignores complex 
topics such as symbolic meaning. However, this is exactly why I think 

the results from these projects are not as interesting as they could be, 
and will denitely not produce long-term results. What gives images, 

concepts, paintings, sculptures and other works of cultural relevance 
meaning to human beings is their existence in, and conscious use of 

aspects of a broader framework of meaning. When adhering to modern 
theories on art there is no getting around the idea that art needs to 

communicate.106

While systems that derive from source material can create the illusion of
a message by approximating and synthesising based on existing 

material, in the long run the content will remain ‘fat’. While there is 
room for the observer to give meaning to content that was created 

without meaning, it is hard to believe that works like Picasso’s Guernica,
Duchamp’s Fountain, or Koon’s Balloon Dog would receive the 

appreciation (and criticism) they do without deeper layers of meaning 
being implied and communicated by the artist. Works like 4’33” by John 

Cage would not exist without thought about context and meaning.

Of course opening up the discussion on what true meaning is results in 
enough material and discussion for a thesis on its own, so I will restrict 

this to a short elaboration of my own point of view, which is heavily 

106 Freeland, But Is It Art?
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infuenced by Bas Haring’s ‘De Ijzeren Wil’ 107 and Douglas Hofstadter’s 
‘Gödel, Escher, Bach, an Eternal Golden Braid’108. This will be insuHcient

to provide a philosophical proof or water-tight argument, but in my 
opinion, it will be suHcient to argue how an articial system could 

develop a sense of meaning.

When looking at how things get meaning to humans, it would appear 
that the more information we have about a concept, the more meaning 

we can give to it. Especially information about its context can greatly 
enhance the human feeling of a concept having deeper meaning. The 

more a concept is elaborated, the more it is possible to extend the 
concept to a personal reality, and relate it to other concepts. A concept 

that is not elaborated to a certain extend is hard to understand, as there
are few ways of relating it to other concepts. It becomes hard to explain,

as no proper metaphors can be built, and the concept feels detached 
from the rest of one’s knowledge.

To develop meaningful concepts within an articial system, it is 

imperative that the system is able to explore its reality and build 
complex symbol structures of the objects, situations and ideas it 

encounters within that reality. It is important to stress that that reality is
not necessarily the same as our human sense of reality. A good, 

unintended, example of this is put forward by Margaret Boden, who 
uses an analogy of Shakespeare to depict the problem articial 

intelligence has with creating output that can be called deeply 
meaningful, smart or funny. The analogy compares sleep to knitting and

involves some highly unusual, yet apt comparisons.109 I would argue 
that the problem here is not that an articial system is inherently 

incapable of creating analogies of such depth, but that it is impossible 
for anyone to create such analogies about concepts that have no 

meaning in their reality. The concept of sleep is not something an 
articial system can experience, and while it could build a concept 

around information provided to it, it would be just as unfair to expect 
an articial system to come up with a masterful analogy involving sleep 

as it is to expect the average human to properly relate to what 
astronauts express when viewing the earth from space.

107 Bas Haring, De ijzeren wil over bewustzijn, het brein en denkende machines. (Antwerpen: Houtekiet, 
2004).

108 Hofstadter, Gödel, Escher, Bach.
109 Margaret A Boden, “Computer Models of Creativity,” AI Magazine 30, no. 3 (2009): 23.
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In this context, the neural net trained at Google that refused to depict a 

dumbbell without an arm becomes interesting. The creators suggest it 
might be because “it’s never been shown a dumbbell without an arm 

holding it”110 While the developers saw this as an insight into something 
that needed xing, it is also an interesting insight in the assumption 

that the concepts that build the human reality should be universal and 
implicit. While in this case the system is an object recognition system 

with no further memory or symbol building capabilities, it is indeed an 
error, it does illustrate the notion that without context or meaning. 

There is no implicit diferentiation between objects.

110 Mordvintsev, Olah, and Tyka, “Inceptionism: Going Deeper into Neural Networks.”
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Figure 2: Schematic for the module layout, 2018, Illustration by Marloes van Son
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4.2 System Modules

4.2.1 Percept Systems

The percept systems are the ACN’s ‘eyes and ears’. Through these 
systems it is able to perceive the reality it interacts with. These systems 

can be dened as anything that supplies the system with an abstraction 
of the data it perceives. While in itself potentially complex, these 

systems are external to the core of the system and can be treated 
modular. Examples of such systems can be object recognition networks,

language interpreting systems, audio classiers, but also data 
interpreters. The data eventually provided to the short-term memory 

will be abstract, in the sense that when a visual perception recognises a 
dog, it does not pass on the entire image of the dog, it passes on an 

abstract output trigger. Since the system also needs source data to 
build new output from, not only the abstract concept will be triggered, 

but upon encountering a new phenomenon the system can store the 
source data. In this case, if the system has no knowledge of what a dog 

is, an image of the dog will be attached to the concept.

4.2.2 Short-Term Memory

The short-term memory functions much the same way as described by 

Anderson.111 It can only hold a limited amount of percepts, and can be 
treated as the ‘working memory’ of the system. The short-term memory

serves to store data from the percept systems and relate it to existing 
frameworks in the long term memory. The short term memory is 

responsible for the construction of the symbols that are stored in the 
long-term memory. I view these symbols more along the lines that 

Herbert and Simon describe them. While Minsky’s frame theory sounds 
very elegant, it poses a signicant problem. The idea that every frame 

has slots that need to be lled in implies the need for some inherent 
knowledge of what slots a frame needs to contain. If we assume a 

system that builds up knowledge from nothing, this becomes an issue, 
while the frames are built to adjust stereotyped situations to specic 

situations, it remains vague how the stereotype is set and what 
parameters are important.

111 Anderson, “A Spreading Activation Theory of Memory.”
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Symbol systems in this sense are more elegant as they imply no prior 
structure, but rely on the observation of relations and the appropriate 

indexing into networked structures. It allows for the storage of both 
specic instances and stereotypes. Especially when taking Douglas 

Hofstadter’s notion of instances and classes of symbols into account, it 
becomes apparent how fexible a symbol system is. Symbol retrieval is 

triggered by the input from the percept systems. It seems sensible to 
follow John R. Anderson’s theory of spreading activation to create 

retrieval and encoding systems. In short, the system needs to be able to
retrieve symbols from long-term memory based on input, and be able 

to build new symbols if the current input does not seem to t the 
existing knowledge.

Unlike Langley and Jones, and Anderson, I suggest to place analogy 

generation and evaluation external to the short-term memory. While 
that role of the short-term memory may be consistent with results in 

cognitive science112, it is important to remember that the goal set for 
this system is not to copy the human mind, but to create a manageable 

system for creative output. The knowledge will fow through the system 
in a fuid manner, but by separating the systems responsible for 

analogical behaviour the complexity of the system on a high level is 
reduced, modularity is improved, and integration of existing technology

and frameworks remains a possibility. Especially considering 
developments in Articial General Intelligence, potential new theoretical 

insights, and testing and iteration, I argue a separate processing 
module for specic tasks holds merit as opposed to stacking all 

processing of knowledge in the short-term memory. In this sense, the 
short-term memory acts more as a ‘waiting-room’ than the working-

memory role assigned to it by Langley and Jones, and Anderson.

4.2.3 Long-Term Memory

The long term memory functions as a passive network. The symbols, 

which could also be called cognitive units or nodes, in the network are 
interconnected based on their relations and hierarchy. The elements of 

the symbols function as the connectors between the diferent symbols. 
When a symbol is retrieved from the long-term memory, it is not 

removed from the structure, an instance of the symbol is reproduced in 

112 Langley and Jones, “A Computational Model of Scientific Insight.”; Anderson, “A Spreading 
Activation Theory of Memory.”
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short-term memory. Upon activation of the instance in short memory, 
the activation spreads from the associated node in the long-term 

memory. This in turn can activate new nodes, that will get pulled into 
the short-term memory.

4.2.4 Problem Generator

The problem generator is the most essential element of the system. 
Without formulating  uestions or stating problems, there cannot be a 

creative process. This part of the system was the hardest to 
conceptualise. There is plenty of research towards problem solving, but 

research towards a generalisable theory of how problems are 
formulated from input are scarce. Many systems rely on external 

problem formulating. SHRDLU does not perform any actions from its 
own initiative, DeepDream has the clear assignment to process an 

image, the CAN has been given a clear problem that it needs to solve. In
the case of an autonomous system, it needs to be able to formulate its 

own problems.

Using E.P. Torrance’s view that creative production can be seen as lling
a gap, it can be stated that one of the elements of problem formulation 

is determining this gap. To identify these gaps, I suggest a method of 
comparing knowledge and observation of symbols with shared elements

to each other, and posing the  uestion whether a known feature of one 
symbol can carry over to an unknown feature of the other symbol.

As an illustration of this process, I will give an example involving a dog 

and a table. For the sake of this argument we will assume that both the 
dog and the table have four legs. The dog and the table have several 

elements in common. Both have legs, and not only do both have legs, 
both have the same amount of legs. In both cases the legs share the 

function of raising the rest of the object above the ground level. Apart 
from these shared elements, there are also clear diferences. A table is 

an object where other objects can be placed upon, while it is unlikely 
the system (or me for that matter) has reason to believe that the dog 

serves the that same purpose. In much the same way, the dog can walk, 
but there is probably no observation of a table walking.
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From this the problem generator can formulate  uestions or problems 
to send to the analogy generator. The located overlaps between 

concepts serve as a guide to propose possible combinations of elements
that did not overlap. In the case of the dog and the table, the problem 

could be whether tables can walk. This way the problem generator 
denes  uestions for the analogy generator in a manner that leaves 

room for interesting results, without trying random combinations. As 
the problems formulated are based on potential similarities in 

observation, the system avoids randomly combining elements without 
taking their wider context into account.

4.2.5 Analogy Generator

If the problem generator has formulated a problem, it is passed on to 
the analogy generator. This module will use the spreading activation 

method described by J. R. Anderson to analyse the problem. There is 
some overlap with the problem generator, as it has already marked 

certain concepts as somehow linked, but a separate process is still 
valuable. As the analogy generator tries to identify and elaborate 

analogies, it will not necessarily evaluate the problem on the same level 
as the problem generator. The problem generator looks for basic 

connections to  uestion a situation, the analogy generator searches for 
deeper conceptual relations. This can pull new concepts into the 

process, and establish relations not just between the elements of the 
problem, but larger scale analogies.

In the example of the dog and the table, this process can pull a specic 

instance of observation of a dog out of the long-term memory and 
compare it to a specic instance of a table, that not only both have four 

legs, but the same colour and other similar aspects that can be mapped 
between the table and the dog. Other aspects of the problem that can 

be explored are other objects with four legs that are known to be able 
to walk, for example a cat. This combination can lead to the theorem 

that a hairy table of a certain colour might be able to walk.

Of course the idea that hairy tables exist, and on top of that would be 
able to walk is outrageous, but the system has no observation to 

counter its inference. As long as the concepts stored within its memory 
allow it to make these inferences, it will attempt to create them. As the 
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goal is a creative system, not one that generates output that is ‘true’, 
this is not a problem

A side efect of the spreading activation method and the dynamic 

between the short-term and long-term memory is that while searching 
for an analogy, new concepts can be pulled into the short-term 

memory. This in turn provides the problem generator with new 
elements to work with, making the process more fuid and dynamic.

4.2.6 Analogy Evaluator

If the analogy generator has found an analogy, the analogy is sent to 
the analogy evaluator. This module is in place to secure against 

analogies that are either too simple or too complex. This process is 
separated from the analogy generator as the dynamic of pulling 

concepts to short-term memory is valuable to the problem and analogy 
generating process. Evaluation is still needed for several reasons.

As experiments by D.E. Berlyne show, there is a need for balance in 

novelty and complexity. These two factors create arousal in viewers. Too
much arousal is shown to lead to a negative response to the product. 

Too little arousal will cause the product to be seen as boring.113 
Therefore it is important that the evaluation module balances the 

analogies based on their commonality, novelty and complexity.

A simple way to avoid overly unusual analogies is to reject analogies 
that are based on too few mappable elements. To not stife the system 

when it has not built up a large amount of knowledge, the cut-of 
parameter can be set relative to the body of knowledge. This secures 

against ridiculous analogies that are too far removed from the reality as 
perceived by the system. As the amount of knowledge stored increases 

and concepts in memory are expanded, the re uirements for a valid 
analogy will rise, slowly increasing complexity.

To protect the system against creating too many similar analogies, the 

evaluator will check against analogies used before. If an analogy is used
before or if elements are used repeatedly with little variation, the 

evaluator will discard the analogy.

113 D. E. Berlyne, “Novelty, Complexity, and Hedonic Value,” Perception & Psychophysics 8, no. 5 
(September 1970): 279–86, https://doi.org/10.3758/BF03212593.
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If an analogy does not violate the rules of the evaluator, the system will 

regard it as useable for the generation of output.

4.2.7 Output Generator

The output generator completely depends on the circumstances in 

which the system is deployed. Similar to the input percepts the output 
generator can be completely or partly be built using external systems. 

The system of problem generation and analogy creation does not 
re uire a specic mode of output. The output depends on the 

information available to the system. It seems realistic to assume that 
the abilities of the output generator will be linked to the percept 

systems. While it is not unthinkable to devise an output generator that 
can create, for example, visual output without having access to visual 

knowledge, it does raise the  uestion whether a system that cannot 
observe visual information can create meaningful visual output.

The output generator will have access to the complete body of 

knowledge involved in the analogy. Since this system is not re uired to 
create output that can be measured to be true or aligned with reality, 

there is no need to evaluate the output in a scientic manner. The 
output generator is free to combine the elements of the analogy 

however they seem to t together. Going back to the example of the 
table and the dog, it might end up creating an image of a hairy table 

that can walk.

After the output generator has nished processing the analogy and 
created a product, the product is stored in memory, clearly marked as a 

creation, rather than an observation. This enables the system to keep 
track of its creations and lets the analogy evaluator deny too many 

similar analogies. The distinction between a creation and observation is 
put in place to make sure the system will prefer to generate analogies 

based on the reality it observes, rather than overwhelm the observable 
with its own creations.
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4.3 Further research

At this time the system is a conceptual proposal, much in the way 

Langley and Jones describe their theoretical system for simulation of 
problem solving as a “rather vague outline”114, this description lacks 

certain elements and answers. It is an useable outline for testing 
elements based on theory rather than experimentation. It also avoids 

several of the problems that I described when reviewing projects in the 
case studies. This system creates a body of knowledge that it can use in

context much like SHDRLU understands its environment. But rather than
evaluating by checking their validity, its goal is to create new output. 

Unlike DeepDream, it does not base this output strongly on the input 
and parameters set by a user, but on the reality it can observe. And 

where the Creative Adversarial Network creates new output based on a 
single dimension of the existing material, the proposed system will 

utilise several dimension of its knowledge generate output.

Questions that remain open relate to the value aspect of creativity. 
While the system is likely to generate novel output and can be expected 

to be capable of psychological creativity, there is no internal method to 
evaluate the value, appropriateness or aptness of its creations. This is a 

conscious decision, as I deem it impossible to simulate the societal and 
cultural phenomena that create these aspects within a single system. A 

possible method for simulating evaluation of the output would be to 
link up several systems. This could create an environment where the 

observation of each other’s output by diferent systems leads to the 
development of an inter-system ‘culture’.

Another subject for further research is a more precise description of the

memory system. While there are plenty suggested methods in literature,
practical implementations of symbol structure systems or frame-theory 

based systems are rare. There are knowledge base systems, such as 
CYC and Mindpixel, which facilitate the storage of complex concepts. 

But while they ofer concept storage that allows for inference and logic 
processing, they re uire concepts to be carefully prepared and entered 

into the system.115 These knowledge bases are highly practical in the 

114 Langley and Jones, “A Computational Model of Scientific Insight.,” 200.
115 Stephen L Reed and Douglas B Lenat, “Mapping Ontologies into Cyc,” 2002, 1–6; Luis Von Ahn, 

Mihir Kedia, and Manuel Blum, “Verbosity: A Game for Collecting Common-Sense Facts” 
(Proceedings of the SIGCHI conference on Human Factors in computing systems, ACM, 2006), 75–
78; Cynthia Matuszek et al., “An Introduction to the Syntax and Content of Cyc.,” 2006, 44–49.
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case of processing existing human knowledge, they appear to be a poor
t for a system that is re uired to develop its own knowledge from 

observations. Practical experimentation into the matter of storing and 
retrieving systems is re uired to determine what methods are optimal 

for this system.

4.4 Planned implementation

A rst test of a system of this type is planned to be used in my project 

ALOES, together with Marloes van Son. The project consists of elements 
of van Son’s sound performances and a system for generating visuals. 

The system for the visuals is based on the notation system van Son has 
developed for her compositions. These visuals currently rely on human 

input and controls. In the future the goal is to experiment with systems 
that generate new scores based on existing compositions and 

performances. The rst implementation is planned to be a basic version 
of the system described above. The system would be enabled to ‘read’ 

the scores, learn the relationship between audio and symbols and 
generate new suggestions for the artist to perform by creating novel 

combinations.
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Chapter 5

Learning Outcomes and Conclusion

5.1 Learning Outcomes

When I started this research I planned on spending a bigger portion on 

subjects that got buried in the process. I had the idea of writing more 
about the subject of articial intelligence and intelligent agents. Another

aspect I planned on spending time on was a section on the relationship 
between the autonomous system and the creator of the system, and 

answering a  uestion Harold Cohen asked himself regarding his AARON 
system. “What, in fact, is my own claim to creativity when I’ve literally 

had no hand in actually making the work?”116 These are still subjects 
that intrigue me, however in the course of my research, it became clear 

that without investing a substantial amount of time answering the 
 uestion what creativity actually is and guring out how it works, there 

was no informed way of dealing with the other subjects.

The amount of information on creativity research grew beyond what I 
had imagined. I did expect the topic to be complex, but from my, 

admittedly limited, experience with formulating solid ideas about 
creativity I did not expect the body of knowledge and the amount of 

theories available to be as vast as they turned out to be. I could have 
shortened the process by limiting the amount of backtracking and 

digging deeper into sources on theories proposed relatively recently. 
But that would have left out a vast body of research carried out in the 

earlier days of creativity research. Especially the theoretical and 
conceptual research conducted between the early 1950’s and 1980’s 

caught my attention. It was highly valuable to see the theoretical 
possibilities and proposals made before neural networks dominated the 

discourse on articial intelligence. This lead to more research in 
cognitive science rather than articial intelligence and culture and art 

theory.

I do realise my list of sources can seem somewhat outdated. The 
starting point were more recent texts, but I found that the recent 

116 Harold Cohen, “Driving the Creative Machine.” (September 2010), 
http://www.aaronshome.com/aaron/publications/orcastalk2s.pdf.
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theories in general heavily leaned on older material. Instead of taking 
their word for the conclusions of research done decades ago, I tried to 

access the original material where possible. Many of the more recent 
sources only made small increments on older work, or conrm 

experiments conducted earlier, therefore I decided to use the original 
sources.

5.2 Conclusion

After reviewing the denitions and theories on creativity I conclude that 
theoretically computational creativity is a possibility. The denitions 

described give a clear overview of what is re uired to determine 
whether something can be called creative or not. The theories on the 

creative process provide a clear overview of what is re uired and how 
the creative process functions. The described processes propose 

theories for cognitive functions like problem solving and the 
development of new ideas. While in the area of human cognitive 

processes no conclusive hypothesis has been put forward, the theories 
provide a framework that is suHcient to build computational systems 

that can be expected to generate creative products.

From studying the theories it appears the most critical element of a 
creative system is the storage of knowledge. As the theories all rely on 

analogical and metaphorical inferences, the system for indexing and 
retrieval needs to be carefully designed to facilitate this. Not only does 

the indexing and retrieval system facilitate the formation of analogies, it
also has to enable the system to store and elaborate complex concepts.

After reviewing several systems it becomes clear that there is a large 

amount of overlap. All of them are based on storage unit. The names 
vary from frames to symbols, but on closer inspection the diferences 

appear to be minor. All systems are based on a storage unit with several
connected elements. The use of a semi-hierarchical structure to create 

relationships between sub-concepts of a more complex element seems 
common. The addition of the explicit network structure by Anderson in 

his ACT theory is helpful, as it gives a clear idea of the connections 
between the storage units and how this aids analogical thinking. A 

semi-hierarchical symbol system with a network layout seems to be the 
most viable option for an autonomous system.
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A review of existing systems shows that while interesting results are 

produced, the level of creativity is low. The systems operate on basic 
input-output actions. All of them contain aspects that can aid an 

autonomous system capable of creative output, but they all re uire a 
large degree of user input and all but SHDRLU are incapable of storing 

complex concepts.

Finally the concept proposal for an autonomous system capable of 
creative output will form the basis for further research and 

experimentation. While the proposal contains few technical 
specications, it does outline the necessary capabilities and layout for 

the system. Of course, technical implementation cannot be expected to 
be a simple matter, therefore the proposed system is made modular to 

aid implementation. The system is a combination of modules built 
specically for this system and existing technology. Especially when it 

comes to the observation modules, readily available systems ofer 
suHcient  uality and customisation to be used.

This leaves the issue of answering the research  uestions; can an 

autonomous computational system be capable of creative output? As 
shown by the proposal for a system, I do believe an autonomous system

capable of creative output is possible. Discussion about whether this 
creativity is the same as human creativity and whether or not computers

will truly understand concepts the same way as humans do will probably
persist. However, following the denitions and theories about creativity 

outlines in this thesis, it would appear the phenomenon of creativity is 
achievable through computational means.
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