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1. Introduction

1.1 Motivation

Genes play an important role in the lives of organisms. In interaction

with the environment, they affect individuals’ physiological characteris-

tics, health, adaptation, and survival. The genetic code written in the

deoxyribonucleic acid (DNA) constitutes the initial source of information

which is then translated into biochemical instructions for the cell to run

various biological processes. How these biological processes are initiated

and regulated depends on what is written in the genetic code and how

it is expressed, which can be influenced by various factors such as splic-

ing (Smith et al., 1989) and epigenetic mechanisms (Jaenisch and Bird,

2003; Bannister and Kouzarides, 2011).

Gene expression happens through a process called transcription in

which the DNA molecules are transcribed into ribonucleic acid (RNA)

molecules, some of which are then used in the production of pro-

teins (Lodish et al., 2000). In eukaryotic cells, genes are composed of

alternating regions called introns and exons, and in an intermediate step

called splicing (Berget et al., 1977; Chow et al., 1977), different tran-

script isoforms are created by combining the exons of a gene in different

ways (Kornblihtt et al., 2013). Splicing enables one gene to produce mul-

tiple transcript isoforms which have partially shared sequences, but still

are different from each other. Which genes are transcribed and spliced in

a particular way, and how many transcript isoforms are created vary from

one cell to another, and from one time point to another time point. This

dynamic process of transcription is essential for performing the right bio-

logical processes at the right time. However, abnormalities in splicing and

11
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gene expression may lead to development of diseases such as cancer (Ross

et al., 2000; Venables, 2004; Scotti and Swanson, 2016) and neurodegen-

erative diseases (Fu et al., 2013). Abnormalities in gene expression can

be caused by genetic mutations (Greenman et al., 2007), that is, alter-

ations in the regulatory or coding sequences of a gene, or by epigenetic

mechanisms (Sharma et al., 2010) such as DNA methylation (Robertson,

2005) and histone modification (Portela and Esteller, 2010; Bannister and

Kouzarides, 2011), which change the expression of a gene without affect-

ing the gene sequence.

A number of subfields focus on different aspects of genomics when study-

ing the biological processes. For example, structural genomics studies the

physical and chemical structures of the proteins and the chromosomes,

while functional genomics focuses on the functional roles of the genetic

and epigenetic materials in the cell (Hieter and Boguski, 1997; White,

2001). Functional genomics seeks answers to questions like: What are

the underlying mechanisms leading to different gene expression levels in

different cell types? How are genes regulated and how do they interact?

What are the roles of the gene products in various diseases? Answering

such comprehensive questions requires carrying out extensive analyses

over the whole genome. Yet, obtaining high-quality data at the whole-

genome scale has been challenging due to the limitations of molecular

biology measurement techniques which have gone through a rapid ad-

vancement during the last decades (Goodwin et al., 2016; Heather and

Chain, 2016).

Recent advances in high-throughput sequencing (HTS) technolo-

gies (Shendure et al., 2005; Bentley, 2006) have enabled us to gather nu-

cleic acid data at the whole-genome scale in relatively shorter time and at

lower costs compared to their predecessors. HTS technologies first enrich

the genetic materials of interest, then break long nucleic acid sequences

into shorter fragments, amplify them, and “read” the sequences of millions

of short fragments in parallelized platforms (Shendure et al., 2005; Bent-

ley, 2006; Tucker et al., 2009). Different HTS techniques can be tailored

in order to extract nucleic acid data from particular genetic materials, for

example by targeting the genome (Bentley, 2006; Fullwood et al., 2009),

transcriptome (Nagalakshmi et al., 2008; Sultan et al., 2008; Wang et al.,

2009), epigenome (Cokus et al., 2008), or more deeply targeting only the

exome (Majewski et al., 2011) or specific transcripts of interest (Mercer

et al., 2011) .

12
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On the other hand, despite their huge potential in functional genomics

research, the data produced by current HTS technologies are still very

limited considering the complexity of the systems in question. The qual-

ity of the sequencing data is hindered by a number of factors such as

low sequencing depth, i.e., the number of reads sampled from the genome

(or transcriptome), and short read lengths (Trapnell and Salzberg, 2009),

causing challenges in the post-sequencing stages such as sequence recon-

struction and quantification of genomic features (Treangen and Salzberg,

2011; Finotello and Di Camillo, 2015). Thus, drawing reliable conclu-

sions from HTS data requires that the uncertainty and bias arising from

both sequencing and post-sequencing stages are taken into account in the

downstream analyses. Powerful probabilistic models which can quantify

the uncertainty in the data and utilize this information during inference

are needed for achieving this.

1.2 Objective and scope of the thesis

The objective of this thesis is to develop robust statistical methods for

the analysis of genome-wide HTS time series by effectively utilizing the

available data with a careful quantification of uncertainty in the mea-

surements. Methods developed in this thesis provide an effective-to-task

approach to modelling the temporal changes in the quantities of genetic

features involved in various biological processes, and identifying those

which display significant changes in their quantities over the given time

course.

Time series data provide more insight on the dynamics of biological

processes as they contain more information than the snapshot data, and

they allow us to make inferences based on the overall temporal behaviour

rather than restricting ourselves to pairwise comparisons. However, anal-

ysis of the currently available HTS time series data sets still poses chal-

lenges as these time series are often short, unevenly sampled, and contain

very few or no biological replicates in addition to the ambiguity associated

with the quantification of genetic features of interest.

Gaussian process (GP) regression (Rasmussen and Williams, 2006), as

being a nonparametric Bayesian method, is one of the most convenient

tools for modelling this kind of data. It can capture the correlation be-

tween samples at different time points, and it can incorporate our prior

knowledge into the regression model with the use of appropriate covari-
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ance functions. The prior knowledge can be determined based on biolog-

ical knowledge, such as the smoothness or periodicity of the underlying

temporal process, or it may represent the characteristics of the data set,

such as the variance of the noise affecting the quantified samples. These

features of GP models are very useful to avoid over-fitting which may re-

sult from modelling the noise as true signal when the data are limited.

The naive application of GP regression assumes that the noise is inde-

pendent and identically distributed, which is often not a realistic assump-

tion in HTS time series because the measurements are usually subject to

varying sequencing depth levels. More complex GP models, on the other

hand, fail to be practical in real-life examples due to their computational

burden. The methods presented in this thesis aim to find a compromise

between these two extremes by strengthening the naive model without

increasing the computational burden. This thesis particularly aims at

mitigating over-fitting problems in GP models which can occasionally oc-

cur if the characteristics of the data set are not taken into account. This

issue becomes important especially when the genetic features are ranked

according to their temporal activity levels in the whole-genome HTS time

series experiments which contain tens of thousands time series. If over-

fitting is not controlled, the ranking may suffer from high number of false

positives. The publications included in this thesis address this problem

by developing application-dependent variance models to infer the uncer-

tainty levels in the quantification of genetic features when the available

HTS time series data are limited, for example, by the sequencing depth

and the number of replicates. The inferred variances are then incorpo-

rated into GP models with suitable covariance matrices and the inference

is made over the temporal profile of each genetic feature.

Although the publications included in this thesis provide examples us-

ing the Pool-seq and RNA-seq time series, the proposed methods can be

flexibly applied to a variety of HTS time series data sets. We owe the sim-

plicity of the implementation to the separateness of the quantification and

utilization of uncertainty. Joint modelling approaches, on the other hand,

have the advantage of taking into account multiple aspects of the data,

but they become computationally prohibitive for large data sets. Instead,

our approach utilizes the mean and variance information on the quan-

tities of genetic features which were estimated by probabilistic methods

during the pre-processing stages, and incorporates this information in the

time series modelling stage by introducing bounds on the hyperparame-
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ters of the GP covariance functions. Our approach hence offers simplicity

and flexibility in its application and provides a useful tool for detecting

the temporally active genetic features in a biological process.

Using Pool-seq and RNA-seq time series, we evaluated our GP-based

method in two different biological applications. The first application in-

volves an experimental evolution study with Drosophila melanogaster

(Dmel) populations, in which we developed a variance model for the allele

frequencies depending on the varying sequencing depth levels on differ-

ent single-nucleotide polymorphisms (SNPs), and then incorporated the

inferred variances into GP models and ranked the SNPs according to the

evidence they show for having been affected by selection rather than ge-

netic drift (more in Publication II). The second application concerns with

the splicing regulation in estradiol (E2)-induced MCF-7 breast cancer cell

line, in which we assessed a number of variance models under different

experimental designs with different number of replicates (more in Publi-

cation III).

Performance evaluation of the proposed methods under different scenar-

ios with different parameter settings has demonstrated that proper esti-

mation of uncertainty levels in the quantified genetic features and their

incorporation into the GP models facilitate true identification of tempo-

rally active genetic features by reducing the number of false positives,

especially when the time series data lack sufficient biological replication.

1.3 Structure of the thesis

This thesis consists of an introductory part and publications PI - PIV.

The introductory part includes six chapters which provide background in-

formation on the subjects covered in the publications. Chapter 1 gives

a short motivation for the topic of this thesis and describes its contribu-

tion and structure. Chapter 2 contains background information on the

related biological concepts and the acquisition and analysis of quantita-

tive sequencing data. Chapter 3 explains time series modelling with GP

regression. Chapter 4 focuses on GP modelling of genome-wide HTS time

series data and explains the methods we applied in the publications and

discusses the challenges faced in the analyses. Chapter 5 elaborates the

applications and the results obtained in the publications. Finally, Chap-

ter 6 discusses the advantages and limitations of the presented methods,

and makes final notes for future research.

15



Introduction

16



2. Analysis of quantitative sequencing
data

In this chapter, I will provide an overview of the recent high-throughput

sequencing (HTS) technologies and their applications in functional ge-

nomics research. To begin with, I will first explain basic biological con-

cepts and mention some of the earlier techniques which have been used to

gather nucleic acid data before the invention of HTS technologies. Later, I

will focus on the current HTS technologies and briefly explain their appli-

cations in functional genomics research. Finally, I will discuss the major

steps in HTS data analysis along with some of the well-known computa-

tional methods developed for HTS data analysis.

2.1 Biological background

The research presented in this thesis focuses on two different biological

applications. The first application is on microevolution, which is a biolog-

ical phenomenon influencing the frequencies of population characteristics

across generations. The second application is on transcription, which is

a fundamental step for information flow in cells. In connection to tran-

scription, we are particularly interested in splicing, which affects gene

expression by diversifying the transcript production in eukaryotic cells,

i.e., cells which have a nucleus hosting their DNA. In this section, I will

give a brief background on these biological topics.

2.1.1 Evolution and natural selection

Biological evolution is defined as the changes in heritable characteristics

of a population over successive generations, encompassing both macro-

level (macroevolution) and micro-level (microevolution) changes (Fu-

tuyma, 2013). Macroevolution describes the species-level changes requir-

ing extremely long time to occur, whereas microevolution describes the
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molecular-level changes within a population over relatively shorter peri-

ods of time, usually spanning only a few generations. In this thesis, we are

concerned with microevolutionary processes and will refer to microevolu-

tion when we talk about evolution. Microevolutionary processes are stud-

ied in population genetics by monitoring allele frequency1 changes over

successive generations of a population (Templeton, 2006). Fundamen-

tal mechanisms which are hypothesized to influence the allele frequency

changes in a population are mutations, gene flow, natural selection and

genetic drift (Gillespie, 1998; Hartl and Clark, 2007).

Mutations are defined as the changes in the DNA sequence of an or-

ganism, which can happen spontaneously during DNA replication, or

can be caused by external factors such as radiation and various chemi-

cals (Lodish et al., 2000). Mutations can have beneficial, harmful, or neu-

tral effects on the organisms depending on how they influence the func-

tions of the genes. If a specific type of mutation in a single nucleotide is

observed in a population commonly enough, i.e, in at least 1% of the in-

dividuals in the population, then it is considered to be a single nucleotide

polymorphism (SNP) (Brookes, 1999; Karki et al., 2015), and each vari-

ant form is called an allele. If the mutations happen only in the somatic

cells, i.e., cells which do not turn into gametes, they only affect the indi-

vidual itself and may cause beneficial or harmful changes in the individ-

ual (Griffiths et al., 2000). Germinal mutations, on the other hand, occur

in the cells which turn into gametes and they may be passed to the next

generation (Griffiths et al., 2000). Therefore, germinal mutations directly

affect the genetic diversity in the subsequent populations. On the other

hand, somatic mutations do not directly affect the evolution of the popula-

tions; however, they may have an indirect role by affecting an individual’s

reproductive fitness.

Gene flow defines the introduction of new genes to the genetic pool of a

population through interbreeding with another population which, for ex-

ample, migrated from a distant location (Slatkin, 1987). Mixing of genes

from different populations increases the genetic diversity and hence af-

fects allele frequencies in the populations.

Natural selection is defined as the differential reproduction of individ-

uals (Fisher, 1958). If a particular allele (or a combination of several al-

1Allele frequency defines the relative frequency of an allele at a particular ge-
netic locus among all alleles observed at the same genetic locus in a popula-
tion (Gillespie, 1998).
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leles) leads to a different phenotype - a characteristic which is observable

externally - in the individual, and this characteristic affects the individ-

ual’s adaptation to its environment, then natural selection starts to take

place: If the adaptation of the individual is increased by the new char-

acteristic, then the individual will have more chance to survive and re-

produce, and hence to pass this particular allele to its offsprings. On the

contrary, if the adaptation of the individual is decreased due to the new

characteristic, then the individual will have difficulty coping with envi-

ronmental challenges it will face. Therefore, the individual’s chance of

surviving and reproducing will decrease. As a result, the causative alle-

les which increase the reproductive fitness of individuals tend to be seen

more frequently in the next-generation populations. Similarly, the alleles

which hinder the adaptation of the individuals and decrease their repro-

ductive fitness tend to decrease in frequency and diminish in the long

term.

Genetic drift defines the neutral change in allele frequencies between

the populations over successive generations solely due to chance (Hartl

and Clark, 2007). According to the neutral theory of molecular evolution,

introduced by Kimura (1968), at the molecular level, most of the allele

frequency changes within populations are not caused by natural selection,

but by genetic drift which randomly affects the allele frequencies due to

random sampling of alleles within reproducing individuals. Therefore,

even the neutral alleles, which do not affect the fitness of populations,

change in their frequencies across generations.

Several mathematical models have been developed to formulate evo-

lutionary processes under certain assumptions. For example, Hardy-

Weinberg model (Hardy, 1908; Stern, 1943) states that the allele frequen-

cies in diploid organisms would remain constant across generations un-

der the assumption of a large population size with random inbreeding

patterns, no mutations, no gene flow, no natural selection and no genetic

drift. This model has been used to test whether allele frequency changes

in a population are affected by any of the evolutionary mechanisms or

not. The Wright-Fisher model (Wright, 1931; Fisher, 1958) describes a

stochastic process which is used to model the genetic drift. It employs

several assumptions such as constant population size, random inbreed-

ing patterns and same fitness level for all members of the population.

Although these models provide a profound theoretical foundation for the

population genetics studies in ideal conditions, their assumptions about
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the populations are not usually satisfied in nature. Hence, in order to

understand the evolutionary dynamics of natural populations, more pow-

erful statistical methods are needed which can distinguish the effects of

natural selection from other random effects such as genetic drift. Pub-

lication PII addresses this problem and develops a GP-based method for

detecting the alleles which were selected in response to a changing tem-

perature regime in an experimental evolution study carried out with fruit

fly populations. This topic will be discussed further in Chapter 5.1 of this

thesis.

2.1.2 Transcription and splicing

Transcription is one of the core mechanisms of the central dogma of molec-

ular biology. The central dogma of molecular biology explains the flow of

genetic information in a cell through stages like DNA replication, tran-

scription and translation (Crick, 1970).

DNA is a hereditary molecule residing in the cells of all living organ-

isms and it carries the genetic information that is used for performing

various biological functions in the cell. DNA is composed of two anti-

parallel strands which are bound to each other forming a double helix

structure (Watson and Crick, 1953). Each strand of DNA is made up of

a sequence of monomer units called nucleotides, where each nucleotide is

composed of a deoxyribose sugar, a phosphate group, and one of the four

nitrogenous bases adenine (A), cytosine (C), guanine (G) and thymine (T).

In each strand of DNA, nucleotides are bound to each other one by one by

making phosphodiester bonds between the sugar of one nucleotide and the

phosphate group of the adjacent nucleotide. Two strands of DNA are then

connected to each other with hydrogen bonds between the nucleotides at

opposite strands. The nucleotide sequences in opposite strands of DNA

are complementary to each other such that the A nucleotides on one

strand make hydrogen bonds with T nucleotides on the opposite strand,

and C nucleotides on one strand make hydrogen bonds with the G nu-

cleotides on the opposite strand.

During transcription, one strand of the DNA is used as a template to cre-

ate the RNA (ribonucleic acid) molecules with the help of an enzyme called

RNA polymerase (Lodish et al., 2000). RNA is similar to DNA with a few

differences: RNA is single-stranded unlike the double-stranded DNA, and

it carries ribose sugars instead of the deoxyribose sugars in DNA. In addi-

tion, the nitrogenous base T in the DNA is replaced with the nitrogenous
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base uracil (U) in RNA (similar to T, U is also complementary to A).

RNA molecules are divided into various categories according to their

functions in the cell. For example, some of the RNA molecules are trans-

lated into proteins by the ribosome, which is an organelle responsible for

protein synthesis. These protein-coding RNA molecules are called mes-

senger RNAs (mRNAs). Other RNA molecules which do not code for pro-

teins are classified into different types of non-coding RNAs, and they carry

out various functions in the cells. For example, transfer RNA (tRNA) car-

ries amino acids to the ribosome for protein production, while micro RNAs

(miRNAs) and small interfering RNAs (siRNAs) play other roles in regu-

lation of gene expression (Kim et al., 2009).

In general, not the whole DNA, but only a portion of it is transcribed

at a time. Which regions of the DNA are transcribed and how many

transcripts are produced depends on the varying needs of the cell (Lodish

et al., 2000). The regions on the DNA sequence which code for functional

molecules are called genes2. When a specific gene is transcribed into RNA

molecules, then that gene is said to be expressed.

Transcription factors are DNA-binding proteins which regulate gene ex-

pression by activating or repressing the binding of RNA polymerase to

specific genes, and hence turn the genes on or off (Lodish et al., 2000).

Once the RNA polymerase binds to the promoter sequence of a gene, tran-

scription starts and continues until the terminator sequence is met (Sims

et al., 2004). In addition to transcription factors, other forms of DNA-

binding proteins bind to regulatory sequences of the genes and they can

affect the transcriptional regulation in many ways (Mitchell and Tjian,

1989; Maston et al., 2006). For example, they can affect the affordance of

RNA polymerase binding by changing the chromatin structure and hence

the accessibility of the DNA sequence (Lee and Young, 2000; Maston et al.,

2006).

In eukaryotic cells, genes are composed of alternating regions called ex-

ons and introns (Gilbert, 1978). Exons represent the protein-coding re-

gions and introns represent the non-coding regions which function, for

example, as regulatory regions (Chorev and Carmel, 2012). In eukary-

otic genes, after gene sequences are transcribed into precursor mRNAs

(pre-mRNAs), introns are taken out and exons are joined together to form

2See Pearson (2006) and Gerstein et al. (2007) for interesting discussions on how
the definition of a gene is evolving as we learn more on the molecular complexity
of life.
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the mature mRNAs, which are then used in the production of proteins.

This intermediate step between transcription and translation in eukary-

otic genes is known as splicing (Breitbart et al., 1987; Kornblihtt et al.,

2013).

Splicing may occur in different ways which are typically classified in five

categories: exon skipping, mutually exclusive exons, alternative 5’ splice

sites, alternative 3’ splice sites, and intron retention (Smith et al., 1989;

Cartegni et al., 2002). By assembling different parts of a gene in various

combinations, these alternative splicing events lead to production of large

number of distinct proteins from relatively smaller number of genes in

eukaryotes (Graveley, 2001). It has been estimated that humans have

approximately 20,000 protein-coding genes (Human Genome Sequencing

Consortium International, 2004; The ENCODE Project Consortium, 2012;

Ezkurdia et al., 2014) and approximately 95% of multi-exon human genes

undergo alternative splicing (Pan et al., 2008; Wang et al., 2008).

Alternative splicing plays an important role in eukaryotic cells by af-

fecting the gene expression in different biological processes. For exam-

ple, particular alternative splicing events have been associated with evo-

lutionary differences between vertebrates (Gueroussov et al., 2015) and

courtship song variations in fruit flies (Ding et al., 2016). Although alter-

native splicing is crucial for maintaining a healthy life, malfunctioning of

the splicing mechanism, on the other hand, has been associated with nu-

merous diseases such as cancer (Liu et al., 2001; Venables, 2004; Li et al.,

2016; Scotti and Swanson, 2016) and Parkinson’s disease (Fu et al., 2013).

Hence, understanding the regulation of alternative splicing is important

for elucidating the mechanisms behind fundamental biological processes

as well as for identifying potential causes and treatments for various dis-

eases.

Molecular mechanisms underlying alternative splicing regulation in-

volve participation of various RNA-binding proteins and splicing factors,

which have been reviewed by Smith and Valcárcel (2000); Chen and Man-

ley (2009); Barash et al. (2010), as well as the epigenetic mechanisms such

as chromatin and histone modifications (Luco et al., 2011). As a result of

these complex mechanisms influencing the kinetics of transcription and

splicing, the transcript isoforms exist in different amounts at different

time points in different cell and tissue types. In this thesis, we will not

analyse these molecular mechanisms in detail, but instead, we are inter-

ested in detecting the alternatively spliced transcript isoforms which are
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differentially expressed during a given time period after being exposed to

some external or biological stimuli. In Publication PIII, which will also

be summarized in Chapter 5.2 of this thesis, we analysed the temporal

changes in the abundances of alternatively spliced mRNA transcript iso-

forms in MCF-7 breast cancer cell lines in response to estradiol (E2) stim-

ulation.

2.2 Measurement techniques

Obtaining molecular level data from biological samples has been a chal-

lenging task due to the limitations of measurement techniques. Neverthe-

less, these techniques have gone through a big progress owing to the rapid

advancement in biochemistry and biotechnology during the last decades.

This section will provide a brief overview of the technologies which have

allowed us to obtain data from genes and gene products, more specifically,

from nucleic acids such as DNA and RNA. I will discuss these technolo-

gies in three categories: first-generation sequencing, DNA microarrays,

and high-throughput sequencing.

2.2.1 First-generation sequencing

Sequencing is the process of determining the order of nucleotides in

a given DNA or RNA fragment by using various chemical techniques.

Maxam-Gilbert sequencing (Maxam and Gilbert, 1977) and Sanger se-

quencing (Sanger et al., 1977b) constitute the first-generation DNA se-

quencing methods which emerged in 1970s.

Maxam-Gilbert sequencing, also known as chemical sequencing, uses

chemicals to cleave the DNA at specific points which have particular nu-

cleotides (Maxam and Gilbert, 1977). The nucleotide sequences, which are

labelled with radioactive tags, are then read using a gel-based method.

Maxam-Gilbert method is known as one of the first methods which were

widely used to sequence DNA. However, it did not stay in use long time

mainly because of its laboriousness and use of hazardous radioactive

chemicals (Ahmadian et al., 2006).

Having been developed around the same time with Maxam-Gilbert

method, Sanger sequencing gained more popularity with its chain-

termination method (Sanger and Coulson, 1975; Sanger et al., 1977a,b).

This method creates copies of a target DNA sequence by mimicking the
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DNA replication in vitro with the use of DNA polymerase enzyme. In

addition to the DNA polymerase enzyme, nucleotides are added into the

tube so that they can be used in the making of DNA copy. Four dif-

ferent dideoxynucleotides (ddATP, ddCTP, ddGTP and ddTTP) are used

to terminate the elongation at the regions they bind to the DNA frag-

ment. Dideoxynucleotides can be thought as deoxynucleotides which lack

3’ hydroxyl group, which prevents them making further phosphodiester

bonds with other nucleotides once they have been added to nucleotide

chain, and hence they terminate the chain elongation. Labeling the

chain-terminating dideoxynucleotides by fluorescent dyes (see Smith et al.

(1986); Prober et al. (1987)) facilitated the automation of this method by

making them detectable by laser detection devices. Practically, when the

target DNA sequence is placed in the tube, the materials in the tube start

to make copies of it. After a number of repeated cycles, the tube contains

the DNA fragments of different lengths which have been copied from the

target DNA. Each of the fragments ends with one of the chain-terminating

dideoxynucleotides which are labelled with a specific color. Then, the

DNA fragments go through a process called capillary gel electrophore-

sis (Karger and Guttman, 2009). After this process, they are scanned

with a laser detection device and recorded in computer as a series of four-

color peaks in fluorescence intensity, which is known as a chromatogram.

The produced chromatogram is then used to determine the nucleotide se-

quence of the original DNA.

Application of Sanger sequencing to sequence large genomes was made

possible with shotgun strategy (Sanger et al., 1982). Shotgun strategy in-

volves dividing the long DNA fragments into shorter fragments, each of

which are then cloned and subjected to Sanger sequencing. The original

sequences of the longer DNA fragments are then reconstructed by assem-

bling the overlapping short sequences with the help of various computa-

tional techniques. Sanger sequencing coupled with shotgun strategy en-

abled large-scale projects such as Human Genome Project and it was used

in sequencing of the first human genomes (International Human Genome

Sequencing Consortium et al., 2001; Venter et al., 2001).

2.2.2 DNA microarrays

Applications of first-generation sequencing technologies in large consor-

tia projects generated valuable information on the gene and transcript se-

quences of various species that could be used as reference for further stud-
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ies. In the 1990s, DNA microarrays emerged as high-throughput tools en-

abling researchers to perform analyses using the known annotations and

DNA/RNA sequences. For example, their applications include simultane-

ous measurement of gene expression levels (Schena et al., 1995; Lashkari

et al., 1997; Lockhart and Winzeler, 2000), detection of mutations (Ha-

cia et al., 1996; Hacia, 1999), drug target validation (Marton et al., 1998)

and drug discovery (Debouck and Goodfellow, 1999; Gibbs, 2000) among

others (Hoheisel, 2006).

A DNA microarray is usually made up of a glass, silicon, or plastic chip,

which has many DNA spots attached to a solid surface, where each DNA

spot contains a specific DNA sequence, known as probe (Heller, 2002). Mi-

croarrays make use of the “sequencing by hybridization” principle (Bains

and Smith, 1988; Bains, 1991) which is based on the complementary rela-

tionship between the nucleotides located on opposite DNA strands such

that A is paired with T, and G is paired with C. In a DNA microar-

ray, known target sequences are first bound to the hybridization probes.

Then, the DNA samples taken from different biological samples are ei-

ther labelled with fluorescent dyes (Shalon et al., 1996) in different col-

ors and are added into a single microarray together, or they are added

into one-color microarrays separately (Patterson et al., 2006). The target

sequences present in the samples then match with those on the probes.

Finally, the intensities of the fluorescent labels are measured by microar-

ray scanners. The intensity ratios are then used as a measure for the

amounts of the target sequences present in the DNA samples. This ap-

proach allows, for example, to determine if a given DNA sample has a

specific mutation or not, or if the expression levels of specific genes differ

between different biological samples.

Despite their successful applications discussed above, applications of

DNA microarrays have limitations in several aspects. First of all, as mi-

croarrays require that the target sequence on the hybridization probes are

determined a priori, their applications are limited to detecting only known

DNA and RNA sequences, therefore they fail to be useful for discovering

novel genes and transcripts. In addition, high background noise due to

cross-hybridization limits the accuracy of expression measurements, es-

pecially for transcripts in low abundance (Zhao et al., 2014). Detection of

splice variants by using microarrays is also challenging because this re-

quires designing microarrays which would uniquely detect alternatively

spliced transcript isoforms, which in practice is very difficult because the
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shared nucleotide sequences of different splice variants would bind to the

same probe (Bumgarner, 2013).

2.2.3 High-throughput sequencing (HTS)

Both first-generation sequencing and DNA microarray technologies have

their advantages and disadvantages depending on the application. How-

ever, when compared with the high-throughput sequencing (HTS) tech-

nologies, they both fail to be efficient for detailed whole-genome functional

genomics experiments. The advent of HTS technologies has offered ad-

vantages for such experiments by automatizing the process of sequenc-

ing millions of short fragments in parallelized platforms (Shendure et al.,

2005; Bentley, 2006; Tucker et al., 2009). These massively parallel se-

quencing techniques require much less time for sequencing large amount

of nucleic acid material compared to the earlier Sanger sequencing meth-

ods, and they have become the predominant tool in large-scale functional

genomics research during the last decade (see The ENCODE Project Con-

sortium (2007); Mardis (2008); The 1000 Genomes Project Consortium

(2010); Djebali et al. (2012); Thurman et al. (2012); The ENCODE Project

Consortium (2012); The Human Microbiome Project Consortium (2012);

Weinstein et al. (2013)).

A number of biotechnology companies have designed their own HTS

platforms, the most well-known ones being Genome Analyzer from Il-

lumina, SOLiD/Ion Torrent from Life Sciences, and 454 Pyrosequencing

from Roche. Each of these HTS platforms applies similar steps with vari-

ations in sequencing chemistry, template size, read length and coverage,

which influence the quality and the throughput of the data (see Mardis

(2008); Metzker (2010); Quail et al. (2012); Liu et al. (2012); Reuter et al.

(2015) for reviews of these platforms along with others).

A typical HTS application involves a number of consecutive steps such

as library/template preparation, sequencing, and imaging (Shendure and

Ji, 2008). For library/template preparation, DNA is extracted from the

sample and genomic enrichment techniques (Mamanova et al., 2010) are

used to amplify the fragments originating from targeted genomic regions,

such as emulsion PCR (Dressman et al., 2003), capture by circularization

and capture by hybridization (Summerer, 2009; Turner et al., 2009; Ma-

manova et al., 2010). The DNA strands are then broken into short DNA

fragments. The length of a DNA fragment is measured in units of base

pairs such as kbp (kilo base pairs) or Mbp (mega base pairs) and it varies
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depending on the HTS platform used.

The amplified DNA fragments are then immobilized and prepared for

massively parallel sequencing. Usually, sequencing by synthesis approach

is employed using DNA polymerase (or DNA ligase enzyme in SOLiD),

and the nucleotide sequences are read by using a color-based imaging sys-

tem, as in Illumina, or by using semiconductor chips which detect the hy-

drogen ions released during DNA polymerization, as in Ion Torrent (Roth-

berg et al., 2011).

Short read lengths are one of the biggest challenges in HTS data analy-

sis. Newly emerging methods like nanopore sequencing (Howorka et al.,

2001; Branton et al., 2008; Derrington et al., 2010) and single-molecule

real-time (SMRT) sequencing (Eid et al., 2009) aim to address this prob-

lem by providing longer read lengths without increasing the duration and

the cost of the experiments. However, these long-read sequencing tech-

nologies are relatively new and are not economical for large functional

studies. Therefore, the scope of this thesis is limited to short-read HTS

applications, and I kindly refer any interested reader to Goodwin et al.

(2016) and Heather and Chain (2016) for two overviews regarding the

continuous evolution of sequencing technologies. In the rest of this chap-

ter, I will continue by discussing the applications of current short-read

HTS technologies in functional genomics and population genetics studies

(Section 2.3), and the major steps and challenges in HTS data analysis

(Section 2.4).

2.3 HTS applications in functional genomics and population
genetics

The ability of HTS technologies to extract large-scale nucleic acid data

from cells in less time at lower costs has made them useful for many ap-

plications in functional genomics research (Morozova and Marra, 2008).

They are now successfully used in whole-genome experiments to decipher

the functions of DNA and RNA materials in complex cellular mechanisms.

Depending on the biological process in question, different HTS applica-

tions can be tailored so that the obtained data represent the biological

process under study. For example, transcription and gene expression are

studied with RNA-seq (Nagalakshmi et al., 2008; Wang et al., 2009), DNA-

protein interactions are studied with ChIP-seq (Johnson et al., 2007), al-

lele frequencies in populations are studied with Pool-seq (Futschik and
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Schlötterer, 2010), translated regions of mRNAs are studied by Ribo-

seq (Ingolia et al., 2009; Andreev et al., 2017), epigenetic mechanisms

such as DNA methylation are studied with BS-seq (Cokus et al., 2008),

and various chromatin accessibility assays (Tsompana and Buck, 2014)

are combined with HTS to further investigate epigenetic changes.

A broader overview of the HTS applications has been provided by Soon

et al. (2013) and Reuter et al. (2015). In the following, I will particularly

focus on RNA-seq, which is used to obtain data for studying transcription

and gene expression in cells, and Pool-seq, which is used to obtain data

for studying the allele frequency changes in populations.

2.3.1 RNA-seq: Transcriptome sequencing

RNA-seq is the application of HTS to sequence transcriptomes (Mortazavi

et al., 2008; Wang et al., 2009). Transcriptome, first coined by Velculescu

et al. (1997), is a term used for all RNA transcripts present in a sample

of cells at a given time, and depending on the application, one may focus

on only certain parts of the transcriptome, such as alternatively spliced

messenger RNAs (mRNAs), micro RNAs (miRNAs), small RNAs, transfer

RNAs (tRNAs), and long non-coding RNAs (long ncRNAs) (Conesa et al.,

2016). In RNA-seq, RNA molecules are first converted to complementary

DNA (cDNA) molecules, and then a typical HTS protocol is applied to se-

quence cDNA molecules. In contrast to the genome, which stays the same

in all cells of an organism, transcriptome is dynamic and changes de-

pending on developmental and environmental conditions (Wilhelm et al.,

2008). Therefore, analysing the varying abundances of different RNA iso-

forms between different samples and time points provides a means for

studying regulation of splicing, transcription, gene expression, and post-

transcriptional modifications (Wang et al., 2009).

2.3.2 Pool-seq: Pooled DNA sequencing

Population genetics mainly focuses on the study of allele frequencies in

populations and their changes across different generations. Hence, stud-

ies in this field require obtaining genome-wide genotype data from a large

number of individuals which represent their population. However, if this

is done by sequencing all individual genomes one by one, then the cost

of the whole sequencing process becomes prohibitive. Pool-seq provides

a cost-effective alternative by applying DNA sequencing to pools of indi-
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vidual genomes rather than sequencing each individual genome one by

one (Futschik and Schlötterer, 2010; Schlötterer et al., 2014b). At a fixed

sequencing cost, Pool-seq has been shown to lead to more accurate allele

frequency estimates and to be more effective in SNP discovery compared

to the application of multiple individual sequencing (Futschik and Schlöt-

terer, 2010; Gautier et al., 2013).

Pool-seq has proven useful especially when combined with experimen-

tal evolution experiments (Schlötterer et al., 2014a), leading to evolve

and resequence approaches (Long et al., 2015). Experimental evolution

experiments trace the evolutionary dynamics of populations by design-

ing laboratory experiments under different artificial conditions with the

organisms which have rapid generation times (Garland and Rose, 2009;

Kawecki et al., 2012; Barrick and Lenski, 2013). Some interesting appli-

cations include but not limited to the examination of evolution patterns of

bacteria during chronic infections (Traverse et al., 2013) and evolutionary

patterns across different stages of cancer development (Ding et al., 2012).

2.4 HTS data analysis

High-throughput data generated by HTS technologies offer many oppor-

tunities to study complex biological processes, but on the other hand, their

analysis involves a number of challenges due to various sources of un-

certainty inherent to the measurement technique. In this section, I will

outline the major steps in HTS data analysis, discuss about most com-

mon challenges involved in different stages of data analysis, and mention

some of the state-of-the-art computational methods which were developed

to address these challenges.

Raw HTS read data are recorded in specific formats, the most common

one being FASTQ (Cock et al., 2010). These files contain the sequences

of millions of short and usually overlapping reads along with their qual-

ity scores, such as PHRED scores (Ewing and Green, 1998), which indi-

cate how reliably the sequences have been determined. Determination

of the bases in a given read sequence is called base calling, and it is

done by analysing the fluorescent image data using probabilistic methods

(see Kao et al. (2009); Kircher et al. (2009); Ledergerber and Dessimoz

(2011); Sheikh and Erlich (2012); Cacho et al. (2016)).

In order to perform statistical data analysis on the genetic features un-

der study, the read-data need to be translated into quantitative data. De-
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pending on the objective of the study, genetic features to be quantified

vary. For example, in RNA-seq applications, quantification of exons, or

transcript isoforms is of interest; in population genetics studies, quantifi-

cation of allele frequencies is of interest. Finding out from which genomic

region the reads had originated is a challenging task, and it can be facili-

tated by using a reference genome/transcriptome sequence (Harrow et al.,

2012; Zhao and Zhang, 2015). Alignment methods map the reads to the

potential regions of the reference sequence and record the aligned reads

in formats such as SAM/BAM (Li et al., 2009a). In cases where a reference

sequence is not available, de novo assembly can be performed. The abun-

dances of the genetic features, i.e., genes, transcript isoforms, or SNPs,

are then estimated by using the aligned reads, and further downstream

analyses follow. Let us discuss these main steps in HTS data analysis in

more detail below.

2.4.1 From reads to a sequence

Reconstruction of the original genome sequence from millions of HTS

reads has been computationally challenging due to various factors such

as short read lengths, nucleotide sequences repeated at different loci of

the genome, overlapping reads, and the huge size of the genome (Trap-

nell and Salzberg, 2009). As mentioned earlier, de novo assembly and

alignment against a reference genome (or transcriptome) are two ways

for reconstructing the original DNA (or mRNA) sequences from the short

HTS reads. As de novo assembly does not make use of a previously known

reference sequence, the complexity of the assembly increases especially

for large and repeat-rich genomes (Treangen and Salzberg, 2011). On the

other hand, de novo assembly allows discovering novel variations in the

sequence and is not misled by the errors which could have been in the

reference sequence.

De novo assembly of reads is usually handled by algorithms imple-

mented based on de Bruijn graphs (Compeau et al., 2011). Velvet (Zerbino

and Birney, 2008) and Trinity (Grabherr et al., 2011) are two popular

software packages developed for de novo assembly of the genome and the

transcriptome, respectively. For a good de novo assembly, the read data

should be of high-quality with high coverage and long read lengths, which

is not always possible due to the properties of the HTS platforms. There-

fore, if the main interest is not to discover novel isoforms, then the reads

are usually aligned to a reference genome (or reference transcriptome in
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Figure 2.1. An example genome containing two genes: G1 and G2. Transcript T1 is
transcribed from gene G1; transcripts T2 and T3 are transcribed from gene
G2. RNA-seq reads are aligned to the reference genome as shown.

the case of RNA-seq), which is faster compared to de novo assembly. Ref-

erence genomes and transcriptomes of various species are stored and pro-

vided by several sources such as UCSC known genes (Hsu et al., 2006),

Ensembl (Flicek et al., 2014), and GENCODE (Harrow et al., 2012); and

they are periodically updated with novel annotations which are discov-

ered by the ongoing research.

Alignment of RNA-seq reads involves extra challenges due to the com-

plexity raised by intron gaps and shared exons between alternatively

spliced transcript isoforms (Finotello and Di Camillo, 2015). Fig. 2.1 il-

lustrates a simplified genome containing two genes. Three transcript

isoforms originating from these genes are included in the transcriptome.

In RNA-seq, transcript isoforms existing in the given sample are ampli-

fied, fragmented and sequenced. At the end, the RNA-seq platform pro-

duces multiple short and overlapping reads. Alignment methods aim at

aligning these reads into correct positions across the reference genome or

transcriptome. In contrast to this two-gene example genome in Fig. 2.1,

the genome of real organisms contain far larger number of genes. For

example, human genome contains approximately 20,000 protein-coding

genes (Human Genome Sequencing Consortium International, 2004; The

ENCODE Project Consortium, 2012; Ezkurdia et al., 2014) and a majority

of them undergo alternative splicing (Pan et al., 2008; Wang et al., 2008).

Therefore, computationally-efficient algorithms are needed for alignment

of HTS reads. A number of alignment tools have been developed which

differ in their methodologies and algorithmic approaches, and I refer

to Flicek and Birney (2009); Li and Homer (2010) for detailed reviews
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of the computational methods underlying the sequence alignment tools.

Hash-table-based methods such as BLAST (Altschul et al., 1990),

SOAP (Li et al., 2008b), MAQ (Li et al., 2008a), ELAND (developed by

Illumina) can be counted as the first alignment programs designed for

the alignment of short reads. Their implementations are based on index-

ing and scanning the sequence data by using a hash-table data structure.

Using a hash-table structure facilitates rapid searching and they can be

built either on the reads (such as in ELAND), or on the reference genome

(such as in SOAP), depending on a trade-off between the memory and

processing time: Indexing the reads have smaller memory requirements

but scanning the reference genome may lead to long processing times. On

the other hand, indexing the reference genome can be parallelized with

multi-threading but requires large memory.

Methods based on the Burrows-Wheeler transform (BWT) (Burrows and

Wheeler, 1994), such as BWA (Li and Durbin, 2009), Bowtie (Langmead

et al., 2009), SOAP2 (Li et al., 2009b), provide fast and memory-efficient

solutions. On the other hand, these methods usually have limitations on

the number of allowed mismatches and gaps. Allowing for mismatches

and gaps in the alignment is important for properly taking into account

the sequencing errors, or true insertions and deletions in the genome.

Bowtie2 (Langmead and Salzberg, 2012) introduces a dynamic program-

ming approach combined with BWT in order to accelerate the gapped

alignment for short reads. Bowtie can be used for alignment of RNA-

seq reads if a reference transcriptome is provided instead of a reference

genome. In contrast to the contiguous sequences on the genome, tran-

scriptome consists of known mRNA transcript isoforms which are formed

by the splicing of non-contiguous exon sequences.

TopHat (Trapnell et al., 2009) is a software which can be used to align

RNA-seq reads to a reference genome without relying on known splice

sites. TopHat first uses the algorithm of Bowtie (Langmead et al., 2009)

to map the reads against the reference genome. Later, the reads which

did not map to the reference genome (for example, because they span

splice junctions) are used for identifying the putative splice sites. The

reads which did not map to the reference genome in the first place

are then mapped again by taking the putative splice sites into account.

STAR (Dobin et al., 2013) is another method for RNA-seq alignment

which applies a similar approach with TopHat for splice sites detection by

providing shorter running times and also allowing to incorporate known
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splice site annotations to mitigate the problem of “underdetection of splice

events”.

2.4.2 Quantification of genomic features

The next step after alignment/assembly of the reads is the quantifica-

tion of genomic features of interest. Depending on the form of the ge-

netic features and the HTS platform used, different sources of uncertainty

and bias affect the quantification process (Ross et al., 2013). For exam-

ple, quantification of allele counts in Pool-seq experiments is subject to

uncertainty raising from potential errors during base calling and map-

ping. Quantification of gene and transcript expression levels in RNA-seq

experiments is even more challenging because of the extra complexities

introduced by the alignment of alternatively spliced transcripts. In ad-

dition, varying coverage levels, different lengths of different genes and

transcripts, average read length, nonuniform distribution of reads bring

extra challenges to HTS data analysis. During the last decade, a num-

ber of statistical methods have been developed to quantify genetic fea-

tures of interest from HTS data. In this section, I will briefly discuss

the challenges in HTS data analysis and the approaches adopted by the

well-known methods to address these challenges.

In RNA-seq, not all reads can be mapped uniquely to one transcript iso-

form. The main reason for this is that alternatively spliced transcripts

share some part of their sequences with other transcript isoforms which

have been originated from the same gene, and the average read length

of the current HTS technologies is not long enough to cover a full tran-

script isoform. In addition, different genes may also have repetitive and

similar sequences. Therefore, some of the reads are mapped to multiple

transcript isoforms. These multi-mapped reads are handled differently

by different RNA-seq quantification methods. For example, HTSeq-count

implementation of Anders et al. (2015) discards multi-mapping reads and

use only uniquely mapped reads in quantification, while the methods such

as ERANGE (Mortazavi et al., 2008), MISO (Katz et al., 2010), RSEM (Li

et al., 2010), MMSEQ (Turro et al., 2011), BitSeq (Glaus et al., 2012), eX-

press (Roberts and Pachter, 2013), Cuffdiff 2 (Trapnell et al., 2013) and

TIGAR (Nariai et al., 2013) assign multi-mapping reads probabilistically

to their plausible transcripts of origin.

Methods developed for the quantification of gene expression either use

the gene structure, or the transcript isoform structures of that gene. More
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clearly, some methods quantify gene-level expression based on the num-

ber of reads which map to all exons of the gene, such as HTSeq-count (An-

ders et al., 2015), while other methods first quantify the expression lev-

els of transcript isoforms separately, and later sum them up to obtain

the overall gene expression level. The latter strategy has been shown

to yield more accurate estimates for the gene expression levels (Wang

et al., 2010; Kanitz et al., 2015; Soneson et al., 2015). Therefore, re-

cent RNA-seq quantification methods have mostly focused on quantify-

ing transcript-isoform-level expression by adopting different algorithmic

and modelling approaches. For example, Cufflinks (Trapnell et al., 2010)

uses an expectation-maximization algorithm to estimate transcript ex-

pression by using the output file of a genome-based mapping program

like TopHat (Trapnell et al., 2009). Programs like RSEM (Li and Dewey,

2011), MMSEQ (Turro et al., 2011), BitSeq (Glaus et al., 2012) use tran-

scriptome mappings to infer expression levels of transcripts. Recently,

methods like Kallisto (Bray et al., 2016) and Salmon (Patro et al., 2017)

have offered ultra-fast methods by speeding up, or, half-avoiding the

alignment stage through “quasi-mapping” or “pseudo-alignment”.

RNA-seq quantification methods model the read-generation process by

latent variable models where the transcript expression level is regarded

as latent, i.e., unobserved variable. Usually, other variables affecting the

expression levels, such as transcript length and read distribution are also

included in the model. Inference in these models can be performed by

maximum likelihood (ML) estimation or by Bayesian inference. For ex-

ample, Li et al. (2010) use expectation maximization (EM) algorithm to

obtain the ML estimates for the transcript expression levels from their

mixture model. Katz et al. (2010) instead use a Bayesian approach and

run a Markov chain Monte Carlo (MCMC) algorithm to obtain the samples

from the posterior distribution of the transcript expression levels. The

BitSeq method implemented by Glaus et al. (2012) uses a similar model

of Li et al. (2010) for the read generation process and performs Bayesian

inference with MCMC using a collapsed Gibbs sampler. While the method

of Katz et al. (2010) infers the relative expression of transcripts originated

from the same gene, BitSeq (Glaus et al., 2012) infers the relative expres-

sion of transcripts across the whole transcriptome. Posterior samples of

the transcript expression levels provided by BitSeq (Glaus et al., 2012) can

be used to propagate the uncertainty arising from various factors such as

shared exons, read sampling, and biological variation into further down-
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stream analyses such as detection of differentially expressed genes and

transcripts. In Publication III, BitSeq posterior samples were used for

inferring the transcript expression levels separately at a number of time

points and for modelling their variances which were then incorporated in

the GP modelling of time series.

2.4.3 Differential expression analysis

A variety of analyses can be performed after quantification of genomic

features, such as differential expression analysis, clustering, functional

enrichment analysis and network construction. As the scope of this thesis

is limited to differential expression (DE) analyses in HTS time series, I

will only discuss DE analyses here and leave other downstream analyses

out.

In RNA-seq data analyses, identification of the genes which have sta-

tistically significant differences in their expression levels between differ-

ent conditions such as healthy vs. diseased, or, before treatment vs. after

treatment, is known as differential expression (DE) analysis. Other types

of HTS data can also be analysed for similar purposes. For example, in

ChIP-seq experiments, one may be interested in identifying differential

transcription factor binding sites between the compared conditions. Sim-

ilarly, from the statistical modelling point of view, identifying the SNPs

in Pool-seq experiments which display significant changes in their allele

frequencies between two generations can be considered as the Pool-seq

counterpart of DE analysis in RNA-seq.

In contrast to microarray data, which are summarized as continuous

intensity ratios, RNA-seq data are summarized as discrete read counts.

Therefore, methods developed for DE analysis of microarray data cannot

be directly applied to RNA-seq data. One of the reasons for this is that the

counts data do not satisfy the normality assumptions which are required

by the methods developed for microarray data analysis. Therefore, one of

the attempts to modelling RNA-seq counts data has been to use Poisson

distribution as in PoissonSeq (Li et al., 2012). Poisson distribution has

its mean equal to its variance, and it has been found to be sufficient to

explain the technical variance in RNA-seq measurements (Marioni et al.,

2008). However, once the biological variance is taken into account, it has

been observed that the data become overdispersed, i.e., the variance grows

larger than the mean as the mean increases, which makes the Poisson dis-

tribution insufficient to explain the biological variance (Auer and Doerge,
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2010). Therefore, methods like edgeR (Robinson et al., 2010) and DE-

Seq (Anders and Huber, 2010) have taken into account this overdispersion

in their models by employing overdispersed Poisson or negative binomial

distributions. These methods model the read counts by using general-

ized linear models (McCullagh and Nelder, 1983) and perform statistical

hypothesis testing to identify differentially expressed genes. Another ap-

proach for carrying out DE analysis with RNA-seq data was implemented

in limma-voom (Law et al., 2014; Ritchie et al., 2015). This method first

applies a transformation to RNA-seq count data and then uses the trans-

formed data as input in limma (Smyth, 2004, 2005), which was a method

originally developed for applying linear models on microarray data.

One drawback of parametric methods such as generalized linear model

(GLM)-based methods is that they can suffer from false positives and

false negatives in differential expression analyses if their distributional

assumptions are not satisfied and their noise models are not robust

enough. This issue has been addressed by nonparametric methods such

as NOISeq (Tarazona et al., 2011) and SAMSeq (Li and Tibshirani, 2013).

NOISeq creates an empirical distribution and SAMseq employs a resam-

pling procedure to account for the different sequencing depths in RNA-seq

data. However, such nonparametric methods require at least a moderate

number of replicates. The effects of sequencing depth and the number

of biological replicates onto the downstream analyses have been investi-

gated by Rapaport et al. (2013); Liu et al. (2014); Gierliński et al. (2015);

Schurch et al. (2016). These studies indicate the importance of biological

replication rather than the sequencing depth which has minimal effect

after some degree.

In order to correctly identify the statistically significant changes in ex-

pression levels, biological replication is essential in DE analyses. How-

ever, real-life HTS experiments usually lack enough number of biological

replicates either due to difficulties of getting enough biological material

or due to the limitations of experiment budget (Sboner et al., 2011). A

number of strategies have been proposed to improve biological variance

estimation in these cases such as modelling the mean-variance relation-

ship by sharing information across genes with similar expression levels

as in DESeq (Anders and Huber, 2010), edgeR (Robinson et al., 2010) and

limma-voom (Ritchie et al., 2015), and by introducing empirical Bayesian

methods as in baySeq (Hardcastle and Kelly, 2010) and EBSeq (Leng

et al., 2013).
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Normalization is another important issue for making reliable compar-

isons both within and between samples (Robinson and Oshlack, 2010).

For example, transcript expression levels cannot be directly compared by

the number of reads mapped to the transcripts as this number is affected

by a number of factors such as the length of the transcript, read length

and sequencing depth (Oshlack and Wakefield, 2009; Conesa et al., 2016).

In other words, a longer transcript will have a larger number of mapped

reads than a shorter transcript with a similar expression level. There-

fore, a number of normalization methods have been proposed to express

expression levels in units like reads per kilobase per million mapped reads

(RPKM) (Mortazavi et al., 2008), fragments per kilobase of transcript

per million mapped reads (FPKM) (Trapnell et al., 2010; Garber et al.,

2011), transcripts per million (TPM) (Li et al., 2010), counts per million

(CPM) (Anders et al., 2013; Law et al., 2014). For two comparison studies

which have examined these normalization methods in terms of the biases

they introduce to the downstream analyses, I refer to Bullard et al. (2010);

Dillies et al. (2013). Also, two overviews of DE methods in RNA-seq exper-

iments are provided by Soneson and Delorenzi (2013) and Rapaport et al.

(2013).

Typical downstream analysis in Pool-seq experiments after read-

mapping and SNP calling (Nielsen et al., 2011) is the estimation of allele

frequencies and other population genetical parameters. A number of soft-

ware packages have been developed for genome-wide analysis of Pool-seq

data such as CRISP (Bansal, 2010) and PoPoolation (Kofler et al., 2011a).

Detecting consistent allele frequency changes between two genera-

tions has been conventionally handled by common statistical tests such

as Fisher’s exact test (Fisher, 1935) and its generalization to repli-

cated case, Cochran-Mantel-Haenszel (CMH) test (Cochran, 1954; Mantel

and Haenszel, 1959), which are implemented in software packages like

PLINK (Purcell et al., 2007) and PoPoolation2 (Kofler et al., 2011b). In

a recent simulation study, performances of a few GLM-based approaches

have been compared with those of common statistical tests, and a GLM

model with quasi-binomial error structure has been shown to achieve bet-

ter performance (Wiberg et al., 2017).

2.4.4 Time series analysis

Due to higher costs in early days of HTS, DE analyses used to be carried

out with static experiment designs containing only two biological condi-
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tions. Thanks to decreasing costs of HTS technologies during the last

decade, recent experiments are now able to include multiple conditions,

allowing to perform DE analyses between more than two conditions (Mc-

Carthy et al., 2012). Some of the GLM-based methods which were initially

designed for performing DE analysis between two conditions also allow to

carry out multiple comparisons, such as edgeR (Robinson et al., 2010),

DESeq2 (Love et al., 2014), limma-voom (Ritchie et al., 2015) and next

maSigPro (Nueda et al., 2014).

Beside the static analyses of gene expression data, analyses of their

time series provide more opportunities for understanding the underly-

ing dynamics of biological processes (Bar-Joseph et al., 2012). How-

ever, analysing HTS time series data involves a number of challenges as

this kind of data often consist of very few biological replicates and non-

uniformly sampled time points. DE analyses in time series experiments

employ various strategies such as performing pairwise comparisons be-

tween a reference time point and other time points in a single time course;

or comparing different time-course expression profiles with a reference

time-course expression profile (Oh et al., 2013).

GLM-based DE methods which allow inclusion of multiple factors have

been traditionally applied to time series gene expression data as well.

However, these methods often treat time points as if they were indepen-

dent and unordered factors, and they fail to take into account the correla-

tion between gene expression levels at different time points.

Several methods have attempted to model time series by taking into

account the temporal correlation in microarray data by using splines

such as EDGE (Storey et al., 2005; Leek et al., 2006) and by using

Bayesian approaches such as BETR (Aryee et al., 2009). An overview

of the more recent methods developed for RNA-seq time series analysis

like TRAP (Jo et al., 2014), SMARTS (Wise and Bar-Joseph, 2015) and

EBSeq-HMM (Leng et al., 2015) has been provided by Spies and Ciaudo

(2015).

Similarly, in population genetics, modelling time series data of allele

frequency changes across generations of populations provides more in-

sight on the evolutionary processes than comparing them between two

generations. Plenty of methods can be found in the literature, which aim

to estimate population genetics parameters such as selection coefficient

and effective population size from allele frequency time series. For ex-

ample, Bollback et al. (2008) and Feder et al. (2014) have modelled time
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series using hidden Markov models (HMMs) based on the Wright-Fisher

model, and developed likelihood ratio tests to test whether selection is

zero or not. Recently, Iranmehr et al. (2017) have developed the CLEAR

method, suitable to analysing Pool-seq time series data obtained from

evolve and resequence (E&R) studies (see Schlötterer et al. (2014a); Long

et al. (2015)) which usually do not satisfy the assumptions made by pre-

mentioned methods like large population size and long time span.

The above-mentioned methods model the time series independently at

each locus. However, the linkage disequilibrium (LD) between multi-

ple loci may cause confounding effects in these single-locus approaches.

Illingworth and Mustonen (2011) and Terhorst et al. (2015) have ad-

dressed this problem by developing multi-locus approaches.

As mentioned, beside their huge potential to enlighten the dynamics

of various biological processes, the analysis of current HTS time series

is challenged by small number of replicates and sparsely and irregularly

sampled time points as well as the inherent uncertainty in the quantifi-

cations arising from limitations of HTS platforms. Bayesian methods are

more suitable for modelling these kind of time series by enabling us to

compensate the lack of data by incorporating our prior knowledge into

the models and to propagate the quantification uncertainty into our infer-

ences. Gaussian processes (GPs) are one of the most convenient Bayesian

tools and they have gained popularity for modelling HTS time series in

the recent years. For example, they have been used in hierarchical mod-

elling of gene expression time series (Hensman et al., 2013), in detection of

differentially expressed genes in RNA-seq time series (Stegle et al., 2010;

Kalaitzis and Lawrence, 2011; Äijö et al., 2014; Heinonen et al., 2015), and

in identification of transcription factor targets (Gao et al., 2008; Honkela

et al., 2010). In evolution studies, they have been used, for example, for

phylogenetic inference by Jones and Moriarty (2013), and for effective

population size inference from gene genealogies by Palacios and Minin

(2013).

In this thesis, I use GP regression to model HTS time series and present

an easy-to-implement approach for utilising prior information which has

been obtained from pre-processing stages of the HTS data. This prior

information is formed based on the assumptions about the characteristics

of the underlying temporal function as well as the degree of uncertainty

in the quantification of samples. In Chapter 3, I will give a theoretical

background of Gaussian processes and in Chapter 4, I will focus on their
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applications in genome-wide HTS time series modelling with a specific

purpose of detecting genetic features which display significant temporal

changes in their quantities.
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3. Time series modelling with Gaussian
process regression

As discussed in Chapter 2, HTS technologies allow us to carry out so-

phisticated experiments in order to better understand the complex mech-

anisms behind biological processes. The ability to quickly gather a large

amount of sequencing data by these technologies has also facilitated per-

forming time series experiments, which allow us to trace the dynamics of

various biological phenomena.

In this thesis, we are particularly interested in understanding the dy-

namics of evolution and the dynamics of transcription and splicing, for

which the data were obtained by Pool-seq and RNA-seq techniques, re-

spectively. Proper analyses of the time series data obtained by these

techniques require taking different aspects of the data into consideration.

Firstly, the measurements obtained at different time points are correlated

as they have been taken from the same or related samples. Therefore, it

is important to take the correlation among data points into account while

modelling time series. Secondly, the limitations of HTS platforms such

as short read lengths, low coverage levels and sequencing errors, lead to

uncertain measurements. Therefore, adequate quantification of the mea-

surement uncertainty and incorporation of this uncertainty information

in the downstream analyses are essential for reaching reliable conclu-

sions.

Probabilistic modelling techniques help us to capture the uncertainty

in the data by using probability theory. With Bayesian methods, we can

incorporate the uncertainty information into our models beside our other

prior beliefs regarding the nature of the data. In a Bayesian model, the

prior information is represented as assumptions on the parameters of the

model such that these prior assumptions are coherent with the probability

rules. The inference is then done by taking into account both the prior

information and the evidence presented by the data.
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In this chapter, I will focus on one particular class of non-parametric

Bayesian methods, that is, Gaussian processes (GPs). Dating back to

1940s with the works of Kolmogorov (1941) and Wiener (1949), GPs have

been extensively used in geostatistics with the name of “kriging” (Math-

eron, 1973; Journel and Huijbregts, 1978) and in spatial statistics (Rip-

ley, 1981; Cressie, 1993). Use of GPs in a regression context was initi-

ated by O’Hagan (1978) and it has been extended to many applications in

machine learning including regression, classification and reinforcement

learning (Williams and Rasmussen, 1996; Neal, 1996, 1998; Rasmussen

and Kuss, 2004).

In this thesis, Gaussian processes are employed to perform time series

modelling, which can be seen as a regression problem where the objective

is to estimate a function of time given the observations at a number of

time points. Gaussian processes act as prior distributions of functions and

in combination with data and suitable noise models, they allow us to per-

form Bayesian inference over the latent function. Other nonparametric

approaches such as basis function expansions and smoothing splines can

be viewed as special cases of Gaussian processes (Kimeldorf and Wahba,

1970).

This chapter is organized as follows: Section 3.1 gives a short overview

of the statistical background which is essential for understanding Gaus-

sian processes. Section 3.2 describes the Gaussian processes and their

structure. Section 3.3 explains Gaussian process regression and elab-

orates related subtopics such as covariance functions, hyperparameter

learning and model comparison.

3.1 Statistical background

In an intuitive way, one can view Gaussian processes as non-parametric

probabilistic models for performing Bayesian inference over latent func-

tions by using multivariate Gaussian distributions. Therefore, this sec-

tion will present the statistical foundation of Gaussian processes under

the umbrella of two main topics: Bayesian inference and multivariate

Gaussian distributions with their computationally practical properties.
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3.1.1 Bayesian inference

Let D = {xi}Ni=1 denote a data set containing N noisy observations where

the noise introduces some degree of uncertainty to the measurements. As

it is not possible to exactly know how uncertain our measurements are,

we need to rely on our assumptions and prior knowledge about the data

and the accuracy of the measurement technique. Bayesian probabilistic

modelling techniques allow us to integrate our prior knowledge into mod-

els, update our knowledge according to the observed data, and to make

inferences based on our updated knowledge. In this section, I will explain

how Bayesian inference is performed, but before that, let us first revise

the so-called “frequentist”, i.e. non-Bayesian, inference very briefly.

In the non-Bayesian inference, the data D are assumed to have been

generated from a parametric model M with its parameters denoted by θ.

Estimating the parameters θ of the model is called inference. For example,

maximum likelihood (ML) estimation is the most common method for es-

timating the parameters of a model. The likelihood function L(θ;D,M) =

P (D | θ,M) expresses the probability of observing the data D under the

model M given the parameters θ. ML estimation then sets the parame-

ters of the model to the values which maximize the likelihood function:

θ̂ML = argmax
θ

L(θ;D,M) = argmax
θ

p(D | θ,M). (3.1)

The parameter values which maximize the likelihood function can be

found by setting the first derivative of the likelihood function to zero, pro-

vided that its second derivative is non-positive. Usually it is easier to

work with log-likelihood function instead of the likelihood function itself.

As the logarithm is a monotonic function, the values which maximize the

log-likelihood function would be the same with those which maximize the

likelihood function.

In Bayesian inference, the parameters θ are also assumed to be random

variables with prior distribution p(θ | ψ), where ψ denotes the parameters

of the prior distribution which are called hyperparameters. To simplify

notation, I will drop ψ from the equations in the rest of this section. The

prior distribution p(θ) represents our beliefs about the parameters θ of

the model M based on our previous knowledge. This knowledge is then

updated once the data are observed, and the updated knowledge is re-

flected by the posterior distribution, that is, the conditional distribution

of θ given data D under model M. The posterior distribution is obtained

by applying the Bayes’ rule:
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p(θ | D,M) =
p(D | θ,M)p(θ | M)

p(D | M)
, (3.2)

where

p(D | M) =

∫
p(D | θ,M)p(θ | M)dθ (3.3)

is called the marginal likelihood, or model evidence.

The posterior distribution in Eq. (3.2) lies in the heart of Bayesian infer-

ence, providing a broader range of information regarding the parameter

θ in contrast to non-Bayesian inference which provides only a point es-

timate for the parameter. On the other hand, the computations using

the posterior distribution in Eq. (3.2), such as computing its mean and

variance, are not always straightforward in practice due to complex and

high dimensional integrals. In this case, methods such as Markov chain

Monte Carlo (MCMC) sampling, Laplace approximation and variational

inference can be used to obtain approximate solutions to the analytically

intractable integrals (MacKay, 2003; Bishop, 2006).

A single estimate for θ can still be obtained with the maximum a posteri-

ori (MAP) estimate, which corresponds to the mode of the posterior. MAP

estimation does not require evaluating the integral in the denominator of

Eq. (3.2) since it is independent of θ and thus can be treated as a normal-

izing constant. Therefore, maximizing the posterior would be equivalent

to maximizing the numerator in Eq. (3.2):

θ̂MAP = argmax
θ

p(θ | D,M) = argmax
θ

p(D | θ,M)p(θ | M). (3.4)

MAP estimation leads to a compromise between the prior knowledge

and the evidence presented by the data, and hence acts as a regulariza-

tion against over-fitting, which would otherwise occur, for example, in ML

estimation, as a result of the inference being excessively affected by ob-

served data and hence failing to generalize to new data (Bishop, 2006).

However, one should still be careful when relying on the MAP estimate,

as it may not represent the posterior distribution properly if the poste-

rior has multiple local optima or the mass of the posterior distribution is

concentrated away the mode of the posterior.

3.1.2 Bayesian model comparison

In real applications, it is rare that we know the “true” model which gener-

ated our data. Instead, we make assumptions based on the data and our

prior beliefs, and we try to find a reasonable model which will be useful to
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explain our data and help us to make further statistical inferences. Usu-

ally there would be more than one model which could reasonably fit to our

data.

As an example, let us consider two different models M1 and M2 which

we think have the potential to have generated our data D. Let p(Mi)

denote the prior probability for the model Mi which has parameters θi,

where the prior distribution of θi implicitly depends on the hyperparam-

eters ψi. Then the posterior probability of model Mi given data D can be

obtained by applying the Bayes’ rule:

p(Mi | D) ∝ p(D | Mi)p(Mi). (3.5)

Provided that one of the models we are comparing is a reasonable enough

approximation to the “true” model, as described as M-closed framework

by Bernardo and Smith (1994), we can compare the posterior distributions

of two alternative models by computing the posterior odds:

p(M1 | D)

p(M2 | D)
=

p(D | M1)

p(D | M2)

p(M1)

p(M2)
. (3.6)

If we assign equal prior probabilities to both models, i.e., p(M1) = p(M2),

then the posterior odds will be equal to the ratio of the marginal likeli-

hoods:

p(M1 | D)

p(M2 | D)
=

p(D | M1)

p(D | M2)
=

∫
p(D | θ1,M1)p(θ1 | M1)dθ1∫
p(D | θ2,M2)p(θ2 | M2)dθ2

, (3.7)

which is known as the Bayes factor (Good, 1958; Jeffreys, 1961). With the

Bayes factor, one can quantify the relative plausibility of the alternative

models based on the marginal likelihood of each model. The larger the

Bayes factor is from 1, the stronger the evidence of the data being gen-

erated by model M1 rather than model M2. Jeffreys (1961) tabulates a

number of Bayes factor intervals which correspond to different strength

levels for the evidence in favor of model M1. Although Jeffreys’ scale is

useful for evaluating the strength of the evidence under different mod-

els, the thresholds between different strength levels is usually tentative,

and they can be specified arbitrarily depending on the analysis (Kass and

Raftery, 1995).

If there are more than two models we would like to compare, then we can

rank them by their posterior model probabilities p(Mi | D), or with their

marginal likelihoods if all models have the same prior model probabilities.

In this case, the most plausible model can be determined by finding the

one which has the maximum marginal likelihood. If the hyperparameters
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ψi of the models are not known a priori, another level of hierarchy can be

introduced by defining a distribution p(ψi) over the hyperparameters ψi

as well, and then the hyperparameters are integrated out. In this case,

the marginal likelihood under model Mi becomes:

p(D | Mi) =

∫ ∫
p(D | θi,Mi)p(θi | ψi,Mi)p(ψi | Mi)dθidψi. (3.8)

However, in practical applications, the integral in Eq. (3.8) is often an-

alytically intractable and the approximation methods like MCMC (Neal,

1993) are used. In large data sets in which the MCMC methods become

computationally prohibitive, instead of introducing the prior on the hy-

perparameters and integrating them out, the hyperparameters ψi are set

to their values which maximize the marginal likelihood under the model

Mi:

ψ̂i = argmax
ψi

p(D | ψi,Mi), (3.9)

where

p(D | ψi,Mi) =

∫
p(D | θi,Mi)p(θi | ψi,Mi)dθi. (3.10)

The resulting estimate ψ̂i is then called type II maximum likelihood (ML-

II) estimate, and this approach of estimating the hyperparameters from

data is known as empirical Bayes (see Berger (1985); Bernardo and Smith

(1994); Bishop (2006); Gelman et al. (2014)).

3.1.3 Multivariate Gaussian distribution

Let XT = (X1, . . . , XN ) denote a vector-valued random variable X ∈ R
N .

X is said to have a multivariate Gaussian distribution with mean μ and

covariance matrix Σ, which is denoted as X ∼ N (μ,Σ), if the probability

density function of X is

p(X | μ,Σ) =
1

(2π)N/2|Σ|1/2 exp
(
−1

2
(X − μ)TΣ−1(X − μ)

)
. (3.11)

Gaussian distributions have various convenient mathematical properties.

For example, for any random vector XT = (X1, . . . , XN ) which has a mul-

tivariate Gaussian distribution, any subset of X also has a (multivariate)

Gaussian distribution. Furthermore, any linear operation applied on a

Gaussian random variable, such as summation, subtraction, differentia-

tion and integration, produces another Gaussian random variable (John-

son and Wichern, 2007). These properties of Gaussian distributions sim-

plify many statistical computations by yielding closed form solutions (Ras-

mussen and Williams, 2006; Johnson and Wichern, 2007), some of which

are listed as following:
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⇒ Sum of independent Gaussian random variables is Gaussian.

Assume X ∼ N (μx,Σx) and Y ∼ N (μy,Σy) are two independent

Gaussian random variables with the same number of dimensions. Then,

the sum of X and Y has also a Gaussian distribution as follows: X+Y ∼
N (μx + μy,Σx +Σy).

⇒ Product of two Gaussian densities yields another unnormal-

ized Gaussian.

Assume X ∼ N (μx,Σx) and Y ∼ N (μy,Σy) are two Gaussian ran-

dom variables. Then, the product of their densities leads to a another

Gaussian probability density p(Z | μz,Σz) multiplied by a normaliza-

tion constant C:

p(X | μx,Σx)p(Y | μy,Σy) = Cp(Z | μz,Σz), (3.12)

where

Σz = (Σ−1
x +Σ−1

y )−1, μz = Σz(Σ
−1
x μx +Σ−1

y μy),

C = (2π)−1/2|Σx +Σy|−1/2 exp

(
−1

2
(μx − μy)

T (Σx +Σy)
−1(μx − μy)

)
.

⇒ Marginal and conditional distributions of Gaussian random

variables are Gaussian.

Assume that X ∼ N (μ,Σ) is partitioned into two sets XT
A =

(X1, . . . , Xk) and XT
B = (Xk+1, . . . , XN ) such that

X =

⎡
⎣XA

XB

⎤
⎦ ∼ N

⎛
⎝
⎡
⎣μA

μB

⎤
⎦ ,

⎡
⎣ΣAA ΣAB

ΣBA ΣBB

⎤
⎦
⎞
⎠ ,

where ΣBA = ΣT
AB.

Then, the marginal probability distributions of XA and XB and the

conditional probability distributions of XA|XB and XB|XA are shown

to be Gaussian as follows:

XA ∼ N (μA,ΣAA) (3.13)

XB ∼ N (μB,ΣBB) (3.14)

XA|XB ∼ N (μA +ΣABΣ−1
BB(XB − μB),ΣAA −ΣABΣ−1

BBΣBA)

(3.15)

XB|XA ∼ N (μB +ΣBAΣ−1
AA(XA − μA),ΣBB −ΣBAΣ−1

AAΣAB)

(3.16)
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3.2 Gaussian process (GP)

As I have discussed in Section 3.1.3, multivariate Gaussian distributions

describe the relationship between multiple Gaussian random variables (or

vectors). In the problem of regression, i.e. curve fitting, we are interested

in functions rather than variables, and this is exactly where Gaussian

process (GP) comes in handy by extending multivariate Gaussian distri-

butions to infinite dimensions.

We can think of GPs as distributions over random functions, where a

function can be thought of an infinite vector containing the function val-

ues evaluated at an infinite number of input points. However, in prac-

tice, we can work in finite space as the training data consist of function

values observed at a finite set of input values. Let us define a function

f(t) = [f(t1), f(t2), . . . , f(tn)]
T whose values are evaluated at the input

values t = [t1, t2, . . . , tn]
T . Then we write

f(t) ∼ GP(m(t),K(t, t′))

to denote that f(t) has been generated by a Gaussian process with mean

function m(t) = E[f(t)] and covariance function K(t, t′) = E[(f(t) −
m(t))(f(t′)−m(t′))] (Rasmussen and Williams, 2006).

The covariance function K(t, t′) is the key element of a Gaussian process

as it determines the smoothness of the function by capturing the pairwise

relationships between the function values at different input values. The

mean function determines the mean of the Gaussian process, and it is

usually subtracted from the function values so that the computations can

be done by setting the mean function to zero, i.e. m(t) ≡ 0. From now on,

I will assume that the observations have been centered around zero, and

I will continue with zero-mean GPs in the rest of the thesis.

In Fig. 3.1 (a), the purple curve represents a function generated by a

zero-mean GP with a known covariance function, and the orange dots rep-

resent four noisy observations (yi)
4
i=1 sampled from that function at time

points (ti)
4
i=1. The relationship between all function values is governed by

the covariance function of the generating GP, and so is the relation within

subsets of the function values. The purple nodes in the graphical model

shown in Fig. 3.1 (b) denote the latent function values and the purple

edges connecting them represent the relationship between the function

values governed by the GP.
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(a) f(t) ∼ GP (0,Σt,t′)
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Figure 3.1. An example for a small finite subset of a Gaussian process. The subset con-
sists of four {input,output} pairs ({ti, yi}). The observed values yi at time
points ti are represented with orange dots in (a) and with orange-shaded
nodes in the graphical model in (b). The latent (unobserved) function values
f(ti) at the corresponding time points are represented with the unshaded
purple nodes in (b). The relationship between the latent function values are
governed by the GP which is represented by the solid purple lines in (b),
leading to the continuous function illustrated by the purple curve in (a).

3.3 GP regression

Let us assume that we have observed the function values f(t) at time

points t, and we would like to estimate the function values f(t∗) at some

unobserved time points t∗. Assuming that the function has been gener-

ated from a GP, i.e., the function values at different time points have a

joint Gaussian distribution, we can partition the function values into two

sets - observed and unobserved - as follows:⎡
⎣ f(t)

f(t∗)

⎤
⎦ ∼ N

⎛
⎝0,

⎡
⎣Σt,t Σt,t∗

Σt∗,t Σt∗,t∗

⎤
⎦
⎞
⎠ , (3.17)

where Σt,t denotes the covariance matrix of function values at the ob-

served time points such that the value in the ith row and jth column of the

matrix is equal to K(ti, tj). Similarly, Σt∗,t∗ denotes the covariance matrix

of function values at the unobserved time points, and Σt,t∗ the covariance

matrix between function values at observed and unobserved time points

and Σt∗,t = ΣT
t,t∗ .

To simplify the notation, let us define f = f(t) and f∗ = f(t∗). Then,

using Eq. (3.16), we obtain the posterior distribution of the unobserved

function values conditioned on the observed function values as following:

f∗|f ∼ N (m∗,Σ∗), (3.18)

where

m∗ = E[f∗|f ] = Σt∗,tΣ
−1
t,t f , (3.19)
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Σ∗ = Σt∗,t∗ − Σt∗,tΣ
−1
t,tΣt,t∗ . (3.20)

Most of the time, observing exact values of the function may not be pos-

sible due to measurement errors. Hence, observed values would be moved

away from their original values depending on the amount of the noise af-

fecting observations. In this case, we include a noise term εi in our model

to account for the observation noise. Let yi denote the noisy observation

measured at time point ti such that

yi = f(ti) + εi, (3.21)

where f(ti) denotes the value of the function generated by the GP at time

point ti, and εi denotes the noise term associated with the observation

yi. Noise terms are usually assumed to be independently and identically

distributed Gaussian white noise with zero mean and a constant variance

σ2
n, i.e. εi ∼ N (0, σ2

n).

Let us now combine n observations (yi)
n
i=1 measured at n time points

(ti)
n
i=1 in vector y = [y1, . . . , yn]

T and the associated error terms in vector

ε = [ε1, . . . , εn]
T such that y = f(t) + ε and ε ∼ N (0, σ2

nI) where I is an

n× n identity matrix.

Then, ⎡
⎣ y

f∗

⎤
⎦ ∼ N

⎛
⎝0,

⎡
⎣Σt,t + σ2

nI Σt,t∗

Σt∗,t Σt∗,t∗

⎤
⎦
⎞
⎠ . (3.22)

Hence, the posterior distribution of the function given the noisy observa-

tions becomes:

f∗|y ∼ N (m∗,Σ∗), (3.23)

where

m∗ = E[f∗|y] = Σt∗,t[Σt,t + σ2
nI]

−1y, (3.24)

Σ∗ = Σt∗,t∗ − Σt∗,t[Σt,t + σ2
nI]

−1Σt,t∗ . (3.25)

Fig. 3.2 (a) displays the prior GP with zero mean and squared exponen-

tial (SE) covariance function (which will be introduced in Section 3.3.1)

with its hyperparameters set to {� = 2, σ2 = 1}. Colored curves represent

four realizations simulated from the prior. Fig. 3.2 (b) shows four noise-

free samples (green dots) and the posterior distribution (orange shaded

area) of the latent function which was inferred by using the prior GP in

Fig. 3.2 (a). Similarly, Fig. 3.2 (c) displays the posterior distribution given

four noisy observations where the noise variance σ2
n = 0.05. The error

bars indicate the ±2 standard deviation of the observation noise. The la-

tent function can be predicted with the mean of the posterior distribution,
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Figure 3.2. (a) Realizations from prior GP (0,KSE) with hyperparameters set to {� =

2, σ2 = 1}. (b) The mean of the predicted function after four observations
have been obtained at time points t = {2, 4, 6, 8} is shown with solid orange
line and the confidence region of ±2 standard deviation (std) is shown with
the shaded area. (c) Mean of the predicted function (solid orange line) with its
±2std confidence region (shaded area) after four observations have been ob-
tained at time points t = {2, 4, 6, 8} with observation noise σ2

n = 0.05. The GP
represented by the solid purple line in (a) was used to generate the samples
in (b) and (c) where it was shown with dotted lines.

which is shown by solid orange line, while the shaded region displays the

±2 standard deviation confidence region. The GP which was used to gen-

erate the observations is denoted by solid purple line in Fig. 3.2 (a), and

by dotted purple lines in Fig. 3.2 (b) and (c).

3.3.1 Covariance functions

In this section, I will briefly discuss some of the covariance functions

which are widely used in Gaussian process regression. The covariance

function models the pairwise correlations between function values at dif-

ferent time points, and in order to perform GP regression properly, it is

very important to define a suitable covariance function which can capture

the properties of the underlying temporal function. In the literature, dif-

ferent forms of covariance functions have been proposed, each addressing

different assumptions regarding the underlying function. Furthermore,

one may combine different covariance functions by summation, multi-

plication, or convolution in order to construct more complex covariance

functions. Rasmussen and Williams (2006) and Duvenaud (2014) provide

detailed overviews of the frequently used covariance functions, some of

which I would like to briefly mention here:

• Squared exponential:

KSE(t, t
′) = σ2 exp

(
−(t− t′)2

2�2

)
, (3.26)

where σ2 and � denote the signal variance and the length-scale, respec-
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tively. Signal variance can be thought of as a scaling constant, and

it specifies how much the function values can deviate from the mean.

Length-scale specifies the degree of smoothness of the function. A small

length-scale leads the function values to change quickly, whereas a large

length-scale yields slower changes in the function values, making the

function smoother. Three realizations generated from a GP with SE co-

variance function can be seen in Fig. 3.3 (a).

• Linear:

KLin(t, t
′) = σ2

b + σ2
v(t− c)(t′ − c). (3.27)

Linear covariance function models the correlation between pairwise

time points with a linear relationship. σ2
b determines how far the func-

tion is from 0 on the y-axis. c describes an offset value which all lines

from the posterior distribution will go through, and σ2
v defines the signal

variance. Fig. 3.3 (b) shows three realizations generated from a GP with

a linear covariance function.

• Matérn:

KMatérn(t, t
′) = σ2 2

1−ν

Γ(ν)

(√
2ν|t− t′|

�

)ν

Kν

(√
2ν|t− t′|

�

)
, (3.28)

where ν and � are non-negative parameters, Γ(·) is the gamma function,

and Kν(·) is a modified Bessel function of the second kind of order ν. σ2

defines the signal variance, � denotes the correlation distance and ν de-

termines the smoothness of the function. As ν → ∞, Matérn covariance

function converges to squared exponential covariance function. Three

realizations generated from a GP with Matérn covariance function can

be seen in Fig. 3.3 (c).

• Periodic:

KPer(t, t
′) = σ2 exp

⎛
⎝−

2 sin2(π|t−t′|
p )

�2

⎞
⎠ . (3.29)

Periodic covariance function assumes that the observations at different

time points are periodically correlated with each other. The length-scale

� has a similar function with the length-scale of the SE covariance func-

tion, parameter p determines the distance between repetitions of the

function, and σ2 determines the amplitude of the function. Fig. 3.3 (d)

depicts three realizations generated from a GP with periodic covariance

function.
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Figure 3.3. Samples from GPs simulated by using different covariance functions.

• Rational quadratic:

KRQ(t, t
′) = σ2

(
1 +

(t− t′)2

2α�2

)−α

, (3.30)

where α and � are positive parameters. Rational quadratic covariance

function is equivalent to a mixture of many SE kernels with different

length-scales, where the length-scales are relatively weighted by the pa-

rameter α. Similar to other covariance functions, σ2 defines the variance

of the function. Fig. 3.3 (e) shows three realizations generated from a GP

with a rational quadratic covariance function.

• White noise:

KW(t, t′) = δtt′σ
2
n, (3.31)

where δtt′ is the Kronecker delta function and σ2
n is the variance pa-

rameter. This covariance function is useful to capture the observation
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noise which is assumed to be independently and identically distributed

for each observation with variance σ2
n. Fig. 3.3 (f) depicts observations

taken at the input values t ∈ {0, 1, . . . , 10} in three realizations gener-

ated from a GP with zero mean and white noise covariance function.

3.3.2 Hyperparameter learning and model comparison

Prediction of the underlying temporal function using Gaussian processes

is straightforward if we know the covariance structure and the values of

the hyperparameters. Once the observations have been obtained, the pos-

terior distribution of the latent function values given the observations can

be obtained by Eqs. (3.18) and (3.23) with noise-free and noisy observa-

tions, respectively. However, in practical applications, it is very rare that

we know the exact values of the hyperparameters, and most of the time

we are not exactly sure of what type of a covariance function would fit the

data. In this case, we have to make assumptions regarding the structure

of our data and specify a covariance function which would meet our as-

sumptions. For example, if we think that the function values at nearby

time points have similar values, we expect the function to be smooth.

Hence, a SE covariance would be a good choice to capture the smooth-

ness of the function. Similarly, if we think that the data display some

periodicity, we can then use the periodic covariance function.

If we have a number of plausible models, we can compare them via

Bayes factors as explained in Section 3.1.2. In the context of GP models,

assuming that ψ denotes the hyperparameters used in the GP covariance

functions, the marginal likelihood for each model is obtained by integra-

tion of the likelihood times prior with respect to the latent function:

p(y|t,ψ) =

∫
p(y, f |t,ψ)df =

∫
p(y|t, f)p(f |t,ψ)df . (3.32)

Once we have defined the covariance function K(t, t′) of the GP and the

covariance function Kw(t, t
′) of the observation noise based on our as-

sumptions, we can write the prior distribution as p(f |t,ψ) ∼ N (0,Σt,t)

and the likelihood as p(y|t, f) ∼ N (f ,Σw), or equivalently, p(y|t,ψ) ∼
N (0,Σt,t + Σw). Then, the integration in Eq. (3.32) can be performed by

using Eq. (3.12). The resulting form of the log marginal likelihood is then
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obtained as:

log p(y|t,ψ) =− 1

2
yT [Σt,t +Σw]

−1y

− 1

2
log |Σt,t +Σw| −

n

2
log(2π).

(3.33)

The marginal likelihood depends on the hyperparameters ψ through the

covariance matrices Σt,t and Σw. If the values of the hyperparameters

are not known, they can be estimated by maximizing the log marginal

likelihood, or minimizing the negative log marginal likelihood:

ψ̂ = argmax
ψ

log p(y|t,ψ) = argmin
ψ

− log p(y|t,ψ). (3.34)

This is a non-convex optimization problem which can be solved by numeri-

cal optimization methods such as conjugate gradient and limited-memory

Broyden–Fletcher–Goldfarb–Shanno (L-BFGS) algorithm (Nocedal and

Wright, 1999). The gradients of the negative marginal likelihood function

can be easily obtained as provided by Rasmussen and Williams (2006).

Once the hyperparameters have been estimated, they can be substituted

in Eqs. (3.24) and (3.25) in order to calculate the posterior of the GP.

In addition to maximum marginal likelihood, cross validation is another

method which can be used for model selection (Rasmussen and Williams,

2006). The basic idea behind cross validation is to split the observations

into two disjoint sets, one training set, and the other validation set. Train-

ing set is used for learning the hyperparameters, and the validation set

is used for calculating the generalization error (Rasmussen and Williams,

2006). Then the model which yields the smallest generalization error is

selected.

Both maximum marginal likelihood and cross validation may have a

number of advantages and disadvantages depending on the characteris-

tics of the data set. First of all, optimization of the marginal likelihood

may get stuck in a local maximum especially when the data size is small

or the number of hyperparameters is large. Hence, it is recommended to

perform a number of optimizations using different initialization on the

search grid (Snelson, 2007). Another issue with maximum marginal like-

lihood is over-fitting: As maximising the marginal likelihood is an empir-

ical Bayes approach, which makes use of the training data to estimate

hyperparameters, it may face the risk of over-fitting. Maximum marginal

likelihood estimation may also be negatively affected by model misspec-

ification, that is, when our assumptions about the data-generating pro-

cess are not in line with the data (Kuss, 2006). Cross validation, on the
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other hand, has been shown to perform better than maximum marginal

likelihood estimation if the model is misspecified (Bachoc, 2013). How-

ever, cross validation has also a few drawbacks: if the validation set is

too small, the estimate of the generalization error might end up having

large variance. To mitigate this, k-fold or leave-one-out cross validation

are usually performed, however they increase the computational cost.

Instead of fixing the hyperparameters to the values estimated by max-

imum marginal likelihood or cross validation, we can adopt a fully

Bayesian approach by introducing hyperpriors on the hyperparameters

and computing the posterior distribution over the hyperparameters:

p(ψ|y, t) = p(y|t,ψ)p(ψ)∫
p(y|t,ψ)p(ψ)dψ

=

∫
p(y|t, f)p(f |t,ψ)p(ψ)df∫ ∫
p(y|t, f)p(f |t,ψ)p(ψ)dfdψ

.

(3.35)

However, the integration of the marginal likelihood in the denominator

of Eq. (3.35) is often analytically intractable and the posterior distri-

bution needs to be approximated by using methods like Markov chain

Monte Carlo (MCMC) (Neal, 1993). Performing MCMC may have sev-

eral challenges depending on the properties of the posterior. For exam-

ple, the MCMC algorithm may have difficulty traversing the parameter

space if the resulting posterior is multimodal, or it may not converge fast

if the posterior is single-moded but the surface is relatively flat. In sit-

uations where such problems do not occur, it has been shown that the

maximum marginal likelihood and MCMC approximation produce simi-

lar results (MacKay, 1999).

As we have seen, hyperparameters of Gaussian processes are generally

determined by using the data, which is an empirical Bayesian approach

involving risk of over-fitting. In this thesis, I also adopt an empirical

Bayesian approach by estimating the hyperparameters by maximizing the

marginal likelihoods; however, I also aim at minimizing the risk of over-

fitting by introducing bounds to the marginal likelihood surface during

hyperparameter learning. These bounds are determined based on our

prior information depending on the sampling rate of the time series and

the variance information on the observations which was inferred from pre-

processing stages of the HTS data. By utilizing these prior information in

hyperparameter learning, I aim at providing an objective and automated

way for alleviating the undesired effects of over-fitting in GP models and

thus in the ranking of genome-wide HTS time series. In the next chapter, I

will elaborate the characteristics of currently available genome-wide HTS
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time series and introduce our GP-based modelling approach which can

easily utilise the prior information on the data.
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4. GP modelling of genome-wide HTS
time series

Having explained the theoretical background of Gaussian processes in the

previous chapter, I will now elaborate their applications in genome-wide

HTS time series modelling. One of the main objectives of HTS time series

analyses is to understand how genetic features behave in various biolog-

ical processes, and how they respond to external stimulations, such as a

drug treatment, or changing environmental conditions. Particularly, one

may be interested in identifying the biologically relevant genetic features

which take place in the studied process. For example, genes which exhibit

differences in their expression profiles are typically regarded as candidate

genes which may have a function in the biological process studied. These

differences in gene expression can be observed between different time

points in one biological condition, or in the overall temporal behaviour

between different biological conditions. Furthermore, more insight can

be gained by clustering the genes which have similar expression profiles

together, assuming that those clustered in the same group share similar

biological functions (Eisen et al., 1998).

A genome-wide HTS time series data set can be viewed as a collection

of related data subsets where each data subset is obtained by applying

HTS techniques to the whole genome (or transcriptome, epigenome, etc.)

at a different time point. Each data subset then contains thousands of

genomic features quantified by the probabilistic methods mentioned in

Section 2.4.2. In addition to the estimates of the quantities, Bayesian

probabilistic methods also provide the uncertainty levels in the inferred

quantities. Being able to quantify the uncertainties in the measurements

and to utilize them in the modelling of time series is essential for de-

veloping robust statistical methods for the downstream analyses such as

detection of differentially expressed genes.

Apart from the fuzziness of the quantities of genomic features, currently
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available HTS time series data may pose other limitations as well, de-

pending on the experimental design. Firstly, due to financial constraints

of the experiment budget, these time series are often very short, sparse

and usually irregularly sampled, complicating the estimation of underly-

ing temporal dynamics of the biological process. Secondly, they often have

very few or no biological replicates, which hinders proper estimation of

biological variance.

These limitations of the data make traditional time series methods such

as autocorrelation and frequency domain techniques inapplicable as these

methods require time series to be long and regularly sampled. Gaussian

processes provide a good alternative for modelling this kind of data as

they are flexible and can be applied to sparse and irregularly sampled

time series. GPs allow us to perform Bayesian non-linear regression tasks

by defining a prior over functions and to interpolate the function values

at the unobserved input points within some degree of confidence.

Gaussian processes have been widely used in modelling gene expression

time series (Yuan, 2006; Gao et al., 2008; Kirk and Stumpf, 2009; Stegle

et al., 2010; Cooke et al., 2011; Kalaitzis and Lawrence, 2011; Hensman

et al., 2013; Äijö et al., 2014; Heinonen et al., 2015; Yang et al., 2016) and

in modelling evolutionary trajectories in population genetics (Jones and

Moriarty, 2013; Terhorst et al., 2015). Some of these methods test DE

between two different biological conditions, while others aim at detecting

DE over the time course in response to some external stimuli.

GPTwoSample test of Stegle et al. (2010) have addressed the former

question by modelling two time series first with a shared GP and then

with two independent GPs. It then identifies which genes are DE in which

time intervals by detecting the time intervals when the two independent

GPs represent the data better than the shared GP for each gene.

Kalaitzis and Lawrence (2011) have addressed the latter question and

proposed fitting two independent GP models to each time series, namely,

time-dependent and time-independent GP models. Time series of all ge-

nomic features are then ranked by their Bayes factors, a measure of how

likely the underlying function has a time-dependent structure rather than

time-independent. At the end, genomic features which have large enough

Bayes factors are considered to display significant changes in their quan-

tities across the time course.

In this approach, time-independent GP model assumes that the under-

lying temporal function is a constant function and the fluctuations seen
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in the observed quantities of the genomic features are due to a combina-

tion of biological and experimental noise, which is captured by using an

additive white noise covariance function (can be viewed as a zero-mean

function corrupted by white noise in case of mean-subtracted time se-

ries). On the other hand, time-dependent GP model assumes that the

underlying function has a smooth temporal structure in which the cor-

relations between samples at different time points are captured with a

squared exponential covariance function. Additionally, the noise variance

is captured with the white noise covariance function, similar as in the

time-independent model. Bayes factors are then computed for each ge-

netic feature by the ratio of the marginal likelihoods of GP models under

two alternative hypotheses. Let us denote these hypotheses by H0 and H1

as following:

H0 : D ∼ GP (0,KW(t, t′))

H1 : D ∼ GP (0,KSE(t, t
′) +KW(t, t′)),

where KSE(t, t
′) and KW(t, t′) denote the squared exponential and white

noise covariance matrices, respectively, as described in Section 3.3.1.

Then, the Bayes factor Ki for the genetic feature i is computed as:

Ki =
P (D | �̂i, σ̂2

i , σ̂
2
ni, H1)

P (D | σ̂2
ni, H0)

. (4.1)

The marginal likelihoods under each hypotheses are approximated by set-

ting the hyperparameters to the maximum marginal likelihood solutions,

which are found by the scaled conjugate gradient method of Møller (1993)

in the gptk R package implemented by Kalaitzis and Lawrence (2011). �̂i
and σ̂2

i denote the parameter estimates of the KSE covariance function for

genetic feature i, and σ̂2
ni denotes the estimated noise variance in KW for

genetic feature i, which are all found by maximizing the marginal likeli-

hood.

Äijö et al. (2014) have used GPs for tracing gene expression during early

human T helper 17 (Th17) cell differentiation and T-cell activation. They

model the temporal correlation among gene expression levels by using

GPs in combination with negative binomial likelihood of the count data.

They have also shown that rescaling the dynamics of the replicated mea-

surements in order to account for the experiment-specific biases have im-

proved the sensitivity of the model. Heinonen et al. (2015) have devel-

oped another approach similar to that of Stegle et al. (2010) for detecting

time intervals of differential expression by introducing a non-stationary

covariance function which can better adapt to non-stationary dynamics of
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the underlying process.

Yang et al. (2016) have employed GPs for inferring the perturbation time

point, i.e., the time point at which the gene expression time profiles in per-

turbed and unperturbed conditions start to diverge from each other. In or-

der to achieve this, they model the time series in two different conditions

with a shared GP before the perturbation time, and with two conditionally

independent GPs after the perturbation time. Then, they infer the pertur-

bation time by using a simple histogram representation for the posterior

distribution of the perturbation time point.

Huang and Sanguinetti (2016) have used GPs to improve the estimation

of spliced isoform proportions in RNA-seq time series data. Their DICE-

seq method uses a mixture model similar to that of MISO (Katz et al.,

2010). However, instead of estimating isoform proportions independently

at each time point, it infers the correlations between time points through a

latent GP and then incorporates the correlations into their mixture model.

The results have shown that sharing information across different time

points improves the accuracy of the isoform quantification, especially for

those at low coverage.

4.1 Contribution of this thesis

The objective of this thesis is to develop robust statistical methods which

seek answers to the question “Which genomic features undergo significant

temporal changes in their quantities during the given time period?". Here,

genomic features is used as a general term, referring to allele frequencies

in Pool-seq applications, or to transcript isoform abundances in RNA-seq

applications.

Considering the large number of genomic features that are present in

the whole genome, identifying which of them undergo significant changes

in their quantities over the given time course is not straightforward. For

achieving high specificity and sensitivity rates, various factors need to

be taken into account. These factors include inherent variability which

stems from biological reasons, and external variability which stems from

the limitations of the measurement techniques used. Combination of

these two main sources of variability leads to the fact that we always

see differences in the quantities of a genomic feature across the given

time course. Being able to distinguish inherent variability from external

variability is the key factor which facilitates identification of the changes
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associated with the dynamics of the biological process.

Previously mentioned methods have adopted different modelling strate-

gies in order to take the uncertainty sources into account, ranging from

very simple to more complex models. Simple models are easier and more

practical, but they might fail to explain the data successfully if they ig-

nore the characteristics of the data. On the other hand, complex models

try to cover all characteristics of the process, mostly leading to computa-

tionally prohibitive forms and hence failing to be practical in real life prob-

lems. Therefore, in this thesis I aim to develop models which are complex

enough to explain the data with some degree of confidence, and simple

enough to be easily applied to real life problems. In order to achieve this,

I develop an objective approach to strengthen the method of Kalaitzis and

Lawrence (2011) and make it more robust against the limitations of HTS

data sets by considering the uncertainty in the quantification and sparse

sampling over time series.

By incorporating our prior knowledge about the characteristics of the

data during the GP modelling of time series, I especially aim at eliminat-

ing false positives which could otherwise occur due to over-fitting in the

time-dependent GP models and lead to inflated Bayes factors. One simple

way to incorporate our prior knowledge into GP models without increas-

ing the computational cost is to set bounds to the range of values that the

parameters of the covariance functions can take. In other words, instead

of picking up the model satisfying the maximum marginal likelihood so-

lution under the standard approach of Kalaitzis and Lawrence (2011), I

try to find the most reasonable parameter values once the uncertainties

of the quantities and the characteristics of time spacing have been taken

into account. This strengthens the models against over-fitting and makes

the ranking of genetic features more robust against the uncertainties in

the data. This is satisfied by introducing bounds to the length-scale pa-

rameter, and incorporating the available variance information into the

GP models as lower-bounds for the noise variance at each observed time

point. In the following subsections, I will explain these two approaches in

more detail.

4.1.1 Length-scale bound

In order to examine how the method of Kalaitzis and Lawrence (2011) per-

forms in a real data set, we applied it in the data set of Orozco-terWengel

et al. (2012). This data set contains time series of allele frequencies ob-
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tained by applying Pool-seq technique to fruit fly populations over 37 gen-

erations in an experimental evolution study. Each time series contains

allele frequencies measured from three replicates at the base generation,

two replicates at generation 15, one sample at generation 23 and 27 each,

and 3 replicates at generation 37. In other words, each SNP trajectory

is sampled at 5 time points, only three of which are replicated. In total,

there are 1,257,117 SNPs.

Modelling all SNP time series by time-dependent and time-independent

GPs and ranking them by the Bayes factors have shown that the model se-

lection by maximum marginal likelihood have led to over-fitting in about

10% of top-ranked SNPs due to having a very small length-scale estimate

(see Publication I). On the other hand, spacing of the sampled time points

is not dense enough to support detection of true fluctuations at very high

frequencies. Therefore, SNPs with large Bayes factors which have smaller

length-scale estimates than the sampling interval are likely to suffer from

over-fitting and they should be handled cautiously in order to prevent

them from being false positives.

In Publication I, we discussed this issue based on Nyquist sampling the-

orem (Tick and Shaman, 1966; Oppenheim and Schafer, 1975) by using

the spectral representation of the GP model with squared exponential

covariance. We concluded that a conservative way to avoid over-fitting

due to small length-scale estimates would be to set a lower bound on the

length-scale which would not exceed the sampling interval in the data

set. In data sets which have nonuniform time spacing like in the example

data set, the least restrictive bound would be to set the length-scale lower

bound to the shortest distance between consecutive time points.

4.1.2 Variance modelling

In addition to the limitations due to spacing of the sampled time points,

quantification uncertainty is another important factor affecting the model

fit. If the uncertainty in data quantification is not accounted for properly,

the estimated temporal function might not represent the true underlying

signal well. In order to avoid this situation, developing proper noise mod-

els to capture the uncertainty in the quantification and taking this noise

information into account is very important.

To this end, I propose utilizing the variance information obtained

through pre-processing stages at the sampled time points as lower bounds

for the noise variance in the GP models used in the hypothesized models
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of the standard approach of Kalaitzis and Lawrence (2011). So, our new

hypotheses become:

H0 : D ∼ GP (0,KFW(t, t′))

H1 : D ∼ GP (0,KSE(t, t
′) +KFW(t, t′))

where

KFW(t, t′) = δtt′(σ
2
n + σ2

tt′),

in which δtt′ is the Kronecker delta function, σ2
n denotes the global noise

variance which is to be estimated during hyperparameter learning, and

σ2
tt denotes the fixed noise variance at time point t which had been esti-

mated by application-dependent variance models through pre-processing

stages. The values of σ2
tt are kept fixed for t ∈ (1, . . . , n), serving as a tool

to set different lower bounds to the total noise variance at each time point,

and they play role of a regularizer in model fitting as well as in Bayesian

model comparison by affecting the value of the maximum marginal likeli-

hood under the hypothesized models.

Another benefit of using the fixed variances is that they allow us to

fit GP models by relaxing the assumption that the noise is independent

and identically distributed (iid) at each time point, i.e., εt ∼ N(0, σ2
n) for

t ∈ (1, . . . , n), which is an assumption in the standard application of GP

regression. However, implications of HTS applications are too complex to

assume that the errors and biases apply uniformly at each time point to

the genomic features in the sampled genome, which makes the identical-

ness assumption unrealistic for the noise at different time points.

Instead of estimating the hyperparameters by maximising the marginal

likelihood over the hyperparameter space restricted with hard bounds,

one could have also chosen to use softer bounds by introducing hyperprior

distributions on the hyperparameters as we have discussed at the end

of Section 3.3.2. However, this approach would pose computational chal-

lenges as computations with the posterior distribution of the hyperparam-

eters (see Eq. (3.35)) would not necessarily lead to simple analytic forms

and would involve high-dimensional integrals. In addition, the MAP es-

timation of hyperparameters is not invariant to reparametrization and

therefore it may lead to different marginal likelihood values and thus

Bayes factors depending on the parametrization used. Hyperparameter

estimation by maximizing the marginal likelihood, on the other hand, is

not affected by reparametrization, thanks to the invariance property of

maximum likelihood estimation (Casella and Berger, 2002).

In the publications included in this thesis, we developed application-
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Figure 4.1. Fitted GP models for the time-dependent and time-independent models for an
example SNP taken from the real data set of Orozco-terWengel et al. (2012).
Confidence regions are shown for ±2 posterior standard deviations. Error
bars indicate ±2 standard deviations (σtt′ ), which were obtained through pre-
processing stage, and later included in GP modelling as lower bounds for the
noise variances. Replicates at the same time points are shifted by 0.5 for
better visualisation. For simplicity, the mean μmi of the observed values mij

were subtracted from the observed values and the underlying function fi()

was modelled as a zero-mean GP. Reprinted from Publication II.

dependent variance models which allow us to infer uncertainties on the

observations from pre-processing stages of the data. We then incorpo-

rate the inferred variances σ2
tt for t ∈ (1, . . . , n) into the GP models as

lower-bounds for the noise variances. For example, Fig. 4.1 illustrates the

time-dependent and time-independent GP models fitted to the allele fre-

quencies of one SNP from the data of Orozco-terWengel et al. (2012). The

error bars denote ±2 standard deviations of the allele frequencies which

were computed by modelling the allele counts with a beta binomial model

accounting for varying sequencing depth levels. Chapter 5 will elaborate

the variance models further and discuss how variance incorporation in-

creases the performance of our GP-based ranking method.

4.2 Performance measures

In the publications included in this thesis, we used precision-recall curves

to assess and compare the performances of different methods. Therefore,

in this section, I will mention common performance measures and explain

how one may interpret them.

By introducing a threshold k, we can reformulate our ranking method as

a classification method such that the genetic features which have Bayes

factors larger than or equal to k are classified as temporally changing/DE

(1) and those which have Bayes factors smaller than k are classified as
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temporally unchanging/nonDE (0). Then, the classification of each item

ends up in one of the four possible outcomes, which are displayed in the

two-by-two contingency table in Tab. 4.1, which is also called as confusion

matrix (van Rijsbergen, 1979; Fawcett, 2006).

Item originally

belongs to class 1

Item originally

belongs to class 0
Σ

Item classified

in class 1
True positive (TP) False positive (FP) TP+FP

Item classified

in class 0
False negative (FN) True negative (TN) FN+TN

Σ TP+FN FP+TN N

Table 4.1. Confusion matrix for a binary classifier.

True positive rate (sensitivity, recall): TP
TP+FN

True negative rate (specificity): TN
FP+TN

False positive rate: FP
FP+TN

False negative rate: FN
FN+TP

False discovery rate: FP
FP+TP

Precision: TP
TP+FP

Table 4.2. Performance measures calculated by using the confusion matrix shown in
Tab. 4.1.

Based on the numbers of items falling into different categories in the

confusion matrix in Tab. 4.1, different performance measures can be de-

fined as in Tab. 4.2. These measures, such as true positive rate (TPR)

and false positive rate (FPR), can be used to compare the performances of

different methods (Swets, 1988). For example, a method yielding a larger

TPR than another method at the same FPR is regarded to have better

performance. However, the trade-off between TPR and FPR changes de-

pending on the threshold value specified for each method. Therefore, a

more comprehensive technique for comparing the performances of differ-

ent methods is to draw curves for each method by connecting the (FPR,

TPR) points across different thresholds. These curves are called receiver

operating characteristic (ROC) curves (Fawcett, 2006). ROC curves of two

methods can be seen in Fig. 4.2 (a). We can see that Method 1 has larger

TPR than Method 2 for all values of FPR. The dashed green line shows

the performance of a random classifier and it serves as a baseline for the
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Figure 4.2. ROC and PR curves in balanced data. The dots on the lines correspond to
the same threshold value. Value of the area under curve for each method is
written inside the parentheses next to the method.

methods. Any method falling under the diagonal line would perform much

worse than just random guessing, which is not desirable in any case. Any

method whose ROC curve is above the baseline is considered to have a bet-

ter performance than random guessing; the closer the curve is to the up-

per left-hand corner of the plot the better it is: we would like our method

to have small FPR and large TPR.

Although ROC curves are widely used in performance evaluation of bi-

nary classifiers, their interpretation is limited especially in imbalanced

data sets, that is, when the number of true cases in the data is far less

then the number of negative cases (Davis and Goadrich, 2006). Preci-

sion recall (PR) curves, which are obtained by plotting precision versus

recall, have been shown to be more informative in this case (Saito and

Rehmsmeier, 2015).

Assume that we have a balanced data set which has equal number of

true and false cases: 100 true and 100 false. Assume that Method 1 de-

tects 90 of the true cases in the top 100 items in the ranked list. On the

other hand, Method 2 is able to detect 90 true cases in the top 150 items in

the ranked list. Clearly, we prefer Method 1 because we do not want extra

50 false positives which come along with the true positives in Method 2.

Fig. 4.2 (a) and (b) display the ROC and PR curves for two methods. We

can clearly see that Method 1 outperforms Method 2 in both plots.

In the second scenario, let us assume that our data set is imbalanced,

having a total of 200,000 items, only 100 of which are true cases. Assume

that Method 1 and Method 2 still perform similarly: Method 1 detects 90

true cases in the top 100 items in the ranked list, and Method 2 detects
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Figure 4.3. ROC and PR curves in imbalanced data. The dots on the lines correspond to
the same threshold value. Value of the area under curve for each method is
written inside the parentheses next to the method.

90 true cases in the top 150 items. However, the number of true nega-

tives is much larger in this case compared to the balanced case. Fig. 4.3

(a) and (b) display the ROC and PR curves for two methods in the unbal-

anced case. As we can see, ROC curves are not as informative any more

because enormous number of true negatives have made the ROC curves

of two methods closer to each other, and their performances have become

indistinguishable in ROC space. However, PR curves are not affected by

the number of true negatives and the performances of the methods are

still distinguishable in the PR space. We also see that the precision at the

end points of the PR curves are always equal to the baseline, i.e., the ratio

of the true cases in the data set. Performance of a random classifier also

lines along the baseline.

In order to make a more general comparison between the methods, sin-

gle measures such as area under curve (AUC) (Bradley, 1997) or average

precision (AP) (Manning et al., 2008) can be computed. For two nice pa-

pers exploring the relationship between PR and ROC curves, we refer

to Davis and Goadrich (2006) and Saito and Rehmsmeier (2015).

The problems addressed in this thesis often concern imbalanced data

sets: we would like to detect true cases which are very few in comparison

to the number of false cases in the data set. For example, among tens

of thousands genes, we are interested in identifying those which really

change in their expression levels, which might account for only tens of

genes. It is also important to rank these genes at the top of the list. As

PR curves are more informative than ROC curves in these situations, we

have used PR curves to evaluate the performances of the methods in the
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enclosed publications.
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5. Applications

In the previous chapter, I described our GP-based approach to modelling

genome-wide HTS time series. In this chapter, I will briefly mention two

application domains in which we applied our variance-incorporated GP

modelling in the analysis of HTS time series data.

In the first application, we modelled allele frequency changes in

Drosophila melanogaster (Dmel) populations across tens of generations

which were forced to adapt to temperature change under an experimental

evolution study. In this study, we particularly aimed at identifying the

SNPs which have significant allele frequency changes across generations

of populations, i.e., SNPs which were more likely to have been targeted

by selection during the evolutionary processes. We investigated the ef-

fects of different factors involved in these processes, and assessed the per-

formance of our GP-based method which utilizes the variance model we

implemented for taking into account different uncertainty levels of SNP

frequencies arising from varying sequencing depth levels over different

regions on the genome.

In the second application, we modelled time series of gene and transcript

expression levels in MCF-7 breast cancer cell lines which were treated

with estradiol (E2). Depending on the characteristics of the data and the

limitations of experimental designs, we considered a number of variance

models and assessed their performances in our GP-based ranking method.

In the real data analyses, we aimed at identifying the genes and tran-

scripts which display significant changes in their expression levels during

the given time course. By modelling the temporal behaviours of gene and

transcript expression levels, we aimed to provide an insight into the dy-

namics of splicing and transcription regulation.

As this chapter will include only the key points of our analyses, I kindly

refer any interested reader to the publications themselves for more de-
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tails. Publication II elaborates the first application; Publication III elabo-

rates the second application.

5.1 Modelling temporal dynamics of evolution in fruit fly
populations

This section summarizes Publication II, which aims to identify the SNPs

targeted by selection in Dmel populations in response to elevated temper-

ature regime during an experimental evolution study (Orozco-terWengel

et al., 2012).

5.1.1 Background

Dynamics of microevolutionary processes can be investigated with con-

trolled experiments by creating artificial selection pressures in laboratory

environment (Garland and Rose, 2009; Kawecki et al., 2012). These ex-

periments allow us to change only few environmental conditions while

keeping other conditions unchanged in the laboratory, and hence to moni-

tor phenotypic divergence occurring in the populations in response to the

changed conditions. This process is called experimental evolution (Gar-

land and Rose, 2009) and it is typically carried out with the organisms

which have rapid generation times, such as bacteria, yeast, viruses, and

fruit flies (Elena and Lenski, 2003; Barrick et al., 2009; Buckling et al.,

2009). Genetic changes in the evolved populations then can be exam-

ined by applying HTS techniques. As we have discussed in Section 2.3.2,

Pool-seq gives more information regarding the genetic makeup of popu-

lations in comparison to sequencing each individual separately with the

same sequencing budget. Recent evolve and resequence (E&R) techniques

have gained popularity in analysing experimentally evolved populations

using whole-genome sequencing (Burke and Long, 2012; Kawecki et al.,

2012; Schlötterer et al., 2014a; Jha et al., 2015). For example, allele fre-

quency changes in Drosophila melanogaster (Dmel) fruit fly populations

have been studied with respect to accelerated development (Burke et al.,

2010), body-size variation (Turner et al., 2011), and temperature adapta-

tion (Orozco-terWengel et al., 2012).

Our objective in this task is to identify the SNPs which have signifi-

cant allele frequency changes in response to artificial selection pressures

applied to Dmel fruit fly populations in an experimental evolution study
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carried out by Orozco-terWengel et al. (2012). This is a challenging task

as allele frequencies change for all SNPs due to genetic drift and power-

ful statistical methods are needed to properly distinguish these random

changes from the true changes which are driven by the selection pres-

sures. Commonly used methods, like Cochran-Mantel-Haenszel (CMH)

statistical test (Agresti, 2002), are based on the pairwise comparisons be-

tween the allele frequencies in base and end generations. However, these

tests are not able to account for the temporal correlation between the gen-

erations or the variance of the allele frequency estimates. Gaussian pro-

cesses provide a suitable approach for modelling the temporal correlations

between allele frequencies observed at multiple time points by taking into

account the assumptions regarding the model structure such as smooth

change over time. Furthermore, allele frequencies observed at different

time points may have different level of uncertainties depending on the

sequencing depth. For example, we would be more certain of an allele fre-

quency being 0.3 if the number of that allele is quantified as 30 out of a

total number of 100 reads obtained from the same locus rather than the

respective numbers being 3 out of 10. We will call the total number of

reads sampled from (or mapped to) a particular location on the genome as

sequencing depth.

In our study, we implemented a Bayesian beta-binomial model for in-

ferring allele frequency variances depending on the allele counts and the

sequencing depth of the SNP at each generation. We then incorporated

the posterior variances into our GP models, and evaluated their perfor-

mances with simulation studies under different experimental settings.

Let me now explain some details of our simulated data sets and the real

data from Orozco-terWengel et al. (2012).

5.1.2 Data

The data of Orozco-terWengel et al. (2012) were collected from Dmel pop-

ulations evolving in response to elevated temperature regime with daily

fluctuations (12h at 18◦C and 12h at 28◦C). Base populations were es-

tablished from isofemale lines in northern Portugal and the populations

were propagated at a constant size of 1000. Pool-seq was applied to DNA

pools of 500 females at the following generations: base generation 0 (three

replicates), generation 15 (two replicates), generation 23, generation 27,

end generation 37 (three replicates). Pool-seq reads were mapped against

Dmel reference genome with BWA (Li and Durbin, 2009), and base call-
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Parameters Values

Population size (N ) 200, 1000, 5000

Number of founder haplotypes (H) 100, 200, 500, 1000

Selection coefficient (s) 0.005, 0.01, 0.05, 0.07, 0.1, 0.14, 0.2

Level of dominance (h) 0, 0.25, 0.5, 0.75, 1

Number of generations (g) 30, 60, 120

Number of replicates (r) 2, . . . , 5, . . . , 15

Table 5.1. Parameter values used in the single-arm-chromosome simulations. Basic val-
ues which have also been used in the whole-genome simulations are high-
lighted with bold text.

ing was performed for the SNPs which met predetermined quality crite-

ria. The final data set contained allele counts of 1,257,117 SNPs at the

sampled generations.

In addition, we performed simulations which mimic the dynamics of real

data with different parameter settings. By using the MimicrEE simula-

tion tool (Kofler and Schlötterer, 2014), we simulated 5 replicate popula-

tions evolving for 60 generations at a constant population size of N = 1000

from H = 200 founder haplotypes. Then we recorded the nucleotide counts

of 1,939,941 autosomal SNPs out of which 100 were selected with selec-

tion coefficient s = 0.1 and semi-dominance h = 0.5. We repeated the

same whole-genome simulation three times with different sets of selected

SNPs.

In addition to the whole-genome simulations, we performed small-scale

simulations by using only one chromosome arm (25 selected SNPs out of

≈ 16 Mb) in order to investigate the effects of different parameters. We

designed a parameter space around the basic values we had in the whole-

genome simulations, and we examined the performance of the methods

by perturbing the parameters from their basic values one by one. The pa-

rameter values we considered in our simulations can be seen in Tab. 5.1.

For more details on the simulations, please refer to Publication II.

5.1.3 Methods

Using the simulated data sets with different parameter settings, we com-

pared CMH statistical test (Cochran, 1954; Mantel and Haenszel, 1959;

Agresti, 2002) with our beta-binomial GP (BBGP) test. The CMH test,

which was also applied by Orozco-terWengel et al. (2012), is a general-

ization of Fisher’s exact test to multiple replicates and is one of the most

74



Applications

Frequency

Po
st

er
io

r m
ea

n

n=10
n=30
n=90

0.0 0.5 1.0

0.0

0.5

1.0

(a) Posterior mean vs. frequencies

Frequency

Po
st

er
io

r s
ta

nd
ar

d 
de

vi
at

io
n

n=10
n=30
n=90

0.0 0.5 1.0

0.0

0.1

0.2

(b) Posterior standard deviation vs. fre-

quencies

Figure 5.1. Beta-binomial model: (a) posterior means and (b) posterior standard devi-
ations for the corresponding allele frequencies under different sequencing
depth levels (n). Adapted from Publication II.

popular methods which are employed for comparison of allele frequency

changes. It basically performs comparisons between the allele frequencies

in the base and end generations. BBGP on the other hand, is able to take

intermediate generations into account within a temporal structure and it

incorporates the uncertainty levels of the frequencies into the GP models

with a fixed covariance matrix as explained in Section 2.4 of Publication

II. The uncertainty level of an allele frequency is inferred from the pos-

terior variance of a beta-binomial model which treats the allele count as

a draw from a binomial distribution. In this binomial distribution, the

sequencing depth, i.e., total number of the two types of alleles belonging

to a SNP, is used as the total number of trials and the observed frequency

of the allele is used as the probability of success. We then obtain poste-

rior mean and variance for each SNP frequency by using a beta prior on

the probability of success. As can be seen in Fig. 5.1, beta-binomial model

assigns larger variances to the SNPs with lower sequencing depth levels.

Comparison of BBGP with the standard GP method, in which the vari-

ance information is not incorporated, via precision recall curves has indi-

cated that utilizing the prior information in the GP model improves the

performance of the method, leading to a higher average precision.

5.1.4 Results

In whole-genome simulations, the performance of the CMH test was not

highly affected by the number of replicates whereas standard GP highly

benefited from increased number of replicates with its performance ap-
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proaching to that of BBGP as the number of replicates increases. Overall,

BBGP outperformed standard GP and the CMH test for all settings with

different number of replicates, and it proved to be useful especially in the

settings with very few or no replicates.

By performing small-scale simulations, we also investigated the effects

of different parameter settings on the performance of the methods. We

simulated small-scale experiments using different settings for the param-

eters such as population size and the number of founder haplotypes, se-

lection strength and level of dominance, number of replicates, length of

the experiment and spacing between the sampled time points.

We observed that the average precision increases for both methods as

the population size increases. This is an expected result as genetic drift

has larger impact in small populations. The benefit of BBGP over CMH

test is clearer with relatively small population sizes, while the perfor-

mance of the CMH test approaches that of BBGP as the population size

increases. On the other hand, the performance of both methods dropped

when the ratio of the founder haplotypes in the population exceeded 0.5.

Nevertheless, we can say that the variance incorporation in the BBGP

method helps to better distinguish the underlying signal from noise than

the CMH test. Increasing the number of replicates did not help increase

the performance of the CMH test; however performance of BBGP con-

sistently increased up to 6 replicates and evened out at larger number

of replicates. We also observed that BBGP outperforms CMH test under

moderate and large selection coefficient values with a slight decrease in

the performances of both methods for strong selection strength. We hy-

pothesize that this may happen due to the interactions between selected

sites and the hitchhiking effect (Smith and Haigh, 1974). The effects of

hitchhiking and linkage are broken when the sample size is increased and

the experiment is carried out for a longer time period. Furthermore, an

increased recombination rate had a similar effect, by allowing the allele

frequencies to evolve independently. For small selection coefficient, both

methods performed poorly, which is expected because genetic drift hin-

ders the detection of weakly selected SNPs and may even cause them to

be lost.

In the real data analysis, comparison of the scores assigned to the SNPs

by the CMH and BBGP tests shows that the CMH test is more susceptible

to falsely pick SNPs which are located in the problematic chorion cluster

with high coverage (see Fig.7 in Publication II). On the other hand, BBGP
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was more robust against the false positives which could have been trig-

gered by the high coverage problem in this region.

5.1.5 Discussion

To sum up, comparison of our GP-based method with the CMH statistical

test indicated that our method is able to recall alleles with a higher preci-

sion, which means that the alleles which evolve under selection are more

highly ranked than they are when CMH test is used. The results also

showed that our BBGP method benefits more from the increased number

of replicates, outperforming both CMH and the standard GP.

As a final note, our method studies SNPs independent of each other,

hence it is not able to explain the features of data which are influenced

by the dependency between SNPs at multiple loci. This issue was ad-

dressed by Terhorst et al. (2015) who used Gaussian processes to approxi-

mate the discrete, multi-locus Wright-Fisher processes with selection over

time. Wright-Fisher process is defined to be a discrete-time Markov pro-

cess which is used to model the dynamics of allele frequencies in a popula-

tion (Wright, 1931; Fisher, 1958). This approach allows to study multiple

linked sites jointly by estimating the mean and covariance of the GPs

from the Wright-Fisher models which take into account the temporal and

spatial effects of linkage and selection. The GP approximations are then

used to perform statistical inference on E&R time series data to identify

the sites which have nonzero selection coefficient. However, applying this

method in real life examples on a genome-wide scale may be computation-

ally prohibitive.

5.2 Modelling temporal dynamics of transcription and splicing in
breast cancer cell lines

This section summarizes Publication III, in which we analyzed RNA-seq

time series data for understanding the dynamics of transcription and

splicing regulation in MCF-7 breast cancer cell lines. To this end, we

modelled time series of gene and transcript expression levels and iden-

tified the temporal changes they exhibit during a 1280-minute time in-

terval. We examined transcript expression on two levels, which we refer

to as absolute and relative levels. Absolute expression level of a tran-

script isoform refers to its estimated abundance in the whole transcrip-
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tome, quantified in RPKM units, whereas relative transcript expression

level refers to its relative abundance with respect to all transcript iso-

forms which were transcribed from the same gene, quantified in terms of

ratios of RPKM measure of the absolute expression level of the transcript

isoform to the RPKM measure of the overall gene expression level, where

the overall gene expression level is calculated by adding up the absolute

expression levels of all transcripts which originated from that particular

gene.

5.2.1 Background

As I have discussed in Chapter 2, splicing, along with transcription, is

an important process affecting the gene expression in eukaryotes. Splic-

ing contributes to normal functioning of the cell by enabling the genes to

produce a large variety of proteins (Graveley, 2001). On the other hand,

abnormal splicing has also been associated with many diseases such as

cancer (Venables, 2004; Li et al., 2016; Scotti and Swanson, 2016) and

neurodegenerative diseases (Fu et al., 2013).

Generally, transcription is induced by extracellular signals and the

genes’ responses to these signals are influenced by complex processes such

as transcription initiation, elongation and splicing in addition to various

epigenetic mechanisms (Maston et al., 2006). As a result of the inter-

play between these processes, the mRNA abundance in the cell exhibits

varying temporal patterns. In Publication III, we used the RNA-seq data

from Honkela et al. (2015), which trace gene expression over a 1280-

minute time interval in response to estrogen receptor-α (ER-α) signalling

in MCF-7 breast cancer cell lines. In order to obtain a clear picture of

how splicing is regulated, we modelled the temporal expression profiles

both at gene and transcript isoform levels. In addition, we modelled the

changing proportions of alternatively spliced transcript isoforms for each

gene. We then classified the genes in various differential expression (DE)

groups according to their gene- and isoform-level expression patterns.

We estimated the transcript isoform expression levels by using Bit-

Seq (Glaus et al., 2012). BitSeq performs Bayesian inference over tran-

script isoform expression levels by taking into account various factors

such as multi-mapped reads, read sampling, and technical and biologi-

cal variance, and it generates MCMC samples from their posterior distri-

butions of isoform expression levels. These posterior samples can then

be used to quantify the uncertainty in the expression level estimates.
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Therefore, we used the BitSeq-generated posterior samples to calculate

the mean and variance information for each transcript expression level

estimate separately at each time point, and we incorporated the mean and

variance information into the GP modelling of time series. We examined

the performances of our GP regression models in different scenarios such

as replicated and unreplicated experimental designs, in each of which we

assessed different variance models.

5.2.2 Data

In our analysis, we used RNA-seq time course data of Honkela et al. (2015)

which were obtained from MCF-7 breast cancer cell lines. The cell lines

were treated with estradiol (E2) to stimulate ER-α (estrogen receptor-α)

signaling. Then, the measurements were taken at logarithmically-spaced

ten time points after E2 stimulation: 0, 5, 10, 20, 40, 80, 160, 320, 640,

and 1280 minutes. We mapped RNA-seq reads using Bowtie (Langmead

et al., 2009) against the human reference transcriptome which we con-

structed by gathering the cDNA sequences of the spliced transcript iso-

forms, the sequences of the pre-mRNAs, and the sequences of the long

non-coding RNAs. Then, we estimated the transcript expression levels

using BitSeq (Glaus et al., 2012), which generates MCMC samples from

the posterior distribution over expression levels. In our further analy-

ses, we focused only on mature mRNAs and discarded the reads mapped

to the pre-mRNAs and non-coding long RNAs. We then recalculated the

RPKM measures of the transcript isoform expression levels using the to-

tal number of reads which were only mapped to the cDNA sequences of

the mature mRNAs. In addition, we normalized the estimated expression

values at different time points by using the method of Anders and Huber

(2010).

In order to assess the performance of our method in different experi-

mental designs, we simulated RNA-seq reads for 15,530 transcripts orig-

inating from 3,811 genes of human chromosome 1 which was provided

in Homo_sapiens.GRCh37.73 reference file. We simulated three sets of

experiments each of which contains three replicates at ten time points

for all transcripts. 18% of these transcripts were generated from a time-

dependent model with respect to their absolute expression levels. 10%

of the transcripts were generated from a time-dependent model with re-

spect to their relative expression levels. Similarly, 10% of the genes were

generated from time-dependent model while the rest have been gener-
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ated assuming a constant model with additive noise which depends on

the mean expression and the overdispersion parameter. Three replicates

at each time point were generated from a negative binomial distribution

with overdispersion parameter (φ) set to 0.05, 0.1, and 0.2 in each set of

experiments using the mean-variance relationship σ2 = μ + φ2μ2 where

μ, σ2, φ denote the mean, variance and overdispersion parameter of the

count distribution, respectively.

5.2.3 Methods

We ran BitSeq to obtain the posterior samples for each replicate at each

time point. We then used these posterior samples to compute the means

and variances of the transcript expression level estimates. We have trans-

formed the expression level estimates to log-RPKM for overall gene ex-

pression levels and absolute transcript expression levels while we kept

the relative expression levels of the transcript isoforms in their original

form. Relative expression levels, i.e., ratios, of the transcripts sum up to

one for each gene, and hence they are correlated with each other. This

type of data is known as compositional data (Aitchison, 1982) and a few

transformations to remove the correlation between ratios have been rec-

ommended in the literature, the most common one being the isometric log

ratio transformation (Egozcue et al., 2003; Aitchison and Egozcue, 2005).

However, transforming the relative transcript expression levels with iso-

metric log ratio transformation did not provide significant benefit in our

GP models, probably due to the effect of the transformation on the vari-

ances of the ratios. Therefore, we preferred to use the untransformed

values for the relative expression levels.

We then modelled each time series using Gaussian processes as we de-

scribed in Section 4.1.2 by incorporating the uncertainty information via

fixed covariance matrix. We evaluated different variance models consid-

ering different experimental designs. Particularly, we have considered a

fully replicated experiment in which there are three replicates available

at all time points and another design where three replicates are avail-

able only at the first time point and only one measurement is available

at the other time points (we refer to this design as an L-shaped design,

see also Fig. 5.2). By using the posterior samples generated by BitSeq,

we obtained the estimates for the means and variances of the transcript

expression levels. In the L-shaped design, we additionally introduced a

second layer of variance modelling in order to share information across
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Figure 5.2. An illustration visualising how the variance model is built upon the repli-
cated data available at the first time point and is propagated to the rest of the
time series which lack replication. yr

ij denotes the estimated expression level
of the rth replicate of gene j at time point ti for i ∈ {1, . . . , n}, j ∈ {1, . . . ,M}
and r ∈ {1, 2, 3}. Diameters of the orange circles illustrate the posterior vari-
ances computed from the MCMC samples generated by BitSeq. Diameters of
the green circles illustrate the variances propagated from the variance model
of the first time point. The maximum of these two variances are used in the
GP models in the L-shaped experimental design.

replicates at the first time point, and propagated this variance informa-

tion to the rest of the time points which lack replication.

We then evaluated the performances of our ranking method by using

variances in five different ways in the GP models: (i) Fully unreplicated

case and no variance information is incorporated (ii) n-replicated cases

for n ∈ {2, 3} and no variance information is incorporated (iii) Fully un-

replicated case and the posterior variances computed from BitSeq MCMC

samples are incorporated into the GP models (iv) n-replicated cases for

n ∈ {2, 3} and the posterior variances computed from BitSeq MCMC sam-

ples are incorporated into the GP models (v) L-shaped experimental de-

sign where the expression-level-dependent variance model is constructed

by using the BitSeq posterior samples of the three replicates at the first

time point. This was done by sharing information from the genes with

similar expression levels and modelling the variances depending on the

mean gene expression levels (see Section 2.6 of Publication III for more

details). Then, at each unreplicated time point, the maximum of the mod-

elled variance and the BitSeq posterior variance is incorporated into the

GP models.
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5.2.4 Results

Comparison of our ranking method under different scenarios has under-

lined the importance of the variance incorporation into the GP models

in all settings (overall gene expression, absolute transcript expression

and relative transcript expression). The standard GP application, which

did not utilize any variance information yielded the lowest average pre-

cision in the unreplicated scenario. Having the second replicate at all

time points significantly increased the performance of the method, while

the benefit gained from adding the third replicate was very subtle. Using

the BitSeq-provided variance estimates in the unreplicated scenario in-

creased the average precision in gene-level, absolute-transcript-level, and

relative-transcript-level expression settings, in comparison to the appli-

cation of the standard GP. Having two extra replicates at the first time

point and modelling the mean-expression-dependent variances by using

these replicates and propagating them to the rest of the time series, which

lack replication, increased the performance further even though it could

not reach the performance of fully replicated scenario. We have observed

a similar behavior for all scenarios within the experiments of different

overdispersion parameters. Also, not surprisingly, the greater the overdis-

persion in the simulated data was, the smaller the average precision val-

ues of the methods were. The benefit gained from the modelled variances

was more evident in transcript-level settings for highly-expressed tran-

scripts as overdispersion increases. Overall, our assessment of our GP-

based ranking methods, each combining different ways for variance in-

corporation, have addressed that in situations where full replication is

not possible, having extra replicates only at one time point proves to be

a good compromise between fully unreplicated and fully replicated cases

by allowing us to obtain mean-expression-dependent variance estimates

which can be propagated to the rest of the time series.

Encouraged by the good performance of the method with modelled vari-

ances, we applied a similar strategy for the analysis of real data. As the

first three time points were close enough to each other, we considered

them as replicates measured at the same time point, and modelled the

mean-expression-dependent variances by sharing information across the

first three time points (0, 5, 10 mins). Then we propagated these variances

to all time points, which lacked replication.

Analysis of the real data at three settings and visual inspection of tem-
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poral profiles of the gene and transcript expression levels have indicated

that different genes employ different strategies to regulate their splicing

patterns. These strategies can be seen more clearly in approximately 11%

of the genes, which exhibit temporally changing expression patterns in

at least one setting (absolute or relative) of their transcript expression.

For example, several genes which change in their overall expression lev-

els over time have transcripts staying at a constant level in their relative

expression. There are also some examples in which the relative transcript

expression levels change independently of the overall gene expression lev-

els, and some examples in which some transcripts of a gene stay constant

in their absolute expression levels while other transcripts have chang-

ing expression patterns. We hypothesize that these examples suggest a

link between gene expression and splicing, and we believe that further re-

search studying the temporal profiles of absolute and relative transcript

expression levels with careful controls will provide valuable insight in the

roles of gene expression and splicing in complex biological processes.

5.2.5 Discussion

Our analyses have indicated the importance of replication for accurate de-

tection of temporal changes in gene and transcript expression patterns. In

the experiments which lack full replication, adding a few replicates only at

one time point may increase the accuracy of the method without increas-

ing the experimental cost extensively. This allows us to obtain better vari-

ance estimates by utilizing the observations at the replicated time point,

and to propagate these variances to the unreplicated time points. This

strategy improves the performance of the method under the assumption

that the mean-variance relationship is homogeneous across time points.

Our analysis with the real data has also indicated different temporal ex-

pression patterns followed by transcripts at absolute and relative levels.

However, the analysis of transcript expression at the relative level still

requires better techniques which can mitigate the correlation between

relative expression levels of the transcripts coming from the same gene

without affecting their variance estimates adversely.
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6. Conclusions

In this thesis, I presented techniques for modelling genome-wide HTS

time series and identifying the genetic features which exhibit significant

changes in their abundances over the given time course. The analysis of

current HTS time series data is challenging due to several factors such as

the sparsity of time series, scarcity of biological replicates, and the uncer-

tainty in the data which arise from the limitations of HTS platforms. The

GP modelling and ranking approach presented in this thesis takes into

account the characteristics of the data and easily incorporates the uncer-

tainty information on the measurements. This is especially important in

situations where only a small number of candidates are the true targets,

out of thousands or millions of candidates. Failing to take into account the

characteristics of the data may lead to an increased number of false pos-

itives, undermining the validation stages in the biological experiments.

The approaches presented in this thesis aim at mitigating this problem

by utilizing the prior knowledge obtained from pre-processing stages of

HTS data in the GP models so that the characteristics and limitations of

the data are taken into account during inference.

Prior knowledge is incorporated into the GP models via suitable co-

variance functions. Applications presented in this thesis have used the

squared exponential (SE) covariance function as it was suitable for cap-

turing the smoothness assumption of the underlying temporal functions.

Nevertheless, different covariance functions can easily be integrated into

our modelling approach. Prior information regarding the uncertainty lev-

els of the quantification has been incorporated as lower bounds for the

noise variance, relaxing the identicalness assumption of the noise for the

measurements at different time points, being more realistic for the avail-

able HTS time series data sets.

On the other hand, the presented methods still do not exploit the full
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potential of biological knowledge. For example, a more correct approach

would be to model the quantities of all genetic features jointly over the

studied time course. Although the approach presented in this thesis takes

into account the temporal correlations between the quantities of an indi-

vidual genetic feature at different time points, it does not take into ac-

count the correlations between the quantities of different genetic features

which could be biologically related with each other, and it ignores possible

interactions between different genetic features at different time points.

In the future, designing better covariance matrices which can accommo-

date more realistic assumptions, and developing computationally efficient

methods which can model the joint relationships between genetic features

will be very valuable. Nevertheless, I believe that the methods presented

in this thesis will provide a stepping stone for bridging the gap toward the

more correct unified GP models in HTS time series analyses.

The software implementing the methods which were proposed in this

thesis has been provided as an R (R Core Team, 2018) package named

GPrank (see Publication IV). Allowing for visualization and filtering, I be-

lieve that our software package will help researchers to gain insight about

the temporal behaviours of the genetic features involved in their experi-

ments, and it will be useful to form a basis for the further downstream

analysis. For example, filtering out the genes which do not have a clear

time-dependent activity has allowed us to focus on biologically most rel-

evant genes in our analysis on transcription dynamics which combines

RNA-seq and ChIP-seq time series data (Honkela et al., 2015).
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