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This thesis looks into message routing in these wireless mesh networks, specifically focusing on Bluetooth mesh, and develops a new source routing protocol to
be used in such networks based on Bloom filters. A real life office automation scenario is simulated and this new routing solution is compared to the standardized
Bluetooth mesh forwarding scheme.
Results of this thesis show that in the conditions of the simulation the Bloom filter
routing greatly outperforms the standardized solution in terms of unnecessary
relay traffic and even successful transmissions.
To give indication of the performance differences measured: in a simulation of
almost 900 nodes and 49 relays the flooding implementation made 34 times more
unnecessary packet hops than the in-Packet Bloom filter routing described in
this thesis. While this routing protocol has severe limitations in dynamically
changing mesh network topologies, this efficiency increase could help decrease
energy consumption and bandwith congestion of wireless mesh systems.
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Esineiden internet on mullistanut sensoreiden ja aktuaattoreiden käytön ja hallinnan. Lyhyen kantaman radioverkkojen on kehityttävä jatkuvasti internetiin
yhdistettyjen laitteiden määrän kasvaessa. Langattomat mesh-verkot tarjoavat
mahdollisuuden kattavaan lähiverkkoon näiden laitteiden internetiin kytkemiseksi.
Tässä diplomityössä tarkastellaan pakettien reititystä mesh-verkoissa, keskittyen
Bluetooth mesh -teknologiaan, ja kehitetään uusi reititysprotokolla käytettäväksi
näissä verkoissa. Tätä uutta protokollaa verrataan Bluetooth mesh -standardin
mukaiseen reititykseen todellisen toimistorakennuksen pohjalta rakennetussa simulaatiossa.
Simulaation tulokset osoittavat tässä työssä kehitetyn reititysprotokollan olevan
tietyissä olosuhteissa huomattavasti standardoitua reititystä tehokkaampi. Kehitetty reititys vähentää turhia pakettien uudelleenlähetyksiä ja parantaa pakettien
perille pääsemisen varmuutta.
Tämän diplomityön tuloksissa näytetään muun muassa, että simuloidussa 900
päätelaitteen ja 49 reitittimen verkossa standardoitu Bluetooth mesh -protokolla
tekee noin 34 kertaa enemmän tarpeettomia uudelleenlähetyksiä työssä esiteltyyn
reititysprotokollaan verrattuna. Vaikka tässä protokollassa on merkittäviä rajoitteita muuttuvien mesh-verkkojen suhteen, saattaa näin suuri uudelleenlähetysten
tehostaminen mahdollistaa matalamman energiankulutuksen ja kaistan käytön
langattomissa mesh-järjestelmissä.
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Chapter 1

Introduction
This thesis studies the performance and potential of a proposed Bloom filterbased routing solution to the relaying process of the Bluetooth mesh protocol.
This routing protocol and the standardized implementation of Bluetooth
mesh forwarding are simulated and the performances are compared to analyze
the differences and capabilities of each in relation to the other.
The Internet of Things has revolutionized the control of actuators and
the collection of data from sensors. Following the continuing increase in the
number of connected devices and applications, there is a growing demand for
improved wireless capabilities to support them. More and more devices, be it
machines at a manufacturing plant or lighting elements in an office building,
are required to be connected either to a central controller or directly to the
internet. For example the Ericsson Mobility Report of June 2018 estimates
the number of cellular IoT connections to reach 3.5 billion by 2023 [1] and
Gartner estimates the devices connected to internet to outnumber humans 4
to 1 by 2020 [2].
As the number of connected devices at a site grows, the requirements
for the connecting technology also increase. With ever increasing amounts
of data required and the growing physical distances within device networks
such as building automation, there is a distinct need to improve the wireless
solutions available today.
Bluetooth is one of the most widespread wireless technologies in the world.
Originally developed to replace wires in peripheral connections, it has grown
to be used in billions of devices, both industrial and commercial. After the
release of Bluetooth mesh specification in June 2017 [3–5] it has become a potential technology for implementing larger scale sensing and control networks,
competing with other radio and mesh networking technologies in certain domains.

1
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Research Problem

The research questions of this thesis are the following:
1. Would the use of Bloom filters improve the forwarding efficiency of
Bluetooth mesh networks?
2. What other techical properties do these protocols have, that would
affect their performance compared to each other?
3. Are there specific use cases where either process would significantly
outperform the other?
The goal is to gather quantitative measurements of the performances of
both the standardized and the newly proposed forwarding solutions and use
these to create a comparison. A large physical test setup is not feasible as it
would require hundreds of devices with customized routing algorithms, so a
simulation is used to gather the data.

1.2

Thesis Contribution

For this thesis an improved version of a previously proposed source-routing
protocol was developed by the author of this thesis based on the previous
work of his advisor to improve the efficiency of Bluetooth mesh networks. To
test the protocol the author developed a simulation program on a proprietary
network simulation framework by Ericsson. The two forwarding logics this
thesis studies are implemented as a network layer module in the simulator
and the results of the simulation together with theoretical analysis provide
following answers to the reseach questions:

1.2.1

Research Question 1: Would the use of Bloom
filters improve the forwarding efficiency of bluetooth mesh networks?

The simulation results in chapter 6 show that in our specific simulation scenario the use of in-packet Bloom filters significantly increases the forwarding
efficiency of networks. This improvement was in best cases even up to ten
times more effective. To an extent, even the packet delivery ratio was improved due to decreased amount of packet collisions and consequent packet
loss.
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These results suggest that implementing some level of iBF routing could
significantly improve the Bluetooth Mesh, especially in large deployments.
However, as the simulation is run only in a completely static network, with
no relay downtime, the results cannot directly be expanded to real life deployments, where these changes are a factor.

1.2.2

Research Question 2: What other techical properties do these protocols have, that would affect
their performance compared to each other?

In addition to the differences in forwarding efficiency, these two protocols
differ quite greatly in both complexity and reliability. While iBF forwarding
is more efficient measured in amount of unnecessary packets transmitted,
the overhead required to set this forwarding up requires a whole new route
forming process and changing or replacing the currently specified heartbeat
packets in Bluetooth mesh.
Bloom filter forwarding, as common with routing solutions, would also
require a healing process to be implemented to counter connection problems
arising from relay failures. When packets are sent only on one specific path,
should any relay on this path become unavailable, the packet would be lost.
This problem is not as severe in flooding based implementations, as packets
use any and all paths within their TTL to reach their destination.

1.2.3

Research Question 3: Are there specific use cases
where either process would significantly outperform the other?

iBF forwarding seems to significantly outperform the flooding solution in a
static network, where network topology and node placement did not vary over
time and where the average path length in hops was under 2 hops. Should the
average path length grow, the performance of the iBF system would decrease
due to the path Bloom filters filling up and false positives becoming more
common. However even with a completely full iBFs this forwarding logic
should perform as well as flooding. This is due to the inherent 100% false
positive probability of the flooding system.
While a dynamic network topologies were not simulated in this thesis,
based on the nature of flooding and routing solutions in packet forwarding,
it is likely that flooding solutions would outperform the iBF solution due
to its higher reliability when network topologies change or there are relay
failures.
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Thesis Strcucture

Chapter 2 describes the basic principles of Bloom filters and their potential
use in packet routing. In chapter 3 different mesh solutions are presented.
The current implementation of the Bluetooth mesh uses a process called
Managed Flooding to forward messages in the mesh network. This solution
is further described in section 3.2. In chapter 4 we describe a new proposal
for packet forwarding in mesh networks, specifically focusing on Bluetooth
mesh.The proposed solution is based on using Bloom filters described in section 2.1 and their use in packet forwarding described in section 2.2. Chapter
5 describes the simulation tools and environment used for the study and in
chapter 6 the results of the simulation are presented and analyzed.

Chapter 2

Packet Forwarding With Bloom
Filters
Bloom Filters were first introduced in 1970 and have been used in a multitude
of applications, such as dictionary, database and different caching solutions
[6]. They are still a research topic with potential new applications. In section
2.1 we discuss the theory of Bloom filters and some current use cases. Section
2.2 explains the basis for the in-packet Bloom filter forwarding scheme that
is further enhanced and presented in section 4.1.

2.1

Bloom Filters Theory

A Bloom filter is a probabilistic data structure originally introduced by Burton H. Bloom in his article Space/Time Trade-offs in Hash Coding with Allowable Errors [7] in 1970 as an alternative to conventional hash-coding.
Bloom filter in its simplest form is a single dimensional array of m bits
where each bit is individually adressable. In an empty Bloom filter each bit
is set to 0. When a data item is inserted into the filter, k hash functions
are applied to the item to find k different index values for the data item and
corresponding bits in the Bloom filter are set to 1. After the bits have been
set, the filter can be used to check whether an arbitrary data unit is part of
the filter. If all k of the item’s hashed index bits are set, it belongs to the
set with a certain probability. If even one of the bits is not set, the item is
definitely not part of the set.

5
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Figure 2.1: An example of a Bloom ﬁlter usage. (m = 24, k = 3)
The indices returned by the hash functions are not unique and one index
bit in the Bloom ﬁlter can be set to 1 by multiple diﬀrent items. This allows
the ﬁlter to use less space but consequently there is a possibility of a false
positive result on comparison when all the hashed bits of the item are set
in the ﬁlter, but they are set by diﬀerent entries [7]. An examle of Bloom
ﬁlter use in data veriﬁcation is depicted in Fig. 2.1. First, the set {X, Y,
Z} is inserted into the ﬁlter by setting k bits to 1 for each entry after which
the items X, V and W are compared against the ﬁlter. Item V results in a
negative response and thus cannot be part of the set, X and W on the other
hand have all their corresponding bits set, so they probably are in the set.
However, while X really is in the original set, the bits W compares to have
been set by diﬀerent items during insertion, so W actually results in a false
positive. In both cases further tests are needed to discern for certain whether
the items are truly a part of the set.
Bloom ﬁlters are useful especially in applications where most of the received messages should not be accepted. This is due to the fast rejection
speed and the probabilistic nature of the Bloom ﬁlter where we can only be
certain that a speciﬁc item is not a member of the selected set. Making sure
an item is in the set will require additional steps, so in applications where
a large portion of messages should be accepted this solution will save very
little, if any time. In his article Bloom names a hyphenation program, where
most words can be hyphenated using a few simple rules and only about 10%
would need to be looked up in a dictionary as a good example of an application where these ﬁlters are useful. [7] Another such application could be
packet forwarding in networks which is discussed more in section 2.2.
Due to the possibility that multiple items result in the same bits being set
in the Bloom ﬁlter after hashing, items cannot be removed from the set once
inserted; there is no way to identify whether another item has set that bit or
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not. Multiple extensions to the concept of Bloom filters have been proposed
to make removal of entries possible, one example of such extension is the
Counting Bloom filter [8]. In this implementation each index of the Bloom
filter is represented by a counter instead of a single bit. When a data item
is inserted into the filter, the counters at the corresponding hash indices are
incremented and each non-zero counter index is considered as set identically
to the original Bloom filter operation. This allow removing items from the
filter by decrementing said counters. This way an index of the filter is unset
only after all data entries tied to that specific index have been removed from
the filter. Should these counters be too small however, they run the risk of
overflowing after multiple data entries.

2.2

In-Packet Bloom Filters

One implementation of using Bloom filters in network routing was described
by Petri Laari in his dissertation State-Efficient Forwarding with In-packet
Bloom Filters [9]. This implementation of in-packet Bloom filters (iBF) uses
an m-bit long Bloom filter in the header of a packet into which the routing
information is encoded. Laari introduces a concept of a link identifier (LId)
to be used for routing instead of node identifiers. Each interface on each node
has its own LId that is an m-bit long bit array with k bits set corresponding
to a hashed data item to be inserted into a Bloom filter. Each link on the
route to packet’s destination node is added to the Bloom filter in the packet
header with a logical OR operation. The forwarding decision in a node is
made by checking whether the node’s interfaces are a member of the set
described by the iBF in the header by performing the logical AND operation
between the LId and iBF and comparing the result to the LId. This process
is shown in Fig. 2.2. This allows the message to always traverse the network
correctly, with some unnecessary packet forwards due to false positives with
a certain probability affected by factors such as the size of the filter, the
filling rate of the filter (the ratio of set bits to the total size of the filter),
and selected k.
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Figure 2.2: iBF comparison and forwarding decision at a node [9].
The routing information and the corresponding Bloom filters needed at
the sender are either calculated by a central Topology Manager (TM), that
has sufficient knowledge of the network topology, or collected en route, for
example by using a special path collection packet. This packet would traverse
the network from a source node, either to a specific destintion or broadcasted
to the whole network, collecting the source-bound interface LIds into a Bloom
filter in the packet header path collection field. This can be saved at the
node receiving the collection packet and can be used to send packets to the
original source node. This collection process is shown in Fig. 2.3. First a
path collection packet is sent from Node 1. The network nodes on each hop
logically OR the incoming packet interface LId into the packets collector field.
When the packet reaches Node 2, the collected iBF is used to send a similarly
functioning path collection packet directly back to Node 1, collecting the
direct hops from Node 1 to Node 2. [9]

CHAPTER 2. PACKET FORWARDING WITH BLOOM FILTERS
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Figure 2.3: Collection of routing information by an Advertisement packet
[9].
Due to the probabilistic nature of Bloom filters, this forwarding approach
has a risk of packets looping indefinitely, for example when due to false
positives a packet returns to one of its previous hops after a few jumps. In
this case the packet would be stuck in a loop that would always bring it
back to the node that begun the loop as the iBF would be evaluated as a
match on each lap. [9] To prevent this, Laari suggests some optimizations to
the protocol such as using a TTL (Time-to-Live) value on the packet, which
is decremented on each hop, thus packets stuck in loops would be dropped
after a certain number of hops. Another suggested way of cutting down the
amount of loops is to use n different Link Identity Tags (LIT) instead of
single LIds. These LITs are identical to LIds in function, but instead of
using a single LId for each packet passing through the node, the identity
bitset is chosen based on the number of hops the packet has made before.
This value d where 0 ≤ d < n d, n ∈ N is tracked at the packet header along
with the collected path iBF. During path collection d would be decremented
on each hop, the value saved at the target and then on reply message the
value would be incremented on each hop. How the use of this d value would
decrease the chance of looping is described in Fig. 2.4. In this figure, the
original terms LId and LIT are combined into the term Forwarding Entity
Identifier (FEId), which was deemed a more descriptive term in Laari’s later
work on implementing in-Packet Bloom filters in wireless networks, described
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in more depth in section 4.1.1.

Figure 2.4: Effect of d value on mathcing forwarding IDs.
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Chapter 3

Mesh Networking
In general mesh networks consist of mesh routers and clients forming a type
of an ad hoc network. In these networks the packets can be routed to destinations beyond the direct wireless transmission range of the transmitting
node [10], or in case of a wired mesh, beyond a singe physical interface. Mesh
routers are nodes in the network that forward received packets to other nodes
depending on the selected forwarding technique, which usually falls under one
of two categories: Flooding or Routing. In section 3.1 we introduce some
common implementations of wireless mesh networks and routing solutions
implemented in them. The routing technique proposed in this thesis is built
to work on top of the Bluetooth mesh implemetation which is described in
more detail in section 3.2.

3.1

Common Mesh Network
Implementations

Wireless mesh networks were originally researched and developed for military
applications, such as the US military JTRS project for developing Software
Defined Radios. The goal was to develop radio systems that could be software
configured to work in a mesh-like manner unifying the radio networks in use
by the US military branches. [11, 12]
Since the mid-1990s, a multitude of different mesh systems have been developed for different use cases, both wireless and wired networks. These systems include technologies such as ZigBee and Z-Wave. These are often used
in smart building applications for connecting sensors and actuators [10]. The
Bluetooth mesh described later is also designed for similar use cases. Other
recent developments in mesh networking include WiFi mesh implementations
used for expanding the reach of a single Wireless Local Area Network by the
11
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use of multiple interconnected wireless routers either in residential buildings
or even entire communities [13].

3.1.1

Mesh Topologies

Mesh networks can be implemented in a wide variety of topologies, including
classical star and tree topologies shown in figures 3.1 and 3.2 respectively.
However a strict predefined topology is not required and as a general rule
a functional mesh network can be implemented in any topology where from
each node a path can be found to any other node by hopping the packet at
a relay node. If each node of the mesh is directly connected to every other
node in the network, the network is called fully connected, otherwise it is
called partially connected [13].

Figure 3.1: A star network topology commonly used in Local Area Networks. [14]
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Figure 3.2: A tree network topology. [15]

3.1.2

Routing Techniques

The packet forwarding Techniques used by existing mesh networks can be
divided into two general categories: Flooding and Routing. While there
are diﬀerences and optimizations, ﬂooding implementations usually forward
packets at relays indiscriminately, so that packets generally reach each node
in the network. In contrast, diﬀerent routing mechanisms try to make sure
packets only take speciﬁc paths through the relays of the network. Latter is
more eﬃcient in sense of less packets being forwarded unnecessarily, but at
the cost of increased complexity in the packets or the relay nodes. [16]
The amount of transmissions in network also directly translate into energy consumption diﬀerences between these solutions. Powering on a radio
transmitter is a major energy cost for a constrained device and while relays
are generally advised to be connected to mains power, the energy consumption of the entire network can be signiﬁcant for the operator. To that eﬀect,
a more eﬃcient forwarding logic allows relays to save energy on transmissions
by not relaying packets unnecessarily.
In addition to diﬀerences in eﬃciencies, there are major reliability differences with these approaches. As the ﬂooding approach doesn’t rely on
speciﬁc paths, it can be used even with a rapidly changing network, as the
packet is always forwarded and thus can reach its destination if only there
exists any relay path to it. While some reliability optimizations can be made
with routing solutions as well, a disappearing relay node on a predeﬁned path
can cause the packet to be lost and connection between nodes to be broken
until a new route is formed. [10]
While ﬂooding is generally more resistant to relay failures compared to
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many routing solutions, the increased traffic poses problems for network reliability. Transmission interference and packet collisions resulting from increased traffic cause severe issues with packet throughput and delivery. This
is also shown to happen in our simulation and analyzed further in chapter 6.

3.2

Bluetooth Mesh

Bluetooth was originally developed at Ericsson to replace data cables between devices close to each other as a point-to-point wireless protocol. Today Bluetooth is one of the most popular wireless communication platforms
in the world, deployed in billions of devices. The Bluetooth Mesh Protocol
1.0 [3–5] was released on 3rd of July, 2017 to introduce mesh networking
capabilities to the Bluetooth technology. This allows Bluetooth to further
develop from point-to-point technology into a capillary network technology.
”A capillary network is a local network that uses short-range radio-access
technologies to provide local connectivity to things and devices”[17]. These
capillary networks provide short range devices connectivity to the internet
or some larger network through the use of gateways that have wider network
access. This section describes the structure and operation of the Bluetooth
mesh protocol.
The basic unit of the Bluetooth mesh is called a Node, a Bluetooth mesh
enabled device that has been provisioned as a member of a specific mesh
network. Nodes in the mesh network can reach destinations beyond their
effective radio range by employing specific types of nodes, called Relays.
In addition to acting as standard nodes, these relays forward any message
they receive, thus increasing the physical distance a message can travel far
beyond the limitations of the bluetooth radio. [18] A basic mesh topology
and message relaying paths are shown in Fig. 3.3.
In addition to the roles mentioned above, the specification defines special
Friend nodes. This feature lets battery powered or otherwise power constrained devices form a special connection, called friendship, with a nearby
friend node in order to conserve power. These friend nodes collect and store
all messages destined to these Low Power Nodes, which in turn can poll the
friend for these messages at a frequency that makes sense for that specific
device. Existing Bluetooth devices that don’t support the Bluetooth mesh
can still be used to communicate with the mesh by using so called proxy
nodes. These nodes translate mesh traffic to and from the non-mesh device,
acting as entry points for external devices. However, the BLE Mesh specification is designed so that any Bluetooth 4.0 compatible devices can be made
mesh compliant by a software update, so no separate proxy nodes would be
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Figure 3.3: An example of a bluetooth mesh topology [4].
necessary for e.g. smartphones, tablets or similar peripherals to be connected
to a mesh network. [18]
Out of the different operation features described previously, Relay, Proxy
and Friend can all be combined in a single node, but Low Power Nodes are
limited from supporting these features effectively as they are dependent on
Friend nodes for communication. [18]

3.2.1

Routing

In Bluetooth mesh 1.0 specification the nodes in a network communicate with
each other using either the unique address of the receiving node (Unicast)
or group addresses which nodes can subscribe to (Multicast). The published
message is broadcasted to any node within signal range and the receiving
nodes evaluate whether they are interested in the incoming message and
whether they are a relay and should forward the message. Relays broadcast
the received message again to every node in range until the message has
visited each reachable node within the TTL range. [18]
The original specification doesn’t implement routing as such [4]. Instead
the Bluetooth mesh implements a managed flooding solution, where received
message caches and message TTL values are used to prevent unlimited forwarding of packets [4]. However the standardization work continues and different potential routing technologies are currently developed and evaluated
for use with BLE mesh. Later in chapter 4 we present a potential routing
solution, that could possibly decrease the amount of traffic in networks without significantly increasing the complexity of the protocol and the software
needed at network relays. Cutting down on the amount of packets in the air
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during the operation of the mesh is imperative in the growing networks, as
the exponential growth of transmissions can cause a decrease in performance
of the network [19] and an increase in the energy consumption of the devices
in the network.

Chapter 4

Mesh Support With iBF
Using the current Bluetooth mesh implementation in the topology shown in
Fig. 3.3 a message published at node R to a subscribing node T would also
be transported to and evaluated in nodes A-G in addition to T. This is true
despite the protocol’s use of TTL values to control the maximum allowed
hop count, as all of these nodes are within the same distance as the node T.
This might not matter with only a few sent packets, but when the amount of
packets sent between R and T increases, the amount on unnecessary forwards
and evaluations increases in proportion.
This section discusses a proposed improvement to the currently specified
Bluetooth mesh protocol to decrease unnecessary packet forwards in the network. This would be done by combining the current flooding-based solution
with a Bloom filter based routing solution. Section 4.1 describes the changes
proposed to the Bluetooth mesh. In section 4.2 the packet and memory size
requirements are discussed. Section 4.3 lists the metrics by which the different protocols are compared and analyzed and finally in section 4.4 the
mathematical basis of Bloom filter forwarding is presented.

4.1

Mesh iBF Concept

The example given above based on fig. 3.3 is still quite harmless as the
TTL value in the case is only two, but with bigger and denser networks with
longer routes, the amount of false paths taken grows exponentially. This
is an inherent downside of the flooding approach that could potentially be
improved by using to some extent a variation of the in-Packet Bloom filter
described in section 2.2. During the development of the protocol for this thesis, we have looked into multiple implementation options that are described
in the following sections. In section 4.1.1 the original, general, mesh imple17
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mentation of iBF forwarding is presented. The following sections describe
improved iterations of the forwarding protocol more specific to Bluetooth,
with section 4.1.3 describing the final version of the protocol that is used
later in the simulation and compared to the flooding implementation of the
Bluetooth mesh.

4.1.1

Central Gateway Router

Original idea for implementing iBF forwarding in mesh networks was not
specific to BLE mesh and resembled quite closely the wired network implementation of section 2.2. In this implementation a central gateway or multiple gateways would periodically advertise to every reachable node in the
network informing them of a route to the gateway and in return would get a
registration packet from each node describing the route back to that specific
node. This way all mesh traffic would be routed through the gateway instead
of direct node-to-node communication. This would limit the space required
on each node, since they would only need to keep track of the path to the
gateway, which would have a record of every other node and corresponding
paths.
In transmissions where the number of hops is large, the Bloom filters become less and less effective, as bigger portion of the bits in them becomes set.
The filling rate of the filter is problematic in all implementations of Bloom
filter forwarding. One proposed solution to improve the forwarding efficiency
in larger networks using a central gateway approach is to add a second, intermediate gateway some hops away from the central gateway. Both gateways
would advertise and keep track of paths to nodes. This way a packet sent
from the central gateway to a far away node would only need an iBF path
to the next gateway, where the iBF in the packet header could be replaced
with a filter with a path onwards from that specific intermediate gateway.
Each node also had a local processing identity that was added to the
iBF, so that the packet would only be sent up from the network layer, if the
local Bloom filter identity matched the packet iBF. This would also make
the paths between nodes unidirectional, as the endnode identifier would be
a part of the forwarding filter. In BLE case, this was made obsolete by the
unique 16-bit address assigned to each BLE Mesh Entity, that could be used
to match destinations with 100% accuracy.
Due to the centralized routing aspect of this solution, the mesh would
be extremely vulnerable against gateway failures and there would be a lot of
extra traffic since nodes cannot communicate directly. The basic operation
of the central gateway approach to the protocol is depicted in figure 4.1.
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Figure 4.1: A simplified conceptual model of the Central Gateway Router
protocol

4.1.2

Node-to-Node Advertisement

To better suit the needs of the Bluetooth mesh, a more distributed variant
of the protocol was developed. This solution enables node-to-node communication within the mesh, without the need for a single coordinating router
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or a gateway. In this implementation the sending node (Publisher ) sends a
packet to another node (Subscriber ) much like in the original, standardized
mesh implementation, but includes in the header of the message the route
information to the Subscriber collected by a special advertisement packet
and encoded into a Bloom filter.
Each relay node in the network has a single LId with the same size as
the iBF in addition to the unique 16-bit address identifying the Bluetooth
node. To find the route, the Publisher sends out a probing message before
the actual message. This advertisement is then propagated throughout the
network identically to the way messages are forwarded in Bluetooth flooding
mesh. At each hop, the advertisement packet collects LIds of each of the
nodes it passes, adding them to a Bloom filter in packet header describing
the route back to the Publisher node by logical ORing the LId with the filter.
When the advertisement reaches the Subscriber node, the collected route
back to the Publisher found in the message header is used to send back a
registration packet indicating a successful path formation and delivering the
route information back for the use of the Publisher. In case of a Low Power
node, the advertisement will obviously not reach the node itself, but as it is
registered with a friend node, this friend can respond to the advertisement,
after which the operation of the friendship continues just as in the case
of Flooding mesh. After the registration packet is received at the original
sender of the advertisement and a successful connection is created, all packets
between these two nodes can be sent with greater efficiency.
This improvement targets specifically cases, where two nodes communicate a lot with each other over a mesh network, such as when streaming music
to a Bluetooth speaker or other continuous data. While iBF forwarding is
intended mostly to improve unicast efficiency, there is no reason why it could
not be implemented also for multicast. As mentioned in section 3.2, current Bluetooth mesh implementation uses subscribeable multicast addresses,
which can be used as the destination address. Using iBF in multicast situation would not need to differ much from unicast, only the original iBF
collection phase would be different in that instead of one path through the
network, the iBF would include response Bloom filters from each of the subscribing nodes. This does however mean that subscribers have to register
at the publisher, unlike in Managed Flooding, where the publisher does not
need to know who is listening.
The basic operation of this iteration of the protocol is depicted in figure
4.2.
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Figure 4.2: A simplified conceptual model of the Node-to-Node Advertisement
protocol

4.1.3

Node-to-Node Heartbeat

The latest iteration of the protocol is quite similar to the node-to-node advertisement scheme described in section 4.1.2. Instead of sending a targeted
advertisement to the receiver of the packet however, the nodes use the heartbeat messages already specified in the Bluetooth Mesh specification. These
messages are sent periodically from each node to let the network know they
are still online and the TTL distance to them. In addition to the specified operation, these heartbeats collect the iBF information from their path. Nodes
receiving these heartbeats then evaluate, whether they need to save the iBF
path in memory or just the TTL or either, based on whether they expect to
be sending messages to said node.
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Compared to the node-to-node advertisement scheme, this solution requires a bit more processing on the heartbeat messages, as the header needs
to be edited with the updated iBF, but as later discussed in section 4.2, the
cost of these comparison operations is assumed to be negligible. This solution
decreases the amount of packets in the network, since there is no need for
separate advertisement and registration packets in addition to the heartbeat
messages. The multicast capabilities of the system are also be improved, as
the publisher no longer needs to specifically ask for every subscriber’s address, but can collect them from the regular heartbeat transmissions and
combine them into a single iBF for transmissions.
Should a node for some reason not have received the iBF path to the
inteded destination of a packet, it can send the message out using the managed flooding implementation. This is also true for packets deemed of high
importance, as flooding provides a more reliable transportation in case of
relay failures or moving nodes.
The basic operation of this latest version of the protocol is depicted in
figure 4.3.
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Figure 4.3: A simplified conceptual model of the Node-to-Node Heartbeat
protocol

4.2

Memory and Processing Requirements

The operations defined in section 4.1 apply to the network layer of the Bluetooth mesh stack and additional information such as the iBF needs to be
added to the network layer Protocol Data Unit (PDU). Table 4.1, taken
from the Bluetooth Mesh Profile specification, shows the maximum size of
the PDU to be 264 bits or 33 octets. Any additions to the header by implementation of iBF forwarding, such as the actual iBF field and other possible
bookkeeping information will then increases the size of the PDU or take space
from the other fields. The potential advantages of this implementation need
to be leveraged against this limitation.
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Table 4.1: The composition of a network layer PDU in a Bluetooth mesh
network [4]
Adding another check at the relay nodes will increase the processing timer
per packet and while researching the performance costs at the node devices
is beyond the scope of this thesis, it can be safely assumed that the costs
in calculation cycles will not be significant as checking the iBF header is
done by a basic AND-operation. Combined with the potential decrease in
unnecessary relay hops in the network, we assume the node performance cost
of this upgrade to be negligible.

4.3

Metrics

The goal of the simulation is to compare the two protocols discussed earlier: the current Bluetooth mesh implementation of section 3.2 and the iBF
enhanced version described in section 4.1.3 by running the same scenarios
with both forwarding schemes and comparing their performance. The main
metrics for this comparison and analysis are as follows:
The Forwarding Efficiency (FE) of the network is defined as the ratio
of the number of hops required for the packet to reach its destination to the
total number of transmissions or relays of that said packet in the network
[9]. The closer this value is to 1, the fewer unnecessary retransmissions in
the network.
FE =

HopsN eeded
T otalHops

(4.1)

Packet Delivery Ratio (PDR) of the network describes the total ratio of
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packet that reach their destination to packets generated, no matter how fast
they traverse the network or how many different routes the same packet takes
to the destination. In dynamic networks this value would most likely be a lot
lower with iBF forwarding than with flooding, but in a static network only
difference should come from potential packet losses and as such the PDR is
assumed to be similar with both protocols. This is due to impossibility of
false negatives on Bloom filter matching, so the packet would always traverse
the designated path correctly barring external interference.
While Forwarding Efficiency is the main focus of later analysis of simulation results, due to its indication on network total performance, the Packet
Delivery Ratio is probably the most interesting metric from the end-user
point of view as it can actually be perceived by the user as missed packets
and resulting operational failures of the system. Should the simulation show
the PDR of the flooding implementation be much higher than that of the
iBF implementation, the potential improved Forwarding Efficiency needs to
be considered against the lowered reliability.
P acketsArriving
(4.2)
P acketsGenerated
The Reception Rate is an extension to the forwarding efficiency used
to describe the total number of nodes, relay or otherwise, receiving the packet
compared to the number of packets created in the system. This metric in
itself gives no indication of the efficiency of the protocol as even with perfect
routing the packet might be delivered to end nodes other than the target.
However when comparing two protocols used in the same topology, this metric measures the difference in data receptions resulting from unnecessary
hops. Each reception of a packet requires a few cycles to process at the
device and as such require both power and time unnecessarily.
P DR =

T otalReceived
(4.3)
T otalCreated
Node memory requirements and packet header sizes will also be considered as discussed in section 4.2. Depending on the scenario and how
the header is implemented, the protocols might need to transmit a different
amount of packets to deliver the same information.
ReceptionRate =

4.4

Hypothesis and Mathematical Basis

The main metric and difference between the current BLE mesh implementation and our proposal above, is whether or not a specific relay forwards
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a packet unnecessarily. Assuming all relays can reach each other and that
the caches at the nodes prevent rehandling of the same packet, a message
received by one of the relays in a standard Bluetooth mesh network is propagated through the network so that each relay within the TTL of the transmission forwards the packet exactly once. This also means that every single
node in the network reachable by these nodes has to evaluate every packet.
If Bloom filters are used to make a forwarding decision and limit the
transmitting relays in addition to TTL, only the nodes on the shortest path to
target, and others with a certain probability P , retransmit. The probability
of a false positive match, a relay forwarding a packet despite not being on the
precollected route, when assuming perfectly independent and uniform hash
functions [20], is quoted in numerous papers as
P = (1 − (1 − 1/m)kn )k

k, m, n ∈ N

(4.4)

where k is the number of hashed bits applied for each data entry made into the
filter, m represents the total size of the Bloom filter in bits and n the number
of data items added to the filter, in this case the number of relays on the
most direct path to packet destination. Equation 4.4 can be approximated
[6] as
P ≈ (1 − e−kn/m )k

(4.5)

Bose et al. [21] question the accuracy of these formulas, showing that P
actually describes the lowest possible probability for a false positive. Their
work does however show, that with k  m, the differences in the true probability and the ones given by equations 4.4 and 4.5 are negligible. Thus for
the purposes of this thesis, eq. 4.5 is considered accurate enough and used
when calculating the theoretical forwarding probabilities at the nodes.
The value k, which translates into the number of different hash functions
applied when adding an item to a Bloom filter, can be chosen based on
different criteria, depending on the application. In most applications the
goal is to minimize the false positive rate, in which case the optimal k can be
calculated by using equation 4.6 and rounding the result to one of the closest
two integers in case the result is not an integer. However there might exist
other constraints that limit the minimum or maximum value of k, such as
the computational power of the node running the hash functions. As n, the
number of nodes added to the filter is not generally known when designing
the system, this needs to be estimated based on the application.
k=

m
ln2
n

(4.6)
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The total number of extra hops made with either protocol depends significantly on the network topology and how each relay node is placed, but in
general a packet can reach maximum of T T L0 = T T L − h nodes off the
correct path, where h is the number of hops taken thus far. In case of mesh
flooding, and assuming no other optimizations or limitations, the probability
of this happening is 1. In case of iBF solution, the probability of a packet
being wrongly forwarded at a relay n0 hops off the predefined path is
( 0
, when T T L0 ≥ n0
Pn
(4.7)
P0 =
0
, otherwise
Figure 4.4 shows an example scenario of a network, demonstrating the diminishing probabilities of false packet forwarding at relays further from the
path. When node S sends a packet to node R over a pre-established iBF
route, the packet is forwarded at each node with probabilities depicted in
the figure, calculated with eq. 4.7: Relay nodes A and B forward the packet
with probability P 0 = 1 since they belong to the intended route and Bloom
filters cannot result in a false negative. In nodes C and D the packet is forwarded falsely with a probability of P 1 = P , since they are both only n0 = 1
hop away from the correct path. And finally in node I, the probability would
be P 2 , but since the correct path length in hops is 3, at I the TTL of the
packet is 0 and thus the packet is dropped despite the contents of the iBF.
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Figure 4.4: An example mesh conﬁguration with packet forwarding probabilities. S node sends a packet to R node. Green arrows represent the shortest,
and in this case the only, path to the receiver.
Using the topology from ﬁg. 3.3 and the equation 4.7, theoretical forwarding eﬃciencies can be calculated for certain pairs in the mesh. For example,
should node H transmit a packet to node G with ﬂooding, the packet would
have a TTL of 3 on the H→R edge. This would result in the packet being relayed in every relay of the mesh (O, Q, R, S), of which only 2 are necessary,
thus resulting in a forwarding eﬃciency of F E = 24 = 50%
Now if the relays were to use the iBF forwarding scheme, using a Bloom
ﬁlter with parameters m = 32, k = 3, the forwarding eﬃciency would be
calculated as follows: in this case n = 2 as the that is the required number
of hops entered in the bloom ﬁlter. By multiplying each possible hopcount
with it’s probability, we get the expected number of hops for the system.
Assuming relays S and O are chosen as the correct path, they always forward,
as false negatives are not possible, so the likelihoods of diﬀerent hopcounts
are as shown in table 4.2, and thus the expected hopcount is hopCount =
2
2∗0.995+3∗0.005+4∗0 = 2.005 and the corresponding F E = 2.005
= 99.75%
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Table 4.2: Hopcount probabilities
Hop Count Equation
Probability Explanation
2
1−P
≈ 0.995
No hop at Node R
2
3
P ∗ (1 − P ) ≈ 0.005
Hop at R, but not at Q
2
4
P ∗P
≈0
Hops at both R and Q
Creating a mathematical model describing the effects of implementing
the changes proposed in section 4.1 in a mesh network with an arbitrary
topology is beyond the scope of this thesis and the performance in a more
general setting is analyzed through simulation described in chapter 5. Theory
presented in this section would suggest that when k, m and n are selected so
that P is reasonably small, the use of iBF routing will significantly improve
the efficiency of one-to-one transmissions in static mesh networks, even if
the improvement isn’t as drastic as in the example case presented above.
Whether this hypothesis holds true is evaluated in chapter 6.

Chapter 5

Simulation
To test the efficiency and feasibility of the Bloom filter implementation described in section 4.1 on the Bluetooth mesh, a simulation was determined
to be the best approach. The reasoning behind choosing simulation over an
analytical method and theoretical basis for the design of the simulation are
presented in section 5.1. Some previous simulation efforts are discussed in
section 5.2. For this thesis, a Bluetooth iBF mesh network was modeled in
an existing, proprietary simulation platform to provide a more comparable
and credible basis for the simulation while utilizing a proven and tested core
simulator. Due to the proprietary nature of the simulator tool, it is not
described in detail in this thesis. However in section 5.4 the structure of
the simulation model, parameters, and scenarios are presented to the extent
that is necessary for analyzing the results of the simulation. The results of
simulations are presented and analyzed in chapter 6.

5.1

Simulation Theory

”Simulation is the imitation of a real-world system through a computational
re-enactment of its behavior according to the rules described in a mathematical model.” [22] Simulation has grown steadily to be a critical tool in many
industries and research areas ever since the advent of computers in mid 20th
century, especially boosted by the NASA space program requiring high performance calculations to enable space flight [22]. Using computer simulation
has resulted in decreasing development costs as the need to build intermediate
prototypes has diminished and the design can be tested to an extent without
a physical implementation. For example implementing a physical 900 node
Bluetooth mesh network to test different forwarding protocols with different
traffic levels would require enormous amounts of resources, while a computer
30
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simulation can be developed and run by a single person to simultaneously
try out different traffic models and changing topologies.

5.1.1

Simulation vs. Analytical Method

As shown in section 4.4 and more specifically in figure 4.4, it is possible to
calculate probabilities of specific packets reaching certain nodes and being
forwarded at certain relays. This analysis however requires intimate knowledge of the topology of the mesh and as such would most likely prove exponentially more difficult to implement as network complexity grows. This is
not to say that an analytical model would be impossible to implement and
could describe reasonably well the mathematical characteristics of a Bloom
filter. However, in a case such as the Bluetooth mesh, or any other radio
network, this analytical model would not reliably describe the real life performance of the system. Thus to examine whether the iBF forwarding would
be a suitable addition to the BLE Mesh standard, the study would have
to take into account all of the mesh network, not just the forwarding logic.
This includes analyzing a far greater number of variables than just forwarding probabilites, such as the changes in network total traffic, packet loss,
processing delays, interference and radio propagation. Modeling these with
an analytical method is not reasonable. On the other hand, the simulation
framework used for this study has the capability to simulate these variables
and as such provides a simpler approach to compare the presented protocols.

5.1.2

Simulation Design Process

Guizani et al. [22] present a seven-step process to designing a simulation
study. These steps are presented in figure 5.1.
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Figure 5.1: A process for designign a simulation study.
1. Physical System: Before the simulation can be developed, a proper
understanding of the target system of the simulation needs to be achieved.
In this thesis’ case, the physical system to be evaluated is naturally a wireless
mesh network, more specifically a Bluetooth mesh.
2. Conceptual Modeling: In this phase the general operation of the
simulation is designed: What assumptions are made, how certain attributes
of the physical system will be described in the simulator, which parts of the
physical system need to be simulated and which can be simplified into pre-set
parameters. For example the simulator module developed for this thesis was
developed so that it ignores multicast messages to simplify the comparison
in the results. More of the assumptions and modeling choices made in this
simulator specifically are described in section 5.4.
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3. Mathematical Modeling: As a continuation of the modeling work
started in phase 2, this phase focuses on selecting the way, how the processes and inner workings of the physical system are described in terms of
mathematics. In our simulator these choices had mostly to do with traffic
generation, implemented as a uniform random distribution further described
in section 5.3. Also the choice to use randomly selected bits as mathematical
implementation of hashing the Bloom filters falls under this category.
Phases 4 and 5 describe the steps needed to actually implement the
model designed in previous phases by first selecting the appropriate mathematical methods to realize the mathematical model. After this the actual
model is programmed. In this simulation study, the implementation of a
network layer module in the existing simulation framework constitutes these
steps.
Phases 6 and 7 finally represent the execution and the analysis of the
numerical results of the simulation. In our work this entails selecting the
simulation parameter values and their iterations and the representation of
the data gathered during the simulation. These results of our simulation are
analyzed in chapter 6.
Most of the work for this thesis focused on phases two through five. The
rest of the phases were to a large extent predefined by the simulation framework used. These phases were repeated multiple times during the study as
the protocol and its implementation was developing incrementally.
What operations of the protocol defined in section 4.1.3 we wanted to
simulate, was defined in the conceptual modeling phase of the simulation
planning process. As the Bluetooth stack already existed in the simulator,
no work was required in the modeling of the underlying technology and only
features implemented by our protocols had to be modeled. This combined
with the research questions of this thesis resulted in a model we have. Most
of the features of our protocol are present in the simulation and, as previously
mentioned, multicast was left out partly due to added complexity it would
create and partly due to the lack of clear specification of multicast in our
proposed protocol.
Mathematical modeling of our simulation was a simple process. The
mathematics of randomizing simulation processes were already in place in the
simulator framework, as were some statistical analysis tools of the results.
Other processes for designing simulations exist of course, such as the steps
provided by Ulgen et al. [23]. However, while arguably more in depth, the
process described in their paper is aimed more towards a larger simulation
process including a wider organisational aspects, so the one provided by
Guizani et al. was used for the purposes of this thesis.
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Modeling

A simulation model describes the target system in a way that can be run on
a computer. These models rely often on mathematical models describing the
function of the system. The attributes of a model can be classified in many
terms, Guizani et al. [22] present some of these terms as pairs of opposites,
such as:
Continuous or Discrete State: In Continuous State models the simulation variables can get any value while in Discrete State models only certain
values are possible. Classifying the simulation implemented for this thesis
(later our simulation for shortness) based on this pair is not straightforward,
as most of the results are derived from the number of specific events instead
of the variable values tied to those events.
Continuous or Discrete Time: In Continuous Time models the simulation variables can change their value at any time while in Discrete Time
models variable changes only happen at discrete time instances. Our simulation is implemented using a discrete time events, and while these events may
trigger at any instance of time, the related variables can only change values
during these events and as such our model uses discrete time.
Deterministic or Probabilistic: If a simulation gives the same results
each time the same inputs are given, the model is deterministic, if this is not
the case, then the model is probabilistic. Our simulation employs randomness
in event creation, but the random number generator is deterministic depending on given seed value and thus the simulation model gives deterministic
results.

5.1.4

Abstraction

While simulation is arguably an efficient tool in analyzing large systems, the
exponentially increasing computational cost of simulating increasingly large
and detailed systems can become infeasiable, especially with modular simulation frameworks commonly used in network simulations [24]. An important
advantage of simulation over real world implementations is the ability abstract away certain parts of the system that are not critical to the current
problem. If done well, this abstraction helps keep the complexity of the simulation down, thus decreasing the computational cost. However, too high
level of abstraction of the simulated system increases the risk of bringing the
simulation model too far from the physical system it tries to depict. [22]
What can and should be abstracted away in simulations depends greatly
on the purpose of the simulation at hand. For example in our simulation the
goal is to study the routing and forwarding performance of a Bluetooth mesh
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network and as such our simulation completely ignores anything happening
in Bluetooth nodes above the network layer. What happens at the higher
layers is of course critical in real world applications, but for our focus it
bears no importance and can be ignored. On the other hand, the lower layer
operations are critical in assessing the performance of the system so these
layers are simulated as accurately as possible.

5.2

Previous Simulation Efforts

The feasibility of the original mesh iBF implementation described in 4.1.1
was simulated by Laari using a python-based simulator with a simple, purely
distance-based network forming. These simulations assumed all nodes in the
mesh to be capable of relaying messages. The performance of this protocol
was analyzed with a randomly generated mesh environment with the number
of nodes ranging from hundreds to a few thousand.
While the version of the protocol researched in this thesis differs greatly
from the central gateway implementation in these initial simulatios, the results give a good baseline on some of the effects the different network parameters such as the number of the nodes, the average path length of a
transmission, the Bloom filter size and the number of selected hash functions
might have on the Forwarding Efficiency of the system. Figure 5.2 shows
the development of forwarding efficiency with different m and k values, when
the number of relay nodes is grown from 250 to 1000. The average path
lengths in these results are significantly higher than is expected in our simulation scenarion, but this figure shows, as expected by applying equations
from section 4.4, that the growing number of nodes increases the possibility
of a false positive and thus lowers the forwarding efficiency of the system. At
the same time, the size of the filter affects the performance as well, and we
could expect filters shorter than 64 bits perform noticeably worse depending
on the amount of relay nodes on the network.
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Figure 5.2: The forwarding efficiency of a central gateway system with different number of nodes and different m and k values
In a July 2017 white paper [19], researchers from Ericsson used the same
simulation tool and environment as this thesis does to evaluate the performance of the standardized Bluetooth mesh protocol. They used the Quality
of Service (QoS) as their main metric, defined as the ratio of transmitted
packets reaching their destinations within human perceivable time (300ms).
The simulation was run with sparse and dense relay deployments, that
correspond to the relay deployments used in our simulation, and three levels
of traffic. The simulation showed that with a bare minimum baseline network
configuration only the sparse, low traffic scenario resulted in acceptable QoS
values, shown in figure 5.3. However adding message retransmissions and
randomization (denoted Enhanced in fig 5.3) pushed the QoS over 99% in all
the scenarios.[19]

5.3

Scenario

The simulation framework, later framework, used to test the performance of
the proposed improvements, implements simulation modules for the whole
Bluetooth stack from the physical layer to the application layer. The forwarding logic, and consequently the simulation of it, is implemented in the
network layer of the stack shown in figure 5.4 and the steps taken to simulate
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Figure 5.3: QoS values for different network and traffic configurations
this layer are described in section 5.4. The lower level simulations employ
very detailed models for radio propagation and physical layer performance,
resulting in an extremely realistic modelling and simulation of packet penetration losses and packet collisions.
The general model of our simulation consists of total of 879 nodes divided
into three categories: Sensors, Actuators and Relays. Sensor nodes generate
and publish messages to be delivered either to Actuators or Relays and can
also be targets of messages from other nodes. Actuators only receive data
from subscribed sensor sources. Relays act both as potential transmission
targets and mesh relays, that forward received packets based on the selected
forwarding scheme. All nodes will also be sources of their own heartbeat
messages, but as these are always forwarded with the flooding scheme, they
are not taken into account when analyzing simulation results and the performance of the forwarding.
The simulation model is built to describe an indoor propagation environment based on a real office building, with walls and different obstacles
limiting the range and operation of nodes. This provides a realistic test
setting especially for building automation use cases, but the results should
be expandable to any environment to an extent. The nodes present in the
simulation environment are listed in table 5.1 and the environment itself is
shown in figure 5.5.
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Figure 5.4: A simplified depiction of the Bluetooth mesh protocol stack

Table 5.1: Simulation nodes
Count Description
294
Office lights, some of these nodes are also
used as relays for the mesh, the get control
messages from Light Swithces.
Light Switch
135
Swithces controlling lighting nodes by sending messages directly to them.
HVAC Actuator
145
Nodes controlling the HVAC system of the
office, receive messages from the Gateway.
HVAC Sensor
134
Sensors measuring the environment and
communicating this data to the Gateway.
Occupancy sensor 116
Sensors sending occupancy data to the Gateway.
Window sensor
54
Security sensors sending messages to the
Gateway.
Gateway
1
A Gateway connnecting the mesh nodes to
the internet.
Node
Light
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Figure 5.5: The simulation environment based on Seoul Finance Center. The
crosses mark the locations of relays when using 12 relays.

5.4

In-Packet Bloom Filter Implementation

To simulate the effects of the different forwarding logics, a module was implemented in the simulation framework to act in the network layer with the
goal of emulating the node-to-node heartbeat process described in section
4.1.3. The activity flow of the forwarding logic at an arbitrary node in the
network is described in figure 5.6.

CHAPTER 5. SIMULATION

40

Figure 5.6: The activity diagram of implemented forwarding logic at a relay
node.

5.4.1

Operation

The nodes implementing this module have two basic roles. They generate
two kinds of packets: DATA packets according to a prespecified traffic model
and heartbeat packets regularly on a set interval. In addition they act upon
received packets.
When receiving a packet that has not been received before, a node first
checks the packet header for information on the packet type. If the packet is a
heartbeat message, the node checks whether it should use the path provided
in the heartbeat header to update the address table in its memory. These
checks can include but are not limited to such values as:
– Whether or not the node needs to communicate to the publisher of the
heartbeat message?
– Is the sequence number of the message higher than previously existing
paths indicating a more recent path?
– Whether the path in the new packet header is shorter than a path
already saved in memory?
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– Whether the filling rate of the new path iBF is lower?
After deciding whether or not to update the address table, the node ORs its
own identifier into the packet header iBF and forwards the packet.
Should the packet header indicate a data payload, the unique 16-bit address in message header is consulted to evaluate whether the packet is intended for the receiving node or not. If not, the packet is either discarded
or if the receiving node also acts as a relay the forwarding decision is made
based on the iBF path in packet header and the identifier of the node. The
simulator does not simulate the time required for processing these comparisons and decision on hardware, or any operations in stack layers above the
network layer, so a random delay is used in all message processing to prevent
instantaneous, and as such, colliding forwards of packets in the network.
Heartbeat messages are generated according to a regular interval randomly chosen for each node within a specified time range. These messages
are flagged as flooding packets and sent forward. In addition some nodes publish data semi regularly to other nodes. These publish-subscribe relationships
are listed in table 5.1’s Description column. These packets are generated at
random intervals according to an uniform distribution where the center value
of the distribution is set per traffic type, these mean intervals are shown in
table 5.2. All packets have the size of 10 Bytes.
Table 5.2: Traffic Generation Intervals
Traffic Type
Mean interval (seconds)
Gateway to HVAC control messages 60
Window sensor to Gateway
5
HVAC sensor to Gateway
60
Occupancy sensor to Gateway
5
Light switch to lights
120

5.4.2

Parameters

A number of parameters can be changed in the model and the framework to
test the protocol in different settings. These parameters are listed in table
5.3. Of these parameters, the values m and k are the ones describing the
Bloom filter in our forwarding scheme while the others affect the flooding
implementation as well.
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Table 5.3: Simulation parameters
Parameter
Description
m
The size of the iBF in the header.
k
The number of hash functions applied to a node,
the number of set bits in node FEIds. In this
simulation the different indices are selected at
random.
heartbeat interval range The range in which the heartbeat advertisement
period of nodes is.
retransmissions
How many transmissions there are for one
packet, used to counter interference related
packet loss, as there are no acknowledgement
messages to indicate successful transmission.
flooding
Whether to use flooding for all messages, this
parameter is used to compare iBF and flooding
implementations.
relayCount
The amount of relays in the office scenario can
be chosen between 0, 12 and 49. 0 is mostly
skipped, as it provides no important data regarding forwarding of packets.
Simulations are run with different parameter combinations and multiple
randomization seeds. All iteration combinations are also executed with both
forwarding schemes, in-packet Bloom Filters and Flooding, for the relevant
part. To simplify this, no different relay node is designed, but instead each
packet can be set with a parameter to use flooding, in which case the relays
ignore FEIds and forward the packet regardless. This allows the use of the
same code to avoid unintended bias in results and also simulates the real
possibility of setting specific packets to use flooding if deemed necessary.
The simulation time is divided so that in the beginning there is ample
time for nodes to advertise to each other via the heartbeat packets before
data traffic begins. The system is simulated for 300 seconds, of which the first
100 are dedicated for heartbeats. The model and the protocol both would
support starting traffic simultaneously with the heartbeats using flooding and
switching over to iBF after a path is formed, but initial results showed that
due to the great number of devices in the network and the massive amount
of packets in the air when using flooding, packet collisions prevented large
parts of the network from receiving the heartbeat messages and thus the path
information required to establish iBF communications. Whether this issue
would persist in real network environments would require empirical tests,
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but considering that in a real world application a mesh would be installed for
periods a lot longer than 300 seconds, the advertisements could also be spaced
in a greater time window, resulting in a decreased amount of simultaneous
packets in the air and thus less collisions. This assumption is supported
by the fact that the iBF heartbeat messages are to function exactly as the
heartbeat messages in the current BLE Mesh 1.0, which are expected to reach
their destination in normal operation.

5.4.3

Outputs

Our simulation logs different events, such as packet creations, packet forwards, packet discards and packet receptions and specific variables connected
to these events, such as the packet type and number of hops taken. The number of these different events are then counted and compared to other runs
of the simulator to analyze their performance differences according to the
metrics described in section 4.3.

Chapter 6

Simulation Results
This section presents the results of the simulation and subsequent analysis.
First in section 6.1 the different parameter iterations are described. Section
6.2 focuses on the forwarding efficiencies of the simulated protocols. Further
sections analyze other metrics relating to the performance of the different
systems.

6.1

Iterations

Simulations were run with a number of different parameter combinations.
From the parameters listed in table 5.3 the m, k, flooding and relayCount
parameters were iterated over while static values were manually selected for
heartbeat intervals and the amount of retransmissions based on observed
simulator performance. The different values for each parameter are listed in
table 6.1. These parameters provide us with a total of 20 different scenarios,
18 with different iBF parameters and 2 using flooding. Every combination of
these parameter iterations is simulated with 60 discrete randomization seeds
to provide a more robust set of results.
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Table 6.1: Iteration values
Parameter
Description
m
{16, 32, 64}
k
{4, 5, 6}
heartbeat interval range 50s – 100s
retransmissions
3
flooding
Simulations with flooding set to be used ignore
m and k parameters and are only iterated over
the different relayCounts.
relayCount
12, 49

6.2

Forwarding Efficiency

Forwarding efficiency described in section 4.3 is the main compared value
between the different simulations. In the simulation results this is measured
as the sum of the hopcounts of all unique data packets reaching their destination divided by the total number of data packet forwards in the network.
The forwarding efficiencies of different Bloom filter combinations are shown
in figures 6.1 and 6.2. In figures measuring forwarding efficiency, the closer
the value is to 1, the better the performance of the system is.

Figure 6.1: Forwarding efficiencies with different Bloom filter parameters on
a 12-relay network
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Figure 6.2: Forwarding efficiencies with different Bloom filter parameters on
a 49-relay network
In the 12 relay case, shown in figure 6.1 the Bloom filter forwarding
protocol appears to perform extremely well compared to the flooding implementation, even with the lowest simulated filter length, however with 32-bit
filters some of the efficiencies drop compared to the 16-bit case. Theoretically
this shouldn’t happen in optimal scenario, but due to the unoptimal nature
of the simulation environment, some of the nodes do not receive a heartbeat
path before sending their first packets or at all, in these cases there are great
many packets sent in the network using the less efficient flooding protocol,
which pushes the total efficiency down. This can be better observed in the 49
relay case in figure 6.2, where forwarding efficiencies are comparably low for
most cases and variation is quite significant. Mostly this is due to the lack
of iBF path entries in nodes and consequent flooding transmissions, but also
the fact that the simulator takes packet collisions and interference into account and with 49 relays in the same space where 12 were used, the growing
amount of packets in the air causes packet drops and thus lower forwarding efficiency, as fewer packets reach their destinations. This naturally also
affects the heartbeat messages reaching their targets resulting in formerly
mentioned lack of iBF paths. Collision rates of the simulations are shown in
figures 6.3 and 6.4. These rates are defined as the ratio of packets dropped
due to collisions to the sum of both dropped and received packets. Lower
collision rates are better.
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Figure 6.3: Collision rates with different Bloom filter parameters in a 12-relay
network

Figure 6.4: Collision rates with different Bloom filter parameters in a 49-relay
network
If we were to assume that each node was able to receive an advertisement
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from each of its potential destinations, we could calculate the forwarding
efficiency for iBF forwarding by only taking into account packets forwarded
in the network that have valid path information available in the header.
This is a reasonable assumption as with a static mesh, for example in an
office building such as our simulation environment, the presense of paths to
all destinations could rather easily be verified before initating traffic. Results considering only iBF packets are shown in figures 6.5 and 6.6. We see
improved performance in all scenarios, especially with 12 relays, where all
scenarios reach around 80% efficiency and no major drops in efficiency when
growing the filters. The minor drops between for example 16- and 32-bit
filters where k = 5 in figure 6.5 can be attributed to different packet losses
due to randomization and collisions. Although the case with 49 relays shows
a lot more variation in the forwarding efficiencies, even the worst iBF parameters result in a forwarding efficiency more than 10 times better compared
to flooding.

Figure 6.5: Forwarding efficiencies with different Bloom filter parameters in
a 12-relay network, only iBF packets considered
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Figure 6.6: Forwarding efficiencies with different Bloom filter parameters in
a 49-relay network, only iBF packets considered
As we can see in both figures 6.5 and 6.6, the forwarding efficiency of
the iBF protocol far surpasses that of the flooding protocol. The efficiencies
seem to also vary quite little depending on the size of the Bloom filter and
selected k value. This is most likely due to the limited path length of the
simulated mesh network. As more relay hops are added to the filter, the
smaller filters would lose efficiency, but from these results it seems clear that
at least in networks where average hop count stays around a few hops, even
a filter with 16 or 32 bits would provide noticeable increase in efficiency.

6.3

Packet Delivery Ratio

Another important metric in analyzing the performance of a mesh network,
is the ratio at which sent packets reach their destinations. As expected in
section 4.3 and shown in figures 6.7 and 6.8, the packet delivery rations of
different scenarios don’t vary much from each other. However, with iBF
routing the PDR seems to be consistently a little higher than with flooding.
This is most likely due to decreased packet transmissions and thus fewer
packet collisions using iBF, decreasing the total number of dropped packets
in network. As with forwarding efficiency, the closer the PDR values are to
1, the better the performance.
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Figure 6.7: The packet delivery ratios for different iBF values in a 12-relay
network

Figure 6.8: The packet delivery ratios for different iBF values in a 49-relay
network
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Reception Rate

The reception rates of different cases are calculated as the ratio of every received data packet in the network to the amount of created data packets. The
simulation does not distinquish between unique packets, so this value also
counts into the value the repeated receptions of the same packet whether it
be through a retransmission or a return packet from a next relay hop. However as the number of repetitions is the same for every scenario, the results
are comparable. So instead of reached nodes, this metric indicates how many
packet reception operations are needed in the network and as such gives some
indication on the comparative power requirements. In all nodes this reception operation consists of comparing the 16-bit addressess of the packet and
the node or a comparison to the message cache. Additionally in relay nodes
a reception also leads to the logic deciding whether the packet needs to be
forwarded. As we see in figures 6.9 and 6.10, in flooding implementation
there are between 2 and 4 times more reception operations than in iBF implementation. There are no significant differences between the performances
of different iBF parameter combinations, this is in line with results shown in
previous chapters, where the forwarding efficiencies of different parameters
combinations were shown to mostly stay in similar range. The lower the
reception rate, the better.

Figure 6.9: The packet reception rates for different iBF values in a 12-relay
network
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Figure 6.10: The packet reception rates for different iBF values in a 49-relay
network

Chapter 7

Future Work and Conclusions
In this thesis we propose an alternate routing protocol to the existing Bluetooth mesh specification with the goal of decreasing the amount of unnecessarily transmitted packets in a network. After further developing a routing
protocol created for wired networks using Bloom filter source routing, a simulation environment was constructed to compare this routing mechanism to
the existing solution of managed flooding implemented in Bluetooth mesh
specification. The environment is based on an existing office building layout
and office automation scenario.

7.1

Future Work

As mentioned the simulation study presented in this thesis analyzes a quite
specific scenario and as such should not be used as definitive proof of the
superior efficiency of iBF forwarding in Bluetooth mesh networks. More
simulation studies are needed to evaluate the performance in more dynamic
networks and for example to combine the previous analysis of BLE mesh QoS
presented in section 5.2 with the iBF implementation.
Also a larger network scenario should be implemented for simulation as
the amount of relay hops necessary greatly affects the efficiency of iBF forwarding. The messages transmitted in the simulation developed for this
thesis reached their destination mainly within a maximum of three hops,
most only needing one or two hops. Should the average hopcount increase,
the forwarding efficiency observed with iBF may decrease significantly.
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Conclusions

The research questions of this thesis are answered in section 1.2. To conclude,
this thesis shows that the use of in-packet Bloom filters in mesh network
packet routing could provide a significant increase in routing performance
compared to the standardized solution, with only marginally higher overhead.
While using source routing such as in-packet Bloom filters has some downsides when it comes to dynamically changing or unreliable networks, the low
overhead of iBF routing system would allow the protocol to co-exist with a
flooding implementation to be activated in suitable use cases and disabled
when the advantages of flooding are needed. Implementations at mesh node
level are extremely simple and lightweight and as such this protocol would
be especially suited for constrained devices.
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