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Symbols and abbreviations

Abbreviations
GNSS Global Navigation Satellite System
LBS Location-based service
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AP Access point
WLAN Wireless local area network
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FHE Fully homomorphic encryption
HE Homomorphic encryption
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PoC Proof of concept



9

Symbols
C Client
S Server
A Attacker
N The number of access points (APs)
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Dp¨q Paillier decryption with the private key
‘ Exclusive or (XOR) operator
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␣ NOT operator



1 Introduction
Location of an object can be determined by using Global Navigation Satellite Systems
(GNSSs) such as GPS or Galileo. This localization technique is widely deployed and
used, but has its own weaknesses, such as accuracy and penetration through thick
obstacles. Therefore, GNSS based positioning cannot provide good service indoors
or in particular outdoor environments, such as urban canyons. On the other hand,
location-based services (LBSs) are getting common and demand better accuracy
everywhere. For example, the research on robust vehicle localization with various
techniques is active due to the interest in autonomous cars [44]. Furthermore, the
service could be just regular navigation and finding the best route to destinations,
but also targeted advertising or finding nearby friends [36], [47].

The most indoor positioning systems (IPSs) need to make use of non-GNSS
technologies. The interest in indoor LBS for public buildings has grown over the
recent years, since customers find such services useful. For instance, a shopping mall
can provide indoor location service for its customers to help them to find different
stores or restaurants in the mall. On the other hand, the service could potentially
draw attention among people and invite more people to visit that particular mall.
Additionally, targeted advertising, e.g., promo codes or discount vouchers, could be
beneficial for the customers and the mall. Another potential indoor LBS is a smart
environment, e.g., in Museums to give visitors interactive cultural experience and
renovate their interest on the cultural heritage [2]. Other places, such as airports,
hotels, exhibition centers, universities and hospitals, are also plausible places to
implement indoor LBSs.

1.1 Motivation
We should focus on the privacy issues of LBS, since the location information is
sensitive and can easily be personalized, thus, customers and visitors could be
exposed to, e.g., profiling and adverse tracking [42], [10]. For instance, customers’
shopping habits can be derived from the location information resulting in, e.g., unfair
increase in health insurance prices for individuals. In any case, the lack of privacy
lowers the value of the positioning service and raises concerns among the users, which
could lead to a boycott of such service and make it useless in practice. A wealth of
literature on privacy-enhancing technologies and privacy-preserving processing of
location data exists (see, e.g., [6], [53], [74]), yet, there is a lack of research on privacy
of the actual techniques for obtaining clients’ location. Nevertheless, this is important,
since privacy-preserving localization is the precondition for a privacy-preserving LBS.
Still, many regular indoor positioning techniques, such as fingerprinting (see, e.g.,
[37], [25], [71]), are non-privacy-preserving.

Fingerprint-based localization schemes rely on a service provider (SP), who
maintains a database D of pre-measured received signal strengths (RSSs) from
wireless access points (APs) such as wireless local area network (WLAN) APs (see,
e.g., [32], [62]). In addition, the scheme can take advantage of cellular [70], Bluetooth
[15], RFID [13] and Zigbee [54] signals. In a regular system, a client uses a suitable
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personal device, such as a mobile phone, to measure RSS from APs and sends them
to the server that maintains D. The natural requirement for the device is the ability
to measure the signal and an Internet connection for the communication. The server
compares the client’s RSS values to D and derives the most probable location of
the client. However, this compromises the client’s privacy, since the server is able to
track the location of the client. A naïve solution would be to send D to the client,
but then D cannot be kept secret. This brings up a problem, because the SP should
consider D to be a valuable business asset, since the construction of it was likely
a costly project. Nevertheless, D with the application is the only asset of the SP.
Additionally, D can reveal details about the infrastructure of the area, e.g., thick or
protected doors and walls, which are preferred to be kept in secret, especially from
criminals. Centralized database is also a better solution in a scenario, where the
SP wants to update D later. All in all, a more sophisticated system needs to be
designed to protect the privacy of the server and clients.

The number of devices with the ability to measure RSS has grown over the
years. Simultaneously, the number of public locations with available Wi-Fi APs has
increased, which has launched an interest in Wi-Fi fingerprint-based localization
services around such public locations due to the low cost of deployment. Furthermore,
the upcoming 5G model is designed to utilize a large number of small cells [20].
Therefore, the cellular network APs will also provide inexpensive signal source for
fingerprint-based localization services around urban areas in the future, which makes
particularly fingerprinting the most interesting localization technique for us.

1.2 Related Work
Examples of applications for indoor LBSs are found in [36], [47] and [2]. We refer
to the survey [48] for an overview of indoor localization techniques. [37], [25], [71],
[4] and [48] together cover comprehensively the fingerprint technique. Discussion of
privacy-enhancing technologies and privacy-preserving processing of location data
are found in [6], [53] and [74]. Many LBSs need a privacy-preserving IPS (see, e.g.,
location-based services in Internet of Things [14]) and several proposals have been
suggested so far, which will be covered briefly here.

Konstantinidis et al. proposed a privacy-preserving localization based on k-
anonymity in [40]. The used techniques are well-known and the idea in short is to
hide the client’s trace among k´ 1 bogus traces. The drawback of the scheme is that
it assumes the SP not to use any auxiliary information, i.e., the SP is assumed to be
honest. A curious SP could identify many bogus traces using, e.g., statistics and the
floor plan, which could eventually unveil the actual trace of the client.

Beresford et al. suggested a localization scheme in [11], which takes advantage of
the mix zones model. However, a curious/dishonest SP could potentially discover
the clients’ location as it was the case with [40]. The scheme can report the level
of anonymity to the client letting them to choose whether to stop or continue the
localization, but this results in an unstable IPS with practical limitations.

Shu et al. use the Paillier cryptosystem and oblivious transfer for localization [68]
taking advantage of multiple helpers, which are other mobile devices in practice. In
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contrast to our scheme, where we are able shift the computational effort between
the client (a mobile device) and the server, the mobile devices have to perform all
computationally heavy operations.

Ziegeldorf et al. base their localization scheme [81] on the Hidden Markov Model.
The scheme uses homomorphic encryption, but the performance of their algorithm
is shown to be dissatisfying. Namely, localization with room-level accuracy takes
roughly 10 seconds with servers, where our scheme can perform localization within 2
seconds using a regular mobile phone in similar setting. Even though, Ziegeldorf et
al. consider 10 second delay practical, we clarify the practicality in detail and call
our scheme semi-feasible.

A recent privacy-preserving localization proposal [34] uses outsourcing and dis-
tributes the computations on two distinct servers, nevertheless, the servers are not
allowed to communicate to each other outside the protocol. Our scheme is orders of
magnitude slower than [34], but does not rely on such semi-trusted servers, which
gives us the advantage in regular settings.

A proposal of a privacy-preserving Wi-Fi fingerprint localization scheme without
trusted third parties or outsourcing was presented in INFOCOM’14 [46]. However,
Yang and Järvinen discovered a major vulnerability in the scheme and published an
attack in [75]. In the same paper, several new solutions were sketched to implement
a secure privacy-preserving fingerprint localization scheme, which will be covered in
Sec. 4.3.

1.3 Contributions
In this thesis, we concentrate on a privacy-preserving fingerprint-based localization
sketch from [75] that takes advantage of a combination of Paillier encryption (see
Sec. 3.2) and garbled circuits (see Sec. 3.3). We give an explicit description of
the sketch and suggest several optimization techniques that reduce the overhead
enormously. Additionally, we give the theoretical computational and communication
overheads of the sketch/scheme. Furthermore, we implement the client side of
the scheme on the Android (mobile) operating system and the server side on a
GNU/Linux Ubuntu server. With the implementation, we compare the localization
accuracy using Wi-Fi and 5G LTE APs. The practicality of the scheme is in our best
interest. Therefore, we analyze the scheme by measuring the practical overheads
of our implementation with different size databases. Our goal is to evaluate, if the
techniques used in the scheme are feasible in fingerprint-based localization and finally
deduce whether the scheme could be utilized in real applications for indoor LBSs.

The main contribution of this thesis is to give the first explicit description of
a privacy-preserving indoor localization scheme based on [75] and show that it is
practical under certain circumstances. More precisely, the practical run-time and data
transfer stay within a few seconds and megabytes respectively in regular environments.
However, there needs to be a waiting time between multiple queries, which decreases
the practicality in special applications and makes our scheme semi-feasible. In
comparison to the related work discussed in Sec. 1.2, our scheme does not rely on a
honest SP or semi-trusted servers and the performance is better.
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1.4 Structure
The structure of the thesis is the following: We describe the regular fingerprint-
based indoor positioning technique in Sec. 2. In Sec. 3, we go through the essential
background for privacy-preserving localization. Sec. 4 covers the previous PriWFL
proposal and its weaknesses. Additionally, the section contains a brief introduction
to the privacy-preserving localization proposals of [75]. In Sec. 5, we give an explicit
description of the main proposal, discuss the security aspects, introduce some opti-
mization techniques and compute the theoretical computational and communication
overheads. Implementation aspects are discussed in Sec. 6 and the results from our
experiments and tests are collected in Sec. 7. Finally, we give the conclusions of this
thesis in Sec. 8.
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2 Indoor Positioning
Indoor areas, such as airports and shopping malls, require a non-GNSS based
positioning technique, since ceilings or other materials often block the satellite signals
and the accuracy is not good enough. A common solution for indoor positioning is a
fingerprint-based localization scheme that makes use of a SP holding pre-measured
information of certain locations [4], [48]. Specifically, the information is RSS from
predefined APs for each location. Our scheme does not rely on a specific type of
APs, so the source of the RSS is not relevant at this point.

For simplicity, the process of the scheme can be divided into two phases:

• Training phase: During this phase, the SP constructs the database D. Firstly,
the SP determines the set of APs used in the scheme and defines a (public) list

T1 “ tAPju
N
j“1

where APj is a unique identifier of the j-th AP (e.g., the MAC address of the
AP) and N is the total number of the APs.
Next, the SP specifies the locations1, where RSS values are going to be pre-
measured and defines a (public or private) ordered list

T2 “ tχiu
M
i“1

where χi is a location parameter at i-th position (e.g., coordinates) and M is
the total number of the locations.
Then a contractor or the SP itself visits each location of T2 and measures the
RSS2 vi,j from all the APs defined in T1. Finally, D is defined with the collected
values and lists T1, T2. An overview of the structure of D can be seen in Tab. 1.
D is stored on a server S deployed by the SP.

• Location retrieval phase: In this phase, a client C requests its current
location from the server S. Firstly, C asks the list T1 from S, if C does not
already have it. Then, C measures the RSS fj of all the APs in T1 at its current
location and sends these values to S.
The server S computes the distance of the received RSS values and the pre-
measured RSS values for each location in T2 and obtains a list of distances
tdiu

M
i“1. After that, S saves the indices of the k smallest distances in the list.

The method is known as the k-nearest neighbor (kNN) algorithm [65], [56].
Finally, the location of C is deduced by computing the centroid of the locations
in T2 corresponding to the indices.

1In our scheme, a location is represented as a 3-tuple px, y, zq, where x is the x-coordinate, y is
the y-coordinate and z is the floor number. The coordinate system must be integrated with the
actual map of each floor in the IPS.

2Whenever the RSS of the APs is needed, it should be measured multiple times and with different
devices. This is important, especially in Training phase, since it improves the accuracy of the
positioning for all clients. Normally, the unit of RSS is dBm, but here it is converted to an integer
of certain range, which determines the bit-length of the RSS values (see Sec. 2.2).
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Table 1: The structure of the database D constructed during Training phase of
the fingerprint-based localization scheme.

i Location AP1 AP2 ¨ ¨ ¨ APN

1 χ1 v1,1 v1,2 ¨ ¨ ¨ v1,N

2 χ2 v2,1 v2,2 ¨ ¨ ¨ v2,N

... ... ... ... . . . ...
M χM vM,1 vM,2 ¨ ¨ ¨ vM,N

Training phase involves only S and needs to be done once or when the SP wants
to update D. On the contrary, the location retrieval phase is executed every time C
wants to know its current location.

2.1 Distance Functions
The distance of the received RSS fj and the pre-measured RSS vi,j can be computed
with any distance function that is able to work on a set of RSS values (integers or
real numbers). Here we list commonly used functions in indoor positioning.

• A suitable distance metric is the Manhattan distance function

di “

N
ÿ

j“1
|vi,j ´ fj|

where the absolute differences between the client’s and the server’s RSS values
for each AP is added up.

• The Euclidean distance function

di “

g

f

f

e

N
ÿ

j“1
pvi,j ´ fjq

2

is better than the Manhattan, when there are many outliers in the dataset.

• A more advanced distance function is the Sørensen distance

di “

řN
j“1 |vi,j ´ fj|

řN
j“1 vi,j ` fj

.

that is based on the Manhattan distance. This metric was found to be more
accurate than the previously mentioned metrics, when used in indoor positioning
[73].

In our case, it is necessary to avoid operations such as square root and absolute value.
Therefore, it is convenient to use the squared Euclidean distance function. Hence,
the list of the distances is

tdiu
M
i“1 “

#

N
ÿ

j“1
pvi,j ´ fjq

2

+M

i“1
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where the formula for each distance di can be expanded into three parts as follows

di “

N
ÿ

j“1
pvi,j ´ fjq

2
“

N
ÿ

j“1
v2

i,j `

N
ÿ

j“1
p´2vi,j ¨ fjq `

N
ÿ

j“1
f 2

j “ δ1 ` δ2 ` δ3 . (1)

This partitioning becomes useful later. Also notice that S is able to pre-compute δ1
after Training phase and C can compute δ3 right after it has measured the RSS
from every AP. Only δ2 includes values from both S and C.

2.2 Positioning Accuracy
The positioning accuracy of the localization scheme depends on multiple factors.
Clearly, the compactness of the specified locations χ gives an upper bound for the
accuracy, e.g., if every location χi is meters away from the others, it is impossible to
achieve positioning accuracy within centimeters.

We can also make a reasonable assumption that increasing the number of APs
improves the accuracy at least up to some threshold. However, the improvement
might be very location specific, i.e., having more APs improves the accuracy only
around the newly added APs.

The bit-length of the RSS has an effect on the accuracy as well. Normally,
the best practice is to use as accurate RSS values as we can get with our devices.
However, later we will see that the computational overhead in the privacy-preserving
localization scheme (see Sec. 5) becomes infeasible for very long RSS in practice.
Additionally, the size of the distance di increases along with the RSS value, thus,
the communication overhead increases. A study in [60] proposed that only 4-bit
RSS quantization is enough to achieve good accuracy. Precisely, the difference in
accuracy between 4-bit and any longer bit RSS was found to be negligible. Different
quantization schemes that map RSS (measured in decibels) to 4-bit values were
also tested in [60]. A uniform quantizer was found to give higher accuracy than
nonuniform one. Therefore, the decibel scale should be divided into 24 “ 16 uniform
partitions and assign a unique 4-bit label to each partition in order. Then the labels
should be used as the RSS values.

The value k of the kNN algorithm is normally small, thus, it has a minor effect
on the computational overhead in a regular scheme. However, the accuracy might
vary a lot with different k. Universally best value for k cannot be determined, since
it depends on the building structure and the compactness of χ around certain areas.
But it is commonly suggested that in practice 1 ď k ď 7 (e.g., [45] suggests k “ 3, 4).
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3 Multi-Party Computation
Multi-party computation (MPC) is a subfield of cryptography. The idea of MPC
is that two or more parties are able to compute a function without revealing their
personal inputs. The first publicly proposed task for MPC was so called Mental Poker
by A. Shamir, R. Rivest and L. Adleman [66]. The task was to allow potentially
dishonest players to play a fair game of poker over a distance without using any sort
of physical cards. Few years later in 1982, S. Goldwasser and S. Micali presented a
solution for the Mental Poker using public-key cryptosystems [30].

More formally, MPC was presented in [79] by A. Yao. The paper introduced
the Millionaires’ Problem, where two millionaires want to know which one of them
has more money, without revealing their actual wealth. The problem was a special
case of MPC called secure two-party computation. This setup can be applied to the
model of client–server communication in Internet.

3.1 Homomorphic Encryption
Generally, a ciphertext of an encrypted plaintext is considered as a random bit string,
where any change would corrupt at least a part of the plaintext after decryption.
However, this is not the case, when a fully homomorphic encryption (FHE) algorithm
is used. FHE allows computations on ciphertexts with reasonable outcome on
plaintexts. More precisely, arbitrary operations can be computed on ciphertexts
producing the encryption of the result. This makes it possible to execute any functions
in an untrusted environment without losing the privacy.

The first publication mentioning the FHE was [61], where FHE algorithms were
called “privacy homomorphisms”. Such algorithms were not proposed back then, but
the existence of them was believed to be plausible. Over 30 years later, the first
proposal was made by C. Gentry in 2009 [29], [28].

Other FHE algorithms have been proposed since then and the efficiency of the
algorithms have improved. However, the efficiency is still poor, especially in complex
systems, compared to the most commonly used encryption algorithms and simple
operations can take minutes or even hours [69], [31], [43].

Definition 3.1. A partially homomorphic encryption algorithm (HE) allows specific
computations to be carried out on ciphertexts, generating an encrypted output which,
when decrypted, matches the result of operations performed on the plaintexts.

Example 3.1. Let x1, x2 be two plaintexts and addition ` be the desired operation.
We denote our (additive) HE algorithm with eHE and the corresponding computation
for ciphertexts with ˚. Now we can write

eHEpx1q ˚ eHEpx2q “ eHEpx1 ` x2q .

Efficient HE algorithms exists for certain operations, which are useful in some
applications. In our privacy-preserving localization scheme, we are going to take
advantage of Paillier HE algorithm, which will be introduced next.
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3.2 Paillier Encryption Scheme
The Paillier encryption scheme [55] is an additive homomorphic probabilistic public-
key cryptosystem proposed by P. Paillier in 1999. In this section, we describe the
cryptosystem, review the useful properties of the scheme and discuss the common
optimization techniques. The security assumptions and the proof of correctness are
left in Appendix A and B respectively.

Key Generation. For the Paillier public-key cryptosystem, we need a public key
pk and a secret key sk. Firstly, we compute n “ pq, where p and q are randomly
selected large prime numbers. Let B be the set of elements of order nα in Z˚

n2 , where
α is a positive integer, i.e., the order of each element in B is multiple of n. We
randomly choose a base g from B. Let lcmpa, bq return the least common multiple
of the integers a and b. Now pk is the pair pn, gq and sk is λ “ lcmpp ´ 1, q ´ 1q.
Formally, sk is the result of the Carmichael function λpnq for n “ pq, where p and q
are primes.

Encryption. For a plaintext m P Zn, the encryption is done in the following way.
Randomly select r from Zn and compute the ciphertext c by using the formula

c “ gm
¨ rn mod n2 (2)

with the public key pn, gq. Henceforth, Paillier encryption of m is denoted by Epmq.

Decryption. Decryption of a ciphertext c (ă n2) is performed as follows. Let the
function L be defined as

Lpuq “
u´ 1
n

(3)

and our secret key is λ. Then the plaintext m is revealed with the formula

m “
Lpcλ mod n2q

Lpgλ mod n2q
mod n . (4)

Henceforth, Paillier decryption of c is denoted by Dpcq.

3.2.1 Special Properties

In this section, we emphasize some of the special properties of the Paillier encryption
scheme. The first property is that the Paillier scheme is probabilistic, i.e., ciphertexts
of a plaintext m differ between encryptions with high probability. This is due to the
use of randomness, namely the parameter r in Eq. 2. Therefore, it is crucial that for
every encryption, a new random r is chosen.

Another property is that the Paillier scheme is additively homomorphic on Zn.
This is easy to prove using Eq. 2. Let c1, c2 be ciphertexts and m1,m2 the corre-
sponding plaintexts, respectively. Then

c1 ¨ c2 “ pg
m1 ¨ rn

1 q ¨ pg
m2 ¨ rn

2 q “ gm1`m2 ¨ pr1r2q
n mod n2
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which yields that the decryption of c1 ¨ c2 equals to m1 `m2. By using the notation
for n-th residuosity class from Appendix A, we can write this more formally as

@w1, w2 P Z˚
n2 vw1w2wg “ vw1wg ` vw2wg mod n .

For later usage, we emphasize the following equations:

@m1,m2 P Zn and k P N
DpEpm1qEpm2q mod n2

q “ m1 `m2 mod n (5)
DpEpmqk mod n2

q “ km mod n . (6)

The essential reason, why the Paillier encryption scheme is used in our localization
scheme, follows from Eq. 5 and 6. Another secure and efficient additively homomorphic
encryption scheme could be used instead (see, e.g., DGK [18], exponential ElGamal
[17] and the blinded encryption schemes [23]).

3.2.2 Optimizations

The standard Paillier cryptosystem is computationally heavy, especially the decryp-
tion with Eq. 4. However, several techniques presented in [55] and [19] can be used
to improve the efficiency.

Faster Lpuq Evaluation [55]. The function Lpuq was defined in Eq. 3. Clearly, the
computationally heavy part is the division by n, which can be converted to a cheaper
multiplication operation by pre-computing n´1 mod 2rlog2 ns. Then, the function
becomes

Lpuq “ pu´ 1q ¨ n´1 mod 2rlog2 ns .

Pre-computed Divisor [55]. In decryption Eq. 4, the divisor Lpgλ mod n2q can be
pre-computed, since it is independent of the ciphertext. Furthermore, the inverse of
the divisor should be pre-computed, thus, we only need to perform the multiplication.
Therefore, right after the key generation phase, we store Lpgλ mod n2q´1 mod n,
which will be used later in the decryption phase.

Base [55], [19]. The choice for the base g affects the computational complexity of
the encryption, since a modular exponentiation of g with m needs to be performed.
In order to accelerate this computation, a judicious choice for g can be made without
loss of security. Particularly, g “ 2 or other small value for g is suitable. In [19],
the choice g “ n` 1 was preferred, since it is guaranteed to be in B always (see the
proof of Lemma B.1).

Decryption with CRT [55]. The Chinese remainder theorem (CRT) gives us a
great tool to divide large modulo computations into smaller ones. Here CRT is
applied to the decryption Eq. 4. Firstly, the Lpuq function is separated as follows

Lppuq “
u´ 1
p

and Lqpuq “
u´ 1
q
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where the pre-computation technique can be applied for both as explained earlier.
The other divisor pre-computation technique is applied and we store values

hp “ Lppg
p´1 mod p2

q
´1 mod p

hq “ Lppg
q´1 mod q2

q
´1 mod q

which are used in the decryption as follows

mp “ Lppc
p´1 mod p2

q ¨ hp mod p
mq “ Lqpc

q´1 mod q2
q ¨ hq mod q

and finally m “ CRT pmp,mqq mod n.

3.3 Garbled Circuits
Garbled circuit (GC) is a technique for secure computation that was implicitly
introduced by A. Yao in [78]. GC can be utilized to achieve secure two-party
computation, i.e., two parties can evaluate a function fpx, yq without revealing the
respective inputs x, y. The idea of GC is to describe the function as a Boolean
circuit for the two inputs. The Boolean circuit is defined with logic gates, which
each have its own truth table. In GC, the bit values of the tables are labeled with
longer strings of bits called garbled values or simply labels. The garbled outputs of
the tables are encrypted and the rows of each table are randomly permuted. The
derived tables form the “garbled” function rfprx, ryq, which can be evaluated securely
with the garbled inputs rx, ry to obtain the result.

The rest of the section covers basic GC-based MPC protocol in more details
between two parties, denoted as C (client/evaluator) and S (server/generator).

• GC Construction: The protocol starts by one generating the “garbled” func-
tion rf from f , i.e., constructing GC. For convenience, we choose S to generate
rf . Let n be the number of logic gates G in the Boolean circuit of f . Each Gi

(i “ 1, . . . , n) takes binary input(s) and produces one binary output. Every
input/output in the Boolean circuit can be represented with a wire wj. Let m
be the number of wires in the Boolean circuit. We denote the input/output
value of each wire with wb

j and the corresponding garbled value with rwb
j , where

b P t0, 1u is the binary value of the wire and j “ 1, . . . ,m is the wire indicator.
At first, S chooses a key size t (typically t “ 128 or 127) and assigns a random
t-bit value for each wire. In addition, a random-looking permutation bit π
can be appended into the garbled value in efficient GC construction [52]. We
assume that this technique is used, thus, the garbled values have the following
structure

rw0
j “ xr

0
j , π

0
j y , rw1

j “ xr
1
j , π

1
j y

where r0
j , r

1
j P t0, 1ut are the random t-bit values, π0

j P t0, 1u is the random
permutation bit and π1

j “ 1´ π0
j .
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Example 3.2. Let n “ 2 and the circuit be as shown below

w1

w2
w4

w3
w5

G1

G2

where G1 is the XOR gate and G2 is the AND gate. The total number of
wires is 5, therefore, we need to assign 10 garbled values rw0

1, rw
1
1, rw

0
2, rw

1
2, rw

0
3, rw

1
3,

rw0
4, rw

1
4, rw

0
5, rw

1
5. Let π0

1 “ 0, π0
2 “ 1, π0

3 “ 1, π0
4 “ 1, π0

5 “ 0 be our permutation
bits, consequently, π1

1 “ 1, π1
2 “ 0, π1

3 “ 0, π1
4 “ 0, π1

5 “ 1.

Next, S encrypts every output label in the truth tables with a symmetric-
key algorithm using the corresponding input label(s) as the key. Finally, the
encrypted output labels of each gate are randomly permuted by S so that the
original order of the rows in each truth table is concealed. In the efficient GC
construction, the permutation is based on the permutation bits.
The set of encrypted and permuted values define rf and they are sent to C by
S. In addition, the server’s garbled input value rx is sent to C.

Example 3.2 (continued). Let EnckpMq denote the encryption of M with a
symmetric-key algorithm (e.g., AES) using a key k. For G1, we must perform
the following encryptions

Enc
rw0

1 , rw0
2
p rw0

4q, Enc rw0
1 , rw1

2
p rw1

4q, Enc rw1
1 , rw0

2
p rw1

4q, Enc rw1
1 , rw1

2
p rw0

4q

and for G2

Enc
rw0

3 , rw0
4
p rw0

5q, Enc rw0
3 , rw1

4
p rw0

5q, Enc rw1
3 , rw0

4
p rw0

5q, Enc rw1
3 , rw1

4
p rw1

5q .

The row number for each value is derived from the permutation bits and the
following truth table output labels form the actual garbled circuit

Enc
rw0

1 , rw1
2
p rw1

4q Enc
rw1

3 , rw1
4
p rw1

5q

Enc
rw0

1 , rw0
2
p rw0

4q Enc
rw1

3 , rw0
4
p rw0

5q

Enc
rw1

1 , rw1
2
p rw0

4q Enc
rw0

3 , rw1
4
p rw0

5q

Enc
rw1

1 , rw0
2
p rw1

4q Enc
rw0

3 , rw0
4
p rw0

5q

which is ready to be sent and evaluated.

• GC Evaluation: Before C can evaluate rf , the garbled input ry needs to be
derived from y, i.e., C needs to communicate with S and learn the corresponding
garbled value(s) without revealing y. This is performed with an oblivious
transfer protocol (see Sec. 3.3.2).
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With rx and ry, C is able to decrypt corresponding garbled values, which are
used further on decryption until the final garbled value(s) is revealed. If only
S is meant to know the result, the final garbled value(s) is sent back to S, who
is able to expose the result, since it knows the garbled values for every possible
result. On the other hand, if only C must to know the final result, the final
garbled value(s) can be constructed so that it unveils the original value. This
is achieved, e.g., by setting π0 always to 0 for the final garbled value(s).
In both cases, the party who reveals the result is able to share it with the
other party, if necessary. Therefore, both parties have successfully evaluated
the function f without revealing their inputs.

Example 3.2 (continued). Let w1 “ 1 be the evaluator’s (in our case C’s)
input and the received garbled values are rw0

2, rw
1
3 (S’s garbled inputs). Note

that C cannot derive anything from rw0
2 or rw1

3, since they are random-looking
bit strings. Now, C uses OT and asks S to send the garbled value rwb

1, where
b “ 1, without actually revealing the value of b to S. Then, C is able to decrypt
and reveal one of the encrypted values, namely Enc

rw1
1 , rw0

2
p rw1

4q, and obtains rw1
4,

which is then used with rw1
3 to decrypt Enc

rw1
3 , rw1

4
p rw1

5q. Each time, C knows
exactly which values to decrypt by looking at the permutation bits, i.e., the pair
pπ1

1 “ 1, π0
2 “ 1q points to the last row and pπ1

3 “ 0, π1
4 “ 0q to the first row.

Final decryption reveals rw1
5, which can be sent to S. The server is able to tell

that rw1
5 corresponds to w1

5 “ 1, because it knows both rw0
5 and rw1

5. However, if
the protocol was designed so that π0

5 “ 0 was not a random choice, thus π1
5 “ 1

always, C can be convinced that w1
5 “ 1 is the correct solution without revealing

it to S.

3.3.1 Optimizations

The size of the garbled circuit can increase quickly, since 1-bit truth table outputs are
basically transformed to much longer bit strings for each gate. In the example 3.2,
the circuit was very simple but still for t “ 127, the size of the garbled circuit would
have been 8 ¨ p127 ` 1q “ 1024 bits. Further improvements are needed, especially,
when the circuit is large.

Encryption Function [9], [72]. The selection of a symmetric-key algorithm for
encryption (and decryption) impacts the computational overhead tremendously.
Therefore, it is important to choose an efficient algorithm and use it proficiently.
Efficient constructions using a single fixed-key AES call were presented in [9]. We
concentrate on the secure constructions for garbled circuit schemes that take advan-
tage of other optimization techniques discussed later in this section. Particularly,
the following dual-key cipher construction

EncA,BpMq “ ρpKq ‘M ,where K “ 2A‘ 4B (7)

is explained, where A,B P t0, 1uk are k-bit long key strings and M P t0, 1uk represents
the message/plaintext. The doubling 2A is defined as a multiplication of A in GF p2kq
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(Galois field) by the group element 0k´210 and 4B is a multiplication of B by 0k´3100
(in polynomial representation the elements are x and x2 respectively). The function
ρpKq is defined as ρpKq “ AEScpKq ‘K for a fixed key c.

In addition, a unique and independent gate index should be included in the
encryption process [72]. Let Ig be the gate index, we set K “ 2A‘ 4B ‘ Ig in Eq. 7
to preserve security. More precise security and efficiency discussion is found in [9].

Free XOR [39]. This technique allows efficient creation and evaluation of XOR
gates. The idea is not to use a truth table at all, but a global relation parameter φ
between the garbled values of a wire w. More precisely, the relation is between the
two random t-bit values so that rw1

j “ xr
0
j ‘φ, π

1
j y, where φ P t0, 1ut and rw0

j “ xr
0
j , π

0
j y

for all j “ 1, . . . ,m. Now the encryption is not needed for any XOR gate in the whole
circuit, since instead we can use XOR operation (see Ex. 3.3) and derive correct
result securely [39].

Example 3.3. We modify Ex. 3.2 so that we take advantage of the Free XOR
technique. Firstly, we assign the garbled values rw0

j “ xr
0
j , π

0
j y for j “ 1, 2, 3, 5. Then,

we generate a random φ and form rw1
j “ xr

0
j ‘ φ, π1

j y for j “ 1, 2, 3, 5. The XOR
garbled outputs are defined as rw0

4 “ xr
0
1‘ r

0
2, π

0
1 ‘π

0
2y and rw1

4 “ xr
0
1‘ r

0
2‘φ, π

0
1 ‘π

1
2y.

The encryptions are performed now normally for G2. The permutation follows from
the permutation bits as usual (note that π4 was updated but happens to stays the
same).

With rw1
1, rw

0
2, the garbled XOR gate is evaluated by computing xpr0

1 ‘φq ‘ r
0
2, π

1
1 ‘

π0
2y “ xr

0
1‘r

0
2‘φ, π

0
1‘π

1
2y “ rw1

4 (note that π1 “ π0‘1). The AND gate is evaluated
with rw1

4 and rw1
3 as before.

Garbled Row Reduction [57], [80]. The number of rows in a truth table depends
on the number of input wires for the corresponding gate. Precisely, for d input
wires there are 2d different bit value inputs, and therefore 2d rows in the truth table.
However, the first row (after the permutation) can be omitted by forcing it to be zero.
Therefore, it does not need to be included in the garbled circuit and the number of
rows is reduced to 2d ´ 1. One of the two garbled output values becomes a function
of the input garbled values only, as explained in [57].

Example 3.4. We use the garbled circuit for G1 constructed in Ex. 3.2 with the
cipher construction (7). The first row reduction forces Enc

rw0
1 , rw1

2
p rw1

4q “ 0, therefore,
we set rw1

4 “ ρp2 rw0
1 ‘ 4 rw1

2q and we are done. Naturally, the permutation bit of rw0
4

needs to be chosen accordingly.
Evaluation of the garbled circuit follows regular procedure, except for the first row,

where ρp2 rw0
1 ‘ 4 rw1

2q “ rw1
4 is computed instead of the decryption.

Further 50% reduction for two-input gates (e.g., XOR and AND gates) was presented
also in [57], but the technique was not compatible with Free XOR. Later, a
compatible method was introduced for AND gates in [80]. The idea is to divide the
gate to two “half” gates and apply the first row reduction technique on both of them.
This reduces the total number of rows down to two.
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The construction of [80] starts by the generator S choosing a random bit ϱ. Now
we make an observation that c “ a^ b “ pa^ ϱq ‘ pa^ pϱ‘ bqq, where a, b, c are bit
values and ^ is AND of two bits. The division to two gates is now clearly shown,
namely, the first is pa^ ϱq and the second pa^ pϱ‘ bqq. Trivially, S knows one of
the inputs for the first gate, namely ϱ. In order for the system to work, the evaluator
C needs to know pϱ‘ bq, which can be conveyed without overhead by setting π0

i “ ϱ,
where i is the wire index of the input b. Therefore, the permutation bit is always
equal to pϱ‘ bq. Note that C cannot deduce the value of b from the permutation bit,
since ϱ is uniformly random.

The reason, why the two gates are called “half” gates, arises from the fact that
in both cases the other input is known in advance and not secret. This gives an
opportunity to use a more sophisticated construction, which is explained in [80] and
also in the following example.

Example 3.5. We shall again use Ex. 3.2 as our baseline. We also assume that Free
XOR technique is used as in Ex. 3.3. We introduce a new notation for encryption
with one key, i.e., EncApMq “ HpAq ‘M , where Hp¨q represents a key derivation
function, e.g., a cryptographic hash function. To be consistent with the previous
examples, we might want to define HpAq “ ρpAq “ AEScpAq ‘ A but the choice is
not relevant here.

G2 (the AND gate) takes two inputs w3 and w4 (note that here S actually knows
the value of w3, but we omit this, because it is a special case). Let ϱ “ 1 be our
random choice (and so π4 stays the same). The first “half” garbled gate (after proper
permutation) is

Hp rw1
3q ‘ rw0˚

5 ‘ ϱφ “Hp rw0
3 ‘ φq ‘ rw0˚

5 ‘ φ

Hp rw0
3q ‘ rw0˚

5

where the first row reduction technique is applied as in Ex. 3.4, i.e., we define
rw0˚

5 “ Hp rw0
3 ‘ φq ‘φ and the first row becomes zero. The second “half” garbled gate

(permutation not needed) is

Hp rw1
4q ‘ rw0˚˚

5 “ Hp rw0
4 ‘ φq ‘ rw0˚˚

5

Hp rw0
4q ‘ rw0˚˚

5 ‘ rw0
3

where we define rw0˚˚
5 “ Hp rw0

4 ‘ φq and the first row becomes zero. The reason, why
the first row is “encrypted” with rw1

4 and the second with rw0
4, comes from the fact that

π1
4 “ 0 and π0

4 “ 1.
The evaluation with rw1

3 and rw1
4 goes as follows. The first “half” gate: the

permutation bit π1
4 “ 0 from rw1

4 indicates to the first row, so we compute Hp rw1
3q “

Hp rw0
3 ‘ φq “ rw0˚

5 ‘ φ “ rw1˚
5 . The second “half” gate: we read the permutation

bit π1
4 “ 0 p“ ϱ ‘ bq, which indicates that we use the first row and so we compute

Hp rw1
4q “ Hp rw0

4 ‘ φq “ rw0˚˚
5 .

Finally, the two intermediate results are combined with a XOR gate to obtain the
actual result, i.e., we compute rw1˚

5 ‘ rw0˚˚
5 , which is equal to rw1

5 by definition (see
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Free XOR). Therefore, we have obtained the correct final garbled value rw1
5 as in

Ex. 3.2 with a garbled gate of only two ciphertexts, namely

Hp rw0
3q ‘ rw0˚

5 and
Hp rw0

4q ‘ rw0˚˚
5 ‘ rw0

3 .

3.3.2 Oblivious Transfer

Oblivious transfer (OT) protocol is an essential part of GC since it allows the evaluator
C to receive the corresponding garbled value(s) obliviously from the other party
before the actual garbled circuit evaluation. OT protocols are not discussed formally
here, but a simple (inefficient) example of such a protocol is given to clarify the idea
and to convince the reader that such protocols exist.

OT was introduced for the first time by M. Rabin in [59]. For simplicity, we
only consider the special case called 1-2 oblivious transfer, where one message is
transferred obliviously from two candidates, i.e., the sender does not know which one
of the two messages was sent. This can be applied to GC, since we want to transfer
either rw0 or rw1 obliviously. We follow the setup, where C requests the garbled value
from S.

Example 3.6. 1-2 Oblivious transfer example:

1. Firstly, both S and C agree on a public-key cryptosystem to be used. Let ep¨q
denote the encryption with the public key and dp¨q denote the decryption with
the secret key. S creates a key pair and shares the public key with C.

2. Let S hold two secret values rw0, rw1. S creates two random values r0, r1 and
sends them to C.

3. Assume that C needs to obtain rw1, and thus we define b “ 1. C generates a
random message m, computes c “ epmq ` rb and sends it to S.

4. S computes two messages m0 “ dpc ´ r0q, m1 “ dpc ´ r1q and sends both
m1

0 “ m0 ` rw0 and m1
1 “ m1 ` rw1 to C.

5. C computes m1
b ´m and reveals rw1.

It is straightforward to see how C actually obtains the correct rw1, since clearly m1 “ m
with b “ 1, and therefore m1

1´m1 “ rw1. S is not able to determine b (or rb), since it
does not know the value of m (but only two equally likely candidates), and therefore
is not able to compute epmq. More general version of the example can be found in [26].

More efficient OT protocols are presented in [51]. We refer to [38] and [3] for more
detailed discussion on OT protocols for secure computation. Particularly, the OT
extension [33] is commonly used with garbled circuits and pre-computations of [8]
can be used for further optimization.
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4 Privacy-Preserving Localization
Some localization schemes preserve privacy by default. A good example is widely
used GPS in a setting3 where the location is calculated locally in the user’s device
based on the signals from the satellites. However, fingerprint-based localization
scheme as explained in Sec. 2 is not privacy-preserving without adjustments.

Recently, a promising privacy-preserving localization scheme based on garbled
circuits (see Sec. 3.3) was proposed in [34]. The efficiency of the scheme was shown
to be practical, but the security relies on two separated servers that are not allowed
to collude. This makes the scheme semi-trusted in clients’ perspective. See Sec. 1.2
for a more complete list of privacy-preserving localization proposals.

In the following Sec. 4.1, we revisit the proposal [46] for privacy-preserving
localization scheme without trusted parties. However, the scheme was shown to be
insecure in [75]. Before going to the scheme and its security, we briefly cover privacy
threat models of the fingerprint-based localization scheme.

In short, the information of both the server S and the client C needs to be secured
and kept private. From the perspective of S this means that clients should not get
hold on the pre-measured RSS values vi,j . On the other hand, S should learn nothing
about the location of C. The general attack model Honest but Curious (HBC) is
used, allowing us to exclusively concentrate on the security of the protocols rather
than also considering more sophisticated attacks on, e.g., the end user devices or
the server. The HBC model allows an attacker A to impersonate legitimate C and
send fake queries as long as they follow the protocol’s format. Additionally, A could
pretend to be a legitimate S and receive queries from clients.

Based on the HBC model, we take into account the following attacks:

a) Precise Location Attack (PLA): A obtains the precise location of C from
the client’s sampled RSS values fj or directly from the query.

b) Coarse Location Attack (CLA): A obtains some information about the
location of C. This can be, e.g., learning the presence of a certain client within
the range of an IPS.

c) Database Discovery Attack (DDA): A obtains a database D1, which is
identical to the server’s database D or at least close to it, so that accurate
location retrieval can be made with D1.

Notice that a fingerprint-based localization scheme can easily be made resistant
against PLA and CLA, if S just sends the whole D to C. The simple scheme in
Sec. 2 is resistant against DDA, if only the location parameter is sent to C. Therefore,
we demand that privacy-preserving fingerprint-based localization scheme must be
resistant against all the attacks. Accordingly, we define that any scheme resistant to
the attacks is privacy-preserving.

3Assisted (e.g., Wi-Fi or cloud) GPS applications have privacy issues.
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4.1 PriWFL
H. Li, L. Sun, H. Zhu, X. Lu and X. Cheng proposed a Privacy-Preserving WiFi
Fingerprint Localization scheme (PriWFL) in [46] that protects users’ location
information with the Paillier cryptosystem and then uses randomized selection of
APs and a random mask for keeping the database D (see Sec. 2) secure. The scheme
was shown to be weak in [75], which basically made it useless in practice. More
precisely, the privacy of the server got broken. Nevertheless, [46] addresses the
privacy issues of Wi-Fi fingerprint-based localization and provides some useful ideas
that are modified and used in our scheme later. Therefore, the PriWFL scheme is
discussed here in details.

The PriWFL scheme implements the indoor positioning scheme discussed in Sec. 2
with modified Location retrieval phase. In addition, a new phase called Distri-
bution phase is needed before the location retrieval. We assume that Training
phase is done by the SP in advance. Basically, it is the same for all fingerprint-based
localization schemes and it does not raise any privacy concerns, since there are no
clients involved.

• Distribution phase: In this phase, a client C and the server S distribute
necessary shared values and lists to each other. Precisely, S publishes T1 and T2
defined in Sec. 2 and C generates a Paillier key pair psk, pkq defined in Sec. 3.2
and publishes pk.

• Modified location retrieval phase: This phase starts by C measuring the
RSS fj of all the APs in T1 at its current location. Then, C computes the
following lists

tEp´2fjqu
N
j“1

␣

Epf 2
j ` rjq

(N

j“1

where r1, . . . , rN are big random numbers, and sends them to S. Next, distances
are computed at the server in the following way

1. Define a threshold τ and choose a random number N 1 so that τ ď N 1 ď N .
Now form a random selection set S “ ts1, . . . , sN 1u, where 1 ď si ď N
for i “ 1, . . . , N 1 and si ‰ sj for all i ‰ j. Practically, we are selecting a
random number of APs from T1.

2. Next, compute the following values for i “ 1, . . . ,M

∆i,1 “ E

˜

ÿ

jPS

v2
i,j

¸

∆i,2 “
ź

jPS

Ep´2fjq
vi,j

∆i,3 “
ź

jPS

Epf 2
j ` rjq

and then compute Di “ ∆i,1 ¨∆i,2 ¨∆i,3.
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Remark. Due to the homomorphic properties of Paillier encryption (Eq. 5
and Eq. 6), decryption of Di yields d1

i `
ř

jPS rj, where d1
i is the distance

as in Eq. 1 with the exception that not all APs are used.

Finally, S generates and encrypts a random number R and uses it to mask
each Di, i.e., S computes the following list

tDi ¨ EpRqu
M
i“1 .

and sends it to C, who then decrypts every item on the list and obtains
#

d1
i `

ÿ

jPS

rj `R

+M

i“1

“ td1
i `R

˚
u

M
i“1

where the last term R˚ is clearly independent of i. Hence, it is a constant
linear shift on all distances d1

i and the order of the distances does not change.
Now C saves the indices of the k smallest distances in the list and deduces the
corresponding locations from T2. The location of C is retrieved by computing
the centroid of these locations.

4.2 Weaknesses of PriWFL
Z. Yang and K. Järvinen published the paper [75] in INFOCOM’18. The first
main contribution of the paper was an attack against the PriWFL that was able to
compromise the privacy of the server. Precisely, the attack was DDA and allowed
the attacker A (who pretends to be a legitimate client) to obtain the exact copy of
the database.

The essential weakness of the PriWFL is that the randomness R used in masking
stays the same for every distance, i.e., R is independent of i “ 1, . . . ,M . The
independence is necessary for the protocol to work, but it makes it possible to
subtract masked distances and obtain the subtraction result of unmasked distances,
i.e., pd1

i ` R˚q ´ pd1
j ` R˚q “ d1

i ´ d1
j. This is useful with an assumption that A is

able to find at least two locations for each AP in T1, such that the AP is unavailable
and so the RSS is zero (or other known value). The assumption is realistic and more
explicit reasoning can be found in [75]. More detailed discussion of the attack is
omitted here.

In addition to the major security weakness regarding the randomness, there are
other practical problems and misunderstandings in the PriWFL [75]. One of them
is related to the random selection of APs, namely the set S. The reason of using
S comes from the fact that without a random selection, a trivial DDA exists, as
already explained in the original paper [46]. But the drawback of selecting random
APs for the location retrieval is that the accuracy might be very poor in some cases.
It was argued in [46] that the accuracy is good with a threshold τ “ 6, meanwhile,
they assumed that N is small, e.g., N “ 10. The assumption is not always valid in
practice when N is large; therefore, it cannot be accepted.
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The next problem is that the size of the randomness used in the PriWFL is
not defined. This increases the obscurity of the system and might create security
or practicality issues in real life implementations. The issues are reviewed later in
Sec. 5.2.4, where we introduce a packing technique with a proper random masking
that is carefully designed in order to avoid the issues.

The last observation in [75] argues that the big random numbers r1, . . . , rN do not
serve any purpose and could be left out. Since the original purpose of the numbers
was presented to be unclear in [75], we present a detailed discussion in Appendix
C. However, the outcome is still the same, i.e., the random numbers are indeed
unnecessary.

4.3 New Directions
The second main contribution of [75] by Z. Yang and K. Järvinen was to explore certain
directions on how to implement privacy-preserving fingerprint-based localization
schemes. We briefly present them here and state some pros and cons of each scheme.

• FHE based scheme: As described in Sec. 3.1, by definition FHE enables ex-
ecution of arbitrary functions on ciphertexts. Therefore, the entire localization
scheme could be executed by S with the client’s encrypted RSS values. In
principle, this approach is simple but as already mentioned, the efficiency of
known FHE algorithms is poor for complex systems. Technically, the major
problem is to compute the kNN algorithm efficiently on the encrypted distances.

• MPC with GC: Another idea is to use MPC with GC (see Sec. 3.3) and
evaluate a function that returns the location of C. In contrast to the previously
presented FHE scheme, C would be executer of the (“garbled”) function. Eval-
uation of GC is computationally cheap, but the size of the circuit increases
quickly for large N and M . Therefore, the communication overhead could
potentially make this scheme impractical.

• Paillier and signs: The idea of this scheme is to encrypt the RSS values with
Paillier and then compute the encrypted distances as in PriWFL. The idea
is to reveal the sign of every ψi,j “ di ´ dj to C, which eventually allows C
to complete the kNN algorithm without knowing the actual distances. The
protocol was found to be feasible only for small N and M . Additionally, the
scheme was found to be weak in practice and DDA was presented in [76].

• Paillier and GC: The last idea for a localization scheme was to use Paillier
encryption in a similar fashion as in PriWFL, but always with full selection set
S, i.e., involve every AP in the distance computation and then use a different
random mask for each distance. To retrieve the location, C uses GC with S to
remove the mask and computes the kNN algorithm within the circuit. Therefore,
the actual distances are not revealed and the communication overhead remains
smaller than in the scheme proposal MPC with GC.
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The later sections are about the Paillier and GC proposal, which is a promising
candidate for a practical privacy-preserving fingerprint-based localization scheme. A
precise description of the scheme is in Sec. 5 and implementation aspects are covered
in Sec. 6.
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5 System Overview
This section introduces the new privacy-preserving fingerprint-based localization
scheme based on the idea given in [75]. Basically, the scheme uses the Paillier
encryption scheme to hide the clients’ RSS values from the server. The Paillier
scheme cannot protect the database by itself. Therefore, the distances are masked
with a random value unique for each distance, which protects the database and
prevents the attack from [75] to work. The mask is finally removed and the kNN
algorithm is run within a garbled circuit. Although, the garbled circuits could be
utilized for a complete location retrieval without the need of the Paillier scheme, the
communication overhead would be large [34].

In the following, we give a fully detailed description of the scheme. For convenience,
we use similar notation as in Sec. 4.1. Note that some of the definitions differ crucially,
and should not be mixed with the earlier ones.

• Training phase: This phase follows exactly the same procedure as explained
in Sec. 2 and needs to be done only once. The outcome is a database D stored
on a server. No interaction with any client is needed.

• Distribution phase: As in Sec. 4.1, the purpose of this phase is to let a client
C and the server S share necessary values to each other. In addition to T1, T2
and C’s Paillier public key pk (defined in Sec. 2 and Sec. 3.2 respectively), fixed
values used in GC protocol should be distributed (e.g., see the fixed key c in
Sec. 3.3.1). However, this depends entirely on the details of the GC protocol
used later.

• Paillier phase: The location retrieval starts by C measuring the RSS fi from
every AP in T1 at its current location. Then, C computes the following list

tEp´2fjqu
N
j“1

and ∆3 “ Ep
řN

j“1 f
2
j q, which are sent to S. Next, S computes the following

values for i “ 1, . . . ,M

∆i,1 “ E

˜

N
ÿ

j“1
v2

i,j

¸

∆i,2 “

N
ź

j“1
Ep´2fjq

vi,j

and then computes Di “ ∆i,1 ¨∆i,2 ¨∆3. Due to the homomorphic properties of
Paillier encryption (Eq. 5 and Eq. 6), decryption of Di would yield di, where
di is exactly the distance as in Eq. 1. However, Di is not sent to C as such,
since finally S masks every one of them with a random value Ri P r0, nr, i.e.,
S computes the following list

tDi ¨ EpRiqu
M
i“1
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and sends it to C, who then decrypts every item on the list and obtains

tdi `Riu
M
i“1 .

• GC phase: In this phase, C uses a garbled circuit (see Sec. 3.3) to remove the
masks and to compute the kNN algorithm in the following way

1. S constructs a Boolean circuit that takes two lists X, Y both containing
M values of size l1, where l1 is the maximum bit-length of a distance. The
circuit computes first X ´ Y “ tx1 ´ y1, . . . , xM ´ yMu, and then returns
the indices of the k smallest values in the list. This Boolean circuit is then
used in GC construction as explained in Sec. 3.3 and the GC is sent to C
along with the servers garbled input rY “ try1, . . . , ryMu “ t rR1, . . . , rRMu,
where rRi is the garbled value for the GC of the random value Ri.

2. Before C can evaluate the GC, it needs to obtain the garbled values
rX “ trx1, . . . , rxMu “ t

Čd1 `R1, . . . , ČdM `RMu for its input X by using an
oblivious transfer protocol (see Sec. 3.3.2).

3. C evaluates the GC and obtains the list of indices corresponding to the k
smallest distances. Finally, C deduces the locations from T2 and retrieves
its own location by computing the centroid.
Remark. T2 could be a part of the GC, which could then return the
location directly, i.e., the centroid can be computed within the circuit. The
GC could also contain additional service related material, such as promo
codes or discount vouchers, without loss of privacy and practicality.

Training phase and Distribution phase can be done separately from the
location retrieval, hence, we are calling it Offline phase. A message sequence chart
of the scheme is shown in Fig. 1.

5.1 Security
The security of our system relies on the commonly known cryptographic protocols,
namely Paillier encryption scheme and garbled circuits (see Sec. 3.2 and 3.3 respec-
tively). In this section, we take a closer look on how the system is resistant against
the attacks described in Sec. 4 and what assumptions need to be made. A formal
privacy model that goes beyond the HBC is presented in [77].

5.1.1 Precise Location

The client’s precise location information (RSS values) is encrypted during the whole
Paillier phase and is safe from any adversary, if we assume that the Paillier
cryptosystem is secure. More precisely, with the composite residuosity assumptions
discussed in Appendix A, the cryptosystem withstands chosen-plaintext attacks.
Even though, the plaintext space is small (since the RSS is always a small integer),



33

Client Server

Construct D

pk

T1, T2

Offline phaseOffline phase

tEp´2fjqu
N
j“1 , Ep

řN
j“1 f

2
j q

tDi ¨ EpRiqu
M
i“1

Paillier phasePaillier phase

GC and rY

OT with X

rX

Evaluate GC

The indices

GC phaseGC phase

Figure 1: The message sequence chart of our scheme.

the random r P Zn in Eq. 2 (that makes the Paillier cryptosystem probabilistic)
prevents any information leaks in our scheme.

One might note, that Paillier encryption algorithm is malleable, which is actually
essential for our scheme, since we need the homomorphic properties (see Sec. 3.2.1).
The server S could take advantage of malleability, though it is not reasonable by
any means, since basically S can alter the response freely anyway. In any case, the
outcome would be just a poor localization service, which should never be desirable.
An adversary other than S might want to “play around” and alter clients’ queries.
However, this does never compromise the clients’ location information and could be
prevented by signatures or a tunneling protocol, which might make the scheme less
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efficient though.
After a client decrypts the received masked distances, GC phase begins. There-

fore, the client’s location information is still vulnerable at this point and we must
be able to trust on the security of garbled circuits. Precisely, the OT protocol must
ensure that S is not able to reveal any information of the client’s input for the garbled
circuit. There are many well studied OT protocols, which are assumed to be secure
(see, e.g., [38], [3]). Based also on the previous reasonings, we conclude that our
scheme resists PLA.

5.1.2 Coarse Location

Creating a fingerprint-based localization scheme that resists CLA in a sensible way
is difficult. Basically, a scheme itself does not specify when the client C must make a
query to the server, but it can be assumed that more queries are made and received,
while C is somewhere inside the indoor positioning area. Therefore, the SP can
deduce the coarse location of C by following the number of queries coming from the
same IP address or with the same pk over a timespan.

There exists defense mechanisms to prevent the previous scenario. Firstly, C
could make queries constantly, even if not present around the area. However, this
is not sensible, especially with the privacy-preserving scheme due to the overhead.
Secondly, with a changing non-static IP address, it would be difficult to do any
statistical deductions against C. However, this is normally impossible in a practical
setup without using advanced techniques such as onion routing, which would then
increase the round trip time of a query.

Furthermore, the values of Distribution phase are saved with an identifier,
thus, C can be identified without the need of the IP address. Hence, C should go
through Distribution phase and use a new identifier for every query, which is
infeasible, particularly with the server’s pre-computation technique (see Sec. 5.2.2).

Basically, the only sensible technique that makes a fingerprint-based localization
scheme fully CLA resistant is to make queries at random phase, while C is not
interested in using the localization service. The random queries should be timed in a
way that they hide the actual usage period of the service, which requires modeling.
However, this goes beyond our actual system and is omitted here, but we want to
address here that additional effort is indeed needed.

It could also be argued that CLA does not reveal enough C’s location information
and should not be considered as an attack in the first place. However, we want
to point out that the SP could control multiple servers, thus, the coarse location
information could become more sensible and important.
Example 5.1. Let us imagine a SP that provides fingerprint-based localization for
three buildings, namely a hotel, a shopping mall and a sport center. For convenience,
the databases of each building are separated and controlled by distinct servers (or
one server listening three different ports). Now the SP can track, e.g., how often a
certain hotel guest visits the shopping mall and the sport center (and at which times).
Remark. Nothing prevents the SP to separate parts of one single indoor area to
distinct servers and track C in this way. Nevertheless, this would be conspicuous to C,
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since there needs to be an action made that connects C to the correct server (or port).
This also means that C must know the part of the indoor area it is in. This decreases
the usefulness of the service and makes precise tracking infeasible in practice.

5.1.3 Database

Without the random mask R on the distances, the server’s database D is leaked to
the client during the Paillier phase response after N (random) queries. The attack
is fully explained in [46], but basically the client only needs to solve a set of linear
equations to obtain the exact D. Therefore, it is essential that the masking secures
the distance values from adversaries.

This is indeed the case, since the random mask provides similar encryption as the
one-time pad (OTP), which is proved to provide perfect secrecy [67]. If we examine
the masking process precisely, we note that R is added to the distance (or a package
of multiple distances) d modulo n, i.e., the masking is the operation d`R mod n in
the plaintext domain. When R is always a new random value for every masking that
is taken from the set r0, nr and kept secret, we get perfect secrecy and the distances
are secured.

The mask is removed during GC phase inside the garbled circuit, hence, the
secrecy of D relies also on the security of garbled circuits. More precisely, garbled
circuits must ensure that no preliminary results are revealed during the garbled
circuit execution (on the client’s side). This is believed to be true with a proper
label/key size (see Sec. 5.1.4) and secure symmetric-key algorithms used in garbled
circuit construction and evaluation (see Sec. 3.3).

With the assumption that garbled circuits is a secure protocol, we can draw a
conclusion that the client cannot deduce the exact D using our system. However,
there could be still a DDA that gives the client D1, which can be used to provide
similar localization service as with D. In a basic brute-force attack, the client would
send every possible query to the server and collect the results into a table. Now
the client could try to build D1, which gives the same result for each query as D.
However, this method becomes infeasible in practice, where N and M are large.
Example 5.2. The total number of different queries is 2l¨N , where l is the bit-length
of RSS. If we have a small building with only 3 APs, i.e., N “ 3 and let l “ 4, then
the number of queries that need to be made is 212 “ 4096, which is still feasible to
make in a couple of hours, if one query takes about one second. Now construction of
D1 might also be feasible, if M is not too large and one has some information of the
locations of the APs in the building, which helps to decrease the probable range of
values for each entry in D. We also note that D1 does not have to give the exactly
correct response to every single different query, but for most of them. However, if
N “ 7 and l “ 4, the attacker needs to make 228 “ 268435456 queries, which would
already take years and a successful construction of D1 that can be used for accurate
location retrieval is doubtful. Clearly, the complexity of the attack increases very
quickly along with N . In practice, there are dozens of APs in the building so N " 7.
In conclusion, we state that our scheme resists DDA in a practical setup (N ě 7 and
l ě 4) with an assumption that the garbled circuit is secure.
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5.1.4 Secure Parameters

The security level of a cryptographic protocol follows normally from the key size
with an assumption that the protocol itself is secure. We follow the guidelines of [7]
and [1] to determine the security level of our system.

Firstly, the Paillier cryptosystem relies on the integer factoring problem such as
the RSA cryptosystem, thus, we are going to use the provided key size guidance
that was made mainly for RSA. Note that the cryptosystems are still based on
different problems, i.e., Classrns (see Appendix A) and the RSA Problem (e.g., see
[1]) respectively, but both problems are believed to be as hard as the integer factoring
problem.

Garbled circuits use a symmetric-key algorithm, which was already discussed in
Sec. 3.3.1. A common choice is to use AES, where the key size corresponds directly
to the security level. However, depending on the implementation, the actual labels
might not be used directly as the AES key, which gives one a chance to use a AES
key size other than the label size, at least in theory. Anyway, we assume that the
system is consistent and the key and label sizes are always identical.

Observation 5.1. Since AES has a fixed block size, the execution time of the garbled
circuit depends on the number of blocks (that need to be encrypted with AES) rather
than the label size, i.e., all labels that have the size 128 bits or less produces the
same computational overhead and only the communication overhead is reduced (see
Sec. 5.3).

Remark. The execution time of a garbled circuit is rarely as serious drawback as
the size of the circuit.

The OT protocol used with the garbled circuits normally uses a public-key algorithm,
where the security level should be consistent with the whole system. We do not
want to restrict out scheme to a particular OT protocol and the key size(s) are not
discussed here.

We have gathered parameter sizes with the corresponding security level in Tab. 2.
Since n “ pq, the size of the primes p and q should be half the required size of n.

Remark. Certain attacks can take advantage of situations, where p and q are too
close to one another. However, by randomly choosing both primes, the probability of
that is negligible [1].

Remark. Garbled circuits with the permutation bit π (see Sec. 3.3) decreases the
security level by a small factor, which is at most one bit.

Table 2: The bit-lengths of the parameters used in our scheme and the corresponding
security level.

Security Level Paillier (n) Garbled circuits ( rw and c)
112 2048 112
128 3072 128
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5.2 Optimizations
This section covers several techniques to decrease the computational and communi-
cation overheads. Without these techniques, the scheme described above would be
impractical in large areas, where parameters (particularly N or/and M) are large.

5.2.1 Client Pre-computation

The Paillier encryption (see Eq. 2) contains two modular exponentiations and one
multiplication. Especially, the latter rn mod n2 operation is computationally involv-
ing for every encryption, since r and n are always large. However, that part of the
encryption is independent of the message m and can be computed in advance. For
each encryption, r needs to be a new (unique) random value, and therefore a stack
should be used for storing the multiple pre-computed values.

For each query, the client C needs to perform N ` 1 encryptions. For a large
N a small stack runs out of the values quickly after many queries. On the other
hand, constructing a very large stack of rn mod n2 values might not be feasible on
C’s side due to the time and power consumption, except during the nighttime while
the device is charging. In a practical scenario, the stack size should normally be at
least N ` 1 and the stack could be initialized during Offline phase and refilled after
a query is made. In this way, the location retrieval time reduces but C is not able to
make a new query immediately. This is acceptable in many practical scenarios (see,
e.g., Ex. 5.10).

With the pre-computation of rn mod n2, the encryption complexity depends
mostly on gm mod n2. On C’s side, the message m is always related to the RSS value,
which is normally bounded to a small value. Technically, C needs to encrypt

řN
j“1 f

2
j

and every t´2fju
N
j“1, which are small values compared to n. By assuming that the

encryption can be made securely with a non-constant time modular exponentiation4,
C’s encryption complexity is small. Note that this is true also for the negative valued
messages, since we can first compute g2fj mod n2 and then take the inverse modulo
n2. Furthermore, the first multiplications of the exponentiation are cheap, if g is
small. Hence, we prefer to choose g “ 2 in our Paillier scheme, since it makes the
first multiplications basically a linear shift operation (2m mod n2 is only a linear
shift, if m ă rlog2 n

2s).

Observation 5.2. Every encryption of t´2fju
N
j“1 could be pre-computed, since we

could have a stack of encryptions for each possible RSS value. However, the benefit
of this is poor compared to the increase in computations during the initialization. A
better solution would be to store g´2f mod n2 for each RSS. Now each encryption is
one multiplication with rn mod n2 from the original stack.

Remark. The number of possible values for
řN

j“1 f
2
j is larger than the number of

RSS values, hence, pre-computing encryptions becomes impractical for large N . We
4Constant time encryption is normally preferred, since it prevents timing attacks. However, in

our implementation explained in Sec. 6, a non-constant library function is used for the encryption.
The advantage of a non-constant time encryption is large in our scheme and alternative techniques,
such as variable timing encryption, should be used to prevent timing attacks (see Obs. 6.1).
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could still reduce the encryption down to N multiplications by storing gf2
j mod n2 for

each RSS and then compute the encryption as
śN

j“1 g
f2

j ¨ rn mod n2. However, later
we see in Sec. 5.2.5 that we do not actually need to encrypt

řN
j“1 f

2
j . Therefore, this

optimization is not relevant.

5.2.2 Server Pre-computation

Some values can be computed in advance on the server side. The first observation
is that the database entries vi,j are used in ∆i,1 “ E

´

řN
j“1 v

2
i,j

¯

as squares, which
means that they could be stored in this form already after Training phase. However,
the benefit of this is insignificant, since the squaring is in the plaintext domain.

Furthermore, if storage space is not a problem, every ∆i,1 for i “ 1, . . . ,M can
be pre-computed for each client right after Distribution phase. This reduces the
computational overhead tremendously while computing the encrypted distances Di.

5.2.3 Server Computation Improvements

A simple dynamic programming style technique can be applied for each ∆i,2 “
śN

j“1 Ep´2fjq
vi,j to reduce the computational overhead. Firstly, we make an obser-

vation that each vi,j is normally a small number. E.g., if the maximum bit-length
of RSS is 4, then vi,j P t0, 1, . . . , 15u. Let vmax,j denote the maximum value of vi,j

for each j “ 1, . . . , N (the maximum RSS in each column of the database), then we
compute the lists t1, Ep´2fjq, Ep´2fjq

2, . . . , Ep´2fjq
vmax,juN

j“1. Now every possible
Ep´2fjq

vi,j value is computed and can be derived from the lists, while computing
each ∆i,2 for i “ 1, . . . ,M . This technique prevents the server to compute the same
exponentiation multiple times gratuitously.

Example 5.3. Let the first column (j “ 1) of the database contain the values
v1,1 “ 0, v2,1 “ 2, v3,1 “ 7, v4,1 “ 3, and so vmax,1 “ 7. Now we compute Ep´2f1q

7

and obtain the list t1, Ep´2f1q, Ep´2f1q
2, . . . , Ep´2f1q

7u, which is utilized after the
same approach has been applied to other columns.

The complexity here for the first column is 6 multiplications. Without this
technique, we would have computed Ep´2f1q

2, Ep´2f1q
7, Ep´2f1q

3 separately. That
would have been 1` 6` 2 “ 9 multiplications in total. The difference is more notable
for a practical database (M ą 50).

Additionally, the number of multiplications can be reduced even further. Instead
of just finding the vmax,j for each column and computing the complete list up to
that exponent, we could find the shortest addition chain for vmax,j that contains
all needed intermediate exponents and do the addition-chain exponentiation. Even
though, finding the shortest addition chain is a NP-complete problem [24], for a
small value it is feasible. In fact, all the different possible chains could be hard-coded
in the system for small vmax,j such as 15.

Example 5.3 (continued). Here our addition chain for 7 must contain 2 and 3. It
is easy to see, that p1, 2, 3, 5, 7q is one example of a shortest addition chain, thus, the
complexity is 4 multiplications.
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5.2.4 Distance Packing

In Paillier phase, the server S has to send M ciphertexts to the client C, which
increases the communication overhead tremendously in a real life setting, where M
is large. To overcome this issue, S can pack multiple distances into one ciphertext
as noted in [63] and [60]. Firstly, we need to deduce the bit-length of a distance di,
which can be derived from Eq. 1. Let l be the maximum bit-length of RSS, then

l1 “
P

log2
`

p2l
´ 1q2 ¨N

˘T

(8)

is the bit-length of di, which is the same for every i “ 1, . . . ,M .

Example 5.4. If l “ 4 as suggested in Sec. 2.2 and N “ 35, we get l1 “ 13.

Essentially, by packing we mean that multiple distances are aligned in one larger
value by linearly shifting them with a proper constant value. We call the result a
package regardless of whether the distances in it are in encrypted form or not.

The maximum bit-length of the plaintext is γ “ rlog2pnqs and to avoid an overflow
(with high probability) when R is added later to the package, some of the most
significant bits must be left to zero. The statistical correctness parameter κ denotes
the number of the zeros and the number of distances fitting one package is now
t “

X

γ´κ
l1

\

.

Example 5.5. If l1 “ 13, κ “ 64 and γ “ 2048, we can fit t “ 152 distances in one
package. Therefore, if the original M was 1800, instead of sending 1800 ciphertexts,
we only need to send

P1800
152

T

“ 12 packages, leading to 99.3% saving in the amount of
communication from S to C.

The actual packing needs to be done in the following way. Let T “
P

M
t

T

be the
number of needed packages. After S has computed Di for all i “ 1, . . . ,M , it
computes the packages

#

t
ź

i1“1
D2pi1´1ql1

tpk´1q`i1

+T ´1

k“1

,
t1
ź

i1“1
D2pi1´1ql1

tpT ´1q`i1

where t1 “M ´ tpT ´ 1q is the number of distances in the last package.

Remark. Here we use the base 2 “shifts”, since we have defined the bit-lengths of
the values. In principle, other basis could be used.

Example 5.6. Let M “ 152 and so we have the encrypted distances D1, . . . , D152.
We assume that l1 “ 13, κ “ 64, γ “ 2048 and t “ 152 (as in Ex. 5.5), thus, T “ 1
and so we can fit all the distances in one package by computing

śt
i“1 D

2pi´1ql1

i . Due
to the homomorphic properties, the effect on the plaintext is the following

t
ÿ

i“1
di ¨ 2pi´1ql1

.

Now it is easy to see that the distances line up in the plaintext as follows
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d1 d2 d3 d4 ¨ ¨ ¨ d152
0 13 26 39 52 1963 1976 2048

and we have at least κ “ 64 zero bits at the end (precisely, 72 in this case).

Now the masking is done in a similar fashion as earlier, but only T masks are needed.
The random mask should be chosen uniformly at random from the set t0, 1, . . . , n´1u
to avoid any information leaking about the distances after the decryption. However,
the overflow mentioned earlier occurs, if the mask added to the packed distances goes
larger than n. To see how this can be avoided with the zero bits, let Ccomp be the
value of the packed distances and R the mask. The probability that Ccomp `R ě n

is Ccomp

n
, since R is randomly chosen from t0, 1, . . . , n´ 1u.

Example 5.7. Let t be the number of distances in one package and l1 the bit-length
of one distance. The value of the packed distances is Ccomp “

řt
i“1 di ¨ 2pi´1ql1.

For simplicity, we estimate that both Ccomp and n are powers of 2, and therefore
we can write Ccomp “ 2log2pCcompq and n “ 2log2pnq. On the other hand, log2pnq “
log2pCcompq ` κ, since by definition κ indicates the number of the most significant
zero bits of the plaintext. Now

Ccomp

n
“

2log2pCcompq

2log2pnq
“

2log2pCcompq

2log2pCcompq`κ
“

1
2κ

and with κ “ 64 the probability that an overflow occurs in Ccomp `R is 1
264 .

To minimize the probability, we clearly need Ccomp ! n, which means that the less
distances are packed the better, i.e., κ is large. However, if we want to minimize
the communication overhead, we should still try to pack as many distances in one
package as possible and use small value for κ. This also reduces the computational
overhead at C’s side, since there are less ciphertexts to decrypt.

The final value of κ should be determined based on multiple factors, which are
service specific. With secure parameters (see Sec. 5.1.4) and small κ, the packing
is computationally laborious for the final distances in the packages, namely, when
the index i1 gets closer to t, since the exponent 2pi1´1ql1 that “shifts” the distance in
the package grows up quickly. Therefore, a trade-off between the packing time on S
and decryption time at C’s device is considerable, although we normally prefer to
outsource any computations to S and try to minimize the communication overhead.

If the computational overhead for both the server and client is taken into account
equally and the increase in the communication overhead does not matter, it is clear
that the number of distances in a package should be bounded to a small number,
such as 40. In addition, each package should contain approximately the same number
of distances in it, i.e., the packages should be “in balance”.

Example 5.8. Let M “ 153 and l1 “ 13. If we use two packages, where the first
packing follows the previous examples (M “ 152) and the one remaining distance is
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packed alone in a distinct package, the packing requires
ř152

i“1pi´1q ¨13`151 “ 149339
multiplications in total with the square-and-multiply algorithm.

However, if we balance the packing such that the first package contains 76
and the second 77 distances, the packing requires only

`
ř76

i“1pi´ 1q ¨ 13` 75
˘

`
`
ř77

i“1pi´ 1q ¨ 13` 76
˘

“ 75239 multiplications. The number of multiplications is
smaller with the balanced packing and we also see why full packing should be avoided.

As stated earlier, the decisions related to the packing depend on the service and
more precise analysis is omitted here. More complete discussion of this can be found
in Sec. 5.3.4 and Appendix D.

In a security proof of this type of system, the zero bits are normally left out as in
[77]. It is arguable, that since there are zeros that prevent the overflow, information
is leaked, i.e., an attacker knows that the probability of an overflow is normally
negligible. However, no attacks using this information have been discovered by now,
and we claim that it is highly unlikely that such a small information leak could lead
to a practical attack in the future. Moreover, an active attack that creates purposely
an overflow in the package(s) goes beyond the HBC attack model (see Sec. 4), since
the attacker needs to trick S to do faulty packing, thus, we do not consider such an
attack a threat. But, it is still reasonable to keep in mind that this could be possible
with poorly implemented system.

The final note is that with this packing technique, the garbled circuit computes T
subtractions instead of M . However, the subtractions are longer (when T ‰M) and
the total number of bitwise subtractions stays the same. After the subtraction(s),
the distances need to be separated, which is easy with simple shift operators (or
simply with a pointer). This means that the packing technique does not effect the
overhead of GC phase.

5.2.5 Encryption of ∆3

As mentioned in [46] and [75], instead of sending the set tEpf 2
1 q, . . . , Epf

2
Nqu (see

Sec. 4.1), we can simply send ∆3 “ E
´

řN
j“1 f

2
j

¯

“ Epδ3q, since in our case the
distances are computed with all APs. Therefore, the number of needed encryptions
at the client’s side decreases from 2N to N ` 1, which is a significant improvement,
especially for large N . The security of the system does not decrease, because it was
already proved in Thm. C.1 that ciphertexts do not reveal information about the
plaintexts and the addition of the plaintexts does not weaken that statement.

Furthermore, ∆3 can be dropped out completely from the scheme to decrease the
number of needed encryptions down to N . For every distance di, the plaintext of
∆3, namely, δ3 “

řN
j“1 f

2
j , is a (positive) constant that only increases the value of

every di. Therefore, the kNN algorithm gives the same result, even if δ3 is left out.
However, the distances di are not necessary positive anymore, which is problematic,
since we are using modular arithmetic. To overcome this problem, the client adds δ3
to the decrypted masked distances after the decryption to ensure the positivity of
each distance. With the packing technique, δ3 needs to be added to every distance
in a package.
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Example 5.9. Let us use a similar setup as in Ex. 5.6. Without ∆3 the plaintext
would be

řt
i“1pδ1 ` δ2q ¨ 2pi´1ql1

` R. Therefore, we need to add
řt

i“1 δ3 ¨ 2pi´1ql1 to
obtain

t
ÿ

i“1
pδ1 ` δ2 ` δ3q ¨ 2pi´1ql1

`R “
t
ÿ

i“1
di ¨ 2pi´1ql1

`R .

Remark. Since δ3 is eventually added to the package(s), the packing cannot be
denser, i.e., l1 must be computed as before (see Eq. 8).

5.2.6 Masking Pre-computations

The masking values Ri are independent of the client. Thus, there could be a common
stack of them on the server, which could be used among all clients. The stack could
be refilled, when the server is not busy, e.g., during the nighttime.

Furthermore, the encryption of Ri could be done after Distribution phase.
However, the number of needed encrypted masks is unknown, since it depends on the
number of queries the client will make (could be thousands per day), and therefore we
also need to store them in a stack and refill while feasible. This technique used with
the packing decreases the masking process down to only T multiplications. However,
it is difficult to justify whether this technique is feasible in practice or not.

Example 5.10. Let us imagine a shopping mall that offers a privacy-preserving
localization service by using our scheme. If we knew the customers of the day, we
could have stored the needed encrypted masks during the last night at least for several
thousand customers. However, this is unlikely the case, especially, when the scheme
is CLA resistant (see Sec. 5.1.2) and the idea becomes infeasible. But instead, the
service could be designed so that the customers can only make one query on every
5 seconds. This would still be a good service, since the first query could be made
immediately, when the customer, e.g., opens the location application, since a small
number of pre-computations could be done during Distribution phase. Now the 5
second gap could be used for refilling the stack.

This also gives the customer (a client) time to do the pre-computations discussed
in Sec. 5.2.1. The only difference is that the server is likely to face multiple queries
at the same time, which might reduce the computational power per client. However,
this is already a problem without any pre-computations, thus, it does not decrease the
value of this pre-computation technique.

5.2.7 Parallel Computations

Parallel computing cannot be considered as a real scheme optimization technique,
but we want to emphasize here that the workload of Paillier phase for the client
is embarrassingly parallel. Although, we should not assume that every client has a
device with a multi-core processor, nowadays it is very common. Parallel computing
on the server side might not be that reasonable, since we can assume the server being
busy with multiple clients at the same time already. However, most of the heavy
computations can be parallelized and at least it is beneficial, if there is only one
client.



43

Since encryptions and decryptions are easy to parallelize, this is also a good new
reason to reduce the number of distances in one package as discussed in Sec. 5.2.4
and further in 5.3.4. Basically, it would be rational to have a number of packages
that is divisible by the number of the cores client’s processor has.

5.2.8 Garbled Circuit Pre-computations

GC phase is a distinct part in the scheme and it is difficult to do any specific
optimizations other than the common ones discussed in Sec. 3.3.1. However, since
the structure of the circuit is known, the server could construct it in advance. The
problem is that the circuit needs to be unique for each query and the size of one
garbled circuit is already so large (see Sec. 5.3.2) that if there is no special storage
allocated for only that purpose on the server, the pre-computation works only in
principle.

In practice, the new GC for the next query can be constructed right after the
current query. This technique follows the same idea as the Paillier phase opti-
mization techniques with pre-computation, where we assumed that there is a long
enough delay between multiple queries. Furthermore, the new GC could be sent the
client right after the construction before the actual query is made. This might give a
notable saving in time, especially, in slower networks.

5.3 Computational and Communication Overhead
This section covers theoretical computational and communication overheads of the
Online phase for our system. The overheads are firstly justified separately for Pail-
lier phase in Sec. 5.3.1 and GC phase in Sec. 5.3.2 and then gathered in Sec. 5.3.3.
Finally, we discuss distance packing (see Sec. 5.2.4) aspects in Sec. 5.3.4 based on
the theoretical overheads. Offline phase is omitted here, since we presumably need
to go through it only once.

We denote the computational cost of a modular multiplication with Mult-Cpmq
and an exponentiation with Exp-Cpa,mq, where a is the exponent and m is the
modulus. With the square-and-multiply algorithm, we achieve

Exp-Cpa,mq “ 1.5 log2 a ¨Mult-Cpmq (9)

on average, i.e., when a is close to a random number and contains the same number
of zero bits as ones. In our analysis, this is normally a realistic estimate and it will
be used.

With Crypt-Cpsq we denote the computational cost of a decryption in the garbled
circuit evaluation, where s “ rlog2 rws is the label size (in bits). The computational
cost depends on s and the garbled circuit encryption function (see Sec. 3.3.1).

Example 5.11. If the garbled circuit encryption function follows Eq. 7, we can
see that the decryption (which is the same as the encryption in this case) requires
one AES encryption of rs{128s blocks, two multiplications (with small elements) in
GF p2sq, three XOR operations of length s and one additional XOR operation, if the
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gate index Ig is used. The dominant cost comes from the AES encryption and as
stated in Obs. 5.1, s does not have a major impact on the computational overhead,
unless it is more than 128, since the number of encryption blocks stays the same.
On the other hand, if s “ 129, the cost of Crypt-Cpsq doubles compared to the case,
where s “ 128 (this is why the key size t is normally 127 and not 128, when the
permutation bit π is used as explained in Sec. 3.3).

5.3.1 Paillier Phase

Paillier phase starts by a client C measuring RSS. This is assumed to be compu-
tation and communication free. Also the multiplication with ´2 is considered free
operation, since the values are small. The only computationally heavy part at this
step is the N encryptions for the values t´2fju

N
j“1 (see Sec. 5.2.5). One encryption

is only one multiplication mod n2 with the pre-computations (see Sec. 5.2.1 and
Obs. 5.2), which gives us the total computational cost of N ¨Mult-Cpn2q.

Observation 5.3. We made an assumption that C does not need to make a new
query immediately, since it takes time to do the pre-computations for the next query
(see Sec. 5.2.1). Without this assumption, the total cost would be

N ¨ pExp-Cpn, n2
q `Mult-Cpn2

qq “ 1.5 log2 n ¨N ¨Mult-Cpn2
q `N ¨Mult-Cpn2

q

« 1.5 log2 n ¨N ¨Mult-Cpn2
q

where the approximation is based on n being large (see Tab. 2).

The communication overhead from C to the server S is N ciphertexts, i.e., the uplink
traffic is N ¨ log2 n

2 bits.

Remark. Uplink communication is generally more expensive than downlink in mobile
networks.

S can pre-compute every ∆i,1 for i “ 1, . . . ,M as observed in Sec. 5.2.2 and with the
dynamic programming style technique (see Sec. 5.2.3) the complexity of computing
∆i,2 reduces significantly. Here we assume the worst case, i.e., each column contains
every possible RSS value, which means that there is no use for finding the shortest
addition chain and vmax,j “ 2l´1 for j “ 1, . . . , N (l is the maximum bit-length of RSS
as in Sec. 5.2.4). Therefore, the total complexity of computing the exponentiations is
N ¨ p2l´2q ¨Mult-Cpn2q. The final complexity of computing ∆i,2 “

śN
j“1 Ep´2fjq

vi,j

depends on the number of zeros in the database, i.e., where vi,j “ 0 ñ Ep´2fjq
vi,j “ 1.

We denote the average number of non-zero RSS values in each row by Na, which
basically stands for the average number of available APs at each location5. Now
there are pNa ´ 1q multiplications for constructing each ∆i,2 for i “ 1, . . . ,M and
one additional multiplication is needed to compute ∆i,1 ¨∆i,2, which is essentially Di,

5In practice, about 85% of the values in the database are normally zeros (see, e.g., Sec. 7.1 and
[49]), which means that Na « 0.15N .
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when ∆3 is left out (see Sec. 5.2.5). To summarize, the total computational cost of
computing Di for i “ 1, . . . ,M is

N ¨ p2l
´ 2q ¨Mult-Cpn2

q `M ¨ pNa ´ 1q ¨Mult-Cpn2
q `M ¨Mult-Cpn2

q

“ pN ¨ p2l
´ 2q `M ¨Naq ¨Mult-Cpn2

q .

Next, the encrypted distances are packed as explained in Sec. 5.2.4. For simplicity,
we assume that each package contains the same number of distances, which we denote
with t. The exponent is always a power of 2, which means that Exp-Cpa,mq “
log2 a ¨Mult-Cpmq in this special case (not as in Eq. 9). The exponent a here is
explicitly 2pi1´1ql1 for i1 “ 1, ¨ ¨ ¨ , t, where l1 is the bit-length of a distance (see Eq. 8).
Therefore, we have

řt
i1“1pi

1 ´ 1ql1 ` pt´ 1q “ pt2 ´ tql1{2` t´ 1 multiplications per
package. Let T be the number of needed packages (t ¨ T “ M), the total cost of
packing is

T ¨ ppt2 ´ tql1{2` t´ 1q ¨Mult-Cpn2
q «M ¨ ppt´ 1ql1{2` 1q ¨Mult-Cpn2

q .

The masking takes T encryptions and multiplications. As observed in Sec. 5.2.6, in
some cases encryptions could be pre-computed, which decreases the complexity of
the masking down to T ¨Mult-Cpn2q. If encryptions or even rn mod n2 operations
cannot be pre-computed, the total complexity of the masking increases up to

T ¨ p2Exp-Cpn, n2
q`Mult-Cpn2

q`Mult-Cpn2
qq “ T ¨ p3 log2 n`2q ¨Mult-Cpn2

q .

S sends T ciphertexts to C, which means that the downlink traffic is T ¨ log2 n
2 bits.

The total communication overhead of Paillier phase is thereby pN ` T q ¨ log2 n
2

bits.
C needs to perform T decryptions, which is generally more expensive operation

than encryption (see Eq. 4). However, with the numerous optimization techniques
discussed in Sec. 3.2.2 the complexity can be reduced. If we assume that the primes
p and q are the same size, the modulus of the exponentiations is

?
n2 “ n, due to the

CRT technique. With the pre-computations and faster Lpuq function, one decryption
is two exponentiations with a base

?
n and modulus n, two Lpuq function evaluations,

two multiplications modulo
?
n and one CRT evaluation. We use a rough estimate

log2
?
n ¨Mult-Cp

?
nq for the CRT evaluation. This means that the complexity is

2Exp-Cp
?
n, nq ` 2Mult-Cp

?
nq ` 2Mult-Cp

?
nq ` log2

?
n ¨Mult-Cp

?
nq

“ 3 log2
?
n ¨Mult-Cpnq ` plog2

?
n` 4q ¨Mult-Cp

?
nq

« 3{2 log2 n ¨Mult-Cpnq

for one decryption.
Finally, the missing δ3 values need to be added to the decrypted packages (see

Sec. 5.2.5), but the overhead is omitted, since these are made in the plaintext domain,
hence, the overhead is insignificant.
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5.3.2 GC Phase

GC phase starts by the server S constructing the GC and sending it to the client
C with S’s own (garbled) input rY . As observed in Sec. 5.2.8, the construction and
sending of the GC can be done in advance.

With the optimization techniques discussed in Sec. 3.3.1, the size of the GC is
independent of the XOR gates in the circuit and every AND gate requires only two
truth table output labels. Therefore, if the circuit can be constructed only with XOR
and AND gates, the size is 2s ¨#AND, where s is the label bit-length and #AND
is the number of AND gates in the circuit. Also the construction and execution
complexities depend on #AND, so we need an estimate for that number.

The first part of the circuit is a subtraction circuit, which has an analogous
construction to an addition circuit [64]. Basically, we are doing addition, where
we take a complement of the second input and the carry in the beginning is 1, i.e.,
x´ y “ x`␣y ` 1, where x, y are binary values.

One bit addition (or subtraction) gate consists of the sum bit x‘ y ‘ c and the
carry-out bit px ‘ yiq ^ px ‘ cq ‘ x, where c is the (previous) carry-bit6. In our
scheme, the mask is removed from each distance, which are l1 bits long. Hence, the
number of required AND gates for the subtraction is

ζ “M ¨ l1 (10)

which is the bit-length of the inputs (X and Y ).
Next part is to run the kNN algorithm, which can be constructed (and im-

plemented) as in [34, Algorithm 7]. The needed circuits are a comparison and a
conditional swap circuit. The comparator computes actually the same function as
the carry-out of the subtraction, thus, one distance comparison requires l1 AND gates
[64]. The conditional swap of two distances d1, d2 requires also l1 AND gates, since
with the condition bit c1 P t0, 1u, we can compute pd1 ‘ d2q ^ c

1 and then XOR with
the result both d1 and d2 separately to obtain (or not) the swap based on c1 [34,
Algorithm 5]. The full kNN algorithm construction loops over each distance and does
k comparison and 2k conditional swaps (one for the distances and one for the indices7)
with them, hence, the number of required AND gates is M ¨ ppk ` 2kq ¨ l1q “ 3kζ,
which gives us the total number of AND gates in the circuit

#AND “ ζ ` 3kζ “ p3k ` 1q ¨ ζ (11)

which in turn means that the construction requires 2 ¨ #AND “ p6k ` 2q ¨ ζ
garbled circuit encryption function calls. If the encryption is its own inverse, i.e.,
the encryption and decryption are the same (as with Eq. 7), the computational
cost of constructing the GC is p6k ` 2q ¨ ζ ¨Crypt-Cpsq, which is a good estimate
nevertheless. The computational cost of executing the GC is #AND ¨Crypt-Cpsq “

6The carry-out construction px ‘ yq ^ px ‘ cq ‘ x minimizes the number of AND gates and was
proposed in [12].

7The bit-length of the indices is assumed to be less or equal to l1 (true, if M ď 2l1) and further
reductions regarding the indices are not made (see [64, Sec. 3.3.3.3]).
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p3k`1q¨ζ ¨Crypt-Cpsq. In both cases, the additional XOR operations are considered
free, since the overhead of them is negligible.

The size of S’s (garbled) input rY is sζ and it can be sent to C after the GC has
been constructed and the masking value(s) are known. Basically, if the GC and the
masking values are both pre-computed, then we can also send rY in advance.

The overhead of the OT step depends on the used protocol. We refer to [64,
Tab. 2.5] for our OT step complexity, when we assume that ζ ą s and techniques
from [51], [33] and [8] are used. The pre-computation technique of OT extension
shifts all computationally expensive operations into a OT setup phase. Therefore,
the computational overhead of the actual OT step is negligible. The communication
overhead is 2sζ for the C’s input rX.

The communication overhead of the OT setup phase is 4sζ ` 6s2, which increases
the total communication overhead of the scheme, but does not effect the location
retrieval time, since the setup phase can be executed after Distribution phase and
after the current query is handled. The same is true with the operations of the OT
setup phase, namely cryptographic hash function executions and elliptic curve (EC)
point multiplication. C has to execute the hash function ζ ` 2s times and make
2s` 1 EC multiplications, whereas S executes the hash function 2ζ ` s times and
makes 2s EC multiplications [64, Tab. 2.5].

Observation 5.4. The expensive public-key operations, namely EC point multipli-
cations, are independent of the bit-length of the input, thus, the size of ζ has only a
small impact on the computational overhead of the OT step.

5.3.3 Summary

Here we summarize the results from Sec. 5.3.1 and 5.3.2.

Computational overhead. The total computational overhead of the client C during
Paillier phase is

C-Mult-C2
pN,Mq “ N ¨Mult-Cpn2

q ` T ¨ 3{2 log2 n ¨Mult-Cpnq
“ pN ` T ¨ 3{8 log2 nq ¨Mult-Cpn2

q

with the pre-computation technique. As we stated in Obs. 5.3, we have to assume
that C does not need to make a new query immediately after a query. The assumption
was justified in Sec. 5.2.1, but later we also consider the case, when there are no
pre-computations.

The computational overhead of the server S for Paillier phase is

S-Mult-C2
pN,Mq “ pN ¨ p2l

´ 2q `M ¨ pNa ` pt´ 1ql1{2` 1q ` T q ¨Mult-Cpn2
q

if we assume that S is able to do the pre-computations for the masking (see Sec. 5.2.6).
Again, we omit the multiplication complexity (here Mult-Cpn2q) and obtain

Client-CpN,Mq “ N ` T ¨ 3{8 log2 n (12)
Server-CpN,Mq “ N ¨ p2l

´ 2q `M ¨ pNa ` pt´ 1ql1{2` 1q ` T . (13)
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Figure 2: The number of multiplications modulo n2 needed for Paillier phase
separately for S and C, when l “ 4, Na “ 0.2N , n “ 23072 and t “ 40.

Now we can plot the overheads to see, which party is computationally more involving
in our scheme. Firstly, we fix several parameters. Let l “ 4 and by using Eq. 8, we
get l1 as a function of N . For simplicity, we set Na “ 0.2N, n “ 23072 and t “ 40,
which8 makes T “ rM

t
s dependent only on M . Now both Eq. 12 and 13 depend

only on N and M and the overheads are shown in Fig. 2. Clearly, S has higher
computational overhead than C.

The situation changes dramatically, if there are no pre-computations for the
encryptions, especially, on C’s side, since the number of needed encryptions increases
linearly along with N as seen in Fig. 3. We can also observe that while N increases
the overhead of C dominantly, S’s overhead is more dependent on M .

The only computational overhead of GC phase is the GC execution on C’s side

GC-CpN,Mq “ p3k ` 1q ¨ ζ ¨Crypt-Cpsq “ p3k ` 1q ¨M ¨ l1 ¨Crypt-Cpsq (14)

with the pre-computation techniques. A carefully designed high-speed hardware
implementation of the encryption function can reduce the cost of Crypt-Cpsq
(see, e.g., [35] for AES). Therefore, the complexity is not necessary higher than a
multiplication modulo a large number. In fact, we could have that Crypt-Cpsq ă

8The choice for the value of t is based on Sec. 5.2.4, where we suggested that 40 is a good overall
upper bound for the number of distances in packages. However, later we will use more precise
justifications for the selection of t (see Sec. 5.3.4 and Appendix D).
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Figure 3: Similar setup as in Fig. 2, but here C and S are assumed to be unable to
do any encryption pre-computations.

Mult-Cpnq, but it is difficult to deduce the exact relation. If we assume that
Crypt-Cpsq “ Mult-Cpnq, n “ 23072, t “ 40, k “ 3, N “ 100 and l “ 4 ñ l1 “ 15,
we can see in Fig. 4 that C’s computational overhead with the pre-computations
grows similarly for both GC and Paillier phase.

The total computational overhead is still dominated by S, when parties (both C
and S) are able to do the pre-computations (see Fig. 2). Hence, the computational
overhead of GC phase is minor compared to Paillier phase. This is also true
without the pre-computations in a practical setting, where N and M are large, since
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Figure 4: The computational overhead of C during GC phase and Paillier phase
shown separately, when n “ 23072, t “ 40, k “ 3, N “ 100 and l1 “ 15.
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Figure 5: The communication overheads in bytes for Paillier phase and GC phase
separately, when l “ 4, n “ 23072, t “ 40 and s “ 128.

C’s overhead increases dramatically along with N (see Fig. 3) and the most expensive
OT operations are independent of N and M (see Obs. 5.4).

Communication overhead. The communication overhead (in bits) of Paillier
phase is

Paillier-CommpN,Mq “ pN ` T q ¨ log2 n
2 (15)

and during GC phase the overhead is

GC-CommpN,Mq “ 2sζ (16)

where ζ follows from Eq. 10. Here we assume that the GC and S’s (garbled) input
have been sent in advance and that the OT pre-computations are done. Fig. 5 shows
how the overheads behave, when N and M are increased with fixed parameters
l “ 4, n “ 23072, t “ 40 and s “ 128. Normally, M is larger than N , hence, the
communication overhead of GC phase becomes dominant.

The communication overhead reflects to the location retrieval time, since the
data transfer takes some time. Especially with low bandwidth, the delay might be
significant. For some clients, the communication overhead might be an issue also
due to data transfer costs. Therefore, we also want to see the total communication
overhead for each query. The overheads of different objects are gathered into Tab. 3.
It is easy to see that the size of the garbled circuit becomes dominant quickly,
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Table 3: The total communication overhead of the scheme.

Paillier phase GC phase Pre-computation (Online) Offline
Ciphertexts OT Garbled circuit S’s input OT

pN ` T q ¨ log2 n
2 2sζ p6k ` 2q ¨ sζ sζ 4sζ ` 6s2
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Figure 6: The total communication overhead as a function of M for different k, when
N “ 100, l “ 4, n “ 23072, t “ 40 and s “ 128.

especially with large k, when M increases. The growth is also linear, which makes
extrapolation easy.

Fig. 6 shows the total communication overhead for k “ 1, 3, 7, when N “ 100, l “
4, n “ 23072, t “ 40 and s “ 128. We see that the overhead is normally over 1 Mbyte
and might increase up to 10 Mbytes in a large area, where M ą 1000. However,
by lowering k, we can easily reduce the overhead and in practice, each client could
decide the value of k individually. In conclusion, k should be small. Normally, k “ 3
is a sufficient choice, which should still provide good enough accuracy.

5.3.4 The Number of Distances in Packages

It was shortly mentioned in Sec. 5.2.4 that the number of distances in each package
should be bounded to a small number and they should contain roughly the same
number of distances. Here we try to reason better what this number should be, i.e.,
what is the optimal number of packages that should be created. Firstly, we are going
to use the following equation

Mult-Cpm2
q “ 4 ¨Mult-Cpmq (17)

which is an approximation of the complexity relation of a schoolbook multiplication9,
when the modulus bit-length is doubled. We recall the precise complexity of the
packing

Pack-Mult-CpT q “ 4T ¨ ppt2 ´ tql1{2` t´ 1q ¨Mult-Cpnq . (18)
9There exists faster variants of a long multiplication, such as the Toom-Cook algorithm [16].
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Next, we recall the precise complexity of C’s decryption

Dec-Mult-CpT q “ T ¨ p13{8 log2 n` 1q ¨Mult-Cpnq . (19)

Finally, we recall the (precise) complexity of masking without pre-computations

Mask-Mult-CpT q “ 4T ¨ p3 log2 n` 2q ¨Mult-Cpnq . (20)

In all Eq. 18, 19 and 20, the relation from Eq. 17 was used. We also simplified the
complexities by making them dependent only on T , since we can fix M,n and l1. We
can also approximate that every package contains the same number of distances, i.e.,
t “ M{T is a whole number, which is reasonable, when M " T . The complexity
of Mult-Cpnq can be left out in the equations to obtain the number of needed
multiplications modulo n

Pack-CpT q “ 4T ¨ ppt2 ´ tql1{2` t´ 1q
Dec-CpT q “ T ¨ p13{8 log2 n` 1q

Mask-CpT q “ 4T ¨ p3 log2 n` 2q .

First, we consider the case, where the server is actually able to do the pre-computations,
hence, Mask-C1

pT q “ 4T ¨Mult-Cpnq, which is negligible compared to Dec-CpT q
and can be left out. Therefore, we only consider Pack-CpT q and Dec-CpT q, which
are shown in Fig. 7. Additionally, the total cost is drawn, which shows the number of
packages that minimizes the computational overhead, when the overheads are taken
into account equally regardless of the party (the client C or server S).

However, there are two clear reasons, why C’s computational effort is more
valuable than S’s. First of all, the clients’ devices (mobile phones) can be assumed to
be generally slower than S. The SP has full knowledge of the S’s performance, and
if it wants to offer faster service, it can always upgrade S. We cannot have similar
control over our clients’ devices. Secondly, the communication overhead of Paillier
phase increases along with C’s computational overhead, since they are both linearly
dependent on T .

In Fig. 7, we also show how the graph changes, when we consider C’s computational
effort more valuable. One can see, that the “tail” of the graph rises and moves the
minimum left. The total number of multiplications is not correct anymore, since
obviously C does not need to perform more decryptions than normally, but the
minimum of the graph points to the correct number of packages that should be used.

Next we take a look at the case, where S cannot perform the masking pre-
computations. The results are shown in Fig. 8 and we can immediately see that
the optimal number of packages is smaller than in Fig. 7, which means that now
each package should contain more distances. We can also observe that the effect of
valuing C’s computational effort more is a lot smaller. All this was expected, since we
knew that pure Paillier encryption is computationally heavy operation and becomes
dominant after some point (see Fig. 8).
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6 Implementation
Here we give an overview of the implementation of our privacy-preserving localization
scheme introduced in Sec. 5. The client side is programmed to an Android device10

with the Android Studio11. The server side is not restricted to any particular operating
system, but we use a GNU/Linux Ubuntu server12.

The hardware details of the devices are gathered in Tab. 4. Especially, the CPU
type and clock speed effects the computation time and the number of cores makes
a significant difference with the parallel computing techniques (see Sec. 5.2.7). In
practice, the size of RAM might have an effect, since pre-computations require space,
particularly on the server’s side with multiple clients.

In addition to implementing our scheme, we implemented a separate application
for Training phase to obtain the database D and the public lists T1, T2 (see Sec. 2).
Due to its simplicity, we omit details of this application. However, we point out that
we measured RSS 30 times at each location χ from every AP with 200 ms delay and
saved the average to D. The idea was to construct a more reliable and “stable” D,
even though, the RSS is measured only once during the location retrieval.

Remark. The device, which was used to construct D, was also used with the scheme
afterwards. This might increase the positioning accuracy. In practice, a special
equipment would be used to construct D, which improves the overall accuracy on
every device.

6.1 RSS Measurement
With our implementation, we are able to measure RSS from both Wi-Fi and LTE APs.
The implementation takes advantage of several application programming interfaces
(API), which are listed in Tab. 5 with a short description. The final method calls
are looped over every ScanResult or CellInfo, which unique identifiers are found in
T1. The received RSS levels are quantized uniformly to 4-bit values as suggested in
Sec. 2.2, i.e., every RSS value is an element from t0, 1, . . . , 15u, where 0 means that
the AP is completely out of reach.

6.2 Paillier Phase
In this section, we concentrate on the implementation aspects of Paillier phase,
which is fully programmed with the programming language Java13. The implementa-
tion follows the description in Sec. 5 with the optimization techniques from Sec. 5.2.

10Samsung S6 SM-G920F running Android 7.0
11https://developer.android.com/studio/
12https://www.ubuntu.com/server
13https://www.java.com/en/
14https://developer.android.com/reference/android/net/wifi/WifiManager
15https://developer.android.com/reference/android/telephony/TelephonyManager
16https://developer.android.com/reference/android/telephony/CellInfoLte

https://developer.android.com/studio/
https://www.ubuntu.com/server
https://www.java.com/en/
https://developer.android.com/reference/android/net/wifi/WifiManager
https://developer.android.com/reference/android/telephony/TelephonyManager
https://developer.android.com/reference/android/telephony/CellInfoLte
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Table 4: The hardware details of our devices.

CPU Type CPU Clock Speed CPU Cores RAM
Client Exynos 7420 1.5 GHz 8 2.74 GB
Server Xeon E5-2697 v2 2.7 GHz 4 8.17 GB

Table 5: The APIs for RSS measurement.

Class API method Description

WifiManager14 startScan() Request a scan for APs.
getScanResults() Return the results of

the latest scan.
calculateSignalLevel(..) Calculates the level of

the signal.
TelephonyManager15 getAllCellInfo() Returns cell informa-

tion from all radios on
the device.

CellInfoLte16 getCellSignalStrength() Returns the LTE signal
CellSignalStrengthLte17 ãÑ getAsuLevel() level as an asu value.

6.2.1 Java Computations

The Paillier encryption scheme implementation follows Sec. 3.2 and every optimization
technique of Sec. 3.2.2 is implemented. The needed random numbers during the
key generation and encryption are drawn by using the Java class SecureRandom18,
which provides a cryptographically strong random number generator that complies
the specification FIPS 140-2.

The actual computations rely on the Java class BigInteger19. Random prime
numbers of specific length are generated with the SecureRandom and a certainty
value, which determines the probability of the output being a prime. Unless stated
otherwise, our certainty value is 128, which means that the probability of the number
being a prime exceeds 1 ´ 1{2128. Based on the source code20, the primality is
validated with the Miller-Rabin primality test [58] and the Lucas (and Lehmer)
probable prime test [5].

The most important method for us is the modPow(..) from the BigInteger class,
which computes an exponentiation with a modulus. The method uses the sliding
window techniques [41] and the Montgomery form [50], which improves the efficiency
of an exponentiation slightly more than our estimate Eq. 9. The modPow(..) is not
a constant time algorithm by default, which is reasonable, since BigIntegers can be
very large (the maximum value is around 2232). However, an exponentiation should

17https://developer.android.com/reference/android/telephony/
CellSignalStrengthLte

18https://docs.oracle.com/javase/8/docs/api/java/security/SecureRandom.html
19https://docs.oracle.com/javase/8/docs/api/java/math/BigInteger.html
20http://hg.openjdk.java.net/jdk8/jdk8/jdk/file/tip/src/share/classes/java/math/

BigInteger.java

https://developer.android.com/reference/android/telephony/CellSignalStrengthLte
https://developer.android.com/reference/android/telephony/CellSignalStrengthLte
https://docs.oracle.com/javase/8/docs/api/java/security/SecureRandom.html
https://docs.oracle.com/javase/8/docs/api/java/math/BigInteger.html
http://hg.openjdk.java.net/jdk8/jdk8/jdk/file/tip/src/share/classes/java/math/BigInteger.java
http://hg.openjdk.java.net/jdk8/jdk8/jdk/file/tip/src/share/classes/java/math/BigInteger.java
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be a constant time process in secure systems to prevent timing attacks, but since
our implementation is just a proof of concept (PoC), we ignore this fact.

Observation 6.1. In our scheme, the exponent is sometimes small, namely when
RSS values are encrypted. A global constant time for the exponentiation would slow
down these encryptions tremendously. However, since we always know the maximum
value of the plaintext for every step that requires encryptions, we could define a
particular constant time for the encryption at each step, which would increase the
overall computation time of the encryptions only by a small fraction.

A multiplication of two BigIntegers follows the Toom-Cook algorithm [16], which is
faster than a regular multiplication for large numbers. Earlier we stated in Eq. 17
that doubling the bit-length makes multiplication 4 times more complex, but in our
implementation the factor is closer to 3 on average.

We store pre-computed values in a ConcurrentLinkedQueue21, which is thread-safe
meaning that we can access the queue safely with multiple threads. Indeed, we use
the queue as a stack for the pre-computations explained in Sec. 5.2.1.

6.2.2 Communication

The communication between a client C and the server S is implemented with Java
network sockets. Java objects are transferred between C and S containing the
necessary values. The extra communication overhead that comes from the metadata
of the object is negligible compared to the values, thus, the overhead should be
consistent with Sec. 5.3.

The (socket) connection stays open during the computations at S and is closed
after C has received the encrypted and masked distances from S. The same connection
cannot be used in GC phase, which is a slight drawback of our PoC implementation
(see the reason in Sec. 6.3). Normally, one connection could be kept open during
the whole location retrieval phase to reduce the number of connection calls, which
increase unnecessary routing and possible handshakes.

6.3 GC Phase
The implementation of GC phase is separated from Paillier phase, since we take
advantage of the framework for efficient mixed-protocol secure two-party computation
called ABY [21] available online at GitHub22. Therefore, the socket connection of
Paillier phase mentioned in Sec. 6.2.2 cannot be used here. Overall, the implemen-
tation of GC phase relies fully on ABY23 and its functionality, which is used in a
black box manner. There are two main reasons, why ABY was the chosen framework;
it is a state-of-the-art framework for secure two-party computation and the other

21https://docs.oracle.com/javase/8/docs/api/java/util/concurrent/
ConcurrentLinkedQueue.html

22https://github.com/encryptogroup/ABY
23We thank Matthias Senker for providing instructions on how to run the ABY framework on

Android mobile phones.

https://docs.oracle.com/javase/8/docs/api/java/util/concurrent/ConcurrentLinkedQueue.html
https://docs.oracle.com/javase/8/docs/api/java/util/concurrent/ConcurrentLinkedQueue.html
https://github.com/encryptogroup/ABY
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PoC implementation of (outsourced) privacy-preserving localization [34] also uses
ABY, which allows us to make direct overhead comparisons (see Sec. 8).

6.3.1 ABY Framework

ABY provides three secure computation schemes based on Arithmetic sharing,
Boolean sharing and Yao’s garbled circuits. We use Yao’s garbled circuits explained in
Sec. 3.3. ABY implements the GC optimization techniques (see Sec. 3.3.1) apart from
the slightly different encryption function [21] (that still uses AES). The OT extension
implementation of [3] is used within ABY. All in all, our implementation with ABY
remains consistent compared to Sec. 5.3.2, even though, the pre-computations need
to be done during the current query, precisely, right after Paillier phase when ABY
is called, which basically means that they give no advantages whatsoever. This is a
large practical drawback in our PoC, but could be fixed in a production level code.
Nevertheless, we are still able to analyze the exact overheads later (see Sec. 7.3.2).

The first subtraction (“the mask removal”) is difficult to implement with the
packing technique, since we need to do a subtraction of two large numbers. We
decided to do individual subtractions for 16-bit values one at a time. The possible
carry-bit should remain to the next 16-bit subtraction, but this requires extra method
calls, which increase the size of the circuit. Hence, we omit the carry-bit and accept
that this might result in a small localization error at the end.

Example 6.1. Let d1 “ 11 “ p1011q and d2 “ 4 “ p0100q be two 4-bit distances
and R “ p0010 1100q be the mask in binary. Now the masked package would be
d1}d2 ` R “ p1110 0000q. If we do two individual 4-bit subtractions to remove the
mask, we obtain d1 “ p1100q “ 12 and d2 “ p0100q “ 4. We can see that d1 increased
by 1, since we omitted the carry. The magnitude of the error is always only one unit
and there would have not been a localization error in this case, since still d1 ą d2.

For simplicity, we choose the bit-length of a distance to be always 16 in our imple-
mentation, i.e., l1 “ 16 regardless of l and N . Since we already fixed l “ 4, the upper
bound for N is 291 (due to Eq. 8). This means that for smaller values of N , there
will be “free space” (zero bits) after each distance in the package, which in turn
means that the chance of the carry-bit error decreases.

The kNN algorithm is implemented with ABY following [34, Algorithm 7]. The
operand length is also here 16-bits, since l1 “ 16. ABY operates with variables called
shares. Since we use garbled circuits, our sharings type is Yao sharing (S_YAO) and
the length for it is 16. The circuit object is BooleanCircuit.

6.4 Localization Experiment Environment
We experiment our implementation at the Kumpula Campus of the University of
Helsinki. More precisely, we use the first and second floors of the Exactum building
as our indoor localization testing area. There are 17 Wi-Fi and 17 LTE24 APs located

24These are part of the 5G testbed built in the campus.
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(a) The first floor (b) The second floor

Figure 9: The localization application.

within the area, which are used in our experiment. Both Wi-Fi and LTE APs can be
used simultaneously for the localization to increase the accuracy.

A fingerprint-based localization works well in the building, since there are many
individual wings (as seen in Fig. 9), where at least one AP has been placed. The
localization screen of our application is shown in Fig. 9 for both floors. The application
sends queries to the server and shows the location with the red (flashing) marker.
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7 Results
In this section, we present the practical computational and communication overheads
of our scheme using the implementation discussed in Sec. 6. Additionally, we briefly
discuss the accuracy of our scheme. We start by analyzing the practicality of the
scheme in our experiment environment in Sec. 7.1. Next, we construct different size
databases and use the implementation with them in Sec. 7.2. This gives us wider
variety of different possible environments, and more importantly, it allows us to test
the implementation for different values of N and M . Finally, we give the overheads
of the distinct steps of our scheme in Sec. 7.3, where we also examine more precisely
the potential bottlenecks of the scheme.

7.1 Real Life Experiment
Recall our experiment environment from Sec. 6.4, where there are 34 APs in total.
We use three different databases (constructed by us), which each has 76 reference
locations, i.e., M “ 76. The databases are constructed by measuring RSS from
the LTE (N “ 17), the Wi-Fi (N “ 17) and all APs (N “ 34). The number of
zeros in each database is 1135, 1073 and 2208, which means that in our experiment
N 1

a « 0.122N , N2
a « 0.170N and N3

a « 0.146N respectively, where Na denotes the
average number of available APs at each location (see Sec. 5.3.1).

The overhead is fully independent of the location, since we can assume that the
number of available APs at each location is roughly the same. In places, where
only few APs are available, the encryption step is slightly faster (without the “full”
pre-computation of Obs. 5.2) but the difference is still negligible compared to the
total computational overhead.

7.1.1 Accuracy

The accuracy is not of great interest to us, since our scheme itself does not reduce
it, when compared to the regular fingerprint-based scheme (see Sec. 2) with the
exception of our desire to use the precise bit-length for the RSS values (see Sec. 6.1).
The effect in accuracy for different RSS lengths was studied in [60]. Here we test
the accuracy of our scheme to mainly study how accurate location service we can
provide using different APs types and also to see that the implementation actually
works properly.

To test the accuracy of our scheme, we walked the darker path shown in Fig. 10
using every database separately. A new query was made roughly every 8 seconds.
The yellow dots represent the reference locations (of the second floor). For simplicity,
we use k “ 1, which means that the obtained location is always exactly one of the
reference locations. This also results in some subsequent queries to point exactly at
the same location, which occurs often around open areas.

The accuracy results of our experiment are seen in Fig. 10. The red line follows
our actual path (the dark line) and the positioning clearly works properly. The
accuracy is good particularly in the closed sections of the building, namely, the wings
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(a) LTE (b) Wi-Fi

(c) LTE and Wi-Fi

Figure 10: Our accuracy experiment with three databases. The yellow dots represent
the reference locations, the actual (walked) path is drawn with the dark line and the
retrieved location path is shown with the red line.

marked with the blue background. This is expected, since a closed area contains
normally certain APs, which in turn give a certain characteristic to the fingerprint(s)
of the area. We could obtain even better results with a more precise database and
by choosing a larger value for k.

It is difficult to do a proper comparison of the accuracy between LTE (Fig. 10(a))
and Wi-Fi (Fig. 10(b)), since the different types of APs are placed differently around
the building. Hence, LTE might work better than Wi-Fi in certain areas and vice
versa. Moreover, the quality of an RSS depends on certain hardware details rather
than only on the type of the AP (here LTE or Wi-Fi). However, it is quite clear
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Table 6: The parameter values for our real life experiment.

Security Level N M k l l1 T t
112 17 or 34 76 1 4 16 1 76
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Figure 11: The duration (in seconds) of the location retrieval in our real life experiment
with the implementation of the scheme.

that the best accuracy is obtain, when both types are used (Fig. 10(c)), which is
expected, since N gets larger.

Remark. Although, we were walking only on the second floor, the database covered
also the first floor and there could have been an error, where we were located on
the wrong floor. However, this is unlikely to happen, since every floor is normally
separated by a thick flooring and has its own APs.

7.1.2 Overhead

We measured the total duration of the location retrieval, which is the time of Paillier
and GC phase together, while walking the path shown in Fig. 10. The parameter
values for our implementation during this experiment are gathered in Tab. 6.

The location retrieval time of the queries from different locations are shown in
Fig. 11. We observe that the time does not depend on the location. Furthermore, the
time is independent of the type, which is obvious for LTE and Wi-Fi, since N “ 17
for both of them. We recall from Sec. 5.3.3 that with the pre-computations, the total
computational overhead is dominated by the server. Moreover, the overhead that
follows from Eq. 13 increases slowly along with N , when M is small and l1 is fixed
(see Fig. 2). Precisely, Server-Cp17, 76q “ 46109 and Server-Cp34, 76q “ 46541
(Na “ 0.15N for both), which explains why the location retrieval time is independent
also of the type in our experiment.

The average location retrieval time is 2.208 seconds, which might sound like a
lot, especially, since our setting is quite small. However, in the later sections, we
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Table 7: The communication overhead (in kbytes) in our real life experiment with
the implementation of the scheme.

N Uplink (kbytes) Downlink (kbytes)
17 90 327
34 103 334

will investigate the time consumption of each step precisely. We mention already
here that the OT pre-computations (which are mostly independent of N and M)
took 1.032 second in our experiment (see Tab. 10(a)). The pre-computations had to
be included in the online phase, since in this PoC implementation we used ABY as
a separated framework as explained in Sec. 6.3.1. Therefore, the location retrieval
time could be already reduced down to around 1 second with a more compatible GC
implementation.

Communication overhead is a constant for each query. The measurements are
done with vnstat25 at the server and we monitored the traffic for 10 queries and
then calculated the average. One query requires about 90 kbytes of data to be send
to the server (uplink) and 327 kbytes to be received (downlink), when N “ 17. When
N “ 34, the communication overhead was 103 and 334 kbytes for the uplink and
downlink, respectively. These results are collected in Tab. 7.

Basically, the only difference should be in the uplink data, where additional 17
ciphertexts (8.7 kbytes) are sent, but slight measuring errors might occur, particularly
when M is small. Overall, the theoretical communication overhead (see Tab. 3) gives
slightly optimistic overhead (the total communication around 282 kbytes) compared
to the practical ones, but the order of magnitude is still correct.

7.2 Generated Databases
In this section, we form databases of different sizes containing randomized RSS
entries of bit-length l “ 4. We make the databases more realistic by setting most of
the entries to zero; more precisely, we set Na “ 0.2N .

We start by examining the location retrieval time, when the security level is 128
and k “ 3. We use only one package, i.e., we fix T “ 1. The results are shown in
Fig. 12. The time increases steadily along with M and escalates little bit at the end,
when M ą 160. This is mostly due to the packing, since the computational effort
grows, when distances are packed at the end of the package.

In this experiment, we configured the client’s device to do 50 pre-computations
for the encryption. This is the reason for the tremendous increase in the location
retrieval time when N ą 50, since now the client has to fully encrypt the rest of the
RSS values during Online phase. It is clear, that the scheme is impractical even
for small N , if the client cannot do pre-computations for the encryptions.

25https://humdi.net/vnstat/

https://humdi.net/vnstat/
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Table 8: The corresponding number of packages T , when M is given.

s “ 112
M 100 200 300 400 500 600 700 800
T 10 20 25 33 41 50 50 50

s “ 128
M 100 200 300 400 500 600 700 800
T 5 15 20 25 33 40 50 50

7.2.1 Paillier Phase

We generate several databases with fixed N and M and take a closer look at the
computational and communication overheads during Paillier phase. To overcome
the problem with the full packing (see Sec. 5.2.4), we choose T according to Tab. 8,
which is mostly based on Eq. D1 in Appendix D, but we also take balancing aspects
under consideration and set T ď 50 to limit the communication overhead.

The location retrieval times are shown in Fig. 13 for both security parameters
112 and 128. We note that the pre-computation techniques from Sec. 5.2 are applied,
but we have limited the number of client’s encryption pre-computations to 50,
which basically means that when N ď 50, the encryption is free. On the other
hand, the client has to do 50 online encryptions for N “ 100 and the total time
increases dramatically. Normally, we could allow the client to do N encryption pre-
computations, but now we can see how much the encryptions (and pre-computations)
actually consume time.

The choice of the security parameter s makes a big difference as we can see by
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Figure 12: The location retrieval times for generated databases, when s “ 128, k “ 3
and T “ 1.
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Figure 13: The location retrieval time of Paillier phase, when s “ 112, 128 and
N “ 50, 100, 150. The value for T follows from Tab. 8. The number of client’s
encryption pre-computations is limited to 50.

comparing Fig. 13(a) and 13(b). When s “ 128, the larger gap between the graphs
for distinct N comes from the fact that the encryptions are now more complex. The
time also increases quicker, even without the encryptions. This is due to the increase
in the decryption complexity, which is more notable for large M .

With the security level 128, our scheme becomes quickly impractical along with
M , especially, if there is no possibility for the pre-computations, since only the time
needed for Paillier phase increases up to 10 seconds. On the other hand, with the
pre-computations and when s “ 112, the time stays in decent limits even for large
areas with many reference locations (M is large).

The communication overhead of Paillier phase can be seen in Fig. 14, where the
uplink and downlink data amounts are separated. The uplink data follows directly
from N for each security level and is independent on M . The downlink data depends
on the packing, which can be bounded so that, e.g., the downlink communication
never exceeds the uplink. Nevertheless, the total communication per query is at most
some hundreds of kbytes even in large settings26.

7.2.2 GC Phase

We start by analyzing the computational overhead of GC phase in our implementa-
tion. We choose three values for N , namely, N “ 50, 100, 150 and increase M . As
stated earlier, packing does not effect this phase and so T is irrelevant. However, we
compare how the security parameter s effects the overhead. Results are in Fig. 15
when k “ 3.

First of all, it is easy to observe from Fig. 15(a) and 15(b) that N does not effect
26In theory, the graphs in Fig. 14(c) and 14(d) should overlap, but since the measurements were

done remotely on the server with vnstat, longer monitoring included some extra bytes.
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Figure 14: The amount of data transferred during Paillier phase, when s “ 112, 128
and N “ 50, 100, 150. The value for T follows from Tab. 8.

the time, which is obvious, since we fixed l1 “ 16, hence, GC phase is independent of
N in our implementation. Even when M is increased, the time increases only mildly.
As we stated earlier, the most expensive public-key operations are independent of M
(see Obs. 5.4), which explains this behavior. On the other hand, those operations
follow the common security parameter, thus, the computational overhead increases
considerably, when the security parameter is higher.

Remark. As stated in Obs. 5.1, the security parameter does not effect the execution
time of the garbled circuit. However, here we had to consider also the time for the
OT extension.

The graphs of Fig. 15 are not straight and steady (although we calculated the average
of multiple queries), which implies that communication plays markable role in the
total time consumption. Anyhow, we can predict from the graphs that the time
required to execute GC phase stays modest even for large N and M . Later we will
see that most of the computational overhead seen here could be transferred out from
Online phase.

We proceed to analyze Fig. 16, which shows the communication overhead of
GC phase. We chose N “ 15 for the databases, but the value is not relevant here,



66

20 40 60 80 100 120

1

1.5

M

T
im

e
(s

)
N “ 150
N “ 100
N “ 50

(a) s “ 112

50 100 150

1

1.5

M

N “ 150
N “ 100
N “ 50

(b) s “ 128

Figure 15: The location retrieval time of GC phase, when k “ 3, s “ 112, 128 and
N “ 50, 100, 150.

since we fixed l1. We observe that the amount of data going to the server (uplink)
is roughly constant for each security level, even though, the values of k and M are
altered. According to Fig. 16(a) and 16(b), the client has to send on average 71.44
and 116.31 kbytes with security levels 112 and 128 respectively.

The communication overhead is dominated by the downlink transfer(s), notably,
when M and/or k are large. The security level does not make significant difference,
which can be seen by comparing Fig. 16(c) and 16(d). The overhead increases linearly
with M and with larger value of k, the increment is faster.

The communication overhead measurements follow nicely the theoretical calcula-
tions. For example, we can see very similar trend in Fig. 16(d) and Fig. 6.

7.3 Precise Overhead of Phases
This section breaks down our scheme to smaller steps. We will examine the overhead
of each step and compare it to the total overhead. In addition, we see how much
“unnecessary” online overhead the ABY implementation creates.

7.3.1 Paillier with Java

We chose the parameters N “ 50, M “ 150, s “ 128 and T “ 10 for our test case and
measured the result of Tab. 9. The computational overhead is separated into 6 steps,
namely, Encryption, Decryption, Distance, Packing, Masking and Pre-encryption
shown in Tab. 9(a).

The overhead of the steps that involve encryption, specifically, Encryption and
Masking, becomes negligible with the pre-computations, which have been computed
already after the previous query. The pre-computations are useful in practice, since
they reduce the duration of the location retrieval from the location request, i.e., when
the client makes a new query by “pushing the button”. The client’s (parallelized)
pre-computation took 2.447 seconds, which is the time that needs to be waited before
the new query can be made efficiently again. The delay between queries is acceptable



67

40 60 80 100 12060

80

100

120

M

U
pl

in
k

da
ta

(k
by

te
s) k “ 1

k “ 3
k “ 7

(a) Uplink, s “ 112

40 60 80 100 12060

80

100

120

M

k “ 1
k “ 3
k “ 7

(b) Uplink, s “ 128

40 60 80 100 120

500

1,000

1,500

M

D
ow

nl
in

k
da

ta
(k

by
te

s) k “ 1
k “ 3
k “ 7

(c) Downlink, s “ 112

40 60 80 100 120

500

1,000

1,500

M

k “ 1
k “ 3
k “ 7

(d) Downlink, s “ 128

Figure 16: The amount of data transferred during GC phase, when s “ 112, 128
and k “ 1, 3, 7.

in many settings (see Ex. 5.10), but it could increase to be infeasible in buildings
with hundreds of APs. Therefore, the SP might want to ignore some existing APs
and in this way sacrifice some of the accuracy to overcome this issue.

The Distance step stands for the squared Euclidean distance calculation with
the ciphertexts at the server’s side. This step would also involve encryption, if
the optimization of Sec. 5.2.2 was not used. However, in our implementation this
pre-computation is implemented. Even with the technique explained in Sec. 5.2.3,
the cost of this step is 28.3% of the total overhead.

The rest of the computational overhead comes from the Decryption and Packing.
The overhead can be shifted between the steps as explained in Sec. 5.3.4. In our case
T “ 3 and the packing consumed little more time than the decryptions. Nonetheless,
the cost of these steps is dominant, which emphasizes the importance of wise packing
in our scheme.

The communication overhead of Paillier phase is straightforward as shown in
Tab. 9(b). The size of one ciphertext is 768 bytes, when s “ 128. When we compare
this to the measurements, we obtain that 41984 ´ N ¨ 768 “ 3584 bytes (uplink)
and 6144 ´ T ¨ 768 “ 3840 bytes (downlink), which indicates that the constant
communication overhead produced by the Java object is approximately 4 kbytes.
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7.3.2 Garbled Circuits with ABY

Firstly, we investigate the precise overheads of GC phase with ABY’s several
benchmarking routines on the server side. The benchmarking is shown in Tab. 10,
where we chose the parameters to be N “ 50, M “ 150, s “ 128 and k “ 3.

The results for the computational overhead are gathered in Tab. 10(a), where
we have already separated the one-time expenses, i.e., the expense when two parties
connect the first time, and the expenses essential for each query. We can observer
that 78.6% of the time goes to the one-time expenses and as an result, the actual
computational overhead is only 0.366 seconds per query.

The overhead of the initial and circuit generation steps are negligible, but the
“BaseOTs” step takes over 1 second to complete, which comes as no surprise, since it
requires expensive public-key operations. The operations are independent of N and
M , therefore, we conclude that there would be roughly 1 second constant reduction
on the graph of Fig. 12 with a more suitable GC implementation for our purpose.
Basically, it is justified to say that the location retrieval time in our real life experience
(see Sec. 7.1.2) should have been only about 1 second.

The network step of Tab. 10(a) includes the time the server needs to wait the
client to connect. With our implementation, this means that the network time
includes the time of the Paillier phase response and decryption, since the server
starts the GC phase with ABY right after the masking is done. The decryption
takes 0.097 seconds (when T “ 1) and we can estimate that the response takes
roughly 30 ms, which gives us the total time of GC phase with our implementation,
namely, 1346.04` 366.31´ 97´ 30 “ 1585.35 ms. We measured the total time also
in the Android application and obtained 1584 ms, which is very well aligned with
the ABY’s benchmarking.

We continue to the communication overhead shown in Tab. 10(b). The only

Table 9: The overhead of Paillier phase, when N “ 50, M “ 150, s “ 128 and
T “ 3.

(a) Computational
Step Time (ms)

Client
Encryption 7.77
Decryption 299.07
Total 306.84

Server
Distance 334.55
Packing 535.91
Masking 3.82
Total 874.28

Pre-computation (Client)
Pre-encryption 2446.74

(b) Communication
Uplink (bytes) Downlink (bytes)

41984 6144
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Table 10: The overhead of GC phase, when N “ 50, M “ 150, s “ 128 and k “ 3.

(a) Computational
Step Time (ms)

One-time expense
Init 0.73
CircuitGen 0.07
Network 313.07
BaseOTs 1032.17
Total 1346.04

For each new query
OTExtension 23.04
Garbling 48.38
Online 294.89
Total 366.31

(b) Communication
Step Uplink (bytes) Downlink (bytes)

One-time expense
BaseOTs 49958 49956

For each new query
Setup 43256 916881
Online 411 147500
Total 43667 1064381

one-time expense comes from the “BaseOTs” step, which requires 49.96 kbytes in
both directions. The major overhead comes from the setup step, which includes
the OTExtension and Garbling steps. The setup downlink overhead consists of the
actual garbled circuit and dominates the overall communication overhead. ABY’s
benchmarking shows that there are 28650 AND gates27, which means that the circuit
size is 2 ¨ 128 ¨ 28650{p8 ¨ 1000q “ 916.8 kbytes, when the optimization techniques of
Sec. 3.3.1 are used. We can conclude that the downlink communication of OTExten-
sion step is negligible in the setup step. Nevertheless, the uplink communication for
each query is dominated by the OTExtension step. The online step consists of the
server sending its input to the circuit. Therefore, the downlink communication is
dominant.

The communication measurements with vnstat show that the server received
117.42 kbytes (uplink) and sent 1106.27 kbytes (downlink). This is consistent with
Tab. 10(b), where the values are 93.63 and 1114.34 kbytes respectively.

27By using Eq. 11 with our setting, we get that #AND “ 24000, which is slightly less than what
the ABY’s benchmarking shows.
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8 Conclusion
In this work, we introduced explicitly for the first time the privacy-preserving
indoor localization scheme based on the sketch in [75]. Additionally, we proposed
several optimization techniques and gave the theoretical overheads for the scheme.
Furthermore, we implemented the scheme on a basic Android device and utilized it
in a real environment. We measured the practical overheads of the implementation
with databases of various sizes.

8.1 Discussion
The idea of using the combination of Paillier encryption and garbled circuits for
privacy-preserving fingerprint-based localization was shown to be feasible. The advan-
tage of such system is that the privacy relies fully on the well-known cryptographic
protocols. The drawback is the increment in computational and communication
overheads, which results in a longer waiting time, greater power consumption and
bigger data usage per query.

The location retrieval time of the scheme can be reduced considerably with
pre-computations before the localization query is made. Here the drawback is the
delay between queries (normally seconds), which makes the scheme impractical in
scenarios, where constant localization needs to be achieved at quick phase. This
includes applications that automatically track clients in any situation without their
action. On the other hand, if the delay is acceptable, the location retrieval time
stays within a few seconds even for large areas, which is suitable in scenarios where
the client is moving at walking speed or slower. The time can be reduced further by
giving in security, since the time depends mostly on the ciphertext related operations.
More closely, the run-time of our scheme stays normally under 3 seconds with the
security level of 112 bits, whereas it quickly increases up to 5 seconds or more with
the security level of 128 bits.

The power consumption is normally not a problem on the server side, but should
be taken into consideration for the clients. In theory, the location retrieval time is
negligible with a very powerful devices, but the power consumption on the client’s
mobile device can be still infeasible for thousands of queries. We lack precise
analysis on the power consumption, but observed significant temperature growth after
consecutive queries on the surface of our device indicating high power consumption.
However, it did not appear to be a significant problem at least with occasional queries.

The communication overhead depends mostly on the size of the garbled circuit,
but stays normally in the range of a few megabytes even for large areas. With a good
network connection, the time consumption of the data transfer is minor compared
to the computational overhead. Clients with limited data plan could perceive the
communication overhead infeasible, but the overhead can be decreased for particular
clients by packing more distances in the packages and giving in accuracy, namely by
lowering the value of k for the kNN algorithm and disregarding (randomly) some of
the APs.

The scheme is considered practical in applications, where these overheads are
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acceptable. We call the scheme semi-feasible due to its limitations to provide efficient
positioning in every considered use case, i.e., the scheme is infeasible when quick
tracking of a fast object, such as a vehicle, is required. Furthermore, we did not
achieve privacy for free. The cost (waiting time, power consumption and data usage)
is easily noticeable and increases linearly with the building related parameters (N and
M). The overhead of the scheme can be decreased with high performance devices, but
other factors, such as power consumption and heat, set up new practical limitations.
On the other hand, we can assume that the computation performance evolves along
with other techniques, such as better batteries and cooling. Nevertheless, it is unlikely
that our scheme will ever be feasible, e.g., for autonomous cars. However, our scheme
suits very well a service that provides an application for clients to locate themselves
in buildings such as airports, hotels and shopping malls. In such scenarios, the client
can wait the location a few seconds and is unlikely to make several consecutive queries.
Location-based discount vouchers could be added to the scheme, more precisely in
the GC, to encourage clients to use the application around particular areas, without
loss of privacy and practicality.

8.2 Contributions
To the best of our knowledge, the proposed scheme is currently the only semi-feasible
and secure privacy-preserving fingerprint-based localization design, which does not
rely on outsourcing. In comparison to the privacy-preserving localization scheme
proposed in [34], our scheme is orders of magnitude slower, but we do not need to rely
on (semi-trusted) third parties. This makes our scheme more applicable to various
services, where such trust cannot be assumed.

We gave several ideas on how to take advantage of the scheme and make it
beneficial for both the SP and the clients. The results of this thesis help one to
evaluate, if the scheme is applicable in his/her service. In addition, our PoC exposed
several difficult implementation aspects of the scheme, which should help one to build
a high-class production level implementation later. We showed in detail how the
scheme allows the SP to shift the computational effort between a client and a server
by packing different number of distances in ciphertexts. Therefore, the scheme can
be adapted to various services with clients having different computing capabilities.
Moreover, the data consumption can be widely controlled by choosing different value
of k for the kNN algorithm. Particularly, choosing smaller k reduces the consumption
but is a trade-off with the accuracy of the localization, even though, a large k does
not necessary always improve the accuracy.

8.3 Future Work
The proposed scheme could be improved through the cryptographic protocols. There-
fore, further research on additively homomorphic encryption and secure two-party
computation could potentially make the scheme truly feasible in every possible
scenario. Especially, the public-key operations should be optimized somehow so that
the overhead could be decreased.
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We would like to examine the possibility of utilizing Arithmetic sharing in ABY
for the subtraction that removes the random mask, which could potentially reduce
the total overhead of the scheme. Moreover, ABY could be used to implement
the location retrieval by itself without the need of the Paillier encryption scheme.
However, the size of the GC becomes likely infeasible (see [34]). In addition, we
would like to try other additively homomorphic encryption schemes, such as DGK
[18], exponential ElGamal [17] and the blinded encryption schemes [23], instead of
the Paillier scheme.

The power consumption in mobile devices should be analyzed in detail to see,
if it is the true bottleneck of the scheme even with unlimited computing power.
Additionally, the generated heat could potentially do harm on the users’ devices
after several consecutive queries. The accuracy of our application could be tested
with different devices in the training and positioning phases. Although, accuracy is
independent of the privacy aspects, this would give better sight on the application
and how it works on different devices. As far as we know, finding the best value of k
for the kNN algorithm in different locations is still an unsolved problem. Therefore,
we would like to inspect this problem, which is also related to the regular indoor
localization scheme. Furthermore, the privacy of the other non-fingerprint-based
indoor positioning techniques (see, e.g., [48] and [22]) should be investigated.
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A Appendix (Paillier Security)
The security of the Paillier encryption scheme can be proved under appropriate
assumptions that we define and explain here. At first, we introduce an integer-valued
function Eg defined as

Zn ˆ Z˚
n ÝÑ Z˚

n2

px, yq ÞÝÑ gx
¨ yn mod n2

where g P B and n “ pq as we had in the key generation. It was proven in [55] that
Eg is bijective. Therefore, there is a unique x P Z, for which there must exists y P Z˚

n

such that
Egpx, yq “ w

where w P Z˚
n2 . The unique x is called n-th residuosity class of w (with respect to

g) and is denoted as vwwg. We denote the problem of computing vwwg from a given
w P Z˚

n2 and g P B as Classrn, gs. Since it was proven in [55] that the complexity of
computing vwwg is independent of g, we can omit g from the notation.

Definition A.1 (Computational Composite Residuosity Assumption (CCRA)).
A probabilistic polynomial time algorithm that solves Classrns does not exist, i.e,
Classrns is intractable.

Remark. The class function w ÞÑ vwwg is analogous to the decryption of a ciphertext
w in base g without any knowledge of the factors of n. Therefore, it is easy to see,
why the CCRA is essential.

Next, we introduce the decisional problem associated to Classrns as follows: decide
if x “ vwwg, when x P Zn, w P Z˚

n2 and g P B are given. Clearly, solving Classrns
solves also the decisional problem, which is shown in [55] to be equivalent to the
problem of deciding n-th residues28.

Definition A.2. A number z is said to be a n-th residue modulo n2 if there exists a
number y P Z˚

n2 such that
z “ yn mod n2 .

Definition A.3 (Decisional Composite Residuosity Assumption (DCRA)). There
exists no polynomial time distinguisher for n-th residues modulo n2.

DCRA is believed to be true, which is a valid argument to believe that the Paillier
encryption scheme is secure, since breaking the scheme would solve Classrns and
make DCRA false.

28The problem of deciding n-th residues is a random-self-reducible problem [27], i.e., all of its
instances are polynomially equivalent.
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B Appendix (Correctness of Paillier)
Here we are going to show, why the decryption Eq. 4 works, which essentially proves
that factoring n solves Classrns. To do that, we need to show that the message m is
the solution to our class problem, i.e., m “ vcwg.

Our first observation is that the function L can be used only, when u ´ 1 is
multiple of n, i.e., u “ 1 mod n. By Carmichael’s Theorem, we know that for any
w P Z˚

n2 , it holds that wλ “ 1 mod n. Therefore, the usage of L is justified in our
case. Furthermore, we show an important lemma proved in [55].

Lemma B.1. For any w P Z˚
n2, it holds that Lpwλ mod n2q “ λvww1`n mod n.

Proof. First, note that for a positive integer x, we have

p1` nqx “ 1` nx`
ˆ

x

2

˙

n2
` higher powers of n

which indicates that
p1` nqx “ 1` nx mod n2 (B1)

and moreover p1`nqn “ 1`n2 “ 1 mod n2. Therefore, 1`n P B and so there exists
a unique pair pa, bq in the set Zn ˆ Z˚

n such that w “ p1` nqabn mod n2, where by
definition a “ vww1`n.

Next, we need another result from Carmichael’s Theorem, namely wnλ “ 1 mod n2.
Then

wλ
“ p1` nqaλbnλ

“ p1` nqaλ
“ 1` naλ mod n2

where the last step comes from Eq. B1. Now we can write

Lpwλ mod n2
q “ Lp1` naλq “ aλ “ λvww1`n pmod nq .

We now proceed on Eq. 4 as follows:

m “
Lpcλ mod n2q

Lpgλ mod n2q
“
λvcw1`n

λvgw1`n

“
vcw1`n

vgw1`n

mod n . (B2)

Lemma B.2. For any w P Z˚
n2 and g1, g2 P B, we have vwwg1 “ vwwg2vg2wg1 mod n.

Proof. For convenience, we denote α “ vwwg2 and β “ vg2wg1 , and thus we can write
g2 “ Eg1pβ, yβq “ gβ

1 ¨ y
n
β mod n2, where yβ P Z˚

n. Let yα P Z˚
n, then

w “ gα
2 ¨ y

n
α “ pg

β
1 ¨ y

n
βq

α
¨ yn

α “ gαβ
1 ¨ pyα

β ¨ yαq
n mod n2 .

Therefore, the solution of the class problem vwwg1 is αβ, i.e., vwwg1 “ αβ “ vwwg2vg2wg1

pmod nq.

We can write now vcw1`n “ vcwgvgw1`n mod n, which yieldsm “ vcwg, when combined
with Eq. B2.
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C Appendix (Unnecessary Randomness)
In the complete PriWFL scheme [46], the client sends the sets tEp´2f1q, . . . , Ep´2fNqu

and tEpf 2
1 ` r1q, . . . , Epf

2
N ` rNqu to the server (see Sec. 4.1). However, we argue

that the security of the scheme does not depend on the random numbers r1, . . . , rN ,
and thus making them unnecessary.

While the theorem “Given Ep´2fjq and Epf 2
j ` rjq, the server cannot recover fj ,

if rj is kept secret.” in [46] is true (with assumption that the Paillier cryptosystem is
secure), the proof contains false arguments and is misleading. First of all, since the
Paillier cryptosystem is probabilistic (see Sec. 3.2.1), two ciphertexts of a message
are not equal with high probability, when Paillier encryption is done properly, i.e.,
(different) random r is used for every encryption. Therefore, the equation

E

ˆ

p´2fjq ¨

ˆ

´
1
2fj

˙˙

“ E
`

f 2
j ` rj ´ rj

˘

(C1)

given in [46] is invalid. Furthermore, the transformation from (C1) to

Ep´2fjq
p´ 1

2 fjq
“ Epf 2

j ` rjq ¨ Ep´rjq

is also invalid, even if identical r values are used in the encryption process. The
reason is that the homomorphic properties (see Sec. 3.2.1) of the Paillier cryptosystem
can be applied only through the decryption process, i.e., only the following equation

D
´

Ep´2fjq
p´ 1

2 fjq
¯

“ D
`

Epf 2
j ` rjq ¨ Ep´rjq

˘

is valid. However, this does not lead to the desired “attack” of [46].

Theorem C.1. Given Ep´2fjq and Epf 2
j q, the server cannot recover fj.

Proof. Assuming that the Paillier cryptosystem is secure, the server is not able to
decrypt the ciphertexts, since it does not have the client’s private key. Because the
Paillier cryptosystem is probabilistic, no information of the plaintexts is revealed,
even though, the plaintexts are not independent. More precisely, the ciphertexts of
m1 “ ´2fj and m2 “ m1 ¨

`

´1
2fj

˘

“ f 2
j are independent.

Corollary C.1.1. By Thm. C.1, the objective of using the random numbers r1, . . . , rN

is achieved already by the Paillier encryption scheme alone. Therefore, the random
numbers are unnecessary.
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D Appendix (The Size of Packages)
We continue Sec. 5.3.4 and deduce a systematic way to do efficient packing. For
that purpose, we define a cost function fpT q, which tells the number of needed
multiplications (modulo n) that are required for processing the T packages. With
processing, we mean every computation in our scheme that depend on T , namely
the packing, masking and decryption.

The desired number of packages, i.e., the best value for T can be determined by
finding the zero point of the derivative of fpT q. As an example, we assume that the
computational overhead for the server and client is taken into account equally, the
masking process is free and the communication overhead does not matter, hence,
fpT q “ Pack-CpT q `Dec-CpT q “ 4T ¨ ppt2 ´ tql1{2` t´ 1q ` T ¨ p13{8 log2 n` 1q,
where t “ M{T (t should be a whole number and it is at least close to it, when
M " T ). Now we solve the equation

f 1
pT q “

T 2 ¨ p13 log2 n´ 24q ´ 16M2 ¨ l1

8T 2 “ 0

with respect to T and obtain

T “ 4M

d

l1

13 log2 n´ 24 (D1)

where every value is a positive integer (and n ě 4). We can test that Eq. D1 is
consistent with Fig. 7, where we had T “ 15, when M “ 192, n “ 23072 and l1 “ 16.
Indeed, we get with Eq. D1 that T “ 15.3769 . . . « 15.

After one has calculated the optimal value for T , the actual (“balanced”) packing
follows from Thm. D.1 (see the proof).
Theorem D.1. The distances can always be divided into T packages, where each
package contains t or t` 1 distances. This gives the best possible “balance” for the
packages.
Proof. From division algorithm, we know that for M,T P Z and T ‰ 0, there exists
unique t, r P Z so that

M “ T ¨ t` r, 0 ď r ă |T | . (D2)

In our case, we have that M ě 1 and 1 ď T ďM (T “ 1 means that every distance
is in one package and T “M means that every package contains only one distance),
thus, 1 ď t ď M and 0 ď r ă T . Without loss of generality, we can assume that
every package can hold at least t` 1 distances (otherwise we increase the value of T
and try again). Now we get the division directly from Eq. D2, namely, put t distances
into T packages and distribute the rest r distances (if any) one by one to different
packages. This is possible, since r ă T and every package will end up containing at
most t` 1 distances (and minimum of t distances).

Indeed, this is the best and unique “balanced” packing (excluding the order of
the packages), since the number of distances in a package differs from the others at
most by one and t is unique.
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