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1. Introduction

1.1 Overview and motivation

The amount of data produced and recorded each year is growing at a high speed.
The current rate of growth is exponential or double exponential [66] and is
expected to persist in the future [61,138]. By 2020 the volume of digital infor-
mation stored in the world is predicted to reach 44 zettabytes (approximately
44 trillion gigabytes) and 163 zettabytes by 2025. Data is generated by a large
variety of rich and diverse sources. Some typical sources of data are humans,
machines, and sensors.

Human-generated data is a digital footprint that each of us, intensionally or
not, leaves in daily routines. A non-exhaustive list of human data sources in-
cludes records of commuting, shopping, banking, health care, Internet browsing,
social activity, and communication.

Similar to humans, machines produce data about their functionality: facto-
ries gather detailed logs on all stages of production, companies accumulate
different types of statistics about products and workflows, various ad hoc Inter-
net of Things networks record data exchanged by the devices in the network,
etc. Another source of data includes sensors, which are used to monitor city
infrastructure, the weather, the environment, the Earth, and the space.

This is a very limited list of data sources, but it opens infinite possibilities
for data usage and applications. Information extracted from these data can be
used to learn and understand social and natural-science phenomena, to measure
and improve life quality, to detect and handle anomalies, to predict and prevent
natural disasters and disease outbreaks.

In order to enable data analysis and ensure drawing meaningful conclusions,
the data must be modeled in some simplified but realistic way. In this thesis we
study a variant of graph models. Networks or graphs are fundamental models,
used to represent and analyze structural dependences in a system of objects. The
objects correspond to graph nodes and dyadic relationships between the objects
are mapped into edges between the corresponding nodes. Common examples of
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graph models come from various social networks: nodes represent people and
edges between pairs of nodes represent relationships between the corresponding
people. For example, edges in a social network may indicate that two people
are friends, family, colleagues, collaborators, members of the same party or club,
etc. Other natural application of graph models can be found in traffic networks,
electric power grids, road systems, the Internet. More examples of real-world
networks include chemical and biological systems with various complicated
dependencies, such as protein-protein interactions and food chains.

The real-world data naturally has a temporal component: every event recorded
in the data has a timestamp. For example, phone calls are associated with a
start time and a duration, interactions in social networks have timestamps,
sensor measurements produce time-series data, etc. Moreover, many of the data
sources produce data at extremely high rate: e.g., on Twitter 6 000 new tweets
are generated approximately every second;1 on Foursquare more than 9 million
check-ins are generated every day.2 Even in cases when the data is produced
at a lower rate, e.g., in email communications, scientific publication activity, or
environmental measurements, the temporal component is important to consider,
as it reveals changes over the history of observation.

We believe that it is important to represent the data with minimal loss of
information. A fine-grained modeling enables comprehensive analysis, and
helps revealing structural and temporal patterns, hidden otherwise. Thus,
we focus on studying temporal networks, i.e., network data with a temporal
component. In particular, we use the interaction network model to represent
highly dynamic real-world graph data. This model consists of a network with
detailed information regarding the interaction between the nodes: the exact
timestamp of each interaction, the duration of the interaction, and possibly the
interaction type.

Sometimes the terms graph and network have different meanings and stand
for undirected and directed graphs, respectively. In this thesis we use the terms
graph and network interchangeably and explicitly specify the directionality of
the edges, if needed.

While network analysis is a well-studied topic in data mining, analysis of
temporal networks is not such an extensively-explored area. Most of the previ-
ous work was devoted to static networks, dynamic networks, or time-evolving
networks. The main differences between these models and interaction networks
are briefly listed below.

First, a large volume of the work is focused on static networks, which are sim-
pler to analyze than interaction networks, as they discard temporal information.
A lot of research is devoted to problems, such as graph partitioning, clustering,
graph matching, dense-subgraph discovery, and frequent-subgraph mining. We
refer to the books edited by Aggarwal and Wang [6], or by Cook and Holder [37]
for the extensive overview of problem formulations and recent algorithms.

1http://www.internetlivestats.com/twitter-statistics/. Retrieved April 2018
2https://foursquare.com/about. Retrieved April 2018
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Second, the term dynamic networks often refers to the models where the graph
structure changes over time via a sequence of updates: edges or nodes can be
added and deleted at certain timestamps. For instance, the process of individuals
establishing and breaking friendship connections in a social network can be
modeled in this setting. In contrast, the interaction-network model aims at
capturing the instantaneous interactions between individuals. The dynamic-
graph setting is suitable to study slow changes in the network, such as evolution
with respect to the arrival of new nodes and edges [90,100], the process of how
groups and communities are formed [11], as well as methods for mining rules
for graph evolution [19].

Another standard model for temporal graphs, often referred to as time-evolving
network, aggregates the history into a sequence of network snapshots where each
snapshot summarizes the graph during a certain time period. The snapshot-
based methods analyze each snapshot as a static graph and adjust the results to
provide consistency between consecutive snapshots. A large number of research
works following this framework can be found in a comprehensive survey by
Aggarwal and Subbian [3]. Similarly to dynamic-updates model, some examples
of research works include evolution mining [119], finding persistent backbone
subgraphs or dense subgraphs [21, 147], detecting anomalous subgraphs and
time intervals [118]. However, interaction networks preserve more explicit
information and allow a more thorough analysis than the aggregated information
in fixed snapshots.

Due to the advantages over traditional approaches, the interaction network
model is gaining popularity in the data-mining community. Two surveys on
temporal networks, including interaction networks, have been recently compiled
by Holme and Saramäki [70, 71] and Michail [116]. The surveys cover an
extensive number of works exploring different versions of classic graph-analysis
problems and metrics, extended to the temporal-network scenario, including
connectivity, centrality measures, community detection, and diffusion processes.
The surveys affirm that the interaction-network model is not yet fully explored
and that the area is subject to active research. In this thesis we contribute to
analyzing interaction networks by formulating and solving novel variants of
classic graph-mining problems.

1.2 Contributions

This thesis studies different aspects of the following topics in interaction net-
work analysis: centrality measures, infection spreading, event detection, and
summarization. Below we briefly list our main contributions in each of these
topics. All contributions have been published in peer-reviewed conferences and
journals in the area of data mining.

Centrality measures. In Publication III we study PageRank — a popular
measure of node centrality in a network. We propose a novel generalization of
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PageRank for interaction networks. Our temporal PageRank takes into account
the exact moments of interactions and produces centrality estimates with respect
to the history of interactions. Temporal PageRank is capable of capturing the
fact that the centrality of a node can change with time due to changes in the
temporal distribution of interactions. If the distribution of interactions remains
stable, we show that temporal PageRank converges to static PageRank. We
devise a highly scalable algorithm for temporal PageRank computation.

Infection spreading. In Publication II we consider the problem of reconstruct-
ing an infection, or generally speaking, an activity propagation in a network.
The main novelty of our work is that, in contrast to the previous work, we
consider a realistic setting of infection being spread over an interaction net-
work. With access to a small noisy set of reported infections we reconstruct the
epidemic spread over time without any assumptions on the propagation model.
We present an efficient algorithm, which is based on the classic approximation
algorithm for the directed Steiner-tree problem.

Event detection. We consider two different event-detection problems. In the
first one (Publication IV) we propose a novel model for topically- and temporally-
coherent events in the social networks. We use the textual information of
the interactions and seek for a set of interactions in the interaction network,
which are topically close and form a directed tree of information flow. We map
the problem to the budget version of the prize-collecting Steiner-tree (PCST)
problem, experiment with existing approximation algorithms and propose fast
heuristics. In addition, we extend and solve the problem for the case of finding
top-k events.

In the second event-detection problem (Publication I) we follow a traditional
approach and aggregate activity counts for each node over fixed time intervals.
Then, for a fixed snapshot we introduce a novel event-detection formulation:
we model an event as a set of nodes, which are compact in the graph and have
high total activity counts. We represent compactness in two ways: as the total
distance between event nodes and as their minimum spanning tree. We solve
both resulting optimization problems by adapting approximation algorithm and
also devise fast competitive heuristics. We apply a greedy heuristic to sweep
through the snapshot sequence of real-world interaction networks and find
snapshots with prominent events.

Summarization. Summarization covers a wide range of problems and we study
different settings.

First, in Publication VI we formulate a novel problem to explain and summa-
rize all interactions in the interaction network by identifying activity intervals of
nodes. We consider two variants of the problem: minimization of the total length
of activity intervals and minimization of the maximum interval length. For both
problems we present complexity analyses and develop efficient algorithms.

Second, in Publication V we consider a novel problem of finding a set of
nodes, which form a dense subgraph and whose interactions occur in concise
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time intervals. This formulation takes advantage of the fine-grained temporal
information preserved by the interaction-network model and provides a more
accurate representation of small dense overlapping communities and their
dynamics over network history. We prove the NP-hardness of the problem
and provide highly efficient heuristics.

1.3 Format and organization of this thesis

This thesis follows the “publication-based dissertation” format of Aalto Univer-
sity. By the university guidelines, the attached papers should be considered
as a part of this thesis and the following chapters should help the reader to
comprehend and evaluate the significance of the papers: these chapters provide
the necessary background, overview the current state of research and discuss our
contributions. While aiming to present a self-contained thesis, we still assume
that the reader has general knowledge in computer science.

In particular, Chapter 3 is dedicated to centrality measures. Chapter 4 is
focused on infection- and activity-propagation models, while Chapter 5 covers
some relevant aspects of event-detection problems. Chapter 6 presents our work
on network summarization. Finally, Chapter 7 contains concluding remarks and
lists some open problems and directions for future work.
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2. Preliminaries

In this chapter we formally define the interaction-network model and other
concepts, which will be used in the next chapters.

2.1 Interaction-network model

Let V be a set of nodes. Denote an interaction that occurs between nodes u and
v at time t as (u,v, t). The time t is the timestamp of the interaction and it can
be a discrete or continuous value. The interactions can be directed or undirected.
If the interactions are considered to be directed, then each interaction (u,v, t)
has source u and target v. If the interactions are annotated with some metadata
α, e.g., the textual content of the interaction, they are modeled as quadruples
(u,v,α, t). The interactions can be weighted or have duration, for simplicity of
notations we consider unweighted and instantaneous interactions.

An interaction network Gt = (V ,Et) consists of a set of n nodes V and a set
of m timestamped interactions Et between the pairs of nodes. Formally Et is
represented as:

Et = {(u,v, t) | u,v ∈V , t ∈R}.

A toy illustration of a temporal network with 4 nodes V = {a,b, c,d} can be
found on Figure 2.1. Figure 2.1a demonstrates the sequence of temporal interac-
tions Et. The horizontal axis depicts time and ticks represent timestamps. The
nodes are marked by distinct colors. The vertical arrows depict the interactions
and are located at the corresponding timestamps. We use this toy example in
the rest of this chapter to illustrate our definitions.

We assume that more than one interaction between two nodes u and v can
appear in Et with different timestamps (e.g., the interaction (d, c) repeats at
timestamps t = 5, 11 and 12). Several interactions between different nodes can
occur at the same timestamp (e.g., (d,b,8) and (a, c,8)).

For an interaction network Gt = (V ,Et) we define the set of edges E to be the
pairs of nodes for which there is at least one interaction in Et (E is a “projection”
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(a) (b)

Figure 2.1. (a) A toy temporal network. (b) The corresponding static graph.

of the edges of the interaction network along the time axis):

E = {(u,v) ∈V ×V | (u,v, t) ∈ Et for some t} .

The network G = (V ,E) is a standard static graph with no timestamps on its
edges. The static G is referred to as topology network, underlying network,
corresponding or aggregated static graph of the interaction network. Figure 2.1b
shows the corresponding static graph of the toy temporal network.

For an interaction network Gt = (V ,Et) and a node u ∈ V we write Vt(u) to
denote the set of all timestamped copies of u for which u participates in some
interaction of Et, i.e., Vt(u) = {(u, t) | (u,v, t) ∈ Et or (v,u, t) ∈ Et}. We write
Vt =

⋃
u∈V Vt(u) for the set of all timestamped nodes. For example, node a has

two timestamped copies (a,4) and (a,8). Sometimes, it is important to consider
separately sending and receiving timestamped copies. Then node a has only one
receiving copy (a,4) and one sending copy (a,8).

2.2 Induced subnetworks

Given a time interval I = [ts, te] we define induced interaction set Et(I) as the
subset of interactions Et with timestamps within the time interval I:

Et(I)= {(u,v, t) ∈ Et | ts ≤ t ≤ te} .

Similarly, a subset of nodes W ⊆V induces the set of interactions Et(W) — the
subset of interactions Et which happen only between nodes W :

Et(W)= {(u,v, t) ∈ Et | u,v ∈W} .

We can combine these definitions and define the interaction set induced by a
node set and by a time interval. The induced sets of interactions are analogous
to the induced subgraphs in a regular graph.

Similarly to the whole edge set of an interaction network, an interaction
subset Et(I) also has a corresponding underlying network, denoted as G(I). This
underlying network includes edges and nodes, which appear at least once in the
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interval I. In the toy example, a topology network G([2,5]) is a 3-node subgraph
with 3 edges (b, c), (d, c) and (c,a).

Similarly, one can define the interaction set and the corresponding static graph,
induced by a set of time intervals. The induced structures defined here are some
common variants for “projections”, used to analyze temporal networks.

A time interval I (or a set of time intervals) spans or covers an interaction
(u,v, t) or a temporal node (u, t), if t belongs to I (or to one of the intervals in the
set). Furthermore, an interval (or a set of intervals) spans a temporal network,
if it spans all interactions in the network. For example, interaction (d,b,8) is
spanned by interval [5,9]; intervals {[1,6], [8,12]} span the whole interaction
network.

2.3 Static graph representations of interaction networks

As mentioned in the introduction, a straightforward but lossy way to represent
an interaction network is a single static graph, aggregating all interactions in
the history. For example, it can be the underlying graph, as in the toy example in
Figure 2.1b. Instead of a simple binary “projection” of the interactions along the
time axis, the edges of the aggregating graph can be weighted, for example, by
frequency of occurrence (in the toy network the edge (d, c) would receive weight
3 and (c,b) would have weight 2).

Another approach is to construct a sequence of graph snapshots. Assume that
all interactions take place during a time interval [t0, tF ] and divide it into L
intervals of a fixed length (with or without a fixed overlap): L = (L1, . . . ,Lk).
Each interval Li induces the subset of interactions with the underlying graph
G(Li). The graph Gi is called a snapshot, and the whole history of interactions
is represented as a sequence of static graphs G = (G1, . . . ,Gk), where Gi =G(Li).
Here a snapshot is the unweighted underlying graph of interactions in the
interval, but different aggregating schema (e.g., counts, frequencies, thresholds)
can by used. In our toy example, we divide its timespan into intervals of length 3.
The resulting sequence of three snapshots is shown in Figure 2.2. Note that not
every snapshot graph involves all 4 nodes, and nodes that do not interact within
the corresponding time interval are excluded from the visualization. In some
cases, they can be added as singletons.

The third and most comprehensive representation is a static graph of times-
tamped nodes and time-forwarding edges, shown on Figure 2.3. Such graph
is called a static expansion of a temporal graph Ge = (Ve,Ee), and defined as
follows. Its set of nodes is the set of all possible temporal copies of the nodes in
the temporal network: Ve = {(v, t) | v ∈V , t ∈ T}, where T is the set of all possible
timestamps. In the example we create 13 temporal copies of each node. This
is redundant, but usually is done for the ease of representation and analysis.
In practice it is often possible to avoid materializing the redundant nodes and
work only with temporal nodes Vt — i.e., the temporal copies participating in
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L1 = [1,4] L2 = [5,8] L3 = [9,12]

Figure 2.2. Snapshot representation of the toy network.

Figure 2.3. Static expansion representation of the toy network.

the interactions. For example, we would keep only 2 instances (a,4) and (a,8) of
node a. The set of edges Ee consists of edges, which correspond to interactions
between the temporal nodes Vt (e.g., edges ((c,4), (a,4)) and ((d,5), (c,5))), and
time-forwarding edges that connect the time-adjacent timestamped copies of the
same node (e.g., edges ((a,1), (a,2)) and ((a,2), (a,3))). If only interacting tempo-
ral nodes are considered, then time-forwarding edges connect the temporally
closest copies of the same node, e.g., ((a,4), (a,8)).

Adjacency matrix. A useful abstraction for graph analysis is the adjacency
matrix. The adjacency matrix of a graph G = (V ,E) is a binary square matrix A
of size |V |× |V |. An element A(u,v) is 1, if there is an edge between nodes u and
v in the graph and 0 otherwise. The adjacency matrix can also be non-binary and
reflect the weights of the edges. The static aggregated graph can be represented
by its adjacency matrix. The static expansion graph Ge can be also represented
as a large but sparse adjacency matrix of size |V ||T|× |V ||T| or |Vt|× |Vt| if only
the interacting timestamped nodes are considered.

Another dimension is needed to represent the temporal axis in the sequence
of snapshots, thus 3-dimensional tensors As of size |V |× |V |× |L | are used. An
element As(u,v,�) is 1 if there is an edge between u and v in the snapshot �.
A simplified version of the tensor presentation is the coupling matrix: a block-
diagonal matrix of size |V ||T| × |V ||T|, where each block corresponds to an
adjacency matrix of a snapshot graph. The time-adjacent snapshots are coupled
by time-forwarding links between temporal duplicates of the same node. Note
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that when the number of snapshots equals to the number of timestamps, then
the coupling matrix is essentially the same as the adjacency matrix of the static
expansion.

Both matrix and tensor representations are useful for temporal network anal-
ysis, as many algebraic techniques for graph analysis work with them.

2.4 Temporal structures

Following previous studies on temporal networks [71, 116, 172], we define a
temporal walk or a time-respecting walk on Gt to be a sequence of interactions,
where the end node of the previous interaction is the starting node on the next
interaction: (u1,u2, t1), (u2,u3, t2), . . . , (u j−1,u j, t j−1), (u j,u j+1, t j), such that
ti < ti+1 for all 1≤ i ≤ j−1.

If the interactions are required to have strictly consequent timestamps (ti <
ti+1), then the walk is called strict, otherwise (ti ≤ ti+1) — non-strict. For
example, (c,b,1), (b, c,2), (c,b,11) is a strict walk, (d, c,11), (c,b,11) is non-strict.
Temporal walks can be directed or undirected. The definition can be extended to
handle the duration of interactions.

Similar to regular graph theory, a temporal walk with no repeated interactions
(but possibly with repeated nodes) is called a temporal trail. A node-disjoint
temporal trail is called a temporal path. For example, (b, c,2), (c,a,4) is a path,
but (b, c,2), (c,a,4), (a, c,8) is a trail. If a temporal walk starts and ends at the
same node, it is called a temporal cycle.

Given a walk w in the underlying static network, a temporal walk that goes
thought the same nodes and in the same order is called the temporal realization
of the walk w. Note that every temporal walk has a corresponding walk in the un-
derlying static network. The opposite is not true. For example, (d, c,5), (c,b,11)
in Gt corresponds to walk (d, c), (c,b) in G; however, walk (d, c), (c,a) exists in G,
but has no realization in Gt. Furthermore, a walk in the static graph can have
several realizations in the temporal network with different timestamps.

Node u is called reachable from node v within time interval [ts, te] if there is a
temporal walk from u to v which starts at or after ts and ends at or before te.
For example, node b is reachable from d within time interval [1,6], but is not
reachable within the interval [7,12]. If the interval is not specified, the whole
timespan of the interaction network is usually considered. A union of temporal
paths starting at timestamped node (u, t) is called a temporal tree and (u, t) is
its root.

The node pairs that are reachable in the static aggregation, or even in more
detailed snapshot representations, can be not reachable by time-respecting
walks. For example, d cannot reach a through the temporal interactions. There
is a fundamental difference between how walks and reachability are reflected in
temporal networks and snapshot and static-aggregation graphs. It can affect
the truthfulness and reliability of network analysis.
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Similar to paths in static graphs, temporal paths have a length. The length,
however, can be measured in different ways. First, the number of interactions in
the walk is defined as its topological length (sometimes is simply called length).
Second, the difference in time between the walk’s last and first interactions is
called temporal length or duration. For example, the path (d, c,5), (c,b,11) has
topological length 2 and duration 6. Given two consequent interactions of a walk
the time interval between the end of the first interaction and the beginning of
the second interaction is called delay or lag. For example, the delay between
the legs of a walk (b, c,2), (c,a,4), (a, c,8) is 1 and 2. One can also calculate the
average, maximum, or minimum delay of a walk.

In addition, a walk can have an age defined with respect to some time horizon.
For example, imagine that our toy graph is a part of a streaming temporal graph
and the latest timestamp t = 13 is the time horizon. The age of a walk is the
time difference between the horizon and the first timestamp of the walk. For
example, walk (d, c,5), (c,b,11) has age 8. The age will change when the next
timestamp will be observed and time horizon moved.

In a regular graph the shortest path between two nodes is the path with the
least number of hops or with the least total weight. This path is “optimal” in
some way: fastest or cheapest, depending on the application. Given that a pair
of nodes can be connected by many temporal paths and, furthermore, by many
temporal realizations of the same path, it is difficult to relate the quality of a
temporal path to only one of possible length measures. The topologically shortest
paths can have large durations, the temporally fastest paths can include many
hops, otherwise best paths can be too old (too far in time from the time horizon),
or have too long delays. Furthermore, similarly to static graphs, the interactions
can be associated with some external weights. Therefore, there is no unified
notion of the best path in the temporal network and different measures are
considered for different applications.

Similar to paths, the quality of a tree in a static graph is defined by the number
of edges in the tree or their total weight. It is difficult to measure the quality
of a temporal tree, the common measures are topological size — the number of
interactions in the tree and the temporal size — the time distance between the
root and the latest temporal node in the tree. Similarly to paths, the measures
depend on applications.

Here we described the most common concepts used in this thesis. If other
concepts are needed they will be defined in the corresponding chapters. For
simplicity we covered only basic definitions, there are, of course, many variants,
which are left out.
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In this section we discuss the concept of node and edge centrality in a network,
and we overview different types of measures and applications. We also discuss
the contributions of the thesis to the generalization of one popular centrality
measure for the case of temporal networks.

3.1 Introduction to centrality measures

Centrality measures formalize the notion of node or edge importance in a net-
work. Examples of nodes with high centrality in different application scenarios
are the most influential people in a social network; transport junctions or connec-
tions in a road network, which control most of the traffic; people or web-pages,
which contribute the most to the spread of information or a virus in a network.
Knowing the important nodes or edges allows to understand the system (e.g.,
select representative nodes for survey or study social patterns), protect the
system (e.g., prevent epidemics outbreaks or secure the integrity of the whole
transport system), or manipulate the system (e.g., identify influential customers
to promote a product). While all these examples rely on node importance, in
fact, the exact definition of importance depends much on the application and the
nature of the network.

Given the large number of applications and types of networks, many centrality
measures have been proposed. There exist several categorizations of the mea-
sures (e.g., [18,20,22,23]), but most of them acknowledge the importance of the
type of information flow assumed in the network. The information flow can be
characterized by its trajectory (e.g., the shortest path, a walk in the network,
etc.) and the method of spread (e.g., the flow can go simultaneously over all
available trajectories, choose a trajectory based of some probability distribution).

The application and the nature of the network dictate which centrality measure
should be used. There is no universal measure for all cases. For instance, we
would like to measure the importance of a traffic node in the road system. It is
reasonable to assume that traffic travels over the fastest routes. In the case of
several equivalently fast ways, a reasonable assumption is that one of them is
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taken randomly. This means that we need a centrality measure that considers
the shortest paths and in the case of ties all the shortest paths are taken into
account with some normalization weight. Clearly, the measure that considers
not paths, but walks (meaning that we can have loops on the way) would not be
meaningful for the application, as our prior knowledge about the system tells
that people tend to choose the fastest ways of commuting and avoid loops.

While the variety of possible application scenarios and networks is large,
there are some frequently used definitions of centrality, which have reasonable
assumptions and perform well in many real-world applications. Below we
consider the most important of them.

3.2 Common centrality measures

In this section we define some centrality measures and discuss their applications.
Formally speaking, we consider a graph G = (V , E) with a set of n nodes V and a
set of m edges E. A centrality measure is a real-value function of nodes c : V →R.
Value c(u) is the centrality of the node u ∈V in the network G.

Sometimes, it is convenient to define a centrality vector c ∈R|V |. While absolute
values of the centralities are usually difficult to interpret, relative values are
used to compare the nodes, construct importance rankings, and identify the
most important nodes.

Degree centrality is the simplest centrality measure. The number of edges,
adjacent to node u ∈V is called its degree: deg(u)= |{v | (u,v) ∈ E}|. The degree
centrality is defined as:

cd(u)= deg(u).

Sometimes, it is normalized by the maximum possible degree as

cn
d(u)= deg(u)

|V |−1
.

Other variants are in-degree and out-degree centralities, which are defined for
directed graphs and count the incoming and outgoing edges respectively.

Degree centrality is an intuitive measure, which reflects a common assumption
that a node with a large degree is “more central”. This naive measure is surpris-
ingly useful: it is easy to compute and it is correlated with more sophisticated
measures on social networks. A possible reason is that in social settings people
with more connections tend to have more power and visibility.

Next, we describe two popular types of centrality measures considering the
concept of shortest path.

Closeness centrality (or closeness) has been introduced by Bavelas [16].
Closeness of a node u ∈V is defined as the inverse of the total distance from a
node u to all other nodes in the graph:

cc(u)= 1∑
v∈V d(u,v)

.
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The distance d(u,v) is the length of the shortest path from u to v. Similarly to
degree centrality, cc(u) is usually normalized (multiplied) by |V |−1. Distances
can be calculated along directed and undirected shortest paths, thus centrality
can be different for directed and undirected versions of the same graph.

This definition of closeness is meaningful only for connected graphs. If there
are several connected components, then every node has at least one unreachable
node in the graph and the closenesses of all nodes become undefined or equal
to zero, depending on how the missing connection are treated. A common
modification of closeness for disconnected graphs is called harmonic centrality:

ch(u)=
∑
v∈V

1
d(u,v)

with d(u,v)=∞, if v is not reachable from u.
The intuition behind closeness is that more central nodes are those, which are

closer to all other nodes. E.g., closeness estimates how long it takes to spread
information from node u to all other nodes. Thus, closeness can be used to find
influential people in the social network, whose opinions are faster to reach other
people. Additionally, this measure reflects how good the access is from the node
to all other nodes, which helps to identify traffic hubs.

Betweenness centrality (or betweenness) is another measure, based on
the shortest paths. As the name suggests, the measure estimates not the
connectedness to other nodes, but the capacity of the node to be a mediator
between other nodes: the measure estimates how often a node participates in
the shortest path between a pair of other nodes in the graph. The concept has
been introduced by Freeman [48]. Let us consider a node u ∈ V and a pair of
nodes s and t different from u: s �= u, t �= u. Define σst(u) to be the number of the
shortest paths between nodes s and t, which include u. Denote σst the number
of all shortest paths between s and t. Then betweenness centrality is defined as
a fraction of the shortest paths passing through u:

cb(u)=
∑

s �=u �=t∈V

σst(u)
σst

.

Betweenness can be normalized by the number of node pairs (s, t), tested
to evaluate the centrality measure for node u. For an undirected graph it is
(|V |−1)(|V |−2)/2, and (|V |−1)(|V |−2) for a directed graph, as pairs (s, t) and
(t, s) are distinct.

Betweenness is used to measure the control of a node on the communication
between other nodes in a network. High betweenness characterizes nodes with
the most strategic location in the traffic network or people, who know most of
the information, flowing in the social network.

Eigenvector centrality (or eigencentrality) is designed to calculate relative
influence scores for nodes in the networks. This measure can be viewed as an
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advanced version of degree centrality, equipped with the assumption that not all
connections of a node contribute equally to its influence: it is more beneficial to
be connected to more influential nodes.

While Google’s PageRank [126] is one the most famous measures in this family,
we will start with the most intuitive variant of adjacency matrix eigencentrality.
The adjacency matrix A = (Auv) is a binary |V |×|V | matrix with element Auv = 1,
if there is an edge between node u and v and 0 otherwise. For simplicity,
let us consider an undirected network. In this case A is symmetric. As a
node accumulates influence from its neighbors, we define N(u) to be the set
of neighboring nodes of u. There are several variants of adjacency matrix
eigencentrality, we will follow the one used by Newman [123].

Denote eigencentrality of node u as ce(u) and define it as a total eigencentrality
of neighbors of node u:

ce(u)= 1
λ

∑
v∈N(u)

ce(v)= 1
λ

∑
v∈V

Auvce(v).

Here λ is a constant. The same equation can be written in matrix form: λce =
Ace, where ce is a |V |-dimensional vector of centralities. This equation is an
eigenvector equation, its solution ce is called eigenvector and λ, for which a
solution exists, is called an eigenvalue.

Eigenvector equation for the adjacency matrix may be solved for different
eigenvalues. However, if we assume that centralities must be non-negative, then
due to Perron–Frobenius theorem [115] only the largest eigenvalue corresponds
to a (unique) eigenvector with all positive elements. This eigenvector is called
principle or leading. Strictly speaking, Perron–Frobenius theorem requires
graph G to be connected, but not bipartite; or all the elements of the matrix A
must be strictly larger than zero (this condition can be achieved by adding a
negligibly small positive ε to zero-value elements).

From Perron–Frobenius theorem it also follows that the principle eigenvector
can be found iteratively by the power-iteration method: starting from any initial
vector c0

e (not orthogonal to the actual principle eigenvector ce) and iterating
ct+1

e = Act
e with t starting from 0, it is guaranteed to converge with t →∞. This

means that ce can be approximated as Ak1 for sufficiently large integer k, where
1 is a vector of ones. Interestingly, Ak has an interpretation. If A is adjacency
matrix of the graph G, then the element Auv of A1 represents the number of
1-step walks in the graph, which lead from u to v. Now, due to the rules of
matrix multiplication, an element Auv of A2 counts the number of 2-step walks
from u to v, elements of A3 count the number of 3-step walks, and so on. Thus,
ce(u) =∑

v∈V (Ak)uv is essentially the number of distinct infinitely long walks
existing in the graph starting in node u. As we consider undirected graphs with
A = AT , we can also interpret ce(u) as the number of distinct infinitely long
walks ending in node u. For a directed graph, eigenvector centralities, computed
for A and AT (also called right and left eigenvectors), will be different and will
also have different interpretations.
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This infinite-walk interpretation leads to Katz centrality [80], which counts the
number of walks of any length k = 1, . . . ,∞ and sums them up with exponentially
decreasing weights with positive parameter α< 1 :

ck(u)=
∞∑

k=1

∑
v∈V

αk(Ak)uv.

Another variant is PageRank, which is designed mainly for ranking web pages
for web search: it models an Internet user browsing web pages. Let h ∈R|V | be
a unit-normalized personalization vector, meaning that with probability h(u)
the user will start exploring from web page u. Assume that at each next step
of browsing the user chooses with probability α to proceed with a random link
from his current web page. If the user chooses not to proceed, he jumps at some
page according to distribution h. The PageRank centrality cp(u) of node u is the
likelihood that such a random Internet surfer arrives to page u. A closed-form
expression for cp can be derived as:

cp = (1−α)h
∞∑

k=0

αk Ak.

As one can see, the PageRank centrality is very similar to Katz centrality, but
gained popularity because it has been introduced in connection to the hot topic
of search engines. Both centralities estimate the accumulated influence of nodes
and have wide application in social network analysis. All centrality measures
from eigenvector family can be written in a form of eigenvector equation for
some specific matrix (called transition matrix) and can be computed using power
iterations. However, to ensure the practicality of these measures, one must
carefully design the transition matrix. One must check the convergence of the
power method, deal with disconnected components and dangling nodes.

Here we have considered only node centralities, however in general similar ap-
proaches can be used to define edges centralities and/or handle weighted graphs.
We have listed the most popular centrality measures, for more approaches please
see the survey by Bloch et al. [20].

3.3 Temporal extensions

Generalization of a centrality measure to temporal network must account for two
aspects. First, it should reflect centrality of a node u at a particular time instance
t. Second, if the definition considers any information flow in the network, this
flow must respect time.

The first requirement is easy to meet by, for example, considering snapshots
of the data and calculating centralities for each snapshot separately. This
straightforward approach works well for some applications with slow changes
(e.g., collaboration between scientists or road traffic networks). To incorporate
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some historical information and smoothen the changes over time, one can con-
sider overlapping time windows or use weighted average over the history of the
network and give higher weight to recent measurements (time-decay weighting).

While this workaround can give meaningful results, it does not support or
sometimes even violates the assumptions about the information flow made by
the centrality measure. A recent direction of works [71] addresses temporality of
the flow in a cleaner way and introduces a generalization by replacing paths and
walks by their temporal equivalents. However, adding a temporal dimension
into the flow requires further assumptions of flow trajectories, such as typical
time intervals of information transfer and time-delay thresholds between two
legs of a path.

Below we present a brief overview of the temporal generalizations of some
commonly used measures.

Degree centrality. First, the most intuitive centrality measures in temporal
network are analogues of degree centralities. For example, Holme [69] proposed
to use the size of influence set and related measures as centrality estimates. The
influence set of a node u is the set of nodes, reachable from node u via temporal
paths. Intuitively, a more influential node can reach fast more nodes (similar
to out-degree centrality). To avoid very long and very old paths, typically
a temporal threshold is used and only paths within some time windows are
considered. Then the reachability set of node u at time instance t is defined as
the set of nodes reachable from node u by paths, starting at the latest at time
instance t′ ∈ [t−L, t], where L is the length of the window.

Similarly to the influence set, one can extend in-degree centrality and define
the source set of u: a set of nodes that can reach node u through temporal paths.
Both, the size of reachability set and the size of the source set (source count),
are considered important measures in epidemiology and in infection-spreading
studies, and there are several variants proposed [120,139,157].

Closeness and betweenness centrality. Next we will briefly discuss how
betweenness centrality and closeness centrality can be extended for temporal
networks. Probably the first mention of their temporal generalization can
be found in the work by Moody [120], where it is only briefly discussed as a
straightforward concept. Indeed, the general formula do not change much and,
for example, the closeness centrality of a node u at a given time t is defined as

cc(u, t)= |V |−1∑
v∈V dt(u,v)

.

Here the distance dt(u,v) is a some notion of the temporally best path in the
network. The natural choice is the time duration of the fastest path seen in the
history of interactions or within the current time window. It is also meaningful
to weight paths by some combination of topological length (number of hops) and
temporal length. For the case of window it is reasonable to consider generaliza-
tions of harmonic centrality, as nodes are often temporally disconnected.
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Similarly, the temporal betweenness centrality of a node u at time instance t
can be written as

cb(u, t)=
∑

s �=u �=t∈V

σt
st(u)
σt

st
,

where σt
st(u) and σt

st count the shortest temporal paths. Depending on which
definition of the shortest temporal path is used, one may have to specify how
to count the paths to deal with temporal duplicates of the same paths and
subpaths. This may lead to computational challenges, thus often easier versions
are calculated: with simple counting only the fraction of node pairs, which are
the best to be connected through the node u. Different examples of temporal
betweenness can be found in the literature [84,156,159].

Given the values of a centrality measure for different timestamps or over time
windows of different lengths, one can aggregate scalar centrality measure, e.g,
by averaging or averaging with a time-decaying weighting scheme [84,158].

Eigenvector centrality. Eigenvector centralities can be extended in two
ways. The first approach is based on matrix formulation and considers extension
for 3-dimensional tensors, where 3rd dimension is time. A simplified version
of the tensor presentation is using a coupling matrix [161] — a block-diagonal
matrix, where each block corresponds to a timestamp or a snapshot, and time du-
plicates of the same node are connected by time-forwarding links. The elements
of the principal eigenvector of this matrix can be viewed as the centrality of each
node u at time instance t. While having a clear intuition, these approaches may
be not feasible for large graphs with a long history and high time resolution.

Another approach is based on random walk formulations. Here, similar to
betweenness and closeness, a walk is substituted by a temporal walk. Such
a generalization has been proposed for Katz centrality [59]. The walks can
be counted by matrix multiplication, e.g., let At be the adjacency matrix at
time step t, then the element (u,v) of A1 × A2 × A3 will represent the number
of temporal walks from u to v in these snapshots. However, these walks are
restricted to have shape (e1, e2, e3), where edge e1 exists in snapshot 1, edge e2

is in snapshot 2 and e3 is in 3. This means that, if the snapshots are sparse and
change fast, many possible temporal walks will be missed, as it is not possible to
connect edges from A1 to A3.

3.4 Thesis contributions

In our work (Publication III) we exploit the idea of temporal random walks for
PageRank, similarly to the Katz centrality generalization [59]. However, we
devise a scheme to accumulate all possible temporal walks and adjust their
weights with a choice of aging parameters. We provide a simple and efficient
algorithm, which processes the interaction network as a stream and calculates
centrality estimates for every time instance. We also establish theoretically a
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(a) (b)

Figure 3.1. (a) The comparison of temporal PageRank ranking with static PageRank ranking
(with degree personalization vector). (b) Adaptation for the change of sampling
distribution. Reprinted from Publication III.

connection between static and temporal PageRank versions.
In more detail, consider a weighted directed underlying static graph and

emulate a temporal network by drawing edges randomly with probability pro-
portional to their weight, and placing them into the sequence with incremental
timestamps. If the distribution of the edges in the sequence remains constant,
then we have shown that the temporal PageRank converges to the static Page-
Rank of the underlying graph with the elements of personalization vector (prob-
abilities to restart from a corresponding node) equal to the weighted out-degree
of the nodes. Such personalization reflects the frequency with which the node
occurs in the stream as a starting point of an edge.

A sample experimental result, obtained on a subgraph of Twitter users Fig-
ure 3.1a, shows the comparison between static and temporal PageRanks ranking.
The rank correlation is high for top-ranked nodes. The rank decreases towards
the tail of ranking, it has been observed (e.g., [55]) that the tail of PageRank
ranking is generally more sensitive than the head.

Our algorithm can be modified to converge to the static PageRank for any given
personalization vector, however this requires two passes through the edges.

The main feature of temporal PageRank is to adapt to concept drifts: the
importance of nodes changes with respect to the changes in the distribution
of edges. Figure 3.1b demonstrates the speed in which temporal PageRank
ranking adapts and converges to the new values of the ground-truth static
PageRank. We change the edge sampling distribution two times and report
the correlations: Spearman’s ρ to compare the induced rankings, Pearson’s
correlation coefficient r and Euclidean distance (error) on the PageRank vectors.

More details and experimental results, including the convergence rate, the
role of the temporal weighting of walks and the behavior on different datasets
can be found in Publication III. In addition, the publication contains the proofs
of the main claims and the description of the temporal PageRank algorithm.
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Here we conclude our overview on temporal centralities. More types of tem-
poral measures are listed in the surveys by Nicosia et al. [124], Holme and
Saramäki [71], and Masuda and Lambiotte [110].
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4. Propagation models and applications

In this chapter we briefly overview the most common models of infection or other
activity spreading in a network. We discuss important problem formulations,
which use propagation models as a building block. Then, we outline how these
formulations can be enriched by a temporal component. Finally, we list research
challenges and our contributions.

4.1 Common propagation models

Propagation (also called diffusion or spreading) models are used to study spread-
ing of some general activity over the network. Such an activity can be a virus, a
piece of information, an idea, or a rumor. Understanding diffusion processes has
applications in epidemiology, information security and marketing. There exist
several models, which facilitate mathematical analysis of propagation processes,
have intuitive interpretation, and are proven to be realistic by empirical studies.
Here is the list of the most common models.

Susceptible-Infectious (SI) model. In this model [82] each node in a graph
can be in two states: susceptible or infected. Denote the set of susceptible nodes
at a time step t as S(t) and the set of infected nodes as I(t). The SI model
has a parameter p ∈ [0,1] called infection probability. In the beginning of the
spreading process at time step t0 there is one or several infected nodes in It0 ,
called seeds of infection. At each subsequent timestamp t all infected nodes try to
separately infect each of their susceptible neighboring nodes. With probability p
infection is successfully passed through an edge. Nodes, which receive infection
from at least one of their neighbors become infected and change their state from
susceptible to infected. The process continues until all nodes are infected.

This simple model can be extended by adding a recovered state. Then the
model is called SIR. SIR model has another parameter q ∈ [0,1] called recovery
probability and at each time step every infected node has a chance to become
recovered. Recovered nodes are considered to be immune and cannot be infected
again. In this model the spread continues until no node is infected: all nodes
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either recovered or susceptible. A further extension of SIR model is SIRS model
— recovered node can be infected again.

A version of the SIR and the SIRS model uses two alternative parameters,
infection time and recovery time, instead of infection probability and recovery
probability: infection time is the time interval after which an infectious node
becomes recovered and recovery time is the interval after which a recovered
node becomes susceptible again.

These simple models are efficient for simulating and analyzing contagious
viral diseases, which are transmitted among humans.

Independent cascade (IC) model. The IC model is similar to SI, the nodes
can be in either susceptible or infectious state, but here is no single infection
probability p: an individual infection probability p(u,v) is associated with
each edge (u,v). This probability is assigned based on proximity, frequency of
interactions, or some other measure, which estimates how receptive node v is
to node u. Different directions of the same edge can naturally carry distinct
probabilities. Another difference is that an infected node u has a single chance to
infect its neighboring nodes. The IC model captures reasonably well the spread
of diseases in epidemics settings, but it is more often used to simulate how the
nodes of a network adopt new ideas, concepts, or products [81,169].

Linear threshold (LT) model. The LT model is another common model for
analyzing influence propagation in a network. As in the IC model, every edge
(u,v) is associated with a probability parameter p(u,v). However, the mecha-
nism of propagation is different than in the IC model. Consider a time step t and
denote the set of infectious incoming neighbors of a node u as NI(t)(u). At the
time step t the node u changes its state from susceptible to infectious, if the total
weight incoming from its infectious neighbors is larger than some randomly cho-
sen propagation threshold θu:

∑
v∈NI(t)(u) p(v,u)≥ θu. Given the thresholds and

the set of initially infected nodes the process unfolds deterministically. In a more
realistic version of the LT model, which is called generalized threshold model
(GT), the activation function is not necessarily a summation. As the IC model,
the LT model primarily has applications in viral-marketing applications [32,58].

Shortest path model (SP). While all previous models simulate activity
spread over a network starting from some initial seed, in some applications one
needs to reconstruct the cascade. For example, one can ask to identify the most
probable seeds, given some observed infected nodes in the network; or to find the
best seed to start marketing such that some targeted nodes are activated soon.
One of the simplest approaches is based on the assumption that the infection is
likely to travel along the shortest path. This assumption reduces many infection
reconstruction problems to classic problems in graph theory.

More models and their variants can be found in, for example, the book of
Shakarian et al. [151].
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4.2 Common problem formulations

Different problems build upon these propagation models. Here we discuss some
of the research problems in the area.

First of all, the propagation models have been initially introduced to study
the mechanisms of epidemics. Thus, the earliest and still active line of work
mainly focuses on introducing new models, evaluating how realistic are these
models through simulations and real-dataset experiments, and studying possible
scenarios of epidemic spread. Many models allow answering fundamental
questions via mathematical analysis, while simulation is still a common way to
understand diffusion behavior. Equipped with diffusion models, a large body
of research focuses on spread prediction. Here the most studied questions are:
which model parameters lead to an outbreak and which result in early stopping;
how parameters affect the speed of the spread, the number of reached nodes and
other measures; what typical regimes appear and how is sensitive the model to
various parameters. An important characteristic that appears in most models
is the epidemic threshold, which refers to the critical condition, above which a
global spread occurs. In the SIR model the epidemic threshold can be expressed
as a function of the infection and recovery probabilities. Fundamental analysis
on the topic and results can be found in the literature [24,39].

Second, a prominent research direction is devoted to developing immuniza-
tion strategies and other ways to stop or prevent outbreaks. Most of the
literature in this field is focused on selecting a set of nodes to be vaccinated be-
fore the start of the diffusion. There are three main aspects, which differentiate
the research works: assumptions about the spreading model, assumptions about
the network structure, and assumptions regarding whether the whole network
is observable. It has been noted that both assumptions on the network structure
and on the infection propagation are crucial for analyzing the problem. Results
may not hold for any general network and real infection [122,128]. On the other
hand, it has been shown that simple model-blind strategies, such as random
immunization, perform moderately well in different scenarios [108,129]. Better
results on real-world networks can be achieved by immunizing nodes with high
connectivity [40, 129]. However, this strategy requires explicit knowledge of
the network structure and it is impractical for real applications. An elegant
scheme by Cohen et al. [36] overcomes this drawback by employing acquaintance
immunization strategy: it can be shown that immunization of random neighbors
of randomly selected nodes leads to immunization of the most central nodes
without knowing any global information about the network.

In contrast to immunization strategies, the next line of works studies how
to select the initial set of infected nodes (seeds), such that the speed, size, or
other spread characteristics are optimized. Such problem formulations have
applications in marketing and network design. The most studied version is an
optimization problem called influence maximization. It has been introduced
by Kempe et al. [81] for the IC and LT models. The objective is to find a
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set of k seed nodes, such that the expected number of nodes activated by the
infection cascade is maximized. Kempe et al. have shown the problem to be
NP-hard, but provided a simple greedy algorithm, which gives a solution with
approximation guarantee. Following Kempe et al. the problem of influence
maximization has been studied for several variants of other models, constraints,
and objective functions. Many practical heuristics and approximations have
been proposed [30,31,160].

Another type of propagation-based problems focuses on reconstructing the
infection cascade. Given some observed data about the infection, e.g., a small
subset of infected nodes, the goal is to find the most probable seed nodes. A few
recent works also look for the most probable cascades or the order of infection
(who has infected whom). These works are data-driven and it is essential that
the assumed propagation model matches the actual infection flow in the network.
This assumption makes the reconstruction problems hard to formulate and solve,
although these problems have applications in both epidemiology (who was the
patient zero?) and influence optimization (who was the source of information?).
A number of proposed approaches aim to find a single source under the SI
model [148], or multiple seeds [133], or k seeds under the IC model [95]. The
most recent works take advantage of the recorded infection order [146].

4.3 Temporal generalization

All mentioned propagation models have the same implicit assumptions on tem-
porality: first, all time steps are considered to be uniform; second, all possible
interactions in the network happen at each time step and are independent. While
these assumptions give mathematical simplicity, recent works show that they
are unrealistic. Large heterogeneity in the time instances of real interactions is
observed [13,25,101] and is accounted for burstiness in communication patterns:
a lot of interactions occur in very small intervals. Periodic activity changes (e.g.,
different interaction rates are typical for different times of a day) also contribute
to non-uniformity of interactions [68, 78]. Furthermore, causal relationships
between interactions have been noticed, e.g., an incoming message triggers an
outgoing. These and other aspects of the dynamic nature of human interactions
are surveyed by Bansal et al. [12]. It has been also shown that ignoring the real
distribution of interactions and assuming uniform interaction intervals leads
to incorrect conclusions. For example, burstiness significantly slows down the
speed of spreading [75,117,166].

Therefore, in order to produce more realistic analysis, one needs to incorporate
temporal information into the propagation model. For example, a classic
diffusion model can be enhanced with Poisson or power-law distributions of the
intervals between interactions (latencies) [117,166]. A large group of empirical
studies introduces realistic generalizations of well-studied models [25,79], while
another line of work develops mathematical analysis for these novel and gen-
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eralized models [46,63]. This is just a small subset of works emerging in this
active area.

In contrast to propagation modeling, immunization strategies for temporal
networks are not yet extensively addressed. However, it is clear that immuniza-
tion also needs to take into account realistic temporal structure of interactions.
Standard vaccination strategies consider node centralities and the strength
of connections, however, these characteristics can naturally change over time:
frequent interactions in the past may not persist in the future, new hubs may
emerge and old ones may get abandoned. In general, by devising vaccination
strategies based on the observed historical data we implicitly assume recurrent
behavior of the whole system, which is a highly unrealistic assumption given
the number of actors: we cannot require every node to behave exactly the same
in the future, while every deviation in interaction patterns affects the temporal
order, frequency and feasibility of temporal path [145,163]. To adjust Cohen’s
neighborhood vaccination scheme for the temporal case Lee et al. [97] proposed
to vaccinate the most frequent or the most recent contact of a random node.
Other works assume full knowledge of the temporal graph and considered vac-
cinations of nodes with high temporal degree, temporal betweenness, or other
type of centrality [53, 154, 176]. Another line of works try to find persistent
communication patterns to approximate the communication structure in future
and apply standard vaccination on the predicted graph [50,109,164].

Influence maximization problems are also built on assumptions of uniform
time and constant graph properties. In an attempt to reflect temporality one
direction of research considers a sequence of graphs (or snapshots), where each
time step of propagation corresponds to propagation over the corresponding
graph. However, all interaction within one time step still happen simultane-
ously. Already in this simple model the methodologies developed for static
influence maximization are not applicable and novel theoretical results are
required [4,52,179]. Another line of works incorporates time into the diffusion
model as distribution of intervals between the interactions. Influence maximiza-
tion for different types of models and interval distributions has been studied
extensively [29,43,105,142], however the challenge of finding the most realistic
approachable setting remains. The latest promising research is focused on in-
ferring the parameters of a propagation model from the data, including latency
distributions [56,141].

Seed and cascade reconstruction in temporal networks received little atten-
tion. This is probably because the problems formulated in this setting tend to
be either oversimplified versions of static reconstruction or become too hard
or ill-posed, depending on which information is assumed to be available. For
example, if the history of interactions and the time instances of infection are
known, then the available temporal dependencies yield the correct propagation
and prune the unfeasible transmission paths. However, this is a highly unrealis-
tic scenario, and any bit of noisy information (e.g., delayed information about
node-status change) can result in uncertainty with an exponential number of

37



Propagation models and applications

possibilities, which can be unresolvable without making further assumptions on
the propagation model and the data. Similar to Influence maximization, some
works reconstruct the cascade given the sequence of graph snapshots along with
node-status information [45,146]. Another considered scenario is reconstructing
an SI cascade from one sampled snapshot with all information [155]. While there
are methods to handle partially observed cascade for static graphs, in temporal
graphs most of works rely on noise-free data. In addition, the knowledge of
diffusion model in crucial. We believe that these are serious limitations and in
this thesis we consider a problem of temporal cascade reconstruction given a
history of interactions and a small sample of possibly delayed reported infections
without any restrictive assumptions about the propagation model.

Here we conclude our overview of diffusion models and related research. Incor-
porating temporal information into such problems is an active topic, for more
extensive references see the survey of Holme [70].

4.4 Thesis contributions

In this thesis we consider a reconstruction problem of an infection, influence, or
general activity propagation in temporal networks (Publication II). We overcome
some of the mentioned limitations of the previous works.

First, we explicitly consider the time instances of the interactions recorded in
the data. We assume that the infection starts externally and can only spread
via an interaction.

Second, we assume that only a small amount of noisy information about the
state of the network over time is available. The motivation for this assumption
is that it is not feasible to repeatedly test the entire population and, furthermore,
the test outcomes may be noisy or erroneous. Our method works in the online
streaming setting. The reports of the infected nodes can be provided later than
the actual activation and only a subset of the infected nodes is reported.

In practice it is rarely known how exactly the influence has been propagated
and which propagation models approximate the process best. Therefore, we
adopt a model-agnostic approach that relies on a simple assumption that the
shorter paths of infection are more likely. We assume that the infected nodes
remain infected. However, our approach can be extended in a straightforward
manner to handle recovering of nodes and immune resistance.

Given the interaction network records, the set of infection reports, and a
number k of the seed nodes of infection, we formulate the cascade reconstruction
problem as an optimization problem. We ensure that the cascade explains all
reported infected nodes, define a cost the cascade description based on time- and
reports-respecting paths, and relate the resulting problem to a classic graph
problem of tree optimization. As a result, we can reconstruct the temporal tree of
infection adapting the existing approximation algorithm for minimum directed
Steiner trees. The weights of the temporal paths and trees can be defined by any
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Figure 4.1. An example of cascade over an interaction network with 4 nodes. The susceptible
nodes are shown in blue, the infected nodes are shown in red, the reported infected
nodes are shown in pink. The color of a node in the illustration is changed when the
node changes its status.

suitable weighting scheme, which reflects the likelihood of propagation.
A simple example of a temporal network is shown on Figure 4.1. The time axis

is horizontal and the temporal instances of the same node are connected with
directed horizontal edges. Vertical edges represent interactions. The susceptible
nodes are shown in blue, the infected nodes are shown in red, the reported
infected nodes are shown in pink. The color of a node in the illustration is
changed when the node changes its status. Thus, in this data, all four nodes are
infected by the end of history, however, only 3 are reported. Furthermore, the
reports (pink coloring) are 2-3 timestamps late. However, using the recorded
order of interactions we can construct the smallest rooted directed tree and
identify the probable seed and the propagation cascade.

We test the efficiency and quality of the discovered trees on various synthetic
and semi-real datasets, generated with respect to different common infection
spreading models. Our algorithm yields meaningful results and outperforms
baselines regardless of the infection model. For more details, extensive experi-
mental results, description of the algorithms, and analysis, we refer the reader
to Publication II.
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5. Event detection in social and activity
networks

In this section we discuss the topic of event detection and present our contri-
butions in this topic. The volume and diversity of event definitions, problem
formulations, and techniques are overwhelming, thus we have resorted to a
concise overview of the essential subtopics. After the overview we list the main
challenges in the field and the contributions of this thesis.

5.1 The scope of event detection

Detecting events is a fundamental problem in data mining. Given some activity
system, e.g., the network of social interactions, the social media feed, or a
transportation system, an event can be generally defined as an activity with
some prominent qualitative or quantitative difference from the background
activity (bursting news about major natural disasters, abnormally high traffic
around the area of sport championship, or emerging a new trendy discussion
topic in social media, etc.). Event detection has a wide range of applications. For
example, it has been observed [42,144] that news are spread in social media from
the people who are close to an event (natural disaster, concert, sport, or political
event), faster and in more detail than news reported by the official media.
Thus, event detection can be used, e.g., in weather or traffic condition warning
systems, as an information tool in countries with controlled press, or to provide
early notification about influential social events. These applications require
fast event detection from the recent data. On the other hand, retrospective
event detection in historical data helps to understand the causal relations,
semantics, and dynamics of the events (find so-called first story that initiated
the discussion; uncover different aspects of an event and understand better the
history of happening, etc.). This is interesting to understand the mechanisms
of spontaneous social events, such as protest and riots, street festivals and
after-match fan parties.

Event detection was recognized as an important problem already some decades
ago. The first works analyzed the corpora of news [173]. At the same time, events
in spatiotemporal series of hospital records, urban and meteorological sensors
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have been studied by Kulldorff [89]. The introduction of online social platforms,
such as Twitter, Facebook and Foursquare, has resulted in huge volumes of
rich data covering various aspects of everyday life and turned event detection
into a highly active area. Apart from these common examples of social net-
works, modern technology creates many other sources of human activity data:
examples include daily commute records from travel cards, video from surveil-
lance cameras, GPS track data from smart phones, and shopping transactions
records. However, online social media data is especially fruitful: it contains
high-resolution information about time (when exactly the message is sent or
the picture is posted), space (location mention or explicit geotag), structure
(who posts to whom, relations between people), text and other meta-information.
Recent event-detection techniques try to take advantage of all these aspects of
data to find the time, location, and topic of the event. The variety of problem for-
mulations and settings, research question, and the types of data used are diverse.
There are several extensive surveys, reviewing event detection in online social
networks [38, 57] and social media [125]. Another comprehensive survey [8]
covers research works, which consider event detection in static and temporal
graphs as anomaly detection problems. Here we discuss only the prominent
families of event-detections problem settings and have to refer the reader to
those surveys for more complete summaries.

5.2 Types of event-detection problems

The surveys reveal that there is no standard taxonomy of event-detection prob-
lems. For simplicity of presentation here we group event-detection problems by
data types. In this way, we discuss temporal, spatial and spatiotemporal, and
semantic event detection.

Temporal event detection. A temporal component is implicitly assumed
in event detection, as it is natural to define event behavior by comparing and
contrasting against historical data. Temporal event detection is focused on con-
sidering the behavior of the whole system over time and identifying atypical time
intervals and time instances. Temporal records of the system are represented
as time sequences (time-ordered records) or time series (equally-spaced in time
sequences). Examples of such records are the number of interactions, tweets,
reposts, purchases, check-ins, or some other measures in absolute values or
aggregated per time unit. Time records can be also collected for individual actors
in the system (e.g., measurements by each sensor or tweeting rates of each user)
or individual entities (Twitter hashtags, keywords, or purchased items). Such
records lead to multivariate time series, where each time step is associated with
a vector of measures with one element per actor. Given these time data, the task
is to identify abnormal time intervals or time points. The length of the interval
can be fixed [34] or arbitrary [175]. The likelihood that an interval contains an
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event can be estimated by comparing abnormality scores between the intervals
or with respect to statistical significance [65]. Another approach is to learn a
predictive model and find intervals and time points with behavior that differs
much from the prediction [54,74].

An influential work by Kleinberg [85] observed that events are characterized by
bursting activity (e.g., people discuss a topic intensively during the short period
of time) and recent works rely on this connection [1,91]. Another observation
is that events are not isolated and have different importance: local and global
events can happen simultaneously, a large event can consist of several smaller
events. For example, the FIFA World Cup can happen simultaneously with
some local competitions; the championship consists of the series of matches
and each of them is a separate event. Thus, hierarchical event models are also
common [41,103].

While searching for events in the shape of intervals is more realistic and
general, looking for one-timestamp or one-snapshot events is typically computa-
tionally easier. However, such models are more sensitive to noise and, thus, more
sophisticated frameworks need to be developed to distinguish between noise and
events. For example, a typical solution is to take into account some additional
structural features, e.g., the periodicity of events [92] or meta-information (the
text or tags of messages).

Often the most practical event-detection tools are highly specialized for a
particular application [5,14] (the detection of breaking news or trends on Twitter)
and use multiple time sequence analysis techniques as building blocks [137].

Spatiotemporal event detection. Another group of methods exploits spa-
tial data in order to capture not only the time but also the location of an event.
The sources of spatial data include various GPS devices and smart phones, and
geotagged messages in online social networks (Twitter and Foursquare). Typical
approaches model the data as a set of geolocations associated with a scalar,
vector, or time series of measures. In the case of moving noisy actors, such as
users in social networks, a common approach is to introduce a partition of the
space into small areas and aggregate (average or median) the activity within
it. Given a set of location with activity measures, the task is to find a subset of
locations that are close to each other and have abnormal (in comparison to other
locations) activity pattern. In spatiotemporal setting, one is also interested in
finding the time interval of an event.

A classic family of methods is spatial and spatiotemporal scans, which scan
through the space and time windows to identify the regions of data points gen-
erated by a non-random process. Parametric approaches in this family assume
some particular background distributions of the data and define abnormal re-
gions based on statistical tests. A seminal work in this family is Kulldorff ’s
spatial scan statistic [89], which scans a circular spatial window and tests the
non-randomness of data against Poisson or Bernoulli baseline process. Later the
approach was extended to spatiotemporal scans with cylindric windows. Similar
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works explore other types of statistics and tests [121,134]. Another branch is
non-parametric methods, which measure the abnormality of locations based on
statistical significance without any further assumptions on distribution [27,113].
Similarly to temporal event detection, temporal burstiness can be used as a
measure of location abnormality [49,85].

Another line of works models spatial data as a graph: each location is repre-
sented as a node, and edges between the nodes are constructed based on spatial
proximity. The weight of an edge corresponds to the distance between the nodes,
the weight of a node corresponds to the activity measure of the node (e.g., the
number of tweets from the area or the number of bikes passed the traffic camera).
The node weights can be multidimensional and represent temporal changes or
different measurements. Given this graph model an event is defined as a set of
connected nodes with high or correlated activity.

The statistical methods we discussed above can be adopted for the graph model:
instead of a geographical neighborhood one scans through a graph neighborhood
— a set of interconnected nodes. For example, a graph extension of spatial
scan statistics has been developed [107]. In addition, dense subgraph detection
approaches (e.g., [26,83]) from graph theory can be applied. Graph-based event-
detection methods can be applied not only to spatial event detection, but also
to the more general problem of structural event detection in networks. In
structural event detection one searches for a set of interconnected abnormal
nodes, without any assumptions on geodesic distances between the nodes. For
example, the edge weights can incorporate the similarity of nodes in different
aspects, e.g., similarities between twitter users in preferences, language and
vocabulary, frequently visited locations, etc.

We also need to mention, that the simultaneous exploration of temporal and
spatial resolution has borrowed approaches for scale-space analysis from signal
and image processing research [136, 171]. Multiscale and multiresolution ap-
proaches to clustering, widely studied in machine learning and pattern mining,
are also successfully applied to event detection [41,143].

Apart from the benefits of processing more aspects of the available data,
the spatial dimension brings new challenges. First, new dimensions increase
computational costs. Second, similar to temporal dimension, an incorrect spatial
resolution can result in missing events and spurious artifacts. Furthermore, the
most of spatial approaches impose restrictions on event shape (e.g., circular or
oval) and the events of uneven shapes may be ignored.

Semantic event detection. Textual and other metadata (e.g., tags in mes-
sages and photos, user profile information and statistics) is abundantly produced
in social networks. This data can be naturally used by event-detection methods
to explain the topics of events. In addition, it is possible to use sentiment anal-
ysis to learn the reaction of people to an event and better analyze the event’s
importance and impact. Furthermore, one can try to observe dependencies and
causalities between the events. The simplest usage of textual information is to
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monitor the frequencies of separate key words [96]. Such an approach is highly
efficient for predefined events, where a descriptive vocabulary is known (e.g.,
weather-related words for natural disaster detection), or for major events, where
the frequency of newly emerging key words is sufficiently above the background
level. A more general approach involves topic modeling to identify the event
vocabulary. This approach from text mining can be further enhanced by any
other event-related information, e.g., the geotags of tweets [72,86].

Textual tags, such as hashtags in Twitter or photo tags in Flickr, can be
considered as another dimension of the data and can be incorporated in clus-
terings [17,28]. The resulting clusters are interpreted as events. Furthermore,
event detection can be reduced to a frequent pattern mining task [9]. In this
case a frequently co-occurring set of words corresponds to an event.

However, a challenge of dealing with hashtags and short messages is that they
are diverse and noisy. The same event can be described by tens of hashtags with
distinct spellings, including misspellings and personal writing styles. This is
especially notable in the case of spontaneous events, such as protests, attacks, or
disasters, which do not have any commonly used tag at the moment of occurrence,
but it can be vital to recognize the event before the time passes and the tags
are established. Furthermore, the same tags can be used in different context.
These issues must be carefully addressed for successful event detection [131].
The analysis of textual information requires adopting existing or developing
new natural language processing techniques. More details can be found in the
survey of Goswami et al. [57].

The topic of semantic event detection has been relatively unexplored in the
literature. One of few examples is the work by Gu et al. [60], proposed to
aggregate semantically similar (based on n-grams) tweets into information
blocks and model an event in Twitter as a tree of information hierarchy, where
nodes are subtopics. Each subtopic forms a directed graph of information blocks,
where edges are potential causal relationships. The causal estimates rely on
content similarity and temporal relevance. The approach has been shown to be
efficient, however, it requires careful tuning. In addition, the tree construction
is done by incremental heuristics and is error-prone, if the data is noisy or an
event does not have clear subtopics.

5.3 Challenges and open problems

Event detection is an actively evolving area, largely because it is highly applica-
tion and data oriented. New approaches emit with new online social platforms.
Families of problems and methods are considered only for the specific sources
of data. E.g., a large body of research is focused on the analysis of Twitter
data [10]. As a result, a vast range of existing techniques is diverse and un-
ordered. Recently different classifications for the research problems in the area
have been proposed [38,57]. They are based on various aspects, such as event
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definitions, online or retrospective detection, specified or unspecified event detec-
tion, techniques used, etc. However, no unified classification for problem settings,
research questions and data requirements exists. Thus, the first challenge in
the area is research systematization.

The existing event-detection methods are often practical for a specific appli-
cation, but do not work in other settings. For example, methods, developed for
the problems of natural disaster detection (along with the parameters, metrics
and other data-specific engineering) will not work out of the box for sport event
detection. High-volume data, diversity, noise and missing data are the tradi-
tional challenges of data mining, however in many other areas it is possible to
abstract from data preprocessing and noise filtering and decompose the problem
into subproblems. On the contrary, in such an application-driven area as event
detection researches build the whole system from scratch, tailoring and tuning
different steps for optimal performance. This leads to limited reusability of
separate building blocks. Therefore, the second challenge is to develop universal
approaches, identify and solve subproblems of event detection.

As a consequence of the absence of clear formalization, most of successfully
used approaches are merely heuristics with no guarantees on the quality of
solution. This is an alarming situation given the lack of ground truth in the
datasets to test the quality.

The conceptual challenges of event detection are the definition of event and
distinguishing between outliers, shifts of concept and actual events. Another
challenge is speed and quality. While retrospective event detection is an in-
sightful research direction, online streaming event-detection techniques are
demanded for nearly real-time event detection. Depending on the application
the required detection time can be as short as second or minutes (e.g., breaking
news, natural disasters, or viral epidemics). In addition to the speed of detection,
the quality also matters, as both false events and missed events may have a
high price.

Due to computational limitations and the large volume of dynamic data mainly
basic and fast NLP techniques, such as tokenization and bag-of-words repre-
sentations, are used. More complex semantic and sentiment analysis is rare.
For the same reason high-resolution interaction patterns (who talked to whom
about what and what happened then) are also often not considered. Of course,
such precision is not needed to detect large-scale events, but is essential to
catch smaller, location or community-based events, and understand, how events-
related information travels over the network.

5.4 Thesis contributions

In this thesis we consider two types of problems: spatial event detection in
general activity networks (Publication I) and semantic event detection in tem-
poral social networks with textual information (Publication IV). While our first
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work considers a traditional snapshot approach for temporal networks modeling,
the second work attempts to take a full advantage of fine-grained interaction
network analysis.

In the setting of spatial event detection we formulate a general problem of
finding a set of locations which are close to each other and have high activity
levels. We consider a graph model, where nodes represent locations and are
associated with scalar activity scores. Every pair of nodes is connected and
the edges have weight corresponding to the distances between the nodes. We
abstract from the nature of activity and allow the activity levels to be estimated
by any suitable complex model. Our approach is completely agnostic with regard
to the activity model.

In this graph model we search for a set of nodes with high total activity score.
Our method is neither tied to Euclidean space nor assumes metric distances
between the nodes in the graph. Thus, it overcomes the limitations of many
classic spatial event-detection approaches and can be used for event detection in
arbitrary networks. In addition, events of arbitrary shape are allowed. However,
to ensure the closeness and connectedness of event nodes, we consider two types
of intuitive penalty terms: the first type captures the compactness of an event
using the sum of distances among all pairs of the event nodes; the second type
captures spatial continuity using a minimum-distance tree.

While many event-detection works lack theoretical foundations and resort to
pure heuristics, we formalize the event-detection problem in graph-theoretic
terms and solve it with quality guarantees by the adaptation of classic tech-
niques. We also propose efficient and effective greedy algorithms and prove
quality guarantees for one of them.

The proposed algorithms are tested on several synthetic and real datasets
gathered from Twitter and public bicycling platforms. As a case study we aim
report k days with the most prominent events. To avoid duplicating event
clusters (spatial events in a city often happen at the same places, such as the
main square or park), events for each day are extracted from the dataset and the
days are sorted by the event score in descending order. Then, we traverse the
list and greedily picked k non-overlapping events in the dataset. For example,
we present events detected in the Barcelona public-bicycling dataset. In the
bicycling data each location is a bike station and timestamped statistics about
the number of available bikes on each bike station is recorded. We calculate
the activity level as the difference between the average fraction of bikes in use
and its typical value for that day of week at the station. We run our detection
algorithm with total pairwise distance penalty and the resulting top-2 events
are shown on Figure 5.1. The first event corresponds to a music festival and the
event is around the concert hall, the second event indicates the street festival of
the Poblenou neighborhood.

Our work provides an efficient, reliable and general tool for spatial and struc-
tural event detection in activity networks. For the exact problem formulation,

47



Event detection in social and activity networks

(a) 01.06.12 Primavera Sound music
festival

(b) 18.09.12 Festival of the Poblenou
neighborhood

Figure 5.1. Top-2 diverse events discovered in Barcelona cycling dataset. Reprinted from Publi-
cation I.

algorithms, analysis and more experimental results please see Publication I.

Our second contribution (Publication IV) is related to semantic event detection
in an interaction network E = {(u,v,α, t)} with textual component α. As we dis-
cussed before, the topic of analyzing the communication patterns and dynamics
of an event is largely an underexplored area. We believe that it is essential
to consider the flow of information. The flow helps to understand better how
external events are reflected in the network or how new discussion topics emerge.
In our study we define an event as a subset of interactions, which are topically
and temporally close and correspond to a tree that captures the information flow.
The aim is to detect not only an event but event-related communications and
the exact patterns of information flow.

Similar to the case of spatial event detection, we aim to abstract from any
assumptions and models. We define an event based on the intuition that people
learn and share informations about what is happening by interacting with each
other. Furthermore, we assume that a discussion topic is significant if it passes
through the interactions far and via multiple paths.

In particular, we consider an interaction network with directed interactions
and introduce the notion of the interaction meta-graph. Each node in the meta-
graph corresponds to an interaction (a,b,α1, t1) and there is a directed time-
respecting edge connecting two nodes if it is possible to explain the information
flow between these interactions. We consider three different types of information
flow. The first type is broadcast: two interactions share the same start node
(edges of the shape (a,b,α1, t1)→ (a, c,α2, t2), b and c can be the same or distinct).
The second type is relay: the end node of one interaction is the start node of other
interaction and in total three distinct nodes participate in the information chain
((a,b,α1, t1)→ (b, c,α2, t2) and a �= c). The last one is reply: the end node of one
interaction is the start node of another interaction and the second interaction
sends the message back ((a,b,α1, t1)→ (b,a,α2, t2)).

48



Event detection in social and activity networks

government is against all kinds of roasts.
why stop at beef? u should ban milk too.
those for #beefban should stop wearing leather

this is why bjp will never win in kerala

(a) Opinion propagation event tree.

why beef and not rice? both are living organisms.
sir thanks 4 #beefban! u hv proven u can take tough step

good news: beef banned in maharashtra, 5 yrs jail

(b) Mixed opinions event tree.

Figure 5.2. Extracted events for #beefban hashtag on Twitter. Reprinted from Publication IV.

The edges are weighted by the topic dissimilarity between connected interac-
tions. The topics are extracted by the standard technique of Latent Dirichlet
Allocation and the dissimilarity is calculated by cosine distance, but any other
measure of message incoherence can be used. In this model we formulate the
event-detection problem as searching for a rooted directed tree in the meta-
graph, which spans a large number of interactions within a time interval of a
given length and has a small total dissimilarity weight. Using this problem as a
subproblem, we retrieve top-k events, which cover most of the interactions in
total. We adapt existing graph algorithms with quality guarantees and devise
fast heuristics, which are empirically competitive or even outperform these
non-scalable adaptations.

The proposed problem formulation and algorithms are tested on different
synthetic and real datasets and we are able to obtain insightful results in
several case studies. For example, we successfully reconstruct the event timeline
in Enron emails and Twitter datasets. Another example is discovering opinion
propagation patterns within an event. Figure 5.2 demonstrates the trees of
events, discovered in tweets related to the “beef ban” law in India.1 The nodes
represent tweets, the largest node is the root of the event tree. Nodes are colored
by the senders. In the first tree we observe that the opposing opinion is spread
over the network and involves new Twitter users in a cascade fashion. The
second tree, in contrast, consists of one active supporting user and small shallow
subtrees of supporting and opposing tweets. More experimental results, the
details of the algorithms and problem analysis can be found in Publication IV.

1https://en.wikipedia.org/wiki/Cattle_slaughter_in_India
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6. Network summarization

The ability of humans to find and analyze patterns is incredible. However,
humans are not efficient in finding patterns when the dimensionality and com-
plexity of the data increase. Graph summarization is a subarea in graph analysis,
aiming to simplify and explain the high-level structure of complex real graphs.
The diversity of problem formulations and techniques is surveyed in a recent
work by Liu et al. [106]. The work identifies families of graph summarization
approaches, classifies and discusses in detail the most recent algorithms. Here
we briefly overview the most important types of summarization of static and
temporal graphs.

6.1 Static graph summarization

Network summarization is the broad concept of “summary” construction, i.e., cre-
ating a compressed and often lossy representation of the original graph, which
highlights the key features of a network. A particular definition of summary
depends on the application: different summaries are needed to preserve struc-
tural patterns (e.g., connectivity or the length of the shortest paths), statistical
properties (e.g., the degree distribution of nodes), or to produce a visualization
that will give a macroscopic glance over the network. Below we discuss the
general motivation and applications for network summarization.

Motivation and applications. First of all, summaries are used to decrease
the amount of space and memory required for the storage and processing of real-
world networks. As we have mentioned in the introduction, the current sizes of
online network databases range from terabytes to petabytes and keep growing.
New technologies are continuously developed to improve physical data storages
and computer processors or provide infrastructures for distributed processing.
However, smaller databases are still cheaper to maintain and analyze.

Algorithm development for large graphs is an active area and includes var-
ious distributed, parallel, steaming, and probabilistic computing techniques.
However, the running time of many such methods is still prohibitive for effi-
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cient interactive data analysis. Furthermore, the range of ready-implemented
algorithms is limited and infrastructure-dependent, while implementation from
scratch requires substantial engineering skills and time. In contrast, classic
graph analysis algorithms work fast on smaller graphs and have numerous
well-maintained available implementations. Thus, summarization enables a
fast and interactive large-graph analysis.

Another valuable outcome of graph summarization is providing a clear human-
understandable visualization. Producing a faithful visualization of a graph is
a challenging problem itself and especially difficult for a graph of millions or
billions of nodes. The most of real-world graphs turn into unreadable “hairballs”
when visualized. Graph summarization can naturally solve this issue.

The network data is often noisy due to different reasons: errors can occur
at various steps of data collection and preprocessing (e.g., parsing problems
of textual information, incorrect aggregation over distributed data), fake links
and nodes can be adversarially introduced, e.g., to increase the importance of
some nodes (link farming for web-search boosting). Network summarization con-
tributes to noise elimination by filtering out insignificant structural fluctuations
in networks and preserving only prominent patterns.

The discussed brief list of applications gives rise to the large variety of ap-
proaches to summarization. Next we discuss some common directions.

Approaches to summarization. One family of such approaches is graph
sparsification: the network is simplified by removing somewhat “unimportant”
edges or/and nodes, while preserving certain local or/and global structures.
Important properties to preserve are cuts, community structures, distances, and
spectral properties. Given the partition of graph nodes set into two subsets,
the size of cut is the number of edges between the nodes from different subsets.
In another definition cut edges are the edges needed to be removed in order to
disconnect all paths between a given pair of nodes. Edges of the minimum cut
are often referred to as the “bridging” edges of the network, because they connect
poorly interconnected parts of the graph. In contrast, communities are sets of
nodes interconnected by many edges. Preservation of cuts and communities is
essential for truthful representation of social networks.

Distances and connectivity are another common characteristic to be preserved
in applications related to visualization. Another application is fast answering
distance queries, e.g., to estimate the similarities of two nodes. Spectral proper-
ties (the eigenvalues of graph Laplacian) are also important, as networks with
similar spectral properties are known to have similar structural patterns, e.g,
chains, loops, cliques, stars [165]. Furthermore, spectral properties characterize
flows in the graph [33], thus the sparsified graph will have node/edge centralities
and communities similar to the original.

Sparsification problems are usually formulated as optimization problems to
minimize some kind of graph approximation (reconstruction) error, while spar-
sifying as much as possible. For examples please see the following references:
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preservation of distances between nodes and connectivity [44, 178], cuts [7],
spectral graph properties [15], various types of social network-specific character-
istics [62].

Another approach is based on the aggregation (or compression) of a graph
into a super graph: nodes are being grouped into super nodes and edges between
the supernodes form superedges. Similarly to sparsification, graph aggregation
can be formulated as an optimization problem minimizing reconstruction er-
ror. The properties preserved in compression are also similar to sparsification
problems. For example, methods for supernode aggregation, which approximate
node degree and eigenvector centrality, have been proposed [98,140]. Another
work [162] considers a problem of merging edges, such that the weights of
superedges or strengths of the paths are preserved. Apart from solving op-
timization problems, a common heuristic is to build a supergraph based on
clustering [2,35]. While not guaranteeing preservation of any properties, the
latter approaches often lead to insightful visualization.

The main difference in comparison to network sparsification is that no edges
or nodes are removed. Given an aggregated summary it is possible to track,
which edges/nodes are included in which superedges/supernodes. This property
allows for hierarchical compression, which is especially useful in, for example,
the visualization task: the user can zoom in and out and explore the network
patterns on different levels of aggregation. Aggregation is useful for general
computational graph analysis, because the degree of aggregation can be also
tailored (without sufficient recomputations) for specific memory requirements,
thus the original information is preserved efficiently.

Sparsification and compression are common building blocks for complex tools
for real-graph visualization and analysis. Such tools often combine many tech-
niques. For example, the visual analytics tool OntoVis [152] constructs different
human-understandable and interactive views of complex heterogeneous net-
works preserving structural, statistical, and semantical properties. It uses
several sparsification and aggregation techniques together with semantic analy-
sis and graph-drawing techniques.

Both, graph sparsification and compression, output a smaller graph, which can
be used for further analysis using any conventional graph-mining algorithms.
In contrast, the next group of summarization algorithms creates a non-graph
summary. Such summaries represent some interesting, characterizing, or oth-
erwise important structures observed in the graph. For example, one commonly
used structural abstraction is community — a set of tightly interconnected nodes.
The importance of communities for network understanding has been observed
many times and community detection has been extensively studied [47]. Thus, a
graph can be summarized as a set of communities, ignoring other parts of the
graph [94,130].

Another example is motifs counting (counting small subgraphs of restricted
size) [76] and finding frequent subgraphs [77]. Such summaries help to un-
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derstand common structural patterns in the network, e.g., in social networks
they convey which people tend to group up, and which stay far from each other,
or in chemistry reveal the common shapes of chemical compounds, which ele-
ments share similar roles and can be interchangeable. Other approaches develop
specialized vocabulary to encode a large graph. For example, a graph can be
summarized by a set of chains, stars, cliques, and bipartite cores [87]. This
framework can be further extended to domain-specific vocabulary constructed
by an expert.

An important problem in the domain of social networks is influence prop-
agation and communication pattern analysis. Thus, a line of works aims to
represent the influence propagation in large-scale social graphs. For example, it
has been observed that community structures are crucial for propagation pro-
cesses. Thus, a network can be compactly summarized as an aggregated graph
where the nodes represent communities and the directed edges correspond to
influence relation [114]. A similar work summarizes a network as an influence
backbone [111].

The list of non-graphical summaries can be extended by many domain- and
application-specific studies in computational biology, medicine, and chemistry,
however, these works are outside of our scope and we refer the reader to the
surveys [106].

6.2 Temporal graph summarization

As we have discussed, the summarization of massive datasets is a challenging
problem. Adding temporal dimension makes graph summarization even more
challenging. Nevertheless, it is essential for the summary to reflect time-related
changes. Otherwise the summary may be incorrect or omit important informa-
tion. For example, summarized patterns and substructures may not be actually
persistent in time, or the elements of a pattern can be frequent in different
distant time periods and not frequent in a continuous time interval. Further-
more, purely temporal patterns may occur: substructures may change in time
according to hidden rules, e.g., nodes with certain labels may gain centrality
over time, while the importance of some other labels may decline.

Adaptation of existing techniques. As with other temporal generaliza-
tions, the simplest way to incorporate temporality is to consider snapshots of
network activity aggregated over time intervals [153]. However, such summaries
are sensitive to time granularity: given the bursting behavior of the interactions,
the snapshot approach can miss important changes if the granularity is not fine
enough, while too high time resolution increases the computational cost and may
lead to large and uninformative summaries. An alternative approach is to ag-
gregate the temporal graph by taking the frequency and recency of interactions
into account and then apply standard static methods [67]. A clear disadvantage
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of this approach is loss of temporal patterns.
A traditional way to find persistent graph patterns over a collection of snap-

shots is frequent subgraph mining. Numerous exact and approximate methods
are available, however, these approaches do not take into account how the in-
stances of the same subgraph are located in time. Another way to adapt existing
theory, is to search for time-ordered patterns in the sequence of snapshots and
apply sequential pattern mining techniques. This approach results in the dis-
covery of network evolutionary patterns [19, 168]. While this approach gives
insight into temporal patters, it ignores structural patters.

Another possible approach is to reduce temporal graph summarization into
the domain of time-series analysis. For example, one can gather node- and
structure-dependent statistics over time and the apply segmentation techniques
for the univaraint/multivariant temporal vector [174]. This approach may work
well for some applications, for example, for the classification of temporal graphs
based on information diffusion patterns [170].

Temporal techniques. The summarization of both structural and temporal
aspects of a temporal network is a recent and active research direction. The
first challenge here is to define a summary. There are many possible variants:
for example, a summary can be a short temporal sequence of small graphs,
a concise presentation of evolutionary patterns, a representative collection of
temporally and topologically frequent patterns. However, it is practically difficult
to evaluate, which type of summary is more insightful. Thus, currently a variety
of independent problem formulations has been proposed. Different research
works view the summarization problem from different perspectives and devise
efficient algorithms.

Despite the variety, a large group of research works agrees that summary
should consist of small structurally “interesting” subgraphs with non-trivial
temporal behavior. Thus, a prominent line of work aims to find frequent and per-
sistent temporal subgraphs. However, there are many possibilities and questions
related to the definition of temporal subgraphs. For example, the subgraphs
can be defined as general undirected or directed subgraphs aggregated with
or without frequency edge-weight over short intervals. Alternatively, one can
focus on directed acyclic graphs, as they model information flow in the graph.
Furthermore, the temporal order of interactions can be fixed (the order in which
nodes a and b interact with a node c, results in two distinct patterns) or allow for
certain flexibility (it is not important in which order the nodes a and b interacted
with c). In addition, temporal constrains, such as window length and/or delays
between two interaction may be taken into account and will lead to different
definitions. Another ambiguous aspect is related to how the counts, frequencies,
and significance of the subgraphs should be measured: how to treat the temporal
duplicates of the same edges, how to weight the patterns by their time span and
recency, against what background the patterns should be compared, etc.

For some representative examples of such works we can mention temporal
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motif counting works [88,127], where temporal motif is a small subgraph with
temporally ordered edges (and/or interval or delay constraints). Some other
works explore temporal graphlets — time constrained causal subgraphs [73]
and cyclic patterns [93]. More application-oriented techniques combine several
approaches. For example, Shah et al. [149] proposed to summarize a temporal
graph as a set of subgraphs of a special “most non-random” shape (stars, cliques,
bipartite cores, chains) and behavioral temporal patterns (flickering, periodic,
one-shot patterns).

Larger structures, such as communities or spanning graphs, are also used to
summarize the network. Here a common approach is to work in a snapshot or a
sliding-window model. Given a sequence of aggregated static graphs, one can
search for communities that are coherent and/or persistent in time. Different
measures of community quality and temporal smoothness are used [64, 132].
However, the resulting clustering is often a trade-off between structural quality
and historical consistency. Another type of prominent mesoscale structures are
backbones — heavy subgraphs, studied for example by Bogdanov et al. [21]. A
novel tendency in the network structure understanding is graph decomposition
into a tightly connected core and sparse periphery [177]. Additionally, the
network can be modeled as a 3-dimensional tensor and standard methods, such
as a tensor decomposition [51] or an extension of stochastic block model [112],
can be applied.

A somewhat orthogonal line of approaches summarizes the flow of informa-
tion propagation in a temporal network, and aims to find influential nodes and
information-forwarding connections. For example, OSNet [135] processes a tem-
poral network in a streaming fashion and outputs the subgraphs of influential
nodes, where node importance is calculated based on temporal spreading trees.
The temporal spreading trees, similarly to temporal reachability counts, help
to estimate how likely a node participates in a diffusion cascade. A work of Lin
et al. [104] identifies influential nodes and interactions in temporal multi-view
social networks (networks with edges between different types of entities, e.g.,
users, photos, and comments) to explain the evolution of topics over time.

The diversity of structures, considered essential for temporal network sum-
marization, is not limited to the works discussed above. However, we have
discussed the most prominent approaches and now continue with the overview
of summarization problems, considered in this thesis.

6.3 Thesis contributions

First, in Publication V we consider the problem of community detection in
temporal networks. The empirical work of Leskovec et al. [102] observes that
large real networks do not exhibit a clear community structure due to the
high degree of interconnectivity and the existence of overlapping communities.
However, given the bursting nature of interactions in social networks [85] it
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is reasonable to assume that, although the activity in communities overlaps
in the subsets of nodes and time intervals, it occurs in some short periods
of time. Furthermore, discovering such temporal communities may require
aggregation over several small intervals: this way we can eliminate noise and
find the complete set of nodes in a community. Equipped with this hypothesis,
we formulate the problem of finding dense and temporally compact subgraphs.
We define compact subgraphs to be subgraphs whose edges occur in short time
intervals. We devise several efficient algorithms to solve the problem of finding
compact subgraphs and empirically prove that our algorithms are capable of
finding small dense communities, which are otherwise hidden.

An example of a temporal community, detected by one of our algorithms is
presented in Figure 6.1. Our problem formulation uses the average degree of a
subgraph as a measure of community density. We search for a set of intervals
and a set of nodes whose activity occurs during these intervals and induces a
maximum density subgraph. To avoid meaninglessly long intervals or numerous
short intervals, which span the whole history of interactions, we impose budget
constraints on the number of intervals K and the total span of the intervals B.
Note that we avoid the problem of finding the right temporal granularity by
allowing flexible lengths of each individual interval.

Figure 6.1 illustrates an example of a discovered subgraph in the Facebook
dataset, along with its corresponding time intervals. The dataset [167] contains
the list of Facebook wall posts of a New Orleans regional community, spanning
3 months containing 4K nodes and 10K temporal interactions. The densest
subgraph in the aggregated static graph has density 5.29. The subplots of
Figure 6.1 correspond to the discovered time intervals with duration shown in
the caption. The community edges that occur in the interval are marked by
red. The last subplot shows union of all community interactions. The example
demonstrates that our algorithm is able to capture temporal communities, as
discussed above: a small dense subgraph (with density 4.24), which is composed
by small components scattered among the time intervals of various time lengths,
with none of these small components being sufficiently dense.

For extensive experimental results, efficient and scalable algorithms, and
thorough theoretical analysis we refer the reader to Publication V.

Out second contribution (Publication VI) is inspired by the works for news
timeline summarization [99,150], but is also related to influence summarization
in temporal networks we discussed above. Our approach is applicable to sum-
marizing two different types of networks: the human activity in temporal social
networks and the influence of the keywords or other entities in the network of
temporal co-occurrence.

We introduce a novel problem formulation for summarizing temporal networks.
It is built upon the following two assumptions. First, we assume that the entities
of the network are active over presumably short time intervals. This assumption
stems from the phenomenon of temporal burstiness, first observed in the seminal
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time: 4h 8min time: 2d 2h 32min time: 13h 53min time: 5h 30min

time: 17h 56min time: 21h 39min time: 21h 4min density: 4.24

Figure 6.1. The example of temporal community subgraph found in Facebook wall-posts dataset.
The budget on the number of intervals is set to K = 7 and the budget on the total
temporal span is set to B = 7 days. Reprinted from Publication V.

work of Kleinberg [85]. Second, it is natural to consider that an interaction
occurs when at least one of the two end entities is active.

Our summarization task is to process the history of interactions and infer
the latent activity intervals for all entities. Each interaction is explained by
the active state of its end-point entities. Such a summary can be used, for
example, to infer the initiators of communication in undirected social networks
or to uncover the hierarchy of key entities co-occurring in news timelines. The
summary allows for a better classification of news items and constructing a
concise summary of news stories.

We call our problem network untangling and consider two versions of it. In the
first one we minimize the total interval length of all entities, in the second one
we minimize the maximum interval length. From the theoretical perspective,
the network-untangling problem can be viewed as a temporal generalization of
the vertex-cover problem: we aim to cover each temporal vertex by an activity
interval of minimum length. We prove complexity results and develop fast
algorithms for both problems.

The algorithmic performance of the proposed algorithms is tested on synthetic
and case-study datasets. For example, Figure 6.2 demonstrates the result
of the network untangling problem in a Twitter dataset. Here the problem
formulation of minimizing the maximum interval length is used. Given tweets
from Helsinki area we construct a hashtag co-occurrence temporal network:
vertices correspond to hashtags and time-stamped edges correspond to a tweet
in which both hashtags are mentioned.

Figure 6.2 shows a subset of hashtags from tweets posted in November 2013.
In particular, we pick 3 interesting hashtags: #slush13, #mtvema and #nokiaegm
and the set of hashtags that co-occurs with them. The 3 hashtags correspond
to known events: Slush’13 is the annual startup and tech event in Helsinki
(November 13-14, 2013); #mtvema is dedicated to MTV Europe Music Awards
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Figure 6.2. A part of the constructed timeline on Twitter dataset for November’13. The discov-
ered activity intervals are colored with a dark color, the entire occurrence intervals
are colored with a light color. Reprinted from Publication VI.

(10 November, 2013); #nokiaegm is Extraordinary General Meeting (EGM) of
Nokia Corporation (November 19, 2013). For every depicted hashtag we plot
its entire interval with a light color, and the discovered activity interval with a
dark color. The interactions (co-occurrences) are shown as black vertical lines;
we mark interactions with not shown hashtags by ticks.

Given the ground-truth events we can assess the correctness of the discovered
activity intervals. Figure 6.2 demonstrates that the tag #slush13 becomes active
exactly at the starting date of the corresponding event. During its activity this
tag covers many technical tags, e.g., #zenrobotics (Helsinki-based automation
company), #younited (personal cloud service), and #walkbase (software company).
Then, on 19 November, the tag #nokiaegm becomes active: this event is narrow
and covers the mentions of Microsoft executive Stephen Elop. Another large
event in the timeline occurs around 10 November with active tags #emazing,
#ema2013, and #mtvema. They cover #bestpop, #bestvideo and other music-
related tags. Thus, the constructed timeline matches the ground truth.

For the details on the algorithms, analysis, and other experimental results we
refer the reader to Publication VI.
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7. Conclusion

The amount of the data produced in the modern world is large and growing. Data
are often associated with timestamps. This temporal component of information
can enrich the data-analysis process and reveal structural and historical changes.
Thus, in this thesis we study networks with a temporal component. We use
the interaction-network model to preserve the exact information regarding
each interaction between the nodes. In this model we study the problems of
summarization (Publications VI and V), event detection (Publications I and IV),
centrality measures (Publication III), and infection spreading (Publication II)
in temporal networks. We propose novel problem formulations, analyze their
complexity, and develop novel or adapt existing algorithms. We extensively test
the performance of our algorithms on synthetic and real-world datasets and
compare against baselines.

7.1 Challenges and future work

A common problem that we faced in our studies is the absence of datasets with
annotated ground truth. Thus, we had to test our algorithms on artificially-
generated datasets (e.g., generate dense-community subgraphs and plant their
interactions into the history of separately-generated sparse background net-
works). Synthetic datasets allow to test various scenarios and evaluate the
sensitivity of the algorithms. However, they do not provide enough ground for
general conclusions about performance on real-world data. To mitigate this issue
we support the meaningfulness of our results by case studies.

Another challenge of evaluation stems from the novelty of our problem formu-
lations and the lack of existing algorithms to compare with. Although there are
quite a few related works, they are not exactly comparable with our approaches.
Thus, we had to limit the comparison to reasonably simple baselines.

There are some general future directions for our studies. First, most of our
work assumes that the whole interaction history is accessible and we can scan
it in any direction. Although this assumption is realistic, in many cases it
would be interesting to consider the same problem formulations in an online
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streaming scenario. In this setting an algorithm should be able to process
the new data fast and within limited memory, and maintain correct output.
This is essentially important in applications related to the event detection and
summarization of large-scale temporal networks. Streaming approaches allow
to handle incremental data updates without costly recalculations and ensure
that recent changes are reflected in the solution.

More specific future direction are the following. A natural continuation of
PagaRank generalization in Publication III is an extension for other centrality
measures. Another direction is to devise an one-pass algorithm to calculate
temporal PageRank for any given personalization vector. The current version is
tied to the frequency with which the node occurs in the stream. The second pass
over the interactions is needed to re-normalize the centralities with respect to
any other personalization vector. Other future-work directions include incorpo-
rating more data aging models, as currently the incremental algorithm relies on
exponential-decay model.

In our study of infection spreading (Publication II) we address the problem of
reconstructing a diffusion in the temporal network. Our current model assumes
that the likelihood of an infectious path is expressed as a linear function of
the interactions included into the path. A possible direction is to consider
other models of likelihood for a path and for a whole cascade. It would also be
interesting to search not only for a single set of trees as a solution but to also
describe the space of the most probable cascades.

As mentioned above, our summarization works could be extended to streaming
scenario. Additionally, our community-detection work (Publication V) could be
extended to other definitions of temporal communities. In particular, it would
be interesting to define the community to be not a union but the intersection of
the edges occurring in the intervals. Furthermore, in the current formulation
the order of the intervals and the frequency of interactions are not important,
while adding some constraints could be realistic. Additionally, the definition of
dynamic dense structure could be enriched by incorporating metainformation:
text of the messages, attributes of the network nodes, and frequency or other
statistics of the interactions.

Our second work on summarization — network untangling summarization in
Publication VI — leaves some inapproximability problems open. However, the
main limitation is that the model assumes only one activity period per node. We
overcome this limitation in a subsequent journal submission of the paper where
we allow for k activity intervals per node. Another possible realistic extension
would be to consider more than 2 activity levels.

Our study of spatiotemporal event detection (Publication I) is done in the
snapshot model and needs to incorporate explicitly the temporal dimension in
the graph-theoretic framework. A straightforward approach would be to apply
our techniques on a temporal expansion graph. However, in this case temporal
continuity of an event is not guaranteed.

Topically- and temporally-coherent events, studied in Publication IV, can be
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improved by considering other variants of problem formulations, e.g., weighting
trees in the meta-graph not by total dissimilarity but maximum dissimilarity.
Furthermore, it would be interesting to explore other structures in the meta-
graph and identify the common patterns of event-forming information steading.

In this thesis we study several problems of temporal-networks analysis. Other
challenging problems and the general discussion of open problems can be found
in the surveys [70,71,116].
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Errata

Publication I

Value 0.868 in approximation guarantees of Goemans-Williamson algorithm for

MaxCut problem and our SDP algorithm for EVENTALLPAIRS+ problem should

be 0.878.

Publication II

The beginning of Section 5.6: Next we present our results on the Flixster dataset.

should be Next we present our results on the Flixster and Enron datasets.

Publication VI

In the case-study section hashtag #nokiaemg should be #nokiaegm.
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