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1. Introduction

Recent years have witnessed an unprecedented growth in internet-based ser-

vices, which are continually reforming industries and automating many aspects

of our daily life. Fueled by the advent of such services, the demand for data

processing and storage services has also grown. Data centers provide these capa-

bilities, and play a key role in the delivery of internet-based services. Businesses

may choose to run a private data center tailored to their own needs or they may

leverage advances in cloud computing technology to lease computing resources

from public data centers.

However, data centers all over the world are also known for their enormous

energy consumption, with reports putting the figure at hundreds of terawatt-

hours per annum [80, 98]. To put this into perspective, the total household

energy consumption in Finland was sixty-seven terawatt-hours in 2016 [74].

This has obvious implications, both economically and environmentally, and has

gained the attention of policy makers, researchers and practitioners alike. A

series of studies by industry consortia and academia have identified energy

saving designs and practices at many levels. For example, Google reported

savings of over a billion dollars on electricity expenditure by improving energy

efficiency at the facility level, which included optimizing the cooling, power

distribution and air movement systems [15]. Network-level power managers

have also been proposed to reduce energy consumed by networking equipments

such as routers and switches [110]. Components such as CPUs and hard disks

have also been targeted for reducing energy consumption at the component level.

A large portion of the power consumed by data centers goes to the server

clusters or server farms, which contain an inter-connection of multiple servers.

At the cluster level, peak provisioning has been identified as the main source

of energy inefficiency [15, 98]. Peak provisioning (over) estimates capacity

needs based on the quality of service requirements during peak demand periods.

While this may guarantee a certain level of performance, it also results in low

15



Introduction

utilization of servers during non-peak demand periods. Servers are known to be

far less energy efficient at low utilization [15, 105]. Even when completely idle,

they still consume a considerable portion of their peak power [15].

This clearly calls for energy-efficient control mechanisms that achieve energy

saving without significantly affecting the performance. This thesis sheds light

on this problem domain by developing stochastic models and analyzing the

resulting system.

1.1 Research problem

This thesis studies the energy-performance trade-off inherent in energy-aware

server farms by modeling them as multi-server queueing systems. The pri-

mary research question of the thesis is how to develop energy-aware control

policies for single and multi-server systems? The thesis addresses this question

by developing control methods that optimize the energy-performance trade-

off through rigorous mathematical analysis and sometimes also using expert

intuition resulting in heuristics.

The energy-performance trade-off is a consequence of the following. While

servers can be placed in sleep mode during low demand periods, powering them

back on typically takes several seconds [15, 29, 48]. Some applications that

process workloads in batches, such as long scientific computations, may tolerate

a delay of this magnitude. However, such a long delay can severely impair the

performance of many other applications such as http-based web services, whose

response time requirements are usually in milliseconds [68]. In addition, turning

idle servers off may actually end up consuming more energy than leaving them

idle if servers are going to be turned back on too frequently. Therefore, a clear

trade-off emerges between leaving servers idle, which gives better performance

but wastes energy, and putting them to sleep, which may save energy but gives

inferior performance.

The thesis first studies the system using queueing theoretic models and de-

rives mean response time and mean power metrics that capture the conflicting

objectives of the energy-performance trade-off. Next, based on these metrics, the

optimal control problem is formulated as a multi-objective optimization problem

using typical cost functions such as weighted sum or product of performance and

energy metrics [65]. Moreover, we also approach the problem as a performance-

constrained energy-minimization problem. In this respect, the three important

control aspects are the idle timer, sleep state control and turn-on threshold, as

discussed below.

16



Introduction

The idle timer controls the amount of time a server spends in an idle state

before being placed in sleep mode. Once in a sleep state, the server needs to

pass through a transient setup state before becoming active again. We refer to

the time spent in this state as the setup delay during which the server consumes

energy but cannot process jobs. Therefore, large idle time values will result in

better performance by making setup states less frequent. By contrast, small idle

time values should ideally save energy at the expense of performance, although

a worst case scenario of poor performance with no energy saving may also occur

if the idle timer is not properly selected [61, 26].

For a stable system with a finite idle timer, the timer will eventually expire

and the server will go to sleep. Given that servers are usually equipped with

more than one sleep state, the strategy for choosing a sleep state should also

be considered as part of the control actions. For example, we may choose one

optimal sleep state and switch to it, randomize the selection among available

sleep states or transition through them sequentially.

Another control variable is the turn-on threshold, which specifies the number

of requests that need to accumulate before a sleeping server is switched into a

setup state. Large values give better energy saving by allowing a longer sleeping

period, but also increase the waiting time of requests that arrive while the server

is sleeping or in setup. Small turn-on threshold values have the opposite effect

by shortening sleeping periods but also reducing the waiting time.

The idle timer and turn-on threshold, together with the sleep state control,

constitute the power control policy. These control variables are important in

optimizing the energy-performance trade-off for a single server as well as for a

server farm. However, in a server farm, the dispatching policy will also impact

the trade-off in addition to the power control policy. The dispatching policy deter-

mines which incoming job is processed at which server by defining dispatching

rules. With respect to performance, jobs may have to be distributed evenly across

the server farm. Energy consumption is, however, reduced by consolidating jobs

to as few servers as possible. Thus, an energy-aware dispatcher needs to take

these conflicting objectives into consideration.

The thesis studies the optimal-control problem by modeling a server farm as a

set of parallel queues, each one having its own server [37]. The system model

is shown in Figure 1.1. Jobs queued at each server are served according to a

specific scheduling policy. We consider a number of scheduling policies such

as First In First Out (FIFO), Processor Sharing (PS), and Shortest Remaining

Processing Time (SRPT). Although the energy consumption of servers may not be

directly affected by the choice of a scheduling policy as long as the policy remains
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Figure 1.1. Parallel queueing model for server farms.

work conserving, performance metrics such as response time are affected by the

scheduling policy, which may in turn impact the overall energy-performance

trade-off.

In practice, job arrival rate shows random variation over time. Sources of

variability can be predictable factors such as hourly, daily and seasonal fluctu-

ation in traffic or other less predictable external factors. Service times of jobs

are also random, with some jobs requiring longer processing times than others.

The optimal-control problem is tackled in the presence of such randomness by

using stochastic models that describe the job arrival process and service time

distribution.

To summarize, the detailed research questions are:

(i) Energy-aware control of a single server. In the presence of long setup delays

and high setup power, it is not immediately clear whether placing the server

in a sleep state improves energy efficiency. Thus, the thesis seeks to answer

the following questions. What is the optimal idle timer value for the energy-

performance trade-off? In the case where it is optimal to switch off an idle

server, what is the optimal turn-on threshold? Finally, what is the optimal

policy when more than one sleep states are available? These research questions

are addressed in Publications I to V.

(ii) Energy-aware control of a server farm. Server farm designs focusing on
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improved performance have been applying load balancing dispatchers with

always-on servers. This may be no longer optimal when energy cost is taken

into consideration. In this regard, the thesis addresses the following questions

based on the work in Publications VI to VIII. What is the (near) optimal

dispatching policy to optimize the trade-off? How can the dispatching and

power control policies work together to improve the energy efficiency of the

system?

1.2 Methodology

The thesis studies the optimal control of server farms by applying queueing

theory and stochastic optimization. We start by focusing on the energy-aware

control of a single server. A server is modeled as an MX /G/1 queueing system,

in which jobs arrive according to a batch Poisson process and have generally

distributed service times [53, 37]. This basic model is extended to include the

possibility of switching to a sleep state. In this regard, the analysis closely follows

vacation models [66, 73]. In such systems, the server takes ‘vacations’ from time

to time, and it becomes available to serve jobs only after a vacation period ends.

Such models play a vital role in the study of energy-performance trade-off in a

single server system, where a vacation corresponds to a sleep state.

Analyzing the busy cycle of the resulting energy-aware MX /G/1 queue yields

expressions for the mean response time and mean power metrics as a function

of the idle timer and turn-on threshold control variables. We then construct

a cost function out of the mean response time and mean power metrics, and

perform a multi-objective optimization with respect to the idle timer and turn-on

threshold. The optimization is carried out in a stochastic setting where the idle

timer, service times, and setup delay are treated as random variables.

In a server farm setting, energy-aware dispatching is considered in addition to

the power control policy. We use the parallel queueing model shown Figure 1.1

and treat dispatching decisions as a sequential decision making process, where

decision epochs are arrival times of jobs. The process is studied in the framework

of Markov Decision Processes (MDP) [79], where the possible set of actions and

the associated cost of taking an action depend only on the current state of the

system. A state consists of a pair of vectors representing the number of jobs

in each server and energy state of each server. In any state, the ultimate goal

is to determine a dispatching decision that minimizes a long term compound

performance and energy cost. The dispatching policy can then be constructed by
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considering such decisions over the entire state space.

The Policy Iteration (PI) method is used to construct an (near) optimal policy.

In PI, the iterations start from an arbitrary initial policy, and at each step in

the iteration the goal is to further reduce system cost. We particularly apply the

First Policy Iteration (FPI) as the largest improvement in system cost is typically

achieved in the first step. This lays a nice foundation to study energy-aware

dispatching in server farms since the system becomes separable for a static

initial policy, making the first iteration scalable for a large system.

Whenever possible, analytic closed-form solutions that characterize the system

are derived. We also use numerical simulations and expert intuition to develop

heuristic control methods. This allows us to study systems with non-stationary

arrival processes, for example, by using publicly available traces.

1.3 Contributions of the thesis

This thesis is a compilation of publications in the energy-aware control of both

single and multiple server systems. The scientific contributions of the thesis are

summarized below.

In a single server setting, the optimal control problem is addressed by defining

the energy-performance trade-off as a multi-objective optimization problem. The

thesis utilizes the weighted sum or product of the mean response time and

mean power consumption metrics as objective functions. The optimal policy is

determined assuming service times, setup delay and idle timer are generally

distributed random variables and arrivals obey a batch Poisson arrival process.

In Publications I and V, an energy-aware MX /G/1 FIFO system is analyzed

and the optimal control is determined with respect to the idle timer and turn-on

threshold control variables. Furthermore, the relationship between job size

variability and the optimal turn-on threshold is investigated and a sufficient

condition for job size variability is derived. Similarly, the energy-aware MX /G/1

PS and MX /G/1 SRPT systems are analyzed in Publications II, III and IV, and

novel results are provided for the mean response time of the MX /G/1 PS and

MX /G/1 SRPT systems with setup delay. Although more complex analysis is

required, the optimal control remains the same as in the MX /G/1 FIFO system.

In the case of multi-server systems, near-optimal dispatching policies are con-

structed for the energy-performance trade-off in Publication VI by formulating

the problem as an MDP. As a technical contribution in this domain, the thesis

presents the explicit form of the so-called value functions, which are essential in

determining the dispatching policies in an MDP setting. Moreover, the thesis
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presents simple heuristic dispatching and power control policies originally stud-

ied in Publications VII and VIII. These policies work in a coordinated manner to

save energy by minimizing the number of running servers. The policies are also

tested using simulation runs and request traces taken from a real system log.

1.4 Structure of the thesis

The thesis is organized as follows. Chapter 2 summarizes the two main ap-

proaches for improving energy efficiency of computing systems from a technolog-

ical perspective. Chapter 3 discusses queueing models relevant in modeling and

analyzing server farms. In Chapter 4, the focus is on the energy-aware control

of a single server in isolation. Chapter 5 covers the analysis of server farms as

multi-server queueing systems, and Chapter 6 concludes the thesis.

The analysis in Chapter 4 is based on Publications I to V, of which Publications

I and II are extended journal versions of Publications V and IV, respectively.

Chapter 5 is a summary of the work done in Publications VI to VIII.
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2. Energy-efficient computing in server
farms

This chapter discusses energy-efficient computing from a technology perspective.

The aim of the chapter is to provide the technological context to the problem,

which is used in later chapters as the motivation for studying the queueing

theoretic models.

Servers consume energy even in low utilization periods, during which they are

processing little or no workload. In fact, low utilization has been identified as

the typical mode of operation, and is the main source of energy inefficiency in

server farms [14, 98]. Two main approaches have been followed to mitigate this

problem: power proportional computing and dynamic power provisioning [14,

15, 29, 91]. The former aims at improving energy efficiency by reducing power

consumption during low utilization, while the latter targets energy efficiency by

improving utilization by using dynamic capacity scaling to improve utilization.

Both approaches are discussed in the following sections, but let us start by

summarizing the various energy states available in computing machines.

2.1 Power states

The ACPI (Advanced Configuration and Power Interface) specification, co-

developed by industry consortia, defines power states at the global, processor,

and device levels [40]. At the system level, four global power states are defined,

from G0 (working) to G3 (mechanical off). In G2, the system is in soft-off mode,

consumes minimal power and requires rebooting to be operational. The next

system-wide sleeping mode is G1, which contains several possible sleep states,

as will be discussed shortly. Finally, G0 is a global working state. These power

states are shown in Figure 2.1.

Similarly, processor power states are also defined from C0 to Cn. Jobs are

processed in the active C0 state, which is further divided into several processor

performance states (P-states) to enable Dynamic Voltage and Frequency Scaling
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Figure 2.1. ACPI specification of performance (red) and power saving (green) system states.

(DVFS) [51]. From P0 to Pn, the performance states provide increasing power

savings with decreasing performance. All the P-states are part of the global

working state G0.

Further energy saving can be achieved by putting idle processors in one of the

C1 to Cn power saving states, each saving more power than the previous. The

number and operation of the C states may depend on the vendor and processor

generation but the key point is that they can only be used when the processor is

idle, unlike the P-states.

Device-level power states are also defined from D0 (working) to Dn (powered

off) for connected devices such as hard disks. Since the power saving states D1

to Dn are inactive states, devices need to be switched to D0 to perform their

task. The lack of active power-saving modes, like the processor P-states, has

implications for the energy efficiency of the entire system. We will revisit this

problem in the next section.

The Global sleep states defined in G1 are of particular relevance to this thesis

as we will later explore stochastic models that leverage these states for reduced

system energy consumption. S1 is the shallowest sleep state, with the processor

placed in one of the deeper power saving C states. In S2, more energy saving

is made possible by, e.g., powering down processors and caches. In S3, power

consumption is further reduced by maintaining a context in the main memory,

and enforcing system wide sleep state. Some devices are put to lower D states as
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well. In S4, the main memory is also powered down with system context saved

to disk, all devices are in the deepest D state, and the entire system is placed in

sleep mode. The next state, S5 is a soft-off state where no context is saved and

full reboot is required to start the system.

Three key factors characterize these sleep states. First, the length of setup

delay, that is, the time it takes to switch the system to a fully working state. The

second important factor is power consumption. This includes the power supply

required to setup the system to a working state from a particular sleep state.

The last factor is the amount and type of system context maintained. Generally,

the deepest sleep states save the most energy and maintain the least context

but also take the longest time to setup. As a final remark, the implementation

of these states may vary, and some of them may not be available at all. For

example, the S3 (suspend to RAM) state may not be commonly found in present

day server-grade computers [56, 48].

2.2 Power proportional computing

The main idea in power-proportional computing, as proposed in [14], is for the

computing environment to consume power in proportion to the workload at a

given instant. Assuming a simple linear relationship between workload and

power consumption, power consumption at load 0≤ ρ < 1, can be given by

P(ρ)= (1−ρ)P0 +ρPmax,

where P0 is the static power consumption when the system is idle, and Pmax is

the maximum power consumption at full load. An ideally energy-proportional

system starts at zero idle power (P(0) = P0 = 0 W) and increases power con-

sumption in proportion to the load. Large idle power corresponds to less energy

proportionality. Figure 2.2 illustrates this behavior for three hypothetical sys-

tems. The ideal system (blue line) starts at zero idle power and increases power

consumption in proportion to the load. The other two systems (purple and red

lines) start at 30% and 60% their peak power when idle, which makes them less

power proportional. Sub-linear proportionality can also be achieved in some

cases, resulting in better energy proportionality than the ideally-linear system

at non-zero load values [105, 15]. The main takeaway from the figure is that the

system becomes less power proportional as the fixed idle power increases.

Dynamic Voltage and Frequency Scaling (DVFS) brings power proportional

computing to processors using the processor performance states (P-states). In
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Figure 2.2. Energy proportionality of three hypothetical servers.

DVFS, processor speed can be adjusted according to the instantaneous work-

load by controlling the voltage supplied to the processor [51]. Since power

consumption is proportional to voltage with

P ∝Vα,

where the proportionality exponent α > 1, even a small reduction in supply

voltage can have a visible impact on power consumption. Moreover, further

energy savings can be attained during long idle periods by putting the CPU in

the deeper C states discussed in Section 2.1.

However, the processors are not the only components that consume power.

System-level power proportionality can only be achieved if other components

such as main memory and disks are also power proportional. Unfortunately,

these components have not attained the same level of power proportionality

as the processors [15, 110]. Therefore, the system-level power proportionality

suggested by Barroso et al. [14, 15] is yet to be achieved.

2.3 Dynamic power provisioning

Here, the target is to dynamically scale up and down the available number and

capacity of servers in response to change in workload [91, 29, 59]. A power-

control policy monitors utilization of the entire system and makes decisions to

power up/down servers.

The important considerations in dynamic power provisioning are the extent

to which future workload can be estimated in advance and the speed at which

capacity scaling can be performed. If workload can be estimated well in advance

with a reasonable accuracy and/or computing resources can be added/removed
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Figure 2.3. Simplified busy and idle cycles.

in a short period of time relative to the response time requirements of the

underlying applications, then the solution for the dynamic power-provisioning

problem becomes trivial. However, workload is difficult to predict and powering

servers on takes time. Therefore, more advanced predictive/reactive approaches

are needed to develop power-provisioning policies that perform the right scaling

decisions with respect to the energy-performance trade-off [59, 42].

Among other things, the type of workload, response time requirements and the

types of available power saving states determine how well a power provisioning

policy performs. Next we take a closer look at the impact of workload type

followed by a discussion about job dispatching policies and their impact on the

energy-performance trade-off. We conclude the section with a brief discussion on

virtualization and its role in saving energy.

Workload type

The stochastic nature of workload processed in server farms varies depending on

the application. In some applications service requests arrive in batches and may

take more than few seconds to process, for example, long scientific simulations

in High Performance Computing (HPC). Workloads of this category are referred

to as batch workload. On the other hand, a typical http-based web service may

receive requests in quick succession that usually last few milliseconds. These

are called transactional workloads in the literature highlighting the real-time

exchange of data [15, 31]. The scientific and http workloads represent two

extremes in the spectrum of workload patterns. Many services have workload

patterns that lie between these two extremes [67].

Idle periods generated by the two types of workloads behave differently. Even

at load as low as 0.26, transactional workloads rarely exhibit idle periods longer
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than few hundred milliseconds [67]. By contrast, idle periods in batch-type work-

loads can last several seconds [67, 108]. Figure 2.3 shows simplified busy cycles

of batch and transactional workloads. The colored blocks represent busy periods

with the uncolored part being idle period. The load (fraction of colored blocks

to the total area) in both cases is 0.5. However, with longer idle periods, the

system with a batch workload provides an easier target for power provisioning

by putting servers to sleep during idle periods.

Transactional services are delay-sensitive in nature. Coupled with the short

idle periods, this makes dynamic power provisioning hard to implement on

systems with such workload. A promising and practical solution to this problem

is to use idle periods of transactional workloads to perform other tasks. For ex-

ample, since batch workloads are much less sensitive to short-term performance

variations, they can be co-located with transactional workloads so that they run

on unused resources allocated to the transactional workloads [95, 111].

The role of dispatchers in energy saving

A dispatcher assigns an incoming request to one of the servers available at its

disposal. Dispatchers are also commonly called load balancers, in which case

the goal is to improve system performance and availability by distributing load

across servers. However, dispatchers may also create load imbalance by design

for other reasons than performance improvement, for example, to save energy.

A number of software/hardware dispatchers such as the Apache load balancer,

Amazon Elastic Load Balancer (ELB), and HAproxy are available to distribute

requests at different levels of the TCP/IP layer [3, 90, 89]. The dispatching

policies can be as simple and static as Round Robin, which forwards new requests

to each server in turn, or as dynamic as Least Connection, which keeps track

of the number of requests in all servers and sends a new request to the server

with the fewest requests. Static policies take quick dispatching decisions with

negligible additional overhead, whereas dynamic policies respond well to current

system state and may provide better performance at the expense of additional

overhead for tracking system state.

Dispatching algorithms can also be designed to facilitate energy saving. For

example, the first algorithm in HAproxy dispatches requests to as few servers as

possible allowing unused servers to be switched into low power states. For this,

the algorithm uses two variables: server ID and maxconn. New requests are

dispatched to the server with the least server ID that is currently serving less

than maxconn requests. A server with ID x will receive a request only after all

other servers with IDs less than x are currently processing maxconn requests.
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This packing behavior helps in reducing the workload consolidation overhead, if

the power provisioning policy decides to turn off unused servers [29].

Virtualization

Virtualization in server farms presents the illusion of many smaller virtual

machines running on fewer physical machines [13]. It decouples hosted services

and software from the underlying hardware, and brings two key functionalities

with respect to energy efficiency. The first is placement of virtual machines onto

physical servers. Every time a virtual machine is started, the Virtual Machine

Manager will have to select a suitable host taking a number of cost metrics

into consideration. Placement algorithms that optimize the energy-performance

trade-off have been studied in the literature [16, 69]. The second important

factor is virtual machine migration, which can save energy by consolidating

workload or improve performance by moving virtual machines away from a

highly loaded host.

Virtualization solutions also monitor the utilization of system resources and

make recommendations on powering down/up physical machines. For example,

VMware’s Distributed Power Management (DPM) module applies simple statis-

tical methods to make power-provisioning recommendations [34]. DPM monitors

CPU and memory demand over a time period and estimates demand as the aver-

age demand plus two standard deviations. Monitoring period for a power-down

recommendation is typically long (40 min) compared to the monitoring period

for a power-up recommendation (5 min).

Virtualization contributes to energy efficiency by improving the utilization of

physical servers through energy-aware virtual machine placement and migra-

tion. While the models, analysis and results discussed in this thesis may give

useful insights in the study of virtualized server farms, the primary focus is on

the modeling and analysis of energy-aware controls for physical server farms.

Queueing models for general cost-aware control of a virtualized environment

are, for example, discussed in [59].

2.4 Summary

This chapter discussed energy-aware computing from the technological perspec-

tive. The two main approaches for improving energy efficiency were identified

as power-proportional computing and dynamic power provisioning. In power-

proportional computing, the main idea is to start from near-zero idle power and
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to increase the power supply in proportion to the system load. This requires

the existence of system-wide, low-power, active states. Conversely, dynamic

power provisioning leverages low-power inactive (sleep) states to save energy

by dynamically placing servers in and out of these sleep states in response to

changing workload.

Both approaches have advantages and disadvantages. Power-proportional

computing requires hardware-level low-power active states so that, while in

these states, the system can save energy by processing requests at lower speed.

Modern CPUs achieve this through the processor P-states. Nevertheless, server-

level power proportionality is yet to be achieved due to the lack of low-power

active states in other components. By contrast, dynamic power provisioning can

be applied to existing servers using software controllers. However, the long setup

delay associated with inactive servers and the random nature of the workload

processed in these servers make dynamic provisioning a challenging task.

The chapter also discussed how the dynamic provisioning of server farms is

affected by the workload type and the choice of dispatching policy. Workloads

with long and infrequent idle periods provide easier targets for placing servers

into energy saving states than workloads with short but frequent idle periods. In

the latter case, system utilization can still be improved by using the idle periods

to process some delay-insensitive workload, for example, by colocating batch

workloads with transactional ones.
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server farms

Servers can be conceptually modeled as a set of computation units equipped with

the necessary resources to handle a specific task or job. In a non-deterministic

system where the number of jobs to be processed becomes occasionally greater

than the available resource, queues are formed and jobs are forced to spend

more time in the system than they would have to if there were no queues.

This phenomenon can be mathematically studied using stochastic models

and queueing theory to determine key performance metrics such as average

response time and average occupancy. Energy related metrics can also be

derived by analyzing such models. This chapter provides necessary background

on queueing models used in the study of energy-performance trade-off in server

farms. We also discuss the metrics and objectives essential in characterizing the

trade-off.

3.1 Queueing models for server farms

Queueing models used in the analysis of server farms can be categorized as

central or parallel queueing models, see Figure 3.1. In a central queueing model,

jobs are queued at a single central queue, where they wait for an available server.

The scheduling policy determines the order in which jobs are served. A central

queueing model can be analyzed as an A/B/n system, where A and B represent

job inter-arrival time and service time distributions and n being the number of

servers in the server farm [37]. Such models have had fundamental contribution

in the performance analysis of packet networks [53], and have been used in

recent years to model and analyze the energy-performance trade-off in server

farms [26, 27, 78].

By contrast, in parallel queueing models each server has its own queue, and

jobs are dispatched to one of these queues immediately on arrival. The schedul-

ing policy again determines the order of job processing at each server while the
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Figure 3.1. Central and parallel queueing models for server farms.

dispatching policy decides the destination queue for each job [37].

In a central queue model performance of the system depends on the scheduling

policy, whereas in a parallel queue model performance is a function of both the

scheduling and dispatching policy. Generally in a central queue model, servers

have a global view of the queued jobs, which means a server will go idle only

when the queue is empty. On the other hand, in a parallel queueing model

a server monitors only its own queue giving rise to the possibility of servers

going idle while jobs remain queued at other servers. Due to this reason, central

queueing systems provide lower response time than parallel queueing systems.

The central queueing model is useful in modeling centrally managed server

farms such as scientific computing clusters. In these systems users usually

submit their computation jobs in a login node, where the workload manager

is maintaining a queue and information about the state of computation nodes

[49, 37]. However, other applications rarely maintain a central queue. For

example, in web applications, requests are queued at individual servers, which

makes parallel queueing models more appropriate.

In practice, applications may have multiple tiers of server farms, in which

jobs traverse through the tiers with each tier specializing in a certain aspect of

service [37, 94]. Such systems can be analyzed using queueing network models.

However, this thesis focuses on parallel queueing models and their application in

modeling energy-performance trade-off in server farms. In the following section,

we discuss workload distribution models and scheduling policies that form the

building blocks for the analysis of queueing models.

3.2 Workload models and scheduling policies

The amount of workload on a system is determined by how often work or jobs

arrive to the system and how much (how long) their computation needs are.
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More precisely, we refer to these quantities as the arrival process and service

time of jobs, and they can be obtained from three main sources: trace files,

synthetic workload models, and known parametric probability distributions.

Trace based models are obtained from actual server logs. They usually include

job arrival timestamps and service completion timestamps and/or amount of

data processed [93, 47]. This approach is useful in analyzing a specific system.

However, analysis results based on logs of one system may not be applicable to

other systems in general. Synthetic representative workloads are also used in

the study and characterization of server farm performance [12, 18]. While this

approach may yield better generalization, it is often limited to simulation and

numerical studies.

In the third approach, inter-arrival and service times are modeled using

known parametric probability distributions. Such assumptions facilitate the

mathematical analysis, and enables us to formulate equations that may give

useful insights on how different system parameters influence performance. In

this regard, Poisson or batch Poisson arrival processes are the most widely

used models for job arrivals. Poisson process not only makes the analysis

tractable, but it also is a reasonable assumption in a system consisting of many

independent users [37, 53].

For a given arrival process and service time distribution, system performance

is affected by the choice of scheduling policy. A common policy that schedules

jobs according to their arrival order is First In First Out (FIFO), which is also

relatively simple to analyze and implement. However, it may also perform poorly,

specially when service time has a heavy tailed distribution. This is apparent in

the Pollaczek-Khinchin (P-K) formula for mean response time of an M/G/1 FIFO

system [37, 66], which shows the sensitivity of the mean response time to the

service time distribution through the second moment of the service time.

Another well known scheduling policy is the Shortest Remaining Processing

Time (SRPT) policy. For a work conserving system, SRPT is the optimal choice

to minimize the mean response time of jobs [81]. Due to the assumption that

the service time of jobs is known in advance, SRPT may be more applicable

in systems where users have to specify their computation needs during the

job submission stage, or in systems where job size can be approximated with

reasonable accuracy [38]. Moreover, it may also be used as a benchmark to

compare other policies as it gives the lower bound for the mean response time.

Many systems, e.g. web servers and wireless access networks, use time sharing

scheduling policies such as Processor Sharing (PS). In PS, all jobs start service

immediately on arrival, but the service rate depends on the number of jobs in
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the system. PS also gives a good approximation of round-robin when service

time slots become significantly small compared to the service size of jobs. Unlike

FIFO, the performance of PS is insensitive to service time distribution [19, 54].

In general, we can think of scheduling policies as falling into one of three

broad classes. Policies like FIFO and Last In First Out (LIFO) are order based

as they maintain some kind of order between the job arrival and departure

events. SRPT and its non-preemptive version Shortest Processing Time (SPT)

are size based policies, and their target is to prioritize jobs based on size. Policies

such as PS are time sharing policies, which share service capacity to queued

jobs disregarding arrival order or size. See [37] for more on different types

of scheduling policies. In the following section, we discuss metrics associated

with performance analysis of queueing systems, and objective functions for the

energy-aware control of such systems.

3.3 Metrics and objectives for energy-performance trade-off

Metrics enable objective quantification of variables related to energy consump-

tion and performance. Using such metrics we can then apply different objective

functions to assess, compare and improve energy efficiency of different proposed

approaches.

The three most important metrics relevant to our study are Energy (E), Power

(P) and Response Time (T). Energy, measured in joules, is the amount of electric

power consumed in a given period of time, say [0,τ]. Power is the instantaneous

rate of energy consumption and is measured in watts. Response time is the

amount of time a request spends in the system, which includes queueing and

processing time at the servers.

Average energy consumption over a period [0,τ] can be computed as

E[E]=E
[∫τ

0
P(t)dt

]
=

∫τ

0
E[P(t)]dt. (3.1)

Assuming P(t) is a stationary process over the integration interval, E[E]= τE[P].

In this case, mean power conveys the same information as mean energy when it

comes to evaluating or comparing different energy saving approaches. Therefore,

we apply objective functions that use mean power, E[P], and mean response

time, E[T], in the following section.

While the main focus with respect to energy efficiency is on power and perfor-

mance metrics, other relevant metrics should also be considered. For example,

34



Models and metrics for energy-aware server farms

a power control policy that puts servers on the shutdown-startup cycle reck-

lessly may end up damaging the servers. Taking wear and tear cost of servers

into account helps in minimizing the associated risk [61]. Another factor to

be considered is communication overhead. The transition in and out of power

saving states often needs to be communicated with a controller, which may result

in increased communication overhead [60, 110]. However, this thesis focuses

only on optimizing the power and performance metrics. Below we discuss the

optimization problems that can be formulated using the mean response time

and mean power consumption metrics.

Unconstrained optimization

Multi-objective optimization problems can be formulated by defining an objective

function that combines the performance and power metrics mentioned above.

The optimization task would then look like

min f (x, y),

where f is the objective function and x and y are placeholders for performance

and power metrics. The most common objective functions that are relevant for

this thesis are discussed below.

Energy Response time Weighted Sum (ERWS)

This is a popular objective function composed of the weighted sum of mean

response time and mean power consumption,

w1E[T]+w2E[P] (3.2)

where the values of w1, w2 can be chosen depending on the need to emphasize

energy or performance, and their units can be chosen to give some kind of mean-

ing for the entire sum. For example, cost/sec and cost/watt can be assigned to w1

and w2, respectively [1, 10, 102, 45].

Energy Response time Product (ERP)

Here, the objective function is a product of mean response time and mean power,

E[T]E[P], (3.3)

see [33, 85, 50, 51, 26]. ERP gives equal weight to performance and energy

improvement in that if either of them changes ERP also changes by the same
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factor. Product form cost functions, such as ER2P, that give more emphasis to

performance are also discussed in the literature [51, 84].

Taking performance as the inverse of response time, ERP cost becomes

ERP = 1
Performance-per-watt

,

which has been the target of industry benchmarks such as SPECpower [86]. The

SPECpower measures performance-to-power ratio of servers by running repre-

sentative workloads such as enterprise business applications [15]. Similarly, in

HPC systems, more computationally intensive benchmarks are used to measure

Performance-per-watt of the fastest 500 supercomputers [92].

General composite cost functions

More general objective functions such as

M∑
i=1

ciE[T]ai E[P]bi (3.4)

can also be employed to study energy-performance trade-off [61].

Constrained optimization

The energy-performance trade-off can also be formulated as a constrained opti-

mization problem. Applications usually require some sort of quality of service

guarantee. In this case, response time requirements are set by the application

served in the server farm, and the task is to minimize energy consumption as

much as possible without violating these requirements [52, 107, 109]. Formally,

the optimization problem is

min E[P]

s.t. τ≤ Tmax,
(3.5)

where τ is some response time statistic and Tmax is the constraint on τ. Per-

formance requirements are usually set in terms of tail response time (such as

95th or 99th percentile of response time) in practice. However, analytic models

usually consider only the mean response time due to tractability, in which case

τ=E[T].

Another less common formulation is the energy constrained performance

maximization (response time minimization) problem. This approach is often

applied in optimizing battery powered systems such as portable devices and

sensors [22, 32]. The optimization task can be formulated as
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min E[T]

s.t. E[P]≤ Pmax,
(3.6)

where Pmax is the constraint on mean power consumption.

3.4 Summary

This chapter summarized the queueing theoretic models applied in the analysis

of server farms. In the broader sense, these models were classified as central

or parallel queueing systems. The most common scheduling and dispatching

policies were also discussed.

Every queueing system has at least two essential quantities: the inter-arrival

and service time of jobs. These can be obtained from real system logs, gener-

ated synthetically, or assumed to follow some known probability distributions.

Irrespective of the source of these quantities, the goal of analyzing queueing

systems is to gain insight into the steady state behavior of the system with the

help of some metrics.

The thesis particularly aims to study the energy-performance trade-off in

server farms. In this regard, the metrics of choice are mean response time of jobs

and mean power consumption. These performance and energy metrics are used

to characterize the trade-off as a multi-objective optimization problem. In the

next chapter, we focus on the optimal control of a single energy-aware system,

and derive optimality results for the weighted sum and product form objective

functions.
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4. Energy-aware control of a single
server

This chapter studies the energy-aware control of a single server queueing system

based on the work in Publications I to V. The following section formally describes

the system model, based on which queueing theoretic analysis is performed to

derive relevant metrics. After providing a brief summary of related literature,

the busy cycle of an energy-aware single server system is analyzed and variables

that describe the stochastic nature of the system are studied. The mean power

consumption metric is derived based on the information obtained from busy cycle

analysis. This is followed by mean response time analysis under the FIFO, PS

and SRPT scheduling policies. Optimization of the energy-performance trade-off

is carried out by applying the mean power and mean response time metrics to

the cost functions discussed in Section 3.3. The chapter concludes by providing

illustrative numerical examples and a summary of the main results.

4.1 System model

Consider an energy-aware single server queueing system, to which jobs arrive

according to a batch Poisson process with rate λb. The batch size β is assumed

to be an i.i.d. generally distributed random variable. Let S denote a generic and

i.i.d. service time having a continuous valued cumulative distribution function

F(s) and density f (s). The tail probability is denoted by F̄(s). Assume further

that the mean E[β] and the second moment E[β2] of the batch size distribution

are finite, and denote

b = E[β2]
E[β]

−1, (4.1)

which refers to the mean number of other jobs in a batch with at least one

(tagged) job, e.g., see [55]. The system load is given by ρ = λbE[β]E[S]. We

assume ρ < 1 for stability.

The energy-aware system is controlled as follows. When the last job leaves
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the system and the server becomes idle, a timer I is initialized. The timer is

a generally distributed random variable with mean E[I] <∞ for I <∞. If a

batch arrives before the timer expires, the timer is reset and the server starts

serving the job. On the other occasion where the timer expires before a batch

arrives, the idle period ends and the server is switched into a sleep state where

it cannot serve any more jobs until it is turned back on. We denote the total

idle period accumulated between two successive expirations of the idle timer by

IT. Note that IT consists of i.i.d. idling times distributed as min{I, A}, where A

denotes an inter-arrival time. The number of such idling times has a geometric

distribution with success probability P{I < A}. Thus, E[IT] is given by

E[IT]= E[min{I, A}]
P{I < A}

. (4.2)

Once the timer expires and the server switches to a sleep state, the length

of the sleep state is determined by the number of arriving batches referred to

as the turn-on threshold k. The server is switched on as soon as k batches

accumulate. Even then, the server has to transit through a setup period, during

which it consumes energy but cannot serve any job. We represent this period by

a generally distributed random variable D.

The model consists of the busy, idle, sleep and setup states characterized by

their own power consumption values of Pb, Pi, Ps, and Pd, respectively with the

following ordering

Pb ≥ Pd > Pi > Ps ≥ 0.

In the following sections, we will refer to the energy-aware single server

model as MX /G/1/setup and the ordinary non-energy-aware model with I =∞
as MX /G/1. The FIFO, PS, and SRPT scheduling policies are considered, and

they will be appended to the model as MX /G/1/setup FIFO, when the analysis is

specific to the scheduling policy.

A control policy in the MX /G/1/setup model is parameterized by I and k. That

is, a particular policy π is represented by the tuple (I,k). We denote the set of

all such policies by Π. With respect to the idle timer, two extreme possibilities

are I = 0 and I =∞. Using the notation in [26], we refer to these policies as

InstantOff and NeverOff, respectively. Note that the NeverOff policy results in

the ordinary MX /G/1 system. In the more general case where 0 < I <∞, the

policy is referred to as DelayedOff.
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4.2 Related work

The ordinary MX /G/1 model has been widely used in the analysis of single server

systems. In this model, the system can be either busy or idle, and the goal of the

analysis is to characterize system performance. A short summary of research

work related to MX /G/1 is given below, particularly focusing on the FIFO, PS

and SRPT scheduling policies.

The distributional properties of waiting time, busy period and number of

jobs served in a busy period have been studied for the MX /G/1 FIFO system

in [23, 30]. Burke identified and corrected a common error in the derivation

of waiting time distribution for the MX /G/1 FIFO system [21]. The source of

the error was found to be in the calculation of the probability with which an

arbitrary job arrives in a batch of size i, which should be proportional to ipi,

where pi is the probability of having i jobs in a batch.

Time sharing batch arrival systems have also been studied using the MX /G/1

PS model. Kleinrock et al. derived an integral equation that characterizes

the mean conditional response time of the MX /G/1 PS system, and solved the

equation for a general set of service time distributions, which include the expo-

nential distribtution in the limit [55]. The solution to the integral equation is

also considered in [9] for a larger set of service time distributions, including the

hyperexponential distribution. The existence and uniqueness of a solution to

the integral equation for any service time distribution has been proved in [6].

When it comes to the SRPT scheduling policy, Schrage and Miller derived

the mean conditional response time formula for an M/G/1 SRPT system [82].

Schrage also showed that SRPT is the optimal scheduling policy for minimizing

the mean response time of an M/G/1 queue [81]. SRPT prioritizes small jobs over

large ones, and this has been a cause for concern over the fairness of SRPT to

large jobs [101]. Despite such concerns, even large jobs might be better off with

SRPT, especially when the load on the system is not high [11]. However, studies

regarding SRPT have been limited to Poisson arrivals, leaving the MX /G/1 SRPT

system unexplored.

The MX /G/1 models assume the server alternates between busy and idle peri-

ods without a break. While such models are helpful in characterizing system

performance when the server is operating normally, they do not account for

scenarios where the server becomes unavailable due to breakdown, preventive

maintenance, etc. Single server models in which the server occasionally be-

comes unavailable have been studied as vacation models [66, 73]. In vacation

queueing models, a server may take a vacation when it becomes idle and will be
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available to give service only after the vacation is over. Vacation models have

been instrumental in the analysis of manufacturing systems, call centers, and

telecommunication systems where the server, machine or employee becomes

temporarily unavailable for reasons such as maintenance or cost saving [24].

Some systems require a setup time at the end of every idle period. Welch

considered a general class of such systems, in which the service time of the first

job is drawn from a different distribution than the service time of other jobs [97].

This applies to the special case of a server with setup delay, where the service

time of the first customer is drawn from the distribution of D+S, with the D

and S random variables representing setup and service time, respectively. This

line of thought can also be applied to analyze systems with vacations and setup

delays [17, 43]. While most of the research on vacation models has been focused

on the FIFO policy, an M/G/1 PS system with multiple vacations is considered in

[7], and an integral equation that describes the mean conditional response time

is derived following the approach used in [55].

Variants of vacation models have also been used in analyzing the energy-

performance trade-off inherent in the energy-aware control of single server

queueing systems [26, 39, 61, 63, 67]. Gandhi et al. [26] studied the energy-

performance trade-off in an M/M/1/setup system without the idle timer and using

the ERP cost function (3.3). They showed the optimal policy does not randomize

over multiple sleep states, rather it selects a single sleep state deterministically

and switches the server to that state whenever it becomes idle. Furthermore,

the optimal turn-on threshold was shown to be k∗ = 1 when service times are

exponentially distributed. Maccio and Down [61, 63] considered an M/M/1/setup

FIFO system with exponentially distributed idle timer, and showed explicitly

only for the ERWS metric that the optimal policy is either NeverOff or InstantOff.

In addition, they gave a heuristic argument for the claim that the result would

be valid for a general cost metric having a similar form as (3.4). This chapter

significantly generalizes the optimality results of [26, 61, 63] by analyzing the

energy-performance trade-off for the FIFO, PS and SRPT scheduling policies.

The models discussed above target power savings by switching a system to a

low power sleep state when it becomes idle. By contrast, the DVFS technique

introduced in Chapter 2 provides power saving capability by varying the service

speed as a function of system load. This technique is studied in [102] using the

ERWS cost function. A batch arrival system with variable service rate is also

studied in [106], and distributional properties of response time are investigated.

The model in [77] considers the case where jobs are processed with a reduced

service rate while the system is in power saving mode.
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Figure 4.1. A busy cycle of an MX /G/1/setup system consisting of the sleep, setup, busy and idle
states and their power consumption.

The following section analyzes the busy cycle and mean power consumption

of an energy-aware server. The resulting expressions are then used in later

sections to derive the mean response time metric for the MX /G/1/setup system

under the three main scheduling policies, FIFO, PS and SRPT.

4.3 The busy cycle of an energy-aware server

Consider the energy-aware MX /G/1/setup system described in Section 4.1. As-

sume also a work-conserving scheduling policy. The server goes through the

sleep and setup states, processes jobs in the busy state by applying the schedul-

ing policy, and becomes idle. After visiting the idle and busy states, possibly

a number of times, it eventually switches to the sleep state. The time instant

at which the idle timer expires and the server switches from idle to sleep is a

regeneration point, i.e., the stochastic nature of the system before and after that

instant can be analyzed completely independently by applying the theory of

regenerative processes [83].

Figure 4.1 illustrates the MX /G/1/setup system with the regeneration points

shown as cross marks. The busy cycle, C, of the system starts and ends at these

regeneration points. The left axis represents unfinished work of the system,

which increases when a batch arrives by an amount equal to the sum of the

service times of the jobs within the batch and decreases at a rate of 1 time unit

per time unit when jobs are processed in the busy period. The right axis shows

the power consumption as a function of time.

The mean number of jobs that arrive during sleep and setup states is given by

E[β](k+λbE[D]),

and those that arrive during the idle period are λbE[β]E[I]. However, recall

that there could be more than one idle period in a busy cycle. Hence, the mean
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aggregate number of jobs that arrive while the server is idle is

λbE[β]E[IT].

Jobs that are present in the system by the end of the setup and idle states will

start their own busy period. Thus, the mean number of jobs served in a busy

cycle is given by

E[N]=E[β]
k+λbE[D]+λbE[IT]

1−ρ
, (4.3)

and the average length of the busy cycle is

E[C]= E[N]
λbE[β]

=
k
λb

+E[D]+E[IT]

1−ρ
. (4.4)

Denoting the proportion of time spent in each of the idle, sleep, setup, and busy

energy states by pi,ps,pd and pb, respectively, we have

pi =
E[IT]
E[C]

, ps = k/λb

E[C]
pd =

E[D]
E[C]

pb = ρ. (4.5)

For a work conserving scheduling policy, the power consumption of the system

depends only on the proportion of time spent in each state. For an ordinary

MX /G/1 system with only busy and idle states, these proportions are ρ and 1−ρ,

respectively. This yields

E[PMX/G/1]= ρPb + (1−ρ)Pi. (4.6)

Similarly, Theorem 1 gives the mean power consumption of the MX /G/1/setup

system.

Theorem 1. For an MX /G/1/setup system controlled by a policy in Π, the mean

power consumption is given by

E[P]=E[PMX/G/1]+ (1−ρ)
k
λb

(Ps −Pi)+E[D](Pd −Pi)
k
λb

+E[D]+E[IT]
, (4.7)

where E[PMX/G/1] is given by (4.6).

Proof: The proportion of time spent in the four energy states dictates the

mean power consumed in a busy cycle. By utilizing the theory of regenerative

processes, we have

E[P]= pbPb + piPi + psPs + pdPd.
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Using (4.5) in the above equation gives us (4.7). �
This easily demonstrates that the energy-aware MX /G/1/setup system con-

sumes more power than the non-energy-aware MX /G/1 system when

E[D](Pd −Pi)>
k
λb

(Pi −Ps).

This observation has also been discussed in [61], albeit for an M/M/1/setup

system with exponentially distributed idle timer.

Now consider the waiting time of jobs that arrive in the sleep or setup states.

While the total waiting time of such jobs depends on the employed scheduling

policy, the waiting time until the start of the busy period can be analyzed

independent of the scheduling policy. Let Q denote this waiting time. The

arrival events of an arbitrary job associated with the sleep and setup states are

As = Job is in one of the initiating k batches that arrive in the sleep state,

Ad = Job arrives during the setup delay.

Thus, the waiting time of a job conditioned on the state of the system is

Q|As = QR
s +D

Q|Ad = DR ,
(4.8)

where Qs is the waiting time in a sleep state, D is the setup delay defined

in the model description and superscript R represents the residual lifetime of

the respective random variable. Due to PASTA [104], the probability that an

arriving job finds the system in a particular state is given by the time proportions

in (4.5). Thus,

E[Q]= ps(E[QR
s ]+E[D])+ pdE[DR]. (4.9)

The mean residual lifetime of the setup delay, see [54], is

E[DR]= E[D2]
2E[D]

. (4.10)

Similarly, a job that arrives while the server is in a sleep state can be in any of

the k batches. Thus

E[QR
s ]= 1

k

k−1∑
j=0

j
λb

= k−1
2λb

. (4.11)

Applying (4.5),(4.10) and (4.11) on to (4.9), we get
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E[Q]= 1−ρ

k+λbE[D]+λbE[IT]

(
k(k−1)

2λb
+kE[D]+λb

E[D2]
2

)
. (4.12)

4.4 Energy-aware server with FIFO scheduling

This section analyzes and derives the mean response time of an MX /G/1/setup

FIFO system. The analysis closely follows that of an M/G/1/setup FIFO system

studied in Publications I and V. Publication I is an extended journal version of

Publication V.

The mean response time of an ordinary MX /G/1 FIFO system is given by

E[T]= λbE[β]E[S2]+bE[S]
2(1−ρ)

+E[S]. (4.13)

See [30] for the derivation. Note also that when b = 0, i.e., for Poisson arrivals,

the first term of (4.13) becomes the Pollaczek-Khinchin mean waiting time

formula for an M/G/1 FIFO system, as expected. Theorem 2 gives the mean

response time equation for an MX /G/1/setup FIFO system.

Theorem 2. For an MX /G/1/setup FIFO system controlled by a policy in Π,

the mean response time is given by

E[T]=E[TMX/G/1−FIFO]

+ 1
k+λbE[D]+λbE[IT]

(
k(k−1)

2λb
+kE[D]+ λb

2
E[D2]

)
,

(4.14)

where E[TMX/G/1−FIFO] is given by (4.13).

Proof: Due to FIFO scheduling, the mean response time is

E[T]=E[W]+E[S],

where W is the waiting time of jobs. The mean waiting time is derived in three

parts:

E[W]=E[Wb]+E[Ws]+E[Wd],

corresponding to the waiting time of an arbitrary job due to the busy, sleep and

setup states, respectively. However, the last two terms are associated with the

waiting time in the sleep and setup states, and are given by (4.12), which results

in

E[W]=E[Wb]+E[Q], (4.15)

corresponding to the waiting time of an arbitrary job due to the busy, sleep and
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setup states, respectively.

The mean waiting time of a job due to the busy period is

E[Wb]=pbE[SR]+E

[
Ñw+X∑

j=1
S j

]
, (4.16)

where pb is the probability of arriving during a busy period, SR is the residual

service time of the job in service, X is the number of jobs that arrive in the same

batch as an arbitrary job but get served ahead of it, Ñw is the number of waiting

jobs at the arrival time of a job and S j refer to their service times. Since Ñw +X

and S are independent

E

[
Ñw+X∑

j=1
S j

]
= (E[Ñw]+E[X ])E[S].

By applying PASTA and Little’s result, we get E[Ñw]=E[Nw]=λbE[β]E[W] and

pb=ρ. Moreover, jobs within the same batch are assumed to be served in random

order since the scheduling policy is FIFO, which gives

E[X ]= b
2

.

Recall that b is defined as the mean number of other jobs in a batch with at least

one job. The remaining service time of the job in service is the residual lifetime

of the service time distribution, and its mean is

E[SR]= E[S2]
2E[S]

,

see [53]. Substituting these in (4.16) yields

E[Wb]= ρ
E[S2]
2E[S]

+ρE[W]+ b
2

E[S]. (4.17)

Equation (4.14) follows straightforwardly from (4.12), (4.15) and (4.17). �
The mean waiting time terms E[Wb],E[Ws] and E[Wd] are also derived in [58]

from the Laplace-Stieltjes-Transform of the waiting time distribution. The same

system with the turn-on threshold k = 1 is also analyzed in [8].

Remark. The mean response time of the MX /G/1/setup system given by (4.14)

is a sum of two terms. The first term corresponds to the mean response time of

an ordinary MX /G/1 system without setup delay, whereas the second term is the

performance penalty introduced due to the setup delay and turn-on threshold.

This decomposition property was identified and studied in [97].
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4.5 Energy-aware server with PS scheduling

This section analyzes an MX /G/1/setup PS system based on the work done in

Publication III.

Under PS, all jobs equally share the server’s capacity. Therefore, a job that

arrives during the busy or idle periods will immediately start getting service

without waiting. The size or service time, S, of a job is the time it takes to fully

process the job if it were to be served alone, whereas the processing time U is

the the amount of time needed to process a job when it has to share the server

with other jobs.

Define a type-s job as a job of size s, i.e. S = s. Let U(s) be the mean processing

time of a type-s job. Thus, it is given by the conditional expectation

U(s)=E[U |S = s].

For an ordinary MX /G/1 PS system, Kleinrock et al. in [55] showed that the

derivative of U(s) can be solved from the following integral equation

U ′(s)= 1+bF̄(s)+λbE[β]
∫∞

0
U ′(s)F̄(s+ x)dx

+λbE[β]
∫s

0
U ′(s)F̄(s− x)dx.

(4.18)

Recall that F̄(s) is the tail probability of service time distribution. In addition,

the mean processing time is

E[U]=
∫∞

0
f (s)U(s)ds =

∫∞

0
f (s)

∫s

0
U ′(t)dtds, (4.19)

which is the same as the mean response time of the ordinary MX /G/1 PS system

given by

E[TMX/G/1−PS]=E[U].

However, the energy-aware MX /G/1/setup system introduces the waiting time

related to the sleep and setup states. Therefore, the response time becomes

T =Q+U ,

where Q is the waiting time in the sleep and setup states and its mean value is

given by (4.12). For U , we derive an integral equation, which is slightly different

from (4.18).
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Now, consider again a type-s job with mean conditional processing time U(s).

Theorem 3 provides the mean response time of an MX /G/1/setup PS system with

respect to an integral equation for U ′(s).

Theorem 3. For an MX /G/1/setup PS system controlled by any policy in Π, the

mean response time is given by

E[T]=E[Q]+
∫∞

0
f (s)U(s)ds, (4.20)

where E[Q] is given by (4.12), U(s) is the mean conditional processing time of a

type-s job, and its derivative U ′(s) is the unique solution of

U ′(s)= 1+KF̄(s)+λbE[β]
∫∞

0
U ′(y)F̄(s+ y)d y

+λbE[β]
∫s

0
U ′(y)F̄(s− y)d y (4.21)

with K = b+2λbE[β]E[Q].

Proof: For a sufficiently small time interval � (so that the possibility of

having an arrival or departure within the interval is negligibly small), the mean

conditional processing time of a tagged job1 with size s+� is

U(s+�)=U(s)+�+�E[L(s)],

where L(s) is the number of jobs which were being processed at the time instant

the tagged job attained s units of service. These jobs could have been already in

the system by the time the tagged job started service (L1(s)), or they could have

arrived while the job is in service (L2(s)). Therefore, taking the derivative of the

above equation and splitting L(s) into its two components, we have

U ′(s)= 1+E[L1(s)]+E[L2(s)]. (4.22)

When the job being studied is the only job in the system, we have E[L1(s)] =
E[L2(s)]= 0, and the processing time of the tagged job grows at rate 1.

The mean number of jobs that have been already in the system by the time

the tagged job started service is given by

E[L1(s)]=psE[L1(s)|As]+ pdE[L1(s)|Ad]

+ pbE[L1(s)|Ab]+ piE[L1(s)|Ai],
(4.23)

1Here, the job is referred to as a ‘tagged job’ instead of a type-(s+�) job to make the
notation convenient.
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where

As = “Tagged job was in one of the initiating

k batches that arrived in the sleep state”

Ad = “Tagged job arrived during the setup delay”

Ai = “Tagged job arrived during the idle period”

Ab = “Tagged job arrived during the busy period”.

By using the probabilities in (4.5) and accounting for jobs that already were in

the system by the time the tagged job started service, we have

E[L1(s)]= (b+2λbE[β]E[W])F̄(s)+λbE[β]
∫∞

0
U ′(y)F̄(s+ y)d y.

See Publication III, pp. 102–103 for the detailed derivation of E[L1(t)].

For E[L2(s)], we may use a similar formula as in the case of an ordinary

MX/G/1 PS queue [6],

E[L2(s)]=λbE[β]
∫s

0
U ′(y)F̄(s− y)d y.

By substituting the expressions for E[L1(s)] and E[L2(s)] in (4.22), we get the

required integral equation (4.21).

The integral equation in (4.21) has the same form as that of the ordinary

MX/G/1 PS queue (4.18), except that b is replaced by b+2λbE[β]E[Q]. Thus, for

a stable system with ρ =λbE[β]E[S]< 1, Equation (4.21) has a unique solution,

see [6, Theorem 1]. �
Remark The integral equation given in (4.21) reduces to that of (4.18) when

E[IT] →∞, or k = 1 and D = 0. An M/G/1 PS system with multiple vacations

is also studied in [7]. The difference between the waiting time in the vacation

model and the M/G/1/setup PS system is that there is at least one job that waits

for the entire setup period in the M/G/1/setup system, whereas the waiting time

of a job in a vacation system is just the remaining lifetime of a vacation.

The integral equation is solved for exponential and deterministic service times

in Publication III, p. 103. For exponentially distributed service times, the

MX /G/1/setup PS system provides the same mean response time as the FIFO

system given in (4.14).

Numerical studies of the MX /G/1/setup PS system reveal an interesting prop-

erty that deterministic service time distribution gives the upper bound on mean

response time. This is due to the fact that a system with setup delay and/or
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batch arrivals accrues jobs, and these jobs will leave the system at the same

time if the service time distribution is deterministic, making it the worst case

for the response time in a PS system.

4.6 The ordinary MX /G/1 SRPT system

This section analyzes the ordinary MX /G/1 system with SRPT scheduling. The

analysis is based on the work presented in Publication II. The analysis follows

the same approach as in [82] by first considering the mean conditional response

time of a tagged job with size s, which we again refer to as a type-s job for

brevity.

For any s ≥ 0, define S̃ = S̃(s) as the conditional service time S given that S ≤ s.

Specifically, we need its mean value given by

E[S̃]=E[S|S ≤ s]= 1
F(s)

∫s

0
t f (t)dt, (4.24)

and the second moment, which equals

E[S̃2]=E[S2|S ≤ s]= 1
F(s)

∫s

0
t2 f (t)dt. (4.25)

Schrage and Miller [82] derived the well known closed form expression for the

mean response time of an ordinary M/G/1-SRPT queue, with only busy and idle

states,

E[TM/G/1−SRPT]= λ

2

∫∞

0

F(s)E[S̃2]+ F̄(s)s2

(1−ρ(s))2 f (s)ds+
∫∞

0

F̄(s)
1−ρ(s)

ds, (4.26)

where jobs arrive according to a Poisson process with rate λ, and ρ(s) denotes the

proportion of time the server is busy processing jobs that are originally shorter

than s in size,

ρ(s)=λ

∫s

0
t f (t)dt =λF(s)E[S̃].

The response time of a job is composed of waiting time (first term in (4.26))

and residence time (second term in (4.26)). The waiting time W of a job is defined

as the time elapsed between its arrival time and its first instance in service. The

residence time R covers the remainder of the response time, which includes its

service time plus any additional time spent waiting due to pre-emption imposed

by SRPT.

The system is analyzed by first deriving the mean conditional waiting time,
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Figure 4.2. Idle and busy period variants of an ordinary MX /G/1 SRPT system. Si denotes the
size of arrival i, and SR

i represents the remaining size of arrival i.

E[W(s)], for a test job of size s as

E[W(s)]= λ

2
F(s)E[S̃2]+ F̄(s)s2

(1−ρ(s))2 . (4.27)

Here, the same approach is followed to analyze the ordinary system with batch

arrivals.

For the MX /G/1 SRPT system, the fraction of time spent in serving jobs shorter

than s is

ρ(s)=λbE[β]
∫s

0
t f (t)dt =λbE[β]F(s)E[S̃]. (4.28)

With this modification, the mean residence time is still given by

E[R]=
∫∞

0

F̄(s)
1−ρ(s)

dt, (4.29)

as will be explained later. The mean waiting time, however, is not so straightfor-

ward and needs further analysis.

Let B denote an entire busy period, and B(s) be a type-s busy period, in which

all the jobs getting service have original or remaining size less than s. In

particular, all jobs having size less than s that arrive during a type-s busy period

are served in the same type-s busy period. Figure 4.2 illustrates the idle and

busy periods involved in such a system. The busy cycle, C, consisting of the idle

and busy periods, is represented by the cross marks at either end. The vertical

group of arrows represent jobs arriving in the same batch, whereas two variants

of type-s busy period, B1(s) and B2(s) are shown as blocks. In total, the entire

regeneration cycle, which in this case is the same as the busy cycle, contains

four periods two of which are type-s busy periods.
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Type-s busy period B1(s) is started by a batch that arrives when the system

is idle or the remaining size of a job in service is larger than s (SR > s). Note

that B1(s) > 0 if the arriving batch contains at least one job that is smaller

than s. Otherwise B1(s) = 0. We refer to this interval as period 1 for the sake

of notational convenience. Figure 4.2 shows a B1(s) type-s busy period that is

started by a batch of three jobs, of which two are shorter than s in size.

The second variant of a type-s busy period, B2(s), is started when the re-

maining size of a large job is eventually reduced to s (SR = s). We refer to the

corresponding period as period 2. Note the difference between B1(s) and B2(s).

The former can be started by a group of jobs while the latter is started by exactly

one job of remaining size s. In period 3 the job being served is larger than s in

size (SR > s), whereas period 4 corresponds to the idle period during which the

system is empty.

A type-s job that arrives during periods 3 or 4 needs to wait until the end of

the busy period started by shorter jobs that arrive in its own batch. Let Wb(s)

denote this waiting time. Conversely, a type-s job that arrives during periods

1 or 2 should wait until the on going type-s busy period is over, in addition to

Wb(s). Thus,

E[W1(s)]=E[B1(s)2]
2E[B1(s)]

+E[Wb(s)], E[W2(s)]= E[B2(s)2]
2E[B2(s)]

+E[Wb(s)],

E[W3(s)]=E[Wb(s)], E[W4(s)]=E[Wb(s)],

(4.30)

where E[Wi(s)] is the expected conditional waiting time in period i. Denoting

the probability of arriving in period i by pi, we have

E[W(s)]=
4∑

i=1
piE[Wi(s)]. (4.31)

The fraction of time spent on jobs shorter than s (original or remaining size) is

a(s)= ρ(s)+λbE[β]F̄(s)s.

Then each probability is given by

p1 = p2 −a(s), p2 =λbE[β]F̄(s)E[B2(s)],

p3 = ρ−ρ(s), p4 = 1−ρ.
(4.32)

The expressions for p1, p3, and p4 follow straightforwardly from the respective
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period definitions. The expression for p2 can be derived as follows

p2 = E[Ñ]E[B2(s)]
E[C]

, (4.33)

where Ñ is the number of B2(s) type-s busy periods in one complete busy cycle

C. Denoting the number of jobs served in a busy cycle by N, we have

E[C]= E[N]
λbE[β]

.

Furthermore, Ñ is a random variable given by

Ñ|N ∼Bin(N, F̄(s)),

where Ñ|N represents the conditional distribution of random variable Ñ condi-

tioned on N. Substituting these in (4.33), we arrive at the expression given in

(4.32).

Proposition 1. For an MX /G/1 SRPT system, the expected waiting time of a

type-s job caused by jobs in its own batch is given by

E[Wb(s)]= b
F(s)E[S̃]
1−ρ(s)

. (4.34)

Proof. Consider an M/G/1 queue with arrival rate λb and modified service times

S′ for which E[S′]=E[β]F(s)E[S̃]. The expected waiting time E[Wb(s)] is equal

to a busy period of such a queue with initial workload of size S′
0,

S′
0 =

M0∑
i=1

Si

where M0|β0 ∼Bin(β0,F(s)) and E[β0]= b, see, e.g., [88]. By this argument

E[Wb(s)]= E[S′
0]

1−λbE[S′]
= bF(s)E[S̃]

1−λbE[β]F(s)E[S̃]
= b

F(s)E[S̃]
1−ρ(s)

.

�
Note the difference between S′

0 and S′. While S′
0 is the aggregate service time

of jobs that are smaller than s that arrive in the same batch as the type-s job,

S′ is the aggregate service time of jobs (smaller than s) in a batch that arrives

during the busy period started by jobs in S′
0.

For the complete description of the mean conditional waiting time given in

(4.31), we need the first and second moments of B1(s) and B2(s). These are given

in Propositions 2 and 3.
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Proposition 2. The first and second moments of B1(s) are given by

E[B1(s)]=E[β]
F(s)E[S̃]
1−ρ(s)

,

E[B1(s)2]=E[β]
F(s)E[S̃2]+F(s)2E[S̃]2b

(1−ρ(s))3

(4.35)

Proof: Recall B1(s) is started by those jobs in a batch that are shorter than

s. The proof follows the same line of thought as the proof of Proposition 1 by

considering the aggregate service time of jobs that start the B1(s) busy period.

For a complete proof see Publication II, pp. 96. �

Proposition 3. The first and second moments of B2(s) are given by

E[B2(s)]= s
1−ρ(s)

,

E[B2(s)2]= s2

(1−ρ(s))2 +λbE[β]s
F(s)E[S̃2]+F(s)2E[S̃]2b

(1−ρ(s))3

(4.36)

Proof: B2(s) is started by a job, with original size larger than s, when its

remaining size becomes s. The proof, again, follows the same line of thought

as the proof of Proposition 1 by considering the aggregate service time of jobs

that arrive in a busy period with an initial work of s. For a complete proof see

Publication II, pp. 96–97. �

Proposition 4. For an MX/G/1 SRPT system, the mean conditional waiting

time of a type-s job is given by

E[W(s)]= λbE[β](F(s)E[S̃2]+ F̄(s)s2)
2(1−ρ(s))2 + (2−ρ(s))F(s)E[S̃]b

2(1−ρ(s))2 . (4.37)

Proof: The proof follows from (4.31) by applying (4.30),(4.32) and (4.34) together

with the first and second moments given in (4.35) and (4.36). �

The mean conditional waiting time of an ordinary M/G/1-SRPT queue given

in [82] is a special case of (4.37) where E[β]= 1 and b = 0 for Poisson arrivals.

Now consider the expected residence time of the MX /G/1 system. We can still

apply the argument introduced in Proposition 1 that the MX /G/1 queue can be

regarded as an M/G/1 queue with modified service times S′. Hence, the expected

residence time is still given by (4.29) with ρ(s) redefined as ρ(s) = λbE[S′] =
λbE[β]F(s)E[S̃]. Below, we provide a complete expression for the mean delay in

an MX/G/1-SRPT system in Theorem 4.
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Figure 4.3. Idle and busy period variants of an MX /G/1/setup SRPT system.

Theorem 4. For an MX/G/1-SRPT system, the mean delay E[T] of a type-s job

is given by

E[T]=λbE[β]
2

∫∞

0

F(s)E[S̃2]+ F̄(s)s2

(1−ρ(s))2 f (s)ds+
∫∞

0

F̄(s)
1−ρ(s)

ds

+b
∫∞

0

(2−ρ(s))F(s)E[S̃]
2(1−ρ(s))2 f (s)ds.

(4.38)

Once again, when β= 1 and b = 0 as for an ordinary Poisson arrival process,

(4.38) turns into the mean delay expression in [82]. To the best of our knowledge,

Theorem 4 is in itself a novel result.

4.7 Energy-aware server with SRPT scheduling

This section analyzes the energy-aware single server as an MX /G/1/setup SRPT

system. The analysis is based on the work in Publications II and IV. Publication

II is a journal version, which extends Publication IV by allowing batch arrivals.

In the MX /G/1/setup SRPT system, a job has to wait in the queue not only

when shorter jobs are being served, but also when the server is in one of the

sleep or setup states. On the other hand, the residence time of a job is always

related to the busy state. For this reason, the mean residence time given in

(4.29) still applies to the MX /G/1/setup SRPT system, where ρ(s) is given by

(4.28).

Next, the mean waiting time of the MX /G/1/setup SRPT system is analyzed

by first considering the mean conditional waiting time of a type-s job. During

one full busy cycle, the server goes to sleep, waits for k batches of jobs to arrive,

then transits through setup, and starts serving the accumulated jobs in the busy

state. After alternating between busy and idle states, it eventually goes back to

the sleep state when the idling timer expires, marking the end of one busy cycle.
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The busy cycle is divided into seven different periods with respect to the

waiting time experienced by a type-s job. Three of these periods are directly

resulting from the sleep (period 1), setup (period 2) and idle (period 7) states.

The remaining four periods are subdivisions of the busy period B. Figure 4.3

illustrates all the periods in one busy cycle. The busy period is composed of three

variants of type-s busy periods (periods 3, 4 and 5) and one non-type-s period

(period 6), in which the job being served has a remaining size greater than s.

Period 3 is a type-s busy period started immediately after period 2 ends by

the jobs that arrived during periods 1 or 2 and having size smaller than s. This

period is also referred to as B3(s). Period 4 is another variant of a type-s busy

period started by jobs having original size larger than s when their remaining

size is reduced to s. We refer to this variant of a type-s busy period as B4(s). The

last variant of a type-s busy period is period 5, which is started by batches that

arrive when the server is idle or busy processing a job of remaining size larger

than s. We denote this type-s busy period by B5(s). Note the difference between

B3(s) and B5(s). While B3(s) is started immediately after the setup state by

batches that accumulate during sleep or setup, B5(s) is started by a batch that

arrives later on.

Consider now a type-s job that arrives at a random time instant. Let pi

represent the probability that the job arrives during period i. Thus, the mean

conditional waiting time of the type-s job can be derived by conditioning over its

arrival time as

E[W(s)]=
7∑

i=1
piE[Wi(s)], (4.39)

where E[Wi(s)] is the mean conditional waiting time of the job assuming it

arrives in period i. These arrival probabilities and mean conditional waiting

times are derived below.

The probability pi that the test job arrives during period i is given by the ratio

of the mean length of period i to E[C] given in (4.4). For periods 1, 2 and 7, the 4

respective probabilities are given in (4.5), i.e.

p1 = ps, p2 = pd, p7 = pi.

Now, the proportion of time the server spends on jobs whose remaining process-

ing time is less than s is given by

a(s)= ρ(s)+λbE[β]sF̄(s). (4.40)
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On the other hand, p3 + p4 + p5 represents the same proportion of time. Thus,

p3 + p4 + p5 = a(s).

Finally, the proportion of time that the server is busy, p3 + p4 + p5 + p6, must be

equal to ρ,

p3 + p4 + p5 + p6 = pb = ρ.

The probability that an arriving job would find the system in each period is

given by

p1 = k
λbE[C]

, p2 = E[D]
E[C]

,

p3 = E[B3(s)]
E[C]

p4 =λbE[β]F̄(s)E[B4(s)]

p5 = a(s)− p3 − p4, p6 = ρ−a(s),

p7 = E[IT]
E[C]

.

(4.41)

Note that period 4 is identical to period 2 of the ordinary MX /G/1-SRPT system

discussed in the preceding section. Thus, p4 can be derived following a similar

argument as given earlier. Note also that period 5 is similar to period 1 in the

ordinary system.

Now consider the mean conditional waiting time. A type-s job that arrives

during any period in the busy cycle will have to wait at least until end of the

type-s busy period started by jobs in its own batch. Recall that this is denoted

by Wb(s).

A type-s job that arrives during periods 3, 4, or 5 would have to wait until the

current type-s busy period is completed in addition to Wb(s). Thus, the mean

waiting time is given by

E[Wi(s)]= E[Bi(s)2]
2E[Bi(s)]

+E[Wb(s)], (4.42)

for i ∈ {3,4,5}.

On the other hand, if the type-s job arrives during periods 1 or 2 (sleep or

setup), it will experience the remaining time until the end of setup and after

that also the corresponding busy period related to B3(s). We will return to the

derivation of E[W1(s)] and E[W2(s)], when we analyze the moments of B3(s).

Finally, during period 6 jobs larger than s are being served. Hence, the waiting

time of a type-s job that arrives during this period is just Wb(s). Similarly,

period 7 being the idle period, the waiting time of a type-s job in this period is
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again Wb(s), the mean of which is given by (4.34). Hence, we obtain

E[W6(s)]=E[W7(s)]=E[Wb(s)]= b
F(s)E[S̃]
1−ρ(s)

. (4.43)

A complete expression for the mean waiting time given in (4.42) requires the

first two moments of B3(s), B4(s), and B5(s). The result for B3(s) is given first in

Proposition 5.

Proposition 5. The first and second moments of B3(s) are given by

E[B3(s)] = (k+λbE[D])
E[β]F(s)E[S̃]

1−ρ(s)
, (4.44)

E[B3(s)2] = (k+λbE[D])E[β]
F(s)E[S̃2]+b(F(s)E[S̃])2

(1−ρ(s))3

+(
k(k−1)+2kλbE[D]+λ2

bE[D2]
)(E[β]F(s)E[S̃]

1−ρ(s)

)2

. (4.45)

Proof. Recall that B3(s) is a type-s busy period that is started by those jobs

that arrived during period 1 (sleep) and 2 (setup) and are in size smaller than

s. The number of such jobs is a random variable and we denote it by N3. Once

again, the system can be thought of as an M/G/1 queue with initial workload of

S0 =∑N3
i=1 Si, with arrival rate λb and mean job size E[S′]=E[β]F(s)E[S̃]. For a

complete proof, see Publication II, pp 99–100. �

With the moments of B3(s) now available we can analyze the conditional

waiting time W1(s) and W2(s) that a type-s job experiences if it arrives during

period 1 (sleep) or 2 (setup), respectively. The results are stated below in

Corollaries 1 and 2.

Corollary 1. For a test job with size s that arrives during period 1 (sleep), the

mean conditional waiting time E[W1(s)] is given by

E[W1(s)]= k−1
2λb

· 1+ρ(s)
1−ρ(s)

+ E[D]
1−ρ(s)

+b
F(s)E[S̃]
1−ρ(s)

. (4.46)

Proof. The proof for this corollary is given in Publication II, pp. 100. �

Corollary 2. For a test job with size s arriving in period 2 (setup), the mean

conditional waiting time E[W2(s)] is given by

E[W2(s)]= k
λb

· ρ(s)
1−ρ(s)

+ E[D2]
2E[D]

· 1+ρ(s)
1−ρ(s)

+b
F(s)E[S̃]
1−ρ(s)

. (4.47)

Proof. The proof for this corollary is given in Publication II, pp. 101. �

Next, consider the first and second moments of the B4(s) busy period. The
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results are stated in Proposition 6 below.

Proposition 6. The first and second moments of B4(s) are given by

E[B4(s)]= s
1−ρ(s)

,

E[B4(s)2]= s2

(1−ρ(s))2 +λbE[β]s
F(s)E[S̃2]+F(s)2E[S̃]2b

(1−ρ(s))3

(4.48)

Proof. Recall that B4(s) is started by exactly one job that is originally larger

than s, when its size is eventually reduced to s. Therefore, B4(s) has identical

stochastic behavior as B2(s) of the ordinary MX /G/1 SRPT system, and the proof

is the same as that of Proposition 3. �

Proposition 7. The first and second moments of B5(s) are given by

E[B5(s)]=E[β]
F(s)E[S̃]
1−ρ(s)

,

E[B5(s)2]=E[β]
F(s)E[S̃2]+F(s)2E[S̃]2b

(1−ρ(s))3

(4.49)

Proof. B5(s) is started by a batch that arrives during period 6 or period 7.

Therefore, B5(s) has identical stochastic behavior as the B1(s) of the ordinary

MX /G/1 SRPT system. Hence, the proof is the same as that of Proposition 2. �

Theorem 8 gives the complete expression for the mean conditional waiting

time E[W(s)].

Proposition 8. For the energy-aware MX /G/1-SRPT queue under study, the

mean conditional waiting time of a type-s job is given by

E[W(s)]=E[W(s)MX /G/1−SRPT]

+ 1−ρ

k+λbE[D]+λbE[IT]

(
k(k−1)

2λb
+kE[D]+ λb

2
E[D2]

)
1

(1−ρ(s))2 ,

(4.50)

where E[W(s)MX/G/1−SRPT] is given by (4.37).

Proof. The proof follows directly by applying the derived results on (4.39).

The probabilities of arriving in a given period are expressed in equations (4.41)

together with (4.28), (4.3) and (4.40). �
The resulting formula has a strikingly compact form, consisting of the waiting

time as in the ordinary MX /G/1-SRPT queue plus an additional waiting time due

to idling timer and the setup delay. Note also that, when E[IT]→∞ the formula

reduces to the one for the ordinary MX /G/1-SRPT queue, and also when k = 1
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and E[D]= 0. Recall that the overall mean delay satisfies E[T]=E[W]+E[R],

where E[R] is the mean residence time given by (4.29). Since E[R] is the same

for the ordinary MX /G/1-SRPT queue as for our system, we can conclude that

the expression for the overall mean delay E[T] in our system is as expressed in

Theorem 5 below.

Theorem 5. For the energy-aware MX /G/1/setup SRPT queue under study,

the mean delay of jobs E[T] is given by

E[T]= E[TMX/G/1−SRPT]

+ 1−ρ

k+λbE[D]+λbE[IT]

(
k(k−1)

2λb
+kE[D]+ λb

2
E[D2]

)∫∞

0

f (s)
(1−ρ(s))2 ds,

(4.51)

where E[TMX/G/1−SRPT] is the mean delay in the ordinary MX /G/1-SRPT queue

given in (4.38).

For an ordinary Poisson process, where b = 0 and β= 1, (4.51) is the same as the

mean response time expression of an energy-aware M/G/1-SRPT queue given in

Publication IV.

4.8 Optimizing the energy-performance trade-off

With the mean response time and mean power consumption metrics determined

for the MX /G/1/setup system, we optimize the energy-performance trade-off

using the ERWS (3.2) and ERP (3.3) cost functions. The control variables

to be optimized are the idle timer I and the turn-on threshold k. The next

section covers the optimization over the idle timer based on the work done in

Publications I to V.

4.8.1 Idle timer

Before proceeding to optimizing the cost functions, let us first explore the relation

between I and IT given in (4.2). Recall also the model assumption that E[I]→∞
only when I →∞. Obviously, E[IT] = 0 only if I = 0 since the idle timer is a

non-negative random number. The case E[IT]→∞ implies P{I < A}= 0 which

will happen only when I →∞.

First, we show that the mean response time and mean power equations can be

expressed in the form

E[T]= A1 + B1

C+E[IT]
, E[P]= A2 + B2

C+E[IT]
, (4.52)

61



Energy-aware control of a single server

where constants A1, A2,B1,C > 0, whereas B2 is non-negative when

E[D](Pd −Pi)≥
k
λb

(Pi −Ps),

see the mean power equation (4.7).

Clearly, since A1,B1 > 0, E[T] is a decreasing function of E[IT]. When B2 > 0,

E[P] also becomes a decreasing function of E[IT], and the optimal control with

respect to the idle timer becomes trivial for any weighted sum or product form

cost function, i.e. I → ∞. By contrast, when B2 < 0, E[P] is an increasing

function of E[IT].

The mean power equation in (4.7) and the mean response time equations of

the FIFO and SRPT systems (4.14 & 4.51) are already in the form of (4.52).

Similarly for the MX /G/1-PS system, the mean response time is given by

E[T]=E[Q]+
∫∞

0
U(s) f (s)ds,

where E[Q] is give by (4.12) and U(s) is the mean conditional processing time

of a job with size s. Starting from this, it is possible to show that the mean

response time has the form given in (4.52), see Publication III, p. 104. With

these, the optimal configurations with respect to the idle timer are proved in

Propositions 6 and 7.

Theorem 6. Consider the MX /G/1/setup system with FIFO, PS or SRPT

scheduling policy. For the ERWS cost function (3.2), the optimal policy in Π

is either NeverOff (I =∞) or InstantOff (I = 0).

Proof: By (4.52), the objective function (3.2) can be written in the following

form:

w1E[T]+w2E[P]= w1 A1 +w2 A2 + w1B1 +w2B2

C+E[I]
,

which is clearly a monotonic function of E[I] in the whole interval [0,∞). When

w1B1+w2B2 ≥ 0 the ERWS cost decreases with increasing idle timer making the

NeverOff configuration the optimal choice, whereas InstantOff becomes optimal

otherwise. �

Theorem 7. Consider the MX /G/1/setup system with FIFO, PS or SRPT

scheduling policy. For the ERP cost function (3.3), the optimal policy in Π

is either NeverOff (I =∞) or InstantOff (I = 0).

Proof: By (4.52), the objective function (3.3) can be written in the following

form:

E[T]E[P]=
(
A1 + B1

C+E[I]

)(
A2 + B2

C+E[I]

)
.
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If B2 ≥ 0, then the objective function is clearly strictly decreasing so that the

optimal idling time is I =∞. Thus, from this on, we assume that B2 < 0. Let us

now consider the function f (x) defined for all real values of x as follows:

f (x)=
(
A1 + B1

C+ x

)(
A2 + B2

C+ x

)
.

1◦ First we show that the first derivative f ′(x) has at most one non-negative

root. By taking the first derivative of f (x) and rearranging the terms, we have

f ′(x)= 1
(C+ x)3

(−B1(A2(C+ x)+B2)−B2(A1(C+ x)+B1)) .

Clearly, the only possible root comes from the last part of this equation, which is

a linear function of x. If such a non-negative root x0 exists, it satisfies

x0 =− 2B1B2

A2B1 + A1B2
−C.

2◦ Now we show that any root of f ′(x) is a local maximum point. Let us assume

that such a root, x0, exists. The second derivative test can be applied to prove

this claim since f (x) is twice differentiable at x0. By taking the second derivative

of f (x) and applying it at x0, we get

f ′′(x0)= 2B1B2

(C+ x0)4 .

Since B2 < 0, we have f ′′(x0)< 0, which justifies the claim.

From 1◦ and 2◦, we deduce that f (x), when restricted to the interval x ∈ [0,∞),

has its minimum value at x = 0 or when x →∞, which completes the proof. �
Remark. The optimality result given in Theorems 6 and 7 might appear to

be an obvious consequence of the memoryless property of Poisson arrivals, as

argued in [61, 63]. However, this property does not necessarily lead to I = 0 or

I =∞ being optimal. To illustrate this, consider a more general cost function

given by

w1E[T]a1 +w2E[P]b2 ,

which is in the form of (3.4). For this general cost function, it is possible to

construct a counter-example where the optimal idle timer is neither 0 nor ∞,

see Publication V, p. 87.

The analysis in this chapter is based on an idle timer that is reset every time

it is interrupted by an arriving batch of jobs or when it expires. Let us now

consider a modified system where the timer is reset only when it expires as in

[61, 63]. In this case, IT = I so that E[IT] = E[I]. Thus, we conclude that the
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optimality results in Theorems 6 and 7 remain valid even when the timer is

reset only after its expiration.

4.8.2 Turn-on threshold

The turn-on threshold comes into consideration only when the server is placed

into sleep state. That is, if the optimal configuration with respect to the idle

timer is NeverOff, there is no need for optimizing with respect to the threshold.

Therefore, in this section we assume the optimal idle timer configuration is

InstantOff. We also restrict the model by assuming a Poisson arrival process

with rate λ, deterministic setup delay D and FIFO scheduling. With these

assumptions, the ERWS cost is a convex function of the threshold k and the

optimal value can be solved by solving a quadratic equation which results from

taking the derivative of the ERWS with respect to k [61].

When it comes to the ERP cost function, Gandhi et al. showed that the optimal

turn-on threshold for an M/M/1/setup system with deterministic setup delays

is k∗ = 1 [26]. Here, we extend this result by considering an M/G/1/setup FIFO

system and deriving sufficient conditions on service time variability for k∗ = 1 to

hold, when ERP is used as a cost function.

Let C[S] represent the coefficient of variation of service time given by

C[S]=
√

E[S2]
E[S]2 −1. (4.53)

It can be shown that for C[S]2 ≤ 2 and λD ≥ 1, the optimal configuration for

M/G/1/setup system is NeverOff, see Publication I, Sec. 3.4. Thus, we assume

λD < 1 in the following proposition.

Proposition 9. For an M/G/1/setup FIFO system controlled by an InstantOff

policy π ∈Π, with deterministic setup delays, the optimal turn-on threshold for

the ERP cost function is k∗ = 1, when λD < 1 and C[S]2 ≤ 2.

Proof: The proof of this proposition is covered in more detail in Publication I,

Sec. 3.4. �
Under these conditions (λD < 1 and C[S]2 ≤ 2), however, it may still be the

case that NeverOff is optimal, but if InstantOff is optimal, then the optimal

threshold is k∗ = 1.

Since C[S]2 = 1 for the exponential service time distribution, this result covers

the case considered in [26]. When C[S]2 > 2, the optimal threshold may not

necessarily be k = 1. This is illustrated in Section 4.9 using counter-examples in

which k∗ = 1.
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4.8.3 Optimal control for multiple sleep states

The analysis in the preceding sections is based on a model with a single sleep

state. Consider now a system with n sleep states so that sn is the shallowest

sleep state and s1 is the deepest one. In this section, we assume jobs arrive

according to a Poisson process to an energy-aware FIFO server, i.e., the model is

M/G/1/setup FIFO. We consider two sets of policies defined as follows:

Randomized policies (Πrnd). When the server becomes idle, it will start a

timer I, and waits until either a new job arrives or the timer expires. If the

timer expires before a new arrival, the server will independently and randomly

choose one of the possible sleeping states, say i, and a switch-on threshold, say k,

from a given distribution p= (pik; i ∈ {1, ...,n},k ∈ {1,2, ...}). The server will stay

in the chosen sleep state i until the queue length reaches the chosen threshold k.

At that time, the server is switched on so that after a setup delay denoted by Di,

which is an independent random variable with a general distribution depending

on state i, the system will start a new busy period and no further control actions

are possible until the server next becomes idle again.

Sequential policies (Πseq). A policy in Πseq selects the first j sleep states out

of the available n, i.e. sn, sn−1, ..., sn− j+1, and utilizes them as follows. An

idle timer (Iidle) is started whenever the server becomes idle. If a job arrives

before the timer expires, the server switches to the busy state and starts serving

the job immediately. However, if the timer expires before a job arrives, the

system transits to the shallowest sleep state (sn), where another idle timer

(In) is started. Arrival of a job before the expiration of this timer will put the

server in a setup state and the job will get service once setup is finished. If the

timer expires before a job arrives, the system will transit to the next lower sleep

state (sn−1) where the process repeats itself until the lowest sleep state sn− j+1

is reached. At the lowest sleep state, the system will wait until the queue length

reaches the chosen threshold k before the server is set up. Figure 4.4 illustrates

the state transitions of a system controlled by a policy in Πseq.

The Πseq and Πrnd set of policies provide considerable generalization over Π

(defined in the model description in Section 4.1) resulting in the relation Π⊂Πrnd

and Π⊂Πseq. However, below we show that the optimal policy in Πseq and Πrnd

is still a simple policy that belongs to Π.

Proposition 10. Consider the M/G/1/setup FIFO system. For the ERWS and

ERP cost functions, the optimal policy in Πrnd is deterministic, i.e., there are i∗

and k∗ such that pi∗,k∗ = 1.
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k arrivals

arrival

Timer In expires
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Sleep (sn-1)

Timer In-j+2 expires

Figure 4.4. State transitions of a system controlled by a policy in Πseq.

Proof: In a similar manner to the approach followed in the idle timer optimiza-

tion, the proof is based on expressing the mean response time and mean power

metrics in the form

E[T|p]= A1 + B1 pik +C1

D pik +E
, E[P|p]= A2 + B2 pik +C2

D pik +E
∀pi,k ∈P. (4.54)

where A1, A2,C1,C2,E > 0 and B1 +C1,B2 +C2,D +E > 0 but B1, B2, and D

may be negative. It is possible to show that the ERP and ERWS cost functions

are minimized by setting pik = 0 or pik = 1 for any i and k, which results in a

deterministic policy. See Publication I, Sec. 3.3 for the detailed proof. �
Therefore, in an M/G/1/setup FIFO system with multiple sleep states, the

optimal policy with respect to the ERWS and ERP metrics does not randomize

the sleep states. It either does not use a sleep state in the first place or chooses

one optimal sleep state and switches the server to that state immediately when

it becomes idle. The same conclusion has been drawn on the deterministic nature

of the optimal policy for an M/M/1/setup system without idle timer [26]. Next,

we provide the optimality result for the sequential policies.

Proposition 11. Consider the M/G/1/setup FIFO system. For the ERWS

and ERP cost functions, the optimal policy in Πseq either leaves the server idle

(Iidle =∞) or switches it immediately to the optimally chosen state si (Iidle = 0,

In = . . .= Ii+1 = 0, j = n− i+1).

Proof: The proof once again depends on expressing the E[T] and E[P] metrics

in the form of (4.52), where E[IT] is replaced by the mean of the time span

between the visit to sleep states i and i−1. See Publication I, Sec. 4.2 for the

complete proof. �
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(a) Exponential service time (b) Pareto service time

Figure 4.5. Mean response time comparison between FIFO, PS, and SRPT scheduling, with I = 0
and D = 10 s.

This shows that in the presence of multiple sleep states, the optimal policy nei-

ther randomizes nor sequentially transits the sleep states under the ERWS and

ERP cost functions. This is proved in Propositions 10 and 11 for an M/G/1/setup

FIFO system. This is expected to hold for a batch Poisson arrival system with PS

or SRPT scheduling since the random or sequential transition choices are made

outsize the busy periods and should not be affected by the choice of the schedul-

ing policy. With this we conclude the discussion on the energy-performance

optimization and proceed to the numerical illustration of the main results in

this chapter.

4.9 Numerical examples

This section provides numerical illustrations of the main results in this chapter.

With respect to the idle timer control, the performance of the two candidate

optimal policies (NeverOff and InstantOff) is explored. The optimal control with

respect to the turn-on threshold is also considered.

The sleep state of choice for the InstantOff policy is assumed to be the S3

discussed in Chapter 2.1. This state has been shown to provide a better balance

between power consumption and the accompanying setup delay compared to

S4 and S5 [48]. The system consumes Ps = 15 W while in this state and has

a setup delay of D = 10 s. Moreover, we use Pb = Pd = 200 W and Pi = 120 W.

Throughout the illustration, the mean service time is E[S]= 1 s.

Figure 4.5 illustrates the mean response time of the Instantoff and NeverOff

systems with FIFO, PS and SRPT scheduling when batch size β has geometric

distribution with mean E[β]= 2. Although not shown here for clarity, the E[T]

of FIFO and PS in a NeverOff system is greater than that of SRPT for all

load values. Not surprisingly, SRPT still outperforms the others even for the

InstantOff system. The interesting result in the case of InstantOff is that E[T]
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(a) ERP cost (b) ERWS cost

Figure 4.6. The ERP and ERWS cost of InstantOff normalized with respect to NeverOff.

decreases as load increases in the light-to-medium load region. While this is

uncharacteristic for a queueing system, it is also intuitive since much of the

delay in this region is due to the setup delay, and as the load increases the

system sleeps less frequently causing the setup delay to be less frequent as well.

Figure 4.6 shows the normalized ERP and ERWS cost of the InstantOff system

as a function of load for exponentially distributed service times. Figure 4.6a

shows that NeverOff has the lowest ERP at all load values. This is due to the

fact that ERP gives equal weight to E[T] and E[P], which means E[P] under

InstantOff should decrease by the same proportion to the increase in E[T] to

yield better ERP than NeverOff. For example, at ρ = 0.2, E[T] for Instantoff

is roughly four times that of NeverOff (see Figure 4.5). However, E[P] has not

decreased by the same factor, making NeverOff the optimal choice. This is due to

the long setup delay and high setup power. By contrast, the ERWS cost heavily

depends on the weights w1 and w2. Figure 4.6b shows that for w1 = w2 = 1,

InstantOff becomes optimal at low load values.

The ERP and ERWS costs in Figure 4.6 are obtained for a mean batch size of

E[β]= 2. Generally, an InstantOff system with batch arrivals incurs lower ERP

and ERWS costs compared to a system with Poisson arrivals (not shown here)

when everything else remains the same. For a given load, we have ρ = λE[S]

for the system with Poisson arrivals, whereas ρ =λbE[β]E[S] for batch arrivals,

which implies λb ≤ λ since E[β] ≥ 1. Therefore, for the same load value, busy

periods in the energy-aware MX /G/1/setup system will be less frequent but

longer than busy periods in the energy-aware M/G/1 system. This helps energy

efficiency through longer sleeping periods and less frequent setup periods.

Now consider the optimization with respect to the turn-on threshold k. For

the ERWS metric the optimal choice largely depends on the weights, and it can

be obtained by solving a quadratic equation in k [61]. When it comes to ERP,

the optimal threshold is shown to be k∗ = 1 in [26] assuming exponential service

times and FIFO scheduling. Figure 4.7 generalizes on this result by providing the
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Figure 4.7. Optimal control with respect to the ERP cost in the load-variability space for an
M/G/1/setup FIFO (InstantOff) system.

optimal policies both with respect to idle timer and turn-on threshold for a wide

range of service time distributions. However, with a high setup delay of D = 10

s, NeverOff is the optimal choice for ERP, which makes the optimization over k

irrelevant. To illustrate the condition where InstantOff becomes optimal, the

setup delay is reduced to D = 2E[S]. With this change, the regions of superiority

show a nice and intuitive separation. The red squares correspond to a region

where the ordinary M/G/1 system (NeverOff) is optimal while the blue circles

indicate a region where InstantOff with threshold k = 1 is optimal and the green

triangles giving the region where InstantOff is optimal but with k∗ = 1. The

rectangular area at the bottom shows the region where the conditions λD < 1

and C[S]2 ≤ 2 are met, whereas the trapezoidal area indicates the region where

these conditions are met and InstantOff is optimal with k∗ = 1.

With FIFO scheduling, the response times are already dominated by the

long waiting times in the busy state when there is large variability, making

the additional waiting time due to the setup delay less sever. This explains

why InstantOff becomes optimal at high variability. By contrast, the setup

delay starts dominating the response time when service times are less variable.

Finally, in the high load and high variability region, InstantOff with k = 1 is

optimal. As the arrivals are more frequent and the response time already being

high, the reduction in power consumption attained by waiting for a few more

arrivals in the sleep state outweighs the additional waiting time of jobs.

4.10 Summary

This chapter considered the optimal control of an energy-aware single server

queueing system based on the work in Publications I to V. The analysis utilized

the MX /G/1/setup model with the FIFO, PS and SRPT scheduling policies. The
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busy cycle of the energy-aware system was analyzed to derive the mean response

time and mean power consumption metrics, which were then used in optimizing

the energy-performance trade-off. The trade-off was optimized over the idle

timer and turn-on threshold control variables for the ERWS and ERP cost

metrics.

For both cost functions, the optimal idle timer value is either I = 0 (InstantOff)

or I = ∞ (NeverOff). The optimal choice between NeverOff and InstantOff

depends on two factors: the setup delay and the power consumption of the idle

state relative to the setup state. This optimality result, however, may not hold

for other cost functions, and this was illustrated by a counter example.

When InstantOff becomes the optimal choice, the cost function needs to be

optimized further with respect to the turn-on threshold. This can be carried out

relatively straightforwardly for the ERWS cost function. However, the optimal

choice for ERP is not immediately obvious. By considering the M/G/1/setup

FIFO system, the analysis showed the dependence of the optimal threshold on

the service time distribution. A sufficient condition on job size variability was

also derived so that the optimal threshold k∗ = 1 assuming setup delays are

deterministic.

In many cases, a system may incorporate multiple sleep states, such as the S3,

S4 and S5 in Chapter 2. In this case, taking the M/G/1/setup FIFO system as

an example, we showed that the optimal control policy with respect to ERWS

and ERP neither randomly selects a sleep state nor sequentially traverses them.

It rather chooses one optimal sleep state and always uses that state when

InstantOff is optimal.
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5. Energy-aware control of a server farm

This chapter discusses energy-aware control of server farms based on the work in

Publications VI to VIII. The energy-aware control is a result of the power control

and dispatching policies working in collaboration. The power control policy

determines the number and configuration of servers, and the dispatching policy

makes use of this information and packs jobs to as few servers as possible. In this

regard, energy-aware dispatching of jobs to parallel servers is considered and a

near-optimal policy is constructed by modeling server farms as parallel queueing

systems and applying the theory of Markov Decision Processes (MDP). The

insights obtained from such analysis allow us to obtain heuristic dispatching

and power control policies, which are studied using real world traffic traces

obtained from Wikipedia access logs.

The chapter is organized as follows. The parallel queueing model for server

farms is formally defined followed by a discussion on relevant literature. Sub-

sequently, essential background on MDP is provided and the parallel queueing

model is analyzed. Some heuristic approaches are discussed and the chapter

concludes by providing illustrative examples and a short summary.

5.1 System model

Consider a server farm of N parallel queues with homogeneous servers. Jobs

arrive to the system according to a Poisson process with rate λ, and are assigned

to one of the queues. When busy, each server processes the queued jobs with

rate μ. Service times are exponentially distributed with mean 1/μ. Also assume

that the system is stable, i.e., λ/μ< N.

Each server in the server farm has four energy states as presented in Section

4.1: busy, idle, sleep and setup. Consider an energy-aware power control policy

where a server processes jobs in a busy state, waits in the idle state for new jobs,

and eventually switches to a low-power sleep state if there is no arrival within
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Figure 5.1. A parallel queueing model for energy-aware server farms.

a given time. We refer to this control as DelayedOff (using the terminology

in [26]) to indicate the timer-controlled idle state. A server cannot be turned

on immediately from a sleep state. Rather, it has to go into a setup state first,

during which it consumes some energy but cannot process jobs. Assume the

delay introduced by the setup state, i.e., the setup delay follows an exponential

distribution with rate δ. The sleep state can be any low-power inactive state

including an off state, in which case the server does not consume power.

Optimizing the DelayedOff power control policy for the energy-performance

trade-off requires optimizing the idle timer for each server, especially in cases

where servers are heterogeneous. Such optimization tasks may not scale well

with the number of servers.

Alternatively, consider a special scenario of the DelayedOff policy instead,

where servers are configured as either InstantOff or NeverOff. An InstantOff

server is placed in a sleep state immediately when it becomes idle. Conversely,

a NeverOff server remains idle when not busy. Let k denote the number of

NeverOff servers in the server farm, with the remaining N − k servers being

InstantOff 1. Recalling that the server farm is homogeneous with respect to

service rate, setup delay, and energy consumption, the number of possible unique

configurations is N +1, ranging from k = 0 (N InstantOff servers) to k = N (N

NeverOff servers). Thus, optimization of the power control policy for the energy-

performance trade-off can be performed over a single parameter k.

A NeverOff server may use more power than an InstantOff one, but it has a

1Note the symbol k represents a different quantity in Chapter 4.
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shorter response time since it has no setup delay. The busy, setup, idle and sleep

states consume power in the following order

Pb ≥ Pd > Pi > Ps ≥ 0.

Figure 5.1 illustrates the system model. The following section discusses related

work in the energy-aware control of server farms.

5.2 Related work

As discussed in Section 3.1, the queueing theoretic analysis of multiserver

queueing systems can be carried out using the central or parallel queueing

models. Among other things, the model of choice is determined by ease of

analysis and the relevance to the actual system being modeled.

Central queueing systems have been studied assuming a Poisson arrival

process and exponentially distributed service times as an M/M/n queueing

system [37, 53]. Models with a phase-type service time distribution have also

been considered. Such models have been historically applied in analyzing

performance metrics such as the response time.

Similarly, the goal in studying parallel queueing models has been to analyze

the effect of dispatching and scheduling policies on system performance. How-

ever, the optimality and applicability of a dispatching policy is determined by the

amount of available state information. When the only available information is

the number of servers, simple policies such as Random (RND) and Round-Robin

(RR) are the obvious candidates [37]. Such policies are collectively referred to as

static policies since their dispatching decisions are oblivious to current system

state.

When the only available information is the number of jobs in each queue, Join

the Shortest Queue (JSQ) dispatching together with FIFO minimizes the mean

waiting time of jobs for a set of homogeneous parallel servers with exponentially

distributed service times and Poisson arrival process [103]. The optimality of

JSQ for homogeneous servers was later generalized to arbitrary arrival process

and service times with non-decreasing hazard rate in [96]. JSQ also provides

near-optimal performance for PS queues with general service time distributions

[20, 35]. However, as demonstrated in [99] through counter examples, JSQ may

not be optimal for a general service time distribution.

By contrast, when the dispatcher has full information about the backlog at

each queue, the Least Work Left (LWL) policy, which dispatches a new job to the
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queue with the least backlog, minimizes the expected waiting time of the new

job when FIFO is used at each queue [37]. A parallel queueing system with LWL

dispatching and FIFO scheduling behaves stochastically in an identical manner

as the M/M/n central queueing system. That is, assuming both the parallel and

central queueing systems receive the same arrival process realization, each job

would have the same waiting time and will be served by the same server [37].

Since policies like JSQ and LWL need to keep track of system state changes to

make dispatching decisions, they are dynamic policies.

From implementation point of view, this means a JSQ dispatcher needs to

be updated every time a job departs from one of the queues. In large-scale

server farms, this communication overhead can substantially impact system

performance. The Join the Idle Queue (JIQ) policy is introduced in [60] to

alleviate this overhead. In this case, the only information communicated is

whether a server is idle or not. Jobs are then dispatched to an idle queue, if

there is any, and RND is used as tie-breaking policy. JIQ is shown to achieve

asymptotic optimality as the number of servers grows large for a system with

Poisson arrivals and exponential service times under sub-critical load [87].

Similarly, the power of two dispatching, in which an arriving job is dispatched to

the shortest of two randomly selected queues has been considered in [71]. Under

this policy, the state of only two servers needs to be communicated at a time.

When the server farm is heterogeneous with respect to service capacity, a

simple policy such as JSQ will no longer be optimal even for exponentially

distributed service times. In this case, the optimal policy that minimizes the

mean response time of jobs can be determined by modeling the system dynamics

as a Markov Decision Process (MDP) [79], where jobs arrive according to a

Poisson process and service times are exponentially distributed. Using the value

iteration approach of solving MDPs, the optimal policy that minimizes long-term

cost in a two-server system is shown to be of threshold-type in [36].

Similarly, the Policy Iteration (PI) approach of solving MDPs can be applied as

follows. The iteration starts with an arbitrary initial policy and the relative cost

of being in a particular state is determined by solving a set of linear equations

known as the Howard equations [41]. A policy that improves the initial policy

is then constructed by considering each state and choosing actions that cause

the smallest increment in marginal cost. This process is then iterated with each

policy providing lower average cost (mean response time) than the previous one.

The iteration stops when the policy converges and no more improvement can be

achieved.

For Poisson arrivals and RND initial policy, the parallel queues become in-
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dependent of each other, which enables us to solve the relative cost of states

analytically. This is an essential feature, since solving the relative costs from the

system of linear equations would otherwise become difficult with the state space

growing exponentially with the number of servers. The First Policy Iteration

(FPI), which is a one-step improvement on the initial policy, can be determined

relatively easily using the relative cost of states obtained analytically. Interest-

ingly, FPI also yields a near-optimal performance when applied as a dispatching

policy [4, 57, 100], and generalizes over JSQ for heterogeneous servers.

When it comes to the energy-aware control of server farms, the majority of the

studies focus on central queueing models. In particular, the system is modeled

as an M/M/n/setup system, and the objective is to determine the optimal power

control policy. Policies such as DelayedOff, InstantOff, NeverOff, and a mix of all

these has been considered. These policies are also collectively studied as bulk

and staggered setup depending on the number of servers that can be in a setup

state simultaneously. In staggered setup, only one server can be in a setup state

at any point in time, while there is no such restriction in bulk setup.

Artalejo et al. [5] analyzed the M/M/n/setup system with staggered setup and

derived steady-state results. Gandhi et al. [26] conjectured that simple policies

such as NeverOff or InstantOff yield near-optimal ERP cost. The authors also

studied the DelayedOff policy under a non-stationary arrival process and showed

its near-optimality when used together with the Most Recently Busy (MRB)

assignment. MRB assigns an incoming job to the most recently busy server if

there are more than one idle servers. In [28], staggered setup is considered, and

closed form approximation for the mean response time of InstantOff is provided.

Generating functions that describe the moments of queue length for a staggered

setup system are studied in [76]. The exact analysis of the M/M/n/setup system

is also considered in [25, 78].

Mitrani [70] analyzed an M/M/n/setup system where k out of the n servers

are baseline (NeverOff) and n−k are reserves (InstantOff). The reserve servers

are started and switched off all together (i.e. a bulk setup model is used), and

the decision to do so is determined by setting a lower and upper bound for the

number of jobs in the system. Maccio and Down provided an exact analysis

of the M/M/n/setup system under the bulk and staggered setup policies and

suggested the square root law k =λ/μ+√
λ/μ is near-optimal in minimizing the

mean response time and mean energy consumption in the idle and setup states

[64]. They also studied server switch on/off decisions of an M/M/n/setup system

as an MDP and derived structural properties that partially describe the optimal

power control policy [62].
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With respect to parallel queueing systems, energy-aware control is a result of

two policies working in tandem: the dispatching policy and the power control

policy. Penttinen et al. [75] considered a size-aware system with only busy and

sleep states and derived an FPI dispatching policy that minimizes the ERWS

cost (3.2). The system is size-aware in that service times of jobs, though generally

distributed, are known at arrival instant. In [45, 44], energy-aware dispatching

of size-aware jobs is studied under a general cost structure for a system that

includes setup state. More recently, a size-aware system with batch arrivals is

considered and the value functions, which are central in the MDP formulation,

are derived in [46].

In [72], DelayedOff together with the JIQ dispatching policy, referred as Token-

based Auto Balance Scaling (TABS), is shown to be asymptotically optimal

for minimizing both waiting time and energy consumption as the number of

servers grows large. A heuristic auto-scaling solution is proposed in [29], which

comprises of a packing-factor based dispatching together with the DelayedOff

power control policy.

The work in this chapter extends the existing knowledge in the energy-aware

control of server farms by considering the dispatching problem to two par-

allel groups of servers configured as InstantOff and NeverOff. The energy-

performance trade-off is optimized using the ERWS cost function (3.2) as well as

using performance constrained energy minimization. New heuristic approaches

are also discussed.

5.3 Markov Decision Processes and policy iteration

A Markov Decision Process (MDP) differs from a normal Markov process in

that for a given current state it is possible to influence the future evolution of

the process by taking an action and collecting the consequential cost [79]. This

section discusses an MDP in a general form and provides the foundation for the

following sections to study energy-aware dispatching in server farms as an MDP.

Let Ω denote the discrete state space of the process and A represent the action

space. Then, policy π defines the action(s) to be taken when the process is in

a particular state, i.e., π = {as|s ∈ Ω,as ∈ As}, where As is the set of possible

actions in state s. The MDP can be formulated in a number of ways based

on whether the decision process is a discrete-time or continuous-time process

and whether the system is going to be optimized over a finite or infinite (long-

term) horizon [79]. This chapter uses the continuous-time MDP formulation

and studies the server farm dispatching problem targeting the minimization of
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long-term average performance and energy cost.

When policy π is applied and the state is s, the system accumulates cost at a

rate rπ(s). The goal is to derive a policy π∗ that minimizes the expected long

term cost. For this, one needs to know the relative values of states so that cost

minimizing actions are taken at each state. The relative value of a state s under

policy π is given by

vπ(s)= lim
t→∞E[Vπ

s (t)− r̄π · t],

where Vπ
s (t) is the long term cost incurred until time t when the process starts

from state s at time 0 and policy π is applied thereafter, and r̄π is the mean cost

rate of the process under policy π. The relationship between the relative values

of states is described by the Howard equations [41]

rπ(s)− r̄π+ ∑
s′ =s

qπ
s,s′(v

π(s′)−vπ(s))= 0, (5.1)

where qπ
s,s′ is the transition rate from s to s′ when policy π is applied. Assuming

the transition rates are known, (5.1) is a system of linear equations, which can

be solved explicitly for a small state space to obtain the relative values of states.

With this information, it is possible to construct a policy π̃ that improves upon

π by taking actions

aπ̃(s)= argmin
a∈A

{
r(s,a)− rπ+ ∑

s =s′
qs,s′(a)(vπ(s′)−vπ(s))

}
, (5.2)

where r(s,a) is the cost rate if action a is taken in state s, and qs,s′ (a) is the new

transition rate if action a is taken. The notion here is that when the process is

in state s an action that incurs the minimal cost is selected, the transition to

state s′ is observed and policy π is applied thereafter.

The policy π̃ constructed in this way provides lower average long-term cost

than the initial policy π [41, 79], and is referred to as the First Policy Iteration

(FPI) policy. This process can be applied repeatedly by solving the relative values

using (5.1) and constructing a new policy using (5.2) until the optimal policy

π∗ is reached. This approach for solving the optimal policy is known as Policy

Iteration (PI).

While this may seem a straightforward process, any reasonably sized system

would have a large state space, for which solving (5.1) quickly becomes imprac-

tical. However, for the dispatching problem studied in this chapter, when the

initial policy is a randomized policy πrnd, i.e, as are selected from As using some

probability distribution, the resulting Markov process becomes separable, since
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the parallel queues are independent in this case. Equations that describe the

relationship between the relative values of states can be derived and the FPI

policy can be solved analytically. In the following section, we will utilize this

approach to study energy-aware dispatching in server farms.

5.4 Policy iteration based dispatching for energy-aware server
farms

This section makes use of the PI method presented in the preceding section

and studies the energy-aware dispatching problem for the server farm model

described in Section 5.1. The analysis is based on the work in Publication VI.

In this case, the state of the system at a given time t is (X(t),e(t)), where

X(t)= (X1(t), ..., XN (t)) is a vector representing the number of jobs in the queue

of each server, and e(t)= (e1(t), ..., eN (t)) is a vector representing the energy state

of each server. Recall that the possible energy states for server j are busy or

idle if j ≤ k, and busy, sleep, or setup if j > k. Action a in the MDP formulation

corresponds to a dispatching decision. Hence, the action space is A= {1, ..., N}.

Random initial policy

Consider now a random initial policy πrnd characterized by a probability distri-

bution p=(p1, ..., pN ), where p j is the probability of dispatching a job to server

j. Since these probabilities are defined irrespective of the current state of the

system, πrnd is considered to be a static policy.

For such probabilistic policies, the arrival process to each queue is a Poisson

process with a rate λ j = p jλ. This is due to the Poisson splitting property,

and it allows us to study each queue independently. Thus, each server j can

be modeled as an M/M/1-NeverOff (1 ≤ j ≤ k) queue or an M/M/1-InstantOff

(k < j ≤ N) queue.

Correspondingly, the state description becomes (X j(t), e j(t)), where e j(t)= {0,1}

indicates the energy state as follows:

sleep: xj = 0, e j = 0,

setup: xj > 0, e j = 0,

idle: xj = 0, e j = 1,

busy: xj > 0, e j = 1.
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From the single server analysis in Chapter 3, we have

E[T j]= 1
μ−λ j

+ 1
δ
·1 j>k

E[P j]=ρ jPb + (1−ρ j)Pi + (1−ρ j)
1
λ j

(Ps −Pi)+ 1
δ
(Pd −Pi)

1
λ j

+ 1
δ

·1 j>k.

(5.3)

The mean performance and power metrics for the entire server farm is then

E[T]=
N∑

j=1

( 1
μ− p jλ

+ 1
δ
·1 j>k

)

E[P]=
N∑

j=1

(
p jρPb + (1− p jρ)Pi + (1− p jρ)

1
p jλ

(Ps −Pi)+ 1
δ
(Pd −Pi)

1
p jλ

+ 1
δ

·1 j>k

)
.

(5.4)

The energy-performance trade-off can then be characterized by the weighted

sum cost function (3.2). However, let us set the weights as w1 = 1 and w2 = β

without loss of generality. The optimization problem can be formulated as follows

min
π∈Πrnd

(
E[Tπ]+βE[Pπ]

)= min
π∈Πrnd

( 1
λ

E[Xπ]+βE[Pπ]
)
, (5.5)

where Πrnd is the set of all random policies. The optimal static policy π∗
rnd =

p∗ = (p∗
1, ..., p∗

N ) resulting from solving (5.5) can be further improved by applying

policy iteration.

Since the performance related cost is the amount of time a job spends in

the system, each job in server j incurs cost at a rate 1 /sec. As a result, the

performance related cost rate in state s j = (xj, e j) is given by

rπp(xj, e j)= xj.

By contrast, energy related cost accumulates at rate

rπe (xj, e j)= Pe j ,

where Pe j is the power consumption of server j when it is in energy state e j.

The average performance and energy cost rates of server j are

r̄πp, j =λ jE[T j]=E[X j], r̄πe, j =E[P j].
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The performance and energy related value function (relative value) of a state

(of server j) under the random policy are vπ
p(xj, e j) and vπ

e (xj, e j), respectively.

With the given information, server j can be modeled as an M/M/1-NeverOff or

M/M/1-InstantOff queue, and the associated value functions are derived from

the Howard equations (5.1). The following propositions provide the performance

and energy related value functions of such a system.

Proposition 12. For an M/M/1-NeverOff queue with arrival rate λ and service

rate μ, the value function with respect to performance is given by

vp(x,1)−vp(0,1)= x(x+1)
2(μ−λ)

, (5.6)

where x is the number of jobs in the server and e is the energy state.

Proof. The proof follows straightforwardly by applying the Howard equations

(5.1). See Publication VI, p. 1020 and [100, p. 194]. �

Proposition 13. For an M/M/1-NeverOff queue with arrival rate λ and service

rate μ, the value function with respect to energy is given by

ve(x,1)−ve(0,1)= x
μ

(Pb −Pi) (5.7)

Proof. See Publication VI, p. 1020 for the proof. �

Proposition 14. For an M/M/1-InstantOff queue with arrival rate λ, service

rate μ and mean setup delay 1/δ, the value function related to performance is

given by

vp(x,1)−vp(0,0)= x(x+1)
2(μ−λ)

− xλ
δ(μ−λ)

,

vp(x,0)−vp(0,0)= x(x+1)
2(μ−λ)

+ x
δ

.

(5.8)

Proof. Once again, the proof follows by checking that (5.8) satisfies the Howard

equations (5.1), See Publication VI, pp. 1020–1021. �
An important observation in deriving the value functions for the M/M/1-

InstantOff is that

vp(x,1)−vp(0,0)= ṽp(x,1)− ṽp(0,1)+
x 1
μ

1−ρ
(r̃ p − rp),

where ṽp and r̃ p denote the performance related value function and cost rate of

the M/M/1-NeverOff system, see also [45] for more details.

80



Energy-aware control of a server farm

Proposition 15. For an M/M/1-InstantOff queue with arrival rate λ, service

rate μ and mean setup delay 1/δ, the value function with respect to energy is

given by

ve(x,1)−ve(0,0)= x
μ

(
Pb −

1
1+λ/δ

(
Ps + λ

δ
Pd

))
,

ve(x,0)−ve(0,0)= ve(x,1)−ve(0,0)+ 1
λ+δ

(Pd −Ps).

(5.9)

Proof. The proof follows from writing out the Howard equations of the system

and checking that (5.9) satisfy them, see Publication VI, p. 1021. �
For policy πrnd, the value function of the server farm is the sum of the value

functions of the individual queues since each queue is independent of the others

vπ
p(x,e)=

N∑
j=1

vπ
p(xj, e j), vπ

e (x,e)=
N∑

j=1
vπ

e (xj, e j). (5.10)

The combined value function corresponding to the ERWS cost function (5.5) is

now given by

vπ(x,e)=
vπ

p(x,e)

λ
+βvπ

e (x,e). (5.11)

where β≥ 0 is some weight, and vπ
p(x,e) is divided by the arrival rate to convert

the mean number of jobs related cost to that of mean response time by applying

Little’s formula.

First policy iteration (FPI)

Starting from the random initial policy πrnd discussed above, it is possible to

construct the FPI policy as follows

aπ̃(x,e)= argmin
j∈{1,...,N}

{ 1
λ

(vπ
p(xj +1, e j)−vπ

p(xj, e j))+

+β(vπ
e (xj +1, e j)−vπ

e (xj, e j))
}
,

(5.12)

where π̃= FPI and π=πrnd. This can be interpreted as follows. Starting from the

initial policy, the FPI policy makes assignment decision by selecting the server

that causes the least marginal increment in the relative value function given

in (5.11). The marginal difference in value given in (5.12) can be obtained from

Propositions 12 – 15 as
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vπ
p(xj +1, e j)−vπ

p(xj, e j)=

⎧⎪⎪⎪⎪⎪⎪⎪⎨
⎪⎪⎪⎪⎪⎪⎪⎩

xj +1
μ−λ j

, 1≤ j ≤ k,

xj +1
μ−λ j

+ 1
δ

, j > k & e j = 0,

xj +1
μ−λ j

− λ j

δ(μ−λ j)
, j > k & e j = 1,

(5.13)

vπ
e (xj +1, e j)−vπ

e (xj, e j)=

⎧⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎨
⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎩

Pb −Pi

μ
, j ≤ k,

1
μ

(Pb −
1

1+λ j/δ
(Ps +

λ j

δ
Pd))

+ 1
λ j +δ

(Pd −Ps), j > k & xj = 0,

1
μ

(Pb − 1
1+λ j /δ

(Ps + λ j
δ

Pd)), j > k & xj ≥ 1,

(5.14)

where λ j = p jλ. Notice that the FPI policy constructed by using (5.12)-(5.14) is

dependent on the weight β. To underline this fact, the policy is referred to as

FPI(β) in subsequent discussions.

From (5.13), we see that the marginal performance cost of dispatching a job

to a non-busy InstantOff server (e j = 0) is greater than that of the NeverOff

server by 1/δ when the queue length at both servers is the same. Moreover,

a busy InstantOff server will always have a lower marginal performance cost

compared to NeverOff and non-busy InstantOff servers with the same queue

length. This is intuitive as keeping an InstantOff server busy will benefit system

performance by avoiding sleep states and the accompanying setup delay.

The marginal energy cost of dispatching a job to a NeverOff server is lower

compared to an InstantOff server in setup when

Pi >
1

λ j +δ
(δPs +λ jPd).

A NeverOff server will have a lower marginal energy cost than a sleeping

InstantOff server when

Pi >
1

λ j +δ
((μ+δ)Ps + (λ j −μ)Pd).

When the idle power is large, keeping the NeverOff server busy and switching

the InstantOff server to sleep pays off in terms of energy costs.
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5.5 Performance constrained energy minimization

The previous section shows how to optimize the ERWS cost for both the initial

random policy and the FPI policy. This section takes a different approach by

considering a performance constrained energy minimization problem. That

is, we first construct an optimal static task assignment policy as a result of

a performance constrained energy minimization problem, and then improve

the optimal static policy by applying policy iteration while still satisfying the

constraints of the problem. As a a result, we obtain a dynamic policy that

satisfies the given performance constraint Tmax and minimizes the energy cost.

The following discussion is based on the work in Publication VI.

Consider now the initial policy Πrnd. The performance constrained optimiza-

tion problem is formulated as follows:

min
π∈Πrnd

E[Pπ]

s.t. E[Tπ]≤ Tmax,

(5.15)

where E[T] and E[P] are given by (5.4) and the resulting optimal policy is

π∗
rnd = p∗ = (p∗

1, ..., p∗
N ). However, note that it is also possible that there is no

solution for the above optimization problem if the delay constraint Tmax is too

strict that no policy in Πrnd cannot achieve it. In this case, a load balancing

initial policy with p = (1/N, ...,1/N) or any other probabilistic policy can be

applied in the policy iteration.

The FPI(β) policy builds on the initial random policy to further optimize the

trade-off, and it is constructed as follows. When β= 0, FPI(0) is guaranteed to

give a performance that is at least as good as the initial static policy. The energy

weight can be slowly incremented until the performance advantage over the

static policy is lost. In other words, this approach constructs a set of dynamic

policies FPI(β) for β ≥ 0, and chooses the policy FPI(β∗) such that β∗ is the

highest possible value of β satisfying the performance constraint E[Tπ]≤ Tmax

where π= FPI(β∗). Note that at β= β∗, the mean response time constraint is

still met, with less energy expenditure. Weight β is incremented in ε discrete

steps until β∗ is found. Algorithm 1 formally describes the steps in determining

FPI(β∗). While the performance of the iterated policy FPI(β) is (sooner or later)

decreasing, as β is increased, the energy efficiency is getting better at the same

time.

For a given weight β the mean response time under FPI(β) can be computed
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Input:
S; # State space

f (s,π,β); # Decision function given by (5.12)

Tmax; # Response time constraint

πrnd; # The initial static policy

β∗ =β= 0; # Energy weight

do
FPI(β)= {};
foreach state s in S do

i∗ = f (s,πrnd,β); # assignment decision
AppendTo [FPI(β), {s, i∗}];

end
t =E[Tπ]; # compute E[T] under π=FPI(β)
if t ≤ Tmax then

β∗ =β;
end
Increment β by ε;

while t ≤ Tmax;
Output: FPI(β∗)

Algorithm 1: Dynamic FPI(β) policy satisfying the performance constraint.

numerically by solving the average number of jobs in the system from the steady

state distribution, and then applying Little’s formula. However, for any reason-

ably sized server farm, the state space grows exponentially with the number

of servers, requiring increasingly longer computation times. Thus, for large

systems one can resort to simulation to determine E[Tπ] in Algorithm 1. For a

more detailed theoretical background on solving such constrained optimization

problems using the MDP framework, the reader is referred to [2].

Remark. This and the preceding section have considered the energy-aware

control of a server farm consisting of k baseline (NeverOff) and N − k reserve

(InstantOff) servers for N ≥ k. The primary focus has been on developing an

energy-aware dispatching policy by utilizing a compound cost function of energy

and performance metrics. The number of baseline servers is determined by the

power control policy. One rule of thumb for choosing k is to design the system

as an M/M/k system for a given traffic load, system performance and energy

budget. For example, a similar analysis in [64] suggested that k = λ/μ+√
λ/μ

yields reduced response time and energy consumption.

5.6 Numerical examples

Let us now present some illustrative examples of the ERWS minimization and

constrained optimization problems analyzed in the preceding sections. Power
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Figure 5.2. ERWS cost of NeverOff-NeverOff (NO-NO), NeverOff-InstantOff (NO-IO), InstantOff-
InstantOff (IO-IO) configurations. Both the optimal static and FPI dispatching
policies are considered for each configuration, and values are reported relative to the
ERWS of NO-NO using the optimal static dispatching policy

(a) ERWS cost at each policy iteration
step

(b) Dispatching decisions of the optimal
policy for an NO-IO system.

Figure 5.3. Policy iteration and the optimal policy for a two-server system. The InstantOff (IO)
server in Figure (b) is in a sleep or setup state.

consumption in the four energy states is assumed to be Pb = Ps = 200, Pi =
0.6∗Pb = 120 and Ps = 10 W. The average setup delay and service time are

1/δ= 5 and 1/μ= 1 s, respectively.

Consider now a two-server system. For the power control policy, the possible

configurations are NeverOff-NeverOff (NO-NO), NeverOff-InstantOff (NO-IO),

and InstantOff-InstantOff (IO-IO). Figure 5.2 shows the relative ERWS cost of

these configurations under the optimal static policy (π∗
rnd) and the FPI(β) policy

for β = (0.01,0.1). Since we are interested in the relative cost of the different

variants of dispatching and power control policies, the ERWS cost is normalized

with respect to the NO-NO configuration with the optimal static dispatching

policy.

The figure shows that the relative cost of the optimal static policy and the

FPI policy is the same at low load values for all configurations. This is because

both policies use only one of the servers for a sufficiently low load, allowing

the other server to go to sleep. Additionally, the NO-IO configuration performs
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(a) One NeverOff and three InstantOff
servers (k = 1).

(b) Two NeverOff and two InstantOff
servers (k = 2).

Figure 5.4. Mean response time and mean power consumption of an energy-aware four-server
system. Each asterisk in each figure represents an FPI(β) dispatching policy for the
respective configuration. Values are normalized relative to a basic configuration (four
NeverOff servers) used together with the load balancing static policy.

consistently better than the IO-IO even when β is high. This can be attributed

to the high setup delay, which is five times the mean response time in this case.

Generally, the NO-IO configuration remained relatively robust for a wide range

of load values, especially when the energy weight is high.

Recall that the FPI policy is just the first step in the policy iteration. For a

small system of two servers, the iteration can be computed all the way to the

optimal policy relatively easily. Figure 5.3 shows how the iteration evolves and

the dispatching decisions of the optimal policy for a system with ρ =λ/2μ= 0.5,

1/δ = 10 s and β = 0.1. Figure 5.3a shows that the biggest improvement is

already achieved by the first iteration, which makes the FPI policy a near-

optimal policy. Figure 5.3b shows that the optimal policy is a JSQ-like policy

with a switching threshold line that does not pass through the origin, with the

only exception occurring when the InstantOff server is sleeping, in which case

there is a threshold for placing it in setup.

Figure 5.4 illustrates the constrained optimization approach discussed in

Section 5.5 for a server farm with four servers. The response time constraint

is Tmax = 3E[T], where E[T] is the mean response time when all servers are

configured as NeverOff and a static load balancing policy π= (1/4,1/4,1/4,1/4)

is used. In Figure 5.4a, the FPI(β) policy just about meets the response time

constraint at β∗ = 0.02. However, in Figure 5.4b the constraint is not violated for

any value of β. This is because FPI(β) would mainly assign jobs to one of the two

NeverOff servers for lower weight values (β≤ 0.05), with jobs being assigned

to the InstantOff server occasionally. But for higher β values all incoming

jobs are assigned to the NeverOff servers using the JSQ policy among these

servers, and further increment of β will not have any effect. Table 5.1 compares

energy efficiency of all possible configurations for the four-server system. Among

the available configurations, k = 1 and k = 2 provide the lowest relative power
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Configuration Relative power consumption of FPI(β∗)

k = 0 87.0%

k = 1 63.0%

k = 2 63.0%

k = 3 82.0%

k = 4 100%

Table 5.1. Four servers: Power consumption of energy-aware configurations relative to a configu-
ration that sets all four servers as NeverOff.

consumption at 63.0%. In this case, although both configurations have similar

power consumption, the k = 2 configuration comes with a better performance

over the entire range of β, and provides robustness to moderate load variability.

5.7 Heuristic dispatching and power control policies

The large body of research in energy-aware dispatching and power control

has discovered a number of near-optimal policies that optimize the energy-

performance trade-off. These policies are usually designed under the assumption

that state information such as remaining workload or number/size of jobs is

available. For example, we observed in the previous section that the optimal

dispatching policy for a two-server system behaves like a modified version

of JSQ. However, obtaining the state information usually comes at a cost of

communication overhead [60]. Due to this reason, simple policies such as

Random (RND), Round Robin (RR) and some variants of JSQ still remain as

the dominant dispatching policies in practice, especially for medium to large-

scale systems [3, 60]. This section discusses such simple policies and presents

some heuristic dispatching and power control policies targeting the energy-

performance trade-off in large-scale systems based on the work in Publications

VII and VIII.

Publication VIII presents a simulation study of the Most Recently Busy (MRB)

dispatching policy originally proposed in [26]. Under MRB, when there are

more than one idle servers at an arrival instant, the job is dispatched to the

most-recently-busy idle server. When there is no idle server, incoming jobs are

dispatched using other policies such as JSQ or RND. MRB makes sense when

used together with the DelayedOff power control policy. Recalling that idle

periods are timer controlled in DelayedOff, MRB facilitates energy saving by not

dispatching jobs to servers whose idle timer is about to expire.

Figure 5.5 illustrates the ERWS cost (5.5) of a DelayedOff server farm with
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Figure 5.5. ERWS cost as a function of idle timer for a DelayedOff server farm with RND,
MRB-RND and MRB-JSQ dispatching.

β = 0.1. MRB-RND (MRB-JSQ) denotes that jobs are dispatched using MRB,

while RND (JSQ) is used only when there are no idle servers. The system is

comprised of ten parallel energy-aware DelayedOff servers with Poisson arrivals

and exponentially distributed service times with mean E[S]= 1 s. The load is

0.5 and setup delay is 0.5 s. Power consumption in the four energy states is

Pb = Ps = 200, Pi = 0.6Pb = 120 and Ps = 10 W.

Two important observations can be made from Figure 5.5. First, while we

showed in Chapter 4 that one of the NeverOff or InstantOff configurations is

optimal for minimizing the ERWS and ERP cost functions, this is not necessarily

the case in multi-server systems. In this example, the ERWS cost attains

its minimum value at around I = 1 s. Second, even though MRB influences

dispatching decisions only when two or more servers become idle at the same

time, it has a visible impact on the energy efficiency of a server farm. The large

gap between RND and MRB-RND illustrates this point. The ERWS cost of the

MRB-RND dispatcher is actually more closer to that of the MRB-JSQ than the

RND dispatcher. Intuitively, the gap between MRB-RND and RND gets even

more wider for lighter load since the probability of having two or more idle

servers increases with decreasing load.

To understand how a simple modification such as MRB can have such an im-

pact, consider a server farm of n servers with Poisson arrivals and exponentially

distributed service times. Assume a load balancing RND dispatching policy

is used so that p = (1/n, ...1/n). Under these assumptions, each server can be

analyzed independent of the others. Let M be a random variable representing

the number of idle servers at any given time. Then, M ∼ Bin(n,1−ρ), where

ρ = λ/(nμ) is the load on each server. Therefore, the probability of finding at

least one idle server at any given time is given by
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P{M ≥ 1}= 1−ρn,

which will approach to 1 as n grows large. In [87, 72], a similar behavior

is also observed for more complex systems. Due to PASTA, P{M ≥ 1} is also

the probability that an arriving job sees at least one idle server. This gives

some insight into the ERWS cost gap between MRB-RND and RND as more

dispatching decisions are handled by the MRB part than the RND part.

The key consideration in the energy-aware control of server farms is the proper

scaling up/down of resources in response to randomly changing workload. In

this regard, an energy-aware dispatcher helps by dispatching jobs to as few

servers as possible while still utilizing sufficient number of servers so as to

provide good response time. The power control policy monitors workload and

adds/removes servers as needed to save energy or improve response time. To

this end, Publication VII studies parallel queueing models for energy-aware

server farms and presents the Pack-JSQ dispatching and π(τ, t) power control

policies that work in tandem to achieve energy-aware scalability.

The Pack-JSQ dispatching policy works as follows. It takes a list of n servers

labeled 1 to n, and applies the JSQ rule for dispatching a job using

argmin{x1, ..., xn},

where xi is the number of jobs at server i. If this results in more than one

servers, the job is dispatched to the server with the smallest label. This is

where Pack-JSQ defers from JSQ. While JSQ uses RND as a tie breaking rule,

Pack-JSQ uses server labels.

The π(τ, t) power control policy takes the provisioning period τ and estimation

duration t as an input. It performs provisioning actions (starting or switching

off servers) periodically every τ time unit based on the observations made for t

time units, and provides Pack-JSQ a labeled set of servers. Algorithm 2 gives

the details of π(τ, t).

The following model is used in the simulation study of Pack-JSQ and π(τ, t).

The system consists a parallel queueing model with 50 servers. The traffic

process is a seven-hours long request trace obtained from Wikipedia page re-

quests [93]. Service times are assumed to have a hyper-exponential distribution

with two phases, each with mean E[S1] = 5 and E[S2] = 127 ms and splitting

probabilities p1 = 0.95 and p2 = 0.05. The arrival rate varies from 2100 to

3400 requests/sec within the seven-hour interval, resulting in a load range of

ρ = [0.42,0.68]. When active, each server serves requests using PS. More details
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Input:
τ; # Provisioning period
t; # Estimation (dimensioning) duration
N; # Total number of servers
η; # Estimation factor, e.g., η= 1.5
Every τ time unit do

n = number of active servers during interval t;
r(τ) = estimated arr. rate using arrivals in interval t;
S = A list of all servers that remained idle for the entire interval t;
if at least one server in S then

foreach server in S do
Put server to sleep;
Label server as unavailable for load sharing;

end
end
else

Estimate number of servers required ñ = η× r(τ)E[S];
if n < ñ < N then

Switch on ñ−n servers;
When setup phase is completed, relabel servers 1 to ñ and make
them available for load sharing;

end
end

while;
Algorithm 2: Power provisioning policy π(τ, t).

about the system model and the traffic trace is available in Publication VII,

Sec. III & IV.

Figure 5.6 provides the mean response time and mean power consumption of

an energy-aware server farm provisioned by the combination of Pack-JSQ and

π(τ, t) in comparison to an always-on server farm that keeps all the 50 servers

running all the time and uses JSQ or RR for dispatching. Parameters of π(τ, t)

are set to τ = 1 hr and t = 1 min. The resulting power consumption values,

depicted in Figure 5.6a, shows that the energy-aware cluster, Pack-JSQ with

π(τ, t), can provide up to 20% energy saving compared to the always-on cluster.

(a) Mean power consumption (b) Mean response time

Figure 5.6. Energy-aware cluster (Pack-JSQ with π(τ, t)) versus always-on cluster (JSQ, RR)
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(a) JSQ (ρ = 0.24) (b) Pack-JSQ (ρ = 0.24)

Figure 5.7. A heatmap of dispatching decisions made by JSQ and Pack-JSQ at low request rate
(load). Vertical and horizontal axes represent time (in seconds) and server label,
respectively.

Even more energy savings can be achieved when the load decreases further.

How Pack-JSQ achieves this is again related to the probability of having at

least one idle server at the arrival time of a request in a large-scale system with

sub-critical load. Figure 5.7 shows a heat-map illustration of the dispatching

decisions made by JSQ and Pack-JSQ in a one minute interval under a light

load (ρ = 0.24). A colored cell indicates at least one job is dispatched to the

corresponding server (x-axis) within the a given second (y-axis).

Pack-JSQ and π(τ, t) work in a similar way as the AutoScale solution pro-

posed in [29], in that both approaches use labeling and packing to minimize

the number of running servers. However, there are two key differences. First,

AutoScale needs the so-called packing factor, which is the number of simulta-

neous jobs a server can handle without violating some sort of quality of service

requirement. By contrast, Pack-JSQ relies on the stochastic behavior discussed

above to achieve the packing effect. Second, AutoScale employs DelayedOff as

a distributed way of power control, allowing servers to turn themselves off if

they remain idle for some time, while the decision to turn servers on is made

centrally. In π(τ, t), both switch on and off decisions are made centrally by π(τ, t).

5.8 Summary

This chapter studied the energy-aware control of server farms. In particular,

the focus has been on the impact of the dispatching and power control policies

on the mean power consumption and mean response time of a server farm, as

studied in Publications VI to VIII.

A Server farm was modeled as a parallel queueing system, and the energy-
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aware dispatching problem was formulated as an MDP. For a server farm com-

posed of baseline NeverOff servers and reserve InstantOff servers, the policy

iteration approach was applied to solve the MDP, and a near-optimal FPI policy

that minimizes the ERWS cost was derived. Services hosted in server farms

may, however, have some sort of quality of service requirement. To address such

scenarios, a mean response time constrained, mean power minimization problem

was formulated and an algorithm for constructing the FPI policy is presented.

The study on heuristic dispatching and power control policies revealed a

stochastic behavior pertaining to large-scale systems, which is leveraged to

improve the energy efficiency of the server farm model by introducing the Pack-

JSQ and π(τ, t) policies. Numerical studies showed that Pack-JSQ and π(τ, t)

work together to reduce mean energy consumption while still providing good

mean response time.
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6. Conclusions

This thesis studied the energy-aware control of server farms. The primary focus

has been on deriving the mathematical expressions which help in understanding

and characterizing the energy-performance trade-off inherently present in such

systems. The trade-off is a result of the following phenomenon. Energy savings

can be achieved by placing an idle server in a low-power sleep state. However,

this comes at the expense of reduced performance due to the setup delay required

to switch the server back to an operational state. Moreover, dispatching policies

are often designed in such a way that the workload is evenly distributed across

the server farm. While this may improve performance it may not be optimal

with respect to energy.

Considering a single server in isolation, the following control decisions were

investigated. Given the random nature of the traffic handled by the system, the

first control decision studied is the idle timer value, which specifies the amount

of time the server stays idle before eventually going into a sleep state. The next

control decision studied is the threshold on the queue length for turning the

server back on. Smaller thresholds decrease the response time of jobs and larger

values favor energy savings.

These control decisions were studied by applying queueing theoretic methods.

Queueing models were developed, from which the mean response time and

mean power consumption metrics of the system were derived under different

scenarios. The energy-performance trade-off was represented by the weighted

sum or product form cost functions of these metrics.

Analysis of these metrics revealed that the optimal idle timer control for

minimizing the weighted sum and product form cost functions is to switch the

server to sleep immediately when it becomes idle or to keep it idle indefinitely

until the next job arrives. The thesis showed that these optimality results

hold for any single server system with batch Poisson arrivals and generally

distributed service times under FIFO, PS, or SRPT scheduling. The dependence
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of the optimal threshold on service time variability was also investigated and

sufficient conditions for a specific optimal value were derived for the FIFO case.

The main challenge in optimizing the trade-off in a single server system is

the large setup delay. In a typical web service, this can be orders of magnitude

larger than the service time of jobs. The setup delay particularly becomes

problematic in optimizing the product form cost function since it gives equal

weight to both response time and power consumption. In such cases, the analysis

and numerical illustrations showed that there is a limited scope for optimizing

the trade-off in a single server system. However, if setup delay is small enough

relative to the mean service time, e.g. as in long scientific computations, the

trade-off can be optimized to achieve energy savings without a significant impact

on performance.

Energy-aware control in a multi-server setting was studied using parallel

queueing models with each server having its own queue. In this case, the thesis

focused on developing energy-aware dispatching and power control policies for a

server farm consisting of a baseline and reserve group of servers. The target has

been for the dispatching and power control policies to work in tandem so that the

reserve servers are switched to sleep whenever possible to save energy. To this

end, the dispatching decisions have been studied by formulating the problem

as a Markov Decision Process, and the resulting system was solved using the

Policy Iteration method to construct a near-optimal dispatching policy.

The length of the setup delay has a less severe impact on optimizing the

energy-performance trade-off in a server farm compared to a single server

system. However, the number and types of control decisions to consider are also

significantly larger in a multi-server system, resulting in a far too large space to

search for the optimal control. Nevertheless, this thesis was able to leverage the

insights gained from the stochastic analysis of large-scale systems to propose a

pair of heuristic power control and dispatching policies that improve the energy

efficiency of a server farm without compromising the performance. These policies

can be applied in provisioning an energy-aware server farm assuming requests

are independent of each other and the underlying service is stateless.

As a future research direction, this thesis can be extended by considering multi-

tier queueing systems that model different service tiers such as web, application

and database servers. Furthermore, this thesis has focused on mean values of

response time and power consumption. However, the stochastic behavior of the

energy-performance trade-off can be better understood by studying the steady

state distributional properties of power consumption and response time.
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Errata

Publication III

Page 103, Section 4: “Event A4” is incorrectly referred to as “event B” in line

20. The text should instead read as

“In the case of event A4, the system dynamics is ...”

Publication IV

Page 115, Section 3.2: Factor 2 is missing from the denominator of the second

term in the mean conditional waiting time of Corollary 2. The correct form is

E[W2(s)]= k
λ
· ρ(s)
1−ρ(s)

+ E[D2]
2E[D]

· 1+ρ(s)
1−ρ(s)

.
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