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1. Introduction

Over the past years, drug discovery has experienced several paradigm
shifts by first drifting away from the traditional "sledgehammer" approach
adopting drug candidates into clinical therapies mainly based on their abil-
ity to generate desirable changes at the phenotypic level. Not surprisingly,
such approach frequently brought along severe side effects. It was revolu-
tionised by the rapid development of genomic, transcriptomic, proteomic
and metabolomic technologies. These technologies have facilitated targeted
therapeutic strategies through the identification of key molecular players
of monogenic Mendelian disorders, such as cystic fibrosis, and, importantly,
also multifactorial complex diseases, such as schizophrenia and cancer.
Most recently, the focus has shifted from designing selective drugs acting
on individual cellular targets known to be involved in a certain disease
process, so called "magic bullets", towards systems-driven pharmacology
models (Hopkins, 2008; Schadt et al., 2009; Boran and Iyengar, 2010;
Dudley et al., 2010; Hart and Xie, 2016; Xie et al., 2017).

Systems pharmacology aims at integrating, analysing and, ultimately,
transforming vast amount of heterogenous and complex omics and clinical
data into actionable therapeutic models. The hypothesis is that the ratio-
nal design of effective and safe therapies requires a holistic view on disease
and drug’s mode of action (MoA), moving away from the conventional "one
drug – one target – one disease" paradigm, whose application is limited
to diseases presenting a single strong driver rather than multiple aber-
rations typical for complex disorders. Furthermore, targeted therapies
typically lead to the emergence of drug resistance through rewiring
of signalling networks, and thus a modulation of only a single target
node in the disease network is unlikely to be effective (Robin et al., 2013).
However, it has been demonstrated that many clinically-approved drugs
already act through modulating multiple molecules in the cell, usually
proteins (Hu and Bajorath, 2013; Santos et al., 2017). Such polypharma-
cological properties can contribute to overall treatment success and are
currently exploited in the development of effective treatment strategies
(Peters, 2013; Anighoro et al., 2014; Tang and Aittokallio, 2014; Ravikumar
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Introduction

and Aittokallio, 2018).
The concept of polypharmacology encompasses not only a single drug

binding to multiple targets but also a broader view of multiple drugs
achieving therapeutic effect by interacting with different targets within
a disease network. Moreover, it has been shown that a gene or a particular
genetic variant can affect multiple, sometimes quite distinct, phenotypic
traits, and thus a single target can be implicated in more than one disease.
In fact, such pleiotropic effects are widespread, especially across complex
diseases (Solovieff et al., 2013; Visscher and Yang, 2016). Leveraging vast
clinical and omics data within the comprehensive systems pharmacology
perspective on disease and drug’s action holds a potential to aid different
stages of drug discovery process, including target identification (i.e. iden-
tification of the appropriate drug targets for a disease), target validation
(i.e. demonstration of how perturbing a target affects a disease), along
with shaping bioactivity landscape of a drug (Chen and Butte, 2016).

Naturally occurring genetic variation between individuals within a popu-
lation can be thought of in terms of a randomised controlled trial.
In particular, DNA variations that alter the function of a protein target and,
in the same time, are associated with a particular disease phenotype, pro-
vide a support for the therapeutic validity of the target (Plenge et al., 2013;
Barrett et al., 2015). Recent studies have demonstrated that systematic
genome-wide association studies (GWAS) can be used to identify relevant
drug targets for a disease (Richards et al., 2012; Sanseau et al., 2012;
Finan et al., 2017), and that targets having genetic evidence from GWAS
are twice as likely to be therapeutically valid compared to those without
it (Nelson et al., 2015). Moreover, genetic profiling studies can be used
to determine drug repurposing opportunities, that is, extend the indication
space of clinically-approved, investigational and also unsuccessful drugs
(Wang and Zhang, 2013; Okada et al., 2014; So et al., 2017). Nevertheless,
despite the remarkable success of GWAS in providing us new insights
into disease biology in the past decade, several challenges in detecting
associations between genetic variants and complex traits remain, such as
modest sample sizes of individual study cohorts and restricted availabil-
ity of individual-level genotype–phenotype data across different cohorts
for the meta-analysis.

Since drug response is governed by complex interactions at various
levels of biological system, both target-based and phenotype-based drug
screening play crucial roles in the drug discovery and design of effective
therapeutic strategies. Phenotypic screening in vitro or in vivo enables
a determination of a change caused by a drug at the systems level, in the
cell or animal model, under the influence of diverse genetic, epigenetic and
environmental factors. On the other hand, target-based screening aims
at identifying direct interaction partners of a drug at the molecular level,
and therefore deconvoluting its MoA, including on- and off-target effects.
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While on-targets are the intended targets of drugs, off-targets
are often unknown and unexpected. Off-target binding can either have
no consequences, or it can help the drug achieve its therapeutic effect, also
in other than original indication, or it can cause side effects. Side-effects
from off-target binding are a frequent reason for drug withdrawal from clin-
ical trials. Thus, early understanding of a quantitative proteome-wide pro-
file of drug–target interactions that drive clinical output is of particularly
high importance in designing effective and safe polypharmacological ther-
apeutics. However, experimental drug bioactivity profiling is still quite
expensive and laborious, even with the modern automated high-throughput
technologies. Furthermore, the massive amount of generated data can-
not be easily analysed, interpreted and, ultimately, translated to clinics
by a human expert alone.

Given the above considerations, it is evident that systematic compu-
tational methods, especially machine learning algorithms, will be es-
sential to deal effectively with the challenges posed by the complexity
of systems-driven approaches to drug discovery (Hart and Xie, 2016; Lima
et al., 2016). Machine learning uses statistical learning theory to con-
struct mathematical models capable of mining patterns in the data and,
importantly, making inferences about new instances from previously ob-
served ones. This thesis develops practical machine learning frameworks
that contribute to different aspects of systems pharmacology. The main
goals are (i) to address one of the current challenges of GWAS, namely,
restricted availability of individual-level genotype–phenotype data across
the study cohorts, (ii) to evaluate practical benefits of machine learning
for drug–protein interaction prediction and (iii) to develop novel methods
for predictive modelling of drug bioactivity, including both molecular and
phenotypic drug response signatures as well as patient treatment outcome
(Figure 1.1).

In this thesis, the focus is directed towards small-molecule drug com-
pounds, especially protein kinase inhibitors, and the quantitative mod-
elling of molecular and phenotypic drug response profiles in order to fully
characterise the wide activity spectrum of a drug. For simplicity, I often
use the term drug to refer to both investigational probe or approved drug,
unless a distinction is particularly important. Moreover, the terms drug,
compound and drug compound will be used interchangeably.
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Figure 1.1. Overview of the thesis "Machine Learning for Systems Pharmacology".
Systems pharmacology aims at integrating and analysing complex clinical
and omics data in order to aid various stages of drug discovery process, includ-
ing the identification of the correct drug targets for a disease, e.g., through the
genome-wide association studies, determination of direct interaction partners
of drugs, including on- and off-target effects, as well as elucidation of drug
responses at the phenotypic level. This thesis develops machine learning
frameworks that can facilitate those steps.
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1.1 Original Contributions

The main contributions of this thesis are given in the original Publications
I-V and summarised below.

• We introduced metaCCA, a method for association testing between
the genotype and phenotype using canonical correlation analysis
in a setting where original individual-level data are not available.
Instead, metaCCA works with published univariate summary statis-
tics from a single GWAS or multiple GWAS (meta-analysis setting) and
a reference database of genetic data. It is the first summary statistics-
based approach to GWAS that allows testing for associations between
multiple genotypic and phenotypic features (Publication I).

• We systematically examined genome-wide transcriptional profiles
of Mycobacterium tuberculosis bacilli extracted from patient sputa be-
fore and during the first two weeks of antituberculosis drug therapy.
We demonstrated their power in predictive modelling of several microbi-
ological and clinical measures of the disease, including parameters with
prognostic value of early treatment efficacy, in the same time suggesting
that dynamic bacterial phenotypes could serve as biomarkers of early
treatment success (Publication II).

• We conducted a comprehensive review of systems-based methods
for predictive modelling of molecular drug response signatures (Pub-
lication III). We then evaluated the practical potential for drug discovery
of one of such state-of-the-art machine learning algorithms (Publication
IV). Notably, we demonstrated that kernel-based regression model offers
cost-effective complementary approach to experimental mapping of drug–
target binding affinities, allowing for prioritisation of the most potent tar-
get interactions for further verification in the laboratory.
We predicted and experimentally validated four novel off-targets
of tivozanib, an investigational small-molecule inhibitor of vascular en-
dothelial growth factor receptor kinases (Publication IV).

• Motivated by the results from Publication IV, we extended the model
to take advantage of multiple molecular and biological data sources,
including chemical structures of drugs, protein structures, gene expres-
sion signatures, methylation profiles, copy number alterations and so-
matic mutations found in cancer cell lines. In particular, we proposed
pairwiseMKL, the first method for time- and memory-efficient pairwise
learning with multiple kernels. Since pairwise learning involves building
a predictive model for pairs of objects, such as drugs and their molecu-
lar targets, or drugs and cancer cell lines, the method is well-suited for
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predictive modelling of both molecular and phenotypic drug response
profiles. pairwiseMKL learns a sparse combination of input pairwise
kernels, thus allowing for the determination of data sources and kernel
functions most relevant to the prediction task (Publication V). More-
over, our experiments showed that the generic string kernel, originally
introduced for comparing short sequences of peptides in the context
of peptide–protein binding affinity prediction, holds also great potential
for drug–protein binding affinity prediction (Publications IV and V).

This thesis is organised as follows. First, Chapter 2 collects the biological
and computational background knowledge related to different aspects
of systems pharmacology touched upon in this thesis as well as mo-
tivation for our work. Next, Chapters 3, 4 and 5 present summaries
of our computational-experimental frameworks for (i) summary statistics-
based multivariate meta-analysis of GWAS, (ii) pairwise learning of anti-
cancer drug bioactivity profiles at both molecular and cellular levels and
(iii) predictive modelling of early treatment efficacy for tuberculosis pa-
tients using dynamic phenotypes of the bacteria causing the disease, which
are the main contributions of this thesis. Finally, Chapter 6 provides
conclusions and future directions.
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2. Background and Motivation

2.1 Human Genome

Deoxyribonucleic acid (DNA) is a double-stranded helical molecule com-
posed of four types of nucleotides which differ in their nitrogenous base:
adenine (A), thymine (T), cytosine (C) and guanine (G). Adenine forms
a base pair with thymine, and guanine pairs with cytosine (Figure 2.1).
The human genome comprises of about three billion DNA base pairs
organised in 23 chromosome pairs, 22 autosomal chromosomes and the
sex-determining X and Y chromosomes (Venter et al., 2001). The first draft
sequence of individual human genome was revealed in 2001 as a result
of the Human Genome Project (International Human Genome Sequencing
Consortium, 2001), and since then thousands of human genomes have been
completely sequenced.

Only a minor fraction of about 1.5% of the genome encodes proteins
(International Human Genome Sequencing Consortium, 2001),
and it is estimated that there are approximately 21 000 protein-coding
genes scattered along the DNA sequence (Clamp et al., 2007). In addition
to the coding segments, known as exons, each gene contains noncoding in-
trons and promoter regions. Proteins are synthesised in the process of gene
expression initiated at the promoter region. In particular, a gene is first
transcribed into a single-stranded messenger ribonucleic acid (mRNA),
and then the code in the transcript is translated into a long chain of amino
acids which determines the way the protein folds into a particular three-
dimensional shape critical to protein’s function. Proteins perform a variety
of important tasks, including catalysing reactions (enzymes), transport-
ing molecules (transporter proteins), identifying and neutralising foreign
particles (antibodies), providing structure and support for cells (struc-
tural components) as well as transmitting signals to coordinate biological
processes (messenger proteins).
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Figure 2.1. The central dogma of molecular biology. The genetic information encoded
in the DNA is first transcribed into the mRNA, which is then translated into
the protein.

2.2 Genome-Wide Association Studies

GWAS exploit the fact that a variation in a DNA sequence between individ-
uals within a population, that is, genetic variation, can cause differences
in their phenotypic characteristics. In particular, GWAS examine associa-
tions between genetic regions (genotype) and traits (phenotype), including
diseases, in samples from a population. Modern genotyping and sequenc-
ing technologies provide detailed genotype description, allowing to conduct
high-resolution association studies.

Genotype is typically represented by a large number of single nucleotide
polymorphisms (SNPs), each depicting a variation at a single base pair
in a DNA sequence among individuals. SNPs constitute the most abundant
form of genetic variation in the human genome, with 84.7 million SNPs
recently characterised by the 1000 Genomes Project Consortium (2015).
There typically are two commonly occurring base pair possibilities at the
SNP location, referred to as the two alleles of the SNP. The frequency
of a SNP is given in terms of the less common allele, and thus it is called
the minor allele frequency (MAF). Although the effects of most SNPs
are negligible, some SNPs may cause changes to the function of a protein,
especially if located in the coding region of a gene.

Phenotype, on the other hand, can be characterised either by a single
categorical or continuous variable, for example, a binary disease indi-
cator, a vitamin D level, heart rate, blood pressure, or multiple more
complex measurements, such as gene expression signatures, brain im-
ages and serum metabolomic profiles, depending on the aim of the study.
For instance, the levels of metabolites in the serum were used to study car-
diovascular diseases (Teslovich et al., 2010; Kettunen et al., 2012; Surakka
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et al., 2015). Such quantitative phenotypic measurements are more precise,
and therefore preferred over simple disease indicators.

A dominant approach to GWAS is to examine whether an association
exists between each SNP and phenotypic measure separately (so called
univariate analysis). The choice of statistical method depends mainly
on the type of phenotypic variable. In particular, logistic regression
is the method of choice for dichotomous case/control phenotypes (e.g. dis-
ease indicator), whereas quantitative phenotypes (e.g. blood pressure)
are analysed using generalised linear model methods, such as the analysis
of variance (ANOVA) and linear regression. The result of each statistical
test is reported in the form of summary statistics, commonly, a p-value to-
gether with an effect size and its standard error. Due to the large number
of conducted tests, the standard significance level of 0.05 should be adjusted
to commonly accepted genome-wide significance level of 0.05/106 = 5 × 10-8.
The correction factor comes from the presence of approximately 106 inde-
pendent genetic regions in the European human genome (Pe’er et al., 2008).
GWAS results are often visualised in the form of Manhattan plot where the
negative logarithms of p-values are plotted against the positions of SNPs
in the genome.

Variants reported by GWAS are generally not the ones having direct
effect on the trait. Follow-up studies are required to detect actual causal
variants that point to a molecular mechanism underlying a particular
association. This is because genome variation has a specific linkage dise-
quilibrium (LD) structure, that is, the correlation structure among genetic
variants reflecting their descent from ancestral chromosomes, and chang-
ing over time due to mutation and recombination events breaking down
ancestral haplotypes (Reich et al., 2001). For example, African genome
is the most ancestral, and thus it has shorter regions of LD than European
genome. LD is often measured as a squared correlation (r2). If several
SNPs are in high LD, it means that their alleles are correlated, and
therefore only a single one of them, a representative so called tag SNP
in a region, needs to be genotyped and included in the association study.
In fact, commonly used SNP arrays for genotyping contain roughly from
5 hundred thousand to 2.5 million SNPs (Ha et al., 2014).

Allele frequency of a genetic variant and its effect size on a phenotype
are usually inversely related. Most rare genetic disorders, such as cys-
tic fibrosis, are caused by rare variants (MAF < 0.005) within a single
gene, and their effect sizes are typically large. The situation is opposite
in common diseases which are frequently influenced by multiple variants
common in the population (MAF > 0.05) located in different genes and
having small effects (Bush and Moore, 2012). As an example, in April
2018, GWAS Catalogue included 137 SNP associations with schizophrenia
(p-value ≤ 5 × 10-8). These associations come from over 100 genomic re-
gions, most of them with low effect sizes (www.ebi.ac.uk/gwas; MacArthur
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et al., 2017). The statistical power to detect genotype–phenotype asso-
ciations depends primarily on the experimental sample size, the choice
of phenotype representation, the frequency and distribution of effect sizes
of causal variants, and the LD between genotyped and causal variants
(Visscher et al., 2017).

2.2.1 The Role of GWAS in Translational Medicine

The ultimate goals of GWAS are to identify genetic risk factors for different
disorders in order to make predictions about individuals at risk and to gain
novel insights into biological underpinning of diseases. The assumption
is that new biology brings new opportunities to stratify and treat especially
complex diseases, paving the road to preventive and personalised medicine.

Findings from GWAS can indeed guide translational medicine efforts.
For instance, the detection of association between rheumatoid arthritis and
a variant in peptidyl arginine deiminase 4 (PADI4), a gene encoding PAD
enzyme involved in the citrullination of proteins (Freudenberg et al., 2011;
Okada et al., 2014), stimulated the development of drugs inhibiting PAD
(Visscher et al., 2017). Citrullinated proteins have pro-inflammatory ef-
fects, and PAD inhibitor BB-Cl-amidine has proven effective in suppressing
joint inflammation in a pre-clinical mouse model of rheumatoid arthritis
(Kawalkowska et al., 2016).

Another example of GWAS support for the therapeutic target validity
is related to proprotein convertase subtilisin/kexin type 9 (PCSK9) gene.
It has been long known that gain-of-function mutations in PCSK9 lead
to elevated low-density lipoprotein (LDL) cholesterol as well as increased
incidence of coronary heart disease (Abifadel et al., 2003), whereas loss-
of-function alleles in the same gene reduce LDL cholesterol and protect
against the disease (Cohen et al., 2006; Horton et al., 2007). Furthermore,
a mechanistic link between PCSK9 and LDL cholesterol levels through
an involvement of PCSK9 in post-translational regulation of LDL receptor
(LDLR) was established in animal models (Maxwell and Breslow, 2004;
Park et al., 2004). Notably, several GWAS reported robust associations
between variants in PCSK9 gene and LDL cholesterol level (Kathiresan
et al., 2008; Coram et al., 2013; Surakka et al., 2015), and currently PCSK9
protein is a target of an investigational drug inclisiran and also of two
US Food and Drug Administration (FDA)-approved drugs alirocumab
and evolocumab. Inclisiran recently successfully completed phase II
clinical trial in patients with hypercholesterolemia (ClinicalTrials.gov,
NCT02597127; Ray et al., 2017). Alirocumab (when added to statin ther-
apy) and evolocumab have been shown to lower LDL cholesterol levels
by as much as 50-60% in larger phase III clinical trials (ClinicalTrials.gov,
NCT01507831, NCT01764633; Robinson et al., 2015; Sabatine et al., 2017).

There exist also several examples of drug repositioning efforts initiated
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by GWAS findings. These include secukinumab, a drug that inhibits
interleukin 17A (IL17A) protein, originally tested in patients with psori-
asis, rheumatoid arthritis and uveitis (Hueber et al., 2010), repurposed
for the treatment of ankylosing spondylitis (Baeten et al., 2015). The ra-
tionale was provided by the association of ankylosing spondylitis with the
variant in interleukin 23 receptor (IL23R) gene encoding IL23R protein
that belongs to the same pathway as IL17A (Burton et al., 2007; Brown
et al., 2016). Along the same lines, Okada et al. (2014) performed a large
meta-analysis of GWAS of rheumatoid arthritis which led to the discovery
of 42 novel associations at genome-wide level of significance. Based on the
follow-up analysis of the overlap between known drug targets and genetic
associations with rheumatoid arthritis, they suggested that anti-cancer
drugs targeting cyclin dependent kinases 4 and 6 (CDK4 and CDK6) could
be repurposed for this autoimmune disease. In fact, CDK4/6 inhibitors
have already shown significant promise in animal models of rheumatoid
arthritis (Sekine et al., 2008; Hosoya et al., 2016), and there are ongoing
efforts by pharmaceutical companies to introduce a drug for this indication
(Nomura et al., 2017).

Last repositioning example presented here comes from the analysis
of GWAS findings by Sanseau et al. (2012). Driven by the observed as-
sociation between tumour necrosis factor ligand superfamily member 11
(TNFSF11) and Crohn’s disease (Franke et al., 2010), Sanseau et al. (2012)
proposed that denosumab, a drug targeting TNFSF11 protein, at the time
marketed for the treatment of postmenopausal osteoporosis, could be tested
for Crohn’s disease. An additional evidence for TNFSF11’s pleiotropy
was provided by the gene expression analysis which revealed that the
top SNP associated with Crohn’s disease at TNFSF11 drives expression
of TNFSF11 in both human B-lymphoblastoid cells (relevant to Crohn’s dis-
ease) and human bone cells (relevant to osteoporosis). Currently,
6 years later, participants are being recruited for phase I/II clinical trial
of denosumab for Crohn’s disease (ClinicalTrials.gov, NCT02321280).

Notably, drug development programs having support from GWAS for
their drug targets are more likely to succeed than those without it (Nel-
son et al., 2015). A recently established Open Targets platform collects
a wide range of evidences linking diseases to known and potential drug
targets, with GWAS being one of the core data sources (Koscielny et al.,
2016). Even though variants identified by GWAS are often characterised
by small effect sizes on the phenotypes, the effects of modulating the cor-
responding protein targets with drugs might be much larger and require
direct testing. An illustrative example is the effect on cholesterol level
of cholesterol-lowering drug statin being 20 times stronger than the effects
of detected by GWAS lipid levels-associated variants that are located near
the gene encoding statin target HMG-CoA reductase (Barrett et al., 2015).
In any case, it is crucial to understand the functional impact of genetic
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variation, and establish a causal link between a certain gene and disease.
Another important application area of GWAS is in pharmacogenomics

aiming at the discovery of genetic variants linked to drug metabolism,
efficacy and adverse reactions. For instance, warfarin is the most com-
monly used drug preventing blood clots. Its appropriate dose for each
individual patient is determined using a genetic test (Johnson et al., 2017).
The development of this test was stimulated by GWAS that uncovered
variants in cytochrome P450 family 2 subfamily C member 9 (CYP2C9)
and vitamin K epoxide reductase complex subunit 1 (VKORC1) as the pri-
mary genetic determinants of stabilised warfarin dose (Cooper et al., 2008).

2.2.2 Summary Statistics-Based GWAS

Since 2005, GWAS have identified almost 60 000 unique strong associa-
tions (p-value ≤ 5 × 10−8) between SNPs and various traits
(www.ebi.ac.uk/gwas; MacArthur et al., 2017), including many with potential
clinical implications. Yet, the variants detected so far explain only a rather
small portion of phenotypic variance (Zuk et al., 2014; Nolte et al., 2017).
Larger experimental sample sizes are likely to lead to new discoveries,
as was the case with schizophrenia where the first robust genetic as-
sociation was identified with the sample of 3 000 cases (International
Schizophrenia Consortium, 2009), whereas the meta-analysis of all avail-
able at the time 35 000 schizophrenia cases raised the number of associa-
tions to 108 (Schizophrenia Working Group of the Psychiatric Genomics
Consortium, 2014).

It has also been demonstrated that the statistical power of GWAS
can be further increased by analysing multiple phenotypic measures to-
gether (multivariate analysis) instead of conducting standard univariate
tests (Inouye et al., 2012). Such leveraging of the information in pheno-
type covariance is supported by the widespread pleiotropy across complex
traits, since it has been observed that the same gene locus is often linked
to several phenotypes (Solovieff et al., 2013; Visscher and Yang, 2016).
Moreover, certain complex associations become detectable only when mul-
tiple SNPs are tested jointly (Marttinen et al., 2014). Therefore, three pos-
sible multivariate association testing strategies emerge, namely, analysing
(i) one SNP against multiple traits, (ii) multiple SNPs against one trait
and (iii) multiple SNPs against multiple traits. However, a major limiting
factor is that, due to privacy issues, usually only the univariate summary
statistics, that is, results of univariate association analysis, from individual
study cohorts are publicly available, not the complete individual-level geno-
type and phenotype data. This calls for the development of methods that
could work with univariate summary statistics to carry out a multivariate
meta-analysis of GWAS in order to boost the statistical power to detect
novel associations, along with the potential targets for drug intervention.
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At the time of Project I, there existed only (i) single SNP – multiple traits
(Stephens, 2013; Vuckovic et al., 2015; Zhu et al., 2015)
and (ii) multiple SNPs – single trait (Yang et al., 2012; Feng et al., 2014)
methods for the summary statistics-based multivariate meta-analysis
of GWAS. Therefore, one of the aims of this thesis is to develop a frame-
work that could unify those approaches by allowing to conduct also multiple
SNPs – multiple traits association tests (Publication I).

2.3 Shaping Drug Bioactivity Landscape

2.3.1 Drugs and their Targets

According to the FDA’s definition, a drug is a substance intended for use
in the diagnosis, cure, mitigation, treatment or prevention of a disease.
Of note, the use of drugs is not restricted to diseases with a genetic origin.
Both a natural product and a substance synthesised in the laboratory can
be classified as a drug. Although a majority of clinically-approved drugs
are small-molecule chemical compounds, not every chemical probe has
the desired physicochemical properties to become a drug. For instance,
a well-known "Lipinski’s rule of five" states that an orally-absorbed drug
should have molecular weight lower than 500 daltons, no more than
five hydrogen bond donors and ten hydrogen bond acceptors, and a logP
value (a measure of lipophilicity) not greater than five, with a possibility
of violation of one of these criteria (Lipinski et al., 1997). The name of the
rule originates from the fact that the cut-offs for all parameters are close
to five or a multiple of five. Since this seminal work, a range of differ-
ent methods to evaluate compound’s drug-likeness have been proposed
(Muegge et al., 2001; Veber et al., 2002; Lajiness et al., 2004; Bhal et al.,
2007; Daina et al., 2017), and it has been estimated that the chemical uni-
verse might contain as many as 1024 drug candidates (Ertl, 2003; Reymond
and Awale, 2012).

A drug achieves therapeutic effect through modulating molecules
in the organism it is administered to. Depending on a type of drug,
it can bind to proteins, protein–protein interaction interfaces, metabolites
or even DNA and RNA. For instance, acetylsalicylic acid, commonly known
as aspirin, works by binding to and inhibiting the activity of cyclooxyge-
nase (COX), an enzyme that leads to the synthesis of hormones causing,
among others, inflammation, swelling, fever and pain (Vane, 1971; Vane
and Botting, 2003). In fact, proteins form the largest class of drug targets.
The current assessment is that 22% of all human proteins are druggable
(Finan et al., 2017), that is, known or predicted to be amenable to modu-
lation by small-molecule compounds, due to the presence of binding sites
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that are capable of efficient binding of drug-like ligands (Hopkins and
Groom, 2002). Among different protein classes, most FDA-approved drugs
modulate G-protein-coupled receptors (GPCRs), ion channels, kinases and
nuclear hormone receptors (Santos et al., 2017). Notably, the interest
in kinase targets is rapidly growing which is evident from the observa-
tion that over one fourth of all kinase-modulating drugs was approved
in a short span of four years between 2011 and 2015, and there are many
more kinase inhibitors in active clinical development (Santos et al., 2017).

2.3.2 Kinase Inhibitors

Protein kinases constitute a large family of enzymes that regulate most
cellular processes in living organism by transferring phosphate groups
from high-energy donor molecules, such as adenosine triphosphate (ATP)
or guanosine triphosphate (GTP), to particular amino acids of substrate
proteins, usually serine, threonine and tyrosine residues in eukaryotes
(Ubersax and Ferrell, 2007). This process, referred to as phosphorylation,
controls diverse biological functions of the phosphorylated protein, such
as its enzymatic activity, ability to bind to other molecules, degradation
and cellular relocation. Human kinome comprises of 538 kinases
(www.kinase.com, Manning et al., 2002). Even though genes encoding ki-
nases account for only about 2% of the genome, it has been estimated
that the resulting enzymes phosphorylate approximately one third of all
proteins (Ubersax and Ferrell, 2007).

Deregulated kinase activity is a common cause or consequence of many
diseases, which called for the development of drugs able to inhibit the ac-
tivity of a particular kinase. Kinases stimulate, among others, cell growth,
proliferation as well as apoptosis, and thus they display oncogenic prop-
erties when mutated or over-expressed. In fact, it is clear that kinases
are involved in the formation, progression as well as survival of cancer
(Paul and Mukhopadhyay, 2004; Leicht et al., 2007; Whitmarsh and Davis,
2007; Dummler et al., 2009; Roskoski, 2014). Since the success of the
first anti-cancer kinase inhibitor imatinib targeting tyrosine kinases and
marketed in 2001 for the treatment of chronic myeloid leukemia (Mauro
and Druker, 2001; Cohen et al., 2002), a total of 39 small-molecule kinase
inhibitors have been FDA-approved for patient use as of January 2018
(www.brimr.org/PKI/PKIs.htm) and many more kinase inhibitors are under-
going clinical trials. Notably, kinase inhibitors form the largest group
of new drugs approved for cancer treatment (Knight et al., 2010).

Among 39 clinically-approved kinase inhibitors, 37 are indicated for can-
cer therapy. It is, however, anticipated that also other human diseases
could be treated using such kinase-modulating drugs, including central
nervous system diseases (Muth et al., 2014; Nygaard et al., 2014), inflam-
matory disorders (Barnes, 2013; Clark et al., 2014), cardiovascular diseases
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(Fisk et al., 2014; Kikuchi et al., 2014) and diabetes (Prada and Saad, 2013).
This is evident in clinical trials where several kinase inhibitors are cur-
rently being tested not only in cancer therapy but also for treating a variety
of other diseases. These include saracatinib, an inhibitor of Src and Abl
family kinases, under evaluation for the treatment of Alzheimer’s dis-
ease (ClinicalTrials.gov, NCT02167256), imatinib tested in type 1 diabetes
(ClinicalTrials.gov, NCT01781975), baricitinib targeting janus kinase 1
(JAK1) and janus kinase 2 (JAK2) undergoing clinical trials for rheuma-
toid arthritis (ClinicalTrials.gov, NCT01885078) and giant cell arteri-
tis (ClinicalTrials.gov, NCT03026504) as well as JAK1 inhibitor filgo-
tinib under investigation for ankylosing spondylitis (ClinicalTrials.gov,
NCT03117270), rheumatoid arthritis (ClinicalTrials.gov, NCT02065700)
and psoriatic arthritis (ClinicalTrials.gov, NCT03101670, NCT03320876).
At the moment, one JAK kinase inhibitor tofacitinib is already used
in clinical practice for the treatment of rheumatoid arthritis (Traynor,
2012). Furthermore, kinase inhibitors are frequently adopted as research
tools to study the consequences of inactivation of their targets in biological
systems.

Kinase inhibitors can be broadly divided into six classes based on the
structures of the complexes they form with their targets. A majority
of kinase inhibitors block the function of a kinase by directly occupying
its ATP binding pocket in the active kinase conformation (type I inhibitors).
Type II inhibitors also target the ATP binding site but in the inactive
conformation and extend to the adjacent allosteric pocket that is present
only in the inactive form. Type III inhibitors bind next to the ATP binding
pocket, whereas type IV inhibitors bind to more distant sites. Type V
inhibitors are referred to as bivalent inhibitors because of their binding
to two different regions of the kinase domain. The inhibitors of type I-V
are reversible, whereas type VI inhibitors form very strong covalent bonds
with the target kinase (Roskoski, 2016).

2.3.3 Polypharmacology

Although many kinase inhibitors were originally designed to bind selec-
tively to a particular kinase, according to the traditional "one drug – one
target – one disease" paradigm, kinase ATP binding sites are highly evolu-
tionarily conserved, and currently it is apparent that most ATP-competitive
kinase inhibitors present a promiscuous MoA, meaning that they are char-
acterised by a substantial number of off-target effects. Since the inactive
kinase conformation is considered more unique, it was initially hypoth-
esised that the type II inhibitors could be more selective than the type
I inhibitors but recent data do not support this theory (Zhao et al., 2014).
Moreover, several studies have demonstrated that also members of other
drug classes typically bind to more than one target (Hu and Bajorath, 2013;
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Peters, 2013; Santos et al., 2017). It is, however, increasingly recognised,
under the systems pharmacology perspective of disease and drug’s action,
that such polypharmacological properties can be beneficial by contributing
to drug’s efficacy and overall treatment success. Most diseases, including
different cancer types, can escape from the modulation of a single target
in the disease network, due to the presence of alternative signalling path-
ways. In particular, an inhibition of one molecule can be compensated
by over-activating another molecule or pathway. Targeting multiple nodes
in the disease network by a single drug (multi-targeted monotherapy)
or a mixture of drugs (combination therapy, Figure 2.2) therefore holds
a promise to overcome such resistance mechanisms by blocking several
targets in parallel signalling pathways (Hopkins, 2008; Knight et al., 2010;
East and Silver, 2013).

Figure 2.2. Schematic overview of three different therapeutic strategies to target disease
networks.

Therapeutic Polypharmacology
There exist many examples of therapeutic polypharmacology. Among
multikinase inhibitors, these include sorafenib which was initially de-
signed to inhibit Raf kinases in Raf-dependent tumours. Even though
sorafenib failed in clinical trials for Raf-dependent melanoma (Hauschild
et al., 2009), it showed unexpected efficacy in kidney and liver cancers.
This was later attributed to its originally unintended interactions with
vascular endothelial growth factor receptor (VEGFR) and platelet-derived
growth factor receptor (PDGFR), kinases being secreted by the tumour
to trigger angiogenesis, a process of the formation of new blood ves-
sels from the existing ones. The suppression of cancer cell proliferation
can be explained by Raf inhibition, whereas tumour angiogenesis which
sustains tumour growth is prevented through the inhibition of VEGFR
and PDGFR (Wilhelm et al., 2006). Currently, sorafenib is approved
for the treatment of kidney, liver and thyroid cancers.

Unexpected off-target effects can also lead to exciting drug repurposing
opportunities. A case of thalidomide is perhaps the most representative
and well-known example. In the 50’s, thalidomide was prescribed to treat
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insomnia and nausea in pregnant women but it was withdrawn from
the market once severe birth defects were recognised in thousands of new-
borns. However, few years later, thalidomide turned out to be effective
in the treatment of leprosy, due to its off-target inhibition of tumour necro-
sis factor α (TNF-α) protein that is inappropriately produced in inflamed
tissue (Sampaio et al., 1991). Nowadays, because of the presence of sev-
eral other beneficial off-targets activities, thalidomide is also used in the
therapy for multiple myeloma (Hideshima et al., 2000).

Another example is the repositioning of the first clinically-approved
anti-cancer kinase inhibitor imatinib for the treatment of gastrointesti-
nal tumours after discovering that, in addition to inhibiting its intended
target (on-target) fusion protein breakpoint cluster region-abelson tyrosine-
protein kinase (BCR-ABL), imatinib also targets mast/stem cell growth fac-
tor receptor (c-Kit) kinase. Gain-of-function mutations in c-Kit contribute
to gastrointestinal cancer development (Hirota et al., 1998; Demetri et al.,
2002). Along the same lines, sunitinib, which was originally intended for
kidney cancer therapy, was investigated and approved also for gastroin-
testinal cancer, due to its off-target interaction with c-Kit (Motzer et al.,
2006; Demetri et al., 2006). Moreover, sunitinib is potent towards several
receptor tyrosine kinases (Papaetis and Syrigos, 2009) and, as of April
2018, it is undergoing over 100 clinical trials for different cancer types,
alone or in combination with other compounds (ClinicalTrials.gov).

In fact, combination therapies are widely explored for many diseases
(Panaccione et al., 2014; Matsunaga et al., 2015; Hu et al., 2016; Hol-
beck et al., 2017). For instance, a cocktail of four small-molecule drugs,
isoniazid, rifampin, pyrazinamide and ethambutol, forms a standard first-
line therapy for tuberculosis (TB; Blumberg et al., 2003; World Health
Organization, 2017). Combinatorial strategies are also used in treating
other infectious diseases. For example, β-lactam antibiotics are degraded
by β-lactamase enzymes produced by bacteria, and thus a combination
of β-lactamase inhibitors with β-lactam antibiotics overcomes a resistance
to this antibiotics (Kong et al., 2010). In cancer therapy, one example
is trametinib, an inhibitor of mitogen-activated protein kinase kinase 1
and 2 (MEK1 and MEK2), approved in 2014 in combination with B-raf
serine/threonine-protein (BRAF) inhibitor dabrafenib for the treatment
of patients with metastatic melanoma (Eroglu and Ribas, 2016; Long et al.,
2016).

However, in general, multi-targeted monotherapies possess several ad-
vantages over combinatorial treatment strategies. These include, the
lack of undesired drug–drug interactions, more predictable pharmacoki-
netic profile, lower toxicities, simultaneous presence of drug molecules
in the tissue, easier dosing and, finally, more straightforward develop-
ment. This is due to less regulatory and intellectual property issues that
are present if a combination therapy is being developed in collaboration
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of different pharmaceutical companies (Anighoro et al., 2014).

Adverse Polypharmacology
In addition to contributing to beneficial therapeutic responses, off-target
activities need to be regarded as an important cause of adverse drug re-
actions. Unintended off-targets which give raise to side effects are often
referred to as anti-targets. One such example is binding of nonsteroidal
anti-inflammatory drugs (NSAIDs), including aspirin, to COX-1 isoform.
In particular, while the inhibition of COX-2 leads to a desired reduction
of levels of prostaglandins hormones that cause pain and inflammation,
the inhibition of COX-1 results in decreased levels of prostaglandins pro-
tecting the lining of the stomach, and therefore causes gastrointestinal
side effects, such as stomach pain (Brune and Patrignani, 2015).

Kinase inhibitors have revolutionised cancer treatment but their polyphar-
macological properties have also been linked to toxic responses. Common
side effects include various skin toxicities, hypertension, muscle and joint
pains, diarrhea and headache. More severe side effects, among others,
liver problems, bone marrow suppression and heart failure may also oc-
cur during kinase inhibitor therapy (Hartmann et al., 2009; Green et al.,
2016). For instance, imatinib displays cardiotoxic properties, due to its
unintended inhibition of c-ABL (Kerkelä et al., 2006).

In order to detect adverse drug reactions as early as possible in the drug
development pipeline, so called safety panels are routinely adopted
in preclinical studies. Safety panel screening involves screening new
drug candidates against a number of known safety-relevant anti-targets,
such as the human ether-à-go-go-related gene (hERG) potassium channel,
a protein underlying the electrical activity regulating heart beating, the
inhibition of which can lead to potentially fatal arrhythmias (Redfern et al.,
2003; Bowes et al., 2012).

2.3.4 Drug–Target Interaction Mapping

Since polypharmacological interactions contribute both to therapeutic and
toxic responses, comprehensive target profiling is critical for the success
of systems pharmacology approaches to drug discovery. In particular, the
knowledge of the complex drug–target binding affinities across the full
proteome, including on- and off-target effects, will help to deconvolute
drug’s MoA and improve the balance between efficacy and safety of multi-
targeted therapies (Peters, 2013; Ravikumar and Aittokallio, 2018).

Experimental Approaches
Modern automated high-throughput drug screening assays allow rapid
and accurate determination of proteome-wide or kinome-wide interaction
partners of hundreds of compounds (Davis et al., 2011; Metz et al., 2011;
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Schirle et al., 2012; Drewry et al., 2017). The inhibitory ability of a drug
compound is typically quantified using a dissociation constant (Kd), an inhi-
bition constant (Ki) or a half maximal inhibitory concentration (IC50; Tang
et al. (2017)). The dissociation constant Kd directly measures a strength
of physical interaction between two molecules, that is, a binding affin-
ity. Specifically, Kd indicates the concentration of a compound at which
50% of a target protein exists in the compound–protein complex (Haldane,
1930; Lineweaver and Burk, 1934). On the other hand, both Ki and IC50

correspond to the concentration of a compound needed to inhibit the en-
zymatic activity of a protein by 50%, but they are not always equivalent.
In particular, the relationship between Ki and IC50 depends on the type
of the inhibition and the mechanism of the reaction. Here, we focus on re-
versible inhibitors which can be classified as competitive, non-competitive
or uncompetitive. Competitive inhibitors compete with substrates
for an access to the binding site of the protein enzyme, whereas both
non-competitive and uncompetitive inhibitors bind to sites other than
the substrate binding site. Moreover, uncompetitive inhibitors bind only
to the protein–substrate complex. Most kinase inhibitors are competi-
tive with the ATP substrate (Figure 2.3). Ki equals IC50 assuming either
non-competitive or uncompetitive model of inhibition. If the inhibitor
is a competitive inhibitor, the relationship between Ki and IC50 is charac-
terised by a Cheng-Prussoff equation (Yung-Chi and Prusoff, 1973):

Ki =
IC50

1 + [S]
Km

, (2.1)

where [S] is the substrate concentration at which IC50 value was deter-
mined and Km is the Michaelis-Menten constant equal to the concentration
of a substrate at which the activity of an uninhibited enzyme is at half
maximal. Unlike IC50, Ki is an intrinsic thermodynamic quantity; its value
for a particular enzyme–inhibitor complex is a constant and it does not
depend on the concentration of a substrate (Cer et al., 2009).

Figure 2.3. Schematic model of the competitive inhibition. A competitive inhibitor binds
to the active site of a protein enzyme, and thus a substrate, i.e., a molecule
upon which the enzyme normally acts, is prevented from binding to the same
active site. Of note, the active site consists of the binding site and catalytic
site. Most kinase inhibitors are competitive with the ATP substrate.
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In order to give a better sense of the relative compound potencies,
bioactivity readouts are typically represented in the logarithmic scale
as pKd = −log10Kd, pKi = −log10Ki and pIC50 = −log10IC50 (given in mo-
lars [M]). Generally, the higher the pKd, pKi or pIC50 value, the higher the
inhibitory ability of a drug against a protein target.

It is also worth noting that recently a lot of progress has been made
in the techniques profiling drug–target interactions in living cells where,
instead of treating drugs and proteins as isolated entities, various in-
tracellular events, such as post-translational protein modifications and
protein–protein interactions, can be taken into account (Taipale et al.,
2013; Robers et al., 2015; Dubach et al., 2017; Vinegoni et al., 2017).
One of such methods, thermal proteome profiling (TTP), relies on the mass
spectrometry-based proteomics (Aebersold and Mann, 2016) and exploits
the principle that a protein is more resistant to chemical denaturation
when bound to a ligand. In particular, a protein subjected to a heat stress
unfolds but the temperature at which it happens, known as the appar-
ent melting temperature Tm, is greater when a protein forms a complex
with a drug compound. TTP allows to detect drug–target interactions
on a proteome-wide scale by measuring a change in protein’s Tm induced
by drug binding (Savitski et al., 2014; Franken et al., 2015; Mateus et al.,
2016).

Computational Approaches
Even though experimental drug–target interaction profiling is critical
to elucidate drug’s MoA, computational approaches offer complementary
cost- and time-effective means to accelerate the exploration of the enormous
chemical universe.

Docking simulations belong to classical computational approaches used
in the drug discovery pipeline for, among others, estimating binding affini-
ties between drug compounds and protein targets. Each docking experi-
ment involves finding the most optimal three-dimensional conformation
of the compound–protein complex. Most widely used docking tools include
AutoDock (Goodsell et al., 1996; Morris et al., 2009; Trott and Olson, 2010),
DOCK (Kuntz et al., 1982; Moustakas et al., 2006), FlexX (Kramer et al.,
1999; Claußen et al., 2001), Glide (Friesner et al., 2004, 2006), GOLD
(Verdonk et al., 2003), ICM (Abagyan et al., 1994; An et al., 2005), Roset-
taLigand (Davis and Baker, 2009) and SwissDock (Grosdidier et al., 2011).
They differ mainly in the sampling algorithms exploring possible bind-
ing conformations and scoring functions that provide a rough measure
of compound–protein binding strength.

As accurate as these methods can be, they require a significant amount of
time and computational resources as well as the usage of three-dimensional
molecular structures which may not be available for all proteins. On the
other hand, drug–target interaction modelling using machine learning
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makes a greater simplification of the problem but it is orders of magni-
tude faster, allows to process much larger amount of data, works also
without the access to three-dimensional structures and still yields high
quality binding affinity predictions. Machine learning is therefore receiv-
ing increasing attention in drug discovery (Lavecchia, 2015; Lima et al.,
2016; Zhang et al., 2017). The objective is to derive rules from the ex-
isting bioactivity data (a phase of learning from training data) in order
to build predictive models that can be then applied to infer unmeasured
compound–target binding affinities (prediction phase).

Although several supervised machine learning approaches to binding
affinity prediction learn only from the topology of the known experimentally-
mapped drug–target interaction networks (van Laarhoven et al., 2011;
Cheng et al., 2012; Wang and Zeng, 2013), a majority of proposed methods
exploit also additional information on drug compounds and/or protein tar-
gets. Such models can be broadly categorised as compound-based, protein-
based and systems-based. Compound-based methods are the most tradi-
tional ones. They typically aim to relate structural properties of the chemi-
cal molecules to their bioactivity profiles (so called quantitative structure-
activity relationship (QSAR) models; Hansch et al. (1962); Cherkasov
et al. (2014); Unterthiner et al. (2014); Merget et al. (2017)), whereas
protein-based methods focus on finding the relationship between bioactiv-
ity profiles and protein properties, amino acid sequences or structures (Li
and Lai, 2007). Systems-based approaches, also known as proteochemo-
metric models, unify the above frameworks by exploiting the properties
of both drug compounds and protein targets under the assumption that
similar drugs are likely to interact with similar proteins (Figure 2.4; Lap-
insh et al., 2001; Ding et al., 2013; Subramanian et al., 2013; Chen et al.,
2015). Typically, similarities between drugs are computed by comparing
their two-dimensional chemical structures, and similarities between pro-
teins are obtained by amino acid sequence alignments. However, also other
information sources for constructing chemical and genomic descriptors are
being explored, including known side effects of drugs and gene ontology
(GO) annotations of proteins (Campillos et al., 2008; Perlman et al., 2011;
Yamanishi et al., 2014).

Up to now, a variety of different systems-based machine learning frame-
works for drug–target interaction prediction have been introduced, sev-
eral of which are reviewed in Publication III. Their main differences lie
in the used molecular descriptors and learning algorithms, such as kernel
learning (Yamanishi et al., 2008; van Laarhoven and Marchiori, 2013;
Pahikkala et al., 2014; Nascimento et al., 2016; Subramanian et al., 2016),
random forest (Christmann-Franck et al., 2016; Coelho et al., 2016; Bosc
et al., 2017; Subramanian et al., 2016; Wang et al., 2018), deep neural
networks (Tian et al., 2016; Wen et al., 2017; Tsubaki et al., 2018), matrix
factorisation (Gönen, 2012; Lim et al., 2016; Liu et al., 2016) and ensem-

29



Background and Motivation

Known drug-target 
interaction (DTI) map

Target space

Drug space

Target-target 
connections

Chemical  structures Transcriptional 
responses 

Protein sequence 
similarities 

Protein-protein 
interaction networks 

Side effects 

Gene Ontology 
classifications 

New DTI  
predictions

Drug-drug 
connections

Figure 2.4. The components of the systems-based drug–target interaction prediction meth-
ods. Reprinted from Publication III with permission from Taylor & Francis.
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ble learning (Yuan et al., 2016; Zhang et al., 2017). Such methods have
been shown to perform well in cross-validation (CV) setups or when tested
on external published datasets not included in the model training. Never-
theless, most of them lack direct experimental validation of the predicted
interactions in the laboratory using targeted experimental assays which
is, ultimately, the only way to avoid any possible information leakage be-
tween the training and validation data as well as to really demonstrate
the practical benefits of the model for drug discovery applications. One
of the aims of this thesis is therefore to systematically evaluate practical
potential of machine learning for the pre-clinical drug–target interaction
mapping, using kinase inhibitors as a specific case study (Publication IV).

We have selected to work with a popular kernel-based learning frame-
work for several reasons. Briefly, kernels offer the advantage of computa-
tionally efficient modelling of the nonlinearities between both chemical and
genomic descriptors and drug bioactivities using well-established linear
learning algorithms (Shawe-Taylor and Cristianini, 2004). Kernels have
also been proven powerful in capturing molecular properties for predic-
tion purposes (Ceroni et al., 2007). Moreover, kernel approaches achieved
good performance in several recent studies, also outside the inference of
drug–target interactions, such as the prediction of peptide–protein binding
affinities (Giguère et al., 2013), drug responses in cancer cell lines (Costello
et al., 2014) and metabolite identification (Brouard et al., 2016). A kernel
function can be considered as a similarity measure between the objects, for
example, drugs or proteins, and it is formally introduced in Section 2.4.2.

Since it is evident that molecular interactions are not simple on/off
relationships, we will focus on quantitative binding affinity prediction
(regression) in order to fully characterise the activity spectrum of a drug,
instead of the most commonly-used setup of categorising drug–protein
pairs as either interacting or non-interacting (classification).

2.3.5 Phenotypic Drug Screening

In order to ensure a successful translation of polypharmacological ther-
apies to clinics, phenotypic drug screening, testing the systems-level re-
sponse to drug’s action, needs to be performed in addition to comprehensive
target-based drug screening. This is because, due to the redundancy of bio-
logical networks, a phenotype resulting from modulating a set of proteins
might be different than expected from the target profiling-derived hypoth-
esis. Furthermore, a single disease is often characterised by a variety
of genomic backgrounds, and therefore a given therapy will not be effec-
tive in all patients with the same diagnosis. This is especially apparent
in cancer which is likely to be the most heterogenous disease (Marusyk
et al., 2012; Lawrence et al., 2013; Punt et al., 2017). In fact, account-
ing for patient-to-patient variability by determining anti-cancer potential
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of drug compounds from the complex genomic background of the individual
patient’s disease is a key challenge in modern oncology and emerging per-
sonalised treatment strategies.

Human cancer-derived cell lines are widely used in cancer research and
drug development. Even though such cultured cells might differ in several
aspects from primary tumours, they form a powerful experimental model
to study the biology of cancer as well as to evaluate the therapeutic efficacy
of anti-cancer compounds in high-throughput experiments (Sharma et al.,
2010; Gillet et al., 2013; Klijn et al., 2015). The first cultured cancer cell
line, HeLa, was derived in 1951 from the patient with cervical cancer,
Henrietta Lacks (Scherer et al., 1953). Since then, hundreds of cell lines
representing various cancer sub-types with different genomic profiles have
been established (Klijn et al., 2015; Li et al., 2017).

A conventional cell-based drug screening experiment involves the es-
timation of, for example, IC50 value which, in this context, corresponds
to the concentration of a drug compound needed to inhibit the growth
of a cancer cell by 50%. In the recent years, several large-scale screen-
ing efforts measuring cellular responses to perturbations by hundreds
of small chemical molecules had been conducted (Barretina et al., 2012;
Yang et al., 2012; Basu et al., 2013; Smirnov et al., 2017). The data from
such experiments have opened the avenues for, among others, the de-
velopment of predictive models of phenotypic drug response signatures
(Azuaje, 2017; Iorio et al., 2016).

Cancer cell lines are well-characterised since they are profiled for gene
expression, DNA methylation, DNA copy number variation, somatic mu-
tations and protein abundance. However, very large number of features,
especially with respect to the number of samples, that is, cell lines, and
their origin from multiple data sources pose challenges to predictive models.
A recent effort to systematically compare the ability of different machine
learning approaches for predicting therapeutic drug responses from ge-
nomic, epigenomic and proteomic profiles of the cancer cells revealed that
successful methods have in common the ability to effectively integrate
these large-scale data for the multi-level analysis as well as to model
nonlinear relations between cell line features and drug response profiles
(Costello et al., 2014). Especially multiple kernel learning (MKL, Section
2.4.2) methods have proven competitive and continued to be a method
of choice for modelling drug responses in several studies (Ammad-ud-din
et al., 2016; Ali et al., 2018). Since both drug response in cancer cell line
prediction and drug–protein interaction prediction are representative ex-
amples of pairwise learning problems, that is, problems involving making
predictions for pairs of objects, such as drugs and cancer cells, or drugs and
proteins, we focused on MKL in such pairwise setting (pairwise learning
is formally introduced in Section 2.4.2). In particular, we aim to develop
the first systems-based method for efficient learning with multiple pairwise
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kernels, combining various types of both chemical descriptors of drugs and
genomic descriptors of proteins or cancer cell lines (Publication V).

In addition to quantifying the effect of a drug at the phenotypic level,
also molecular profile of a disease in response to drug’s action, such
as a change in gene expression, is frequently measured. This is use-
ful for understanding specific mechanisms behind either drug sensitivity
or drug resistance (Lamb et al., 2006; Qu and Rajpal, 2012; Vidović et al.,
2014; Hodos et al., 2017; Subramanian et al., 2017). Along these lines,
in this thesis, we will also analyse drug-induced transcriptional signatures
of Mycobacterium tuberculosis (M.tb), a pathogen causing TB in humans.
TB is an infectious disease which typically attacks the lungs (pulmonary
TB). It affects approximately 10 million people each year and contin-
ues to be among the top ten causes of death worldwide as well as the
leading cause of death from a single infectious agent. The standard
first-line therapy is formed by a combination of four drugs, isoniazid,
rifampin, pyrazinamide and ethambutol, administered for six months.
However, drug resistance remains a major problem with almost half
a million multidrug-resistant TB cases reported in 2016. Currently, the
therapy of multidrug-resistant TB lasts at least 18-24 months and in-
volves increasingly toxic second-line drugs (Mitchison and Davies, 2012;
World Health Organization, 2017). New drug regimens that could improve
and shorten the duration of TB treatment, together with biomarkers
of the treatment outcome, are therefore urgently needed. Our goal
is to systematically examine the power of drug-induced transcriptional
profiles of M.tb bacilli extracted from patient sputa in predicting early
treatment efficacy (Publication II).

2.4 Machine Learning

I will use the following notation throughout this thesis. Let matrices
X ∈ R

n×tx and Y ∈ R
n×ty denote two sets of measurements taken on the

same n objects or individuals sampled from the joint distribution defined
on (X ,Y). The observed values of the variables or features are stored
in the columns of the corresponding matrices. We refer to rows of each ma-
trix as samples, instances or data points. For instance, in the GWAS con-
text, X stores the genotype data of tx SNPs of n individuals and Y stores
the phenotype data of, for example, ty lipid levels measured on the same
set of n individuals. In the context of pharmacology, X could be the matrix
of features of n drugs, for example, their tx physicochemical properties
or tx-bit long fingerprints (i.e. binary vectors representing the presence (1)
or absence (0) of certain structural characteristic in the molecule, such as
a type of ring system or nearest neighbours of an atom). Then, Y could
store sensitivity measurements of ty cancer cell lines to those n drugs,
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such as IC50 values. In a supervised learning framework (Section 2.4.2),
X is a so called feature matrix and Y is a label matrix.

Matrices are represented using uppercase letters with boldface type.
Both vectors and scalars are written in lowercase but I use boldface type
to represent vectors. An ith row of a matrix X is denoted by xi, whereas
ith column of X is denoted by x[i]. I consider all vectors as column vec-
tors, regardless if they are stored as rows or columns in a matrix; thus,
for a vector defined as u ∈ R

n, uTu is a scalar and uuT is an n× n matrix
where uT is the vector transpose of u. Row vectors are denoted as uT .
An inner product between two vectors u and u′ is expressed as 〈u,u′〉 =
= uTu′. Furthermore, In is an identity matrix of size n× n.

2.4.1 Canonical Correlation Analysis

Throughout this section, I assume that the variables in X and the variables
in Y are standardised to have zero mean and unit variance. Canonical
correlation analysis (CCA) is a classical unsupervised multivariate method
for determining the relationship between two sets of variables (Hotelling,
1936). In particular, CCA seeks for linear combinations of the variables
of X and linear combinations of the variables of Y that are maximally
correlated with each other. This corresponds to the problem of finding
vectors a ∈ R

tx and b ∈ R
ty that result in a minimal angle between linear

transformation vectors Xa ∈ R
n and Yb ∈ R

n, and consequently maximise
the correlation ρ between Xa and Yb:

argmax
a,b

ρ(Xa,Yb), (2.2)

ρ(Xa,Yb) = cos(Xa,Yb) =
〈Xa,Yb〉
‖Xa‖‖Yb‖

=
(Xa)T (Yb)√

(Xa)T (Xa)
√

(Yb)T (Yb)

=
aTXTYb√

aTXTXa
√
bTYTYb

. (2.3)

The empirical cross-covariance matrix between the variables in X and Y

is given by

ΣΣΣXY =
XTY

n− 1
, (2.4)

whereas the empirical within-sets covariance matrices between the vari-
ables in X and between the variables in Y are calculated by

ΣΣΣXX =
XTX

n− 1
, (2.5)

ΣΣΣYY =
YTY

n− 1
, (2.6)
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respectively. Of note, we say "empirical" as the covariances are com-
puted based on the datasets that are only subsets of the whole population.
Together, ΣΣΣXX, ΣΣΣYY and ΣΣΣXY form a joint covariance matrix of (X, Y):

ΣΣΣ =

(
ΣΣΣXX ΣΣΣXY

ΣΣΣT
XY ΣΣΣYY

)
. (2.7)

Hence, Equation (2.3) can be written as

ρ(Xa,Yb) =
aTΣΣΣXYb√

aTΣΣΣXXa
√

bTΣΣΣYYb
= corr(Xa,Yb). (2.8)

Since, optimising of (2.8) is not affected by scaling of vectors a or b, the
CCA optimisation problem is equivalent to maximising the numerator
while constraining each term in the denominator to have a value of 1:

argmax
a,b

aTΣΣΣXYb,

subject to: aTΣΣΣXXa = 1 and bTΣΣΣYYb = 1. (2.9)

The number of relationships or patterns that can be extracted by CCA
equals to the smallest of the ranks of matrices X and Y: min{tx, ty}, as-
suming full rank X and Y. Vectors a(1) and b(1) that maximise canonical
correlation ρ(1) are called the first canonical weights, and the correspond-
ing pair of linear transformations (Xa)(1) and (Yb)(1) is called the first
canonical variate pair. Subsequent canonical correlations ρ(i) as well as
weights a(i) and b(i), for i = 2, . . . ,min{tx, ty}, are found by requiring that
the corresponding linear transformations are always orthogonal to the
previous ones, that is,

〈
(Xa)(i), (Xa)(i−k)

〉
= 0 and

〈
(Yb)(i), (Yb)(i−k)

〉
= 0,

k = 1, . . . , i− 1, such that ρ(1) ≥ ρ(2) ≥ . . . ≥ ρ(min{tx,ty}).

Solution to CCA
The solution to CCA can be obtained by using the singular value decom-
position (SVD; Healy, 1957; Ewerbring and Luk, 1989) which is less com-
putationally complex than the eigenvalue-based technique (Uurtio et al.,
2017). We start with whitening the data matrices X and Y by

X̃ = ΣΣΣ
−1/2
XX X, (2.10)

Ỹ = ΣΣΣ
−1/2
YY Y, (2.11)

in order to ensure that X̃ and Ỹ have identity covariance matrices. Since
every valid covariance matrix is positive semi-definite (PSD), it possesses
a square root ΣΣΣ1/2 with the property that ΣΣΣ1/2ΣΣΣ1/2 = ΣΣΣ (Shawe-Taylor
and Cristianini, 2004). Matrices ΣΣΣ

−1/2
XX and ΣΣΣ

−1/2
YY can be computed us-

ing, for example, Cholesky decomposition (Golub and Van Loan, 2012).
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Then, the joint covariance matrix (2.7) has the following form:(
Itx ΣΣΣ

−1/2
XX ΣΣΣXYΣΣΣ

−1/2
YY

ΣΣΣ
−1/2
YY ΣΣΣT

XYΣΣΣ
−1/2
XX Ity

)
. (2.12)

The canonical weights are obtained by solving the SVD:

ΣΣΣ
−1/2
XX ΣΣΣXYΣΣΣ

−1/2
YY = UTSV, (2.13)

where the columns of U ∈ R
tx×tx and V ∈ R

ty×ty are the left and right
singular vectors of ΣΣΣ−1/2XX ΣΣΣXYΣΣΣ

−1/2
YY , respectively, and S ∈ R

tx×ty is a di-
agonal matrix storing the corresponding singular values, that is, canon-
ical correlations ρ(1), . . . , ρ(min{tx,ty}). Canonical weights associated with
the ith canonical correlation are determined based on the singular vectors:

a(i) = ΣΣΣ
−1/2
XX u(i), (2.14)

b(i) = ΣΣΣ
−1/2
YY v(i), (2.15)

where u(i) is the ith column of U and v(i) is the ith column of V.

Statistical significance The statistical significance of the relationships ex-
tracted by CCA can be investigated using Bartlett’s χ2 test (Bartlett, 1941).
In particular, the test statistic corresponding to ith canonical correlation
ρ(i) is calculated as follows:

χ2
i = −

(
n− 1− 1

2
(tx + ty + 1)

)
ln

(min{tx,ty}∏
l=i

(
1− ρ(l)

2
))

, (2.16)

with (tx− i+1)×(ty− i+1) degrees of freedom. The null hypothesis related
to ρ(i) states that subsequent (min{tx, ty} − i+ 1) canonical correlations
are equal to 0. Therefore, χ2

1 corresponds to the test that all canonical
correlations are equal to 0, χ2

2 corresponds to the test that consecutive
correlations, starting from the second one, are equal to 0, and so forth.

CCA has been successfully applied to multivariate GWAS (Inouye et al.,
2012; Tang and Ferreira, 2012; Korostishevsky et al., 2016; Claes et al.,
2018). Moreover, a comprehensive comparison of several multivariate ap-
proaches revealed that CCA has higher power to detect genetic associations
than alternative methods, in the same time remaining computationally
tractable (Marttinen et al., 2013). However, CCA requires genotype and
phenotype data matrices X and Y which often are not publicly available
(see Section 2.2.2). Thus, one of our aims is to extend CCA to the set-
ting where it could be applied to summary statistics-based GWAS instead
of the standard individual-level data analysis (Publication I).
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2.4.2 Supervised Learning

In supervised learning, the aim is to infer a function from the labeled
training data. The learned function can later be used to predict labels
of instances outside the training space. In classification, the labels are
discrete (often binary), whereas in regression the labels are continuous.
In this thesis, the primary focus is on regression approaches, and therefore
mainly regression methods are described in this section.

Formally, let X denote a space of inputs (i.e. samples or instances),
Y a space of outputs (i.e. labels or responses), G a set of models mapping
the input to the output, that is, G = {g : X 	→ Y}, and D a training dataset,
D = {(xi, yi)}ni=1,xi ∈ X , yi ∈ Y, sampled from the underlying unknown
joint distribution. Note that n training samples xi and labels yi can be
represented also in the matrix-vector form as D = (X,y), where X ∈ R

n×tx

and y ∈ R
n in regression setup or y ∈ {−1,+1} in binary classification

setup. Let’s recall that our samples xi’s are treated as column vectors but
they are stored in the matrix X as row vectors which is a conventional
data representation. As an example, X could be the mentioned earlier
feature matrix of tx physiochemical properties of n drugs. A label vector
y could contain measurements of sensitivity of a single cancer cell line
to the same set of n drugs. In order to find the best model g, we will use
the concept of empirical risk minimisation (ERM; Vapnik, 1992; Herbrich,
2002; Vapnik, 2013). In particular, we define a loss function L : Y ×Y 	→ R

that measures the discrepancy between the true labels, that is, yi’s, and
the labels predicted by the model, that is, g(xi)’s:

R(g) =
n∑

i=1

L (yi, g(xi)) . (2.17)

The ERM principle states that the best model is the one that minimises
the empirical risk R:

argmin
g∈G

R(g). (2.18)

However, relying only on minimising R defined in Equation (2.17) may
lead to overfitting to the particular training data. For instance, in Figure
2.5, function g1 fits almost perfectly to the training data, resulting in a very
low empirical risk R, but it describes the noise in the data instead of the
true underlying relationship. On the other hand, g2 has higher associated
R than g1 but it is simpler and it generalises well to future instances which
is the ultimate goal of machine learning.

In order to avoid overfitting, the regularisation term is added to Equation
(2.17). Then, the optimisation problem has the following form:

argmin
g∈G

n∑
i=1

L (yi, g(xi)) + λΩ(g), (2.19)
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y g1(x)

g2(x)

x

Figure 2.5. A schematic example of two different functions fitted to the training data.
g1 represents a complex and overfitted model, whereas g2 represents a simpler
model which generalises better to future data.

where Ω(g) is the function whose value increases with the increasing com-
plexity of the model and λ ≥ 0 is the regularisation hyperparameter con-
trolling the balance between model complexity and training error. The most
widely used regularisers favour functions with small norms (Vapnik, 2013).

In this thesis, we will work with a family of linear models of the form

g(x) = 〈w,x〉 = wTx =

tx∑
l=1

wlxl, (2.20)

where w ∈ R
tx is the vector of model parameters to be found by min-

imising regularised empirical risk. The choice of the loss function and
regularisation determines the learning algorithm. For instance, Hinge
loss L (yi, g(xi)) = max(0, 1 − yig(xi)), where y ∈ {−1,+1}, together with
a squared Euclidean norm of w (so called L2 regulariser) Ω(g) = ‖w‖2 =

= 〈w,w〉 form support vector machine (SVM) algorithm frequently used
for classification (Cortes and Vapnik, 1995). On the other hand, ridge
regression combines L2 regulariser with a squared loss function
L (yi, g(xi)) = (yi − g(xi))

2 (Hoerl and Kennard, 1970), whereas least abso-
lute shrinkage and selection operator regression (LASSO) incorporates
L1 regulariser Ω(g) = ‖w‖1 =

∑tx
l=1 |wl| and a squared loss function

(Tibshirani, 1996). We applied the standard LASSO regression and SVM
classification method to the analysis of TB data in Publication II. However,
ridge regression forms the basis of both the machine learning algorithm
used in Publication IV as well as a new MKL method developed as the
part of this thesis in Publication V, and therefore I will describe the ridge
regression framework in the following sections.
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Ridge Regression
Given the squared loss and quadratic regulariser, the optimisation problem
of ridge regression can be written as:

argmin
w

n∑
i=1

(yi − 〈w,xi〉)2 + λ‖w‖2, (2.21)

argmin
w

〈y −Xw,y −Xw〉+ λ〈w,w〉. (2.22)

The solution is obtained by taking the derivatives of the regularised empir-
ical risk with respect to w and setting them equal to the zero vector:

δR

δw
=

δ

δw

(
〈y −Xw,y −Xw〉+ λ〈w,w〉

)
= 0,

δ

δw

(
yTy − 2wTXTy +wTXTXw + λwTw

)
= 0,

XTXw + λw = XTy, (2.23)

(XTX+ λItx)w = XTy.

The optimal w can be therefore calculated as:

w = (XTX+ λItx)
−1XTy. (2.24)

Given w, the label for a new sample z ∈ R
tx outside the training data

is computed using the prediction function

g(z) = 〈w, z〉 = yTX(XTX+ λItx)
−1z. (2.25)

Even though we focus on linear models, we will seek for nonlinear rela-
tions in the data through employing kernels introduced in the next section.

Kernels
Kernel techniques first embed the data in a suitable high-dimensional
feature space, and then use algorithms designed for mining linear patterns
in the embedded data. Importantly, linear patterns discovered in the new
feature space correspond to nonlinear patterns in the original feature
space. Formally, a kernel is a PSD function kx : X × X 	→ R that for all
x,x′ ∈ X satisfies

kx(x,x
′) = 〈φ(x), φ(x′)〉, (2.26)

where φ denotes an embedding function that maps instances from the
input feature space X to a high-dimensional inner product feature space
H, that is, φ : x ∈ X 	→ φ(x) ∈ H (Figure 2.6; Shawe-Taylor and Cristianini,
2004).

It is, however, possible to compute the inner product 〈φ(x), φ(x′)〉,
without ever evaluating the coordinates of φ(x) and φ(x′). In particular,
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Figure 2.6. Kernels offer the advantage of increasing the power of classical linear learning
algorithms by providing a computationally efficient approach for embedding
the data in a feature space with very high number of dimensions. A linear
model in this implicit feature space H corresponds to a nonlinear model
in the original feature space X . φ is the embedding function but the kernel
avoids the explicit computation of φ and, instead, calculates inner products
in H directly from the input data.

the kernel can be calculated efficiently using original features x, such
as physicochemical properties of a drug, by replacing the inner product
〈·, ·〉 with an appropriately chosen kernel function (so called kernel trick),
for example, the Gaussian kernel:

kx(x,x
′) = exp

(
− ‖x− x′‖2

2σ2

)
, (2.27)

with σ denoting a kernel width hyperparameter. Thus, the computa-
tion of the mapping φ is omitted but there exists an underlying high-
dimensional feature representation where the kernel calculates the inner
product implicitly. For instance, in case of the Gaussian kernel, the un-
derlying feature space H is of infinite dimension as it contains all possible
monomials of input features (Shawe-Taylor and Cristianini, 2004). Of note,
a standard inner product in the original feature space, kx(x,x′) = xTx,
is called a linear kernel.

Given n samples, the kernel matrix is a symmetric (K = KT ) n× n matrix:

Kx =

⎛⎜⎜⎜⎜⎜⎝
kx(x1,x1) kx(x1,x2) · · · kx(x1,xn)

kx(x2,x1) kx(x2,x2) · · · kx(x2,xn)
...

... . . . ...

kx(xn,x1) kx(xn,x2) · · · kx(xn,xn)

⎞⎟⎟⎟⎟⎟⎠ . (2.28)

Notably, a kernel can be considered as a similarity measure between two in-
stances x and x′ but not every similarity measure is a valid kernel. In fact,
only similarity functions that for any set of instances result in a PSD ma-
trix qualify as kernels. A matrix Kx is said to be PSD if uTKxu ≥ 0 for
every non-zero vector u ∈ R

n. All eigenvalues of PSD matrix are nonnega-
tive. If uTKxu > 0, then a matrix is called positive definite (PD) and has
only positive eigenvalues. Every PD matrix is invertible and has a unique
Cholesky decomposition. Note that each PD matrix is also PSD. Of note,
PSD matrices play an important role in convex optimisation as function
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g to be optimised is convex if and only if its Hessian matrix, that is,
a matrix of second derivatives of g, is PSD. This guarantees that the global
solution to the optimisation problem can be found (Boyd and Vandenberghe,
2004).

Kernels offer several useful properties in addition to modelling nonlin-
earities in the data. Specifically, they are very well-suited for calculating
similarities between structured objects, such as images, text documents
or molecules, which cannot be easily described using standard vector repre-
sentation. Kernels also address the challenge posed to predictive modelling
by high-dimensionality of original features (e.g. gene expression profiles).
Typically, the number of features is much larger than the number of in-
stances which they describe (e.g. cancer cell lines), that is, tx � n. Kernels
overcome this issue since the input data to the algorithm appears only
through the entries in the kernel matrix of size n × n relating all pairs
of instances instead of individual feature vectors. Moreover, kernel meth-
ods allow to decouple statistical learning technique from the data represen-
tation since the same kernel-based algorithm can work with any kernel,
regardless of the data domain (Shawe-Taylor and Cristianini, 2004).

Examples of Kernels for Drugs, Proteins and Cell Lines Numerous ker-
nels have been introduced for calculating similarities between drugs,
proteins and cancer cell lines. For instance, the Tanimoto kernel is one
of the most widely used drug kernels (Gower, 1971). In particular, given
two small chemical drug molecules represented by binary fingerprints
xd and x′d ∈ Xd, the similarity score between them is computed based
on the number of their common substructures, that is,

kxd
(xd,x

′
d) =

Hxd,x
′
d

Hxd
+Hx′

d
−Hxd,x

′
d

, (2.29)

where Hxd
is the number of 1-bits in the fingerprint xd, Hx′

d
is the number

of 1-bits in the fingerprint x′d and Hxd,x
′
d

indicates the number of 1-bits
common to both fingerprints xd and x′d under comparison.

Proteins are typically represented by strings of amino acids which can
be compared using a family of kernels designed for strings (Leslie et al.,
2002; Shawe-Taylor and Cristianini, 2004), such as the recently introduced
generic string (GS) kernel that generalises several other known kernels
(Giguère et al., 2013). Given two amino acid strings xp and x′p ∈ Xp,
the GS kernel compares each sub-string of xp of size l ≤ L with each
sub-string of x′p having the same length:
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kp(xp,x
′
p) =

L∑
l=1

|xp|−l∑
i=0

|x′
p|−l∑
j=0

exp

(
−(i− j)2

2σ2
1

)

exp

(
−
‖ξξξl(xpi+1 , · · · , xpi+l

)− ξξξl(x′pj+1
, · · · , x′pj+l

)‖2
2σ2

2

)
,

(2.30)

where ξξξl is the encoding function defined such that ξξξl(xpi+1 , · · · , xpi+l
)

contains properties of l amino acids included in the sub-string xpi+1 , · · · , xpi+l

of xp, and ξξξl(x′pj+1
, · · · , x′pj+l

) contains properties of l amino acids included
in the sub-string x′pj+1

, · · · , x′pj+l
of x′p. Each comparison results in a score

that depends on the location of two sub-strings in xp and x′p (the term con-
trolled by σ1) and the similarity of amino acids included in two sub-strings
(the term controlled by σ2).

Cancer cell lines are often characterised by, for example, gene expression.
Gene expression signatures of two cell lines, xc and x′c ∈ Xc, can be
compared using the Gaussian kernel, a gold standard kernel for comparing
real numbers (Shawe-Taylor and Cristianini, 2004), by replacing x and x′

in Equation (2.27) with xc and x′c.
Any kernel can be normalised by

knorm
x (x,x′) =

kx(x,x
′)√

kx(x,x)kx(x′,x′)
, (2.31)

which corresponds to having a feature map φ(x)/‖φ(x)‖ (Shawe-Taylor
and Cristianini, 2004). In our experiments, we constructed several differ-
ent drug kernels, protein kernels and cancer cell line kernels described
in detail in Publications IV and V.

Kernel Ridge Regression
A representer theorem (Kimeldorf and Wahba, 1971; Schölkopf et al.,
2001) guarantees that the prediction function g that minimises regularised
empirical risk, defined as in (2.19), can be expressed as

g(z) = 〈w, z〉 =
n∑

i=1

αi〈xi, z〉 =
n∑

i=1

αikx(xi, z) = αααTkx, (2.32)

where ααα ∈ R
n denotes a vector of so called dual variables and kx

is a vector with kernel values between each training instance xi

and a test instance z for which the prediction is made. This implies
that w is a linear combination of training instances:

w =
n∑

i=1

αixi = XTααα. (2.33)

Alternatively, (2.33) can be shown by first rewriting the ridge regres-
sion problem (2.21) in the form of minimising

∑n
i=1 ζ

2
i + λ‖w‖2 subject
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to the constraint ζi = yi − wTxi, i = 1, . . . , n. Then, by introducing La-
grange multipliers αi, we obtain

∑n
i=1 ζ

2
i +λ‖w‖2+∑n

i=1 αi

(
yi −wTxi − ζi

)
.

Differentiating this equation with respect to w leads to w = 1
λ

∑n
i=1 αixi

(Saunders et al., 1998).
Now, we can rewrite Equation 2.23 in terms of w to get:

w = λ−1XT (y −Xw) = XTααα. (2.34)

The solution to ridge regression in the dual space, that is, kernel ridge re-
gression (KRR), has therefore a closed form and can be obtained as follows:

ααα = λ−1(y −Xw),

λααα = (y −XXTααα),

(XXT + λIn)ααα = y,

(Kx + λIn)ααα = y,

ααα = (Kx + λIn)
−1y, (2.35)

where Kx = XXT is the kernel matrix of inner products of the training
instances (Saunders et al., 1998). Given ααα computed from the training
data, prediction for the test instance z is calculated from Equation 2.32.
Regularisation hyperparameter λ as well as kernel hyperparameters, such
as σ in case of the Gaussian kernel (Equation 2.27), need to be tuned,
for example, using nested CV strategy.

To sum up, training a regularised least squares model is equivalent
to finding optimal parameters of the prediction function g. This corre-
sponds to finding the optimal vector w in so called primal space (ridge
regression algorithm) or the vector ααα in the dual space (KRR algorithm) us-
ing Equations (2.24) and (2.35), respectively. Then, the prediction for a new
instance z is calculated by wTx in the primal space or αααTkx in the dual
space. It is worth noting that while the elements of the optimal w in-
form about the importance for a given prediction task of each of tx original
features, the elements of ααα provide weights for each of n training instances.

Pairwise Kernel Ridge Regression
In this thesis, the main focus is placed on the prediction problems
involving pairs of instances, such as prediction of binding affinities be-
tween drug–protein pairs (Publications IV and V) and drug responses
in cancer cell lines (Publication V). I will use the notation associated
with the latter problem to outline the methodology, which is consistent
with Publication V.

In pairwise learning scenario, every sample consists of two separate
parts, each having its own feature representation. Training data appears
in the form D = (Xd,Xc,y) ∈ (Xd × Xc × Y), where Xd ∈ R

nd×td is the
drug feature matrix of, for example, td-bit long fingerprints of nd drugs,
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Xc ∈ R
nc×tc is the cancer cell line feature matrix of, for example, expression

levels of tc genes in nc cancer cell lines, and the label vector y ∈ R
N stores

bioactivities, such as IC50 values, associated with N ≤ nd ·nc drug–cell line
pairs. The aim is to learn a pairwise prediction function f : Xd × Xc 	→ Y
that models the relationship between pairs of samples (Xd,Xc) and their
labels y, that is, the relationship between chemical and genomic descriptors
and drug bioactivities.

KRR can be applied to such pairwise learning problem by adopting
a pairwise kernel k that measures similarities between drug–cell line pairs.
The most commonly used pairwise kernel is the Kronecker product pairwise
kernel (Basilico and Hofmann, 2004; Park and Chu, 2009; van Laarhoven
et al., 2011; Hayashi et al., 2012; Pahikkala et al., 2013, 2014; Nascimento
et al., 2016) which is defined as a product of drug kernel kd : Xd ×Xd 	→ R

and cell line kernel kc : Xc ×Xc 	→ R:

k
(
(xd,xc), (x

′
d,x

′
c)
)
= kd(xd,x

′
d)kc(xc,x

′
c). (2.36)

Given N drug–cell line pairs, pairwise kernel K ∈ R
N×N forms a block ma-

trix with all possible products of entries of drug kernel matrix Kd ∈ R
nd×nd

and cell line kernel matrix Kc ∈ R
nc×nc :

K = Kd ⊗Kc (2.37)

=

⎛⎜⎜⎜⎜⎜⎝
kd(xd1,xd1)Kc kd(xd1,xd2)Kc · · · kd(xd1,xdnd

)Kc

kd(xd2,xd1)Kc kd(xd2,xd2)Kc · · · kd(xd2,xdnd
)Kc

...
... . . . ...

kd(xdnd
,xd1)Kc kd(xdnd

,xd2)Kc · · · kd(xdnd
,xdnd

)Kc

⎞⎟⎟⎟⎟⎟⎠ ,

where ⊗ denotes the Kronecker product. By substituting Kx in Equation
(2.35) with K, the solution to pairwise KRR has a familiar form:

ααα = (K+ λIN )−1y. (2.38)

However, the size of the pairwise kernel K grows rapidly with the number
of drugs and cell lines, making the model training computationally unfea-
sible, in terms of both running time and memory usage, even for moderate
number of components of the pairs. For instance, given 100 drugs and
100 cell lines, the corresponding pairwise kernel matrix K has 100 million
entries and takes approximately 0.75GB memory, whereas 200 drugs and
200 cell lines result in a pairwise kernel with 1.6 billion entries taking
roughly 12GB memory (Figure 2.7). Nevertheless, the model training can
be significantly accelerated by exploiting algebraic properties of the Kro-
necker product. The computational short-cuts depend on the completeness
of the training data. In particular, we will consider separately the cases
in which (i) N = nd · nc and (ii) N < nd · nc.
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Figure 2.7. Relationship between the number of drugs and cell lines, and the memory
and the number of elements in a pairwise kernel (note that both relationships
are described by a single curve). Reprinted from the Supplementary Material
of Publication V.

Let vec(·) define the vectorisation operator which arranges the columns
of a matrix into a vector, that is, vec(Y) = y, where Y ∈ R

nc×nd (rows
of Y are indexed by cell lines and columns of Y are indexed by drugs;
Figure 2.8). If bioactivities of all combinations of drugs and cell lines
are known, then the training data is complete which means that there
are no missing values in the label matrix Y and N = nd · nc. In such
case, we can take advantage of the fact that the eigenvalue decomposition
of the Kronecker product of two matrices can be computed from the eigen-
value decomposition of the individual matrices. Let Kd = UdΛΛΛdU

−1
d =

= UdΛΛΛdU
T
d and Kc = UcΛΛΛcU

−1
c = UcΛΛΛcU

T
c denote eigenvalue decompo-

sitions of drug kernel Kd and cell line kernel Kc, respectively, where
Ud ∈ R

nd×nd , Uc ∈ R
nc×nc are orthogonal matrices whose columns are

the eigenvectors and ΛΛΛd ∈ R
nd×nd , ΛΛΛc ∈ R

nc×nc are diagonal matrices
containing corresponding eigenvalues of Kd and Kc. Of note, a matrix A

is orthogonal if ATA = AAT = I, and thus AT = A−1. In the following, we
will exploit several known identities, namely, (A⊗B)vec(D) = vec(BDAT ),
(A⊗B)(D⊗E) = (AD)⊗ (BE) and (A⊗B)−1 = A−1 ⊗B−1 (Golub and
Van Loan, 2012). The first identity is often referred to as the vec trick
(Roth, 1934). The solution to KRR with the Kronecker product pairwise
kernel has a closed form of:
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ααα = (Kd ⊗Kc + λIN )−1vec(Y)

=
(
(UdΛΛΛdU

−1
d )⊗ (UcΛΛΛcU

−1
c ) + λIN

)−1 vec(Y)

=
(
(Ud ⊗Uc)(ΛΛΛd ⊗ΛΛΛc + λIN )(U−1

d ⊗U−1
c )

)−1 vec(Y)

= (Ud ⊗Uc)(ΛΛΛd ⊗ΛΛΛc + λIN )−1(U−1
d ⊗U−1

c )vec(Y)

= (Ud ⊗Uc)(ΛΛΛd ⊗ΛΛΛc + λIN )−1vec(UT
cYUd)

= (Ud ⊗Uc)vec(R)

= vec(UcRUd
T ), (2.39)

where vec(R) = (ΛΛΛd ⊗ΛΛΛc + λIN )−1vec(UT
cYUd). The Kronecker product

of two diagonal matrices is a also a diagonal matrix and diag(ΛΛΛd ⊗ΛΛΛc) =

= diag(ΛΛΛd)⊗ diag(ΛΛΛc) = vec
(
diag(ΛΛΛc)diag(ΛΛΛd)

T
)
. We can therefore avoid

the explicit construction of any massive Kronecker product matrices.
The prediction for a test drug–cell line pair (zd, zc) has the form:

f(zd, zc) = kTααα = (kd
T ⊗ kc

T )ααα = (kd
T ⊗ kc

T )vec(UcRUd
T )

= kc
T (UcRUd

T )kd, (2.40)

where kd is a vector with kernel values between a test drug zd and each
training drug xdi, i = 1, · · · , nd, whereas kc is a vector with kernel values
between a test cell line zc and each training cell line xcj , j = 1, · · · , nc

(Pahikkala et al., 2013; Van Loan, 2000).
If N < nd ·nc, that is, the label matrix Y contains missing values but their

number is relatively small, simple matrix imputation methods can be used
to complete Y as a preprocessing step (Altman, 1992; Golub and Van Loan,
2012). Otherwise, the solution to pairwise KRR will not have a closed
form of Equation 2.39 but the model training can be still accelerated using
efficient solver of systems of linear equations combined with a generalised
form of the vec trick (Airola and Pahikkala, 2017). Let B ∈ {0, 1}N×nd·nc

denote the Kronecker product index matrix defined such that the matrix
B(Kd ⊗ Kc)B

T is sparse and contains only the kernel evaluations cor-
responding to the training drug–cell line pairs. In the model training,
we therefore need to solve the following system of linear equations:(

B(Kd ⊗Kc)B
T + λIN

)
ααα = y, (2.41)

Rααα = y, (2.42)

with R =
(
B(Kd ⊗Kc)B

T + λIN
)
. A system of the type Rααα = y where

only ααα is unknown and R is a symmetric PSD matrix can be solved using
the standard conjugate gradient (CG) approach that iteratively updates
the solution ααα and is particularly well-suited for use with sparse matri-
ces (Hestenes and Stiefel, 1952; Bertsekas, 1999). The PSD property
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Figure 2.8. Components of the kernel-based pairwise learning method using anti-cancer
drug response prediction as an example. Pairwise kernel relating drug–cell
line pairs is calculated as a Kronecker product of drug kernel and cell line
kernel, i.e., Kd ⊗ Kc. The aim is to find a pairwise prediction function
f that models the relationship between chemical and genomic descriptors
of drug–cell line pairs and anti-cancer drug responses.

of R guarantees that a global solution can be found. Although, in gen-
eral, CG algorithm requires N iterations to converge, in practice a very
good approximate solution ααα can be found in relatively small number
of steps ( N ). In fact, restricting the number of iterations acts as an
additional regularisation and it is known in the literature as early stopping
(Engl et al., 1996).

The model training is further accelerated by exploiting the structure
of the matrix R. In particular the matrix-vector products between
R and ααα required by the CG algorithm are calculated without explic-
itly constructing the Kronecker product matrix in Equation 2.41 by using
the recently introduced generalised vec trick (GVT) algorithm (Airola and
Pahikkala, 2017). The GVT offers a fast way to multiply a vector with
a sub-matrix of a Kronecker product of two matrices, the sub-matrix being
determined by the indexing matrix B. Given optimal ααα, the prediction
for test drug–cell line pairs is also performed efficiently using the GVT
(Airola and Pahikkala, 2017).

To recapitulate, pairwise KRR can be carried out without explicitly cal-
culating any massive pairwise matrices through exploiting the algebraic
properties of the Kronecker product matrix. If the label matrix Y is com-
plete, the solution to pairwise KRR has a closed form and can be computed
based on the eigenvalue decomposition (Pahikkala et al., 2013; Van Loan,
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2000). We used the aforementioned pairwise KRR algorithm in Publication
IV to evaluate practical benefits of machine learning for drug–protein inter-
action prediction. In Publication IV, this method is referred to as KronRLS
(Pahikkala and Airola, 2016).

On the other hand, if Y is sparse, then a closed form solution to pairwise
KRR that does not involve the large Kronecker product matrix does not
exist but the system of linear equations can be still solved efficiently
by combining the gradient descent-based method with the generalised
form of the well known vec trick. Even though such approach remains
slower than the method based on the eigenvalue decomposition, it also
avoids the explicit construction of a huge pairwise matrix, and thus allows
to significantly accelerate the model training compared to KRR applied
directly to the pairwise kernel (Airola and Pahikkala, 2017).

Multiple Kernel Learning
Classical kernel methods for pairwise learning rely merely on a single
pairwise kernel. However, in practice, a variety of different chemical and
genomic data sources are available, including, among others, numerous
molecular fingerprints, side effect profiles, gene expression signatures,
methylation patterns and somatic mutations in cancer cell lines. Multiple
kernels can be therefore constructed using both different data sources
and different kernel functions. Since the kernel is a central component
of any kernel-based algorithm, selecting the optimal kernel matrix that
best captures the relatedness of different instances, here drug–cell line
pairs, from a range of possibilities becomes a critical part of the learning
process (Shawe-Taylor and Cristianini, 2004). Moreover, the advantage
of integrating different data types for the multi-level analysis is well-
reported in the recent literature (Costello et al., 2014; Ebrahim et al.,
2016). MKL methods that search for an optimal combination of multi-
ple kernels, enabling such integrative analysis, have therefore received
significant attention in the inference of drug bioactivities (Costello et al.,
2014; Ammad-ud-din et al., 2016; Nascimento et al., 2016; Ali et al., 2018).
What is more, the learned kernel weights inform about the importance
for a given prediction task of each data type and/or kernel function.

The existing methods for learning with multiple kernels can be broadly
divided into one- and two-stage techniques. One-stage algorithms learn
the kernel combination and prediction model parameters jointly (Rako-
tomamonjy et al., 2008; Kloft et al., 2011; Ammad-ud-din et al., 2014),
whereas two-stage methods find the optimal (according to a pre-defined
criterion) kernel mixture weights before subsequent phase of learning
a classifier or regressor (Cortes et al., 2012, 2013; Shen et al., 2016).
Two-stage MKL approaches, in addition to showing good performance
in many computational studies (Cortes et al., 2012; Shen et al., 2014;
Dührkop et al., 2015; Kludas et al., 2016; Shen et al., 2016), are particu-
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larly appealing in practical applications because of their simplicity and
modularity. This is because the constructed optimal kernel can be directly
used with different kernel-based machine learning algorithms.

Formally, we are given P = pd · pc pairwise kernels K(1), . . . ,K(P ) formed
by Kronecker products of all pairs of pd drug kernels K

(1)
d , . . . ,K

(pd)
d and pc

cell line kernels K
(1)
c , . . . ,K

(pc)
c . The goal of two-stage pairwise KRR with

multiple kernels is to first learn a combination of P kernels

Kμμμ =
P∑
i=1

μiK
(i), (2.43)

where μi, i = 1, · · · , P , are the kernel mixture weights. In the second stage,
Kμμμ is used to learn the parameters of the pairwise prediction function,
that is, ααα = (Kμμμ + λIN )−1y. We will next go through the popular method
for learning kernel mixture weights.

Centered Kernel Alignment The centered kernel alignment-based approach
to determining mixture weights of the input kernels was inspired by the
observation that a similarity between the input kernel K(i) and the lin-
ear kernel derived from the labels Ky = yyT (also known as the response
kernel) correlates with the performance of K(i) in a given prediction task
(Cortes et al., 2012). In particular, the similarity is defined as the aforemen-
tioned centered kernel alignment between two centered kernel matrices:

A(K̂, K̂′) =
〈K̂, K̂′〉F√

〈K̂, K̂〉F 〈K̂′, K̂′〉F
=

〈K̂, K̂′〉F
‖K̂‖F ‖K̂′‖F

, (2.44)

where K̂ is a centered version of K, K̂′ is a centered version of K′, 〈·, ·〉F
denotes a Frobenius inner product and ‖·‖F is a Frobenius norm. A can be
viewed as the cosine of the angle defined between two matrices. Centered
kernel is given by K̂ = CKC with C ∈ R

N×N being a centering operator
of the form

[
I− 11T

N

]
, where 1 indicates a vector of N components, all equal

to 1 (Cortes et al., 2012). The sum of the rows (columns) of K̂ yields the
zero vector K̂1 = 0 (1T K̂ = 0T ). It is worth noting that centering a kernel
corresponds to centering its associated feature mapping.

Kernel mixture weights μμμ = (μ1, . . . , μP ) are learned such that the cen-
tered alignment between the mixture kernel Kμμμ and the response kernel
Ky would be maximised (Cortes et al., 2012) :

argmax
μμμ

A(K̂μμμ, K̂y) = argmax
μμμ

〈K̂μμμ,Ky〉F
‖K̂μμμ‖F

, (2.45)

subject to: ‖μμμ‖2 = 1, μμμ ≥ 0,

where ‖K̂y‖F is omitted because it does not depend on μμμ, and 〈K̂μμμ, K̂y〉F =

= 〈K̂μμμ,Ky〉F through the properties of centering. The above optimisation
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problem can be solved using a simple quadratic programming:

argmin
v≥0

vTMv − 2vTa, (2.46)

with the vector a and the symmetric matrix M defined by:

(a)i =
〈
K̂(i),Ky

〉
F
, i = 1, . . . , P, (2.47)

(M)ij =
〈
K̂(i), K̂(j)

〉
F
, i, j = 1, . . . , P. (2.48)

Given the solution v∗ to (2.46), optimal kernel mixture weights are calcu-
lated by μμμ∗ = v∗/‖v∗‖ (Cortes et al., 2012).

Such MKL framework has proved to have a good predictive performance
(Cortes et al., 2012; Shen et al., 2014; Brouard et al., 2016; Kludas et al.,
2016). However, it is not applicable to most of the pairwise learning prob-
lems, due to the prohibitively large pairwise kernel matrices (see Table 1
of Publication V). In fact, to the best of our knowledge, also other existing
MKL algorithms do not scale up to the massive pairwise kernel spaces.
Thus, the final goal of this thesis is to devise the first method for time- and
memory-efficient learning with multiple pairwise kernels (Publication V).
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2.5 Aims

In summary, the main aims of this thesis are as follows.

• To develop the first method for the univariate summary statistics-based
meta-analysis of GWAS that allows multivariate representation of both
genotypic and phenotypic variables by extending CCA to the setting
where individual-level genotype and phenotype data matrices are not
available (Publication I).

• To model microbiological and clinical measures of TB disease, includ-
ing parameters with prognostic value of early treatment efficacy, using
gene expression profiles of infecting bacteria obtained before and during
the first two weeks of standard antituberculosis drug therapy
(Publication II).

• To review the existing systems-based machine learning models
for drug–target interaction prediction (Publication III).

• To evaluate the potential of the state-of-the-art systems-based kernel
regression model in practical application cases of filling in the gaps
in existing drug–target interaction profiling studies as well as prediction
of target interactions for a new drug candidate (Publication IV).

• To develop a systems-based multiple kernel regression model that allows
to take advantage of various chemical and genomic information sources
simultaneously and learn their importance for a given prediction task
(Publication V).
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3. metaCCA: Summary Statistics-Based
Multivariate Meta-Analysis of GWAS

In Publication I, we developed metaCCA that carries out a multivariate
meta-analysis of GWAS by using published univariate summary statistics
and a reference database of genetic data. Hence, we addressed the impor-
tant challenges of GWAS, namely, modest sample sizes of individual study
cohorts and restricted access to individual-level genotype and phenotype
data across the cohorts for the multivariate meta-analysis.

metaCCA allows to conduct three types of association tests, namely,
(i) single SNP – multiple traits, (ii) multiple SNPs – single trait
and (iii) multiple SNPs – multiple traits tests. metaCCA performs CCA
(Section 2.4.1) by operating on three segments of the joint empirical covari-
ance matrix (Equation 2.7): ΣXY of univariate (i.e. single SNP – single
trait) publicly available association results, ΣXX of SNP–SNP correlations
and ΣYY of trait–trait correlations. Of note, we assume standardised vari-
ables in X and Y, and thus we will use the term covariance and correlation
interchangeably. Since original individual-level genotype and phenotype
data matrices X and Y, respectively, are not available, ΣXX and ΣYY

cannot be calculated using standard formulas (2.5) and (2.6). In metaCCA,
we therefore estimate Σe

XX from reference genotypes matching the study
population, and we estimate Σe

YY from ΣXY. Furthermore, we protect
from false positive signals by employing a covariance shrinkage algorithm.
Figure 3.1 presents an overview of metaCCA.

3.1 Building Blocks of metaCCA

3.1.1 Univariate Summary Statistics

Let us recall that X ∈ R
n×tx stores the genotype data of tx SNPs

of n individuals and Y ∈ R
n×ty stores the phenotype data of, for example,

ty lipid levels measured on the same set of n individuals. Univariate GWAS
analysis of quantitative traits is typically performed by testing for an as-
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Figure 3.1. Schematic overview of metaCCA framework for summary statistics-based mul-
tivariate association testing between genotype and phenotype using canonical
correlation analysis. (A) metaCCA operates on three segments of the joint
covariance matrix Σ: ΣXY of univariate genotype–phenotype association
results (Section 3.1.1), ΣXX of genotype–genotype correlations and ΣYY

of phenotype–phenotype correlations. (B) Σe
XX is estimated from a reference

database matching the study population, e.g., the 1000 Genomes (Section
3.1.2), and phenotypic correlation structure Σe

YY is estimated from ΣXY (Sec-
tion 3.1.3). (C) A covariance shrinkage algorithm is applied to add robustness
to the method (Section 3.1.5). In the meta-analysis setting, covariance ma-
trices from individual study cohorts are pooled before step C (Section 3.1.4).
Reprinted and modified from Publication I.
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sociation between each SNP x[i], i = 1, . . . , tx, and trait y[j], j = 1, . . . , ty,
separately using a standard linear model. The slope of the regression line,
here the size of the effect of the SNP x[i] on the trait y[j], is given by

w(ij) =
xT
[i]y[j]

xT
[i]x[i]

=
n− 1

n− 1

(ΣΣΣxy)ij
(ΣΣΣxx)ii

= (ΣΣΣxy)ij , (3.1)

and thus the univariate regression coefficients between all pairs of SNPs
and traits are stored in the empirical cross-covariance matrix of the form:

ΣΣΣXY =
XTY

n− 1
=

⎛⎜⎜⎜⎜⎜⎝
w(11) w(12) · · · w(1ty)

w(21) w(22) · · · w(2ty)

...
... . . . ...

w(tx1) w(tx2) · · · w(txty)

⎞⎟⎟⎟⎟⎟⎠ . (3.2)

3.1.2 Estimation of Genotypic Correlation Structure

In metaCCA, we calculate a matrix of SNP–SNP correlations using ref-
erence genotypes Xref ∈ R

nref×tx from, for example, the 1000 Genomes
database (1000 Genomes Project Consortium, 2015):

Σe
XX =

XT
refXref

nref − 1
. (3.3)

Since genotypic correlation structure differs between populations, such as
the Finns, Western Europeans, Chinese or Japanese, Σe

XX estimate is most
accurate when the reference data Xref represents the study population.
If such data are not available, Σe

XX can be calculated using genotypes
of individuals from more heterogenous population, considering a broader
geographical region. Then, the quality of Σe

XX estimate is reduced but
we provide a variant of the algorithm, metaCCA+, which protects from
an increase of false positive signals in such situations.

3.1.3 Estimation of Phenotypic Correlation Structure

Phenotypic correlation structure is estimated directly from summary statis-
tics in ΣΣΣXY. In particular, the correlation between two traits y[q] and y[r],
that is (Σe

YY)qr, is calculated as a Pearson correlation between univariate
regression coefficients of y[q] and y[r] across all SNPs. This is equivalent
to computing the correlation between column vectors of ΣΣΣXY correspond-
ing to traits y[q] and y[r]. Assuming independent SNPs and traits, such
formulation provides an accurate estimate of Σe

YY, the proof of which
is provided in Supplementary Material of Publication I. In practice, this
assumption does not hold when there is an association between the SNP
and the trait. However, only a small fraction of all SNPs have effects
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on a given trait, and therefore Σe
YY should be calculated from chromosome-

or genome-wide summary statistics, regardless of the number of SNPs that
will be considered in a subsequent association analysis. This will ensure
high quality of the estimate of phenotypic correlation structure.

3.1.4 Meta-Analysis

metaCCA allows to conduct multivariate association testing using sum-
mary statistics from a single or multiple GWAS. Meta-analysis
of l = 1, . . . ,m independent GWAS is performed by pooling the correspond-
ing covariance matrices ΣΣΣ

(l)
XY, ΣΣΣe(l)

XX and ΣΣΣ
e(l)
YY using a weighted average:

ΣΣΣXY =
(n1 − 1)ΣΣΣ

(1)
XY + · · ·+ (nm − 1)ΣΣΣ

(m)
XY

ntotal −m
, (3.4)

where ntotal = n1 + · · · + nm. Note that formulas for pooling genetic and
phenotypic correlation structures are analogous to (3.4). This corresponds
to a standard inverse variance weighted meta-analysis.

3.1.5 Covariance Shrinkage and Association Testing

If the joint covariance matrix ΣΣΣe composed of ΣΣΣXY and estimated cor-
relation structures Σe

XX and Σe
YY of SNPs and traits to be tested for

an association, that is,

ΣΣΣe =

(
Σe

XX ΣΣΣXY

ΣΣΣT
XY Σe

YY

)
, (3.5)

is not PSD, we iteratively shrink its off-diagonal entries towards zero until
there are no negative eigenvalues left (Ledoit and Wolf, 2003). This way,
we obtain a valid covariance matrix which we adopt to perform multivariate
association analysis using CCA, as described in Section 2.4.1. In metaCCA,
we consider only the leading canonical correlation ρ(1) and its correspond-
ing p-value. Even though there exist also other approaches for identify-
ing the nearest PSD matrix, such as the method of setting the negative
eigenvalues to zero or a low pre-defined positive number, we selected the
shrinkage because it smoothly modifies the whole spectrum of eigenvalues.

Assuring the PSD property of the joint covariance matrix ΣΣΣe is necessary
but not sufficient to protect from spurious associations in situations where
the accuracy of the estimated correlation structure Σe

XX and/or Σe
YY

is reduced. In metaCCA+, we therefore shrink ΣΣΣe beyond the level guar-
anteeing its PSD property. Since determining the optimal shrinkage level
of the covariance matrix without the access to the individual-level data
X and Y remains an open problem, we use a heuristic based on monitoring
the leading canonical correlation ρ(1). In particular, we observed that the
value of ρ(1) has a consistently decreasing pattern along the shrinkage
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iterations and, in metaCCA+, we continue the shrinkage of ΣΣΣe until there
are no negative eigenvalues and, additionally, ρ(1) stabilises.

3.2 Dataset and Experimental Setup

In order to test our framework, we used the data from three Finnish
population cohorts:
• the Cardiovascular Risk in Young Finns Study (YFS, n1 = 2 390;

Raitakari et al., 2008),
• the FINRISK study survey of 1997 (n2 = 3 661; Vartiainen et al., 2009),
• the Northern Finland Birth Cohort 1966 (NFBC, n3 = 4 702;

Rantakallio, 1969).
In the analysis, we included the phenotype data consisting of quantitative
profiles of 81 serum lipids measured using high-throughput nuclear mag-
netic resonance platform. Our genotype data comprises of 455 521 SNPs
on chromosome 1 as well as SNPs in the following five genes:
• APOE (apolipoprotein E), 259 SNPs on chr 19,
• CETP (cholesteryl ester transfer protein), 387 SNPs on chr 16,
• GCKR (glucokinase (hexokinase 4) regulator), 160 SNPs on chr 2,
• PCSK9, 265 SNPs on chr 1,
• NOD2 (nucleotide-binding oligomerization domain containing 2),

145 SNPs on chr 16.
Among them, NOD2 is the only gene not known to have any association
with lipid levels (www.ebi.ac.uk/gwas; MacArthur et al., 2017). We therefore
anticipated that this set of genes would provide a wide range of association
signals with our lipid traits, which is useful for testing the performance
of metaCCA.

We conducted two most common types of multivariate association tests,
that is, (i) single SNP – multiple traits and (ii) multiple SNPs – multi-
ple traits. We compared the association results from metaCCA applied
to univariate summary statistics with those from standard CCA applied
to pooled individual-level data. A comprehensive assessment of the perfor-
mance of metaCCA is presented in Publication I. Here, I outline a single
case study where we conducted a meta-analysis of two cohorts, that is YFS
and NFBC, focusing on a set of nine correlated lipid traits as the benefits
of analysing related traits jointly are well-reported in the literature (Inouye
et al., 2012; Stephens, 2013). Those nine lipid traits correspond to serum
levels of eight very-low-density lipoprotein (VLDL) particles of different
sizes and one high density lipoprotein (HDL) particle. We calculated phe-
notypic correlation structure Σe

YY using univariate summary statistics
of SNPs across the entire genome obtained from commonly used SNPTEST
program (Marchini and Howie, 2010). Genotypic correlation structure
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Σe
XX is needed only in the multiple SNPs – multiple traits analysis and

we estimated it from the genotypes of 3 661 individuals included in the
FINRISK cohort.

3.3 Single SNP – Multiple Traits Analysis

We first tested each of 455 521 SNPs on chromosome 1 against the group
of nine lipid traits. Figure 3.2 shows Manhattan plots obtained using
metaCCA and standard CCA of individual-level data, whereas Figure 3.3
additionally presents a scatter plot of the corresponding -log10 p-values
in order to facilitate a comparison of both methods. Genome-wide sig-
nificant signals are located within two regions known to be associated
with lipid metabolism, namely USP1/DOCK7 and FCGR2A/3A/2C/3B.
Moreover, elevated signals are present also at three other loci which have
reported lipid associations (www.ebi.ac.uk/gwas; MacArthur et al., 2017).
metaCCA not only identified all of those signals (Figure 3.2) but also
showed an excellent overall agreement with the analysis of individual-
level data (Figure 3.3).

Figure 3.2. Manhattan plots showing the results of the meta-analysis of NFBC and YFS
cohorts, where each SNP from chromosome 1 was tested for an association
with nine lipid traits; -log10 p-values were obtained using a) pooled individual-
level data CCA and b) metaCCA applied to the univariate summary statistics
from the program SNPTEST. Red line corresponds to a genome-wide signifi-
cance level of 5×10−8, that is 7.301 in the -log10 scale. This level was reached
within two regions, USP1/DOCK7 and FCGR2A/3A/2C/3B, known to be as-
sociated with lipid metabolism. Also the three other regions showing elevated
signals (PCSK9/BSND, CELSR2, GALNT2) have reported lipid associations
(www.ebi.ac.uk/gwas; MacArthur et al., 2017). Reprinted and modified from
Supplementary Material of Publication I.
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Figure 3.3. Scatter plot of -log10 p-values from metaCCA and pooled individual-level data
CCA where each SNP from chromosome 1 was tested for an association with
nine lipid traits. Reprinted and modified from Publication I.

3.4 Multiple SNPs – Multiple Traits Analysis

Examining all potential combinations of several SNPs within a gene
for a joint testing is computationally intractable, and therefore, in the
multi-SNP GWAS, we selected, for each gene, from 2 to 25 representa-
tive SNPs such that adding each SNP increases the explained amount
of genetic variation in the region. We tested each set of SNPs against the
group of nine lipid traits. Figure 3.4 demonstrates that metaCCA applied
to summary statistics again produced very similar results to standard
CCA applied to individual-level data. In practice, we propose to represent
each gene with the smallest number of SNPs that explain, at median,
over 95% of the variance of the remaining SNPs in the locus, as described
in Section 2.4 of Publication I. Such optimal number of SNPs is marked
with ××× in Figure 3.4.

Multi-SNP metaCCA identified an association between APOE, CETP,
GCKR and the nine lipid traits at the gene-based significance level
of 0.05/20000 = 2.5 × 10−6, that is 5.61 on -log10 scale. Notably, the
multi-SNP signals of two of those genes, APOE and CETP, are clearly
higher than the univariate ones, and in case of APOE, the multi-SNP–
multi-trait signal (-log10 p-value of 15.96) is even higher than the single-
SNP–multi-trait signal (-log10 p-value of 11.54). On the other hand, our
results show that the lipid association of GCKR is driven by a single SNP
and explained already by a single trait, suggesting that univariate and
multivariate tests complement each other and both should be performed
in practice.
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Figure 3.4. Multi-SNP–multi-trait analysis: -log10 p-values of CCA on pooled individual-
level data sets (NFBC+YFS) and the meta-analyses conducted using metaCCA
as a function of the number of SNPs representing a gene. Sets of 2-25 SNPs
were tested for an association with the group of nine related lipid mea-
sures. In practice, the smallest number of SNPs that explain, at median,
over 95% of the variance of the remaining SNPs would be chosen to repre-
sent a gene, and it is marked with ××× (this procedure is described in detail
in Section 2.4 of Publication I). For each gene, the largest -log10 p-value from
single-SNP–single-trait tests (top univariate) is represented by a dashed line.
The largest single-SNP–multi-trait -log10 p-values are 11.54 for APOE, 23.77
for CETP, 9.64 for GCKR, 6.58 for PCSK9 and 0.97 for NOD2. The val-
ues are summarised with details in Supplementary Table 4 of Publication I.
The number of tests in each gene is 1 for multi-SNP, G for single-SNP–multi-
trait and 9 × G for single-SNP–single-trait tests, where G is the number
of SNPs in that gene. Reprinted from Publication I.

In this analysis, we computed genotypic correlation structure Σe
XX using

the Finnish reference genotypes, that is, the data matching the study pop-
ulation, which provided an accurate estimate (Table 3.1) and, consequently,
reliable association results. In Figure 2 of Publication I, we show that the
variant of our algorithm, metaCCA+, should be used whenever the quality
of the estimate is reduced, such as in the situation where Σe

XX is calculated
from genotypes of individuals coming from a broader geographical region,
in our example, the Europeans instead of the Finns only. metaCCA+ offers
less statistical power than the individual-level data CCA but, importantly,
it protects from the increase of false positive signals and it still uncovers
strong true associations.

Table 3.1. Reconstruction error of Σe
XX; RMSE between the elements of ΣXX

(NFBC+YFS) computed from individual-level measurements and Σe
XX esti-

mates from FINRISK cohort (FIN) and from genotypes of all European indi-
viduals in the 1000 Genomes database (EUR). RMSE was calculated for ΣΣΣXX

corresponding to each analysed gene (outlined in Section 3.2) and averaged.
Reprinted from Supplementary Material of Publication I.

Σe
XX EUR FIN

RMSE 0.094 0.028
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4. Predictive Modelling of Drug
Bioactivity Profiles

Multivariate GWAS offers increased statistical power to detect novel ge-
netic associations which, especially when combined with additional func-
tional evidence, can be used to prioritise gene products as promising drug
targets. Given a set of potential drug targets, a starting point for fur-
ther analysis is to obtain drug–target binding affinities, including both
on- and off-target interactions, as well to quantify the overall effect
of a drug at the systems level.

4.1 Evaluation of Practical Potential of Pairwise Kernel-Based
Machine Learning in Drug–Target Interaction Mapping

Machine learning algorithms, such as those reviewed in Publication III,
offer cost- and time-effective means for guiding experimental profiling
of drug–target interactions. However, most of the predictions from exist-
ing models lack direct experimental validation in the laboratory using
targeted experimental assays, which is the ultimate way to demonstrate
the practical benefits of machine learning for drug discovery or repurposing
applications as well as to effectively avoid any possible information leakage
between the training and validation data. In Publication IV, we therefore
evaluated the potential of popular pairwise kernel regression model Kron-
RLS (described in detail in Section 2.4.2) in two most common and practical
application cases of (i) filling in the experimental gaps in existing drug–
target interaction maps (referred to as the Bioactivity Imputation scenario)
and (ii) more challenging inference of target interactions for a new drug
candidate, that is, a drug compound that lacks prior binding profile in-
formation for the model training (referred to as the New Drug scenario;
Figure 4.1). As a specific case study, we focused on kinase inhibitors.
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Figure 4.1. An overview of our computational-experimental framework for the prediction
and pre-clinical testing of drug–protein interaction profiles. Two separate pre-
diction problems are considered: (1) filling in the gaps in existing drug–target
interaction maps (the Bioactivity Imputation scenario) and (2) prediction
of target interactions for an investigational drug compound (the New Drug
scenario). Molecular descriptors of drugs and proteins are encoded as kernels,
and used for binding affinity prediction with KronRLS model. Finally, a subset
of predicted drug–protein bioactivities is experimentally tested. Reprinted
from Publication IV.

4.1.1 Dataset and Experimental Setup

To train the KronRLS model, we selected a dataset from a comprehensive
kinase inhibitor profiling assay by Metz et al. (2011). The data contains
16 265 measured binding affinities in the form of pKi values between
152 drug compounds and 138 protein kinases spanning different kinase
branches (Figure 4.2).

Figure 4.2. Kinome map of 138 kinases used in Publication IV. Figure was created with
KinMap (http://kinhub.org/kinmap). Reprinted from Supplementary Material
of Publication IV.
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We constructed twelve drug kernels and eight protein kernels from chem-
ical structures, amino acid sequences, protein structures and molecular
interaction profiles, as described in detail in Materials and Methods Section
of Publication IV and summarised in Table 4.1. This resulted in 12× 8 = 96

different pairwise kernels.

Table 4.1. Summary of drug and protein kernels used to construct pairwise kernels
in Publication IV. Reprinted and modified from Publication IV.

We conducted nested CV in order to evaluate the generalisation per-
formance of KronRLS with each pairwise kernel as well as to tune the
regularisation hyperparameter of the model and hyperparameters of the
kernels. We put a strong emphasis on optimising and evaluating the model
under separate application cases, depending on whether or not the train-
ing and test sets share common drugs, proteins or both. In particular,
we considered nested leave-one-out CV (LOO CV) under the Bioactivity
Imputation scenario and nested leave-drug-out CV (LDO CV) under the
New Drug scenario (Figure 4.3).

4.1.2 Kernel Performance Evaluation

A systematic evaluation of the performance of the KronRLS regression
model with different pairwise kernels is presented in Results Section
of Publication IV. In summary, as expected, the choice of a kernel has
a critical impact on the predictive performance. Depending on a pairwise
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Figure 4.3. Drug–protein interaction prediction scenarios considered in Publication IV.
(dx, px) denotes a query drug–protein pair, the binding affinity of which is
to be predicted. (a) The Bioactivity Imputation scenario: both the drug
dx and protein px are present in the training set, i.e., there exist known
bioactivity values for the drug dx and protein px, but not for the pair (dx, px).
This scenario corresponds to having scattered missing values in otherwise
known drug–protein interaction matrix. The aim is to predict the missing
entries, including (dx, px). (b) The New Drug scenario: the protein px is
present in the training set, whereas the drug dx is not, i.e., there exist known
bioactivity values for the protein px but not for the drug dx. It corresponds
to the problem of predicting target interactions of an investigational drug
compound which has no bioactivity data available for the model training.
Reprinted and modified from Publication IV.

kernel used, the Pearson correlation between the original and predicted
drug–kinase bioactivities varied in the range of 0.628 to 0.829 under the
Bioactivity Imputation setting and 0.419 to 0.653 under the New Drug
setting.

The best chemical and genomic descriptor pair under the Bioactivity
Imputation scenario was formed by the Gaussian drug kernel constructed
from known target interaction profiles of drug molecules (Kd-GIP) and
the GS protein kernel applied to amino acid sequences of kinase domains
(Kp-GS-kindom; Pearson correlation of 0.829). This pair was followed
closely by Kd-GIP drug kernel coupled with the introduced by us protein
kernel built upon Smith-Waterman (SW) amino acid sequence alignments
of each kinase target with a large set of 20 239 human proteins (Kp-SW+;
Pearson correlation of 0.828).

Under the more challenging New Drug scenario, KronRLS achieved
the highest predictive performance using the Tanimoto drug kernel com-
puted based on comparing shortest paths between atoms of drug molecules
(Kd-sp) together with the GS protein kernel applied to full amino acid
sequences (Kp-GS-full; Pearson correlation of 0.653). Notably, even though
the performance decreased compared to the Bioactivity Imputation set-
ting, we still observed a large number of statistically significant drug-wise
Pearson correlations (125 of 152 drug-wise Pearson correlation values with
p-value < 0.0001). Moreover, we noted high average areas under receiver
operating characteristic (ROC) curves in both the Bioactivity Imputation
setup (0.945) and the New Drug setup (0.853), given several potential
drug–target interaction threshold values, which demonstrates the capacity
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of the model to discriminate well the interacting from non-interacting
drug–kinase pairs.

4.1.3 Filling in the Experimental Gaps in Kinase Inhibitor
Interaction Map

We applied KronRLS model optimised under the Bioactivity Imputation
scenario (with found to perform best Kd-GIP and Kp-GS-kindom drug and
protein kernels, respectively) to predict 4 711 binding affinities missing
from the experimentally-generated interaction map between 152 drugs and
138 kinases. Guided by the predictions from the model, we experimentally
tested a set of 100 binding affinities between five drug compounds (cedi-
ranib, lapatinib, gefitinib, pazopanib and vx-745) and 20 kinases (ABL1,
AXL, BRK, BTK, EGFR, FAK, FYN A, HER2, HER4, IGF1R, InsR, ITK,
JAK3, KDR, LCK, LYN B, PYK2, SRC, SYK, TRKA). We observed a rela-
tively high, statistically significant Pearson correlation of 0.774 between
the computationally-predicted and experimentally-measured bioactivities
which supports the potential of the kernel-based regression framework for
filling in the experimental gaps in existing drug–target interaction maps
(Figure 4.4).

4.1.4 Prediction of Off-Target Interactions for an
Investigational Kinase Inhibitor Tivozanib

We also subjected the KronRLS model optimised under the New Drug sce-
nario to much more challenging problem of predicting target interactions
for such a new drug candidate that lacks prior profiling data for the model
training. In particular, we predicted binding affinities of an investigational
drug tivozanib towards the set of 138 kinases present in our training data.
Tivozanib works by inhibiting the activity of three VEGFR kinases, that is,
fms-related tyrosine kinase 1 (FLT1), kinase insert domain receptor (KDR)
and fms-related tyrosine kinase 4 (FLT4), which stimulate the formation
of new blood vessels needed to sustain tumour growth (Jamil et al., 2015).
Otherwise, the MoA of tivozanib, including its potential off-target activities,
remained unknown.

As the first positive control, tivozanib’s on-targets FLT1, KDR and
FLT4 were placed within the four strongest predicted target interactions
(Figure 4.5a). Among other kinases with the highest predicted bioac-
tivities, we selected seven potential off-targets that could be considered
rather unique to tivozanib by comparing the predicted interaction profile
of tivozanib to other VEGFR inhibitors found in the ChEMBL database
(Bento et al., 2014). Our subsequent experimental assay validated four
of the seven kinases tested as novel off-targets of tivozanib, namely fyn-
related Src family tyrosine kinase (FRK), fyn proto-oncogene, Src family
tyrosine kinase isoform A (FYN A), abl proto-oncogene 1, non-receptor tyro-
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Figure 4.4. Scatter plot between computationally-predicted and experimentally-measured
bioactivities of 100 drug–kinase pairs. r indicates Pearson correlation. When
no clear interaction between a drug and a kinase was observed in our ex-
perimental assay, the pIC50 value was set to 4.9 M, corresponding to the
highest drug concentration used in our screen (12 500 nM). The higher the
pKi/pIC50 value, the stronger the affinity between the two molecules. Red lines
mark a relatively stringent interaction threshold of 7 M, distinguishing the
top left corner as the region containing false positive interaction predictions,
and the bottom right corner as false negative predictions. Reprinted from
Publication IV.
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sine kinase (ABL1) and serine/threonine-protein kinase 2 (SLK;
Figure 4.5a). This is a statistically significant success rate assuming that
no more than 18 of the 138 considered kinases are targeted by tivozanib
(p-value < 0.05, hypergeometric distribution).

Figure 4.5. Prediction of target interactions for an investigational kinase inhibitor
tivozanib. (a) Predicted and measured bioactivity profiles of tivozanib against
its three established on-targets (FLT1, FLT4, KDR; average bioactivity from
ChEMBL) and seven predicted off-target kinases tested in our experimental
assay. Pearson correlation r = 0.668 (p = 0.035). When no clear drug–kinase
interaction was observed in our assay, the pIC50 value was set to 4.9 M (i.e.,
the highest drug concentration used in our screen: 12 500 nM). (b) Evalua-
tion of negative interaction predictions from the model. Among 82 kinases
with low predicted binding affinities (pKi < 6 M), 64 were screened by Gao
et al. (2013). 59 of these kinases are not likely targets of tivozanib because
they have at least 50% of the activity remaining at the relatively high drug
concentration of 1 μM. Reprinted from Publication IV.

Furthermore, we used the bioactivities from the study by Gao et al.
(2013) to evaluate the negative predictions from our model. In particular,
Gao et al. tested the inhibitory activity of tivozanib against 234 kinases
at two drug concentrations of 1 μM and 10 μM. In total, 64 of our set of 82
kinases with low predicted binding affinities (pKi < 6 M) were screened
by Gao et al. 59 of these kinases are indeed unlikely to be inhibited
by tivozanib because they remain at least 50% of their activity at the
relatively high drug concentration of 1 μM which validates our negative
predictions (Figure 4.5b)

In summary, our experimental validation protocol subsequent to the
prediction phase effectively avoids any possible information leakage be-
tween the training and validation data, and therefore enables rigorous
evaluation of the machine learning model in practical applications. Our re-
sults demonstrated that pairwise kernel-based modelling framework offers
practical benefits not only for filling in the gaps in experimentally-created
drug–target interaction maps but also for more exciting and challeng-

67



Predictive Modelling of Drug Bioactivity Profiles

ing elucidation of MoA of investigational drug compounds as well as the
identification of new target interactions for drug repurposing applications.

4.2 pairwiseMKL: Learning with Multiple Pairwise Kernels

KronRLS model is highly efficient in pairwise learning as it allows to carry
out a pairwise KRR without explicitly computing any massive pairwise
matrices. However, it incorporates only a single pairwise kernel at a time,
and therefore, as a next step, we extended the model to integrate mul-
tiple chemical and genomic information sources, along with learning
their importance for the prediction task. Specifically, in Publication V,
we proposed pairwiseMKL, the first time- and memory-efficient method
for learning with multiple pairwise kernels constructed using different
data sources and/or kernel functions. We demonstrated the performance
of pairwiseMKL in two related tasks of quantitative prediction of molec-
ular and cellular drug response signatures using up to 3 120 pairwise
kernels.

4.2.1 Building Blocks of pairwiseMKL

pairwiseMKL is a two-stage MKL framework where pairwise kernel mix-
ture weights are first determined based on the centered kernel alignment,
and then the parameters of the pairwise prediction function are learned,
as described in Section 2.4.2. However, pairwiseMKL performs both steps
efficiently by avoiding the explicit computation of any pairwise kernel
matrices, and therefore it is very well-suited for solving large pairwise
learning problems.

Optimisation of Pairwise Kernel Mixture Weights
Let us recall that given P = pd · pc pairwise kernels K(1), . . . ,K(P ) calcu-
lated as Kronecker products of all pairs of pd drug kernels K

(1)
d , . . . ,K

(pd)
d

and pc cell line kernels K
(1)
c , . . . ,K

(pc)
c (or protein kernels), the vector

a and matrix M needed to find the solution to the kernel mixture weights
optimisation problem (2.45) have the following form:

(a)i =
〈
K̂(i),Ky

〉
F
, i = 1, . . . , P,

(M)ij =
〈
K̂(i), K̂(j)

〉
F
, i, j = 1, . . . , P.

Above, K̂ = CKC is a centered version of the kernel K and Ky is the
response kernel derived from the label values, typically, Ky = yyT . Such
formulation of Ky is well-suited for comparing labels of samples, for exam-
ple, drug–cell line pairs, in classification problems (y ∈ {−1,+1}) but not
in regression tasks (y ∈ R). Therefore, we instead measure the similar-
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ities between all pairs of labels using the Gaussian kernel. Specifically,
in pairwiseMKL, each label yi, i = 1, ..., N, has its corresponding feature
vector which is a histogram of a probability density function of all the
labels y, centered at yi, and stored as a row vector in the matrix ΨΨΨ ∈ R

N×S .
Our Gaussian response kernel is computed as a sum of the following inner
products:

Ky =
S∑

s=1

ψψψ(s)ψψψ(s)T , (4.1)

where ψψψ(s) ∈ R
N is is a column vector of ΨΨΨ. We used S = 100 in our

experiments. The above formulation of the Gaussian kernel will contribute
to speeding up the computation of the vector a.

Further, in order to calculate a and M without explicitly constructing
pairwise kernels, we will exploit the known identity〈

K,K′〉 = 〈
Kd ⊗Kc, K

′
d ⊗K′

c

〉
=

〈
Kd,K

′
d〉〈Kc,K

′
c

〉
. (4.2)

However, the identity (4.2) does not hold when pairwise kernels K and K′

are centered. This is because

K̂ �= K̂d ⊗ K̂c. (4.3)

To address this issue, we propose a very efficient Kronecker decomposition
of C, the centering operator for the pairwise kernel, that is,

C =

2∑
q=1

Q
(q)
d ⊗Q

(q)
c , (4.4)

where Qd
(q) ∈ R

nd×nd and Qc
(q) ∈ R

nc×nc are the factor matrices of C.
In this decomposition, the sub-matrices of C are first reordered
into a new matrix C ∈ R

n2
d×n2

c , whose singular values and vectors provide
the factors Qd and Qc. Exploiting the structure of C allows
us to reduce the entire computation to solving the singular value problem
for a matrix of size 2× 2 only, regardless of the value of N .

Now, we can rewrite the equations for a and M as follows:

(a)i =
〈
K̂(i),Ky

〉
F
=

S∑
s=1

〈
ψψψ(s), u

〉
, (4.5)

u =
2∑

q=1

2∑
r=1

vec
(
(Q

(q)
c K

(i)
c Q

(r)
c )Z(Q

(q)
d K

(i)
d Q

(r)
d )

)
,

(M)ij =
〈
K̂(i), K̂(j)

〉
F
=

2∑
q=1

2∑
r=1

tr
(
Q

(q)
d K

(i)
d Q

(r)
d K

(j)
d

)
tr
(
Q

(q)
c K

(i)
c Q

(r)
c K

(j)
c

)
,

(4.6)
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with tr(·) denoting a trace of a matrix and Z ∈ R
nc×nd , vec(Z) = ψψψ(s)

(the detailed derivation is provided in Publication V). Therefore,
pairwiseMKL optimises pairwise kernel mixture weights μμμ (Equation 2.45)
efficiently by calculating a and M in the spaces of drugs (nd × nd) and cell
lines (nc × nc) which are considerably smaller than the massive pairwise
space (N ×N).

Pairwise Model Training
Given pairwise kernel mixture weights μμμ, Equation (2.41) of pairwise KRR
has the form: (

B
(
μ1K

(1)+, . . . ,+μPK
(P )

)
BT + λIN

)
ααα = y. (4.7)

In pairwiseMKL, we solve the above system of linear equations efficiently
by extending the algorithm presented in the final pages of Section 2.4.2
to work with the sum of multiple pairwise kernels. In particular, pair-
wiseMKL is carried out by calling the GVT algorithm separately for each
of the pairwise kernels, and then aggregating the weighted results together
with the regulariser.

To recapitulate, pairwiseMKL avoids the explicit computation of massive
pairwise kernels in both stages of optimising pairwise kernel mixture
weights and pairwise model training. This makes our method suitable
for MKL in large pairwise spaces, such as in case of prediction of both
molecular and cellular drug response signatures.

4.2.2 Dataset and Experimental Setup

We tested pairwiseMKL in two related tasks of (i) prediction of anti-
cancer efficacy of drug compounds across a panel of cancer cell lines and
(ii) prediction of binding affinities between kinases and anti-cancer drugs.
In the first task, we used anti-cancer drug response data from Genomics
of Drug Sensitivity in Cancer (GDSC) project consisting of 15 376 ln(IC50)
values between 124 drugs and 124 human cancer cell lines of different type
and origin (Yang et al., 2012; Ammad-ud-din et al., 2016). In the second
task, we adopted a kinome-wide drug–target interaction map comprising
167 995 binding affinities in the form of pIC50 values between 2 967 kinase
inhibitors and 226 kinases (Merget et al., 2017; Sorgenfrei et al., 2018).

We computed drug kernels, protein kernels and cancer cell line ker-
nels from chemical structures of drugs, protein amino acid sequences,
GO annotation profiles as well as gene expression, methylation, copy
number and somatic mutation profiles of cancer cell lines, as described
in detail in Section 2.3.2 of Publication V and summarised in Figure 4.6c.
We incorporated tuning of the kernel hyperparameters into the kernel
weights optimisation procedure by constructing several kernels with dif-
ferent carefully selected hyperparameter values. This resulted in a total
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of 120 drug–cell line pairwise kernels (10 drug kernels × 12 cell line ker-
nels) and 3 120 drug–protein pairwise kernels (10 drug kernels × 312
protein kernels).

Figure 4.6. Pairwise kernel mixture weights obtained with pairwiseMKL and KronRLS-
MKL (average across 10 outer CV folds) in the task of (a) drug response
in cancer cell line prediction and (b) drug–protein binding affinity predic-
tion (note: KronRLS-MKL did not execute with 1TB memory); only the
weights different from 0 are shown. KronRLS-MKL finds separate weights
for drug kernels and cell line (protein) kernels instead of pairwise kernels.
Numbers at the end of kernel names indicate the kernel hyperparameter
values, in particular (i) kernel width hyperparameter in case of Gaussian
kernels (e.g. Kc-cn-146 with σc = 146) and (ii) maximum sub-string length
L, σ1 controlling for the shifting contribution term and σ2 controlling for
the amino acid similarity term in case of GS kernels (e.g. Kp-GS-atp-5-4-4
with L = 5, σ1 = σ2 = 4, see Section 2.3.2 of Publication V for details).
(c) Summary of drug, cell line and protein kernels used in this work for the
two prediction problems. Reprinted from Publication V.
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In order to evaluate the performance of pairwiseMKL and tune its regu-
larisation hyperparameter, we carried out nested CV implemented at the
level of drug–cell line (drug–protein) pairs. This corresponds to testing the
method in the task filling in the experimental gaps in bioactivity profiling
studies. We compared the performance of pairwiseMKL to the recently
introduced KronRLS-MKL algorithm for pairwise learning with multiple
kernels (Nascimento et al., 2016). KronRLS-MKL is also based on KRR
but it interleaves the optimisation of kernel weights with the optimisation
of the parameters of the pairwise prediction function. Moreover, it finds two
sets of kernel weights, separately for drug kernels and cell line (protein)
kernels instead of pairwise kernels.

4.2.3 Prediction of Molecular and Cellular Drug Response
Signatures

pairwiseMKL provided accurate predictions of both molecular and cellu-
lar drug bioactivity profiles (Figure 4.7). In the task of drug response
in cancer cell line inference, it outperformed KronRLS-MKL in terms
of predictive power, running time and memory usage (Table 4.2). In the
larger experiment of drug–kinase interaction prediction, KronRLS-MKL
did not execute given 1TB memory. Importantly, unlike KronRLS-MKL,
pairwiseMKL provided sparse kernel mixture weights (Figure 4.6), allow-
ing the identification of data sources and kernel functions most relevant
for the prediction task. Notably, pairwiseMKL selected 11 of 120 drug–cell
line pairwise kernels and 8 of 3 120 drug–protein pairwise kernels.

In summary, gene expression profiles, complemented by methylation
and somatic mutation patterns of cancer cell lines, coupled with Klekota
and Roth (2008) fingerprint and Estate fingerprint (Hall and Kier, 1995)
contributed mostly to the final pairwise kernel used for the inference
of drug activity in cancer cell lines. Klekota and Roth fingerprint is the
longest among fingerprints considered in this work. It records occurrences
of 4 860 different chemical substructures in a given drug, whereas Estate
fingerprint computes electrotopological state (E-state) index for each atom
of a drug molecule. E-state index of an atom depicts its electronic state
and accessibility to interaction across space with a given reference atom
or a group of atoms. Of note, we designed real-valued somatic mutation pro-
file feature vectors for cancer cell lines instead of binary mutation status
vectors which are commonly used in drug response prediction models.

Kernel mixture weights from the experiment on drug–kinase binding
affinity inference suggest enhanced predictive potential of short amino
acid sequences of ATP binding pockets as well as enclosing them sequences
of kinase domains compared to full kinase sequences. Our results also
demonstrate the advantage of comparing amino acid sequences using
the GS kernel over performing standard SW alignments.
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Figure 4.7. Scatter plots between original and predicted bioactivity values across
(a) 15 376 drug–cell line pairs and (b) 167 995 drug–protein pairs.
Performance measures were averaged over 10 outer CV folds. F1 score was
calculated using the threshold of (a) ln(IC50) = 5 nM, (b) -log10(IC50) = 7 M,
both corresponding to low drug concentration of roughly 100 nM, i.e., relatively
stringent potency threshold (red dotted lines). Colour coding indicates the
number of training data points, i.e., drug–cell line (respectively drug–protein)
pairs including the same drug or cell line (drug or protein) as the test data
point. Reprinted from Publication V.

Table 4.2. Prediction performance, memory usage and running time of pairwiseMKL
and KronRLS-MKL in the task of drug response in cancer cell line prediction.
Performance measures were averaged over 10 outer CV folds. F1 score was
calculated using the threshold of ln(IC50) = 5 nM. Reprinted from Publication V.

The reduced performance of KronRLS-MKL compared to pairwiseMKL
can be attributed mainly to two factors. In particular, KronRLS-MKL does
not fully exploit the information contained in the pairwise space because
it optimises kernel mixture weights separately in the drug space and the
cell line (protein) space instead of the pairwise space. The algorithm then
calculates a pairwise kernel from a combined drug kernel and a combined
cell line (protein) kernel. Furthermore, KronRLS-MKL does not allow
for missing values in the label matrix storing bioactivity measurements.
In particular, the missing values need to be imputed and included
in the training of the model. In terms of sparsity, KronRLS-MKL applies
L2 regularisation on the kernel mixture weights, thus not enforcing sparse
kernel selection, whereas pairwiseMKL determines a sparse combination
of input pairwise kernels. This is a consequence of the constraint μμμ ≥ 0

in the kernel alignment maximisation (Equation 2.45) as noted by (Cortes
et al., 2012), and then observed empirically also in other studies (Shen
et al., 2014; Brouard et al., 2016).
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5. Predictive Modelling of Early
Antituberculosis Treatment Efficacy

In addition to modelling molecular and cellular drug response signatures,
in Publication II, we also analysed drug-induced gene expression pro-
files of infecting M.tb bacilli extracted from human sputa. In particular,
genome-wide transcriptional states of M.tb bacilli isolated from 15 clini-
cally well-defined TB patients were measured before and during the first
two weeks of standard combination drug therapy (isoniazid, rifampin,
pyrazinamide and ethambutol), that is, at days 0, 3, 7 and 14. In the same
time, several microbiological and clinical measurements depicting sever-
ity of the disease and treatment progress were obtained. Publication II
highlights the presence of drug-tolerant M.tb sub-population that dom-
inates sputum before and after early stages of drug therapy as well as
provides insights into the phenotypic characteristic of this sub-population
which could aid novel drug development programmes. Furthermore, bacte-
rial transcriptional pattern at day 3 was shown to be distinct from other
time points. In fact, differential gene expression analysis revealed that
it marks the killing of drug-sensitive bacteria as the up-regulated genes
include those involved in cell wall metabolism and response to oxidative
stress. In this chapter, I will, however, summarise my main contribution
to this work, namely the investigation whether bacterial gene expression
signatures correlate with any of the microbiological and clinical measures
of TB disease which, importantly, include parameters with prognostic
value of early treatment efficacy.

5.1 Dataset and Experimental Setup

Bacterial expression levels of 4 456 genes profiled from sputum of 15 pa-
tients at four different time points were collected into a matrix
Xq ∈ R

52×4456 of quantile normalised data and Xd0 ∈ R
37×4456

of day 0 normalised data. Thus, each sample corresponds to transcrip-
tional profile of M.tb obtained at a single time point from one patient and
each feature represents a single gene. We applied principal component
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analysis (PCA) to Xq in order to investigate whether the samples exhibit
any characteristic pattern. PCA refers to an unsupervised dimensionality
reduction technique that transforms the original features into a smaller
number of new latent features called principal components (PCs; Hotelling,
1933). In particular, PCA finds a set of orthogonal vectors in the original
data space such that the variance of the data points projected onto those
vectors is maximised.

The severity of the disease was measured by chest radiograph score
and molecular bacterial load (MBL) in sputum sample before the start
of drug therapy. The treatment was monitored using MBL along with
time to positivity (TTP) which, unlike MBL, reflects viable bacterial load
in sputum sample. Each clinical/microbiological measurement was mod-
elled separately. We adopted Xq to model TTP, whereas the remain-
ing measurements of TB were modelled with Xd0. We applied LASSO
regression to continuous measurements (y ∈ R) and SVM classification
to binary measurements (y ∈ {−1,+1}). Both LASSO and SVM were
coupled with feature selection (FS) technique in order to increase the
prediction accuracy by eliminating uninformative features as well as
to facilitate the interpretation of the results. While PCA extracts latent
features which are linear combinations of original ones, FS chooses a sub-
set of the original features. We implemented FS according to the SCoRS
framework which yields a subset of features that are not only informative
but also stable under data perturbation (Rondina et al., 2014). We selected
the optimal number of features as well as tuned the hyperparameters of
each model and assessed its predictive performance using nested LOO CV.

5.2 Patient Trajectories in Principal Component Space

PCA of bacterial gene expression signatures from 15 patients before and
during the first two weeks of drug treatment revealed two different pat-
terns in temporal movement of the samples (Figure 5.1a). In particular,
we observed two clearly distinct directions of movement between day 0
and day 3, that is, South-North (i.e. var(PC2) > var(PC1)) and East-West
trajectories (var(PC1) > var(PC2); Figure 5.1b). This demonstrates that
bacterial response to drug therapy differs between patients, and suggests
that transcriptional profiles of M.tb may reflect the severity of the disease
as well as treatment progress. SVM correctly predicted the belonging
of most patients to one of the two trajectory classes using day 0 normalised
gene expression data Xd0 (classification accuracy of 92%). This is, however,
not surprising as the trajectories in the PC space represent dynamic gene
expression patterns. Interestingly, the two directions of movement were ac-
curately predicted also from the set of clinical and microbiological variables
(classification accuracy of 87%), providing initial evidence for the associa-
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tion between gene expression profiles of M.tb and clinical/microbiological
manifestations of the disease.

Figure 5.1. Patient trajectories in a plane spanned by the two leading PCs (PC1 and
PC2) of quantile normalised bacterial gene expression data Xq. Each colour
represents a single patient. Arrows and dashed lines mark the direction and
distance of movement of each patient from a) day 0 to day 14 and b) day 0
to day 3. Patient study identifiers are plotted at day 0. Two distinct move-
ment patterns (South-North, i.e., var(PC2) > var(PC1), and East-West, i.e.,
var(PC1) > var(PC2)) are marked by different line types in b). Reprinted and
modified from Publication II.
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5.3 Clinical/Microbiological Parameters Modelling

The relationship between dynamic bacterial transcriptome and each clin-
ical/microbiological measurement was further investigated using SVM
classifier and LASSO regression. In fact, the measures of disease severity,
that is, average chest radiograph score and MBL at day 0, along with
indicators of treatment progress, that is, rate of decline in MBL from day
0 to day 3 and TTP measured at days 0, 7 and 14, were predicted with
high accuracy (Table 5.1). Importantly, we identified also transcriptional
signatures predictive of early treatment efficacy, including MBL at week 8
and TB test positivity at week 8 (Table 5.1). Of note, nine of 15 patients
in this cohort were culture negative after eight weeks of drug therapy,
and all patients were eventually successfully treated for TB. These results
demonstrate that the variability in clinical manifestations of the disease
is reflected in dynamic transcriptional signatures of infecting M.tb bacilli
in response to drug treatment as well as suggest that these signatures
could potentially serve as biomarkers of early treatment outcome.

Table 5.1. A summary of the results from predictive modelling of clinical/microbiological
measures of disease severity, treatment progress and early treatment efficacy
using drug-induced gene expression signatures of infecting M.tb bacilli. Con-
tinuous clinical/microbiological measurements were modelled with LASSO
regression, whereas binary measurements were modelled with SVM. Prediction
performance on the test set corresponds to Pearson correlation for continuous
labels and classification accuracy for binary labels.

Clinical/microbiological measurement Type
Prediction 
performance

Average chest radiograph score at day 0 Continuous 0.73

Molecular bacterial load (MBL) at day 0 Binary (MBL 106 bacilli vs MBL 106) 95%

Rate of decline in MBL from day 0 to day 3 Binary (MBL ratio 10 vs MBL ratio 10) 97%

Time to positivity (TTP) Continuous 0.59

MBL at week 8 Binary (MBL 300 bacilli vs MBL 300) 100%

TB test positivity at week 8 Binary (positive vs negative) 89%
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6. Concluding Remarks

This thesis has developed practical machine learning frameworks
that contribute to several aspects of systems pharmacology, including
the determination of promising drug targets for complex diseases through
GWAS as well as elucidation of molecular and phenotypic drug response
signatures.

GWAS has provided us remarkable insights into disease biology
in the past decade through identifying thousands of associations between
genetic variants and disease traits (MacArthur et al., 2017). Many of these
associations may have clinical implications and can be used to prioritise
the corresponding gene products as potential drug targets. Neverthe-
less, variants detected so far explain a rather small proportion of pheno-
typic variance (Zuk et al., 2014; Nolte et al., 2017). Further discoveries
are likely to be unveiled with larger experimental sample sizes as well as
using multivariate analysis of multiple variants and disease traits together.
As a part of this thesis, we therefore introduced metaCCA, a computational
framework for the multivariate meta-analysis of GWAS using CCA based
on published univariate summary statistics and a reference panel of geno-
types (Publication I). Hence, we addressed the current challenges of GWAS
of (i) limited power to detect genetic associations due to low sample sizes
in separate study cohorts and (ii) restricted access to individual-level geno-
types and phenotypes for the multivariate meta-analysis of several cohorts.
To our knowledge, metaCCA is the first summary statistics-based approach
that allows multivariate representation of both genotypic and phenotypic
variables.

In Publication I, we presented a multivariate meta-analysis
of two Finnish cohorts which have been meta-analysed previously us-
ing single SNP – multiple traits CCA of pooled individual-level data,
highlighting the candidate genes for atherosclerosis (Inouye et al., 2012).
We demonstrated that the same results can be obtained by metaCCA
without the access to the individual-level records and, in addition to that,
also multiple SNPs can be analysed jointly. In fact, metaCCA applied
to summary statistics of original cohorts showed an excellent agreement
with the pooled individual-level analysis of original data sets. We replicated
several known lipid associations and observed a power gain in detecting
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genotype–phenotype correlations by multivariate tests compared to uni-
variate ones. Motivated by these results, we believe that metaCCA has
a great potential to identify novel multivariate signals from already pub-
lished univariate summary statistics. Moreover, summary statistics-based
GWAS offers an advantage of significant data reduction, and therefore
it is useful in large meta-analytic efforts even when individual-level geno-
types and phenotypes of all participating study cohorts can be accessed.
Specifically, we estimated that given a study design of the Global Lipids
Genetics Consortium (2013) and a genome-wide single-SNP or multi-SNP
analysis of four lipid traits, the reduction in the size of input data between
metaCCA and standard CCA would be over 750-fold.

A drug response is governed by complex interactions at various levels
of biological system. Therefore, the determination of direct proteome-
wide interaction partners of drugs, including on- and off-targets, as well
as elucidation of the overall effect of a drug on the phenotype are both
essential for the rational development of effective and safe therapies. Ma-
chine learning provides time- and cost-effective means for experimen-
tal drug bioactivity profiling which is still rather expensive and labo-
rious, even with the modern automated high-throughput technologies.
In Publication III, we reviewed various systems-based machine learning
models for the prediction of molecular interaction profiles of drug com-
pounds. Then, in Publication IV, we demonstrated that one of such models,
a state-of-the-art kernel-based regression framework indeed offers com-
plementary approach to experimental mapping of drug–target binding
affinities, allowing for prioritisation of the most potent target interactions
for further validation in the laboratory. Importantly, the model demon-
strated practical potential not only in filling in the gaps in experimentally-
generated drug–target interaction maps but also in more challenging
inference of target profiles of investigational compounds.

As a specific case study, we selected tivozanib, an investigational VEGFR
inhibitor with previously unknown off-target profile. At the time of pub-
lication of article IV, in August 2017, tivozanib was approved in the
European Union, Iceland and Norway for the treatment of adult patients
with advanced renal cell carcinoma (RCC; Kim, 2017). RCC accounts for
the majority of all renal malignancies, and currently VEGFR inhibitors
as well as inhibitors of mechanistic target of rapamycin kinase (mTOR)
form the most promising therapy for advanced RCC (Escudier et al.,
2013; Choueiri and Motzer, 2017). Tivozanib is also under investiga-
tion for treating other tumours, including prostate cancer (in combination
with enzalutamide, ClinicalTrials.gov, NCT01885949), soft tissue sarcoma
(ClinicalTrials.gov, NCT01782313) and liver cancer (ClinicalTrials.gov,
NCT01835223). We predicted and experimentally validated four novel
off-targets of tivozanib, namely the Src-family kinases FRK and FYN A,
the non-receptor tyrosine kinase ABL1 and the serine/threonine kinase
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SLK, indicating an unusual target spectrum of tivozanib beyond the
VEGFR family of kinases. These novel insights into tivozanib’s MoA sug-
gest that it may have a selective activity in Src-family kinase addicted
cancers where it would not only block angiogenesis but also directly target
the cancer cells.

The assumption behind systems-based machine learning models for drug
bioactivity prediction is that similar drugs show similar effects in cancer
cell lines having common genomic backgrounds, and that similar drugs
are likely to bind to similar protein targets. Therefore, the proper rep-
resentation and use of similarities, equivalent to a choice of data source
and kernel type, are among the critical prerequisites for the achievement
of accurate drug bioactivity predictions. Motivated by the results from
Publication IV, we extended the KRR model to take advantage of multiple
chemical and genomic information sources simultaneously. In particular,
in Publication V, we introduced pairwiseMKL, the first method for time-
and memory-efficient learning with multiple pairwise kernels, including
both efficient pairwise kernel mixture weights optimisation and pairwise
model training. pairwiseMKL constructs the final model using a sparse
combination of input kernels, and therefore it enables automatic identi-
fication of both data sources and kernel functions most relevant for the
prediction task as well as incorporation of the kernel hyperparameter
search into the kernel weights optimisation process. Notably, in the task
of the inference of molecular interaction profiles of kinase inhibitors,
we observed the advantage of comparing kinases using amino acid se-
quences of ATP binding pockets instead of full kinase sequences. This can
be explained by the fact that most kinase inhibitors are ATP-competitive,
and therefore descriptors of ATP binding pockets are more relevant
in the inference of binding affinity between protein kinase and its in-
hibitor. Moreover, our results from both Publication IV and Publication V
suggest that the GS kernel, originally proposed for computing similarities
between peptides in the context of peptide–protein interaction prediction,
is also powerful in drug–protein interaction prediction.

Finally, we systematically examined transcriptional profiles of infect-
ing M.tb bacilli obtained from TB patients before and during two weeks
of standard combination drug therapy with isoniazid, rifampin, pyraz-
inamide and ethambutol (Publication II). PCA revealed that bacterial
transcriptional responses to drug treatment vary from patient to patient.
Unexpectedly, we detected two distinct trajectories of gene expression
changes over time which turned out to be associated with clinical and
microbiological measures of the disease. Further analysis of the genes
that contributed to the emergence of these patterns may provide valuable
insights into the reason for the observed difference in transcriptional re-
sponse of M.tb bacilli to drug therapy. It would be interesting to collect
also the genotypes and gene expression levels of patients in order to in-
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vestigate whether the detected changes in bacterial transcriptome depend
on genomic background of the patient. In addition to that, integrating
other types of data into the modelling framework, such as proteomics,
metabolomics and proteome-wide profile of drug–target binding affinities,
including on- and off-target effects, should lead to even better systems-level
understanding of the host-pathogen interactions in TB.

Importantly, we identified subsets of genes that predicted early antituber-
culosis treatment efficacy, including MBL at week 8 and TB test positivity
at week 8. It could be therefore hypothesised that dynamic bacterial pheno-
types may serve as biomarkers of early treatment success. However, these
findings require further validation using external datasets and larger sam-
ple sizes. Moreover, it remains an open question if the discovered mRNA
signatures correlate also with the lasting treatment outcome, since pa-
tients who are M.tb culture negative after eight weeks of drug therapy may
relapse, whereas patients who are M.tb culture positive may be ultimately
successfully treated for TB (Wallis et al., 2009, 2016).

Our planned future work includes the following directions. In Publica-
tion I, we introduced also a variant of metaCCA framework, metaCCA+,
to be used in the association analysis where the accuracy of the estimated
phenotypic and/or genotypic correlation structures is reduced. Even though
metaCCA+ protects from false positive associations and it is able to detect
strong true multivariate signals, its false negative rate is higher than
the one of standard CCA applied to the individual-level data. This could
be addressed in the future by applying a non-uniform shrinkage to the
joint covariance matrix. In particular, the magnitude of shrinkage of indi-
vidual covariance matrix elements could be inferred, for example, using
the standard errors of the univariate effect size estimates.

Furthermore, drug action depends on several factors, including, among
others, drug concentration, tissue-specific levels of protein targets,
the strength of the drug–target binding as well as the time during which
drug remains bound to its target (so called drug–target residence time,
Copeland et al., 2006). All these aspects should be ultimately taken into
account in a practical modelling approach. Moreover, since drug–target
binding remains just a start of drug action and the problems of predicting
(i) direct interaction partners of a drug and (ii) drug responses at the
phenotypic level are naturally interconnected, we plan to integrate them
into a single modelling system, with protein targets, drug compounds and
cancer cell lines or other disease models forming three layers of the ma-
chine learning framework that could improve drug bioactivity predictions.
Even though in this thesis we focused on kinase inhibitors and kinase
targets, the next step is to incorporate into the analysis also other drug
and protein classes, which will require a careful investigation of bioactiv-
ity datasets and molecular descriptors that best represent such extended
pharmacological space.
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