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Tiivistelmä
Optimisäätö on tärkeä väline useilla sovellusalueilla, se on esimerkiksi keskeinen työkalu
robotiikassa. Monet laajasti käytössä olevat menetelmät kuten differentiaalinen dynaaminen
o p t i m o i n t i ( D D P ) p e r u s t u va t o h j a t u n j ä r j e s t e l m ä n d y n a m i i ka n j a k o h d e f u n k t i o n d i f f e r e n t i o i n t i i n .
Oletus järjestelmän mallin differentioituvuudesta ei päde monille järjestelmille, joita halutaan
säätää. Esimerkiksi törmäykset rikkovat kyseisen olettaman. Tässä tapauksessa on otettava
käyttöön satunnaishaku- eli Monte Carlo algoritmit. Tässä väitöskirjassa esitetyt
satunnaishakualgoritmit jakautuvat kahte e n kate goriaan. Toine n näistä on lokaalisti optimaalise t
satunnaishakuun perustuvat liikerataoptimointimenetelmät. Toinen kategorioista on
reaaliaikaiseen ohjaukseen kykenevät Monte Carlo puuhakumenetelmät (MCTS), joita on
täydennetty koneoppimismenetelmillä, joita koulutetaan valvotulla oppimisella.
Tämä väitöskirja esittää näytteistetyn differentiaalisen dynaamisen optimoinnin (SaDDP), joka
on differentiaalisesta dynaamisesta optimoinnista johdettu satunnaishakuun perustuva
liikerataoptimointimenetelmä. SaDDP on johdettu rinnastamalla DDP:ssä käytetyn Taylorkehitelmän suureet moniulotteisen normaalijakauman tunnuslukuihin. Nämä tunnusluvut voidaan
l a s ke a u u d e l l e e n näy t t e i s t ä s e n s i j a an, e t t ä käy t e t t äi s i i n d i f f e re nt i o i nt i a ni i d e n l a s ke mi s e e n. Tä mä
väitöskirja esittää myös tapoja SaDDP:n tehokkaaseen regularisoimiseen.
Täs s ä väit ös kirjas s a e sit e t y t re aal iaikaise e n s äät öön ky ke ne vät M C TS-me ne t e l mät mahd ol l is t avat
monimutkaisten järjestelmien, kuten 3D-hahmojen, ohjaamisen. Menetelmät suorittavat
loitontuvan horisontin haun ja käyttävät haun tuottamaa dataa koneoppimismallien opettamiseen.
Nämä koneoppimismallit vuorostaan avustavat tulevia hakuja. Kyseinen loitontuvan horisontin
haku yhdistettynä valvottuun koneoppimiseen konvergoi nopeasti ja saa algoritmin oppimaan
vakaasti.
Tämän väitöskirjan MCTS-menetelmät yhdistävät informaatiota useista lähteistä. Tässä
väitöskirjassa esitetään, miten näiden lähteiden sisältämä informaatio voidaan yhdistää siten, että
menetelmä sopeutuu tilanteisiin, jossa informaatio on yhtenevää taikka ristiriitaista. Näiden
uudenlaisten hakualgoritmien lisäksi tässä väitöskirjassa esitetään MCTS-haku, jota avustaa
generatiivinen neuroverkko. Tämä yhdistelmä mahdollistaa sen, että neuroverkko voi oppia
suorittamaan useita vaihtoehtoisia toimintoja kussakin tilassa.
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1. Introduction

1.1

Background

Automatic control systems are all around us every day ranging from simple
thermostats to the modern day marvel of the robotic car. These systems have
been developed for a long time; there are written accounts of automatic control
systems dating back to the Antiquity [1].
The foundation for optimal control was laid in the emergence of calculus
of variations, which was studied by 18th century scientists such as Newton,
Leibniz and Euler [2]. The ﬁeld started to move rapidly in the 1950s after the
introduction of Pontryagin’s maximum principle [3] and Bellman’s optimality
principle [4], which lead to the birth of dynamic programming (DP). Furthermore,
the introduction of the Kalman ﬁlter [5] and the linear quadratic regulator (LQR)
[6] enabled efﬁcient design of multiple-input multiple-output (MIMO) systems.
Control systems have been evolving and have grown increasingly sophisticated
and continue to do so. The increase in computational power has allowed us to use
highly powerful neural networks and other computationally intensive machine
learning techniques. The use of neural networks has sparked new interest in
reinforcement learning algorithms, which have demonstrated impressive results
lately. Examples of such recent succcesses are for instance learning how to
play the game of Go [7, 8] or learning autonomously how to control complex 3D
animation characters [9]. Also remarkable development has been witnessed in
the trajectory optimization1 methods such as methods based on the differential
dynamic programming (DDP) [10] and other algorithms that were products of
the optimal control boom in the 50s and the 60s. For example it was only recently
that DDP was enabled to handle control limits efﬁciently [11, 12]. Furthermore,
the computationally more lightweight iterative linear-quadratic regulator (iLQR)
1 In this thesis a trajectory is understood as a ﬁnite length sequence of controls and the

associated states of a controlled system executing that sequence of controls.
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[13] algorithm was developed in 2004. It is derived from the DDP algorithm by
omitting the computationally heavy parts of DDP.
This thesis further develops control algorithms by developing random search
algorithms2 for optimal control. The algorithms developed in this thesis fall to
two main categories:

1. random search trajectory optimization algorithms based on the DDP algorithm, and
2. real-time capable receding horizon random search algorithms augmented
with supervised learning.

1.2

Motivation, Aim and Focus of the Thesis

The aim of this thesis is to develop random search algorithms for optimal control.
The thesis focuses on both developing trajectory optimization methods and
real-time capable receding horizon random search algorithms.
A prominent way to optimize a trajectory is using DDP or its more lightweight
variant iLQR. These two algorithms are so important that some physics engines
directly provide the quantities they need [11]. However, DDP requires heavy
differentiation procedures and is susceptible to numerical and algorithmic problems. For example, hard collisions are non-differentiable but happen in most
practical systems of interest. Robotic tasks involving manipulation of objects
are an example of such systems. Furthermore, many systems have noise which
renders many DDP-based methods unusable. The implementations of DDP
usually perform a line search in addition to the DDP algorithm to ensure convergence. Random search trajectory optimization methods are a good replacement
for differentiation-based methods in situations like these. This thesis presents a
random search trajectory optimization method based on the DDP algorithm.
Reinforcement learning methods have demonstrated impressive results. However, even the most sophisticated algorithms [9] are data intensive and can take
days to learn even a basic viable policy, even when when the controllers are
specially adapted to the task and utilize prior knowledge such as motion capture
data [14]. For the most demanding tasks, reinforcement learning algorithms can
take up to weeks or months to train. Another concern regarding reinforcement
learning is its robustness. Reinforcement learning algorithms may fail to converge because of poor initialization or sheer bad luck. Monte Carlo tree search,
2 Random search algorithms are also known as Monte Carlo algorithms. Monte Carlo

algorithms mean also more broadly all the algorithms that utilize random processes in
computation. This thesis uses random search and Monte Carlo interchangeably.
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i.e. a form of random tree search, has been used to speed reinforcement learning
algorithms and make them more robust, e.g. [7, 8]. Monte Carlo tree search
has also been conceptualized to be a candidate to qualify for general game playing [15]. This thesis also aims to develop Monte Carlo tree search algorithms.
Speciﬁcally, the aim is to demonstrate that the combination of Monte Carlo tree
search and supervised learning yields algorithms that learn fast and robustly.
Furthermore, the aim is to demonstrate that Monte Carlo tree search itself can
be used as a real-time capable controller for challenging control problems.
Classical control theory is outside the scope of this thesis. This thesis does not
study for example the stability of the solutions provided by the developed algorithms. Additionally, the algorithms of this thesis are restricted to discrete-time
algorithms and they do not take state restrictions into account. Furthermore,
the algorithms in this thesis are developed for systems, whose evolution can
only be evaluated pointwise.

1.3

Scientiﬁc Contribution

The ﬁrst contribution that this thesis makes, is to develop sampled differential
programming (SaDDP), which is a Monte Carlo version of the DDP algorithm.
SaDDP is introduced in Publication I. SaDDP works by relating the ﬁrst and
second order derivatives in the DDP algorithm to the ﬁrst and second order
statistics of a Gaussian distribution. These statistics can be recomputed from
sampled trajectories instead of having to resort to differentiation.
Just like DDP, also SaDDP can experience numerical problems. The problems
are related to bad conditioning of the covariance matrices in the algorithm.
Publication II presents regularization strategies for SaDDP. The strategies
are based on modifying the covariance matrix and they have a clear intuitive
interpretation as adding Gaussian noise to the control. The regularization
strategies presented in Publication II require the user of the algorithm to choose
only the maximum condition number for the covariance matrices. The methods
select the regularization adaptively such that it respects the chosen maximum
condition number.
Publication III presents a real-time capable Monte Carlo tree search algorithm
that is augmented by supervised machine learning. The algorithm can produce
robust 3D humanoid locomotion and recovery from disturbances in real-time
after only a few minutes of training. Thus, the publication demonstrates that
Monte Carlo tree search can be used as a robust real-time capable controller.
Publication IV extends the ideas that are presented in Publication III. The
Monte Carlo tree search involves combining information from multiple sources
to sample controls. Publication IV presents an adaptive way of combining information, which adapts to the situations where the information sources agree and
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where they disagree. The way of combining information is based on minimizing the amount of lost information, when multiple Gaussian distributions are
approximated with a single Gaussian distribution.
Publication IV also extends the algorithm presented in Publication III by
allowing the neural network learner in the algorithm to model the whole distribution of the actions performed by the Monte Carlo tree search. In Publication
III the neural network works as a function approximator and it can only model
deterministic policies by learning the mean of the selected actions.

1.4

Outline of the Thesis

The next two sections provide background that is essential to understanding the
algorithms developed in this thesis. First, Section 2 presents general material
about machine learning. Machine learning is used in publications Publication
III and Publication IV. Subsection 2.4 discusses ways of training artiﬁcial neural
networks to generate samples from distributions, which we have data from.
The second section providing background is Section 3. The section discusses
optimization and the special issues related to policy optimization, i.e. the optimization of sequential decision processes. This section also points out the
connections between trajectory optimization and Monte Carlo tree search algorithms.
Section 4 discusses the algorithms that have been developed in this thesis. It
handles ﬁrst the SaDDP algorithm, which is discussed in 4.1. The regularization
strategies for SaDDP are presented in 4.2. Next, Section 4 handles the Monte
Carlo tree search (MCTS) algorithms. The basis of the MCTS algorithms of this
thesis is handled in Subsection 4.3. The proceeding Subsection 4.4 presents the
adaptive way to combining information sources by minimizing the amount of
lost information. The ﬁnal Subsection 4.5 presents how neural networks are
trained to generate samples that follow the same distribution as the samples
from a given distribution.
Finally, Section 5 discusses the algorithmic contributions and presents some
directions for possible future work.
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Machine learning is a ﬁeld of computational statistics. It means the computational techniques, by which one can automate the discovery of patterns in data.
A descriptive umbrella term for machine learning techniques could be "statistical
automaton". Though statistical methods are often used in machine learning,
the ﬁeld is more focused on doing prediction justiﬁed by the data rather than
estimating a statistic that would summarize the data. Machine learning models
are often approximate and their internal workings remain occluded to the user.
The algorithms are usually iterative and work to diminish an error metric, which
is called loss in the context of machine learning. For instance in the context
of linear regression minimizing the loss would mean iteratively modifying the
parameters such that the sum of residual squares becomes smaller.
Machine learning is often divided to three categories, which are:

• supervised learning,
• reinforcement learning, and
• unsupervised learning.

The techniques of supervised learning are currently quite well established
and work well. In supervised setting the data D is organized in input-output
pairs, i.e. D = {(x0 , y0 ), ..., (x N , y N )}. Here x i are the inputs and y i the outputs.
In this mode of learning one is trying to match the inputs to the given outputs.
Depending on whether y i are continuous or discrete, the learning task is referred
to either regression of classiﬁcation. For the discrete-output learning task,
i.e. classiﬁcation, an additional learning objective is usually also to predict the
probability that the input x belongs to the class y. Supervised learning methods
are fairly mature and the algorithms efﬁcient, even though major breakthroughs
have been witnessed also quite recently, e.g. the adaptive moment estimation
algorithm (ADAM) [16].
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In reinforcement learning there are no desired outputs y i for the inputs
x i . Instead, the problem setting involves states s, actions a and rewards r.
The machine should learn how to choose the action a in each state s such that
the cumulative reward, i.e. the sum of the rewards r, is maximized. Thus,
in reinforcement learning, one never directly observes what should be done.
Furthermore, the chosen actions affect the distributions of encountered states.
This in turn affects which actions should be taken. Everything being interdependent means that one has to use very different algorithms than the ones
being used for supervised learning. Reinforcement learning can also be viewed
as a special instantiation of policy optimization, which is covered in Section 3.
Reinforcement learning and is discussed in greater detail in conjunction with
policy optimization problems in Section 3.6.
Unsupervised learning removes even further available information from
the learning task. In unsupervised learning the data set consists of only the
"input" data, i.e. D = {x0 , ..., x N }. The task is to ﬁnd some structure in the data.
For example density estimation, i.e. estimating the distribution of the data, is
an unsupervised learning task. Another commonly encountered unsupervised
learning task is clustering, where one identiﬁes disconnected dense regions from
the data. Dimensionality reduction is an unsupervised learning task that is
often used to augment other learning tasks. In dimensionality reduction one
tries to identify factors that account for the variance in the data. For example,
the data that has some structure is often located on a manifold that has lower
dimensionality than the space in which the data resides.
It is worth noting that the different learning tasks do not exist in isolation
with regard to each other. For instance, it is often the case that one has only very
little labeled training data, i.e. data whose format suits the supervised learning
task, but one might have unlabeled training data abundantly. In this case one
can ﬁrst use unsupervised learning to learn the structure of input and output
spaces and then one could use supervised learning to learn the mapping between
these learned structures. This way one can utilize the unlabeled training data
in the supervised learning task. This particular form of composite between
unsupervised and supervised learning is called semi-supervised learning.
Next, the Section 2.3 handles some notable models that are relevant to this
thesis. Many of these models can be used for multiple learning tasks. For
example artiﬁcial neural networks have been noticed to have unparalleled
representational power and they are widely applied in all sorts of learning
tasks. Later in Section 2.2 some of the algorithms to teach these models will be
handled.
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(a) Underﬁt

(b) Good ﬁt

(c) Overﬁt

Figure 2.1. Different ﬁts. In underﬁtting as in Figure 2.1a the model is too simple to explain the
variation in the data. When one has a good ﬁt like in Figure 2.1b the model is chosen
appropriately and the model explains the data very well. In the case of overﬁt as in
Figure 2.1c the model is overly complicated. It explains the training data very well
but is not likely to explain further data from the same distribution well.

2.1

Overﬁtting, Underﬁtting and Regularization

Figure 2.1 demonstrates an aspect to be considered in all machine learning. This
is the goodness of ﬁt and the model capacity. Figure 2.1a shows a typical underﬁt,
which results when the selected model does not have the representational power
to express the modeled relation in the data. Figure 2.1b shows an appropriate
selection of the model. The model represents the underlying relation of the input
and output but is not affected much by the noisy observations. Figure 2.1c in
turn demonstrates the situation of overﬁt. The model capacity is too big and
it starts to model the noise in the data. Overﬁtted models explain the training
data very well but they do not generalize well to further data.
The artiﬁcial neural networks that are used today have immense representational capacity. The capacity of a neural network grows exponentially with the
depth and deep neural nets are widely applied. Thus, neural networks are very
unlikely to underﬁt any data. Overﬁtting on the other hand is a big problem
with neural networks.
Luckily, there are many ways to combat overﬁtting. These are known as
regularization methods in the machine learning literature. Most successful machine learning methods used today select a model that has the representational
capacity to severe overﬁtting, and apply appropriate regularization techniques
to obtain a good ﬁt. Underﬁtting would be a trickier problem because the only
way to overcome it, is to increase the model capacity. Regularization techniques
are a widely studied topic and [17] presents an in-depth discussion about them.
Some of the most important regularization techniques are presented next.
Regularization is usually done by inserting noise to some part of the training
process. A notable variant of this is data set augmentation, which can be used
with any sort of machine learning model. A common form that works generally
well regardless of domain is to add Gaussian noise to the inputs of the data set.
For image data it is common to apply random translation, rotations and scalings
to augment the data set artiﬁcially.
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Regularization can be applied also to parts of the machine learning algorithms
instead of the data or in addition to the data. Examples of such techniques
are adding Gaussian noise to the parameters of the model being trained [18]
or using dropout, i.e. disabling some parameters at random [19]. Dropout
is efﬁcient and easy to implement. It can be interpreted as multiplying the
parameters of the model by variables that have been sampled from the Bernoulli
distribution. More generally any form of regularization that multiplies the
parameters with noise from some distribution can be interpreted as dropout. For
example multiplying the machine learning model parameters by Gaussian noise
from the distribution N (1, σI) [19] during the training has been interpreted as
a form of dropout. This form of regularization is particularly effective and easy
to implement because multiplying by a random variable from the distribution
N (1, σI) does not change the expectation of the multiplied parameter unlike
multiplying by noise from the Bernoulli distribution.
Inserting noise while training the model can be interpreted also as a form of
data set augmentation [17]. In hierarchical models such as neural networks,
adding noise higher in the hierarchy causes distortions to higher level features.
For example if a neuron recognizes the mouth of a person from an image, perturbing the parameters associated with that neuron causes distortions of the mouth
and the data set is augmented with different mouths. Perturbing these higher
level features is generally more effective than perturbing lower abstraction
features.
Adding noise is effective but other regularization strategies exist too. For
example one may apply different penalties for the model parameters or impose
requirements of sparsity [17]. This way of regularization is, however, hard to
do properly, because it requires some understanding of the parameters of the
model. The role of the parameters of the model is usually quite incomprehensible,
especially for neural networks with millions of parameters.
To summarize, regularization techniques ensure that a model which can overﬁt
will not overﬁt. This can be done by ensuring that the parameters stay in some
bounds. Another efﬁcient way to do this is to perturb the parameters or the data
points.

2.2

Notable Algorithms

Any machine learning problem consists of a data set, an objective function, a
model and an algorithm to train the model [17]. The objective function is a
quantity that one wishes to minimize or maximize, i.e. the criterion for the
success of our machine learning solution. The model is the way of computing
the results, such as linear regression or an artiﬁcial neural network. Each
model is trained with an algorithm suitable for the model and the objective
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function. This section describes a few algorithms for training the machine
learning models that are relevant to this thesis. The next section, Section
2.3, presents the machine learning models. Machine learning algorithms are
optimization algorithms. Optimization is more broadly covered in Section 3.1. In
addition to the algorithms presented here, many other optimization algorithms
are used, and for example the Monte Carlo optimization methods that are
presented in Section 3.2 can be used with many machine learning models.

2.2.1

Gradient Descent and its Modiﬁcations

Gradient descent and its modiﬁcations are used universally in modern machine
learning. Gradient descent based algorithms are the standard way to train
artiﬁcial neural networks, which will be introduced in Section 2.3.1. Yet, gradient
descent is a general purpose algorithm that can be also used to train for example
linear regression.
Suppose we have an optimization problem:
arg min f (x).
x

(2.1)

Here f is the objective function being optimized. Gradient descent, also known
as the method of steepest descent, uses the fact that −∇ f (x) points to the
direction in which f decreases most rapidly. If one thinks of f as terrain, −∇ f (x)
is the steepest direction downhill, and taking short steps in the direction of the
gradient brings one downhill and all the way to the bottom of a valley. Applying
gradient descent is illustrated in Figure 2.2. The method can be summarized as
the following iteration:
xn+1 = xn − α∇ f (xn ).
(2.2)
Here α is a small constant, and the sequence f (x0 ), f (x1 ), f (x2 ), ..., f (xn ) is decreasing with sufﬁciently small α. The method ﬁnds eventually xmin , where the
gradient goes to zero. This is the criterion for local optimality, i.e. the method is
not guaranteed to ﬁnd the globally best solution. This is luckily most times only
a theoretical concern because the locally optimal solutions are sufﬁciently good
in most machine learning tasks. Furthermore, the solution is often sufﬁciently
good before reaching even a locally optimal solution. In fact early stopping,
i.e. stopping the training before an optimum is reached, is a commonly used
regularization method.
Gradient descent may encounter problems of various sorts. For example if the
objective function has narrow valleys, one has to use a very small step size to
make progress. Too big a step size can lead to oscillations, like is the case in
Figure 2.3a. There is a practical way of reducing the oscillations, which is called
momentum [20]. The name derives from physics, because the gradient is treated
as "force", which gives a "speed" v to the iteration. The equations governing the
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Figure 2.2. Gradient descent illustrated. The method takes steps to the steepest descent direction.
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Figure 2.3. The effect of momentum demonstrated. With no momentum the method of steepest
descent oscillates. Momentum makes the algorithm gather speed in the descent
direction. With momentum the algorithm makes steadier progress.

optimization process are modiﬁed to:
vn+1

= βvn + (1 − β)∇ f (xn )

(2.3)

xn+1

= xn − αvn+1 .

(2.4)

Here β ∈ [0, 1) is the momentum parameter, and vn is the speed at iteration n.
An optimization case with and without momentum is demonstrated in Figure
2.3. The effect of using momentum is that the algorithm gains speed downhill
and the oscillations vanish. Momentum works well also when the objective
function is quite ﬂat, in which case the algorithm gains speed in the descent
directions. On the other hand, momentum can also cause oscillations much like
the momentum does in physics.
Momentum has also a notable variant called Nesterov’s momentum [21]. It
has gained popularity lately and is implementable with minor modiﬁcations to
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the original gradient descent with momentum. To apply Nesterov’s momentum
instead of the standard momentum, Equation (2.3) is modiﬁed to:
vn+1 = βvn + (1 − β)∇ f (xn − αvn ).

(2.5)

The point xn − αvn approximates, where the algorithm will land next. Thus,
Nesterov’s momentum is performing a lookahead and using that lookahead value
to evaluate the gradient. This can yield big gains as demonstrated in Figure 2.4.
Besides accumulating the gradient, one can adjust the learning rate for different dimensions. There are many algorithms for this such as Adagrad [22],
Adadelta [23], RMSprop [24], and Adam [16]. Adam, or adaptive moment estimation, is the most prominent of these and it is a default choice as the training
algorithm for neural networks at the moment. The method is governed by the
equations:
mn+1

= β1 mn + (1 − β1 )∇ f (xn )

vn+1

= β2 vn + (1 − β2 )|∇ f (xn )|

xn+1

mn+1
= xn − α 
.
vn+1 + 

(2.6)
2

(2.7)
(2.8)

The operations performed in these equations to the vectors are performed
element-wise. For example |∇ f (xn )|2 in Equation (2.7) denotes raising the
entries of the gradient vector to the second power. The regularizing vector 
is usually chosen to have all entries being 10−8 . The default parameters are
β1 = 0.9 and β2 = 0.99. Furthermore, Adam has bias correction for the initial
iterations, which is not displayed in the equations. As can be seen from the
equations, Adam extends the idea of momentum by computing the estimates of
the ﬁrst and second order moments of the gradient by a moving average. The
dimensions that have much variation, will experience smaller updates and the
dimensions having small variations will experience bigger updates. Adagrad,
Adadelta and RMSprop are based on similar ideas of scaling the dimensions by
their variation.
Accumulating information is not the only way to speed up training in machine
learning. Training can be speeded up performing the computations for only part
of the data. Many machine learning problems have an objective function of the
form:
N

f n (w).
(2.9)
f (w) =
n=0

That is, the objective function f is a sum of functions f n . For example, the objective function for training a model to predict the mean of a Gaussian conditioned
to the input would be of the form:
f (w) =

N

n=0

yn − g(xn , w)2 .

(2.10)
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Figure 2.4. The lookahead in Nesterov’s momentum can yield big gains as demonstrated in this
case with the momentum parameter β set to a big value 0.8.

Here one has the input data points xn and the corresponding desired outputs yn .
The machine learning model is denoted by g, and w are the model parameters,
which one is trying to optimize. Because the gradient is a linear operator, the
gradient of (2.9) can be expressed as:
∇ f (w) =

N

n=0

∇ f n (w).

(2.11)

This means that the gradient of the sum is the sum of gradients. Furthermore,
the gradient can be approximated by computing only a few of the terms in the
sum. This is called minibatch gradient descent or minibatch stochastic gradient
descent. In its extreme form, the minibatch size is 1, i.e. the model parameters
are updated with every data point. This extreme form of gradient descent is
called simply stochastic gradient descent. Using all of the terms in the sum of
Equation (2.11) gives the exact gradient but it might be prohibitively slow. If
we have millions or billions of data items, one iteration of the algorithm will
take a long time to compute. Minibatch stochastic gradient descent exchanges
accuracy for speed, i.e. we do worse parameter updates but more frequently.
In many applications a minibatch of size 10 – 100 is quite sufﬁcient to make
progress. Furthermore, minibatches are selected randomly, which means that
using minibatches is one way to inject noise to the training process. Thus,
minibatches or stochastic gradient descent act as a regularization strategy [17]
that comes free. The use of minibatch training is ubiquitous in machine learning
because of its improved learning speed and regularization properties.

2.2.2

Expectation Maximization

Expectation maximization (EM) [25] is a technique for training statistical models
which have unobserved "latent" variables Z and observed variables X . Let us
assume that the distribution furthermore has parameters θ . The expectation
maximization ﬁnds iteratively the parameters that maximize the likelihood of
the observed data.
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Let us assume that L (θ ; X , Z) is the likelihood function of the parameters.
We cannot maximize this directly because the values of Z are unobserved. The
expectation maximization solves the maximization problem by alternating the
expectation step (E-step) and the maximization step (M-step). These are:
E-step:

Q(θ |θ n ) = E Z | X ,θ n [L (θ ; X , Z)]

(2.12)

M-step:

θ n+1 = arg max Q(θ |θ n ).

(2.13)

θ

Iterating these two steps provides the parameter sequence θ such that [25]:
L (θ n+1 ; X ) ≥ L (θ n ; X ).

(2.14)

Expectation maximization is used in many many applications and it is the
training algorithm for many models. For example Gaussian mixture models
(GMM) are widely used and they are trained with the expectation maximization algorithm. Gaussian mixture models appear everywhere in statistics and
machine learning because they are a universal approximator of continuous
distributions [26]. A Gaussian mixture model is:


wk N (μk , Ck ).

(2.15)

k

Here the mixture has k components with means μk and covariance matrices
Ck . The weights of the components wk sum to one. We can sample observations
from this distribution but we cannot observe the weights wk directly. Thus, the
weights wk have the role of the latent variable Z. The E-step of GMMs equals
solving the expected values of the weights. Respectively, the M-step involves
maximization with regard to the parameters μk and Ck .

2.2.3

K-Means

The K-means algorithm [27] is an unsupervised learning algorithm which is
used to train vector quantization models. Vector quantization will be handled in
greater detail in Section 2.3.3. The K-means algorithm learns a clustering of the
data assuming that there are K clusters. The objective function is minimizing
the intra-cluster variance:
K  


x − μ  .
(2.16)
k
k=0 x∈Dk

Here x are the data points. Dk denotes the cluster k and μk is the corresponding
cluster center. K-means ﬁnds the cluster centers μk . These cluster centers can
be represented to represent the whole cluster.
The algorithm is very simple and efﬁcient, and thus widely used. It comprises
two steps which are iterated until the cluster centers remain stable. The steps
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are:
cluster assignment:
center update:

x − μ i  < x − μ j , ∀ j = i ⇒ x ∈ D i
μk =

1 
x.
|Dk | x∈Dk

(2.17)
(2.18)

The algorithm can be interpreted as a hard version of a Gaussian mixture model.
In GMMs the cluster assignment is soft and data points have probabilities of
belonging to each of the clusters. If GMM is restricted such that each data
point can belong to only one cluster with probability one and to the others with
probability zero and the covariance matrices are constrained to be isotropic
Ck = σ2k I with standard deviations σk , the expectation maximization algorithm
for training a GMM becomes the K-means algorithm.

2.2.4

K Nearest Neighbors

K nearest neighbors (K-nn, knn) is a multipurpose algorithm that can be used for
supervised and unsupervised learning. It is non-parametric, which removes the
need of initialization and regularization. Figure 2.5 demonstrates the algorithm
for classiﬁcation. Given a query, we compute the K nearest neighbors from
the data set and compute the prediction based on them. For classiﬁcation the
prediction can be the most frequent class and for regression the prediction can
be the mean of the labels of the K nearest data points.
K nearest neighbors adapts to the density of the data. This aspect of the
algorithm has been utilized in unsupervised learning, where the algorithm can
be used to give density estimates. The distances to the K nearest neighbors
are inversely proportional to the density of the data at a given points. The
adaptation to the density is a property that is beneﬁcial also in supervised
learning.
The K nearest neighbors algorithm makes a piecewise constant prediction.
In this regard, the K nearest neighbors algorithm differs for example from
neural networks, which interpolate smoothly. In the extreme case of one nearest
neighbor, the algorithm utilizes so called vector quantization, which is handled in
more detail in Section 2.3.3. Increasing K increases the number of quantization
levels and makes the prediction behave smoother. Another interesting aspect
of K nearest neighbors is that the model makes predictions based on only local
information and the general structure of the data is ignored. In this regard K-nn
is related to kernel methods. Kernel are methods that utilize kernels, which are
some form of similarity measures.
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Figure 2.5. K nearest neighbors illustrated for classiﬁcation with K = 5. We are trying to classify
decide the class of the position drawn in green. 3 of the 5 nearest neighbors belong
to the red class so the position denoted by the green circle is predicted to belong to
the red class as well.

2.3

2.3.1

Notable Models

Artiﬁcial neural networks

Artiﬁcial neural networks, or simply neural networks, are a widely used model in
machine learning nowadays. They have the representational capacity far beyond
other currently known models. Furthermore, neural networks are ﬂexible
and work as a general purpose machine learning model in many applications.
Furthermore, they are easy to train with the gradient descent algorithm and its
modiﬁcations, which are presented in Section 2.2.1.
A conceptual model of an artiﬁcial neural network is presented in Figure 2.6.
Neural networks consist of layers of neurons. The neurons are connected to
the neurons in the proceeding layer. The output of the neurons in one layer
activate the neurons in the next layer. These apply some activation function to
the activation and form an output to excite neurons in the consecutive layers.
Mathematically this can be expressed as:
an

= Wn on−1 + bn

(2.19)

on

= σ(an ).

(2.20)

Here on is the output vector of layer n and an is the activation of the layer. Wn
is the matrix containing the connection between the neurons in layers n − 1 and
n. The element [i, j] of Wn tells what kind of activation the output of neuron j of
layer n − 1 causes in neuron i of layer n. The term bn is so called bias for layer n.
It determines the set-point of each neuron in the layer. The activation function σ
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Figure 2.6. An illustrative example of an artiﬁcial neural network. The connection between
the neurons are drawn as blue arrows. The input vector is read to the input nodes
(blue). The neurons in the previous layers excite the neurons in the consecutive layer
according to the connections between them. The excitation is propagated all the way
to the output neurons (red), where the prediction can be read. The white neurons
that are not visible to the user are called hidden neurons.

transforms the activation of the neurons to the outputs. The activation function
is usually computed element-wise. It can be in principle any function and there
are many commonly used functions which are each suitable for a particular
application area. For the neural network to be able to represent non-linear
functions and to be efﬁciently trainable by the gradient descent method, the
activation function needs to fulﬁll the following conditions:

• it needs to be continuous,
• it needs to be differentiable nearly everywhere, and
• it needs to be non-linear.

The ﬁrst two conditions ensure the existence of the gradient and the last one
makes the neural network represent a non-linear function. It was thought for
a long time that high-curvature saturating non-linearities such as the tanhfunction were the best kind to use. This, however, resulted in many problems
such as the vanishing gradient problem [28]. It was later realized that also
simple non-linearities such as the rectiﬁed linear unit (ReLU) function [29] are
sufﬁciently non-linear to be used in neural networks. The ReLU-function is:
ReLU(x) = max(0, x).
This function has many variants such as Leaky ReLU:
⎧
⎨ x, if x > 0
f (x) =
⎩0.01x, otherwise
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and the exponential linear unit (ELU) function:
⎧
⎨ x, if x > 0
f (x) =
⎩ e x − 1, otherwise.

(2.23)

The common feature to the ReLu function family is that they have a ﬂat region
and a linear region. This means that their gradient is either 1 or close to 0.
Furthermore, the activation is sparse, i.e. many units output a constant or
near constant value so the neurons act both as switches and as functions. The
functions in the ReLu family have become a standard choice in contemporary
machine learning.
Artiﬁcial neural networks are merely a way to present nested functions. For
example the four layer neural network in Figure 2.6 is a function:
f (x) = W3 σ ( W2 σ ( W1 x + b1 ) + b2 ) + b3 .

(2.24)

A neural network is trained with an algorithm that is called backpropagation
[30] in the context of neural networks. Backpropagation means utilizing the
chain rule of derivative:
D x f (g(x)) = f  (g(x))g (x).

(2.25)

Here the apostrophe denotes differentiation with respect to the function argument. The chain rule allows one to compute the derivative with the information
that is present in the layer and then propagate the gradient back to the previous
layers, hence the name backpropagation. In deep neural networks this may lead
to the vanishing gradient problem, i.e. the magnitude of the gradient shrinks
towards the layers near input and those ﬁrst layers are slow to learn anything.
A related but less often occurring problem is the exploding gradient problem
where the gradient grows towards the ﬁrst layers of the network. The activation
functions in the ReLU family alleviate these problems because their gradient
has the value one when they are active.
Neural networks have the universal approximator property [31], i.e. given
enough neurons, they can approximate any function to an arbitrary precision.
They also have the interesting property that increasing the depth of the network
brings exponential gains in the representational capacity compared to increasing
the breadth [32]. This means that for example a network with one hidden
layer needs an exponential number of neurons compared to a two hidden layer
network, if the task is to be performed with the same accuracy. This is why
modern neural network architectures are chosen to be deep instead of broad.
The networks with more than one hidden layer are called deep neural networks
and deep learning refers to machine learning tasks where deep neural networks
are utilized. A comprehensive primer to deep learning is presented in [17]. It has
been hypothesized that the ﬁrst layers in neural networks learn crude concepts
and the latter layers build on these to learn more abstract representations. This
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would explain why deeper networks are better. However, this is under debate
[33]. Furthermore, some of the most successful neural network architectures,
such as the residual neural networks [34], allow information to ﬂow from the
ﬁrst layers to the last layers directly. This casts doubt on whether the abstraction
really increases with the network depth or if higher abstraction is beneﬁcial in
the ﬁrst place.
As stated earlier, neural networks are a practical general purpose machine
learning tool. They are used in supervised learning, unsupervised learning and
reinforcement learning. They can be used anywhere, where one can come up
with a differentiable objective function. For example one may use the objective
function of Equation (2.10) for supervised learning or the policy gradient [35]
for reinforcement learning. The policy gradient will be explored in greater detail
in Section 3.6. In unsupervised learning neural networks are used for example
as autoencoders, i.e. they try to reconstruct the input. For example denoising
autoencoders work such that the input is corrupted with a noising process and
the autoencoder neural network tries to learn what the uncorrupted data was.
In contrast to denoising autoencoders, contractive autoencoders are used to
compress information. They have a layer that has a smaller dimensionality than
the input vector. If they manage to reconstruct the data in the output, the small
dimensional layer provides a compressed representation of the data. These are
just some widely known examples of the uses of neural networks, there are many
more and the applications and architectures of neural networks are constantly
evolving.

2.3.2

Random Decision Forests

Random decision forests (also random forests or decision forests) are ensembles
of decision trees. A comprehensive overview with a discussion about the latest
development regarding the topic can be found in [36]. Random decision forests
are versatile and they can be used for many supervised and unsupervised learning tasks such as regression, classiﬁcation and density estimation. Publication
III and Publication IV use random decision forests as accelerating structures for
nearest neighbor searches.
Decision forests are based on decision trees. Figure 2.7 presents the idea of a
decision tree. Decision trees are sequences of simple rules that lead to a simple
machine learning model. If the data separates to clean homogeneous clusters as
is the case in Figure 2.7b a single decision tree sufﬁces for the task. Real world
data often does not have this feature and the situation is like in Figure 2.7c
where the clusters have overlap. In this case we can use many different decision
trees, i.e. a decision forest, where the trees collectively perform better than any
decision tree alone. The collective decision of the forest may be computed as
the mean, the median or a majority vote of the decision trees, depending on the
task that the decision forest is used to. The fact that the collective prediction
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of different machine learning models performs better than any model alone, is
generally true for any machine learning model [17]. This can be seen in Figure
2.8. The reason for this is that heterogeneous models tend to do different kinds
of errors for different inputs. Thus, for a collective it sufﬁces that most models
are correct most of the time whereas a single model trained for the tasks needs
to be precise for all the inputs.
Weak learner is a central concept in the context of random decision forests.
A weak learner is a learner whose prediction is better than a random guess. The
lines in Figure 2.7c are weak learners. They do not separate clusters perfectly
but they are better at their job than a random guess. Each weak learner in the
decision tree separates the data to increasingly homogeneous groups. The leaf
nodes of a decision forest will contain some simple machine learning model such
as linear regression, which can be efﬁciently trained for homogeneous data. If
we have multiple different lines separating the clusters, their average performs
well at separating the clusters. Weak learners can be used to construct a strong
learner, i.e. a learner that can solve the learning problem with an arbitrary
precision. Constructing strong learners by combining weak learners is called
boosting [37].
Another central aspect of decision trees is bootstrap aggregating, which
is also known as bagging [38]. Bagging is used to achieve heterogeneity in
machine learning models. Another widely applied technique is random selection
of features [39] that are used to train the model. Heterogeneity of machine
learning models is particularly important for models utilizing boosting, such as
random decision forests. It can, however, be applied to other machine learning
models as well. Bagging is applied such that each model, e.g. each tree in a
decision forest, is trained on a subset of the available training data. Because
different models are trained with different data sets, the models themselves
give different predictions. For example the mean or the median of the different
models can be used as a more precise estimate than any of the models alone, i.e.
bagging can be used to stabilize otherwise sensitive or faulty estimates. This
effect of bagging can be observed in Figure 2.8, which demonstrates bagging.
Random decision forests are widely used. They are straightforward to implement and to use. Secondly, the forests do not suffer from overﬁtting as badly
as other models. This is due to heterogeneity of the decision trees. There are
however downsides to random forests as there are for any machine learning algorithms. First, they cannot train incrementally. Once a decision tree is built, it
cannot be modiﬁed as new data comes in. When using random forests, the whole
forest needs to be retrained with all the data as new data comes in. Another
issue is the runtime. Even though a random forest is fast to train, the time to
compute an estimate can be long. The accuracy of random forests grows with
the number of trees in the forest but so does computation time. However, when
the computation time is not critical and the data is static, random forests are a
good default choice as a general purpose regression and classiﬁcation algorithm.
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(a)

(b)

(c)

Figure 2.7. An example decision tree used for classiﬁcation. Each non-leaf node in the in the
tree corresponds to a decision surface. The color of the archs starting from the nonleaf nodes in Figure 2.7a corresponds to the color of the splitting planes in Figures
2.7b and 2.7c. The leaf node colors match the colors of the corresponding clusters.
A decision tree can be used for many machine learning tasks and in general the
machine learning model in the leaves is chosen accordingly. It can be a regressor,
a classiﬁer or a density estimator. A single decision tree works well if the data
separates to meaningful clusters as in Figure 2.7b. If the situation is like in Figure
2.7c a single decision forest does not perform well. However, in this case an ensemble
of decision trees, i.e. a decision forest, will perform well because the different trees
have different splitting surfaces.

Figure 2.8. Bagging in use with ninth degree polynomials. The blue dots are observations. The
grey curves are ﬁtted to part of the data. The red curve is the median of the gray
curves, i.e. the resulting estimate using bagging. The red mean curve does not
oscillate as wildly as the gray curves and it follows the data better than any of the
gray curves.
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2.3.3

Vector Quantization

Vector quantization refers to a principle that underlies many machine learning
models, such as K nearest neighbors model and the models learned by the Kmeans algorithm. Furthermore, it is usable in many modes of learning, most
notably in unsupervised and supervised learning. Vector quantization works as
any quantization does: a set of discrete values is selected to represent regions in
the data.
The principle of vector quantization is demonstrated for two different kinds of
models in Figure 2.9. The K-means algorithm is used in unsupervised learning
to identify clusters in the data. These clusters are represented by their center
point. The K nearest neighbors algorithm ﬁnds the K nearest data points for a
given data point and computes the requested output, for example in supervised
learning the output could be formed by computing the mean y of the K data
points that are closest in the input space of x. However, K nearest neighbors
can be used also in unsupervised tasks. For example the distances to the K
nearest data points can be used to estimate the density of the data distribution
at a given location.
Vector quantization algorithms have the general property that they adapt well
to differences in the density of the data. For example the K nearest neighbors
algorithm does its predictions based on a small neighborhood where the data is
dense. This is in contrast to for example neural networks, for which the data
density can have a great effect on the learning. A remarkable setback of any
quantization algorithm is obviously that when the data is not well represented
by a discrete set of values, the algorithms perform poorly or might require
impractical amounts of quantization points to work well.
Some models that use vector quantization utilize so called lazy learning. This
means that the model is not separately trained, instead the "training" happens
every time the model is queried for answers. For example K nearest neighbors
utilizes this sort of learning. There is no learning phase, but each time a
prediction is queried, the K nearest data points are searched and a prediction is
computed from them. Thus, the lack of training comes at a higher computational
cost at the time of using the model. Furthermore, the memory requirements of
using lazy learning models are huge because the "parameters" of the model are
the entire training data.

2.4

Learning to Sample from Distributions

This section handles ways to teach neural networks to map distribution transforms, which are utilized in Publication IV. The problem of learning distribution
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(a)

(b)

Figure 2.9. Vector quantization in two different models. Figure 2.9a shows the result of applying
the K-means algorithm. In this case each thick circle denotes a cluster center and
the whole cluster is represented as the cluster center. Figure 2.9b shows a Voronoi
diagram, i.e. the result of applying the nearest neighbor algorithm. Each differently
colored cell is represented by the data point inside it.

transforms is learning a mapping f such that
y = f (x), x ∼ Dorigin , y ∼ Dtarget .

(2.26)

Here Dtarget is the target distribution that we wish to learn and Dorigin is a
simple-to-sample origin distribution, for example a uniform distribution. We
are ultimately interested in producing samples from the target distribution, not
so much about learning a mapping between the distributions itself. There is a
wide array of models for this, for example mixture models work for many sorts of
data. However, neural networks have the representational capacity far beyond
any other models known today. That is why it is of interest, how to train neural
networks to perform this task.
Most notable models to train neural networks to perform the task of Equation
2.26 are generative adversarial networks (GAN) [40] and variational autoencoders (VAE) [41]. Both GANs and VAEs involve two networks. However, they
are very different architectures. GANs work by having two networks play a
game of deception and detection. There is a generator network G, which takes
the noise vectors x as inputs and produces the outputs yG . The other network,
called the discriminator D, tries to tell apart the true data from the target distribution Dtarget and the data yG generated by the generator. The generator tries
to produce outputs that deceive the discriminator. More formally the networks
are trying to play the game with the objective function [40]:
min max V (D,G) = Ey∼Dtarget log D(y) + Ex∼Dorigin [log(1 − D(G(x)))] .
G

D

(2.27)

When the networks are trained, the generator performs the task of Equation
(2.26).
The training procedure of GANs is highly unstable because the optimum
parameters are at a saddle point, which is the maximum for one network and
the minimum for the other. Thus, when training GANs, one has to coordinate the
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training schedule carefully. If the discriminator learns to tell the fake data and
the true data apart too well too quickly, it does not provide a strong gradient to
the generator and generator will not learn anything. The generator may learn to
fool the discriminator too well by a phenomenon which is called the mode collapse.
It maps a wide portion of the target distribution to a single point, a mode in the
distribution. This can be alleviated by encouraging diversity of the prediction
made by the generator. There are some improvements to training GANs such as
the Wasserstein GAN [42] or its further improved objective function [43]. The
recent improvements to GANs alleviate the problems but do not remove them.
It has been argued that with careful parameter selection the standard GANs
can compete with their more recent variants [44].
VAEs are the other notable way of training neural networks to perform the
task of Equation (2.26). VAEs consist of an encoder E which transforms the data
points of the target distribution y of the target distribution Dtarget to data points
x of the latent space, i.e. points following distribution Dorigin . Another network,
the decoder D, transforms the points of the latent space to the points back to
the points from origin distribution, i.e. system being trained is:
z = E(y), y ∼ Dtarget , z ∼ Dorigin

(2.28)

y = D(z), y ∼ Dtarget , z ∼ Dorigin .

(2.29)

Ultimately, the encoder is discarded and the decoder performs the task that
we were originally set to perform. After observing the latent space variable z
from the encoder, the decoder can be trained by normal supervised learning.
The Equation (2.28) is more difﬁcult. It can be trained by maximizing the
variational lower bound on the marginal likelihood of the data points, thus the
name variational autoencoder.
VAEs are generally better behaved than GANs. The instability of GANs is
caused by the optimum parameter conﬁguration being a saddle point. On the
other hand, when GANs work, they produce very high quality results. For
example images that have been generated with GANs tend to be sharper than
the images produced by VAEs. The reason for this is usually attributed to
VAEs training the decoder with mean square error objective function. Another
hypothesized reason for this, is that VAEs are usually trained with a lowdimensional Gaussian latent space, which might not be sufﬁcient to capture
the variance in the data. One further consideration to selecting the model is
that GANs cannot handle discrete data, the target distribution needs to be
continuous. On the other hand VAEs do not permit input distributions with
discrete values but can model discrete target distributions.
Other generative models exist besides GANs and VAEs. For example bijective
mappings have been used to transform the target distribution to the origin
distribution [45, 46]. The sample generation can be performed simply by inverting the mapping. Another recently proposed way to do this is inverting a
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diffusion process [47, 48] and starting from noise, which is iteratively denoised
to samples from the origin distribution. Generative mappings have also been
learned by matching the moments of the true data and the generated data [49].
[47] presents a rather comprehensive list of the techniques used for sample
generation.
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3.1

Optimization as a Branch of Mathematics

The branch of mathematics called optimization deals with the selection of the
best option with respect to some criteria, i.e. with problems of the form:
minimize

r(x)

(3.1)

subject to

g i (x) ≥ 0 i ∈ {1, ..., m}

(3.2)

h j (x) = 0 j ∈ {1, ..., p}.

(3.3)

Here x is the variable being optimized and r is the criterion. g i are inequality
constraints and h j are equality constraints. Many optimization problems are
naturally maximization problems. For instance, in reinforcement learning the
usual formulation of the optimization problem is the maximization of the reward
r. It depends much on the history of each ﬁeld, if the optimization problems are
presented as minimization or maximization problems. Mathematically, minimization and maximization make no difference, because minimizing function
r is equivalent to maximizing − r. Thus, maximization problem can be cast to
minimization and vise versa1 by changing the sign of r in Equation (3.1).
In historical contexts optimization may also be referred to as "programming"
such as "linear programming", where r is a linear function, and g i and h j are
afﬁne functions. Optimization is an established ﬁeld and many good primers on
the subject are available, e.g. [50] and [51].
1 Historical note: Trajectory optimization methods and reinforcement learning methods

solve similar sequential optimization problems. Trajectory optimization was historically
more tied to mathematical optimization, and thus most trajectory optimization algorithms are derived by minimizing a cost. Reinforcement learning emerged in the ﬁeld of
psychology and that is why reinforcement learning algorithms are usually derived by
maximizing a reward. Thus, because of historical reasons the same problem is treated
as minimization or maximization depending on the context.
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Even the simplest non-linear functions may cause that optimization problems
are intractable to solve analytically. This is why the problems are usually solved
using an algorithm that searches for the optimum, hence the name programming.
The algorithms used in optimization are usually numerical and provide an
approximate solution. Efﬁcient solution methods exist for the problems that are
convex. Convexity ensures that a local optimum is a global optimum [51]. For
the objective function r convexity means that r has curvature upwards. More
formally the criterion for convexity is:
(1 − α)r(x1 ) + α r(x2 ) ≥ r((1 − α)x1 + αx2 ), α ∈ [0, 1].

(3.4)

The domain of the optimization must also be convex. That is, the constraints g i
and h j must deﬁne a set S such that every point between two points of the set
also belongs to the set, i.e.
x1 , x2 ∈ S =⇒ (1 − α)x1 + αx2 ∈ S, α ∈ [0, 1].

(3.5)

Figure 3.1 shows an example of a convex function that can be easily optimized.
Figures 3.2 and 3.3 display two non-convex functions that are hard to optimize.
Non-convexity does not mean that a unique global optimum does not exist.
For example the Rosenbrock function shown in Figure 3.3 has a unique local
optimum. Convexity guarantees that the situation in Figure 3.2 does not happen,
i.e. there cannot be multiple local optima. In many problems of practical interest
non-convexity or convexity is hard to establish. Thus, in many problems one
must keep in mind that local optima are possible or even likely.
Another concept related to the difﬁculty of the optimization problem is conditioning. Conditioning is a property of the objective function and it depends
on the value of x. Conditioning is usually reported as the (relative) condition
number κ, which is deﬁned as [52]:

 δ r   δx
κ = lim sup
.
(3.6)
δ→0 δx<δ  r(x)
x
A moderate condition number, i.e. up to 103 , means that the problem is well
conditioned and the algorithms solving the problem do not suffer from numerical
instability. A big condition number means that any algorithm solving the
problem is likely to encounter numerical problems. Problems with highly varying
condition number such as the one presented in Figure 3.3 are problematic
because the optimization algorithms need to traverse in the well conditioned
bottom of the valley and large steps even in the steepest descent direction take
any algorithm to the poorly conditioned regions.
There is a plethora of methods and taxonomies for the methods in optimization
literature. One important to aspect to bear in mind with them is the "No free
lunch" theorem [54]:
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Figure 3.1. A quadratic objective function is easily optimized. It has a unique global minimum
with mild curvature everywhere.
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Figure 3.2. This objective function has two local minima, from which one is the global minimum
and the other one is a local minimum. All optimization algorithms struggle with this
situation.

41

Policy Optimization

2500

2000

1500

1000

500

0
2.0

−1.0

1.5

−0.5
1.0

0.0
0.5

x

0.5
0.0

1.0
−0.5

1.5

−1.0
−1.5

y

2.0
2.5

Figure 3.3. The 2D Rosenbrock function [53] with parameters a = 1 and b = 100 has a unique
minimum at (1,1), which is in the bottom of a curved valley. The problem is badly
conditioned and non-convex, which makes it hard to solve by most algorithms.

”... if some algorithm a 1 ’s performance is superior to that of another algorithm a 2
over some set of optimization problems, then the reverse must be true over the set
of all other optimization problems. [...] This is true even if one of the algorithms is
random; any algorithm a 1 performs worse than randomly just as readily (over the set
of all optimization problems) as it performs better than randomly.”

This means that there is no single algorithm that always performs well. The
algorithm must be chosen according to the problem. The next subsection explores
random search (Monte Carlo) algorithms and explains to which kind of situations
they are suited to.
A major taxonomy of optimization algorithms is the division to zero-order, ﬁrstorder and second-order methods. The order designates which order derivatives
of the objective function the optimization algorithm has access to. Zero-order
methods evaluate only the function values, ﬁrst-order utilize the derivative or
gradient of the objective function and second order methods use the Hessian of
the objective function. The gradients and Hessians can be costly to obtain even
approximately and an important aspect of Monte Carlo algorithms is that nearly
all of them are zero-order methods and usually involve fewer evaluations of the
objective function than other kind of methods.
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3.2

Monte Carlo Methods for Optimization

Algorithms that utilize random processes are called Monte Carlo algorithms2
and this subsection explores some prominent categories of Monte Carlo algorithms used in optimization. Monte Carlo algorithms comprise a wide range
of algorithms for different purposes and deriving from various ideas. Many
algorithms in this class derive inspiration from biological processes. For example
genetic algorithms simulate evolution and hereditary process in the nature
and swarm algorithms simulate the ﬂocking behavior of birds. Also physical
processes are a signiﬁcant source of inspiration for Monte Carlo algorithms. For
example simulated annealing is an optimization method that is derived from
the cooling behavior of crystals. Monte Carlo algorithms have some advantages
compared to many analytical ﬁrst-order or second-order algorithms such as the
method of steepest descent. First, many Monte Carlo algorithms are capable of
handling objective functions with local minima such as the one in Figure 3.2.
Secondly, Monte Carlo algorithms tend to perform well when applied to badly
conditioned functions such as the Rosenbrock function in Figure 3.3. Thirdly,
many Monte Carlo algorithms parallelize trivially and can thus utilize the
modern computing frameworks well. Among others, these are reasons for the
renewed interest in Monte Carlo algorithms for optimization both in academia
and in the industry [55, 56, 57, 58, 59].
An important category of Monte Carlo algorithms are the swarm algorithms
such as ant colony optimization (ACO) [60] or particle swarm optimization
(PSO) [61]. Ant colony optimization is used to ﬁnd the optimal path in a graph,
and it mimics the way that ants forage for food in the nature. Particle swarm
optimization mimics the ﬂocking behavior of ﬁsh and birds. The members of
the ﬂock head towards better solutions of the optimization problem and the
individuals start to ﬂock around the optima.
Metropolis-Hastings algorithms [62] are one prominent category of Monte
Carlo algorithms for sampling. They have uses also beyond the scope of optimization such as constructing a sampling process for difﬁcult distributions by
sampling transitions from simple distributions. They are derived from statistical physics and simulate the thermodynamic properties of a system. Generally
speaking these methods involve a temperature which controls the probability
of moving to a state that has higher "energy" than the current one. Simulated
annealing is derived directly from this principle and it works by "cooling" the
system, i.e. progressively making it more improbable to accept a worse solution
in the place of a good one. When started in high temperature, the algorithm
explores the optimization domain and starts to focus on the minimum as the
temperature decreases. The algorithm ﬁnds the rough location of the global
optimum quickly but at the cost of slower convergence.
2 Monte Carlo name has a historical background and derives from the Monte Carlo

casino.
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Genetic algorithms fall also under the scope of Monte Carlo algorithms. Genetic algorithms work through a simulated process of natural evolution, i.e. they
involve the steps of mutation of existing candidates and survival of the ﬁttest.
The evolutionary technique called covariance matrix adaptation evolutionary
strategy (CMA-ES) [63] will be handled next in greater detail because Publications Publication I and Publication II build on it. Of course, many other genetic
and evolutionary algorithms exist and they form an entire research ﬁeld.
CMA-ES is based on storing the information about the current solution population to the mean vector and the covariance matrix parameters. These deﬁne
a Gaussian distribution that is used to sample candidate solutions. Although
being a zero-order method, CMA-ES approximates a second order method. At
convergence, the mean approaches the optimum and the covariance matrix
approximates the inverse Hessian of the objective function [63]. The main points
of the algorithm are presented as pseudocode in Algorithm 1. The mean m and
covariance matrix C of the distribution get updated such that the weights w i are
bigger for better solutions. This way the mean m draws towards the optimum
and the covariance matrix C approximates the inverse Hessian of the objective
function. The relation between Hessian matrix and the covariance matrix in
CMA-ES is explored in great detail in [64].
The CMA-ES algorithm contains the so called rank-μ update Cμ that stores
information about the population of the current iteration. The so called rank1 update C1 stores information about the movement of the mean between
iterations. Thus, Cμ captures the variation within an iteration and C1 captures
the variation from iteration to iteration. To prevent single bad iteration from
affecting the performance too gravely, it is customary to update the covariance
matrix by exponential smoothing, as is done in Algorithm 1. The constants c 1
and c μ control how much emphasis is put on rank-μ and rank-1 updates and
the past. There are multiple ways to select the constants c 1 , c μ and the weights
w i and good default values and ways to update them are given in [63]. The
mathematical formula for accumulating the rank-1 update is somewhat involved
and can also be found in [63]. Furthermore, the covariance matrix C may be
scaled for faster progress. This modiﬁcation to the algorithm is also discussed in
great depth in [63].
Algorithm 1 A covariance matrix adaptation evolutionary strategy (CMA-ES)
iteration
1: Sample candidate solutions x i i ∈ 1, ..., N from N (m, C).

2: Compute the mean m = N
i =1 w i x i
3: Compute the rank-μ weighted covariance matrix

T
Cμ = N
i =1 w i (x i − mold )(x i − mold )
4: Update the rank-1 covariance matrix C1 which accumulates the movement of the mean, i.e. uses m − mold
5: Update the covariance matrix C = (1 − c 1 − c μ )C + c 1 C1 + c μ Cμ
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As any algorithm, also CMA-ES has its shortcomings. It needs a large population for each iteration so that the covariance matrix remains well conditioned
[63]. In many scenarios, the covariance matrix may start to degenerate to a zero
matrix which causes premature convergence [63]. This problem is reinforced by
a small population size. A problem that is non-typical for genetic algorithms in
general but plagues CMA-ES is that local optima that are close to each other
are not well handled by the algorithm [63]. Poor conditioning may also yield
poor performance, depending on the parameters, population size and explicit
regularization used for the covariance matrix.

3.3

Policy Optimization Issues

Policy optimization adds more complexity to the optimization problem. Instead
of optimizing only one value, the problem is to optimize a series of decisions, i.e.
a policy π. Formally the problem is:
maximize reward

R=

T

t=0 r(s t , a t )

over {a0 , ..., aT }

(3.7)

s t+1 = f (s t , a t )

(3.8)

g i (at ) ≥ 0 i ∈ {1, ..., m}

(3.9)

h j (at ) = 0 j ∈ {1, ..., p}.

(3.10)

subject to

Here s t is the state of the system at time t and a t is the action chosen at time
t. Thus, one is optimizing the sequence {a0 , ..., aT } and one is trying to get the
maximum reward R which is here the sum of instantaneous rewards. Equation
(3.8) is the major addition to the optimization problem and it is called the system
dynamics. The functions g and h are the previously discussed inequality and
equality constraints. The policy may also be thought of as a mapping from
states to actions and it can be time-dependent or independent, i.e. a t = π t (s t ) or
a = π(s).
There are other variations to the policy optimization problem besides Equation
(3.7), which is called the ﬁnite horizon problem. The most important alternatives
are:
R=


t
+T

r(s t , a t )

(3.11)

T
1 
r(s t , a t )
T →∞ T t=0

(3.12)

t= t

R = lim

R=

∞


t=0

γ t r(s t , a t ).

(3.13)

In all of these equations it is assumed that the current time step is zero. Equation
(3.11) is called the receding horizon problem, i.e. at each time step one is
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interested in the reward T time steps into the future instead of being interested
in the reward only upto the time step T. The distinction is not evident when
considering time step t = 0 but for time step t = 1 the ﬁnite horizon reward would
T
T
+1

be
r(s t , a t ) and the receding horizon reward would be
r(s t , a t ). Equation
t=1

t=1

(3.12) is the average reward. It can be computed also for ﬁnite time horizons, but
it is the ﬁrst kind of reward type to be presented here thus far that extends the
policy optimization problem to inﬁnite time horizons. The second kind of inﬁnite
horizon policy optimization problem is presented in Equation (3.13). It is called
the discounted reward and γ is called the discount factor. The discount factor
γ ∈ [0, 1) determines how much weight is given to the future and how much to
the immediate reward. The choice γ = 0 means optimizing the current time
step and in that situation the policy optimization problem reduces to a standard
optimization problem.
The policy optimization problem has a special structure that makes it much
more difﬁcult than the standard optimization problems. This issue is called the
credit assignment problem that reads [65]:

”In playing a complex game such as chess or checkers, or in writing a computer
program, one has a deﬁnite success criterion – the game is won or lost. But in the
course of play, each ultimate success (or failure) is associated with a vast number of
internal decisions. If the run is successful, how can we assign credit for the success
among the multitude of decisions?”

This implies that the policy optimization problem cannot be treated as any
high-dimensional optimization problem. The state s of the system affects the
reward and the chosen action a t together with the state s t determine the next
state s t+1 . Thus the selected actions determine which states are encountered
later on and those states affect which actions should be chosen. Because of this
serial time-dependence structure the branch of mathematics that is involved
with policy optimization issues is called dynamic programming (DP).

3.4

Dynamic Programming

Dynamic programming (also dynamic optimization) is the branch of mathematics
studying policy optimization problems. Policy optimization has special issues as
discussed in the preceding Section 3.3. In addition to adding complexity to the
optimization problem, the policy optimization problem introduces structure that
can be exploited. The structure of the problem is called the Bellman optimality
principle and it reads [4]:
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"An optimal policy has the property that whatever the initial state and initial decision
are, the remaining decisions must constitute an optimal policy with regard to the
state resulting from the ﬁrst decision."

To put it more concretely, if the shortest route from Helsinki to Turku is Helsinki–
Lohja–Salo–Turku, the shortest route from Lohja to Turku must be Lohja–Salo–
Turku and for example Lohja–Rovaniemi–Turku is ruled out.
The Bellman optimality principle states that any subpolicy of an optimal policy
is itself an optimal policy forward from that instant. More formally, Equation
(3.7) can be rephrased:


T
T


max
r(s t , a t ) = max r(s0 , a0 ) + max
r(s t , a t ) .
(3.14)
a0 ,...,aT

t=0

a1 ,...,aT

a0

t=1

This is called the Bellman equation. Similar treatment can be applied trivially
to the inﬁnite horizon reward of Equation (3.12). It can also be applied to the
discounted reward of Equation (3.13), in which case we get:


∞
∞


t
0
t
max
γ r(s t , a t ) = max γ r(s0 , a0 ) + max
γ r(s t , a t ) (3.15)
a0 ,...,a∞

⇔ max

a0 ,...,a∞

∞


t=0

a1 ,...,a∞

a0

t=0


γ t r(s t , a t )

= max r(s0 , a0 ) + max

a1 ,...,a∞

a0

t=1

∞


t=1



γ t r(s t , a t ) .

(3.16)

Thus, by knowing the solutions to the problem from time instant t = 1 forward,
the solution to the policy optimization problem reduces to the standard optimization problem. This structure of the problem implies that the problem can
be solved by solving the optimization problems for time instant t = T ﬁrst, then
proceeding to t = T − 1 and so on until the time instant t = 0. There remains a
problem, though. As the time horizon T increases, the number of subproblems
increases exponentially. Each choice of a t leads to a state s t+1 . For each of these
states each choice of a t+1 leads to a state s t+2 . For discrete-action problems the
number of states |s t | encountered in step t > 0 is thus:
|s t | ∼

t
−1
t =0

|a t  | .

(3.17)

Assuming that the action space has constant cardinality |a t | = n across the time
steps, Equation (3.17) becomes:
|s t | ∼ n t−1 .

(3.18)

A major problem is that one needs to run the dynamic program for each of these
states. Thus, one needs approximation methods to the dynamic programming
problem such as differential dynamic programming (DDP) or reinforcement
learning (RL). These are discussed in greater detail in Sections 3.5 and 3.6.

47

Policy Optimization

There are two concepts that are useful in the context of the Bellman Equation.
One is called value at time t and denoted by Vt (s t ) the other is the action-value
or Q-function and is denoted by Q t (s t , a t ). The value Vt (s t ) is the reward that
can be obtained by following the optimal policy, e.g. in the ﬁnite horizon case:
Vt (s t ) = max

a t ,...,aT

T

t = t

r(s t , a t ).

(3.19)

The action-value Q t (s t , a t ) is the reward that can be obtained by selecting a t and
then behaving optimally:
Q t (s t , a t ) = r(s t , a t ) + max

a t+1 ,...,aT

T

t = t+1

r(s t , a t ).

(3.20)

With these the Bellman equation (3.14) can be written in the form:
V0 (s0 ) = max [r(s0 , a0 ) + V1 (s1 )]

(3.21)

a0

= max [r(s0 , a0 ) + V1 ( f (s0 , a0 ))]

(3.22)

= max Q(s0 , a0 ).

(3.23)

a0
a0

These apply also in the inﬁnite horizon discounted case. However, in this case
the time indices are not sensible. With the concepts of value and action-value,
the discounted Bellman equation (3.16) can be written as:
V (s) = max r(s, a) + γV (s )

(3.24)

a

= max r(s, a) + γV ( f (s, a)) .
a

(3.25)

Here and from here on the variable s denotes the state that the system ends up
in the next step, i.e., s = f (s, a).
It is usually the case that some part of the problem contains stochasticity,
e.g. the reward or the dynamics of the system can be non-deterministic. This
is usually the case in real life. For example a robot trying to deduce how it
should move has to take into account that similar actions do not lead to similar
transition each time. That is:
s1 = s2 =⇒ f (s1 , a) = f (s2 , a).

(3.26)

Also the policy can be stochastic, which means that it is a distribution conditioned
on the state, i.e. π(s) = P(a|s), instead of a deterministic mapping a = π(s). If
any component of the optimization problem, i.e. the reward, the dynamics or the
policy, involve stochasticity, the usual logical step is to resort to optimizing the
expected value of the reward. Distributional approaches to the problem exist
[66] but they are still quite recent and not very well established. Using expected
values Equation (3.14) becomes:





T
T


max E
r(s t , a t ) = max E [r(s0 , a0 )] + max E
r(s t , a t ) ,
(3.27)
a 0 ,...,a T
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and Equation (3.16) becomes:





∞
∞


max E
γ t r(s t , a t ) = max E [r(s0 , a0 )] + max E
γ t r(s t , a t ) . (3.28)
a 0 ,...,a ∞

t=0

a0

a 1 ,...,a ∞

t=1

Various taxonomies exist for dynamic programming algorithms. The body of
literature regarding dynamic programming is vast. It spans many ﬁelds from
the fundamentals of computer science such as Dijkstra’s algorithm [67] and the
Viterbi algorithm [68] to more applied ﬁelds such as bioinformatics where it is
used for example in DNA sequencing [69]. Thus, also various algorithms have
been developed for various problems each targeting a speciﬁc problem. As was
discussed in Section 3.1 there is no generally superior optimization algorithm
and this applies to dynamic programming too.
Despite of multiple taxonomies of dynamic programming algorithms there
are two major division lines that are important speciﬁcally in the context of
reinforcement learning. The ﬁrst major division is between discrete states and
continuous states. The second one is between discrete actions and continuous actions. Each category has their peculiarities and efﬁcient algorithms. For instance
discrete state and discrete action means that different values can be presented
in tabular form when performing reinforcement learning whereas continuity
necessitates the use of function approximators. On the other hand some things
that are easy in the continuous domain might be difﬁcult or impossible with discrete problems such as model-based planning in discrete action spaces [70]. For
continuous actions and continuous states the model-based planning problem can
be solved by gradient descent whereas discrete actions render gradient descent
unusable without special considerations. Continuous-action continuous-state
model-based planning can furthermore be efﬁciently accelerated by differential
dynamic programming, which will be discussed in greater detail in Section 3.5.

3.4.1

Markov Decision Processes

The Markov property of a stochastic process is important in the context of
dynamic programming because it further constrains the problem and sets a limit
to the amount of information needed to perform policy optimization. Markov
processes have been thoroughly researched for over a century and comprehensive
references to their usage exist, e.g. [71]. A stochastic process having the Markov
property obeys the equation:
P(s t+1 | s t , s t−1 , ..., s 0 ) = P(s t+1 | s t ).

(3.29)

This means that the probability of a state transition only depends on the current
state and not on the preceding states. This implies that all the information
needed to estimate the next state s t+1 is present in the current state s t , a better
estimate of s t+1 cannot be done even though one would take into account the
states preceding s t . For example being given the position of an object that
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information does not constitute a Markov state – past positions enable making
an estimate of the velocity and acceleration of the object and future positions
can be predicted more reliably by observing the history. If instead one is given
the position, velocity, acceleration and mass of an object, observing also the past
values of the quantities regarding motion and position does not provide any
better estimates of those values in the future.
A special case of stochastic processes having the Markov property are Markov
decision processes, which add actions to the process. More formally, Markov
decision processes have the following property:
P(s t+1 , r t | s t , s t−1 , ..., s 0 , a t , a t−1 , ..., a 0 ) = P(s t+1 , r t | s t , a t ).

(3.30)

For the Markov decision process, the state that the system ends up in and the
reward depend only on the current state and the current action. Many real-life
problems can be modeled well with a Markov decision process. The assumptions
are easy to violate, though. For instance a system controlled by a PID-controller
does not have the Markov property because past actions affect the evolution of
the system.
Policy optimization algorithms nearly always assume that the problem of
interest is a Markov decision problem. Otherwise special measures have to be
taken [72]. A common way to combat issues arising from the policy optimization
problem not being Markovian is to use some limited amount of previous states
in decision making [73, 74] or use recurrent function to incorporate the history
of the process [75, 76]. However, these techniques usually assume that the
decision process is partially observable Markov decision process (POMDP). This
means that the system dynamics are actually governed by a Markov decision
process but the states s t that one observes are actually just noisy observations
and the true process can be identiﬁed by observing them. Algorithms for truly
non-Markovian decision processes are far less thoroughly researched than those
of Markovian decision processes or POMDPs.

3.5

Differential Dynamic Programming

Differential dynamic programming (DDP) [10] is an iterative technique to policy
optimization for deterministic continuous-control continuous-state problems. It
is a trajectory optimization method, i.e., it does not give a parametric policy
a = π(s) but rather a series of controls a0 , ..., aT when the optimization is started
from a given starting state s0 . DDP can be applied when the reward r and the
system dynamics f are second-order differentiable. The time indices are dropped
in this subsection for clarity, but when one wants to be explicitly precise, they
should be included to all quantities involved in the algorithm. In this subsection
we need to make the distinction only between the quantities of the next time step
and the current time step. Then next time step is denoted with an apostrophe.
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Let us add variation around the state δs and around the actions δa. Adding
this variation to the action-value function yields:
Q(s + δs, a + δa) ≡ r(s + δs, a + δa) + V  ( f (s + δs, a + δa)).

(3.31)

The variation tells how the actions should be modiﬁed to gain more reward
and which states yield more reward. Because the reward r and the system
dynamics f are differentiable, the variation (3.31) can be approximated by the
second-order Taylor-expansion:
⎡

⎤T ⎡
1
2Q(s, a) QT
s
⎢
⎢
1⎢ ⎥
⎥ ⎢
Q(s + δs, a + δa) ≈ ⎢ δs ⎥ ⎢ Qs
Qss
2⎣ ⎦ ⎣
δa
Qa
Qas

⎤
1
⎥⎢ ⎥
⎥⎢ ⎥
Qsa ⎥ ⎢ δs ⎥ .
⎦⎣ ⎦
Qaa δa

QT
a

⎤⎡

(3.32)

Here the lower indices denote differentiation with the corresponding variable.
This quadratic form has a unique optimum:
−1
δa∗ = −Qaa
(Qa + Qas δs) .

(3.33)

This modiﬁcation is composed of two terms that are the open-loop term k and
the term containing the feedback gain K:
−1
k = −Qaa
Qa

K =

−1
−Qaa
Qsa .

(3.34)
(3.35)

Using these, Equation (3.33) becomes:
δa∗ = k + Kδs.

(3.36)

We have not yet discussed about how the gradients and Hessians in Equation
(3.32) are computed. To that end one can utilize the Bellman equation. Let us
denote the value of the next time step by V  (s). Differentiable system dynamics
f allow one to propagate the quadratic form through the dynamics, i.e.:
Qs


= rs + fT
s Vs

(3.37)

Qa


ra + fT
a Vs

(3.38)

=

Qss



= rss + fT
s Vss fs + Vs · fss

(3.39)

Qaa



= raa + fT
a Vss fa + Vs · faa

(3.40)

Qas



= ras + fT
a Vss fs + Vs · fas .

(3.41)

Here the subscript s denotes differentiation with respect to the state and the
subscript a differentiation with respect to the action. The quantities rs , ra , ras ,
raa and rss are obtained by differentiating the reward. Similarly, fs , fa , fas ,
fss , faa and fsa are obtained by differentiating the dynamics. Furthermore Vs
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and Vss are obtained by differentiating the next time step’s value function with
respect to the state once or twice. In the last three equations (3.39) – (3.41) the
dot denotes a contraction between the gradient Vs and a rank-3 tensor, i.e., fss ,
faa or fas .
The quantities in Equation (3.37) – (3.41) can be used to express Vs and Vss :
Vs
Vss

−1
= Qs − Qa Qaa
Qas

(3.42)

−1
= Qss − Qsa Qaa
Qas .

(3.43)

Knowing these, there is everything needed for the dynamic programming algorithm. One iteration of DDP comprises the following steps:

1. Compute Qs , Qa , Qss , Qaa and Qas .
2. Compute Vs and Vss .
3. Use Vs and Vss to compute Qs , Qa , Qss , Qaa and Qas of the previous time
step.
4. Repeat for all time steps.

When the system dynamics f and the reward function r are at most quadratic,
the Taylor expansion of Equation (3.32) is exact and one iteration of DDP solves
the problem. The dynamics of this kind are very restrictive and in practical
cases many iterations are needed. Computationally each iteration is quite costly,
the computationally most intensive part being the Hessian tensor of f that is
present in Equations (3.39) – (3.41). A popular variant of DDP is the iterative
linear quadratic regulator (iLQR) [13]. It is otherwise similar to DDP but it
omits the terms containing fss , faa or fas . The iLQR algorithm is exact when
the dynamics are linear. With non-linear dynamics one iteration of iLQR makes
less progress than one iteration of DDP but the computational cost of iLQR
is so much smaller that one can make many iterations of iLQR at the same
computational cost as one would need for one iteration of DDP. This is often
highly desirable, especially for highly non-linear functions where the linear or
quadratic approximations do not correspond well to the actual situation.
DDP is a rather brittle algorithm that breaks in many situations[77]. It thus
requires regularization and additional measures to work in practice. If any
of the matrices Qss , Qaa or Qas is not negative deﬁnite, the quadratic form
(3.32) is maximized when δa approaches inﬁnity. This causes the algorithm to
diverge. Divergence is avoided by modifying the matrices such that they are
negative deﬁnite, usually by replacing Q by Q − αI, where α is a constant. Also,
any second order method is highly sensitive to local optima, including DDP. In
addition to these problems, bad conditioning might make make the algorithm
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unstable because of numerical problems. To alleviate these problems DDP is
often augmented with a line search [78]. This amounts to modifying the control
update of Equation (3.33) such that the open-loop term k is replaced by αk,
where α ∈ (0, 1]. Even though this is commonly referred to as line search, the
realized controls are not aligned on a line because of the feedback term.
The use of DDP has been limited also because of practical concerns. For
instance, it was only recently that simple box-shaped constraints to the control
were added to the algorithm [79]. Prior to that, the use of DDP was not possible
for example in robotics, where the robot could use excess force that would break
it. More recently, also nonlinear control constraints have been added to the DDP
algorithm [12]. Constraints of the state are still not handled by any variant of
the DDP algorithm.
The DDP algorithm requires having access to the dynamics function and the
reward function and their derivatives up to second order. In order to control any
system with DDP, one ideally needs an analytic model of the system being controlled. In many cases of interest, an analytic model cannot be obtained. When
that is the case, the quantities in the algorithm need to be computed using ﬁnite
differences, which may be prohibitively costly computationally. Furthermore,
the algorithm only handles noise that does not break the certainty equivalence
principle [80]. It means that the solution should be the same in the presence
of noise and in the absense of it. For example zero-mean Gaussian noise falls
to this category. The DDP formulation has been generalized to more general
noisy control setting in stochastic differential dynamic programming [81]. This,
however necessitates the estimation of many additional quantities, e.g. one
needs to build an approximation of the system dynamics. The noisy control
problem has also been addressed by using cubature formulae [80] to estimate
the effect of the stochasticity in a wider than inﬁnitesimal space around the
nominal trajectory. This approach is closely related to the unscented dynamic
programming (UDP) algorithm [82]. There exist also model-free algorithms to
tackle the problems of stochastic optimal control, e.g. probabilistic differential
dynamic programming (PDDP) [83], which utilizes Gaussian processes (GP) to
model the problem. However, the computational burden of PDDP is quite high
compared to DDP.

3.6

Reinforcement learning

Reinforcement learning (RL) [84] is also called approximate dynamic programming because of its Monte Carlo nature. Instead of being able to do an exhaustive
search of controls, one can only get a series observations from the system being
controlled. This means that at each time step one can choose the action a and
observe the transition tuple (s, a, s , r). Here s is the starting state, s is the end
state, i.e., s = f (s, a), and r is the reward associated with the transition. This
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case corresponds to the case of real-world agents that cannot directly modify the
state that they are in and can only interact with their environment by choosing actions. In fact, a lot of the terminology regarding reinforcement learning
comes from psychology [85], including the terms "reward" and "reinforcement
learning". For example when training animals one tries to make good behavior
more frequent by reinforcing it. This is done through rewarding good behavior,
hence the terms reward and reinforcement learning. Reinforcement learning is
a thoroughly researched topic, though many major open questions remain. A
comprehensive primer to the topic can be found for example in [84].
There are multiple engineering uses for reinforcement learning. First, it might
be easy to formulate what kind of behavior is wanted from the system but
difﬁcult to engineer a controller to implement that behavior. Secondly, one often
does not have a precise model of the system being controlled in which case one
can only obtain transition samples and reinforcement learning is the only way
to optimize a policy. Third, even the simplest state and action spaces are often
too big to be exhaustively searched, i.e. one may need to generalize from earlier
experience to newly encountered states. This is especially the case for the case of
continuous action spaces and continuous state spaces where the space to explore
is inﬁnite and can thus never be exhaustively searched.
Reinforcement learning is usually divided to model-based reinforcement learning and model-free reinforcement learning. In the context of reinforcement
learning model-based learning means that there is a model of both the reward
and the system dynamics. In this context it does not make a difference whether
the model is given or learned. Methods that learn a model for the reward are
called actor-critic methods [84]. Actor-critic methods can be model free or model
based. A widely known model-based reinforcement learning algorithm is for
instance Dyna-Q [86], which augments the Q-learning algorithm with simulated experience. Q-learning will be introduced in the Section 3.6.2. Especially
model-free reinforcement learning algorithms have undergone rapid development recently [7, 9, 87, 88, 89], although, also model-based algorithms have seen
progress [90, 91]. Major successes lately have been for example demonstrating
how deep neural networks have been used to learn to play Atari games from
pixel inputs [73, 74]. Unless explicitly speciﬁed, reinforcement learning usually
means model-free reinforcement learning.
The most efﬁcient reinforcement learning algorithms today are based on the
policy gradient algorithm. It works for parametric policies. Thus, let us assume
that the policy is parametrized by w, i.e. Pr(a|s) ≡ π(a|s, w). Given a measure of
the policy’s performance ρ , either the average reward of Equation (3.12) or the
discounted reward of Equation (3.13), the policy can be improved by ascending
the performance measure in the direction of its gradient. I.e., w is modiﬁed by
[35]:
∂ρ
Δw = α
.
(3.44)
∂w
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The gradient is [35]:
∂ρ
∂w

=



d π (s)

s



Q π (s, a)

∂π(a|s, w)

a

∂w

.

(3.45)

Here Q π is the action-value function of the policy π, i.e., the reward that one gets
if one takes action a in state s and after that follow the policy π. For the optimal
∗
policy π∗ it holds that Q π (s, a) = Q(s, a). The notation d π (s) is used to denote
the (stationary) distribution of states that are encountered when following policy
π. Many variants of the algorithm exist and they are covered in more detail in
Sections 3.6.1 and 3.6.2.
Many algorithms utilize the fact the policy gradient (3.45) can be reformulated:
 π  π
∂ρ
∂π(a|s, w)
(3.46)
=
d (s) Q (s, a)
∂w
∂w
s
a


 π
∂π(a|s, w)
(3.47)
= Es∼d π (s)
Q (s, a)
∂w
a
⎡
⎤
⎢
⎥
⎢
∂π(a|s, w) ⎥
1
⎢
⎥
= Es∼d π (s) ⎢ Q π (s, a)π(a|s, w)
⎥
⎢a
⎥
π(a|s, w)
∂w
⎣


⎦
=

= Es∼d π (s)



a

π(a|s, w)Q π (s, a)

(3.48)

∂ log π(a|s,w)
∂w

∂ log π(a|s, w)
∂w



∂ log π(a|s, w)
= Es∼d π (s),a∼π(a|s,w) Q π (s, a)
.
∂w



(3.49)
(3.50)

When one has gathered data D such that the actions a are chosen according
to the policy π(a|s, w), one naturally encounters the states according to the
distribution d π (s). The gradient of a probability’s logarithm is generally called a
∂ log π(a|s,w)
"score" in statistics. For instance
in Equation (3.50) is the score of the
∂w
policy. In this case the approximator for the policy gradient has a particularly
easy to compute form, because it can be estimated by the sample mean:
∂ρ
1 
∂ log π(a|s, w)
≈
Q π (s, a)
.
(3.51)
∂w |D| (s,a)∈D
∂w
Methods that require training data to be from the policy being optimized are
called on-policy methods. This includes the use of Equation (3.51). There are also
off-policy methods that can use another policy than the one being optimized to
gather data. Q-learning is a notable off-policy algorithm and it will be discussed
in greater detail in Section 3.6.2. The policy gradient method too can be modiﬁed
to be off-policy. Let us assume that the experience has been gathered following
the exploratory policy β(a|s, w). In this case Equation (3.50) is rewritten:


∂ρ
∂ log π(a|s, w)
= Es∼d π (s),a∼π(a|s,w) Q π (s, a)
(3.52)
∂w
∂w
 π

d (s) π(a|s, w) π
∂ log π(a|s, w)
Q (s, a)
= Es∼d β (s),a∼β(a|s,w) β
. (3.53)
∂w
d (s) β(a|s, w)
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Here the states and actions are weighted according to their frequencies in the
exploratory policy and the policy being optimized. Both types of methods have
their good and bad sides. For example on-policy methods cannot utilize example
demonstrations of good behavior. On the other hand off-policy methods may
be fed data whose state distribution differs signiﬁcantly from the policy being

optimized, in which case learning will be extremely slow because d π (s) d β (s)

and π(a|s, w) β(a|s, w) are extremely small. Furthermore Equation (3.53) is
intractable to compute if one does not have data from the policy being optimized,
since one must estimate d π (s). Thus, in the case of policy gradient methods,
using off-policy methods does not free one from collecting data from the policy
being optimized, they can be used to merely indicate good update directions.
How to explore the environment is a central issue in reinforcement learning.
There is a trade-off between utilizing the current information and trying new
actions in the hope of ﬁnding something even better. This is known as the
exploration-exploitation dilemma and it is a central and well researched problem
in reinforcement learning [84]. The policy being optimized usually has to be
modiﬁed in some non-intrusive way to ensure exploring the environment enough.
In discrete action environments, a usual modiﬁcation is to follow the policy with
probability 1 − ε and to choose a completely random action with probability ε. For
instance a policy selecting the best action with probability 1 − ε and a random
action with probability ε is commonly used and is known as the ε-greedy policy.
For continuous action spaces, a usual modiﬁcation is to add Gaussian noise to
the actions sampled from the policy. These are by no means the only exploratory
policies. One may for example prefer safe exploration [92] or rapid but unsafe
exploration. Exploration is also an active area of research having major recent
breakthroughs, e.g., [93]. Yet, even despite of the recent advances the sample
complexity of reinforcement learning algorithms is big. Even the most advanced
algorithms [93, 89, 9] require millions of interactions with the environment.
Thus, further research is needed especially in increasing the sample efﬁciency of
reinforcement learning methods.

3.6.1

Monte Carlo Methods

In the context of reinforcement learning the term "Monte Carlo methods" has a
special meaning. It means that sample estimates are used to update the policy.
Monte Carlo methods are the opposite of temporal difference methods, which
will be presented in the next section.
Let us suppose that we have the sequence of transitions (s0 , a0 , r 0 , s1 ),
(s1 , a1 , r 1 , s2 ), ..., (sτ , aτ , r τ , sτ+1 ) with the actions sampled from the policy π(a|s, w).
The Monte Carlo estimate of the policy’s Q-function is given by:
Q π (s t , a t ) =

τ


t = t



γ t − t r t .

(3.54)

The policy gradient method that uses this estimate of Q π (s t , a t ) is called the
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REINFORCE algorithm [94], and it is presented in Algorithm 2. REINFORCE
is a simple algorithm but it comes with one big drawback. If it is applied to
inﬁnite horizon problems, there must be a terminal state sτ+1 . Otherwise one
cannot evaluate Equation 3.54. This kind of MDPs having terminal states are
called episodic. In addition to inﬁnite horizon episodic problems, REINFORCE
can be used for recending horizon problems.
Algorithm 2 The REINFORCE algorithm [94].
1: for each episode do
2:
Collect data
3:
for each time step t = 0, ..., τ do


4:
Compute Q π (s t , a t ) = τt = t γ t − t r t
π
5:
Update policy w ← w + αQ (s t , a t )∇w log π(a t |s t , w)
6:
end for
7: end for

Monte Carlo methods are simple and stable. They do not suffer from the
instability issues that plague temporal difference methods. Furthermore the
Monte Carlo estimates of the policy are unbiased. The downside of using Monte
Carlo estimates is that they have a high variance. The variance of the sum
(3.54) includes the variance of each reward r t . The variance of the rewards r t
stems from multiple sources including the dynamics f , the policy π(a|s, w) and
the stochasticity of the reward itself. Thus, one is usually forced to use a very
small learning rate α in the algorithm. This implies that REINFORCE is rather
sample inefﬁcient.
The REINFORCE algorithm is not an actor-critic method in the form in which
it is presented in Algorithm 2. It can be turned to such by having a function
approximator such as a neural network Q(s, a, θ ) learn the values of the Q π function. Here θ denotes the parameters of Q(s, a, θ ). This actor-critic version of
the REINFORCE algorithm is presented in Algorithm 3.
Algorithm 3 Actor-critic version of the REINFORCE algorithm.
1: for each episode do
2:
Collect data
3:
for each time step t = 0, ..., τ do


4:
Compute Q π (s t , a t ) = τt = t γ t − t r t
5:
θ ← θ − αcritic ∇θ (Q π (s t , a t ) − Q(s t , a t , θ ))2
6:
Update policy w ← w + αactor Q(s t , a t , θ )∇w log π(a t |s t , w)
7:
end for
8: end for
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3.6.2

Temporal Difference Methods

Temporal difference methods are methods that utilize bootstrapping to reduce
the variance of the Q-function estimates. The use of bootstrapping sets them
apart from Monte Carlo reinforcement learning. Bootstrapping is a statistical
technique that means computing and estimate of a measure with another estimate [95]. For example the SARSA algorithm [96, 84] utilizes the following
identity that holds for discounted problems:
Q π (s t , a t ) = r(s t , a t ) + γQ π (s t+1 , a t+1 ).

(3.55)

Here a t+1 ∼ π(a|s, w). When one has a function approximator Q(s, a, θ ) approximating Q π , the approximator can utilize same rule as in Algorithm 3:

2
θ ← θ − αcritic ∇θ Q π (s t , a t ) − Q(s t , a t , θ )

⇔ θ ← θ − αcritic Q π (s t , a t ) − Q(s, a, θ ) ∇θ Q(s t , a t , θ ).

(3.56)
(3.57)

However, utilizing the function approximator Q(s, a, θ ) and Equation (3.55), the
learning rule in Equation (3.57) can be expressed differently:
!
"
θ ← θ − αcritic r(s t , a t ) + γQ(s t+1 , a t+1 , θ ) −Q(s t , a t , θ ) ∇θ Q(s t , a t , θ ). (3.58)



A bootstrapped estimate of Q π (s t , a t )

The quantity r(s t , a t ) + γQ π (s t+1 , a t+1 ) − Q π (s t , a t ) is called temporal difference
error or shortly TD error, hence the name temporal difference learning. By a
slight modiﬁcation, one gets estimates of the Q-function of the optimal policy.
The Q-function of the optimal policy obeys the following identity:
Q(s t , a t ) = r(s t , a t ) + γ max Q(s t+1 , a t+1 ).
a t+1

(3.59)

Algorithms utilizing this identity are known as Q-learning [85]. The function
approximator learning rule for Q-learning is:
!
"
θ ← θ − αcritic r(s t , a t ) + γ max Q(s t+1 , a t+1 , θ ) −Q(s t , a t , θ ) ∇θ Q(s t , a t , θ )
a t+1



A bootstrapped estimate of the Q-function

(3.60)
Most of today’s most successful reinforcement learning algorithms are temporal
difference policy gradient algorithms and they are based either on the SARSA
updates of Equation (3.58) or the Q-function updates of Equation (3.60).
Knowing the temporal difference error, all the components to present SARSA
and Q-learning are available. Algorithm 4 and 5 present the use of SARSA
and Q-learning being used with policy gradients. Q-learning can also be used
without the policy gradient algorithm, as is the case for example in Algorithm
6, which presents the greedy Q-learning algorithm. This greedy Q-learning
algorithm is what most people understand by Q-learning unless it is further
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speciﬁed. In these algorithms the time indices do not refer to any particular
time but are used to merely indicate the succession of states and actions.
Q-learning is not well suited to problems having a continuous action space.
Equation (3.60) involves maximization over the actions. For discrete actions one
can simply go through all the actions and select the best one but for continuous
actions, the maximization is an optimization problem itself. For Algorithm 6 also
the policy update is prohibitively slow to compute in continuous action spaces.
Algorithm 4 The policy gradient algorithm with SARSA updates [96, 84].
1: repeat
2:
Interact with the environment
3:
Update critic !
"
θ ← θ − αcritic r(s t , a t ) + γQ(s t+1 , a t+1 , θ ) − Q(s t , a t , θ ) ∇θ Q(s t , a t , θ )
4:
Update actor w ← w + αactor Q(s t , a t , θ )∇w log π(a t |s t , w)
5: until eternity

Algorithm 5 The policy gradient algorithm with Q-learning updates.
1: repeat
2:
Interact with the environment
3:
Update critic!
"
θ ← θ −αcritic r(s t , a t )+γ maxat+1 Q(s t+1 , a t+1 , θ )−Q(s t , a t , θ ) ∇θ Q(s t , a t , θ )
4:
Update actor w ← w + αactor Q(s t , a t )∇w log π(a t |s t , w)
5: until eternity

Algorithm 6 Greedy Q-learning algorithm.
1: repeat
2:
Interact with the environment
3:
Update critic!
"
θ ← θ −αcritic r(s t , a t )+γ maxat+1 Q(s t+1 , a t+1 , θ )−Q(s t , a t , θ ) ∇θ Q(s t , a t , θ )
4:
Update (deterministic) policy π(s) = maxa Q(s, a) for each state
5: until eternity

Using bootstrapping reduces the amount of variance but at the cost of introducing bias to the algorithms. This is particularly problematic because when
Equations (3.58) and (3.60) are used, the bias is in a positive feedback loop in
any learning algorithm. Furthermore, if the updates are performed for every
data point as they arrive, our training data is heavily correlated. This causes
another source of bias and violates the independent identically distributed (i.i.d.)
assumption that is made for most machine learning algorithms and models. Not
so long ago, it was believed that artiﬁcial neural networks could not be used as
a function approximator when learning the Q-function because of the bias in
a positive feedback loop. This was, however, overcome by two techniques, the
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ﬁrst one being experience replay and the second one target network [73, 74].
Experience replay means that the experience is not utilized straight away but it
is stored and randomly sampled later for learning. This decorrelates the data.
To break the positive feedback loop in Equations (3.58) and (3.60), one may use
a target network. It means that there is a copy of the Q-function parameters
θ target which is updated less frequently. For example the SARSA update is
modiﬁed to be:
!
"2
θ ← θ − αcritic ∇θ r(s t , a t ) + γQ(s t+1 , a t+1 , θ target ) − Q(s t , a t , θ )
(3.61)
Every now and then the target network parameters θ target are updated to the
current value of θ . The update has to happen with such an interval that θ
has time to converge before it is copied. Otherwise the algorithm will become
unstable.
Much of the recent resurgence of reinforcement learning is due to the invention
of the previously mentioned stabilizing techniques. Yet they are by no means the
only techniques being used. For example decorrelation of the training data can
be achieved by having multiple agents following the policy being optimized [88].
The agents will end up in different parts of the state space, which decorrelates
the training data. Other recent stabilization techniques include for example
trust region policy optimization [89] and proximal policy optimization [9], which
ensure that the policy cannot deviate much between iterations.
Although stabilization techniques have caused the recent interest in reinforcement learning techniques, progress has been made also elsewhere. For example
the policy gradient algorithm was extended to deterministic policies [97]. For
deterministic policies the policy gradient is [97]:
∂ρ
∂w

= Es∼d π (s) ∇w Q π (s, π(s, w))

(3.62)

#
%
$
= Es∼d π (s) ∇a Q π (s, a)$a=π(s,w) ∇w π(s, w) .

(3.63)

For many types of distributions such as "bump" distributions this is the limiting
case when the distribution narrows and approaches a Dirac delta distribution
[97]. The huge Jacobian matrix ∇w π(s, w) is not computed in any practical
implementation. Instead, the deterministic policy gradient of Equation (3.63)
can be implemented using the backpropagation algorithm; the gradient is propagated through the Q-network to the policy network π(s, w). Used with deep
neural networks, the deterministic policy gradient algorithm was dubbed deep
deterministic policy gradient (DDPG) algorithm and it has been shown to be
successful in a variety of continuous control tasks [98].
Despite of not being very recent, the continuous actor critic learning automaton
(CACLA) algorithm [99] is worth mentioning here. It is simple and robust, and
still being in active use, e.g., [14]. The underlying assumption of CACLA is that
the policy is Gaussian and the mean parameter can be shifted, i.e., the policy is

60

Policy Optimization

of the form:
π(a|s, w) = N (μ(s, w), Σ).

(3.64)

The algorithm updates the mean towards actions that are better than anticipated.
More formally, the mean is updated towards actions having positive temporal
difference error. This means that the algorithm never updates the policy towards
a direction that it has no experience of. The CACLA algorithm is presented in
Algorithm 7.
Algorithm 7 The continuous actor critic learning automaton (CACLA) algorithm.
1: repeat
2:
Interact with the environment
3:
Compute TD error δ = r(s t , a t ) + γQ(s t+1 , a t+1 , θ ) − Q(s t , a t , θ )
4:
Update critic !
"
θ ← θ − αcritic r(s t , a t ) + γQ(s t+1 , a t+1 , θ ) − Q(s t , a t , θ ) ∇θ Q(s t , a t , θ )
5:
if δ > 0 then
6:
Update the policy parameter w ← w − αactor ∇w (a t − μ(s t , w))2
7:
end if
8: until eternity

3.6.3

Monte Carlo Tree Search

Monte Carlo tree search (MCTS) [84] is a planning technique which can be used
to speed up reinforcement learning or to evaluate promising actions. It requires
some more ﬂexibility with respect to the problem compared to the standard
reinforcement learning, where one could only select actions, and the system
would evolve as it would. The required ﬂexibility is that one can set the system
to a state of one’s choice. It is usually used for problems where the system
dynamics are cheap and fast to evaluate. For example games fulﬁll this criterion,
and Monte Carlo tree search has been used successfully to evaluate promising
moves in the game of Go [7, 8].
There are multiple variations of Monte Carlo tree search. However, many
understand Monte Carlo tree search as it is presented in Figure 3.4. Its phases
are:

• Selection A state in the tree is selected according to some heuristic for
expansion.
• Expansion When one selects an action in a state and encounters a new state,
the tree is expanded to comprise the new state.
• Simulation The simulation means running the current policy π(a|s, w) to a
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Figure 3.4. The stages of one iteration of Monte Carlo tree search [100]. The arrows indicate
actions that lead to new states, which are marked by circles. The parts involved in
each stage are highlighted in red.

terminal state or to a state where the discount makes any reward negligible.
This way, the newly expanded node gets a Monte Carlo estimate of the value
function.
• Backpropagation The rewards are backpropagated in the tree to estimate
the Q π -function of the states in the tree.

As said there is no one version of Monte Carlo tree search. A comprehensive overview of Monte Carlo tree search methods is presented for example by
[101]. The plurality of variations is caused by different problems having varying
structure. For example continuous state and continuous control problems have
inﬁnite amount of branching possibilities for each state. In stochastic environments the tree represents only one realization of what could happen, whereas for
deterministic environments the tree is an accurate model of the system. [101]
puts the situation well:

"The terms MCTS and UCT are used in a variety of ways in the literature, sometimes
inconsistently, potentially leading to confusion regarding the speciﬁcs of the algorithm
referred to. For the remainder of this survey, we adhere to the following meanings:
[...]
MCTS: a Monte Carlo method that builds a tree to inform its policy online"

This thesis also adheres to this rather broad deﬁnition. This means that any
lookahead together with the utilization of the Bellman Equation (3.14) or (3.16)
constitutes a Monte Carlo tree search. Under this interpretation also the "vine
method" of trust region policy optimization [89] falls under the category of Monte
Carlo tree search. Furthermore for example the "simulation" stage of Figure
3.4 is not mandatory under this deﬁnition. Examples of MCTS methods that do
not use the "simulation" stage are Publication III and Publication IV that use a
ﬁxed horizon Monte Carlo tree search to estimate the receding horizon rewards.
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4. Developed Algorithms

This section summarizes the new algorithms proposed in the publications constituting this thesis, that is Publication I – Publication IV.

4.1

Sampled Differential Dynamic Programming

(a) Initial situation.

(b) Progressing.

(c) Optimization has converged.

Figure 4.1. SaDDP illustrated with a simple reaching task. The robot arm should reach the
red concentric circles. Situation after time step 1 is drawn in red and after the ﬁnal
time step at time T in blue. The trajectories sampled by the algorithm are drawn in
grey. The algorithm optimizes a ﬁxed horizon trajectory and the state from which
the system starts does not change between iterations.

Sampled differential dynamic programming (SaDDP) is a Monte Carlo version
of the popular differential dynamic programming algorithm. It was presented
in Publication I and it is illustrated in Figure 4.1. SaDDP is based on the
observation that a Gaussian information projection can be used to map cost to
probabilities. The Gaussian information projection is of the form:
I [E(x)] →

exp (E(x))
.
Z

(4.1)

Here E is a function of a variable x, and Z is a normalizing constant, which
ensures that the projection integrates to one and deﬁnes a probability density
function.
It has been argumented that maximum entropy is a good principle to guide
exploration [102]. It means that one tries to maximize the information gained
with each control decision. Under this guiding principle, one can choose to
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maximize the augmented reward:
r(s, a) = r(s, a) − DKL (π(a|s)|| p(a|s)).

(4.2)

Here r(s, a) is the original reward and DKL denotes the Kullback-Leibler divergence. The latter term is a penalty for choosing actions that differ from the
so-called "passive dynamics" distribution p. Under maximum entropy control
we should choose the passive dynamics distribution to be uniform, i.e. we assign
penalty for not choosing the actions uniformly. For uniform p the expected
reward is [103]:


T

rt (s t , a t )
Es∼d π (s),a∼π(a|s)
t=0

=

T

t=0

Es∼d π (s),a∼π(a|s) [r t (s t , a t )] + H [π(a t |s t )] .

(4.3)

Here H [π(a|s)] is the entropy of the policy. The policy π(a t |s t ) maximizing the
expected reward of Equation (4.3) is the Gaussian information projection of r
[103]. With the quadratic cost model of DDP, i.e. Equation (3.32), the Gaussian
information projection gives the Gaussian policy [103]:
−1
π(a|s) = N (ā + k + K(s − s̄), −Qaa
).

(4.4)

Here Qaa is the Hessian of the cost with respect to the actions, i.e. the same
Qaa as in Equation (3.32). The open-loop term k and the feedback gain K
are computed according to the Equations (3.34) and (3.35). The actions of the
nominal trajectory are denoted by ā and respectively s̄ denotes a state of the
nominal trajectory.
The central observation of SaDDP is that under the Gaussian information
projection the distribution of states and actions is joint Gaussian. The covariance
matrix C of this Gaussian has a particular relation to the Hessian Q of the cost
function, i.e.
⎡
⎤−1 ⎡
⎤
Css Csa
Qss Qsa
−1
⎦ =⎣
⎦ = −Q.
(4.5)
C =⎣
Cas Caa
Qas Qaa
One can use the blockwise matrix inversion to express parts of the Hessian
by the parts of the covariance matrix and vise versa. The blockwise matrix
inversion formula is:
⎡
⎤−1 ⎡
⎤
A B
A−1 + A−1 B(D − CA−1 B)−1 CA−1 −A−1 B(D − CA−1 B)−1
⎣
⎦ =⎣
⎦ . (4.6)
−(D − CA−1 B)−1 CA−1
(D − CA−1 B)−1
C D
Thus, we can express quantities of Equation (4.4) with the statistics of the joint
Gaussian distribution. The mean parameters μa and μs correspond evidently to
the estimated new nominal trajectory. Thus, we have the following expressions
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for the quantities of Equation (4.4):
s̄ = μs
ā + k = μa

−1
Csa
Qaa = − Caa − Cas Css
Qas

(4.7)
(4.8)
−1

1
−1
−1
= (Caa − Cas C−
ss Csa ) Cas Css

−1
−1
Qas = Cas Css
.
K = −Qaa

(4.9)
(4.10)
(4.11)

To be exact, everything here should be written with time indices. The time
indices were omitted here for clarity since there is no danger of confusion
between the quantities of different time steps. There is, however, a Gaussian
distribution for each time step.
Using Equations (4.7) – (4.11) the distribution of Equation (4.4) can be written:

−1
−1
π(a|s) = N μa + Cas Css
(s − μs ), Caa − Cas Css
Csa .

(4.12)

Coincidentally, this form is familiar from quite many contexts. It’s the conditional Gaussian distribution of jointly Gaussian variables. Thus, SaDDP offers
a nice probabilistic view of the DDP algorithm. The states and controls form a
joint Gaussian distribution and the control is obtained by conditioning the distribution on the current state. Furthermore, the feedback gain is the regression
matrix, which is familiar from basic linear regression.
Publication I is not restricted to merely expressing the quantities of DDP in
the terms of statistics. Because everything is expressed in the terms of statistics,
one can sample trajectories and re-estimate the means and covariance matrices
from the sampled trajectories. We can thus perform trajectory optimization
in continuous control continuous state problems without the need to resort to
differentiable models, which is the case in standard DDP. Now having everything
in place, we have the SaDDP algorithm, which is presented in Algorithm 8.
The basic form of SaDDP presented in Algorithm 8 does not include all the
twists in Publication I. One can for example terminate some bad trajectories
early and fork better ones to speed up the search. Another interesting observation is that since we are storing information in mean and covariance matrix
parameters, we can utilize parts of the CMA-ES algorithm when updating the
covariance matrix estimates. These techniques were applied in Publication I.
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Algorithm 8 The sampled differential dynamic programming (SaDDP) algorithm.
1: repeat
2:
for Trajectory n = 1...N do
3:
for Time index t = 0...T − 1 do
4:
Sample action a t,n according to Equation (4.12)
5:
Observe new state s t+1,n and reward r t,n
6:
end for

7:
Compute the accumulated rewards R t = T
t = t r t,n
8:
end for
9:
Use (4.1) to project the rewards to probabilities, i.e. p t,n = e−R t,n
10:
Compute the statistics in Equations (4.7) – (4.11) as weighted mean
and covariance, using p t,n as weights.
11: until convergence

As stated, SaDDP is a Monte Carlo version of DDP. As such, it has the typical
beneﬁts and drawbacks of Monte Carlo methods. The tutorial to CMA-ES [63]
discusses the beneﬁts and limitations of CMA-ES and as similar rationales
apply also to SaDDP, it offers nice insights also to the application of SaDDP.
For example the discussion about premature convergence especially with small
population size applies similarly to SaDDP. There are differences, though. The
CMA-ES has lots of improvements to make it converge faster. Many of these
improvements are based on the assumption of stationarity. This does not apply
to sequential decision processes and for example using adaptive step size to scale
the covariance matrix as was done in [63] leads to divergence. As was pointed out
in Publication II, the rank-one updates of the original CMA-ES algorithm proved
to be detrimental as well, because the high-dimensional covariance matrices
tend to collapse to singular and zero matrices when using the rank-one updates.
There are, however, many beneﬁts in using SaDDP. A foremost advantage is
that it avoids any differentiation, analytic or ﬁnite differences. Any noise will
render DDP unusable when using ﬁnite differences but SaDDP can withstand
noise. Other major obstacles that SaDDP overcomes, are the requirement
for smoothness and differentiability in the dynamics and the reward function.
Furthermore, using ﬁnite differences to compute the quantities needed in DDP
requires that one can apply small perturbations to the state. SaDDP eliminates
this need to be able to modify the state. Thus, SaDDP can be applied also when
the states s t are not modiﬁable states but rather observations of states. In
addition to these, the method is computationally quite lightweight compared to
DDP, which necessitates the costly computation of high-dimensional Jacobians
and Hessians. This, however, depends on the number of samples used in SaDDP.
The earlier mentioned issue of the covariance matrices collapsing to zero
matrices calls for further discussion about Equation (4.5). As was pointed out in
[63] the estimated covariance matrices match the Hessian up to a constant. I.e.
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Equation (4.5) should read:
cC−1 = −Q.

(4.13)

Here c is a positive constant and accounts for the observation that we know the
shape of the Hessian but not its scale. Furthermore, Equations (4.9) and (4.10)
need to be rewritten as:

−1
−1
Csa
(4.14)
Qaa = − c Caa − Cas Css
Qas

=

−1
−1
c(Caa − Cas Css
Csa )−1 Cas Css
.

(4.15)

Otherwise the Equations (4.7) – (4.11) remain unchanged. Furthermore, this
modiﬁcation does not affect applying SaDDP because we operate on the sampled
statistics instead of a mix of statistics and derivatives. Another point worth
noting here is the assumption that the states and controls of the optimum
trajectory should be located inside the convex hull of the sampled trajectories.
To put this in other terms, the means μa and μs cannot be located outside the
sampled trajectories. If the number of samples approaches inﬁnity this is not
a problem because the whole action space and the accessible part of the state
space will be covered. With ﬁnite number of samples the behavior of the SaDDP
algorithm will, however, differ from DDP. In DDP, the trajectory can jump quite
far between iterations. All this is to say that SaDDP is a Monte Carlo method
that is analogous to DDP and derived from the principles of DDP but it does not
strictly repeat what DDP would do.

4.1.1

Alternative view, Laplace approximations of Boltzmann
distributions

The Gaussian information projection of Equation (4.1) is of the form of a Boltzmann distribution, which is commonly used in energy-based models and algorithms such as simulated annealing. It stems from physics and the function
−E(x) has an interpretation as the energy. Smaller energy leads to higher probability and optimization is attained through sampling increasingly probable
points. SaDDP can be viewed as sampling from the Laplace approximation of
this distribution.
The Laplace approximation of a distribution is formed by matching the moments of the distribution at a critical point [104]. A Gaussian distribution is fully
determined by its ﬁrst and second order moments, so for a Gaussian distribution
it will sufﬁce to match only them. That is, for a distribution f (z) the Laplace
approximation NLap of the distribution around a critical point z0 is governed by
the equations [104]:
$
∇ f (z)$z=z0 = 0
(4.16)
H = −∇2 log f (z)|z=z0

(4.17)


1
T
(z
exp
−
z
)
H(z
−
z
)
.
−
0
0
2
(2π)D/2

(4.18)

1

NLap (z) =

|H| 1
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Here D is the dimension of z. When we apply Equation (4.17) to the Boltzmann
distribution, i.e. Equation (4.1), we observe that H is the negated Hessian
matrix of the reward function, which would be −Q of Equation (4.5) for DDP. In
Equation (4.18) the Hessian appears as the precision matrix, i.e. as the inverse
of the covariance matrix. Thus, we have rediscovered Equation (4.5). The only
critical point of the quadratic Taylor-approximation in the DDP algorithm is the
optimal trajectory, which implies Equations (4.7) and (4.8).
We have observed here that SaDDP has an alternative interpretation as the
Laplace approximation of the Boltzmann distribution, whose energy is the
trajectory cost. This is the reasoning presented in Publication I. Publication
II uses the earlier presented principle of maximum entropy control as the
justiﬁcation of the SaDDP algorithm.

4.1.2

Intuitive explanation to the link between Hessians and
covariance matrices

A Hessian matrix Q has an eigendecomposition:
Q = UΛU−1 .

(4.19)

The matrix Λ has the eigenvalues on its diagonal:
⎡
λ
⎢ 0
⎢
⎢0
Λ=⎢
⎢ ..
⎢ .
⎣

⎤

···

0

0

⎥
⎥
⎥
⎥.
⎥
⎥
⎦

λ1

..

.

(4.20)

λn

0

We can express Equation (4.5) utilizing the eigendecomposition:
C = −Q−1

= − UΛU−1


= − U−1

−1

(4.21)
−1

Λ−1 U−1

= −UΛ−1 U−1
⎡
1
0
⎢ λ0
⎢
⎢ 0 λ11
= −U ⎢
⎢ ..
⎢.
⎣

0

(4.22)

···

..

(4.23)
⎤

0

.
1
λn

⎥
⎥
⎥ −1
⎥U
⎥
⎥
⎦

(4.24)

(4.25)

This reveals that the eigenvectors of C are the same as those of Q but the
eigenvalues are negated inverses. Thus, Equation (4.5) means that in each
direction the variance of the control is inversely proportional to the variance of
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the reward. To put it in other words, SaDDP samples controls with the biggest
variance in the directions where the reward is supposed to remain stable and
it samples the controls with the smallest variance in the directions where the
reward is supposed to fall most rapidly. Furthermore, because the mean is
expected to coincide with the optimal trajectory, the reward is expected to fall in
all directions. Thus, the distribution of the rewards is expected to be isotropic in
each direction when the covariance matrix is chosen according to Equation (4.5).

4.2

Regularization for Sampled Differential Dynamic Programming

The DDP algorithm is prone to various problems. These arise mainly from
the Hessian matrix Q not being negative deﬁnite, in which case the Taylorapproximation predicts inﬁnite reward when the control approaches inﬁnity in
some direction. Numerical problems arise if the Hessian is badly conditioned.
SaDDP does not suffer of the problem of inﬁnite control being optimal, because
the mean estimates the optimal control always to be inside the convex hull of
the sampled trajectories. However, SaDDP inherits the problems related to
−1
the conditioning of the Hessian matrix. If the matrices Caa − Cas Css
Csa and
Css are badly conditioned, the algorithm will perform poorly or fail to converge
altogether. The problem can be caused by badly conditioned cost landscape or by
algorithmic reasons. For example small number of sampled trajectories means
that the covariance matrix is likely to be close to singular. If there are fewer
samples than there are dimensions in the covariance matrix, it is guaranteed to
be singular which causes the whole algorithm to fail.
The covariance matrices are guaranteed to be positive semi-deﬁnite, which
makes their regularization a whole lot easier task than the regularization of
Hessian matrices involved in the standard DDP algorithm. Publication II utilizes
this property of the covariance matrices and presents techniques to regularize
the covariance matrices in the algorithm.
The conditioning of the covariance matrices is usually measured by the condition number κ. Similar considerations apply to this condition number as for the
condition number presented for objective functions in Section 3.1; big condition
numbers imply numerical instability and loss of precisionl. For matrices the
condition number of a matrix A is [52]
κ = A · A−1 .

(4.26)

A = sup Ax

(4.27)

Here A is the matrix norm:
x=1

The condition number can be expressed with the singular values σ and for
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normal matrices with the eigenvalues λ:
κ(A) =

σmax (A)
σmin (A)

=

|λmax (A)|
.
|λmin (A)|

(4.28)

Here λmin (A) refers to the eigenvalue closest to zero. Publication II presents
ways to regularize the covariance matrices involved in SaDDP. The methods
are selected such that the user has to choose the condition number and the
parameters can be derived such that the condition number does not exceed
the user selected one. Choosing the condition number is quite intuitive to do
instead of tweaking different regularization parameters. If the SaDDP algorithm
does poorly, lowering the condition number should make the algorithm better
behaved. However, small condition numbers imply that we are neglecting
the information in the covariance matrices of SaDDP. Thus, by choosing the
maximum condition number, the user controls the trade-off between utilizing all
the available information and having a more robust algorithm.
Covariance matrices are non-negative, symmetric and real-valued, and as
such they have only non-negative eigenvalues and their eigenvectors form and
orthogonal basis. This can be utilized in their regularization. A common way of
regularizing covariance matrices is to add white noise with standard deviation

α, i.e. to use matrix
C + αI
(4.29)
instead of the covariance matrix C. Utilizing the properties of the covariance
matrix, it can be shown that the condition number of C + αI is:
κ=

λmax + α
λmin + α

.

(4.30)

It is easy to solve what amount of white noise we need to attain a speciﬁed
condition number.
Besides adding white noise Publication II presented a method for adding
noise to degenerate directions, i.e. to the directions that have small variance.
Covariance matrices have the eigendecomposition:
C = UΛU−1 .

(4.31)

Here the matrix U contains the eigenvectors and the matrix Λ is a diagonal
matrix with the eigenvalues in the diagonal, i.e.
⎡
λ
⎢ 0
⎢
⎢0
Λ=⎢
⎢ ..
⎢ .
⎣

0

0

···

⎤

0

λ1

..

.

⎥
⎥
⎥
⎥.
⎥
⎥
⎦

(4.32)

λn

Adding noise to the degenerate directions is done by replacing Λ in Equation
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(4.31) by Λ , which is:
⎡
max(λ0 , α)
0
···
⎢
⎢
0
max(λ1 , α)
⎢
Λ = ⎢
..
⎢
..
⎢
.
.
⎣
0

⎤

0

⎥
⎥
⎥
⎥.
⎥
⎥
⎦

(4.33)

max(λn , α)

As was pointed out in Publication II, this modiﬁcation amounts to using a shrinkage estimator of the covariance matrix. A comprising overview of shrinkage
estimation can be found in [105]. The condition number of the regularized matrix
is:
λmax
.
(4.34)
κ=
max(λmin , α)
Here α can be solved to attain the right condition number. It is noteworthy that
this method of regularization leaves the algorithm untouched in the directions
that have enough variance. The method modiﬁes the SaDDP algorithm less
than adding white noise. This mitigates the risk of divergence in SaDDP. The
variance of white noise needed to regularize the matrices might be quite high
leading to divergent behavior.

4.3

Monte Carlo Tree Search Augmented with Supervised Machine
Learning

Figure 4.2. A series of situations showing a 3D humanoid character being controlled by Monte
Carlo tree search. The MCTS performs a receding horizon search. The white lines
show how the chest of the character will move under various control sequences found
by the MCTS. The control scenario differs from that of trajectory optimization as now
the starting state of the search changes between iterations.

Publication III and Publication IV present a Monte Carlo tree search controller
that is augmented with two sorts of supervised machine learning, a neural
network and a nearest neighbor search that is accelerated by a random decision
forest. A use case of Monte Carlo tree search for controlling a walking 3D
humanoid character is presented in Figure 4.2. Monte Carlo tree search methods
were covered in Section 3.6.3.
MCTS simulates multiple scenarios into the future and selects the control for
the current state based on these simulations. The MCTS in these publications
is a form of model predictive control (MPC) [106] that performs a receding
horizon search in each iteration. The MCTS in Publication III and Publication
IV is designed such that it can control a game character in real-time. Thus,
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the Monte Carlo tree search acts as the controller and the search is guided by
the machine learning models. Real-time capable sampling based controllers,
recembling MCTS, have been presented earlier [107, 108] but they have not had
any learning components.
The idea behind Publication III is that we can use Monte Carlo tree search to
provide rough estimates of the receding horizon reward. The best action that
the Monte Carlo tree search ﬁnds, is an approximately optimal action of the
receding horizon policy optimization problem. These approximately optimal
actions can be used to try to learn a policy by supervised learning. This way the
Monte Carlo tree search works as a control oracle and the supervised learning
tries to reproduce what the control oracle would do. The Monte Carlo tree search
in turn can be informed by what was previously thought to be optimal actions.
This feedback is demonstrated in Figure 4.3.
One perspective to the feedback loop between the MCTS and supervised
learning is the connection to the CACLA algorithm, which was presented in
Algorithm 7. CACLA learning rule is essentially supervised learning that is
performed only for the actions having a positive temporal difference error. As the
MCTS is informed by the previous choices, it is expected to choose actions that
would have positive temporal difference error if the cost was modeled. However,
there is a major difference in the exploration. In Publication III and Publication
IV the actions chosen by the MCTS are executed and in CACLA we would follow
the actions of the policy. The MCTS does not explore the parts of the state space
that probably would be encountered by the policy that has been obtained by
learning the actions of the MCTS by supervised learning. To put it otherwise,
the data that is produced by the MCTS cannot be used in reinforcement learning
as such because:
d MCTS (s) = d π (s).
(4.35)
Here d MCTS (s) is the distribution of the states encountered by the MCTS and
d π (s) is the distribution of the states encountered by a policy π, including the
policy learned by modeling the actions of the MCTS by supervised learning.
Besides Equation 4.35 rendering the MCTS data unusable in reinforcement
learning further complications are caused by the aspect that d π (s) is not even
known. However, the learners trying to replicate the actions of the MCTS can
assist the MCTS in the states that are present in d MCTS (s).
A key point in Publication III is that the when the Monte Carlo tree search
is informed by various ways, it can be used as a real-time capable controller
that can perform many difﬁcult continuous control tasks. For each control step
the controller grows a new Monte Carlo tree and selects the best action. It is
important to observe that the search tree that was produced for the previous
control step can be used to guide the construction of the search tree for the
current step. This is illustrated in Figure 4.4. Thus, the search for optimal
actions can be spread over time. The last time steps of the tree search provide
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Figure 4.3. The Monte Carlo tree search can be used to produce receding horizon reward estimates. Because of the receding horizon search, all the leaves of the tree are at the
same level. The action in the Monte Carlo tree search’s root that will lead to the
highest reward is an estimate of the optimal receding horizon action. Supervised
learning can be used to learn the optimal action estimates. In future searches the
supervised learning can be used to inform the MCTS, yielding better estimates of the
optimal actions. This feedback loop is utilized in Publication III and in Publication
IV.

Figure 4.4. An illustration of utilizing previously produced information. The red arrows correspond to the best found sequence of actions found by the tree search. When we have
a receding horizon controller, parts of the MCTS tree are useful in the next iteration.
The MCTS trees in Publication III and in Publication IV do not directly reuse parts
of the tree from the previous iteration as is done in this schematic illustration. They
rather use parts of the old tree to guide the search.

quite crude estimates of what to do. However, the accuracy and stability of the
selected actions grows as the root node approaches the time instant. Similar
spread of computational resources has been demonstrated also in path planning.
E.g. [109] demonstrated a real-time path planning algorithm that spreads
the planning algorithm over time and maintains a high-resolution search tree
around the agent.
Besides learned components the Monte Carlo tree search can be informed by
whatever information is thought to be beneﬁcial. For example natural motion
has the property that it is continuous and smooth to some extent. Discontinuous
control would lead to trembling motion so we can add this information to guide
the Monte Carlo tree search. The Monte Carlo tree searches that were presented
in Publication III and in Publication IV combined various information sources
to achieve real-time Monte Carlo tree search. The different information sources
were:

• a neural network trained by supervised learning and the data produced by
the MCTS,
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• a nearest neighbor search from the data produced by the MCTS,
• a nearest neighbor search from the corresponding time step of the previous
control iteration of the MCTS (See Figure 4.4),
• hard-coded information sources:
– control of the previous time step should guide the selection of the control for
the current time step,
– control derivative should remain at zero, i.e. the previous controls can be
used to interpolate where the current control should be,
– control should be close to zero or some other setpoint, i.e. try controls near a
setpoint that should be favored.

The nearest neighbor search was accelerated by a random density forest and
it improved the performance of the MCTS slightly. However, the neural network
learning the actions of the MCTS made the executed policy converge fast. A
nice observation was that the nearest neighbor learning and the neural network
augmented each other such that the agent attained higher reward by using a
combination of learners than when it was using either learner alone. The Monte
Carlo tree search augmented by the learners could produce stable and robust
behavior. However, the learners did not learn to produce stable behavior without
the Monte Carlo tree search. It is a known issue that when a learner tries to
reproduce a policy with supervised learning, it will have some error and the
error will start to accumulate catastrophically in a sequential decision process.
This can be overcome by the DAGGER algorithm [110]. DAGGER collects data
about how the system evolves without an expert policy and then queries the
expert for corrective actions in the newly encountered states.
To summarize the system developed in Publication III and further developed
in Publication IV, the publications presented a Monte Carlo tree search scheme
that could act as a real-time controller. Because the controller requires a Monte
Carlo tree search it can be applied to such problems where the system dynamics
and the reward can be evaluated pointwise and the state can be restored to a
previously simulated state.

4.4

Combining Information from Conﬂicting Sources

In Publication III and Publication IV there are multiple information sources to
guide the sampling of actions. These information sources need to be combined to
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make some kind of compromise distribution for sampling. To this end Publication
III borrows a technique that was presented in [108], i.e. multiplying Gaussian
probability density functions. In this approach, each information source is
thought of as a Gaussian distribution. When we have two Gaussian probability
density functions N (x; μ1 , Σ1 ) and N (x; μ2 , Σ2 ) representing the information
sources, their product is a Gaussian function itself. When the product is properly
normalized it is a Gaussian density [111], i.e.:
N (x; μ, Σ) =

1
N (x; μ1 , Σ1 )N (x; μ2 , Σ2 )
Z

Σ−1

= Σ1−1 + Σ2−1

1
μ = Σ Σ1−1 μ1 + Σ−
2 μ2

(4.36)
(4.37)
(4.38)

Here Z is a normalizing constant that ensures that N (x; μ, Σ) integrates to one.
Σ i are covariance matrices and μ i are the means.
Using the product of Gaussian distributions requires some insight. Figure
4.5 shows a situation where product of Gaussians works well and a situation
where it tends to be problematic. When the information is combined this way,
the user of the algorithm has to specify the covariance matrices and decide
which information sources to mix together. As Figure 4.5 demonstrates, the
covariance matrices should be chosen such that the distributions overlap. On
the other hand Equation (4.38) tells that the mean of the resulting distribution
is a weighted average of the means, and the covariance matrices act as weights.
Thus, more reliable information sources should have smaller valued covariance
matrices. On the other hand the covariance matrices should be chosen to be
quite wide, so that the distributions have an overlap in the areas where the
MCTS should search for controls. The dual role of the covariance matrix as the
breadth of the distribution and as the measure of its importance makes it hard
to choose.
Publication IV presents an alternative way to combine information. Again
the setting is such that each information source is represented by a Gaussian
distribution N (x; μ i , Σ i ). We can assign a weight w i ∈ (0, ∞) for each distribution. Each weight depicts only the relative importance of the information source
corresponding to the distribution. The idea is to solve the distribution that minimizes the amount of lost information when multiple Gaussian distributions are
approximated with a single Gaussian distribution. I.e. we ﬁnd the compromise
distribution Ncomp that minimizes:


w i DKL (N i Ncomp ).

(4.39)

i

Here DKL denotes the Kullback-Leibler divergence. For distributions that have
a diagonal covariance matrix, the parameters of the compromise distribution
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(a)

(b)

Figure 4.5. Illustrating combining Gaussian distributions by using the product of the product
of the probability density functions. The red distribution is the product of the blue
distributions. In Figure 4.5a everything goes well because the combined distributions overlap. The resulting distribution focuses on the regions with highest joint
probability. Figure 4.5b shows a scenario where the product of probability density
functions usually produces unintended results. When the combined distributions
have a small overlap, the resulting product distribution is located far from either
individual distribution.

have a tidy closed form:
Ncomp

diag Σcomp

= N (μcomp , Σcomp )

(4.40)

= σ2comp

(4.41)

1 
wi μi
i wi i

μcomp

=



σ2comp

=

"
1  !

w i (μ i − μcomp )2 + σ2i .
wi i

(4.42)
(4.43)

i

Equation (4.42) tells that the mean of the information loss minimizing distribution is not affected by the standard deviations of any of the involved distributions.
Instead the mean is the weighted mean of the approximated distributions. The
variance of the approximating distribution on the other hand has two components. First it is the weighted mean of variances of the approximated distributions. Secondly, the variance increases proportionally to the disagreement of the
means of the approximated distributions. Figure 4.6 shows how the compromise
distribution would adapt to the situations, where the approximated distributions
overlap and where they are disagree.
Using the distribution that minimizes the amount of lost information, i.e.
distribution Ncomp , comes with two big advantages. First of all, the weights
w i can be chosen independent of the covariance matrices. This means that
the relative importance of each distribution is not linked to its parameters.
Secondly, the method adapts to the approximated distributions agreeing or
disagreeing. Thus, one can quite freely mix different sorts of information sources.
Furthermore, Equation (4.43) permits the use of Dirac delta distributions. By
minimizing the amount of lost information, we can thus use the method to
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(a)

(b)

Figure 4.6. Two Gaussian distributions (blue) are combined to one distribution by minimizing
the information loss. The Gaussian distribution that minimizes the amount of lost
information while approximating both distributions is drawn in red. The mean is not
affected by the relative breadths of each approximated distribution. Furthermore
the breadth of the approximating distribution adapts such that the approximating
distribution has signiﬁcant overlap with each of the approximated distributions, also
when they are narrow and far from each other.

handle deterministic information quite naturally.

Control

Learning Stochastic Policies with a Neural Network

Control

4.5

State
(a) Deterministic policy.

State
(b) Stochastic policy.

Figure 4.7. An illustrative example of what a learner representing a deterministic policy would
learn and what a learner learning a stochastic policy would learn. Blue dots denote
state-action pairs from the ground truth optimal policy and orange dots denote
state-action pairs from the learned policy. Modeling the whole distribution takes into
account that there can be multiple options for the action in each state.

In Publication III the biggest gains were brought by the neural network, which
was trained by supervised learning with the data that was produced by the
Monte Carlo tree search. What the neural network learns is the mean of the
actions. This is usually sufﬁcient for many learning systems. For example the
CACLA algorithm is based on the assumption that the policy is a Gaussian with
a shifting mean and a preset covariance matrix. However, one might want to
use the neural network to learn the whole distribution of the actions that the
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MCTS produces. Figure 4.7 illustrates the difference of learning the mean of
the actions and learning the whole distribution of the actions. In many control
tasks there are multiple ways to perform a task [93] and learning multimodal
stochastic policies is appealing. Optimal policies having multiple optimal actions
for a given state appear even in simple synthetic examples such as the gridworld
[84]. Additionally, mean is sensitive to outliers. When we model the distribution
of selected actions, single stray data points do not have a dramatic effect because
the algorithm accounts for the fact that they are infrequent.
[112] presents a new way of training neural networks to model distributions.
The algorithm is loosely based on the iterative closest points algorithm (ICP).
Publication IV presents, how the developed algorithms could be applied to modeling the distribution of controls that are chosen by the MCTS. The application
to control problems poses many demands for the algorithms being used. There
were criteria that made the two dominant approaches of training neural generative models such as generative adversarial networks (GAN) and variational
autoencoders (VAE) inapplicable here. The criteria were:

• the algorithm must be insensitive to the parameters such as learning rate,
• the learning algorithm must be robust, it has to work with bad initializations,
• the algorithm cannot exhibit mode collapse, and
• the algorithm cannot exhibit mode drop.

GANs suffer from all of these problems and are notoriously difﬁcult to train.
VAEs suffer from these to a smaller extent but they still have these problems.
Furthermore, the advantage of using the algorithm presented in [112] is that
it does not require additional networks such as GANs and VAEs do. It can be
applied quite effortlessly anywhere where one wishes to obtain samples from
the distribution instead of computing the mean.
The ICP-based algorithm of [112] is presented in Algorithm 9 in its basic form.
It has also the conditioned form, which is applied for example in the control
problems where one wishes to obtain the distribution of the controls conditioned
on the current state. The conditioned variant of the algorithm is presented
in Algorithm 10. In both of the algorithms, 9 and 10 we have noise x from
some simple distribution Dorigin and we have data y from some distribution
Dtarget that we wish to learn. We also have a trainable mapping f that learns to
transform the samples from Dorigin to the samples from Dtarget . The algorithm
can be applied if there is a meaningful distance d for the samples of the target
distribution Dtarget . In the conditioned version, i.e. Algorithm 10 the data of the
target distribution Dtarget is divided to two parts, the observed conditioning part
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z and the part we wish to sample y. I.e. the problem is to learn such a mapping
f that:
⎡ ⎤
z
(4.44)
y = f (x, z), x ∼ Dorigin , ⎣ ⎦ ∼ Dtarget .
y
Algorithm 9 does not have the conditioning variables z and the task of learning
the mapping f is much easier:
y = f (x), x ∼ Dorigin , y ∼ Dtarget .

(4.45)

The idea of the algorithm is rather simple, we create a pairwise correspondence
between the samples from the origin distribution Dorigin and the samples from
the target distribution Dtarget and use supervised learning to learn the mapping
f with the matched data points. There needs to be a mechanism that consistently
 j = f (x j ) to the actual data points y i . This is
matches the mapped points y
accomplished by matching the closest points, i.e. we add (x j , y i ) to the training
data if:
 j ).
j = arg min d(y i , y
(4.46)
j

 i nor y j can be matched to any other
After a pair of points is matched neither y
points. Additionally, all the points must be matched. This accomplishes the goal
of having one-to-one matching. Thus, no parts of the input distribution Dorigin
or the target distribution Dtarget can be ignored. Furthermore, training f can
be accomplished using standard supervised learning methods, which are robust
and quite insensitive to their parameters.

Algorithm 9 The iterative closest points for distribution training algorithm
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:
15:
16:

repeat
Sample set Dbatch_origin = {x0 , x1 , ..., x N } from Dorigin
Sample set Dbatch_target = {y0 , y1 , ..., y N } from Dtarget
Initialize Dpairs = 
for all x i ∈ Dbatch_origin do
 i = f (x i )
Perform the mapping y
 i ) to Dpairs
Add pair (x i , y
end for
Initialize Dordered = 
for all y i ∈ Dbatch_target do
 j)
Find index j = arg min d(y i , y
Add pair (x j , y i ) to Dordered
 j ) from Dpairs
Remove pair (x j , y
end for
Train f using Dordered by running one epoch of supervised learning
until Convergence
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Algorithm 10 The conditioned iterative closest points for distribution training
algorithm
repeat
Sample set Dbatch_origin = {x0 , x1 , ..., x N } from Dorigin
3:
Sample set⎧⎡ ⎤ ⎡ ⎤
⎡ ⎤⎫
⎨ z
z1
zN ⎬
0
⎦
4: Dbatch_target = ⎣ ⎦ , ⎣ ⎦ , ..., ⎣
⎩ y
y
y ⎭
1:
2:

0

1

N

from Dtarget
6:
Initialize Dpairs = 
7:
for i = 1...N do
5:

8:

9:
10:
11:
12:
13:

14:

15:
16:
17:
18:
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⎡ ⎤
⎛⎡ ⎤⎞

zi
zi
Perform the mapping ⎣ ⎦ = f ⎝⎣ ⎦⎠
i
y
xi
⎛⎡ ⎤ ⎡ ⎤⎞
zi
zi
Add pair ⎝⎣ ⎦ , ⎣ ⎦⎠ to Dpairs
i
xi
y
end for
Initialize Dordered = 
for all y i ∈ Dbatch_target do ⎛⎡ ⎤ ⎡ ⎤⎞

zi
zj
Find index j = arg min d ⎝⎣ ⎦ , ⎣ ⎦⎠
j
yi
y
⎛⎡ ⎤ ⎡ ⎤⎞
zi
zi
Add pair ⎝⎣ ⎦ , ⎣ ⎦⎠ to Dordered
xj
yi
⎛⎡ ⎤ ⎡ ⎤⎞
zj
zj
Remove pair ⎝⎣ ⎦ , ⎣ ⎦⎠ from Dpairs
j
xj
y
end for
Train f using Dordered by running one epoch of supervised learning
until Convergence

5. Discussion and Conclusions

This thesis is focused on developing algorithms for optimal control with random
search methods. This section discusses the central ﬁndings and assesses their
signiﬁcance. Furthermore, some suggestions for future research are presented
here.

5.1

Discussion of the Algorithms

The algorithms that were developed in this thesis fall to two main categories:

1. sampled differential dynamic programming (SaDDP), and
2. real-time Monte Carlo tree search (MCTS) methods augmented with supervised learning.

Both of these categories deal with sequential decision making problems. SaDDP
is a trajectory optimization method which is a Monte Carlo adaptation of the
differential dynamic programming (DDP) algorithm. The ﬁndings regarding
SaDDP are presented in Section 5.1.1. MCTS methods are used in many decision making problems ranging from optimizing a parametric policy to acting
as receding horizon model predictive controllers. This thesis presents MCTS
methods for continuous-control, continuous-state receding horizon problems.
Furthermore, the MCTS was designed to be real-time capable and have machine
learning to guide the search. The MCTS methods that were developed here can
be applied as real-time controllers for problems such as game characters. The
ﬁndings of this thesis regarding Monte Carlo tree search methods are discussed
in Section 5.1.2.
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5.1.1

Summary and Signiﬁcance of the SaDDP algorithm

The SaDDP algorithm is a Monte Carlo version of the DDP algorithm. It works
by performing roll-outs with a Gaussian policy. The Gaussian policy is updated
based on the second order statistics of the sampled trajectories, i.e. the mean
vectors and the covariance matrices. These are computed as weighted statistics,
and the weighting is produced by treating the cumulative reward as the negative
energy of a Boltzmann distribution.
The algorithm is based on relating the statistics to the quantities of the secondorder Taylor approximation which is used in DDP. The SaDDP algorithm is run
by sampling and recomputing the statistics, and it does not require computationally heavy differentiation procedures unlike DDP. The SaDDP algorithm
has the usual beneﬁts of a Monte Carlo algorithm compared to gradient-based
algorithms. It can be run in situations where only zero-order information is
available, i.e. one can only estimate the associated system dynamics or cost function point-wise. The usual workaround for this is using ﬁnite differences with
DDP. There are, however, situations where ﬁnite differences are ineffective and
one wishes to resort to Monte Carlo algorithms. For example any noise renders
ﬁnite difference computations unusable. Also, many problems of interest have
non-differentiable cost or dynamics, such as any dynamics with hard collisions.
SaDDP offers a general purpose Monte Carlo variant for DDP. There are other
methods that avoid the problems caused by ﬁnite differences of the dynamics and
cost functions. For instance unscented dynamic programming (UDP) [82], which
was published after Publication I, uses the unscented transform to propagate
the cost through the dynamics. Another method that bears resemblance to UDP
was presented in [80]. It uses cubature integration to propagate cost function
estimates through the dynamics of the system. The cost function estimates are
presented in a pre-chosen function basis, and the optimization of the controls is
performed in that function basis. SaDDP differs from these related methods in
the practical aspect that it does not require the ability to evaluate the transition
dynamics for an arbitrary state. Instead SaDDP can be run in a setting where
we can only initialize the system and select a control sequence. An interesting
implication of this is that SaDDP can be applied to systems where the states
are not modiﬁable states but rather observations of the state of the system. The
robot arm example in Publication II is an example of such a case. The state
contains the positions and velocities of each segment of the arm. Because the
segments are connected to each other, the positions of individual arm segments
cannot be modiﬁed independently. Applying DDP with ﬁnite differences would
require using a different parametrization of the state.
The SaDDP algorithm advances the understanding of trajectory optimization algorithms. The quantities in the DDP algorithm may appear unintuitive
because they do not relate to anything familiar outside the optimal control litera-
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ture. SaDDP offers a clear probabilistic interpretation of the DDP algorithm: the
action and state distribution is jointly Gaussian and the action distribution is
obtained simply by conditioning on the state. This relates the DDP algorithm to
techniques that are familiar from linear regression and known by many coming
from outside the ﬁeld of optimal control.
Besides pedagogical value, the SaDDP algorithm is also an advance in trajectory optimization algorithms. DDP cannot always be applied because of
the requirement to be able to modify the state and to have differentiable cost
function and dynamics. Whole physics engines have been developed so that
DDP can be efﬁciently applied, a notable example being the MuJoCo engine
[11]. SaDDP has the usual beneﬁts and weaknesses of Monte Carlo algorithms
compared to algorithms that utilize differentiation. The advantages come from
avoiding differentiation and the problems arising from it. A lot of the discussions regarding the beneﬁts and restrictions of CMA-ES in [63] apply readily
to SaDDP. For example premature convergence can be an issue, especially with
a small number of samples. Furthermore, closely located local optima can be
problematic. A problem that is unique to SaDDP but not generally to CMA-ES
is that the algorithm may converge close to the time horizon before converging
in the time steps close to zero. In this situation it may take a while before the
algorithm "gets started" again for the later time steps.
The SaDDP method is easy to regularize. Modifying the covariance matrices in
the method accounts for adding different types of noise to the method. Modifying
covariance matrices has been studied extensively in the literature. Thus, the
regularization techniques used for SaDDP are efﬁcient, easy to understand and
well-studied. The same does not apply for DDP because the Hessian matrices
are not very intuitive to modify and furthermore they are not guaranteed to be
positive semi-deﬁnite, unlike the covariance matrices in the SaDDP algorithm.

5.1.2

Summary and Signiﬁcance of the MCTS methods

Publication III presented a real-time capable Monte Carlo tree search algorithm,
which Publication IV extended. The MCTS produces estimates of the optimal
actions and these actions are in turn learned using supervised learning. Learners trained by supervised learning in turn inform where to search for actions
in the future iterations. This yields robustly learning algorithms that can act
as real-time capable controllers for demanding continuous-control continuousstate tasks. The publications demonstrated that MCTS methods are a viable
alternative to reinforcement learning in certain applications, where the system
dynamics can be evaluated fast and the system state can be reset to a state
that has been observed earlier. Computer games are an example of such an
application.
The MCTSs obtained information from various sources. Some information
sources were learners and some information sources were based on domain
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knowledge. The different information sources were thought of as Gaussian
distributions, and in Publication III the information sources were combined by
simply multiplying the probability density functions. Publication IV presented
an alternative way of combining information sources by minimizing the amount
of lost information when we are approximating multiple Gaussian distributions
with a single Gaussian distribution. The difference between these two ways
can be conceptually thought of being the "product" or "sum" of the distributions.
Choosing the algorithm parameters using the product of Gaussians requires
considerable insight because the multiplied distributions should all cover the
optimal control values. Furthermore, in the product of probability density functions the covariance matrices have a dual role as the breadth of the distribution
and the relative importance of each distribution. Without experience, it is quite
difﬁcult to get good performance out of the algorithm in Publication III and the
algorithm in [108], which uses a similar scheme to combine information.
When using the information loss minimization it generally sufﬁces that one of
the combined distributions is close to the optimal control. The information loss
minimization also permits using Dirac delta distributions instead of Gaussians.
Furthermore, it disentangles the selection of the importances of the distributions
and the selection of their covariance matrices. Selecting the parameters for
the algorithm becomes considerably easier when information is combined by
minimizing the information loss. It was also demonstrated that when minimizing the information loss the algorithm performs well in situations, where the
multiplication of distributions failed. For example a 3D humanoid character
could rise up after falling, when using the information loss minimization. Thus,
the information loss minimization procedure yields an algorithm that is easier
to use and which performs better.
A way to use supervised learning to learn transformations between distributions has been presented in [112]. The method was applied to control problems
in Publication IV. Learning the whole distribution of controls instead of their
mean has the beneﬁt that the policy can be stochastic and it takes into account
that there may be multiple choices of good actions in each state. Enabling this
kind of learning proved to be interesting. First of all, in terms of observed
receding horizon reward the algorithm did not perform any better compared to
using a neural network with deterministic output. This stands in contrast to
the conclusions in [107, 108], which state that the control distributions are multimodal. On the other hand in Publication IV it was further observed that when
the neural network in the algorithm is trained to model the whole distribution
of the controls, the agent seemed less likely to stick to the actions that it chose
initially. For example one could not observe asymmetric gaits when the neural
network was trained to model the distribution of the selected actions.
The real-time capable MCTS system with supervised learning is signiﬁcant
both academically and for the industry. Monte Carlo tree search has been
suggested to be a good candidate in general video game playing [113]. Publi-
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cation III and Publication IV suggest that this may be the case even for more
complex games involving continuous control and a continuous state space. Furthermore, Monte Carlo tree search methods can be used to augment or replace
reinforcement learning methods. For instance the combination of tree search
and reinforcement learning made it possible to beat humans in Go [7]. It is an
interesting avenue for future research to see if and how the MCTS methods
developed in this thesis can be used in conjunction with reinforcement learning
in continuous-control tasks.
The MCTS methods presented in this thesis have their limitations. First of all
comes the limited control horizon. The methods do not work alone for problems
requiring long time planning. The MCTS methods can be used as a component
for systems combining short horizon motion planning and longer horizon path
planning [109, 114], though. However, as such the methods presented in this
thesis can control systems that do not necessitate long term planning. One
restriction of the MCTS methods is that they require the ability to restore the
system to a previously encountered state. This restricts their use and rules
out for example physical control systems. Furthermore, unlike reinforcement
learning methods, the MCTS methods presented in this thesis do not learn a
control policy that can be used without the tree search.

5.2

Suggestions for Future Work

There are many direction to continue the work of this thesis. First of all there are
many application areas of random search control methods. For example [114]
presented an application of a random search controller used together with path
planning and was able to demonstrate how to generate climbing movements.
Similar methods that combine the ﬁxed horizon motion planning and longer
horizon path planning are an interesting avenue for future research.
Although the MCTSs demonstrated impressive control of difﬁcult problems,
the neural network does not learn how to control the character without the
forward search. In any learning system where a supervised learner tries to learn
the controls produced by an expert, the supervised learner cannot attain zero
error. It will thus drift away from the state distribution that was encountered
by the expert and there will be a catastrophic accumulation of error. This can
be corrected by the DAGGER algorithm [110], which collects data about how
the system evolves without an expert policy and then queries the expert for
corrective actions in the newly encountered states. An interesting direction for
future work would be to alternate the control between the neural network and
the MCTS and identify when the neural network starts to drift outside the state
distribution encountered by the MCTS. This kind of an algorithm would be a
variant of the DAGGER algorithm.
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The ICP algorithm [112] used in Publication IV is a rather robust learning
algorithm for distributions. It is of interest to see if the algorithm can be
used to replace GANs and VAEs in some applications. One would hypothesize
that besides control, there are domains that beneﬁt from the robustness of the
algorithm.
Learning the distribution of controls instead of the mean of the controls
in Publication IV provided some insight on the modality of control. Earlier
literature arguments that the optimal control policy is multimodal [107, 108],
i.e. the optimal policy has many optimal control values in some of the states.
The gridworld [84] is a simple synthetic discrete-control example of a problem
with this property. However, the results of Publication IV stand in contrast
to the problem being multimodal. This warrants some further investigation
of multimodality in continuous control. Are there for example other types of
problems, which do beneﬁt from a learner that learns the whole distribution of
control values? On a higher level it is intuitively clear that there are for example
multiple walking styles. It is also a good question, which level of control should
take the possibility of multimodality into account.
The SaDDP algorithm utilized CMA-ES. The basic CMA-ES algorithm has
many modiﬁcations that make it converge faster in a stationary optimization
problem. The stationarity assumption does not hold in control problems where
the results of different time steps affect each other and the optimal distribution
for each time step changes between iterations. An interesting avenue for future
research would be to derive ways to speed up the CMA-ES within the SaDDP
algorithm knowing that the information accumulated between iterations is not
very reliable and cannot be accumulated across many iterations.
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5.3

Conclusions

Figure 5.1 presents the capability of computers versus humans at various games
in 2012. Algorithms playing games and performing other control and sequential
decision tasks are improving rapidly. Algorithms can currently beat top human
players at Go [8] and Poker [116]. This thesis advances the understanding of
algorithms for optimal sequential decision making, which is the problem that
also game playing algorithms aim to solve. The algorithms developed in this
thesis can be applied in continuous-control problems.
Sampled differential dynamic programming provides tools for trajectory optimization in situations where the currently widely used differentiation-based
algorithms such as DDP or iLQR are inapplicable. It furthermore draws new
connections between probability theory and optimal control. This offers new
perspectives to optimal control problems and gives some insight to the working
of the DDP algorithm itself.
This thesis has demonstrated that random search model predictive control
algorithms in the form of a receding horizon Monte Carlo tree search can be
used for real-time control of complex systems such as a 3D humanoid character.
Augmented with supervised machine learning, the MCTS controller improves
rapidly and robustly. This is a powerful framework that deserves attention in
addition to and in conjunction with reinforcement learning.
All in all, the work in this thesis brings us one bit closer to the day when we
can shift Calvinball to the list of solved games in Figure 5.1.
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Figure 5.1. An xkcd comic from the year 2012 presenting the state of artiﬁcial intelligence for
game playing [115]. Game playing and other control algorithms are evolving rapidly;
currently Go [8] and Poker [116] belong to the set of problems where computers beat
top humans.
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