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Abstract
In the past few years, Linux container implementation Docker, which also provides
the means to distribute, control, manage and orchestrate the containers, has been
increasingly adopted in software development and the cloud. Docker provides an
easy way to deploy containers and take the benefits of them, and thus it might be a
beneficial software deployment approach for the industrial IoT gateways. However,
the applicability of Docker has not been investigated enough in resource-constrained
devices, such as the industrial IoT gateways. Thus, the aim of this thesis was
to assess if Docker is applicable in industrial IoT gateways. The applicability of
Docker was assessed in terms of its security, performance and resource usage, lifecycle
management and deployment, and engineering work. Docker was found to increase the
potential attack surface, but with appropriate countermeasures and configurations to
provide a secure environment. Docker was found to cause non-negligible performance
degradation on CPU, disk, and network. Thus, if the application is desired to run
at its peak performance, Docker is not the recommendable deployment approach.
Docker was found to consume a negligible amount of disk space, but non-negligible
amount of memory, thus making it unsuitable for devices with less than 1GB of
memory. Docker was found to provide the necessary features needed for lifecycle
management and deployment, but its successful adoption might require additional
tools that the Docker Community Edition does not provide. However, additional tools
can be bought from Docker. Docker was found to increase the required engineering
work as additional components have to be configured. However, Docker has made
these additional engineering tasks as easy as possible and provides extensive guides
on how to perform the tasks in a recommendable way. In conclusion, it was found
that Docker is applicable for industrial IoT gateways with certain limitations and
that a case by case consideration whether the benefits outweigh the downsides has
to be made within the organization in more specific context.
Keywords Docker, IoT, Internet of Things, Linux Container, Container, IoT
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Tiivistelmä
Viime vuosina Linux-konttiteknologian toteutus Docker, joka tarjoaa myös tavan
levittää, kontrolloida, hallita ja orkestroida kontteja, on enenevässä määrin otettu
käyttöön ohjelmistokehityksessä ja pilvessä. Docker tarjoaa helpon tavan käyttöönot-
taa kontteja ja hyödyntää niitä, ja sen takia se on mahdollisesti hyödyllinen tapa
suorittaa ohjelmistoja teollisen internetin yhdyskäytävissä. Dockeria ei ole kuitenkaan
tutkittu riittävästi resurssirajoitteisissa laitteissa, kuten teollisen internetin yhdys-
käytävissä. Tästä syystä, tämän diplomityön tarkoituksena oli arvioida, soveltuuko
Docker teollisen internetin yhdyskäytäviin. Soveltuvuutta arvioitiin tietoturvan, suori-
tuskyvyn ja resurssien käytön, elinkaaren hallinnan ja käyttöönoton, sekä tarvittavan
insinöörityön pohjalta. Dockerin todettiin lisäävän potentiaalista hyökkäysrajapin-
taa, mutta sopivilla vastatoimenpiteillä ja konfiguraatioilla sen todettiin olevan
tietoturvallinen ohjelmistojen suoritusympäristö. Dockerin havaittiin aiheuttavan
huomattavaa prosessorin, kiintolevyn ja verkon suorituskyvyn heikkenemistä. Tästä
syystä ei ole suositeltavaa käyttää Dockeria ohjelmistojen suoritusympäristönä, jos
tavoitellaan maksimaalista suorituskykyä. Dockerin havaittiin käyttävän merkityk-
settömän määrän tallennustilaa, mutta huomattavan määrän muistia. Tästä syystä
Docker ei sovellu laitteille, joissa on alle 1Gt muistia. Dockerin todettiin tarjoavan
tarvittavat ominaisuudet elinkaaren hallintaan ja käyttöönottoon. Toisaalta Dockerin
onnistuneeseen käyttöön saatetaan tarvita lisätyökaluja, joita Dockerin yhteisöversio
ei tarjoa. Näitä työkaluja pystyy kuitenkin ostamaan Dockerilta. Dockerin todettiin
lisäävän tarvittavaa insinöörityötä, koska siinä on enemmän komponentteja, jotka
pitää konfiguroida. Tarvittavat insinöörityöt on kuitenkin tehty mahdollisimman
helpoiksi ja tarjolla on kattavia oppaita siitä, miten asiat tehdään suositeltavalla
tavalla. Johtopäätöksenä voidaan todeta, että tietyin rajoittein Docker soveltuu
teollisen internetin yhdyskäytäviin. Dockerin etuja ja haittapuolia pitää kuitenkin
tarkastella tapauskohtaisesti organisaation sisällä tarkemmassa kontekstissa.
Avainsanat Docker, IoT, esineiden internet, teollinen internet, Linux-kontti, kontti,

IoT yhdyskäytävä
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1 Introduction
In the past few years, Linux container-based virtualization has been becoming an
increasingly popular technology in software development as it enables packaging
applications into operating system level virtualization instances called containers.
Containers contain all the components required to run the application and provide
more lightweight isolation than hypervisors, which isolates the operating systems
from the underlying physical hardware as virtual machines [1]. The most popular
Linux container implementation, according to the paper by Pahl [2], is Docker. In
addition to the Linux container technology, Docker provides easy to use user interfaces
to take advantage of the technology, and it offers ways to distribute, control, manage,
and orchestrate the containers [3]. These features of Docker has upgraded it from a
Linux container implementation into a Linux container deployment platform, and
therefore it has been increasingly adopted in the cloud.

This thesis investigates the applicability of Docker in the industrial IoT (Internet
of Things) gateways. The gateways are essentially low-end cloud servers located near
the actual devices that produce data. They store the data from the devices and
forward more refined data to the actual cloud. As the Linux containers are often
described to be lightweight, they could potentially be used in industrial IoT gateways
to gain the flexibility and maintainability of software development and deployment
that containerization offers. In addition, Docker provides a lot more features that
might make it a very beneficial software deployment approach for the gateways.
However, the applicability of Linux containers and specifically Docker has not been
investigated enough in resource-constrained devices. In addition, previous studies
on Docker’s performance have not been conclusive. Thus, a significant concern is
whether Docker’s performance and resource usage overhead are too high for it to be
applicable in resource-constrained devices.

The aim of this thesis is to assess if Docker is applicable in industrial IoT gateways.
In order to assess whether Docker is applicable in industrial IoT gateways or not, the
requirements of the industrial IoT gateways are identified. In addition, the benefits,
drawbacks, deficiencies, and risks of Docker are identified and evaluated according to
the defined requirements. Furthermore, Docker’s deployment approach is compared
to a traditional embedded Linux system to see more clearly whether it genuinely
provides additional value.

In order to reach the aim of this thesis, the thesis is structured in the following
way. First, background information about the thesis subject is provided in chapter 2.
Based on the findings made in the background chapter, the applicability of Docker
in industrial IoT gateways is assessed in chapter 3. After that, the performance
and resource usage measurements of Docker performed in this thesis are presented
in chapter 4. Finally, the findings of this thesis are summarized and based on the
findings it is concluded whether Docker is applicable in industrial IoT gateways or
not in chapter 5.
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2 Background
This chapter provides background information about the thesis subject. First, the
underlying Linux container technology is introduced in section 2.1. After that, the
Linux container implementation Docker is introduced in section 2.2. Then, a few
important additional tools for Docker are introduced in section 2.3. After that, the
security concerns and countermeasures of Docker are introduced in section 2.4, and
then previous studies on Docker’s performance and resource usage are reviewed in
section 2.5. Finally, the industrial IoT gateways and their particular requirements
are introduced in section 2.6.

2.1 Linux containers
Linux containers provide lightweight virtualization implemented at the operating
system level, which means that containers share the operating system kernel. The
operating system level virtualization partitions physical hardware resources in isolated
user spaces called containers on the same operating system. In practice, container-
based virtualization works in the system call layer. Despite sharing the same operating
system, the containers have the illusion of being a fully independent system. [4]

Container-based virtualization is intended to provide isolation between applica-
tions by enabling packaging of applications with all the necessary components to run
the application into containers. This packaging of applications enables moving the
container to another similar system and executing it similarly as in the original system.
Container-based virtualization is often compared against heavy hypervisor-based
virtualization, which isolates the operating systems from the underlying physical hard-
ware as virtual machines, but when considering applicability for resource-constrained
industrial IoT gateways this comparison is not a very practical one. Hypervisors
try to offer full virtualization and thus cause significant performance degradation
whereas containers try to isolate individual applications from each other and be
lightweight. [4]

As stated earlier, isolation of containers is performed at the operating system
level, which means that the isolation of global resources is done in the Linux kernel.
For implementing the isolation, the Linux kernel provides two main features: kernel
namespaces and cgroups (control groups). The namespace isolation enables groups
of processes to be separated in a way that they cannot see the resources of other
groups or even be aware of the other groups. Currently, the Linux kernel provides six
different namespaces: IPC (Inter-Process Communication), Network, Mount, PID
(Process Identifier), User, and UTS (UNIX Time-sharing System). [5]

• IPC namespace provides the isolation for the inter-process communication.
In practice, this means that each containers processes have own message queues,
and the queues are completely independent.

• Network namespace provides the isolation for the network resources, such
as network devices, IPv4 (Internet Protocol version 4) and IPv6 (Internet
Protocol version 6) protocol stacks, IP (Internet Protocol) routing tables,
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firewall rules, and sockets. The containers maintain own network configuration
and the processes running inside the containers can bind ports mapped to
the port number space allocated to that container’s network namespace. This
port mapping enables running, for example, multiple web servers in different
containers each using port 80 in their network namespace.

• Mount namespace provides isolation for the list of mount points visible by
the processes running in each mount namespace, and thus processes in different
mount namespaces have distinct views of the file system.

• PID namespace provides isolation for the PID number space, which enables
processes in different PID namespaces to have the same PID. It also enables
migrating a container to a new host while retaining the PIDs of the processes
inside the container.

• User namespace provides isolation for the group and user IDs (identifier)
between the host and the containers. In practice, it enables having root user
(ID 0) with full privileges within a container and without any privileges outside
the container, thus ensuring reliable and safe execution.

• UTS namespace provides isolation for hostnames and NIS (Network Infor-
mation Service) domain names, and thus enables each container to have an
own hostname and a NIS domain name.

Control groups can be used in addition to the Linux kernel namespaces to share
hardware resources in a controlled manner by allowing to set resource limits and
constraints for process groups like containers. For example, by limiting the number
of cores or the amount of memory a specific container can use, it can be ensured that
a single container does not exhaust all of the hardware resources. Thus, providing
better isolation between containers and making it possible to host multiple containers
on a single host without them interfering with each other. [5]

These Linux kernel features make the Linux container technology possible. There
are various implementations of the Linux container technology: LXC (Linux Con-
tainers) [6], OpenVZ [7], and Docker [3]. This thesis focuses on the applicability
of Docker in industrial IoT gateways. Docker focuses on packaging applications
into containers and deploying them, which has made it a popular Linux container
solution.

2.2 Docker
The previous section introduced the Linux container technology and what Linux
kernel features make it possible. This section presents one of the many Linux container
implementations, Docker [3], and according to the paper by Pahl [2], it is the most
popular one. Docker’s applicability in industrial IoT gateways is investigated in this
thesis.

Docker provides an easy to use user interface for taking advantage of using Linux
containers. It does not only provide the possibility of packaging applications into
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containers, but defines the format for them and offers possibilities to distribute,
orchestrate, and manage them. Thus, it is a tool for managing the whole lifecycle of
an application, and this application deployment oriented approach is probably the
reason for its popularity. The following features are enabled by the Docker Platform
that make it a very useful tool for taking advantage of Linux containers [3]:

• Portability: It defines the format for packaging applications with all of their
dependencies into a single object, and provides the abstraction for the underlying
operating system. This enables porting applications packaged with Docker’s
format on any machine, which is running Docker and has the same processor
architecture, thus providing portability.

• Reuse of components: The format defined by Docker for packaging appli-
cations enables reusing any container as a base for creating more specialized
containers.

• Versioning of containers: It enables setting version tags on the packaged
application containers, thus making it possible to release and take new versions
into use, and roll back to old ones.

• Distribution of containers: It provides the possibility to distribute contain-
ers. It even offers a public registry where containers can be uploaded to and
downloaded from. In addition, it is possible to set up a private registry.

• Orchestration of containers: It enables orchestrating containers in multi-
ple different hosts from a single host, thus enabling scaling of containerized
applications.

• Automatic build mechanisms: It is possible to automatize the building of
new Docker containers with an easy to use a scripting language.

• An extensive set of supporting tools: It provides APIs (Application Pro-
gramming Interface) that enable automation and customization of many tasks.
In addition, many third-party tools can be integrated to extend its functionality.

Docker offers two different editions: the CE (Community Edition) and the EE
(Enterprise Edition). The CE is the free edition offering the basic Docker Engine,
which can be used to run, create, orchestrate, and manage containers. The EE is the
non-free edition offering a lot of other services built on top of the Docker Engine.
It is a CaaS (Container as a Service) platform providing all the pieces needed for
easy and thorough lifecycle management of Docker containers: private image registry,
secure access and user management, application and cluster management, image
security scanning and continuous monitoring, content trust and verification, and
policy management. In addition, it provides a web user interface to utilize these
features. The focus of this section will be on the Docker Community Edition, as it
provides the core features. [3]

A popular use case of Docker is to use it in development instead of virtual machines
to, for example, automate building and testing of applications with containers. More
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recently, it has also been adopted in production environments, for example, in the
cloud. It also provides the possibility of creating Linux containers on Linux, Windows,
and Mac, further increasing its usability on different use cases. [3]

The rest of this section is structured in the following way. First, Docker’s core
architecture and features are presented in subsection 2.2.1. After that, the different
options for container networking are presented in subsection 2.2.2. Finally, the
different options for storing application data are presented in subsection 2.2.3.

2.2.1 Core architecture

Docker’s core functionality is built around two main components: the Docker Engine
and the Docker Registry. The Docker Engine is a client-server application which
consists of the Docker Daemon and the Docker Client. The Docker Daemon runs on
the host machine and manages creating, running, monitoring, building and storing
images. The Client can run on the host machine or a remote machine, and it controls
the Daemon through a REST API (Representational State Transfer API). However,
in order to communicate with the Daemon remotely, the Daemon has to be configured
to expose a network socket in addition to default UNIX socket. The Docker Registry
can be used to store and distribute images from which containers can be created.
Docker offers a default Registry called the Docker Hub, but it is also possible to
create private registries. Docker’s core architecture is presented in figure 1. The
figure also presents a few Docker Client commands to visualize the interconnectedness
of the core components. [3]

Figure 1: Docker’s core architecture.

A Docker image is a read-only template for creating a Docker container, and they
should only contain the required components to run the given application. Images
can consist of multiple file system layers layered on top of each other on top of a
base image using union mount. Each of the file system layers are, in fact, separate
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images as well. The base image contains the required files to run the image, and
they are often some Linux distribution images, such as Debian or Ubuntu, which
are available in the Docker Hub. The higher level images contain the information of
which images should be stacked underneath them, and the Docker Daemon takes
care of mounting them in the right order creating the desired view of the file system.
This layering of images makes it possible that images can be reused and based on
other images with some additional modifications. For example, it is possible to create
an image based on the Debian image available in the Docker Hub, and then install
the desired software and make the required configurations to make the software run,
thus creating a new image. To make building of images easy, Docker provides a easy
to use scripting language called Dockerfile. The Dockerfile contains the required
steps to create the image and run it. Each of the Dockerfile instructions become new
image layers that form the completed image. Then, when the Dockerfile is changed
and the image is rebuilt, only the image layers that have actually changed are rebuilt.
For these reasons Docker images are lightweight, small, and fast. Docker also enables
versioning of these images using version tags. When an image is run, a read-write file
system layer is added on top of the image forming a container. A typical container
image layering is presented in figure 2. [3]

Figure 2: A typical container image layering.

Docker container is an executable instance of an image, and it is essentially an
image with a writable file system layer on top of it, and thus a new image can be
created from a container based on its current state. Containers can be created,
started, stopped, moved, or deleted using the Docker Client. They can also be
attached into one or more networks and have access to one or more persistent storage
locations. By default, containers are relatively isolated from other containers and
the host, but Docker also enables changing the level of isolation between containers
and between containers and the host. A container is defined by the image, and by
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the configuration options given when creating it. When a container is deleted, all of
its data that is not stored in persistent storage disappear. [3]

Orchestration of Docker containers can be performed with Docker Swarm, more
recently named Swarm Mode due to the integration of Docker Swarm into the Docker
CE. In simplicity, a swarm is a group of hosts that are running Docker Daemon and
are joined together to form a cluster. One or more hosts act as manager nodes and
other ones as worker nodes. After the cluster has been formed, Docker commands can
be run as before, but now the commands are being executed in the cluster nodes by
the swarm manager. In practice, this means that only the swarm manager can execute
commands or authorize machines to join the swarm. In addition, the worker nodes
are just offering capacity and do not have the authority to tell any other machine
what it can and cannot do. Swarm offers several strategies for running containers
in worker nodes. For example, the emptiest node strategy runs containers in the
least utilized nodes and global strategy runs exactly one instance of the specified
container on each node. These strategies can be instructed to the swarm manager in
the Compose file. Thus, with the help of the Docker Swarm Mode, it is easy to scale
containers into multiple hosts and then manage them. [3]

Docker’s architecture also allows third-parties to extend its functionality without
having to rebuild or even restart the Docker Daemon with Docker Plugins. Docker
Plugins are distributed as images and run as plugin containers for providing the
additional functionality. Examples of additional functionalities are authorization
plugins that enable finer access control for the Docker Daemon and volume plugins,
such as Azure File Storage Plugin, which enables mounting Microsoft Azure File
Storages to Docker containers as volumes. [3]

In conclusion, Docker’s architecture is based on a few core components that
provide the core features. In addition, Docker supports extending its functionality
with plugins that can be flexibly added or removed.

2.2.2 Networking

One of the key factors for Docker’s success is the ability to connect containers to
other containers or services. Processes inside Docker containers do not have to be
aware that they are actually running inside Docker containers, or whether the services
they are connected to are also running inside Docker containers. Containers can only
communicate over networks they are connected to, and they can be connected to more
than one network at a time. Key enablers for enabling networking on containers are
software-defined Linux bridges, iptables, and NAT (Network Address Translation). A
Linux bridge is a virtual implementation of a physical switch inside the Linux kernel,
and it forwards traffic based on MAC (Media Access Control) addresses which it
learns dynamically by inspecting traffic. Iptables are built in firewall implemented in
the Linux kernel. Docker automatically sets and manages the firewall rules to provide
isolation. NAT provides the mapping of container’s private addresses and ports to
the host’s routable address and ports, and thus enables containers to communicate
on the physical network and not just on the same host. With the NAT, container’s
ports can also be permanently exposed on the host, thus making the services inside
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them available via the physical network. [3]
To connect Docker containers to networks, Docker provides a pluggable networking

subsystem, thus enabling the use of different network drivers. Several network drivers
are offered by default to provide the core networking functionality: bridge, host,
macvlan, none, and overlay network drivers. In addition, Docker enables the usage
of third-party network plugins. [3]

Bridge network is Docker’s default network driver, and all containers are auto-
matically assigned to the default bridge network unless specified otherwise. Bridge
networks are usually used to enable communication between standalone contain-
ers. It is possible to create and manage user-defined bridge networks and assign
containers to those networks instead of the default one using the Docker Client.
User-defined bridge networks have a few benefits over the default bridge, and using
them is the best choice when multiple containers need to communicate on the same
Docker host. User-defined bridge networks provide better isolation as each of them
can be configured separately, and thus custom iptables rules and MTU (Maximum
Transmission Unit) can be specified. In addition, all ports are automatically exposed
to other containers on the same network, but not to the outside world, whereas in
default bridge network exposing the ports to other containers also exposes ports
to the outside world. Furthermore, they provide automatic DNS (Domain Name
System) resolution between containers connected to the same network, whereas on
the default bridge network this has to be done using a legacy feature called links
by manipulating the /etc/hosts/ files within the containers. However, using the
legacy links feature is bad for multiple containers as the complexity of configuring it
increases quickly, and using the /etc/hosts/ file might cause some issues that are
hard to debug. Moreover, using the user-defined bridge networks enable attaching or
detaching containers from/to the network on the fly, whereas when default bridge is
being used Docker container has to be stopped and started again. [3]

When host network driver is being used on a container, the container uses the
host’s network stack directly. This means that there is no network namespace
isolation between the host and the container, and thus all host’s network interfaces
are directly available to the container. Host networking is best suited for use cases,
such as standalone containers, where network isolation is not necessary, but isolation
on other levels is desired. The host network driver is the simplest as Docker does
not manage any part of the container’s network stack, and thus it offers bare metal
performance. [3]

The macvlan network driver allows container’s virtual interfaces with unique
MAC addresses to be bridged directly on a parent host interface or sub-interface, thus
making container’s virtual interface appear to be a real physical network interface that
is directly connected to the network. However, this requires that the host’s networking
equipment support promiscuous mode, which enables one physical interface to have
multiple MAC addresses. This enables assigning IP addresses that are routable on
the physical network the host is connected to on container’s virtual network interfaces.
This might be desirable for, for example, hosting independent websites with their
unique domain names on the same host. As containers using macvlan are directly
connected to the network, they are attached to the same subnet as the host and use
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the same address space. Therefore, it is important that the subnet the host is in be
large enough to allow containers to receive IP addresses. Using macvlan also offers
lower latency compared to bridge network driver as it does not utilize NAT. [3]

The none network driver isolates container into own network namespace, but it
does not configure any interfaces inside the container except the loopback interface.
Therefore, containers using the none network driver do not have any networking
capabilities, and thus they are completely isolated from the host’s network stack. [3]

The overlay network driver creates an overlay network, a network which is built on
top of another network, which connects multiple Docker hosts and enables containers
to communicate securely with each other, although encryption of application data
must be separately specified when creating the overlay network. Overlay network
utilizes local Linux bridges and VXLAN (Virtual Extensible Local Area Network) to
tunnel communications between containers over the physical network infrastructure.
In practice, overlay network allows containers to communicate with each other
using private address space, and thus containers do not have to know the public IP
addresses of the hosts that run the containers they want to communicate with and
the containers do not have to expose their services on the host. An overlay network
is automatically used on swarms to enable communication between the manager
and the worker nodes. However, it is possible to configure that the cross-container
traffic uses host networking and only the management traffic goes through the overlay
network to provide better performance. Overlay network can also be used to facilitate
communication between a swarm and a standalone container, or between two or more
standalone containers on different hosts by creating user-defined overlay networks.
However, to add standalone containers into an overlay network, their hosts have to
belong to the same swarm. User-defined overlay networks can be created in the same
way as user-defined bridge networks using the Docker Client. Overlay networks make
it relatively simple to implement multi-host connectivity between containers as no
routing has to be configured on the operating system level between the containers on
different hosts. In addition, it provides service discovery without having to do any
extra configuration, which makes it possible to use, for example, container names as
hostnames, thus making it easier to form connections between containers. [3]

Docker also offers the possibility of installing third-party network plugins. This
way Docker can be integrated to be part of more specialized networks. An example of a
network plugin is the Weave Network Plugin, which creates a virtual network of Docker
containers across multiple hosts and clouds, and provides secure communication,
automatic discovery of applications, and many other features. [3]

In conclusion, Docker enables changing the container’s network configuration
with pluggable network drivers. Docker supports many different network drivers by
default that cover the most common use cases. In addition, Docker supports network
driver plugins that can be used to provide support for more specialized networks.

2.2.3 Storage of application data

Application data can be stored inside Docker containers, but when the container
is deleted all of the data is lost. For this reason, it is not viable to store data that
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should be persistent, such as, databases inside the containers directly. In addition to
the problem of losing data when deleting a container, storing databases in the image
layers causes the container’s size to increase due to the layering system. The image
layers are read-only, and when changes are applied to the database, the parts that
are changed must be copied to the container’s read-write layer, thus increasing the
size of the container. Furthermore, data stored inside the container’s writable layer
is under the management of a storage driver, which provides the union file system.
This additional abstraction causes overhead on read and write operations compared
to directly using the host’s file system. This is a problem especially on applications
that do a lot of small write operations on a large number of files. [3]

To address the problems presented above, Docker provides three different ways to
mount data into a container from the host: bind mounts, Docker Volumes, and tmpfs
(temporary file system) mounts. Bind mounts enable mounting data anywhere from
the host’s file system into the container. The data mounted this way can be edited by
Non-Docker processes and the processes running inside the Docker container, which
might cause problems in some cases. Docker Volumes provide a similar feature as
bind mounts, for the exception that data can only be mounted from part of the host’s
file system that is managed by Docker (/var/lib/docker/volumes/ on Linux). Thus,
only Docker processes should modify this part of the host’s file system. Volumes
can be mounted into multiple containers similarly as bind mount locations. Tmpfs
mount is different from bind mounts and volumes. With tmpfs mount, it is possible
to mount or rather allocate some of the host’s available memory into the container
to be used as temporary storage. This data is never written to the host’s file system,
and thus when a container is stopped, the tmpfs mount is removed and all data
stored in it will be lost. [3]

Docker recommends using volumes as the default choice to mount data into a
container as volumes are suitable for almost every use case. The biggest benefits of
using volumes over bind mount according to Docker [3] are:

• They can be managed through the Docker Client.

• They are easier to back up and migrate than bind mounts.

• They can be used both on Linux and Windows containers.

• It is possible to use volume driver plugins, for example, to store volumes on
clouds or encrypt volume contents.

• It is possible to pre-populate volumes contents from a container. In practice,
this means that when creating a new volume at the creation of a container and
pointing the volume at a location of the container’s file system that already
contains data, that data is copied into the volume and mounted on the container.
After that, the container uses the files contained in the volume instead of using
the files contained in the image.

The drawback of volumes is that when volume’s contents are pre-populated by a
container, the data is just initially copied from the image, thus taking twice as much
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as space compared to storing the data in host’s file system and using bind mount.
Docker does not provide any other way of pre-populating volumes. However, this is
only a minor drawback in most cases as, for example, an empty database does not
take that much extra space.

There are two additional ways to store application data when the Docker Swarm
Mode is being used: the Docker Secrets and the Docker Configs. Docker Secret is a
piece of data, such as a SSH (Secure Shell) key, password, TLS (Transport Layer
Security) certificate, TLS key or other sensitive data that should be transmitted
and stored as encrypted. Docker Secrets allow swarm managers to centrally store
and manage these secrets and securely transmit them to the containers that need to
access them. However, only containers which have explicitly given access to a secret
can access the secret. In the swarm managers, the secrets are stored in a Raft log,
which is encrypted. When a container is granted access to a secret, and the container
is started, the secret is sent to the container’s host, which then decrypts the secret
and mounts it into the container as an in-memory file system. When the container
stops, the secrets are unmounted and flushed from the host’s memory. Access to
secrets can be granted and denied dynamically. [3]

Docker Configs allow storing non-sensitive information, such as configuration
files, outside of the container. This way the images do not have to include the
configuration files, and thus the images can be kept generic without having to rely
on other types of mounts or environment variables. Configs work similarly as secrets,
except that they are only encrypted on transmission, and they are mounted directly
into the container’s file system. The configs can store a string or binary data up to
500kb in size. [3]

Docker also offers the possibility of choosing the storage driver for a Docker host.
The storage driver determines the way images and containers are stored and managed
on the host. Different storage drivers are suitable for different purposes in terms of
stability, performance, and features, such as snapshots, checksums, compression, and
replication. Currently, Docker has support for seven different storage drivers: AUFS
(Advanced Multi-Layered Unification File System), BTRFS (B-Tree File System),
Device Mapper, OverlayFS (Overlay File System) 1 and 2, ZFS, and VFS (Virtual
File System). The amount of choices for storage drivers is limited by the Docker
edition, lack of support on some operating systems, and by the backing file system
requirement, some storage drivers have. Recommended Docker container storage
drivers for a few common Linux distributions are listed in table 1. From these,
OverlayFS2 is used as the default storage driver when possible due to its performance
and stability, followed by OverlayFS, and in case it is not available Device Mapper is
used. [3]

Storage drivers AUFS, BTRFS, Device Mapper, OverlayFS, and ZFS are all
union file systems utilizing CoW (Copy-on-Write) strategy. However, the VFS is not
a union file system, and it does not support CoW. In CoW, when a file is edited the
first time inside the container, it is copied into the writable layer of the container,
and the changes are applied to that file. This mechanism is the enabler of the image
layering mechanisms and image reuse along with union mount. The union file system
storage drivers mainly differ in the way they manage the layering of images. In
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Table 1: Docker’s recommended storage drivers for a few common Linux distributions
[3].

Linux distribution Recommended storage drivers
Ubuntu aufs, devicemapper, overlay2 (14.04.4 or later, 16.04 or later), overlay, zfs, vfs
Debian aufs, devicemapper, overlay2 (Stretch), overlay, vfs
CentOS devicemapper, vfs
Fedora devicemapper, overlay2 (Fedora 26 or later, experimental), overlay (experimental), vfs

addition, some of the file systems work on a file level and some on a block level.
AUFS and OverlayFS operate on a file level, and Device Mapper, BTRFS, and ZFS
work on a block level. The main difference between working on file level and block
level is that in file level when a file is changed the first time, the whole file is copied
to the container’s writable layer, but when using the block level, only the edited
portion of the file is saved in the container’s writable layer. Thus block level drivers
are more suitable for making small changes to multiple files or big files. The VFS
is different from the other storage drivers in that VFS image layers contain all the
files from a previous layer with the changes and not just the changes as in union file
systems, and thus it consumes a lot of disk space. [3]

In conclusion, Docker supports many different ways to store application data to
provide support for different use cases. It has support for storing data persistently and
temporarily. In addition, it supports storing secrets and configuration files outside
the images. Furthermore, it enables choosing the storage driver which determines
the way images and containers are managed on the host.

2.3 Additional tools for Docker
The previous section introduced the core architecture and features of Docker. This
section presents a few other Docker tools, in addition, to the Docker Engine and
Registry. These tools are Docker Machine 2.3.1, Docker Compose 2.3.2, and Docker
Notary 2.3.3. These tools have to be installed separately to extend the capabilities
of Docker.

2.3.1 Docker Machine

Docker Machine is a tool provided by Docker that enables managing multiple Docker
Engine hosts using docker-machine commands. It also has the functionality to create
virtual Docker hosts, which can be a useful feature for setting up testing environments.
With docker-machine commands, it is possible to start, stop, restart, and inspect a
managed host. It is also possible to upgrade the host’s Docker Engine and configure
the host and its Docker Engine. The configuring of the managed hosts and their
Docker Engines is performed with SSH and SCP (Secure Copy), which both can be
invoked using the docker-machine command line tool. In addition, the machines
must be given names instead of referring to their IP addresses, which further eases
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the management. [3]
The biggest benefit of Docker Machine is that it enables keeping a record of

all managed hosts with names mapped to their IP addresses and provides a single
tool to use for managing them. Although, some of its functionality is provided by
just invoking SSH and SCP through it. Due to all of its features, Docker Machine
is an efficient way to provision and manage multiple Docker Engine hosts, and
it is an excellent addition to the Docker Swarm Mode to provide scalability and
maintainability of the Docker platform.

2.3.2 Docker Compose

Docker Compose is a tool that can be used for configuring and running Docker
applications consisting of multiple containers by providing a way to specify all
the configurations for multiple containers on a single file. The configuration is
done through a YAML (YAML Ain’t Markup Language) file, and with a single
command, it is possible to create and start the containers specified in the YAML
file. Most common use cases of Docker Compose according to Docker are single host
deployments, development environments, and automated testing environments. [3]

2.3.3 Docker Notary

Docker Notary is a tool for securely publishing and verifying images that are dis-
tributed over any network. To provide the secure publishing and verification of
images, Notary uses TUF (The Update Framework) [3]. TUF is a secure general
design that solves the security problem of distributing software and updates [8].
It provides protection from all known attacks on software distribution and update
processes, such as a key compromise, updates over untrusted networks, replay attacks,
and downgrade attacks. It is supported by the Docker Content Trust framework,
which provides the ability for Docker Engines to verify the TUF signed images and
easily set up trusted registries [3].

Notary consists of a Notary Client and a Notary Service. Notary Client provides
an easy to use image signing interface to sign images. Notary Service provides the
Notary Server which stores and serves the signed TUF metadata, and the Notary
Signer which stores the private keys for signing the metadata of the Notary Server
and performs the signing process for the metadata. Docker Hub registries have the
possibility of using the Docker Hub’s Notary Service, and thus only Notary Client
has to be used on those registries. However, Docker Notary Service is important as
a separate tool when Docker Content Trust is desired for privately hosted Docker
Registries. To enable Docker Content Trust on a privately hosted Docker Registry,
a Docker Notary Service has to be hosted that stores and serves the valid signed
metadata to Docker Engines trying to verify images. In addition, in case the Docker
Notary Service is hosted on a different server than the registry, the URL (Uniform
Resource Identifier) has to be set on an environment variable on the host machine
trying to verify images. [3]
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2.4 Security concerns and countermeasures of Docker
The previous sections introduced the concept of Linux containers and the Linux
container implementation Docker and its additional tools. This section presents the
security concerns Docker toolchain has and how those concerns can be mitigated.

Containers are closely tied to the host kernel, which makes the host an attack
surface. However, containers security concerns are not only tied to the host, but
include the whole Docker toolchain, from the building of the images to the execution
of images, including automated builds, image signing, image distribution, host
configuration, and third-party components [9, 10]. Many of these processes are
automated which makes vulnerabilities spread out faster [10]. In addition, these
processes often utilize third-party software provided by various parties making code
integrity a concern. This broad attack surface can lead to multiple vulnerabilities
that a malicious entity could exploit.

Many security concerns of Docker come from the fact that Docker is not being
used in the way that it is meant to be used. A single container should host a single
service. In addition, containers should not be managed from inside the containers as
they should not be used as virtual machines, but as packaged applications. Therefore,
containers do not have an init process, and there should not be any SSH Daemon
to manage the container or a package manager to update the container [10]. All
management tasks should be performed via the host machine [9], preferably using
some orchestration tool for container management [10], such as Docker Swarm Mode
[3]. This means that legitimate system admin has root privileges to the host and
legitimate container admin has certain privileges on the orchestration layer.

The study by Gkortzis et al. [11] found that in container-based virtualization,
the most vulnerabilities are in the category of Permissions, Privileges and Access
Controls, thus showing that configuration issues are the most significant security
concern in container-based virtualization software including Docker. This can also
be verified by inspecting the Docker’s CVE Details (Common Vulnerabilities and
Exposures Details) database [12]. All the CVEs listed in the database have already
been patched in the newest version of Docker CE (Docker version 18.03.0-ce, build
0520e24), which is an indication of the Docker platforms security. However, the
vulnerabilities caused by misconfiguration cannot be fixed by Docker without limiting
the usage of the software, and thus the responsibility of configuring Docker platform
securely is left for the platform administrators.

As Docker’s security concerns include the whole Docker tool chain, this section
is divided into six subsections: images 2.4.1, registry 2.4.2, container orchestration
2.4.3, containers 2.4.4, host operating system 2.4.5, and hardware 2.4.6. For each
subsection, general security concerns and countermeasures are reviewed.

2.4.1 Images

Docker images are just static archives that contain the needed components to run an
application, and thus the components inside them may contain outdated software
and lack critical security updates. At creation time, they may have the latest known
vulnerability free version of the components, but it is common that vulnerabilities
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will be discovered at some point making them vulnerable. Unlike traditional software
deployed directly on top of the host, containers cannot just update themselves as
it would increase the size of the writable layer and take up more disk space. Thus,
the updates must be made to the images themselves, and the newer versions of the
images must be redeployed to fix the vulnerabilities. A common concern is that
the deployed containers have vulnerabilities because the images used to create the
containers contain vulnerabilities. [10] In fact, a study by Shu et al. [13] made
from the images in Docker Hub, found that this concern is real and that in reality
vulnerabilities are spreading from base images to child images. They also found that
even the latest versions of base images that contain the underlying operating systems,
such as Ubuntu, contained a lot of vulnerabilities and even critical ones.

Execution of untrusted software is one of the most common high-risk scenarios in
any computing environment. Because images are just combined layers of other images,
malicious files or software could be embedded intentionally or inadvertently in them.
This type of embedded malware has the same capabilities as the other components
in the image, and thus the malware could be used to leak data, include other
vulnerabilities, or attack other containers and hosts. The root source of embedded
malware is the usage of externally provided images either as standalone or as base
images. This threat is further increased by the fact that Docker has made it really
easy to deploy third-party images that may not be trustworthy. In addition, there
are a lot of different versions of the images provided by different parties providing
the same functionality, which makes it harder to identify which image to trust. [10]

To mitigate these types of risks, the application container security guide [10]
suggests that container technology-specific vulnerability management tools and
processes should be taken into use to find possible known vulnerabilities and malware
inside the images. Docker EE offers this type of vulnerability scanning tool [3]. It is
also suggested that only trusted images and registries should be used and that these
are centrally maintained to ensure that only trusted images are allowed to run in
the hosts, thus mitigating the risk of vulnerable or malicious images. One way to
implement this is to use the Docker Content Trust to digitally sign images with the
help of Docker Notary. It is also recommended to update the base layers frequently
and to select minimalistic base images like Alpine Linux to reduce the attack surface.

Applications often require some secrets, such as usernames, passwords, connection
strings or private keys, to enable proper functionality. It is possible to embed these
secrets directly into the image, but doing so leaves the secrets vulnerable as anyone
that has access to the image can easily parse the secrets from it. Thus, secrets
should not be stored inside the container but stored encrypted on outside storage
and provided dynamically when needed. Docker Swarm Mode provides native
management of secrets providing secure storage and just in time injection of secrets
to containers. In addition, existing enterprise secret management systems can be
used to fetch the data through their API. [10]

Another security risk related to images are configuration defects. For example,
an image might contain an SSH Daemon, thus exposing the container to unnecessary
network-based attacks. Thus, images should not include SSH Daemon or other tools
that provide remote shells, and certainly, they should not be run inside the containers.
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To gain the greatest security benefit from using containers, the containers should not
change significantly during their lifetime. Minor changes should be applied through
the host using the Docker Client, and to make bigger changes, new images should be
deployed. [10]

In conclusion, the most significant security concerns regarding Docker images are
that they might contain malware, outdated or unnecessary components, or other
vulnerabilities. To mitigate these concerns, minimalistic base images should be used,
images should be updated regularly, and images should be scanned for common
vulnerabilities and exposures.

2.4.2 Registry

A high-security risk of registries is to use insecure connections when connecting to
the registries. Insecure communication channels enable package sniffer to see the
contents of the packets in plain-text, which might reveal the contents of images and
authentication credentials. They also increase the risk of man-in-the-middle attacks,
where network traffic intended for registries is intercepted, and then malicious or
outdated images are provided to the hosts connecting to the registry. Another high-
security risk is the use of insufficient authentication and authorization policies in the
registries. For example, using weak passwords, allowing access to everyone, or giving
too many permissions for users. With registry access, an attacker can gain access
to images, remove them or even issue malicious versions of images. Registries and
especially private registries are usually considered to be trusted and thus compromised
registry images might compromise containers and hosts that run them. Even gaining
access to an image can be considered to be a security risk as images might contain
proprietary applications, and the image could reveal significant technical details
about the application to an attacker that could, for example, be used to attack the
containers running the application. [10]

To mitigate these types of risks, the application container security guide [10]
suggests that all hosts are configured to only connect to registries over secure channels
and that registries only accept connections from secure channels. In addition, sufficient
access control and authentication policies should be used to protect access to images,
minimally any write access should require authentication. The access should be
given only to the parties that need it, for example, developers should only be able to
push to a repository they are responsible for. It is also suggested, that the access
control is implemented using existing accounts to take advantage of existing security
controls. Logging of registry activity can also be beneficial to recognize the strange
behavior. Also enabling the Docker Content Trust using the Docker Notary would
enable adding additional step to the deployment process where all images are verified
and signed before pushing them into the registry, thus lowering the amount of write
access needed and preventing an attacker to push a valid image as it is not signed
with just gaining access to registry.

A minor security risk related to registries is that they might contain stale images.
Over time, probably some of the images or at least earlier versions are not anymore
updated, and thus they might contain multiple vulnerabilities. Having these outdated
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images in the registry and not updating them increases the chance that a vulnerable
version of an image is deployed. It is recommended that stale images are removed
from the registry and that the process is automated based on, for example, time
triggers. [10]

One issue in registries come from the complexity or rather the confusingness of
the image version tags. Docker has implemented a tag called latest, but it does not
automatically update the tag to point to the newest version of the image in the
registry, and thus is not a guarantee that the image with the latest tag is actually
the latest version. To get the latest tag to point to the actual latest image, the
latest image should always be pushed to the registry with the latest tag and with the
correct version tag. It is recommended to only use images with specific version tags
to ensure that the version is what it is supposed to be as there are no guarantees
that the latest image is actually the latest and relying on the latest tag might lead
to vulnerable images being deployed. [10]

In conclusion, the most significant security concerns regarding registries are
insecure connections, and insufficient authentication and authorization policies. To
mitigate these concerns, registries should only accept connections over secure channels
and from trusted parties, images should be digitally signed to protect the clients,
and least privilege access control model should be used.

2.4.3 Container orchestration

Traditionally, orchestration tools were designed to be only used by administrators,
and that the administrators have full control of the environment. However, when
utilizing Docker, a single orchestration tool, such as Docker Swarm Mode, has control
over all of the application containers managed by different teams on the hosts that
belong to the swarm. For this reason, access control measures should be taken
into use to mitigate malicious or careless user from impacting the other containers
managed by the orchestration tool. Preferably, the least privilege access control
model should be utilized, which means that users only have access to the actions and
components that their role requires. This is especially important as the orchestration
tool has control over all of the other hosts that it manages. [10]

Docker Swarm Mode does not include any own authentication directory service
in the Docker Community Edition, and the Docker Daemon’s authentication policy,
in general, is all or nothing [3]. This means that a user either has access to the
Docker Daemon and access to all its functionality or has no access what so ever.
However, Docker has a third-party plugin called the access authorization plugin
which enables setting up authentication policies for the Docker Daemon. A concern
presented in the article [10] is related to the fact that many orchestration tools have
own authentication directory service, which is not linked to the existing one used by
the organization, and that this could potentially weaken the account management
practices and leave obsolete accounts available for use. This is especially risky
when the authorization is done with passwords as when the passwords have not
been updated the risk that the account will be compromised becomes considerably
higher due to the passwords generally being quite short. The orchestration accounts
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usually have high privileges, and thus a compromise of an account might compromise
the whole system. Fortunately, the authorization plugin uses certificates and the
certificate’s subject name as the username, thus making it more robust compared to
plain passwords, but still, the old certificates should be revoked, and access rights
updated swiftly when changes are required [3].

To mitigate the possibility of unauthorized access, the application container
security guide [10] recommends that all access to administrative accounts should
be strictly controlled as with these accounts it is possible to impact the whole
environment. Additionally, strong authentication methods should be used like multi-
factor authentication whenever possible and not just username and password. If
possible, it is recommended that existing access directory services are used to provide
centralized access control as it makes it easier for the users to use strong credentials
as they do not have to remember multiple ones. In addition, the centralization
enables easier and more effective monitoring of login anomalies.

In Docker Swarm Mode, traffic between individual nodes belonging to the same
swarm is sent over a virtual overlay network. The swarm manager manages the
overlay network, and all the orchestration traffic is sent as encrypted, but it is also
possible to have the overlay network encrypt application data as well. However,
this should be tested in production as it causes non-negligible overhead according
to Docker [3]. Thus, it is probably more reasonable just to have the applications
encrypt their traffic themselves instead.

A potentially critical risk is that applications with different sensitivity levels
share the same virtual network and thus can communicate with each other directly.
This exposes the more sensitive applications to an increased risk of a network attack
from the less sensitive applications as they are likely less strictly managed. For
example, an application hosting a website might offer a gateway to perform a network
attack against an application that processes and stores sensitive data. To mitigate
the possibility of an attack to a sensitive application, orchestration tool should be
configured to use separate networks for each different sensitivity level. This way
the more sensitive applications have smaller attack surface. In case, two different
sensitivity level applications need to communicate with each other they should utilize
a well-defined interface. [10]

The most critical risk in orchestration tools is the lack or expose of the root of
trust between the hosts that it is supposed to manage. Without the root of trust, all
the communication between the hosts might be exposed, or communications stop.
In addition, unauthorized hosts could potentially join the swarm, and possibly run
containers that the swarm manager commands it to run. Furthermore, there is a
possibility that contamination of one node might expose other nodes as well, in case
the same authentication credentials are also being used on all other nodes. These
are also true in case the root of trust is being used, but it is exposed. [10]

To uphold and mitigate the risk of losing the trust between hosts, the application
container security guide [10] recommends that orchestration tool should be configured
to use a root of trust to provide authentication for all communication between the
hosts, thus creating a secure environment. The root of trust is usually the organiza-
tion’s certificate authority, which is then used to digitally sign certificates for the
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hosts, thus providing the authentication between the hosts. However, Docker Swarm
Mode creates a root certificate authority and provisions certificates automatically
when the swarm is initialized, so it is not necessary to separately create own root
certificate authority for this purpose. This way it can be ensured that only authorized
nodes can join the cluster. Hosts that join the cluster should have a persistent identity
for the duration of their lifecycle, thus ensuring that the same certificate used in
one host cannot be transferred to another host. The systems should be designed to
be resilient to a compromise of an individual host in a way that it does not lead to
the compromise of the other hosts. This type of resilience can be achieved by using
certificate revocation lists and by removing the hosts from the cluster. However, in
case the private key of the certificate authority is compromised, the only way to
make the system secure again is to create a new certificate authority and reprovision
certificates before anything terrible happens.

In conclusion, the most significant security concerns regarding container orchestra-
tion are insecure connections and lack of root of trust between hosts, and insufficient
authentication and authorization policies. To mitigate these concerns, a root of
trust should be established between hosts to ensure secure communication, and
least privilege access control model should be used along with strong authentication
methods. Docker Swarm Mode provides all of the mitigation practices mentioned
above, except the access control [3]. However, the access control can be achieved by
using the Docker’s third-party access authorization plugin to limit the access to the
swarm manager node’s Docker Engine and thus provide a bit more access control.

2.4.4 Containers

Containers are executable instances of images, and thus the vulnerabilities inside the
images are also inside the containers. These vulnerabilities could enable malicious
software to attack that container or even give an attacker access to that container,
and orchestrate attacks on other containers on the host or even the host itself. In
addition, even correctly configured containers may still be vulnerable due to the
defects in the applications they run. For example, a web application inside a container
may be vulnerable to cross-site scripting attacks or the front end of a database may
be vulnerable to SQL (Structured Query Language) injections. Although these are
not directly related to the containers, these vulnerabilities could be exploited in a
way that sensitive information is leaked, or other containers or the host could be
attacked. [10]

To mitigate the risk of having malware or other vulnerabilities inside the containers,
the application container security guide [10] recommends that tools should be used
to find CVEs in the deployed runtime environments. Findings should be patched
swiftly, and deployments should only be allowed on runtime environments that are
maintained properly. In addition, it is recommended to use intrusion detection
methods to detect and prevent attacks within containers. However, existing tools
are often unable to detect attacks within containers, and thus container aware tool
should be taken into use. These tools could try to detect unexpected events, such
as unexpected process execution, system calls, containers, traffic flows, changes to
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configuration files and binaries.
A high-risk security threat of an already compromised container is unrestricted

network access from the container. The default network configuration of Docker
containers enables containers to access each other and the host over the default
network bridge. This is also true when the host’s network namespace is used directly.
A compromised container can thus put other containers and the host at risk of
a network attack. For example, an attacker can scan the network for possible
vulnerabilities to exploit or perform denial of service attacks on services that should
only be accessible from trusted containers, and not anyone from the outside world.
Compromised containers could also attack outside hosts, send the findings to some
remote location, or download additional tools to increase the attack capability. Thus,
it is important that container’s network access should be limited according to the
characteristics of the applications running in the container. Containers that do not
have to communicate with each other should be placed in different networks to isolate
them from each other and containers that do not require networking capabilities
should be configured not to have any network access. It is also recommended to
implement a way to detect network anomalies, such as port scanning, unexpected
traffic flows, or outbound connections to potentially malicious destinations or allow
only trusted outgoing connections in the first place. [10]

Another high-risk security threat of compromised containers are the insecure
container runtime configurations. Docker enables administrators to alter many of the
runtime configurations, and configuring them poorly can lower the security of the
system. For example, by default containers are only allowed to access system calls
that can be safely used within the container, and allowing more system calls might
increase the risk from a compromised container. Even worse is running container in
a privileged mode which gives the container’s processes almost the same access to
the host as processes running on top of the host, thus making the container act as
part of the host operating system and possibly give it the ability to impact other
containers and the host. Another insecure configuration is to allow containers to
mount sensitive directories, such as /boot or /etc, from the host that controls the
functionality of the operating system. In case a compromised container has access to
these sensitive directories, it could potentially elevate its privileges and attack the
host and other containers. [10]

To mitigate the number of bad runtime configurations, the application container
security guide [10] recommends that the compliance of container runtime configuration
standards be automated, thus preventing administrators to set such configurations
that put the runtime environment at risk even by accident. Additionally, Docker
enables the usage of MAC (Mandatory Access Control) technologies like SELinux
(Security-Enhanced Linux) and AppArmor to provide enhanced isolation of containers
and the host running Linux [3]. These technologies can be used, for example, to
prevent containers from accessing certain files, directories, or network sockets, thus
limiting the amount of impact even a compromised container can cause to other
containers or the host. Many Linux distributions provide either SELinux or AppArmor
profiles by default. The default profiles are not very restrictive in terms of normal
use, but they do prevent many vulnerabilities related to compromised containers
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and container escapes by denying access to certain operations and files [9, 14]. For
example, the Docker’s default AppArmor profile allows full access to the network,
file system, and all system capabilities of Docker containers. These default settings
protect the host from containers, but they do not protect containers from other
containers. This security concern can be mitigated by creating tailored profiles for
each container depending on the application they are hosting. For this purpose,
an open source project LiCShield [15] has been developed, which finds out what
are the required capabilities of the given application and generates an AppArmor
profile that only allows those capabilities. In addition, Docker utilizes seccomp
(secure computing) profiles to limit system-level capabilities of containers [3]. Docker
includes a default seccomp profile that drops system calls that are unsafe and in
most cases unnecessary. Minimally the default seccomp profile should be used, but
for high-risk applications, additional system calls could be dropped to minimize the
attack surface.

Containers resources should also be limited to prevent a single container from
exhausting all of the resources [16]. However, the disk space of a bind mount or storage
drivers AUFS, OverlayFS1 and VFS cannot be limited [3], and thus a contaminated
container with access to a bind mount might be able to fill up the whole disk space
of the system as identified in studies [9, 16]. In addition, Device Mapper, BTRFS,
and ZFS only enable limiting the disk space above the default base file system size,
and OverlayFS2 only enables limiting the disk space if the backing file system is
XFS (Extents File System) [3]. The host can be protected from the bind mount by
placing the mount point into a separate partition, and similarly, the host can be
protected from the containers by placing the Docker file system /var/lib/docker/
into a separate partition.

In conclusion, the most significant security concerns regarding containers are
insecure runtime configurations and vulnerabilities and malware within the images.
To mitigate these concerns, the compliance of runtime configuration standards should
be automated, and deployed runtime environments should be scanned for common
vulnerabilities and exposures and the findings patched swiftly.

2.4.5 Host operating system

Host operating systems have very large attack surface as it contains all the ways an
attacker can exploit host operating system’s vulnerabilities. For example, any service
that is accessible from outside the host is a potential breach point, thus increasing
the attack surface. The larger the attack surface is, the more likely it is that an
attacker can find and exploit a vulnerability, which compromises the host operating
system and the containers running on top of the host. [10]

Even though containers provide strong isolation of resources, the shared kernel
inevitably increases the attack surface compared to hypervisors as the kernel may
contain vulnerabilities that might compromise the other containers and the host when
exploited. Thus, hypervisors provide better isolation than containers. Container-
specific operating systems provide a much smaller attack surface than general-purpose
operating systems. They reduce attack surface mainly by not including libraries,
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applications, and package manager that enable a general-purpose operating system to
run applications, such as web servers and databases, directly on top of the host. Thus,
it is recommended that container-specific operating systems should be used instead
of the general-purpose ones. Container-specific operating systems are designed to
host containers, and therefore they only provide the minimal features for hosting
containers, thus reducing the attack surface. Furthermore, they often utilize read-only
file systems and other host hardening practices by default further reducing the attack
surface. If it is not possible to use a container-specific operating system, actions
should be taken to make the attack surface of the host as small as possible. It is
also recommended that only containers should be run on hosts that run containers
and that the host should be operated in a nearly immutable manner only applying
updates and utilizing containers to keep the attack surface minimal. [10]

Every host operating system provides fundamental system components, such as
cryptographic libraries that are used to authenticate remote connections and the
kernel primitives that are used for general process invocation and management. These
components might contain vulnerabilities, and as they lie on the base of container
technology, the vulnerabilities might impact other containers and applications running
on the host. Thus, it is recommended that hosts should be continuously scanned
for well-known vulnerabilities. In addition, all software components, including the
kernel and the Docker Daemon as containers rely on them to function securely and
properly, should be kept up to date with the latest updates recommended for the
operating system and not just applying the security updates. [10]

Insecure runtime configurations can increase the risk of host’s file system tamper-
ing. For example, allowing containers to mount sensitive directories from the host
gives containers the ability to change those files and possibly impact the functionality
of other containers and the host. Thus, the host should ensure that containers
have the minimal set of file system permissions required and that containers that
violate these policies are not deployed. Especially, directories that contain host’s
configuration settings should be out of reach for the containers. Only in very special
cases, containers need to mount local files from the host, and thus Docker Volumes
should be used instead for persisting data on disk to minimize the container’s file
system permissions. [10]

Improper user access rights and allowing direct interactive logons are a big threat
to the host and the containers running on the host. When management of containers
is done directly on the host, rather than utilizing an orchestration layer like Docker
Swarm Mode, the host is exposed to big system changes that might affect the host
and all containers running on top of it. Potentially a user that tries to manage
one container directly on the host unintentionally impacts other containers as well.
Thus, to prevent and identify unauthorized access to the host, all access should be
authenticated, login anomalies should be monitored, and unexpected or privileged
operations should be logged. [10]

In conclusion, the most significant security concerns regarding host operating
system are unnecessary, outdated, and vulnerable components, insecure runtime
configurations, and insufficient access control. To mitigate these concerns, a container-
specific operating system should be used, hosts should be scanned for common
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vulnerabilities and exposures and findings patched swiftly, runtime environments
should be configured securely, and least privilege access control model should be
used.

2.4.6 Hardware

In addition to software-based security, hardware security mechanisms are important
mechanisms for securing the whole computing platform to provide trusted and
secure computing platform. The need for hardware-based security comes from the
increasing complexity of systems and the embedded nature of threats, and thus
security should extend across the whole system, starting from the hardware and
firmware to the container components. The currently available method for providing
trusted computing platform is to use a TPM (Trusted Platform Module), which is
a dedicated microcontroller that performs all of its operations within itself, thus
providing the trust from the hardware. [10]

Devices that have a TPM can verify the integrity of the whole device during the
boot process as it provides protection and detection mechanisms that function in
its hardware. Thus, it can be utilized in the pre-boot and secure boot processes.
It is also possible to extend the trust and integrity verification from the operating
system and the bootloader level to the container runtimes and applications, and thus
provide additional guarantees that no part of the system has been tampered with.
TPM’s procedure for providing security is explained briefly below. [10]

1. Measure the firmware, software, and configuration data before executing them
using RTM (Root of Trust Measurement).

2. Store the measured values in TPM, which is the root of trust hardware, and
it contains the measurements of trusted firmware, software, and configuration
data.

3. Verify that the current measurements match the expected measurements inside
the TPM. In case they match, TPM verifies that the platform can be trusted
to behave as expected and the next piece of code is executed. In case they do
not match, TPM indicates that this is not a trusted computing platform, and
thus the next piece of code is not executed.

The trusted computing process should start with a measured secure boot to provide
a verified system platform. Then move to measure and cryptographically verifying
the bootloaders, operating system kernel, and operating system components, thus
building a chain of trust in the hardware confirming that the whole platform can be
trusted. [10]

TPM can also be used to encrypt data on the host in a way that only the TPM
in question can decrypt the data. This functionality is enabled by the TPM’s capa-
bility to create and store cryptographic keys securely and performing cryptographic
operations such as encryption and decryption of data within itself using its firmware
and logic circuits. Thus, it does not need to use the operating system and therefore
is not exposed to the possible vulnerabilities in it. Each TPM contains a master key
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called the storage root key, which is used to create and encrypt new keys for the user
to use, but the root key itself is never exposed outside. Additionally, the created
keys can be tied to certain platform measurements with a process called sealing, thus
controlling which applications and in which platform state the key can be unsealed
and used for operations, such as, decrypting or encrypting data. [17]

In conclusion, hardware-based security mechanisms should be used to ensure
the integrity of the computing platform to provide a secure computing platform.
In addition, hardware-based security should be used to keep at least sensitive data
encrypted. With these mechanisms, it is possible to protect industrial IoT gateways
even from a malicious entity with physical access to the device.

2.5 Performance and resource usage of Docker
The previous section presented the Docker toolchains security concerns and how those
concerns can be mitigated. This section reviews previous studies about Docker’s
performance and resource usage to see why Docker and Linux containers, in general,
are often called lightweight and often claimed even to achieve near-native performance.

The study by Morabito et al. [1] measured Docker containers CPU (Central
Processing Unit) performance and memory, disk, and network I/O (Input/Output)
performance. The measurements were performed with a Dell Precision T5500 PC,
which has a 4 core processor, 12GB of memory, 128GB SSD (Solid State Drive),
10Gbps network interface and Ubuntu 14.04 (64-bit) operating system. The Docker
version 1.3.2 was used. Each of the measurements was performed 15 times, and
the results were averaged on the final results. CPU performance was tested with
multiple tools Y-cruncher, NBENCH, Geekbench, noloop, and Linpack benchmark.
In multi-core efficiency, almost no degradation was found. Native achieved 98.27%
efficiency whereas Docker 98.16%. Both results from the NBENCH and the Geek-
bench benchmarks indicated that Docker hardly causes any performance degradation
on CPU, and the noloop benchmark further verified these results. However, from
the Linpack benchmark measurements, it was observed that Docker causes at worst
10% CPU performance degradation when the local cache memory and the processor
are not challenged, and when the processor or the cache are challenged no perfor-
mance degradation at all. The memory performance was measured using STREAM
(Sustainable Memory Bandwidth in High Performance Computers) software. The
measurements indicated that the memory performance degradation of Docker is less
than 1% and thus negligible. The disk I/O was measured with a disk and file system
benchmark tool called Bonnie++, and in addition to Bonnie++, a dd Linux command
line tool was used to create a file. The Bonnie++ benchmark results showed that
inside a Docker container the block output was 20% worse, the block input was 10%
worse, random write speed was around 14% worse and the random seeks per second
was around 43% worse compared to the native performance. In dd measurement,
Docker performed 7.37% worse than native. The network I/O was measured using a
network benchmark tool called Netperf. In the netperf’s TCP (Transmission Control
Protocol) stream test Docker introduced 0.00018% network throughput degradation,
but in the UDP (User Datagram Protocol) stream test the network throughput
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degradation was around 43%. In the netperf’s TCP request/response test Docker
introduced 19.36% performance degradation, but in the UDP request response test
the performance degradation was only 12.13%.

The study by Amaral et al. [18] investigated how much performance degradation
a nested container, container inside another container, causes compared to a regular
container. The nested container runs on top of two Docker Daemons, one on top
of the host and one on top of a privileged container. The researches think that
by using nested-container approach, it might be easier to manage the containers
as all containers are inside only one base container. They also think that using
this approach might ease performing inter-process communications, guaranteeing
fate-sharing and sharing the same network, disk and network resources allocated by
the base container. Based on the previous sections, this idea seems flawed as this
approach actually makes a lot of the operations harder. However, it is interesting
to see the performance impact. The performed tests focused on CPU and network
I/O. The measurements were run on a high-performance machine composed of
several 2-way Intel Xeon E5-2630L processors, 64GB of memory and 1Gbps NIC
(Network Interface Card), running Ubuntu 14.04 (64-bit) and Linux Kernel 3.13. The
CPU performance of a nested container was measured using Sysbench benchmark’s
CPU test, and to increase the CPU load more Sysbench CPU test instances were
run simultaneously. The Sysbench results show that a nested container performs
approximately three times worse than a regular container when there are 12 or less
Sysbench instances. However, when more than 12 instances of Sysbench are running,
the native, container and nested container have the same performance. According
to the authors, this change in the performance was caused by the increased context
switching as the machine has 12 cores and more than 12 instances of Sysbench
were run. The network performance was measured using Netperf benchmark’s
TCP stream and request/response tests. First, host to host, host to container and
container to host network performances were measured on a single machine when
the container used the host’s network namespace and when the container used own
network namespace. From these measurements, it was found that when the container
used the host’s network namespace, there was practically no performance degradation
in terms of throughput and latency. However, when the container used own network
namespace and therefore all network communication went through the Linux Bridge,
the throughput was only about half of the native throughput, and the latency was
over twice as high. After that, the network performance impact of a nested container
approach was tested. From the results, it was found that the nested container causes
only minor performance degradation compared to a regular container when both
the base container and the nested container use the host’s network namespace or
just one of the containers uses own network namespace and another host’s network
namespace. When both the base and nested container used own network namespaces,
the network throughput was 21% worse, and the network latency was 28% worse
compared to a regular container.

The study by Casalicchio and Perciballi [19] investigated the CPU and disk I/O
performance impact of Docker version 1.12.3 on low-end hardware. Both the CPU
and disk I/O intensive workloads were generated using Sysbench benchmark. They
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found out that the CPU performance degradation caused by Docker container is
around 10%. However, when the CPU utilization increased over 80%, the perfor-
mance degradation decreased to 5%. In addition, they found out that the disk I/O
performance degradation caused by Docker container ranged between 10% and 30%.
The authors did not mention which storage driver was used, but it was probably the
AUFS as it was the default driver on this Docker version.

The study by Krylovskiy [20] investigated the performance impact of Docker
containers in low-end hardware, more precisely in the RPI B+ (Raspberry Pi Model
B+) and the RPI 2 (Raspberry Pi 2 Model B). The RPI B+ was released in 2014,
and it has a single core ARMv6 (Advanced RISC (Reduced Instruction Set Computer)
Machine version 6) 700MHz CPU and 512MB of memory. The RPI 2 was released in
2015, and it has a 4 core ARMv7 900MHz CPU and 1GB of memory. Both boards
used a 16GB SanDisk Extreme PLUS micro Secure Digital High Capacity UHS-I
(Ultra High Speed-I) Card. In addition, both boards used Raspbian Jessie as their
operating system, the Linux Kernel version 3.18.11, and the Docker version 1.6.0.
The CPU measurements were performed using the NBENCH benchmark. The results
on both boards showed that the Docker containers have basically no impact on the
CPU performance. The memory performance was measured using STREAM software.
The results on both boards showed negligible memory performance degradation. The
network performance was measured using iperf to measure the bandwidth and netperf
to measure the round-trip latency with the request/response test. The benchmarks
were run between the Raspberry Pi and a more powerful PC with a Gigabit Ethernet
card, and the devices were directly connected with each other with an Ethernet cable.
Both benchmarks were run when the container used own network namespace (Docker
NAT applied) and when the container used the host’s network namespace. When
the container used own network namespace, the RPI 2 iperf results showed 7.65%
decrease in the TCP bandwidth, but only 0.51% decrease in the UDP bandwidth
compared to the native. The RPI B+ iperf results showed 48.73% decrease on TCP
and 92.79% decrease on UDP bandwidth compared to the native. However, it was
reported that the RPI B+’s CPU saturated when performing the iperf TCP test
probably due to the NAT. The RPI 2 netperf results showed around 1%, and the
RPI B+ results showed around 30% latency increase for both UDP and TCP tests
compared to the native. When the container used the host’s network namespace
(NAT disabled), the RPI 2 achieved the native bandwidth on both TCP and UDP
iperf tests. The RPI B+ achieved native bandwidth on the UDP test, but on the
TCP test, the bandwidth was 16.58% worse than the native. The RPI 2 netperf
results showed only around 3%, and the RPI B+ results showed around 1% latency
increase for both UDP and TCP tests compared to the native. The disk I/O was
measured using the Bonnie++ benchmark. The Bonnie++ block I/O tests showed
no significant performance degradation of the AUFS storage driver compared to the
native performance. On the RPI B+, AUFS actually performed a bit better than
the native, and on the RPI 2, AUFS performed better in the block input test, but
2.56% worse in the block output test than the native.

In addition to the individual hardware performance tests, the study [20] investi-
gated the Docker’s performance impact on a MQTT (Mosquitto Message Queuing
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Telemetry Transport) broker and a LinkSmart Device Gateway. The applications
were tested inside a container which used own network namespace and inside a
container which used the host’s network namespace. On the RPI 2, the MQTT
broker faced significant message throughput degradation with a small number of
clients when the container was in own network namespace, but when more clients
were added the achieved message throughput was roughly the same as the native
throughput. When the container was in the host’s network namespace, the achieved
message throughput was the same as native throughput regardless of the number
of clients. In terms of latency, both container network configurations had the same
latency as the native, except with a small number of clients the container that used
own network namespace had a slightly higher latency. On the RPI B+, the message
throughput changed similarly as on the RPI 2, but the message throughput of the
RPI B+, in general, was a lot worse than the RPI 2. When the container used the
host’s network namespace, the latency was the same as the native latency. However,
when the container used own network namespace, the gap between the container and
the native latency increased as the number of clients increased. On the RPI 2, the
LinkSmart Device Gateway faced significant request throughput degradation when
ran inside a container. When the container used own network namespace, the request
throughput was 25% worse than the native throughput, and when the container
used the host’s network namespace, the request throughput was 12% worse than the
native throughput. In terms of latency, there was only a minor difference between
native and Docker, native offering the best latency and the host’s network namespace
the second best. On the RPI B+, the relative request throughput degradation was
even higher than on the RPI 2. When the container used own network namespace,
the request throughput was 35% worse than the native throughput, and when the
container used the host’s network namespace, the request throughput was 28% worse
than the native throughput. In terms of latency, there was a significant difference
between native and Docker. When the container used own network namespace, the
latency was approximately twice as high as native latency, and when the container
used the host’s network, the latency was approximately 70% higher than the native
latency.

The study by Felter et al. [21] investigated the performance impact of Docker
version 1.0 for a MySQL server application on top of high-end cloud hardware.
The native performance was compared with three different Docker configurations:
storing the database inside a Docker Volume and using the host’s network namespace,
storing the database inside a Docker Volume and using own network namespace, and
storing the database inside the containers file system (AUFS) and using own network
namespace. The results of this study show that Docker’s performance impact on
memory and CPU performance is negligible, but in I/O intensive workloads Docker
has a bigger performance impact. According to the study, this performance impact
can be decreased noticeably by using Docker volumes for storing databases rather
than storing them directly inside Docker containers file system (AUFS), and by
using the host’s network namespace for workloads with high packet rates, although
this forgoes the benefit of network namespaces. The authors recommend that the
trade-off between performance and ease of management should be considered on a
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case by case basis.
As Docker enables choosing a file system storage driver to be used to store

containers data, the study by Bellavista and Zanni [22] compared the performance
impact of AUFS, Device Mapper, and OverlayFS storage drivers to the native file
systems performance. The performance was tested with I/O and CPU intensive
workloads on a Raspberry Pi Model B+, which only has single core CPU and 512MB
of memory. Most difference between the different storage drivers can be seen on
container startup. Device Mapper had approximately 3 times longer startup time
than AUFS and OverlayFS containers. Most difference between native and Docker
environments could be seen on the execution times of the I/O intensive workload,
where AUFS and OverlayFS had approximately 170% and Device Mapper 200%
longer execution time than the native. In the CPU intensive workload, AUFS and
OverlayFS had 10% longer execution time than the native, and once again the Device
Mapper performed the worst having 35% longer execution time than the native.
Thus, it seems that even in CPU intensive workloads the storage driver has an impact
on the performance. All storage drivers support different features and have different
performance, and thus the storage driver should be chosen on a case by case basis.

In conclusion, Docker’s performance and resource usage have been investigated on
different platforms and with different benchmarks, but the results are not conclusive.
The conclusion that can be made from these studies is that Docker is more lightweight
than hypervisors, but it cannot be said what the actual performance and resource
usage overhead of Docker is.

2.6 Industrial IoT gateways
The previous sections introduced the concept of Linux containers and the Linux
container implementation Docker and its toolchain. In addition, Docker’s security
concerns and ways to mitigate them were discussed. Furthermore, previous studies
on Docker’s performance and resource usage were reviewed. This section discusses
about industrial IoT gateways: what they are and what specific requirements they
have that Docker must fulfill for it to be applicable in the industrial IoT gateways.

The things in the Internet of Things consist of heterogeneous devices. Especially
old industrial devices might not even have internet capability, but still, they are
desired to be included in the IoT world. This diversity arises the need to integrate
all of these devices to collect, store, pre-process, and synchronize the relevant data
with the cloud. The common way is to implement these features in IoT gateways
deployed at the network edge next to the actual devices.

Industrial IoT gateways are embedded devices empowered by SoC (System on
a Chip) computers running Linux operating system with usually quite limited
computational power. The functionality of the gateways changes according to the
requirements of the use case, which means that the gateways might need individual
configuration, especially when old industrial devices are being connected.

The market is full of affordable SoC computers, and their computational power is
growing continuously, which makes using them to empower the IoT gateways feasible.
The growing computational power of SoC computers also enables cost-effectively
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broadening the gateways functionality. Although there are a lot of SoC computers
in the market, the computers in the market might not fulfill the requirements some
industrial environments enforce. For example, the gateway might have to be placed
in very harsh conditions where the actual devices are, where it is hot and humid or
on the contrary quite cold. To tackle these problems, it might be reasonable for an
organization to design own SoC computer that can withstand these harsh conditions.

Considering the wide range of IoT devices, use cases, and the different requirements
each of them have makes implementing this kind of edge intelligence challenging. One
of the challenges is the lifecycle management and deployment of the IoT gateways in
a large-scale infrastructure. The modern SoC computers hardware capabilities and
the IoT gateways functionality make the gateways more comparable to a low-end
cloud server rather than a traditional embedded device, thus increasing the need for
lifecycle management operations, such as upgrading software to add functionalities
and to patch up security vulnerabilities.

Docker seems to provide a flexible solution for the problem of wide diversity of
IoT use cases by offering a way to deploy individual and independent applications
easily and in large-scale. In addition, Docker has been identified to be lightweight
and thus offering a way to gain the benefits of containerization with a low cost in
performance. For this reason, it could be a beneficial technology for industrial IoT
gateways. Another attestation of the usefulness of container-based virtualization is
that according to [20], container-based solutions are more and more adopted by the
industry for development and deployment of applications.

The applicability of Docker in IoT gateways has been investigated briefly in a
study by Krylovskiy [20]. They recommended further investigation into the possible
adoption of Docker in the industrial IoT gateways. However, they identified some of
the following requirements that Docker has to fulfill for it to be applicable in the
industrial IoT gateways:

• Security: There must be a reasonable level of security and ways to ensure
security. In addition, the applications, end-users, and the deployment infras-
tructure must be able to accommodate to the changing security requirements
to provide a secure platform [20].

• Performance and resource usage: The performance and resource usage
overhead should be as low as possible to utilize the scarce network and hardware
resources efficiently [20].

• Lifecycle management and deployment:

– Modularity: There should be support for heterogeneous IoT applications
with different and changing requirements for the gateways functionality.
For this reason, new functionalities should be able to be installed, upgraded
and removed over time without breaking existing functionality. [20]

– Automation: There should be support for automating the provision-
ing of large-scale deployments. These include the initial deployment,
configuration and future updates and other maintenance. [20]
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– Vendor and technology independence: There should be multiple
alternative vendors and technologies to avoid vendor lock-in and simul-
taneous deployment and maintenance of software that utilizes different
technologies. In the worst case, the technology’s support stops and it is
not updated anymore, thus possibly making it vulnerable. [20]

– Dependencies management: There should be a way to deploy the
software with all of their dependencies, independent of the vendor and
the technology. [20]

– Usability: Docker should have a wide adoption as a deployment ap-
proach by large developer community to ensure long-term development
and maintenance of the technology. [20]

• Engineering work: If the adoption of Docker in industrial IoT gateways
significantly increases the required engineering work, many of the claimed
benefits are lost by the costs of additional work.

In conclusion, industrial IoT gateways have a few requirements that Docker must
fulfill in terms of security, performance and resource usage, lifecycle management
and deployment, and engineering work to be applicable in industrial IoT gateways.
In the next chapter, the applicability of Docker in industrial IoT gateways is assessed
in terms of the presented requirements.
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3 Applicability of Docker in industrial IoT gate-
ways

The previous chapter introduced the Linux container technology, one of its imple-
mentations, Docker, and some of its most important additional tools. In addition,
Docker’s security concerns and ways to mitigate them were introduced. Furthermore,
previous studies on Docker’s performance and resource usage were reviewed. Finally,
the industrial IoT gateways and their particular requirements were introduced. This
chapter assesses the applicability of Docker Community Edition (CE) in industrial
IoT gateways in light of the presented requirements.

The focus of this chapter is to investigate the applicability of Docker CE and
not the EE as it is very expensive, and thus it is not suitable for industrial IoT
gateway purposes. The advanced version of the Docker EE is priced at 3500$ per
node per year. The node refers to a single instance of deployed Licensed Software,
and all manage, registry, cache, and worker nodes must be licensed. [3] In practice,
this means 3500$ must be paid for each deployed gateway. The prices are probably
negotiable on a case by case basis.

This chapter is structured to discuss each of the industrial IoT gateways require-
ments for Docker in separate sections. First, Docker is assessed in terms of security
in section 3.1. After that, it is assessed in terms of performance and resource usage
in section 3.2. Then, it is assessed in terms of lifecycle management and deployment
in section 3.3. Finally, it is assessed in terms of engineering work 3.4.

3.1 Security
This section assesses the applicability of Docker in industrial IoT gateways in terms
of security based on findings from the previous chapter and new concerns presented
in this section. In addition, the security of a system that utilizes Docker is compared
to a traditional embedded Linux system’s security. Furthermore, additional ways to
mitigate the security concerns are presented.

As Docker adds another component to the system, it inevitably increases the
attack surface. Docker toolchain covers the whole lifecycle of the application that
runs within the container, and thus the global attack surface is increased from build
to execution of the container. The increased attack surface might be an issue for
the industrial IoT gateways as they may contain sensitive data that should not be
leaked. Even though Docker increases the attack surface, it seems to be a secure
platform when appropriate countermeasures are in place. Attestation of its security
is the lack of CVE Details records that apply to the latest version (Docker version
18.03.0-ce, build 0520e24) [12]. However, these records mostly consider the Docker
Daemon’s security issues and not the whole toolchains.

As pointed out in the previous chapter, the most of Docker toolchain’s vulnera-
bilities are in the category of Permissions, Privileges and Access Controls [11]. This
indicates that the misconfiguration and lack of sufficient access control are the most
significant security concerns. However, these concerns are not only related to Docker
but fundamentally every software system there is. At first, Docker seems to add the
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need for access control as it is necessary to control the Docker commands specific
users can run as every user who has access to the Docker Daemon essentially has root
privileges on the host, and thus can affect other containers. On the other hand, in
traditional embedded Linux systems the administrator must have root privileges to
perform administrative actions. Thus, the option offered by using Docker to limit the
commands users can run enables limiting user’s access to a single container increasing
the platform’s security. This also enables having separate containers maintained
by different entities, which is not feasible in traditional embedded Linux systems.
However, if the same entity maintains all containers on a host, this additional access
control is not really necessary similar to traditional embedded systems, although, this
additional access control could be used to prevent bad runtime options from being
used and different teams from influencing others. Assuming Docker Swarm Mode
container orchestration is used, the good news is that this additional access control
does not have to be implemented in every node, but only on the swarm manager
node as it manages the containers on other nodes.

Docker provides the useful feature of layering images and using base images
that contain the fundamentals for applications to run on top of as containers. The
fundamental idea of Docker is to package applications into containers, which contain
only the required files to run the application. For this reason, minimalistic container-
specific operating systems like Alpine Linux should be used as the base images.
Another reason for this is that the base images have been found to contain vulnerable
components even in their latest versions [13], thus reducing the number of unnecessary
components reduces the risk of possible vulnerabilities and in general, makes the
attack surface smaller.

The application container security guide [10] recommended that some mechanism
should be used to scan the images for known vulnerabilities, and thus it might make
sense to negotiate with Docker to get that service along with a private Docker Hub
repository for a reasonable price to gain some additional security. On the other hand,
even if the vulnerability check is performed and the vulnerabilities found exist in the
base operating system layer, the recommended way to fix them is to wait for a new
version of the base image to be released which might take a while. However, if there
are only a few components that need to be updated, the image size will not increase
that much if the files are just updated on the upper layer. Thus, sometimes it might
be reasonable to update the components separately. Another way for an open source
Linux base image is to take the root file system and update the components outside
of an image and then create a new base image from the updated root file system.
Buying the private Docker Hub repository would also provide the image signing
process, and thus there would be no need to set up own Docker Notary service and
manage additional keys. Thus, with appropriate actions, it is possible to sufficiently
mitigate the risk of having vulnerabilities in the base images for it to not be a problem
for industrial IoT gateways. Although there are still additional risks compared to a
traditional embedded system and the way to mitigate this risk is a bit dependent on
the price of the image vulnerability scan service provided by Docker.

To increase Docker’s security, it is important to improve the existing AppArmor
and Seccomp profiles which the containers use, for example, by denying more system
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calls, preventing certain host files to be mounted to the container and only giving read
access to certain files inside the container. This is especially important if multiple
different entities have containers running in the IoT gateway. Even in a scenario where
there is only one entity maintaining the containers, it is reasonable to improve the
profiles to mitigate the attack surface in case a container is compromised. In addition,
resource limits should be enforced on containers in multi-container environments to
prevent a single container from using up all of the gateway’s resources in case the
container malfunctions, thus possibly rendering the gateway unusable. However, some
operation systems Linux kernels have disabled some resource constraint functionalities,
such as limiting memory usage, by default, but they can be manually enabled. Some
kernels do not even support all resource constraint functionalities. For example,
the Raspbian Stretch’s Linux kernel version 4.14.30-v7+ does not have support for
limiting the CPU usage of a container, thus leaving the host and other containers
vulnerable. Therefore, it is important to use a kernel that has support for all of the
resource constraint functionalities.

The host’s operating system should be a minimalistic operating system as well
as the container’s base operating system as the host only acts as a base for the
containers to run on. This decreases the host’s attack surface, thus making the whole
computing platform more secure. Minimizing the host’s attack surface is also the
reason why even the host should not have a package manager as it enables adding
maybe even too easily components that can change the core functionality of the
host, thus posing as an unnecessary threat. The minimization of the host operating
system also makes it easier to keep the host’s components updated without the
package manager as there are fewer components that need to be kept up to date. The
difference between the container’s base operating system and the host’s operating
system is that the host has the Docker Daemon to run the containers and the SSH
daemon to enable remote control of the host. Through the remote connection, the
host can be updated regularly, including the kernel and the Docker Daemon, in which
the containers rely upon security and functionality. Access to the host should be
strictly controlled as access to the host exposes all of the containers. For this reason,
host access should not be given to individual container administrators, but only for
the platform administrators.

Industrial IoT gateways should also utilize a TPM to verify that the computing
platform the software runs on can be trusted whether Docker is being used or not.
In addition, TPM should be utilized for creating and storing keys the containers
can use to encrypt and decrypt data. Containers need to be explicitly given access
to the TPM socket, and thus it is possible to determine which containers have the
permission to access the socket. However, the TPM has own security measures in
place, so this is not necessary, but of course, access to the socket should not be
granted if it is not needed.

In conclusion, using Docker in the industrial IoT gateways does increase the
potential attack surface and as most of the deployment processes are automated the
potential attacker can quickly influence the whole system. Thus, appropriate counter-
measures should be taken. With the appropriate countermeasures and configurations
Docker can provide a secure environment and in some areas even more secure envi-
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ronment than traditional embedded Linux systems as it provides isolation between
applications, thus making it possible to use microservice software architecture and
potentially include third-party components to the system without compromising the
whole platform. The counterpart to the benefits is the additional configuration and
learning a new way of doing things.

3.2 Performance and resource usage
The previous section assessed the applicability of Docker in industrial IoT gateways
in terms of security. This section assesses the applicability of Docker in industrial
IoT gateways in terms of performance and resource usage based on the findings from
the previous chapter.

Docker and Linux container technologies, in general, are considered to have
a negligible performance overhead compared to native. This overhead has been
investigated in a few research papers [1, 18, 20, 21] in 2015 and [19, 22] in 2017.
Some of the studies investigated the performance overhead using high-end computers
and some using low-end computers such as Raspberry Pis. From the previous studies,
it can be seen that the relative performance overhead of Docker in low-end and
high-end computers are in the same order of magnitude, although in the low-end
computers the relative overhead is a bit higher.

The CPU performance overhead of Docker is described to be negligible in a few
studies [1, 20, 21]. However, a couple of studies [19, 22] noted that the CPU overhead
is around 10%, which is not very negligible for the industrial IoT gateway as it is
very resource-constrained and might need every bit of processing power the CPU
has to offer. After reviewing the results of the studies [1, 18, 19], it seems that the
CPU overhead increases until the CPU utilization reaches around 60 to 80% and
then starts decreasing. According to the study by Amaral et al. [18], the reason for
this behavior is that the amount of context switching increases as they increased the
number of processes to create more load for the processor, but in studies [1, 19] the
number of processes was not increased, but similar behavior was observed. The CPU
performance overhead of Docker clearly requires further investigation as the results
of the previous studies were not completely uniform.

The memory I/O performance overhead of Docker has been found to be negligible
by all of the reviewed papers that performed memory I/O measurements [1, 18, 20, 21].
Thus, the memory I/O performance overhead does not seem to be dependent on the
computing platform, whether it is high-end or low-end. Hence, in terms of memory
I/O performance, utilizing Docker in industrial IoT gateways is not an issue.

The memory consumption of Docker was not addressed in the reviewed papers.
However, this should be investigated to see if Docker consumes too much of the
gateways limited memory capacity. Three things have to be investigated: How much
memory does the Docker Daemon consume? How much memory does a container
consume without any actual workload? Does a process run inside a container consume
more memory than if the process was run on top of the host? The additional memory
consumption is not likely to be large, but it is interesting to see whether there is a
big difference.
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The disk I/O performance overhead of Docker has been found to be quite substan-
tial ranging from 10% to 30% in studies [1, 19], but also quite minimal in another
study [20]. Performance of Docker Volumes or bind mounts were not properly tested,
but generally, they are considered to achieve near-native performance. The disk I/O
performance overhead of Docker clearly requires further investigation as the results
in the previous studies were not uniform, and the Docker Volumes and bind mounts
have not been properly tested.

The additional disk space required by Docker was not addressed in the reviewed
papers. The disk space is not an as scarce resource on the industrial IoT gateways
as other resources, but still, it is essential to acknowledge how much of this resource
is sacrificed to use Docker. Thus, the amount of additional disk space required by
the Docker Engine and the base images should be investigated. The additional disk
space required is not likely to be large as the base images can be reused by the
containers, and thus the disk space does not increase as rapidly when more containers
are created.

In the reviewed papers, there were no conclusive results on the network I/O
performance overhead of Docker. The results varied a lot depending on the platform
the tests were run on and on the type of test. When containers use own network
namespace, there has been substantial performance degradation in certain tests
and negligible degradation in other tests in terms of throughput and latency. The
performance degradation is evidently caused by the use of NAT to map the container’s
network namespace ports to the host ports. However, even by using the host’s network
namespace, and thus not using the NAT, the performance degradation is not entirely
avoided as found in a test of a LinkSmart Device Gateway on Raspberry Pi 2 B
[20], where moving from container using own network namespace to using the host’s
network namespace reduced the overhead from 25% to 12%. Although, these results
were also affected by the performance degradation Docker causes in other parts of
the system. Nevertheless, these results are a good indication of what might the total
performance overhead of Docker be in industrial IoT gateways. The network I/O
performance overhead of Docker clearly requires further investigation.

In conclusion, from the previous research on Docker’s performance, it is hard to
determine the exact overhead it causes and whether the performance cost is too high
for it to be applied in industrial IoT gateways, especially in terms of the network
I/O performance. Docker has also added many new features in the past year, and
the hardware and the Linux kernel are constantly being developed to provide better
support for the Linux containers, and thus the performance overhead of Docker might
have changed. Therefore, the performance and resource usage overhead of Docker
should be further investigated, and thus it is investigated on a Raspberry Pi 3 Model
B+ in the next chapter.

3.3 Lifecycle management and deployment
The previous section assessed the applicability of Docker in industrial IoT gateways
in terms of performance and resource usage. This section assesses the applicability of
Docker in industrial IoT gateways in terms of lifecycle management and deployment
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based on the findings from the previous chapter.
Lifecycle management and deployment are the problems commonly discussed when

the software product is close to having features required for a minimum viable product.
Lifecycle management and deployment concerns about all the tasks needed for
managing the software application from its first deployment to its retirement. These
tasks include, for example, building, deploying, configuring, upgrading, monitoring,
and booting.

Docker is commonly thought to ease lifecycle management and deployment as it
offers a way to distribute applications with all their dependencies without interfering
with other applications dependencies. This enables releasing new features on separate
containers that would otherwise interfere with the initial configuration, thus enhancing
the lifecycle management capabilities. In addition, updating the software inside the
gateways is a bit safer when containers are used as containers are isolated from each
other and the host. Thus, in case a container update goes badly only the container
is harmed instead of the host. In fact, Docker seems to offer all the features required
for lifecycle management and deployment on the application level. It offers tools
for building new images, maintaining image registries, and with the help of Docker
Swarm Mode controlling and managing containers on multiple hosts from the swarm
manager node. However, Docker CE does not provide any assistance on keeping
the hosts updated, and thus still traditional maintenance is required for the hosts.
On the other hand, this can be considered a good thing as the application and the
gateway maintenance can be kept separate.

Docker’s approach of taking containers configuration options as command line
arguments when creating the container makes adjusting individual containers config-
uration quite easy. Docker also provides features such as Docker Configs and Secrets
that enable images to be as universal as possible. Thus, there is no need to build
a new image when only the container’s or the application’s configuration has to
be changed. This is very important for lifecycle management and deployment of
numerous gateways that have to be individually configured for a specific purpose.
Docker can also be utilized to take advantage of microservice software architecture,
where each gateway is only deployed with the service containers that a particular
gateway requires instead of having all of the capabilities in every gateway.

The fact that Docker is a third-party software component is one major concern
in terms of the lifecycle of industrial IoT gateways. There is a risk that the Docker’s
development stops, and thus no more security updates and support is available.
These risks are not very likely to be realized any time soon, but this aspect has
to be considered when the decision of using Docker as the deployment platform is
made. These risks are partly relieved by the fact that Docker has established the
Open Container Initiative [23], which specifies the container runtime and the image
specifications. In addition, Docker is backed up by many big companies like Alibaba
Cloud, Cisco, Hewlett Packard, IBM (International Business Machines Corporation),
and Microsoft [3].

In conclusion, Docker does provide the means for performing lifecycle management
and deployment in an efficient and versatile way. It also provides new possibilities
for lifecycle management and a very flexible way to deploy applications in the long
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run as the containers and the host are separated. Thus, it is a very powerful tool for
performing lifecycle management and deployment in industrial IoT gateways.

3.4 Engineering work
The previous section assessed the applicability of Docker in industrial IoT gateways in
terms of lifecycle management and deployment. This section assesses the applicability
of Docker in industrial IoT gateways in terms of the required engineering work. In
addition, the engineering work required by Docker is compared to engineering work
required by a traditional embedded Linux system.

Utilizing Docker means a whole new way of working with software as containerizing
applications change the whole software development and deployment process and
opens up new opportunities like utilizing microservice software architecture. Thus,
the most additional engineering work compared to traditional embedded Linux
systems comes from educating the workforce on the Docker technology and how it
can be utilized to take as many benefits as possible for the whole lifecycle of the
software. In application container security guide [10], it was noted that it is essential
that employees are willing to adapt to a new deployment model and that they are
encouraged to use the recommended practices instead of just forcing things to work.

At first, new automated processes need to be developed to build images and
to deploy them to the Docker Registry. Docker offers various ways to automate
building images, and they are quite easy to implement. In addition, automating the
pushing of images to the Docker Registry is very easy as it is essentially just a HTTP
(Hypertext Transfer Protocol) Post which can be performed using the Docker Client.

For storing and distributing Docker images, a Docker Registry is required. Setting
up a self-hosted private registry is relatively easy and does not require much work,
and it does not differ that much from setting up a private package manager repository.
The registry and the nodes should be protected using a public-key infrastructure
only to enable authorized nodes to connect to the registry and only to a registry that
has the certificate signed by the trusted certificate authority. Thus, only connections
through secure channels should be accepted. In addition, additional access control
should be used to provide more fine-grained access control. Luckily, there are many
services, such as JFrog Artifactory [24], which provides these functionalities and only
the public-key infrastructure should be set up to protect the registry and the nodes.
The registry can also be bought directly from Docker along with other services,
such as Docker Notary Service for image signing to reduce the amount of work and
maintenance.

To perform the image signing, Docker offers an application called the Docker
Notary Client, which can be used to automate the image signing process. However,
if a self-hosted registry is being used, the Docker Notary service also has to be
self-hosted to handle the server side of the image signing process. The signing process
also requires additional key management. On the other hand, package manager
repositories should also utilize package signing methods, and thus the additional
effort compared to package manager repositories is quite limited. This service can
also be bought directly from Docker along with a private registry to reduce the
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amount of work. However, the Docker Notary Client still has to be used to sign
images and then use Docker Client to push the signed images to the registry.

Docker Engine enables and requires a lot of configuring depending on the appli-
cation. The configuration is not really related on the functionality of the application
inside the container, but rather additional security measures that should be used in
production, but are not enabled by default, such as enabling Docker Content Trust
and improving AppArmor profiles. Additionally, if containers maintained by multiple
different entities are run on the host, additional access control measures should be
taken into use, thus adding more work. However, this kind of setup is really not
possible without Docker, and this is the way Docker enables implementing a system
that can run containers maintained by different entities securely. Luckily, by utilizing
the Docker Swarm Mode, this access control is only needed in the manager node if
the container administrators are only allowed to deploy their containers from the
Swarm Manager Node.

Even when Docker is being used, the host has to be patched as in the case of a
traditional embedded Linux system. Thus, the patching of the host does not really
increase the work amount compared to a traditional system. On the other hand,
patching the Docker containers is extremely easy as Docker provides the Docker
Swarm Mode, which is an orchestration tool that makes it really easy to deploy
and manage containers. With the Docker Swarm Mode, it is possible to manage
containers on all of the nodes by just running commands on the swarm manager node,
and thus making the management of multiple nodes very simple and efficient. In
addition, the Docker Swarm Mode does not require much configuration, and it even
implements own public-key infrastructure automatically. Although, if own certificate
authority is desired, it has to be configured separately.

Overall, using Docker increases the required engineering work especially in the
beginning as employees must be educated and later on because of the additional
components like containers that have to be configured. However, Docker has made
the additional engineering tasks as easy as possible and provides extensive guides
on how to perform the tasks in a recommendable way. In addition, Docker offers
quite a lot of services that can be bought to reduce the amount of work. The
additional engineering work is one trade-off between the benefits of containerization
and the container orchestration, but whether the trade-off is worth it or not has to
be evaluated on a case by case basis. The industrial IoT gateways do gain a lot of
benefits and new possibilities by using Docker, but the additional engineering work is
highly dependent on factors, such as organization, employees, security requirements,
software architecture, and desired features.
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4 Performance and resource usage measurements
of Docker

The previous chapter assessed the applicability of Docker in industrial IoT gateways,
and from the assessment, it was found that Docker’s performance and resource usage
should be further investigated. Therefore, in this chapter, performance and resource
usage of Docker is evaluated and compared to the native hardware performance on
Raspberry Pi using commonly used benchmark tools. Raspberry Pi was chosen as
the test platform as it has comparable computational power to an industrial IoT
gateway.

The performance and resource usage measurements were performed using a
Raspberry Pi 3 Model B+ [25]. The relevant hardware specifications are presented in
table 2, and the used software versions are presented in table 3. The Debian Stretch
Slim was used as the base operating system image for the Docker containers used
for testing as the Raspbian operating system does not have an official Docker image
available.

Table 2: The relevant hardware specifications of Raspberry Pi 3 Model B+ [25].

Component Specification
Processor Broadcom BCM2837B0, Cortex-A53 (ARMv8) 64-bit SoC @ 1.4GHz
Memory 1GB Low-Power Double Data Rate 2 Synchronous Dynamic Random Access Memory
Disk Transcend TSRASPI10-16G - 16GB micro Secure Digital Card
Network Gigabit Ethernet over Universal Serial Bus 2.0 (maximum throughput 300 Mbps)

Table 3: The used software versions [25].

Software Version
Operating System Raspbian GNU/Linux 9 (Stretch) 32-bit
Kernel 4.14.30-v7+
Docker 18.03.0-ce, build 0520e24
Container Base Image arm32v7/debian:strecth-slim

In the rest of this chapter, the performance and resource usage measurement
methodologies, results, and analysis are presented for the CPU in section 4.1, memory
in section 4.2, disk in section 4.3, and network in section 4.4.

4.1 CPU – Sysbench
This section presents the CPU performance measurements methodology and the
results. In addition, the results are analyzed and compared to the results of previous



49

studies. Furthermore, the results are assessed in terms of Docker’s applicability in
industrial IoT gateways.

The CPU performance measurements were performed using a simple scriptable
multi-threaded benchmark tool called Sysbench [26]. The used version of Sysbench
was 0.4.12. The Sysbench’s CPU benchmark test calculates prime numbers up to
a value specified by the cpu-max-primes option and measures the total execution
time of the calculation [27]. Sysbench is available pre-compiled in the Raspbian and
Debian Stretch’s repository.

The Sysbench CPU benchmark was run both on top of the native operating
system and inside a Docker container. The benchmark was run with 4 different
configurations: using 1 core, 2 cores, 3 cores, and 4 cores. The reason for these
4 different test cases is to increase the CPU utilization to detect if the utilization
effects the amount of CPU performance degradation Docker causes as observed in
previous studies [1, 18, 19]. In each of the test cases, the Sysbench CPU benchmark
was run 100 times. The cpu-max-primes option was set to 32 000 as calculating up
to 32 000 lasted long enough for the total calculation time to provide more stable
results on each test run.

The mean total execution time of the 100 Sysbench CPU benchmark runs was
calculated for each of the test cases. These results are presented in figure 3, where the
corresponding native and Docker runs are side by side. The standard deviation is not
included in the figure as it was lower than 1% on each of the test cases. Additionally,
the relative difference between the mean total execution times of native and Docker
was calculated for each of the configurations, thus indicating the CPU performance
impact of Docker. The CPU performance impact of Docker is presented in table 4
for each test configuration.

Figure 3: The mean total execution times of 100 Sysbench CPU benchmark runs
using 1, 2, 3, and 4 cores both on top of the native system and inside a Docker
container.
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Table 4: The CPU performance impact of Docker. The negative percentage means
that the CPU performance has degraded.

Cores CPU utilization CPU performance impact
1 25% -8.0%
2 50% -6.7%
3 75% -13.4%
4 100% -7.6%

From the results, it can be seen that Docker causes some CPU performance
degradation. At worst, the performance degradation is 13.4% when the CPU
utilization is 75%. The results show that the overhead starts decreasing after
the utilization increases above 80% as observed in the studies [1, 18, 19]. However,
the overhead does not seem to increase continuously until the utilization reaches
80% as observed in the studies. Nevertheless, the relative performance degradation
is roughly in the same order of magnitude as found in the studies.

In conclusion, Docker causes around 9% CPU performance degradation, which
does slow down the operations of the industrial IoT gateway. However, most of the
gateway’s operations are not as time critical that their functionalities would suffer
from the performance degradation. On the other hand, if the gateway is desired to
run at its peak performance and especially if there are a lot of operations that are
CPU heavy, Docker is not the recommendable deployment approach.

4.2 Memory
The previous section presented the methodologies, results, and analysis of the CPU
performance and resource usage measurements. This section presents the memory
performance and resource usage measurements methodologies and results. In addition,
the results are analyzed and compared to the results of previous studies. Furthermore,
the results are assessed in terms of Docker’s applicability in industrial IoT gateways.

Memory has two fundamental characteristics: the I/O throughput and the mem-
ory capacity. Thus, first the Docker’s impact on the memory I/O throughput is
investigated in subsection 4.2.1, and after that, the amount of additional memory
capacity Docker consumes is investigated in section 4.2.2.

4.2.1 Memory I/O – STREAM

The memory I/O performance measurements were performed using a simple syn-
thetic benchmark tool called STREAM (Sustainable Memory Bandwidth in High
Performance Computers) [28]. The used version of STREAM was 5.10. STREAM
is designed to use datasets much larger than the cache on any system to produce
results that are indicative of the performance of very large vector style applications.
It measures sustainable memory bandwidth for simple vector kernel operations: copy,
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scale, add and triad. These kernel operations are presented in table 5. Each kernel
operation provides more information to the results [29]. Copy measures the transfer
rates when there are no arithmetic operations. Scale performs a simple arithmetic
operation. Sum performs an operation that requires three operands to enable multiple
load and store ports to be tested. Triad performs a combination of the other kernels.
Each kernel operation is run 10 times by default, and the best result excluding the
first iteration is reported for each run as a result. STREAM’s source code can be
found from its website [28]. The source code is both available in C and FORTRAN
(Formula Translator).

Table 5: STREAM benchmark’s kernel operations [28].

Operation Kernel
Copy x[i] = y[i]
Scale x[i] = q ∗ y[i]
Add x[i] = y[i] + z[i]
Triad x[i] = y[i] + q ∗ z[i]

The STREAM benchmark was run both on top of the native operating system
and inside a Docker container. STREAM’s C source code was used and built using
GCC (GNU Compiler Collection) with the OpenMP (Open Multi-Processing) library
to enable multi-threaded execution of the benchmark. The default array size of 10
million was used as it provided large enough, but not too large array to comply with
the general rule of STREAM that each array must be at least four times the size
of the sum of all the last-level caches or 1 million, whichever is larger [28]. The
benchmark was run 10 000 times with 5-second break between each run.

The mean memory throughput of the 10 000 STREAM benchmark runs was
calculated for each kernel operation. These results are presented in figure 4, where
the corresponding native and Docker runs are side by side. The standard deviation
is not included in the figure as it was lower than 1% on each of the test cases.
Additionally, the relative difference between the mean memory throughput’s of native
and Docker was calculated for each of the kernel operations, thus indicating the
memory throughput impact of Docker. The memory throughput impact of Docker is
presented in table 6 for each kernel operation.

From the results, it can be seen that Docker causes negligible memory throughput
degradation or rather not any degradation at all as the largest observed degradation
is only 0.18%. This very minor degradation might have been caused by the CPU
performance degradation, which was observed in the CPU performance measurements
performed in the previous section. These results are in line with the results of previous
studies on Docker’s performance [1, 18, 20, 21].

In conclusion, Docker causes negligible memory throughput degradation or rather
not at all. Thus, in terms of memory performance, it does not matter whether an
application is run inside a Docker container or on top of the native system.
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Figure 4: The mean memory throughputs of 10 000 STREAM benchmark runs for
each kernel operation both on top of the native system and inside a Docker container.

Table 6: The memory throughput impact of Docker. The negative percentage means
that the memory throughput has degraded.

Operation Memory throughput impact
Copy -0.18%
Scale -0.15%
Add -0.14%
Triad -0.15%

4.2.2 Memory consumption

In the previous chapter, it was noted that no previous studies about the memory
consumption of Docker had been made, and thus three research questions were
presented: How much memory does the Docker Daemon consume? How much
memory does a container consume without any actual workload? Does a process run
inside a container consume more memory than if the process was run on top of the
host? For the rest of this subsection, the total memory refers to 0.97GB, which is
the total available memory capacity in the Raspberry Pi 3 Model B+.

To answer the first presented research question, the memory consumption of
Docker Daemon was checked when no containers were running. The Docker Daemon
consumed 4.5% of the total memory. However, Docker had another process Docker-
Container Daemon running, which consumed 1.7% of the total memory. Thus, in total
Docker consumed 6.2% of total memory without any actual containers or commands
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being run.
To answer the second presented research question, a container without any

real workload was started to run in the background, and after that, the memory
consumption of Docker was checked. The Docker Daemon consumed 4.9% and the
Docker-Container Daemon 1.8% of the total memory, thus totaling 6.7% of the
total memory. After that, a second container was started, and then the memory
consumption of Docker was checked. The Docker Daemon consumed 5%, and the
Docker-Container Daemon consumed 1.8% of the total memory, thus totaling 6.8% of
the total memory. Thus, each container run after the first container only increases the
memory consumption by 0.1% of the total memory. This low memory consumption
is achieved by the container not having to run any other processes than the actual
workload.

To answer the third presented research question, a bash script that loaded a
100Mb file into its memory was run both on top of the host and inside a Docker
container. Both processes consumed precisely the same amount of memory.

In conclusion, Docker itself consumes approximately 6-7% of the total memory.
The actual containers do not consume a lot of memory, and thus running more
containers does not considerably increase the consumed memory. Processes consume
the same amount of memory whether they are run inside a container or directly
on top of the host. Therefore, the Docker’s memory consumption is acceptable for
an industrial IoT gateway that has at least the same amount of memory as the
Raspberry Pi 3 Model B+.

4.3 Disk
The previous section presented the methodologies, results, and analysis of the memory
performance and resource usage measurements. This section presents the disk
performance and resource usage measurements methodologies and results. In addition,
the results are analyzed and compared to the results of previous studies. Furthermore,
the results are assessed in terms of Docker’s applicability in industrial IoT gateways.

A disk has two fundamental characteristics: the I/O throughput and the storage
capacity. Thus, first the Docker’s impact on the disk I/O throughput is investigated
in subsection 4.3.1, and after that, the amount of additional storage capacity Docker
consumes is investigated in section 4.3.2

4.3.1 Disk I/O – Bonnie++

The disk I/O performance measurements were performed using a hard drive and
file system benchmark tool called Bonnie++ [30], which is a C++ version of the
original Bonnie, which is written in C. The used version of Bonnie++ was 1.97.3.
The Bonnie++ benchmark performs various simple tests to measure hard drive and
file system performance. The tests perform database type access to a single file or
a set of files if the test file size is set to more than 1GB of storage. The database
type accesses include writing and reading per character and in blocks. In addition,
creating, stat()ing, and deleting small files is tested. Furthermore, random seek
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performance is tested. The developer of Bonnie++, Russel Coker, recommends that
suitable tests should be decided for comparison after running the benchmark [30].
Bonnie++ is available pre-compiled in the Raspbian and Debian Stretch’s repository.

The Bonnie++ benchmark was run both on top of the native operating system and
inside a Docker container. Inside a Docker container, the benchmark was performed
both on a Docker Volume, Bind mount, and location that was under the storage
driver. The native file system was the ext4 (fourth extended file system), and the
Docker storage driver was the OverlayFS2, which is the preferred storage driver and
the default on Raspbian Stretch. The test file size for I/O performance measurements
was set to 2GB as the test file size should be at least twice the amount of memory
in the system [30]. In each of the test cases, the benchmark was run 100 times by
setting the parameter -x 100.

The Bonnie++ reports quite many different metrics. The chosen metrics for
comparison are the sequential block I/O, random seeks per second, and the sequential
and random file creations and deletions per second as they are common disk I/O
operations for database applications. Especially, the random seek performance is
relevant for an industrial IoT gateway application as the database files are not always
able to entirely fit into the available memory as the gateways have so little memory.
Per character I/O was not included as the CPU utilization during the tests was
close to 100%, and thus the degradation seen in the results is affected by the CPU
performance degradation caused by Docker. The results for each of the chosen metrics
are presented separately below. Additionally, the relative difference between the test
results on top of the native system and inside a Docker container was calculated for
each of the chosen metrics, thus indicating the disk performance impact of Docker
with different configurations. The disk performance impact of Docker is presented in
table 7 for each of the chosen metrics.

The Bonnie++ sequential block output test uses the C system call write(2) to
create and write to a file, and the sequential block input test uses the C system
call read(2) to read from the file [30]. In the Bonnie++ documentation [30], the
sequential block input test is referred to be a very pure test of sequential block input
performance. The Bonnie++ sequential block I/O results are presented in figure 5,
where the corresponding native and Docker runs are side by side. The error bars
indicate the standard deviation of the results.

From the sequential block output results, it can be seen that Docker causes
some sequential block output performance degradation in all configurations. Docker
Volume performed the worst with 6.65% worse performance than native, and the
bind mount performed the best with only 2.38% worse performance than the native.
The standard deviation is around 20% on all of the test configurations except on
the OverlayFS2, which had 17%. The standard deviation is very high, but it is not
surprising for disk operations. A surprising result is that the OverlayFS2 has slightly
better performance on average than the Docker Volume, although the difference is
marginal.

From the sequential block input results, it can be seen that there was no per-
formance degradation in any of the tested Docker configurations compared to the
native. The Docker configurations performance is even marginally better than the
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native. In addition, the standard deviation is very low on each test, at highest 1.49%
on the bind mount test. Thus, it can be stated that Docker in any of the tested
configurations has a negligible impact on block input performance.

Figure 5: The block output and input throughput achieved by Bonnie++ benchmark
in different file systems. Error bars indicate the standard deviation.

The Bonnie++ random seek test runs multiple seek processes in parallel. Total
of 8000 lseek(2)s is performed to locations in a file specified by the pseudo-random
number generator. For each lseek(2), the block is read using the system call read(2),
and in 10% of the cases the block is tampered and written back with system call
write(2). The Bonnie++ random seek results are presented in figure 6, where the
corresponding native and Docker runs are side by side. The error bars indicate the
standard deviation of the results.

Figure 6: Random seeks performed per second by Bonnie++ benchmark in different
file systems. Error bars indicate the standard deviation.
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From the random seek results, it can be seen that Docker causes some random
seek performance degradation in all configurations. The bind mount performed
the worst with 7.13% worse performance than the native, and the storage driver
performed the best with only 2.71% worse performance than the native. The Docker
Volumes performance was between these two with 5.65% worse performance than
the native. The standard deviation is around 20% on all of the test configurations.

The Bonnie++ sequential and random file creation and deletion tests are per-
formed using file names with 7 digit number and a random alpha-numeric character
from 0 to 12 [30]. In the sequential file creation test, the random character is placed
at the end of the filename, and in the random file creation test, the random character
is placed at the beginning of the filename. This way the files created in the sequential
test are stored in the directory in the same order as they were created, and in the
random test, the order is not the same. In the sequential file deletion test, the created
files are deleted in the same order as they appear in the directory, which is the same
order as they were created. In the random file deletion test, the created files are
deleted in random order. The Bonnie++ sequential and random file creation and
deletion results are presented in figure 7, where the corresponding native and Docker
runs are side by side. The error bars indicate the standard deviation of the results.

Figure 7: Sequential and random file creations and deletions performed per second
by Bonnie++ benchmark in different file systems. Error bars indicate the standard
deviation.

From the file creation and deletion results, it can be seen that the Docker bind
achieves almost the native performance. However, the standard deviation of the bind
mount is a bit smaller than the native. A surprising result is that the Docker Volume
seemed to perform the worst in every test, except the random delete test. It also
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has the highest standard deviation in each test. The OverlayFS2 performed slightly
better than the Docker Volume in every test, except the random delete where it
performed slightly worse than the Docker Volume. Thus, if the application has to
perform a lot of file creation and deletion, it is reasonable to use Docker bind over
other alternatives.

Table 7: The performance impact of different disk operations in different Docker file
system configurations. The negative percentage means that the performance has
degraded.

Bonnie++ Test Docker Bind Docker Volume Docker OverlayFS2
Block Output -2.38% -6.65% -5.98%
Block Input +0.04% +0.04% +0.08%
Random Seeks -7.13% -5.65% -2.71%
Sequential Create -1.52% -8.67% -6.35%
Sequential Delete -0.76% -10.38% -8.57%
Random Create -3.92% -12.02% -6.25%
Random Delete +0.75% -3.68% -10.35%

In conclusion, the Docker bind mount has the best overall performance and almost
achieves the native performance in most areas. Only the random seek performance is
worse than on Docker Volume and OverlayFS2. Surprisingly, the OverlayFS2 is the
second best alternative performing better than the Docker Volume in all tests except
the random delete test. The Docker Volume is the recommended solution for storing
persistent data, such as databases, because it is managed by Docker, although it
seems to have the worst performance. All of the file systems performed as well as the
native in the block input test, and thus in terms of performance, it does not matter
where read-only files are being stored. For an industrial IoT gateway application,
it is reasonable to utilize the Docker bind mount for storing the database instead
of the Docker Volume to achieve better performance. However, the Docker Volume
can be used if the trade-off between the performance and management is considered
worth it.

4.3.2 Disk space

In the previous chapter, it was noted that no previous studies about the additional
disk space Docker consumes had been made. The additional disk space consumed
by Docker consists of the Docker Daemon itself, all of the additional packages that
Docker requires that are not already in the native system, and the base images
required to run the containers. Thus, the additional disk space required is dependent
on the native system and the base images that are being used.

The additional disk space required by Docker was investigated on Raspbian
Stretch. After installing the Docker CE and the required packages, 391MB more
disk space was consumed. After that, the Debian Stretch Slim Docker image was
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downloaded from the Docker Hub. The image size reported by Docker was 41.4MB.
These add up to 432.4MB, which is quite a small amount when considering that the
industrial IoT gateways also store the actual data from the devices.

In conclusion, by only using one simplistic base image for all containers the
additional disk space can be kept really small as Docker can reuse the single base
image for all other containers without copying it. On the other hand, if the base
images are changed a lot inside the container, the additional disk space increases
as the modified files have to be copied into a writable layer. This problem can be
avoided in, for example, database applications by placing the data inside a Docker
Volume or a bind mount. Thus, the additional disk space required by Docker should
not be a problem for industrial IoT gateways.

4.4 Network
The previous section presented the methodologies, results, and analysis of the disk
performance and resource usage measurements. This section presents the network
performance and resource usage measurements methodologies and results. In addition,
the results are analyzed and compared to the results of previous studies. Furthermore,
the results are assessed in terms of Docker’s applicability in industrial IoT gateways.

The network performance has two main characteristics: bandwidth and latency as
identified in other related studies [1, 18, 20, 21]. Thus, first the Docker’s impact on
the network bandwidth is investigated in section 4.4.1, and after that, the Docker’s
impact on the network latency is investigated in section 4.4.2.

To perform the network measurements, the network benchmark servers were run
on a Lenovo ThinkPad T420, and connected directly with a 5-meter STP-CAT-5E
(Shielded Twisted Pair-Category-5E) RJ45 (Registered Jack 45) Ethernet cable to
the Raspberry Pi 3 Model B+, which ran the network benchmark clients. During
the measurements, the Lenovo ThinkPad T420 was plugged into a charger, and
the WLAN (Wireless Local Area Network) was turned off. The relevant hardware
and software specifications of the Lenovo ThinkPad T420 are presented in table 8.
The network benchmark results should have reached the maximum capability of the
Raspberry Pi 3 Model B+, as the benchmark servers were running on top of more
powerful hardware than the clients.

Table 8: The relevant hardware and software specifications of Lenovo ThinkPad
T420.

Component Specification
Processor Intel R⃝ CoreTM i5-2520M @ 2.50GHz
Memory 4GB Double Data Rate 3 Synchronous @ 1333MHz
Network Gigabit Network Connection
Operating System Debian GNU/Linux 9 (Stretch) 64-bit
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The measurements were run on top of the native operation system (native), inside
a Docker container that was using own network namespace (docker), and inside a
Docker container that was using the host’s network namespace (dockerhost). Each
configuration was tested for 1 hour, which is long enough time on a direct link with
no other traffic to provide reliable results.

4.4.1 Network bandwidth – iperf3

The network bandwidth measurements were performed using iperf3 [31]. The used
version of iperf3 was 3.1.3. Iperf3 is a benchmark tool for measuring the maximum
achievable bandwidth on IP networks with both TCP and UDP protocols. It reports
the achieved bandwidth and the packet loss. Iperf3 is available pre-compiled in the
Raspbian and Debian Stretch’s repository.

The iperf3 benchmark was run with both TCP and UDP protocols. In addition,
both the upload and the download bandwidths were measured. In the UDP protocol
measurement, the target bandwidth was set to unlimited to measure the maximum
achievable bandwidth. The results are presented in figure 8, where the corresponding
native and Docker runs are side by side. Additionally, the relative difference between
the test results on top of the native system and inside a Docker container was
calculated for each test, thus indicating the network bandwidth impact of Docker
in different network configurations. The network bandwidth impact of Docker in
different network configurations is presented in table 9.

Figure 8: The network bandwidth measured by iperf3 benchmark in different network
configurations.
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Table 9: The network bandwidth impact of Docker in different network configurations.
The negative percentage means that the performance has degraded.

Iperf3 Test Dockerhost Docker
TCP Upload 0.00% -2.74%
TCP Download -1.65% -2.07%
UDP Upload -1.40% 157.69%
UDP Download -0.41% -0.41%

From the results, it can be seen that Docker causes minor network bandwidth
degradation. When container uses the host’s network namespace, the largest network
bandwidth degradation of 1.65% is seen in the TCP download test. However, in the
TCP upload test, there is no degradation at all. When container uses own network
namespace, the largest network bandwidth degradation of 2.74% is seen in the TCP
upload test, and the lowest degradation of 0.41% is seen in the UDP download
test. Interestingly, the iper3 result of the UDP upload test reported 737Mbps as
the bandwidth, which is even higher than the hardware is capable of according to
the hardware specifications [25]. There is likely some bug in the Docker’s network
implementation, and thus it was reported to the Moby project GitHub [32] with the
issue number 36923, and hopefully, they can fix this issue. The real result is very
likely the same as when the container used the host’s network namespace as the
UDP download results were the same for both network configurations.

The results are in line with the previous studies [20, 21]. However, study [1],
which measured the network throughput with the netperf benchmark’s stream test,
reported UDP stream degradation of 43%. This inconsistency seems odd as all three
of the studies were performed in 2014–2015. On the other hand, it is identified in the
study [1] that the length of the transmission might have affected the results. Thus,
the results of studies [20, 21] are more reliable, especially as the results of this thesis
are similar, even though different benchmark tool and different version of Docker
was used.

In conclusion, the network bandwidth degradation of Docker in both network
configurations is negligible. Thus, in terms of bandwidth, it does not matter whether
an application is run inside a container or on top of the native system, and it does
not matter whether the container uses own or the host’s network namespace.

4.4.2 Network latency – netperf

The network latency measurements were performed using netperf [33]. The used
version of netperf was 2.6.0. Netperf is a benchmark tool that has several predefined
tests to measure various aspects of network performance. The primary focus of the
benchmark is to measure unidirectional throughput and request/response performance
with both TCP and UDP protocols, but it also includes other tests. Netperf is available
pre-compiled in the Debian Stretch’s repository, but not in the Raspbian Stretch’s
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repository. Thus, the Debian Stretch’s package was also used on the Raspbian
Stretch.

Only the netperf request/response test was run with both the TCP and UDP
protocols. The request/response reports the transaction rate per second, where each
transaction is a combination of a 1-byte request and 1-byte reply, and only one
transaction is en route at a time [33]. Thus, the transaction rate’s reciprocal can be
considered to describe the end-to-end latency or more formally RTT (Round-Trip
Time). The results are presented in figure 9, where the corresponding native and
Docker runs are side by side. Additionally, the relative difference between the test
results on top of the native system and inside a Docker container was calculated
for each test, thus indicating the network latency impact of Docker in different
network configurations. The network latency impact of Docker in different network
configurations is presented in table 10.

Figure 9: The network latency (RTT) measured by netperf request/response test in
different network configurations.

Table 10: The network latency (RTT) impact of Docker in different network con-
figurations. The positive percentage means that the performance has degraded.

Netperf Request/Response Dockerhost Docker
TCP 11.38% 25.33%
UDP 6.69% 22.73%



62

From the results, it can be seen that Docker causes additional latency, thus
resulting in a lower transaction rate. When container uses the host’s network
namespace, the additional latency on TCP is around 11% and on UDP around 7%.
When container uses own network namespace, the additional latency on TCP is
around 25% and on UDP around 23%. This means that when the container uses own
network namespace the additional latency on TCP is over twice and on UDP over
three times as much compared to a container that uses the host’s network namespace.
This difference between the two container network configurations is likely caused by
the NAT being used when the container uses own network namespace.

The results are in line with the previous study [1] on Docker’s performance
performed in 2015. However, study [20] reported much smaller additional latency
on Raspberry Pi 2 Model B also in 2015. It is hard to estimate the reliability of
either of these previous studies as they did not reveal enough details of their tests.
However, the results of this thesis are likely the best knowledge of the current network
latency impact of Docker in different network configurations overall or at least in the
Raspberry Pi 3 Model B+.

In conclusion, Docker causes a quite substantial amount of additional latency,
especially when the container uses own network namespace. The additional latency
affects the maximum performance of industrial IoT gateway type of applications
as they receive a lot of data from the devices and push a lot of data to the cloud.
However, industrial IoT gateways do not have very latency sensitive operations, and
thus the degradation of the maximum performance is likely the only tangible effect.
Therefore, if the industrial IoT gateway application is desired to run at its peak
performance, Docker is not the recommendable deployment approach. However, if the
trade-off between the benefits of containerization and performance is considered to
be worth it, it might be reasonable to use the host’s network namespace as it achieves
much better performance compared to using own network namespace. However,
this approach has the downside of not being able to control containers networking
capabilities with Docker, and thus it raises additional security concerns for platforms
that for example, have containers with different sensitivity levels.
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5 Conclusions
In this thesis, the Linux container technology, one of its implementations, Docker,
and the industrial IoT gateways and their particular requirements were introduced.
In addition, the applicability of Docker in the industrial IoT gateways was assessed
in terms of the presented requirements: security, performance and resource usage,
lifecycle management and deployment, and engineering work. After that, performance
and resource usage measurements of Docker were performed to truly find out what
is the performance impact of Docker. This chapter summarizes the findings of this
thesis, and based on the findings concludes whether Docker is applicable in industrial
IoT gateways or if more research is required.

In terms of security, Docker has been found to increase the potential attack
surface. However, with appropriate countermeasures and configurations, such as
presented in application container security guide [10], Docker can provide a secure
environment and in some areas even more secure environment than traditional
embedded Linux systems as it provides isolation between applications. Thus, Docker
makes it possible to use microservice software architecture and potentially include
third-party components to the system without compromising the whole platform.

The performance and resource usage results of this thesis show that Docker causes
performance degradation on CPU, disk, and network. The performance degradation
of these areas will decrease the maximum performance of an industrial IoT gateway
application, and thus if the application is desired to run at its peak performance,
Docker is not the recommendable deployment approach. The additional disk space
Docker consumes was found to be small enough for it not to be a problem for a
resource-constrained device like an industrial IoT gateway. However, the additional
memory consumption was found to be too high for devices with less than 1GB of
memory as on those devices there is no additional memory to spare.

Docker provides an easy to use user interface for taking advantage of using
Linux containers. However, Docker also provides the possibility of distributing,
orchestrating, and managing the containers, thus offering lifecycle management and
deployment capabilities to containers. Docker also provides new possibilities for
lifecycle management, such as releasing new containers to add new functionalities,
and a very flexible way to deploy applications in the long run as the containers and
the host are separated. Thus, Docker is a very powerful tool for performing lifecycle
management and deployment in industrial IoT gateways.

Overall, using Docker increases the required engineering work especially in the
beginning as employees must be educated and later on because of the additional
components like containers that have to be configured. However, Docker has made
the additional engineering tasks as easy as possible and provides extensive guides on
how to perform the tasks in a recommendable way. On the other hand, successful
adoption of Docker in industrial IoT gateways might require additional tools that
Docker Community Edition does not provide. However, additional tools and services
can be bought from Docker to reduce the amount of work.

In conclusion, Docker is applicable in industrial IoT gateways with certain limi-
tations. The additional engineering work and the performance degradation are the
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trade-offs between the benefits of containerization and the container orchestration
compared to the traditional embedded Linux system. However, whether the trade-off
is worth it or not has to be evaluated on a case by case basis as the value of the
benefits compared to the cost is highly dependent on factors, such as organization,
employees, security requirements, software architecture, and desired features. The
growing performance of SoC computers makes the performance trade-off tempting.
In addition, the valuation towards flexibility and maintainability along with DevOps
(Development and Operations) is increasing, and thus Docker has the potential
of being adopted in industrial IoT gateways. This thesis provides information to
help with the decision whether to adopt Docker in industrial IoT gateways or not.
However, a SWOT (Strengths, Weaknesses, Opportunities, and Threats) analysis is
recommended to support the decision-making process.
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