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Abstract
The World Wide Web (WWW) has evolved dramatically over the past few years
from a collection of web documents into advanced and complex web applications.
However, the increased size and complexity of modern webpages have caused a
degraded user experience on mobile devices with slower connection speeds and less
computing power.

The focus of this thesis is on measuring and improving web performance. In
addition to investigating the already available tools for analyzing web performance,
a custom performance measurement setup is implemented. This thesis also
introduces Progressive Web Applications (PWA): a modern way of building fast,
resilient, and offline-capable web applications.

The research is based on Sanoma News Delivery Platform (SNDP), which is a
platform that Ilta-Sanomat and Helsingin Sanomat webpages are built on. Methods
for improving web performance are introduced and a prototype PWA is built for
validating whether additional caching and offline support using service workers
improves the performance. The results show that the PWA in itself does not
significantly improve the loading performance of the SNDP websites on mobile
devices. However, other ways of improving the performance are introduced as
recommended actions for improving and focusing on web performance. In conclusion,
it is important to focus on mobile web performance by optimizing the Critical
Rendering Path (CRP). Performance auditing tools give useful hints for how
to optimize for better user experiences on low-end devices and slower network
connections.
Keywords Web Performance, Progressive Web Applications, Mobile Web

Performance, Page Load Time, User Perceived Performance
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Tiivistelmä
Web on kehittynyt valtavasti viimeisten vuosien aikana. Alunperin se oli kokoelma
dokumentteja, mutta sittemmin se on kehittynyt kokoelmaksi monimutkaisia
web-sovelluksia. Modernien verkkosivujen monimutkaisuuden ja kasvaneen
koon vuoksi käyttäjäkokemus tehottomammilla mobiililaitteilla ja hitaamilla
verkkoyhteyksillä on huonontunut.

Tämä työ keskittyy verkkosivustojen suorituskyvyn mittaamiseen ja parantamiseen.
Olemassaolevien suorituskyvyn analysointityökalujen lisäksi luodaan suorituskyvyn
mittaamiseen sopiva toteutus. Lisäksi tässä työssä esitellään progressiiviset
web-sovellukset (PWA), moderni tapa rakentaa nopeita, suorituskykyisiä ja
offline-tuella varustettuja web-sovelluksia.

Tutkimuskohteena työssä on Sanoma News Delivery Platform (SNDP), joka on
alusta, jolle Ilta-Sanomien ja Helsingin Sanomien verkkosivut rakentuvat. Työssä
esitellään keinoja verkkosivustojen suorituskyvyn parantamiseen ja rakennetaan
PWA prototyyppi, jonka avulla testataan parantaako lisätty välimuistin käyttö ja
offline-tuen rakentaminen suorituskykyä. Tulokset osoittavat, että PWA itsessään ei
merkittävästi paranna SNDP:n päälle rakennettujen sivustojen lataussuorituskykyä
mobiililaitteilla. Työssä kuitenkin esitellään suorituskykyyn keskittyviä suositeltu-
ja toimintatapoja, joilla suorituskykyä voidaan parantaa. Yhteenvetona voidaan
todeta, että on tärkeää keskittyä verkkosivustojen suorituskykyyn mobiililaitteilla
optimoimalla verkkosivun piirtämiseen liittyvää kriittistä polkua. Suorituskyvyn
arviointityökalut antavat hyödyllisiä vinkkejä käyttäjäkokemuksen optimimoisiseen
matalamman suorituskyvyn laitteilla ja hitaammilla verkköyhteyksillä.

Avainsanat Verkkosivustojen suorituskyky, Progressiiviset web-sovellukset,
Sivunlataussuorituskyky, Käyttäjän kokema suorituskyky
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1 Introduction

The web has evolved from a collection of linked documents into large-scale web
applications accessed with web browsers. Accessing the web from mobile or tablet
devices has grown in popularity. According to the statistics by StatCounter (2018),
the mobile market share has exceeded the desktop market share and is now more
than 51% world wide and the tablet devices account for roughly 4% of the traffic. In
Finland, the numbers are somewhat different with 34% of mobile traffic and 7% of
tablet traffic. In addition, network connection speeds and the performance of mobile
devices have improved over the past few years due to technological advancements
and decreased hardware prices.

Despite these advancements, in many cases the feeling of speed when browsing web-
pages on mobile devices has not improved at a similar pace. A study by DoubleClick
(2016) on 3G networks showed that 77% of mobile sites took longer than 10 seconds
to load and that the average load time for webpages was 19 seconds. This is often
caused by the ever-increasing complexity of modern web applications. The increased
use of visual assets, such as images and videos, and dynamic functionality using
JavaScript have led to growth in the sizes of modern webpages. According to the
HTTP Archive (2018a), the median size of webpages has increased by over 260%
since November 2010. JavaScript sizes have also increased by over 300% and the page
loading times on mobile devices by almost 160% since September 2011 according to
the HTTP Archive (2018b). The feeling of slowness may consist of several smaller
or larger delays before the actual content is displayed on the screen. These delays
tend to accumulate and make the whole experience slow for the end user. A bad
user experience increases the bounce rate and lowers user engagement, which in turn
creates less revenue from advertisement impressions.

Moreover, network connection speeds are not always stable. This can be due to
changes in network connection states caused by roaming between network cells or
a handover from a wireless network connection to a mobile data connection. In
addition, physical factors can cause fluctuations in speed, such as entering an elevator
or an underground parking hall. In his book, Sauble (2015) argues that applications
should be developed with the worst-case-scenario in mind due to the various cases
when the network connection is unreliable. He states that by designing for the worst-
case-scenarios, such as offline usage, the other scenarios will be much easier to solve
and a revision or rewrite may be spared. Similarly, Nieminen (2015) proposes taking
the possible interruptions and network connection losses into account when designing
an application. In the case of slower or unreliable connections, it is important to
prioritize and minimize the number of bytes transferred from the server to the device
in order to optimize the browsing experience. The most important factor for creating
the feeling of a fast browsing experience is rendering the above-the-fold content as
quickly as possible. This means prioritizing the initially visible parts of a webpage
first. The rest of the content can be loaded asynchronously after the initial loading
and rendering of the most critical content has ended. Moreover, content or resources
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that are not used or visible to the user should not be downloaded to the device.

The importance of good performance on mobile devices is increasing due to the
increased usage of mobile devices instead of desktop computers to access web ap-
plications. Many companies are focusing more on the mobile performance in order
to reach a larger audience and provide faster experiences on mobile. According to
Hume (2017) one of the possible solutions for building modern web applications that
perform well even in slower connections and low-end devices is building a Progressive
Web Application (PWA). PWAs are a modern way of building fast web applications
with offline support. In the future, more and more web applications and websites will
support offline usage. Users of native mobile applications are already used to being
able to at least partly use applications without an internet connection. However,
the difference between native mobile applications and web applications on mobile
devices is decreasing because of the emerging popularity of PWAs. Soon, most users
will be unable to recognize the difference, and they may start expecting all services
to stay usable when connection speeds vary or even when offline.

Extensive research has been done in the field of web performance and developing
offline-capable web applications. However, PWAs are a relatively new concept and
not much research has been done on the topic.

1.1 Goals and Scope

The goal for this thesis is to first create a definition of web performance in the context
of this work and to research the possible ways of measuring and improving web
performance. During the past few years, many tools for measuring and monitoring
web performance have been created. This thesis will investigate those tools in order to
choose the most suitable tools for conducting a performance evaluation. Additionally,
a custom performance measurement tool will be created and a prototype PWA built
in order to validate whether it could improve the performance of large-scale news
websites on mobile devices.

As a case study in this thesis is the loading performance of the responsive websites
of two of the largest newspapers in Finland; Ilta-Sanomat1 and Helsingin Sanomat2.
According to TNS Metrix (2017), Ilta-Sanomat had the largest audience in Finland
with a weekly reach of over two million visitors and Helsingin Sanomat had the fourth
largest weekly reach in Finland with a weekly reach of 1.4 million visitors. The goal
of this thesis is to evaluate the performance of these websites and find opportunities
for improvements. These two websites are built on top of the same technological
stack, Sanoma News Delivery Platform (SNDP), which makes it possible to improve
the performance of both sites at the same time. The goal is to pinpoint the biggest
bottlenecks in the loading of these websites on mobile devices and evaluate whether

1https://www.is.fi/
2https://www.hs.fi/
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these bottlenecks may be removed or the underlying problems solved in other ways.
Sanoma Media Finland Oy is the company that owns and runs Ilta-Sanomat and
Helsingin Sanomat newspapers and their websites. Major part of their business is
based on selling ads and displaying them on the news websites and newspapers. It
is in their interest to make their news websites as fast as possible in order to gain
a large audience for the news and the ads. A decrease in page loading times could
possibly increase user engagement and have a positive impact on the business.

Since the majority of visitors browse these news websites on mobile devices or tablets,
the main focus of this thesis is in the performance of the websites on mobile devices
and mobile network connections. Mobile devices also tend to have less computing
power, less memory, and other resources that affect website loading times than
laptops and desktop computers.

1.2 Research Questions

In order to achieve the above mentioned goals, this thesis tries to answer the following
research questions:

1. Is there a simple tool or method for measuring web performance?

2. Is a PWA a solution to improving the performance of large-scale websites on
mobile devices?

1.3 Thesis Structure

First, Chapter 2 introduces the background of web performance, PWAs, as well
as different methods for measuring and improving performance. Next, methods
used in this work for measuring and analyzing web performance are introduced
in Chapter 3. The chapter also describes how a prototype PWA is built and its
performance evaluated. Then, Chapter 4 presents the results, which are then
discussed in Chapter 5. In addition, a set of recommended actions for improving
the performance of the SNDP webpages on mobile devices is introduced the chapter.
Finally, Chapter 6 concludes the thesis.
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2 Background

This chapter introduces the background knowledge and some of the previous research
in the field of web performance and PWAs. First, Section 2.1 describes the history
and the evolution of the web. Next, Section 2.2 introduces the underlying technologies
of the web. Then, Section 2.3 explains what web performance is, why it matters, and
how it can be measured and improved. Finally, at the end of this chapter, Section 2.4
presents PWAs and their potential for building fast and resilient web applications.

2.1 The Evolution of the Web

The World Wide Web (WWW) is a global information network consisting of docu-
ments that are shared via the internet. The WWW, or web for short, is the largest
platform for globally distributing applications. Taivalsaari and Mikkonen (2011,
p. 170) describe the web as “the most powerful medium for information sharing and
distribution in the history of humankind”. The web was created by Tim Berners-Lee,
an independent English contractor at the European Organization for Nuclear Re-
search (CERN) in Switzerland (W3C, 2018b). In 1989, while at CERN, he wrote a
proposal for “a large hypertext database with typed links”. The proposal was based
on the Enquire, a personal database of people and software models he had created
in 1980. Later, in 1990, Berners-Lee had built all the tools necessary for the first
working version of the web, including the first web browser, called WorldWideWeb.
In the original initiative, Berners-Lee et al. (2010) describe the initial dream and the
goal of the web, which was to make sharing, publishing, and accessing information
easy and globally available to all. In the beginning, the web was a platform for
sharing and reading hypertext documents called webpages. It was later referred to as
the Web 1.0. The earliest webpages consisted only of text and links and support for
images on webpages came later, in 1993, when the Mosaic web browser was released.
However, the web did not reach a widespread commercial use until the late 1990
(Taivalsaari and Mikkonen, 2011).

Taivalsaari et al. (2008) describe the evolution of the web as a series of three phases
or generations. In the first phase, webpages only consisted of text and some static
images but no interactive content. In the second phase, support for plugins such as
Flash, Quicktime, RealPlayer and Shockwave allowed for creating interactive content
with animated multimedia on webpages. The third phase is generally referred to
as the era of the rich internet applications or the Web 2.0. The web evolved into
the Web 2.0 after the collapse of the dot com bubble, which happened between
2000 and 2001 (Lumsden, 2012). However, Murugesan (2007) states that many IT
professionals and businesses were skeptical at first towards the Web 2.0. The Web
2.0 brought a new era to the web when users were able to start creating content
more easily. Numerous rich web applications, such as social media platforms, and
blogs were created as part of the web. These included services such as MySpace,
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Flickr, YouTube, and Wikipedia. Due to advancements in the technologies, and the
rising popularity and usage of the web, the demand for web applications increased
dramatically. Developers had to find the best means to provide rich web applications
with the available technologies on the web platform. Murugesan (2007) rightly argued
that the Web 2.0 was not a passing fad and that it should not be ignored.

At first, the web was mostly used from desktop computers. On the earlier mobile
phones, accessing the web was expected to only work well for text based webpages.
However, the iPhone changed this. In their article, Charland and Leroux (2011)
compare developing native mobile applications to developing web applications. In
2007, when the first iPhone was launched, they observed a change in expectations
towards web applications on mobile phones. In the beginning, Apple’s plan was to
use the open web technologies for creating third-party applications. However, due
to performance reasons, the native applications took over. Despite the success of
native mobile applications, Charland and Leroux (2011) were confident that the
momentum had started switching back to the web technologies. With the help of new
emerging technologies and tools developers were able to develop hybrid applications
with a performance indistinguishable from native applications. However, the hybrid
solutions always require a native wrapper application, which then loads the hybrid
content in a web view.

According to Taivalsaari and Mikkonen (2011) the web developed further into be-
coming a real application platform, with the introduction of new standards such as
HTML5 and WebGL. The gap in performance between native mobile applications
and web applications on mobile started vanishing. Recently, the gap has been bridged
even further with the introduction of PWAs by Google engineer Russell (2015). They
are a collection of technologies enabling a modern way of building high performing
web applications with native like features and performance.

2.2 Web Structure

In the different stages of the evolution of the web, new technologies and features
have been created and included as part of the web platform. Despite the rapid
development, the underlying web technology stack used for creating webpages and
web applications have largely remained the same throughout the years. While new
features have been added, the previous features have remained supported. This
support makes the web a unique platform in terms of backward compatibility: even
the very first webpage3 still works and is accessible with the modern web browsers
and devices.

Webpages usually consist of a Hypertext Markup Language (HTML) document, zero
or more Cascading Style Sheet (CSS) files, and zero or more JavaScript (JS) files. The
HTML document defines the structure of the page, the CSS is used for defining the

3http://info.cern.ch/hypertext/WWW/TheProject.html
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visual styles and layout of the page, and JS can be used for adding dynamic features
and content on the page (W3C, 2017a). The Document Object Model (DOM) is
an interface within web browsers that allows dynamic updating and modifying of
document content (W3C, 2005). Using the DOM API, developers are able to modify
HTML pages without the need of reloading the page. The DOM API is implemented
in most web browsers and can be accessed in JavaScript code. A HTML file may
include styles and JavaScript code that changes the HTML content in the DOM.

The web is based on a client-server architecture as depicted in Figure 1. The figure
shows a typical use-case of accessing a webpage. First the user opens a web browser
and types in the address or clicks a link. The browser will then send a HTTP GET
request to the server, which the address points to. The server will return the HTML
file for that webpage. When the browser receives the response, it starts parsing it and
may notice resources that need to be downloaded, such as styles.css and main.js
in the Figure. The browser will then take send HTTP requests for those resources as
well. Finally, as early as possible, the webpage content will be rendered on the user’s
screen.

Webpages are hosted on web servers and clients access pages through hypertext
transfer protocol (HTTP). According to Berners-Lee et al. (2010), HTTP was
necessary in order to access files on a server faster than with the file transfer protocol.
Web servers provide the content of the webpages in HTTP responses, which the web
browser on the device then reads, parses and executes in order to render the content
on the user’s screen. The technologies used on the server and on the front end of a
web application are usually different. However, there are some exceptions such as
using NodeJS4 as the backend technology.

2.3 Web Performance

Web performance can be divided into two parts. The performance on the server-side
is commonly referred to as the backend performance and the client-side performance
is referred to as the front end performance. The client in this case means the
web browser that is used to access a webpage. The client-side performance can be
further divided into the performance of a webpage on mobile devices and on desktop
computers. This thesis focuses on the client-side performance and optimizing it on
mobile devices and mobile network connection speeds in order to achieve fast user
experiences in varying conditions.

On a fully responsive website, the content will automatically adapt to the device
screen size and no separate mobile web page is usually needed. The technologies
and the content are similar when accessed using different devices, such as mobile
phones or desktop computers. However, the performance of a webpage on different
devices may vary. These differences in the performance are caused by other factors

4https://nodejs.org/
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Figure 1: The client-server architecture of the web.
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than server-side performance. These factors include the network connection and the
hardware of the device in question. However, these factors are not something that
developers can affect. Instead, developers are able to focus on optimizing the loading
and rendering performance of webpages in order to achieve a fast user experience on
mobile devices as well.

Mikkonen and Taivalsaari (2011, p. 33) claim that “[i]n the mobile space, the
time span of users’ actions is usually significantly shorter than in the desktop
space.” Consequently, while it is important to focus on optimizing the backend, the
optimization of the front end is even more critical, especially on mobile devices. Many
of the world’s largest companies have put enormous effort into optimizing the backend
performance of their websites (Souders, 2008). Despite the effort and fine-tuning,
these websites often take longer to load than the users would like. The performance
of webpages has played an increasingly important role in web development due to the
growing complexity of web applications. Slow webpages result in user frustration and
decreased user engagement, which in turn may have a direct impact on the business
due to reduced sales or revenues from advertisement impressions. Slow webpages
may also be ranked lower by search engines such as Google5 on mobile search results.
In fact, Wang and Phan (2018) introduced that starting in July 2018, Google will
start using page speed as a ranking factor for mobile searches.

Studies show that users are relatively intolerant to delays when browsing the web
(Galletta et al., 2004; Weinberg, 2000). The delays in loading a webpage affect the
users’ perceptions of the performance of that webpage. A small increase in the delay
may have a profound impact on how users react to a website. Users may get frustrated
and leave a page if it takes more than a “tolerable” time to load. It is impossible
to define the actual tolerable delay in seconds due to different users’ perception of
performance and delays. However, based on recommendations by Google Developers
Kearney et al. (2018), a good goal is to render the above-the-fold content in under
one second. This means rendering the initially visible content as quickly as possible.
They also recommend that the page becomes interactive in under five seconds and in
under two seconds in subsequent loads.

Based on a usability study by Nielsen (1994) and the performance related recom-
mendations by Kearney et al. (2018), the basic advice regarding response times has
remained the same throughout the time. Users will be unable to notice delays of about
100 milliseconds and no special feedback is needed. Delays between 100 milliseconds
and one second will be noticed but the user’s flow will stay uninterrupted. No special
feedback is needed, but the users will lose the feeling of an immediate response.
Longer delays require special feedback in order to communicate that something is
happening. ten seconds is about the limit for keeping the user’s attention focused on
a task. This means that if loading a webpage takes more than one second users will
notice the delay and some visual indication such as displaying the background color,
or the shape of the content that will be loaded should be displayed. Similarly, if

5https://www.google.com/
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loading a webpage takes more than ten seconds to load the users may get frustrated
and leave the page or do something else while waiting.

2.3.1 Measuring Web Performance

The performance of a webpage can be estimated based on different numerical mea-
surements. There are a number of ways for doing this, but none of them alone is
enough for reliably defining the performance of a webpage. Walton (2018) argues that
performance is an experience and not a number that can be measured with one metric.
Consequently, most common strategies for measuring web performance include a
combination of different metrics and techniques. Traditionally, web performance has
been measured by looking at the timing of the onload event, which is fired when
the browser has finished loading and painting all the content on the page. However,
Souders (2012) criticized this method and argued that it used to be a good method
for estimating the performance of static webpages in the era of the Web 1.0. For
more dynamic webpages it did no more represent the moment when the user would
perceive that the page is ready. If the above-the-fold content is rendered quickly, but
more content is loaded dynamically after the initially visible content, the user would
think that the page is ready. However, the onload event would only be fired when
all the loading has ended. Some better method that focuses on the rendering of the
webpage instead of the downloading was needed for the modern web.

According to Walton (2018), users are looking for visual feedback when loading a
webpage. The visual feedback is delivered during different phases when rendering
a webpage. These phases have been named in order to have a shared language.
First, when a web browser starts requesting a webpage from a server, a blank page
is displayed on the screen. Then, at some point something else than the default
background is painted for the first time. This event is called the First Paint (W3C,
2017b). Next, the browser is able to render any text, image (including background
images), non-white canvas or SVG content for the first time. This event is called
First Contentful Paint. It includes text with pending webfonts. This is the first time
users could start consuming page content (W3C, 2017b). First Meaningful Paint
event on the other hand is an event defined by Google Developers and described by
Walton (2018). It means the time when the “most important parts” of a webpage
are rendered. These parts are referred to as hero elements and the event timing is
sometimes referred to as “Hero Rendering Times”. The Time to Interactive metric
addresses the usability of the page. It marks the point at which the user is able to
start using the webpage and the page is capable of reliably responding to user input.
Figure 2 shows some of these events in a timeline when loading a webpage.

In addition to these timing-based metrics, a scoring-based metric called Speed Index
was introduced (Arsenault, 2012). It is an estimation for how many milliseconds it
takes for the visible parts of a webpage to be displayed. This is implemented with an
algorithm that compares the visual outlook of a page during the loading and estimating
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Figure 2: Screenshots of a load timeline with different events and their positions in
the timeline (Walton, 2018)

when the visible parts were ready and not changing anymore (WebPageTest, n.d.).

Many performance measurement tools have been created during the past few years
and some of them are introduced here. These tools can be divided into two categories:
tools for synthetic or lab testing and tools for Real User Monitoring (RUM) (Google,
2018b). Synthetic testing means testing the performance of a webpage in a controlled,
artificial test setup and no real users. These tests are great for continuous testing
and measuring the possible performance impact of new features before they are
published. However, they may not capture real-world performance problems. Tools
such as WebPageTest6, SpeedCurve7, Calibre8, Sitespeed.io9, Gift of Speed10, Mobile-
Friendly Test11, and What Does My Site Cost12 are examples of tools for synthetic
performance testing and monitoring. RUM on the other hand means monitoring the
real users of a webpage and how they experience the performance by using different
numerical metrics for estimating how they feel about the performance. Of course,
these may differ from the actual perceived performance due to different factors that
may be difficult or impossible to observe without feedback directly from the users.
This data is extremely interesting because those real users may have a completely
different experience than the developers who are building the service. Examples of
tools for real user monitoring include PageSpeed Insights13, Google Analytics14, Test
My Site15, Compare your mobile site speed16, and Pingdom17. Some of the tools

6http://www.webpagetest.org/
7https://speedcurve.com/
8https://calibreapp.com/
9https://sitespeed.io/

10https://www.giftofspeed.com/
11https://search.google.com/test/mobile-friendly
12https://whatdoesmysitecost.com/
13https://developers.google.com/speed/pagespeed/insights/
14https://analytics.google.com/
15https://testmysite.withgoogle.com/
16https://www.thinkwithgoogle.com/feature/mobile/
17https://my.pingdom.com/
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provide both RUM and synthetic testing such as SpeedCurve and Test My Site.

WebPageTest is an open source tool that will run speed tests from multiple locations
across the world, across browsers, and using real consumer connection speeds to
provide rich insights including resource loading waterfall charts, page speed optimiza-
tion checks, and suggestions for improvements. A sample screenshot of WebPageTest
result page can be seen in Figure 3 showing the different results and the network
request timeline that WebPageTest provides. SpeedCurve is a paid service built
on top of WebPageTest with a nicer visual outlook. It is a tool for monitoring the
performance of a webpage over time and offers features such as performance budgets,
performance alarms, and RUM metrics. Calibre is a paid service for continuously
monitoring and evaluating the performance of a website. Calibre also comes with a
command line interface for easy automation. Sitespeed.io is a set of Open Source tools
that makes it easy to monitor and measure the performance of a website. Sitespeed.io
includes free tools that can be self-hosted and run on own servers or locally on
computers to measure and monitor the performance of a website. Gift of Speed is a
webpage performance testing tool that uses WebPageTest in the background and
visualizes the results and shows the performance recommendations. Mobile-Friendly
Test is a tool designed specifically for mobile sites. Mobile-Friendly Test analyzes
exactly how mobile-friendly the site is, and focuses on elements beyond speed as well.
What Does My Site Cost is a tool for estimating how much loading a webpage costs
for the users on mobile networks around the world based on the download size of the
page.

Several of the RUM tools are based on the the Chrome User Experience Report,
which provides data for how real-world Chrome users experience the performance on
the web (Google, 2018a). PageSpeed Insights is a tool that measures the performance
of webpages. It assigns a page speed score based on the Chrome User Experience
Report data to indicate how the page is performing, and suggests how to speed
up the page. A sample screenshot of the PageSpeed Insights results page can be
seen in Figure 4 showing the speed and optimization scores as well as the page load
distributions. Another tool that uses the data from the Chrome User Experience
Report is Test My Site. It is a tool created by Google for diagnosing the performance
of a webpage both on desktop devices and mobile devices. It shows the results for a
mobile device on 3G connection and a more detailed report can be received as an
email. The tool also uses WebPageTest for testing the webpage performance and
combines the results with the RUM data. Compare your mobile site speed is also a
tool that utilizes the data from the Chrome User Experience Report a tool that can
be used for comparing the performance of a webpage to other webpages. The data
for the results are from the Chrome User Experience Report.

There are also RUM tools that do not use the data from the Chrome User Experience
Report. Google Analytics Site Speed reports offer insights into how quickly users are
able to see and interact with a webpage, as well as collecting useful insights of the
users’ behaviors. The data is collected from real users and send to Google Analytics.
Pingdom is a website performance monitoring tool that provides instant insights into
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Figure 3: Screenshot of the WebPageTest results page for Helsingin Sanomat front
page on February 6, 2018.

a website’s availability and performance. A sample screenshot of Pingdom monitoring
page can be seen in Figure 5 showing the real time performance results and the page
load time graph. Like Google Analytics, Pingdom collects the data from real users.

In addition to the above mentioned tools, all modern browsers have built-in dev-tools,
which include real-time tools for evaluating the performance of a webpage right in
the browser. Popular ones are Chrome dev-tools18 and Firefox dev-tools19. They
include many useful features, such as simulating network and CPU speeds, examining
network loading details, and debugging tools.

18https://developers.google.com/web/tools/chrome-devtools/
19https://developer.mozilla.org/en-US/docs/Tools
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Figure 4: Screenshot of the PageSpeed Insights results for Helsingin Sanomat front
page on March 6, 2018.

Figure 5: Screenshot of the Pingdom results page for Helsingin Sanomat front page
on February 27, 2018.
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2.3.2 Improving Web Performance

According to Souders (2007, p. 37), a major part of the time spent in loading a
webpage is spent on the front end while parsing, executing and rendering the page
content. The backend time usually accounts for less than 10–20% of the delays. It is
therefore important to understand where the rest of the time goes. Time spent on
the front end after downloading the HTML document consists of fetching additional
resources, parsing, calculating the layout and rendering it to the DOM. Improving
the client-side performance of a webpage requires taking into account multiple factors
that may affect the performance of a web application. These factors include network
speed, network latency, and the structure of the webpage. In order to know what
is slowing down the performance of a webpage, performance measurement tools
can be used. Most of the tools provide useful suggestions for how to improve the
performance.

One of the methods for improving the performance of a webpage is focusing on
optimizing the Critical Rendering Path (CRP). CRP means the different steps the
browser needs to take in order to render a webpage (Vieira, 2015; Max, 2014). After
the browser receives an HTML document, it needs to process the markup and build
a DOM tree out of the content of the HTML document. Then the browser needs to
process the CSS markup and build a CSS Object Model (CSSOM) based on the style
rules. The DOM and CSSOM are then combined into a render tree. The browser
then runs the layout on the render tree to compute the geometry of each node and
paints the individual nodes to the screen. The timings between the browser receiving
the HTML document and the different steps in the CRP are used for measuring the
rendering performance of a webpage. The goal is to show meaningful content as
quickly as possible and avoid all delays whenever possible.

Analyzing and optimizing the critical rendering path may improve the performance
of a webpage. According to Max (2014), optimizing the CRP can be done in three
steps:

1. Minimize the bytes transferred through the network

2. Minimize render-blocking CSS

3. Minimize parser-blocking JavaScript

Step 1 means trying to remove all unnecessary resources and trying to minimize
the sizes of the resources on a page. This includes steps such as minimizing and
optimizing CSS and JavaScript resources, optimizing fonts, and optimizing images
by using optimized image formats such as Scalable Vector Graphics (SVG) and
WebP. Serving image files that are as small as possible is also important in order
to minimize the bytes transferred. In addition, the content of a webpage can be
loaded dynamically and the most critical content can be prioritized. This would
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allow rendering the first meaningful content as quickly as possible and loading the
non-visible parts asynchronously. Images can be also optimized by implementing a
lazy loading functionality for the images where the images are only downloaded if
they are visible to the users. Step 2 means avoiding including CSS that blocks the
rendering of a webpage. The critical CSS styles needed for the initial rendering should
be included at the top of the HTML file in order to avoid blocking the rendering while
waiting for the styles. Other CSS can be loaded asynchronously or only when needed.
Step 3 means avoiding including synchronous JavaScript content on a webpage and
positioning JS resources in correct positions in the page. The location of the script
in the document is significant. When the browser encounters a script tag, DOM
construction pauses until the script finishes executing. The browser has no way to
know beforehand whether the script will change the content of the webpage in the
DOM or the styles in the CSSOM. This causes the fact that the browser needs to
wait for the resource to arrive, get parsed and executed before rendering the page
Zakas (2010).

In addition to these steps, it is also important to evaluate the impact of 3rd-party
JavaScript libraries that are included on the page, such as social media trackers
and sharing libraries, advertisements, and analytics libraries. Delaying the webpage
rendering due to 3rd-party JavaScript libraries should be avoided. The performance
of a webpage may also be improved by only providing the assets and content that is
required for the initial visible part and load the rest dynamically after rendering the
initial content.

Several companies have seen the web becoming slower on mobile devices and multiple
initiatives for improving the performance on mobile devices has been created. Google
(2010) introduced SPDY, which was an experimental protocol for the web with the
primary goal to reduce the latency of webpages. However, it did not succeed and it
was replaced with the HTTP/2 protocol. Another initiative for providing speeding
up the experiences on mobile devices is Instant Articles by Facebook (n.d.). Instant
Articles allows publishing HTML documents that load quickly in Facebook and are
designed to render fast on mobile devices. The downside with Instant Articles is
that it is tied to Facebook and not part of the open web. One of the most recent
initiatives introduced by Google in AMP specification is called Accelerated Mobile
Pages (AMP). AMP is a framework for building webpages that perform well on
mobile devices. AMP pages are served from the AMP cache provided by Google,
and it utilizes smart pre-rendering in order to show the webpage content almost
immediately. The goal of the AMP project is also to improve user engagement by
providing prioritized visibility in the Google search results on mobile.

2.4 Progressive Web Applications

PWAs are a modern way of building fast, resilient and offline-capable web appli-
cations. Hume (2017) defines PWAs as a collection of Application Programming
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Interfaces (API) that allow websites to provide much of the functionality and feeling
of a native mobile application. Hume (2017) says “PWAs are more than a set of great
new features—they’re a way to build better websites”. Traditionally, web technologies
have been insufficiently flexible for building websites as fully featured web applica-
tions, due to limitations related to the lack of low-level-platform or device-specific
APIs and hardware support from mobile devices (Taivalsaari and Mikkonen, 2011).
Websites are generally considered slower than native mobile applications. However,
the situation may change due to the recent development in the web standards and
browsers and the introduction of PWAs.

In the term PWA, progressive means that the features of web applications are
enhanced according to the capabilities of the browser and the device used. Webpages
will continue working normally, as traditional webpages, on devices that do not
support the features required by a PWA. Required permissions for features like web
push notifications will be requested from users, and if they deny permission, the site
will continue working normally, but without additional features.

2.4.1 PWAs vs. Native Mobile Applications

Russell (2015) call PWAs as “just websites that took all the right vitamins”. This
means that PWAs can be found on the web using search engines, or by simply
navigating to the address. Native mobile applications, on the contrary, are distributed
via platform-specific centralized application stores, making them more difficult to
discover than PWAs. A PWA is simply a website that the end user may land on, and
there is no separate installation step required in order to start using the enhanced
features. However, it is possible to “install” a PWA on the home screen of a phone.
In this case, installing means saving a link to the PWA on the home screen and
downloading the app icon that will be shown when the application is launched.

One of the largest differences between PWAs and native mobile applications is
backward compatibility. The web has always remained backward compatible, and
even the very first websites are still accessible, as described in Section 2.2. The
situation is quite the opposite for native mobile applications. Often, newer versions
of mobile operating systems do not support running older outdated versions of mobile
applications. This will probably continue happening in the future as well.

Blass (2017) argues that one of the bottlenecks for PWAs becoming more widely
used have been Apple’s refusal for supporting the required features in Safari web
browser. However, at the end of January 2018, even Apple started supporting service
workers in Safari web browser on iOS starting in version 11.3 (Davis, 2018). PWA
usage has slowly increased and now PWAs are supported by all the major browsers
and operating systems. Figure 6 shows that browser support for service workers
is already on a relatively good level. Globally about 80% and 77% of mobile web
browsers in Finland have support for service workers (caniuse.com, 2018a). However,
there may be differences in the support and features between operating systems and
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browsers.

Figure 6: Browser support for service workers in May 2018 (caniuse.com, 2018a)

Building PWAs does not require separate teams for different platforms unlike de-
veloping native mobile applications. By building a service as a PWA, it is possible
to have one team responsible for developing the application and distributing it to
all platforms. Several companies have experimented with implementing PWAs and
many of them have shared their results in the form of blog posts. Gallagher (2017)
writes about how Twitter built Twitter Lite as a PWA. Twitter Lite is one of the
world’s largest PWAs. Benes (2017) claims that by building their new mobile site
as a PWA, Forbes was able to cut down the average time it takes to render content
from 6.5 seconds to 2.5 seconds. The PWA also boosted impressions per session by
10% and users spent up to 40 percent more time per session and viewed 15 percent
more pages per session.

Mikkonen and Taivalsaari (2011) argue that even though the popularity of native
applications has grown enormously, the web as a platform for distributing applications
shows no signs of dying. On the contrary, the web browser usage has increased
dramatically. Web applications require no manual installation or manual upgrades,
but they are instantly available and always up to date. The web can be seen as a
platform for instantly distributing web applications without the need for installing
or upgrading from a dedicated application store. Web applications are always up
to date, which makes them one of the most suitable solutions for providing news
services. Taivalsaari and Mikkonen (2011) anticipated that in the battle between web
applications and native mobile applications the web would eventually win. PWAs
are a push in that direction.
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2.4.2 Service Workers

Service workers are the core feature behind PWAs. They are JavaScript worker scripts
that run asynchronous tasks in the background (W3C, 2017c). Service workers can be
used for implementing offline support for a webpage or sending push notifications on
the web. Service workers can intercept network requests and work in the background
without affecting the performance on the main thread.

The service worker script runs in its own global script context and is not tied to a
particular webpage. The script is run in a worker context, and not in the main thread.
A separate thread means that the service worker does not have access to the DOM,
nor can it block the main thread that controls the User Interface (UI). A service
worker does not necessarily need to do anything and there are no requirements for
handling different events. Developers may freely choose what events to handle and
what features to implement. This makes starting to use service workers quite easy
and convenient. Service workers allow developers to handle many tasks including
intercepting network requests and handling push messages. This gives the developers
the power to control what will happen to requests that are sent and responses that
are received. The requests can also be ignored in the service worker, which will
then cause them to fall back to the default behavior and everything will work as
expected. Intercepting network requests is an important feature in order to achieve
offline support which will be introduced in Section 2.4.3.

A service worker can be installed after the page load as seen in Listing 3 in Appendix A.
The service worker should never be registered during the page load to avoid degrading
the first visit experience. Service workers and thus PWAs can only be used via HTTPS,
which is a design decision made because of security reasons (Google, n.d.).

Service worker lifecycle consists of several stages as seen in Figure 7 (Gaunt, 2018;
Aderinokun, 2016). At first when a user navigates to the URL, the browser downloads
the page content, which includes code for downloading and registering the service
worker. In the second stage the service worker file will be downloaded, parsed and
executed. The service worker file will always be downloaded again if it has changed
even a bit compared with the previous file. Third stage consists of installing the
service worker. The installation stage consists of downloading the resources that are
defined to be precached. The installation stage may also end in error as seen in the
Figure. The error may be caused by failing to download any of the assets that were
defined to be precached. If any of the resources is not available, the installation will
be rejected and the service worker will not be used. If the installation is successful,
the service worker enters the activation phase and is then able to control clients and
handle events.

Hume (2017) describes how service workers can also be used for implementing a
data-saving feature. Most modern browsers support the save-data header that will
be included in all the HTTP requests if the feature is enabled in the browser settings.
In a fetch event handler, it is then possible to check whether this header is present
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Figure 7: Service worker lifecycle (Gaunt, 2018)

and serve smaller images, videos and other resources. It is also possible to ignore
some requests that are not critical for viewing the content, like web fonts.

2.4.3 Caching and Offline Support

Service workers can intercept any HTTP requests and cache the responses to the
service worker cache (Hume, 2017). When a request is intercepted the fetch event
handler can check whether there is a cached response that matches the request
Uniform Resource Locator (URL). If a response is already available in the cache, it
can be returned and no fetch request to the server is needed. Serving most of the
content from the cache will dramatically speed up the loading time of a webpage.
Even HTML pages can be stored in the cache for making entire pages available in
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offline conditions. If a navigation request happens without an internet connection,
and the page is not available in the cache, a custom offline-page can be displayed.
The users are more likely to have a better experience if they see a custom-made page
that tells them that there is no connection, rather than the browser showing the
default offline-page. The custom offline-page may include helpful advice and links
back to the previous page or other pages, that are cached and available offline.

Resources that are cached on the device storage will also be available without an
internet connection. This way it is possible to build offline webpages. However, even
a PWA has to be accessed online on the first time in order to install the service worker
and download the required assets for the offline support to be possible. A PWA
should be at least partly functional even without a network connection on subsequent
visits. It is also possible to store requests in a queue using the BackgroundSync
API. The stored requests will be sent when a stable connection is available again.
This may be useful in applications that allow users to post content, such as Twitter.
Posting in offline mode could be implemented using the BackgroundSync API. A
tweet that can not be sent due to no network can be stored for later sending when a
connection is available.

Of course, caching is not something totally new and unique to PWAs. Web browsers
have been caching resources for years. The responses from a server include headers
that instruct the web browser about whether a particular response can be cached and
for how long. If the response is in the browser’s cache and it has not expired, it will
be served from the cache and a request to the server is not needed. The difference is
in the way browsers handle requests in offline conditions. A traditional webpage will
not be loaded if there is no internet connection even though the page would be in
the browser’s cache. With service workers, the developers have more control over
the website, even in offline state.

2.4.4 Application Shell Architecture

Many native mobile applications have a skeleton UI or an application shell that is
visible immediately after launching the application even before the dynamic content
is loaded. This creates an illusion of a fast user experience. A similar experience
can be achieved in PWAs by serving the minimal HTML, CSS and JavaScript files
required for the initial feeling from the service worker cache Hume (2017). This way
the user will see a familiar interface immediately when the content is loading instead
of seeing the default blank white loading screen. Some good examples of utilizing this
feature are Inbox by Google20 and Twitter Lite21. They both have the base layout
quickly visible including the navigation elements, the header and a loading indicator
while loading the dynamic content. Users of these services will see meaningful pixels
faster if their browsers support service workers.

20https://inbox.google.com/, Accessed: May 28, 2018
21https://mobile.twitter.com/, Accessed: May 28, 2018
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Application Shell Architecture allows developers to create web applications that
feel like they load immediately (Osmani, 2018). The UI shell will be available even
without an internet connection since the content comes from the cache. The files
required for the application shell will be downloaded to the client in the service
worker installation phase. This way the files are available when the service worker is
activated and in control of the page.

2.4.5 Other Features

PWAs include other features as well, which are not directly related to web performance
but are listed here shortly because they are relevant to implementing a PWA. These
features include app manifest, discoverability and push notifications.

App Manifest is a JSON file that follows the W3C’s Web App Manifest specification.
The manifest is included in the page using a link element in the head as seen in
Listing 1. The manifest file contains information about the website, such as colors,
icons, and default orientation. Manifest allows configuring the way the PWA is
installed in the home screen and how it looks like when it gets launched. An example
manifest file can be seen in Listing 2. The theme_color sets the color of the status
bar and the window header bar on Android. The background_color sets the color
used on the splash screen. On Android, a splash screen will be composed from the
name property, and a large icon on top of the background_color. Figure 8 shows
that browser support for is relatively good on mobile web browsers. Globally about
80% of mobile web browsers have support for App Manifests (caniuse.com, 2018b).

Listing 1: Including the manifest file to a webpage
1 <link rel=" manifest " href= "/ manifest.json ">

Discoverability means that PWAs can be discovered more easily than native mobile
applications because they are available in the internet and not only in a restricted
app store. Of course searching for a native application will most probably result in
finding a link to the relevant app store for installation, but a PWA does not require
a separate installation phase. Discoverability is also an important factor for the
Search Engine Optimization (SEO) point of view. For news websites especially, it
is important to focus on the SEO when developing web applications in order to be
easily discovered via search engines.
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Figure 8: Browser Support for Web App Manifest in May 2018 (caniuse.com, 2018b)

Service workers can also be used to enable push notifications in the web. Utilizing
push notifications, PWAs can engage the users more than a traditional webpage like
a native application.

Listing 2: Manifest file used in the prototype PWA
1 {
2 "lang": "fi",
3 "dir": "ltr",
4 "name": " Awesome SNDP PWA",
5 " short_name ": "SNDP PWA",
6 "icons": [
7 {
8 "src": "/ assets / images / platform-icons / favicon-144x144.png "

,
9 "sizes": "144 x144",

10 "type": "image/png"
11 }
12 ],
13 " theme_color ": "# da2128 ",
14 " background_color ": "# da2128 ",
15 " start_url ": "/",
16 " display ": " standalone "
17 }
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2.4.6 Implementing a PWA

Russell (2015) defines several requirements for a PWA. The basic requirements
are listed in Table 1. On the right column, there is a description about how the
requirement can be fulfilled in a PWA.

Requirement Description
Responsive Adjusts to different screen sizes
Connectivity-independent Works offline using service worker caching
App-like interactions Application Shell Architecture
Always up-to-date Service worker update process
Safe Available on HTTPS only
Discoverable Search engines can find PWAs
Installable Installable to the homescreen due to manifest file
Linkable Can be shared by URL

Table 1: Basic requirements for a PWA. Russell (2015).

Before starting to turn a website into a PWA, the website should be served using
HTTPS and not HTTP. This is a security measure for making sure that the website
content has not been tampered with between the server and the client. A PWA may
not have the URL navigation bar visible when launched from the home page on a
mobile phone, and this could potentially be a security risk unless HTTPS is used
(Russell, 2015; Hume, 2017). Starting to turn a website into a PWA is relatively
straightforward. First requirement of being responsive to different screen sizes is
almost a universal requirement for any website nowadays. This means that the
website layout should adapt to the available screen space and not be restricted to a
defined screen size.

An easy starting point is adding a manifest file with the icons, colors, and other
required details. This will make it possible for the users to “install” the PWA to the
homescreen on a mobile device. Browsers, such as Chrome, will show an installation
banner if the user visits the site repeatedly with at least five minutes between the
visits and the manifest file has valid information. Additionally, the user has to
interact with the domain for at least 30 seconds before the banner will be displayed
(LePage, 2018). The banner will make it easier for users to realize that the PWA
can be installed in the homescreen.

Next step is to add a service worker file, which typically is called service-worker.js
or sw.js. This file does not need to do anything in the beginning. The service worker
needs to get registered to the webpage as previously shown in Listing 3 in Appendix
A. After the service worker is registered and installed, it can start controlling the
clients. An example service worker file can be seen in Listing 4 in Appendix B.
The service worker in the example tries to retrieve the up to date content from the
network but if the network request is taking too long, it will serve cached content
instead (Mozilla, n.d.).



24

The event handlers for different events can be created in the service worker. Useful
event handlers include install, activate, and fetch handlers. The install event handler
can be used for precaching the required assets for the PWA to be able to load
the application shell immediately without network round trips and even without
a network connection. The activate event handler can be used for cleaning up old
caches in order to not bloat the user’s device with outdated and unneeded content.
The Fetch event handler can be used for responding to HTTP requests with content
from the service worker cache if available or sending the fetch request and storing
the response in the cache before returning it.

Writing a service worker file that handles different events can be a tedious work. This
is why developers have created tools for making PWA creation easier. SW-precache22

is a library created by Google Chrome Labs for generating a service worker file. It
can integrate with build tools such as Grunt and Gulp, which makes it possible
to generate an up-to-date service worker file caching configuration in each build.
SW-toolbox23 is a utility library for making it easier to cache resources on the runtime.
It is also developed by Google Chrome Labs and can integrate nicely together with
SW-precache. SW-precache provides the necessary configuration for precaching the
resources and SW-toolbox can generate the configuration for caching during run-time.

Lastly, connectivity-independence can be achieved by caching the necessary resources
in order for the application to function at least partly even without an active internet
connection. By fulfilling all the requirements mentioned in Table 1 it is possible to
create a PWA or turn an existing website into a PWA. However, fulfilling these
requirements does not automatically mean that the performance would be on a good
level.

22https://github.com/GoogleChromeLabs/sw-precache
23https://github.com/GoogleChromeLabs/sw-toolbox/
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3 Methods

This chapter introduces the methods used in this work. First, in Section 3.1, a
definition of web performance is specified for the scope of this thesis. The section
also presents how different tools for measuring web performance are evaluated and
how these tools are used for analyzing the performance of the SNDP webpages
(Ilta-Sanomat and Helsingin Sanomat) on mobile devices. Next, Section 3.2 describes
how delivering JavaScript resources on these sites is optimized. Then, Section 3.3
introduces setting up a custom performance testing tool. Finally, Section 3.4 describes
the implementation of a prototype PWA and measuring its impact on the performance.

3.1 Evaluating Performance

In the context of this thesis, web performance is defined as the loading and rendering
performance of a webpage. This means the timings and delays between the user
initiated navigation action to displaying the content on the screen. The steps in
between may be optimized for improved web performance. However, this thesis only
focuses on the front end performance on mobile devices and how it can be measured
and improved. Backend performance is a topic that is outside of the scope of this
work.

As a case study in this thesis, the performance of the SNDP responsive websites
on mobile devices is measured and evaluated. The SNDP websites are server-side-
rendered static HTML pages for displaying news content. On the front end of the
SNDP, there is no UI framework, but the rendering happens on the server. This
means that all navigation inside the site is happening by loading the whole page
from the server. However, for the interactive features on these sites, a JavaScript
library called jQuery24 in combination with vanilla JavaScript is used to achieve
the dynamic functionality. These sites include advertisements, which add large
amounts of JavaScript code to the site. In addition, heavy analytics and user tracking
libraries are used on the sites. In his thesis, Vuorela (2016) introduced the main
requirements for a news service. The first requirement is consistency and the second
most important is editability. The news content must remain consistent between all
the distribution channels and modifications in the content must be reflected in all
channels quickly. Having the news content remain fresh and up-to-date limits the
possible caching times of the actual content. Assets and other less changing content
on the other hand can be cached for longer periods of time. These constraints may
limit the possibilities of improving the performance of the SNDP.

The tools introduced in Section 2.3.1 are evaluated by first using them for measuring
the loading and rendering performance of the SNDP responsive webpages on mobile
devices and mobile data connections. Then, these tools are evaluated based on the

24https://jquery.com/



26

accuracy of the results and the level of details and suggestions in the output. The
tools for the performance evaluation are selected from those that provide useful
results based on this evaluation.

Ilta-Sanomat and Helsingin Sanomat responsive websites are both built on top of the
SNDP, which allows improving the performance of both sites by making changes on
the shared code base. In order to understand the current performance of these sites,
a performance evaluation is conducted using the most suitable tools chosen for the
task. The output of the performance audits from various tools are investigated in
order to find performance bottlenecks and improvement opportunities. As part of the
output, the content structure of the pages is reported as well. Analyzing the content
structure allows recognizing possible causes of downgraded loading performance.

The performance of the SNDP webpages is also compared with the performance of
the closest competitors’ webpages as well as some of the world’s largest newspapers
in order to understand the position of the SNDP when considering performance.
The selected competitors out of the other Finnish newspapers are: Iltalehti25 and
Yle26. Additionally, the webpages of the following foreign newspapers are chosen
for the comparison: Aftonbladet27, BBC28, CNN29, New York Times30, and ESPN31.
The tools used for the comparison are Google’s PageSpeed Insights and SpeedCurve.
PageSpeed Insights uses the data from the Chrome User Experience Report, which
provides user experience metrics for how real-world Chrome users experience the
performance of a webpage. The PageSpeed Insights results rely on the data that is
gathered from the users visiting the site over the trailing thirty days and updated
weekly. From PageSpeed Insights, the median first contentful paint and median
DOM content loaded times on mobile devices are used in the comparison. First
contentful paint event happens when a user sees a visual response from the page.
DOM content loaded measures when HTML document has been loaded and parsed.
SpeedCurve uses WebPageTest for testing and monitoring the webpage performance
over time and visualizes it nicely. From SpeedCurve, the average speed index for
these webpages from the last year is used for comparison in order to show a more
realistic measurement from a longer period of time.

25http://www.iltalehti.fi/
26https://yle.fi/
27https://www.aftonbladet.se/
28http://www.bbc.com/
29https://edition.cnn.com/
30https://www.nytimes.com/
31https://www.espn.com/
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3.2 Optimizing JavaScript Delivery

As Section 2.3.1 mentioned, it is important to focus on the steps that a web browser
needs to take when loading and rendering a webpage. One of the possible bottlenecks
in the critical rendering path is the loading of blocking JavaScript assets. Even
though the SNDP consists of server-side rendered static HTML pages, these webpages
still load huge amounts of JavaScript resources such as analytics and advertisement
libraries. The JavaScript delivery on the SNDP websites is therefore evaluated
and optimized by delaying the loading of resources whenever possible and removing
unneeded resources. The delaying is often possible by moving assets from the
document head to the end of the document body. This way loading the resources
will not delay the page rendering. In addition a lazy loading strategy may be used
to make sure the assets are loaded asynchronously. The results of the optimizations
are measured using Google Analytics by looking at the average page loading times
before and after the optimizations from a large segment of users.

3.3 Custom Performance Testing Setup

The available performance measurement tools are not very well suited for synthetic
testing using real devices and running multiple test runs in order to reliably compare
the performance impact of a feature in a controlled setting. This is why a test setup
is implemented using BrowserStack Automate Hub32 for running tests on a webpage
using real mobile devices via the available BrowserStack APIs. The devices used
for testing are Samsung Galaxy S6 running Android version 5.0, Google Nexus 6
running Android version 6.0, and Google Pixel running Android version 7.1. The
browser used in the tests is Chrome version 64, which is the newest available browser
version in BrowserStack at the time of the implementation. Only Android devices
are used due to Safari on iOS not having support for service workers.

Figure 9 shows a screenshot of the BrowserStack Automate Hub when running the
tests. As seen on the screenshot, five parallel tests are running with two tests in
the queue and hundreds of tests completed. The test script is run multiple times on
three Android devices against two separate test environments. As a limitation to
the testing are the limits of five parallel tests and five tests in the queue due to the
selected pricing model. The performance testing setup is also published as an open
source library in GitHub33.

Testing focuses on measuring different timings in the loading and rendering of a
webpage. The measurements are based on the critical rendering path, that was
introduced in Chapter 2.3.1. The timing results are collected into a database and
visualized using a visualization tool called Grafana34. The interesting metrics used

32https://www.browserstack.com/automate
33https://github.com/olpeh/browserstack-measure-crp
34https://grafana.com/
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for comparison are timings for the DOMInteractive and the DOMComplete events.
The DOMInteractive event is fired when the browser has finished rendering the
initial view, without images and other resources that are downloaded later. The
DOMComplete event on the other hand is fired when all requests have finished
loading and the webpage content have been rendered on the page.

Figure 9: Screenshot of the BrowserStack Automate Hub on March 1, 2018 while
running the performance measurement test script.

The custom performance measurement setup is used for testing the performance
impact of the prototype PWA by comparing its performance with the performance
of the current production version of the software. In order to achieve reliable and
comparable results in a changing environment, a static test page is created. The
page consists of a fixed list of articles and no advertisements or other dynamically
changing content. The performance of this page is then used for comparing the
performance of the prototype PWA with the performance of the current solution.

3.4 Prototype PWA

Based on the background research in Chapter 2 and during the analysis of the
performance of the SNDP websites on mobile devices, multiple strategies for possible
improvements are found. Out of these options, a PWA seems the most promising,
with possible performance gains and improved experience for the users on mobile
devices. As introduced in Section 2.4, PWAs are a modern way of building fast,
resilient, and offline-capable apps. It is therefore assumed that turning the SNDP
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into a PWA will improve its performance by the smart utilization of service workers
and caching. To test this assumption, a prototype PWA is implemented and its
performance is measured and compared with the production version of the software.
The prototype is implemented in order to answer the second research question.

The current SNDP code base, which is used by both Ilta-Sanomat and Helsingin
Sanomat, is used as a starting point by extending it with required code for the PWA
prototype. A step-by-step approach is used for turning a static website into a PWA.
At first, the application manifest is added. Then, a service worker file is created
and registered to the page. Next, the different event handlers are added into the
service worker, including the install, activate, and fetch event handlers. Caching
the network request responses is implemented in the service worker. An offline-page
and an offline placeholder image are added and taken into use. Figure 10 shows the
custom offline-page, which is built. The screenshot is taken on Google Chrome using
the remote debugging feature from an Oneplus 3T Android device. At first, the
service worker code is manually written and customized, but later tools for generating
the service worker code by integrating into the build step are used. These include the
SW-Precache for configuring the precached assets and the SW-Toolbox for run-time
caching configurations. However, some customization to the generated service worker
code is necessary.

Figure 10: Screenshot of the custom offline-page of the prototype PWA in Google
Chrome using remote debugging.

During the development, the prototype is tested locally on an Oneplus 3T Android
device to make sure caching and other implemented features work as expected before
deploying to a test environment. Then, the performance impact of the prototype
PWA is measured using the implemented custom performance measuring script as
well as WebPageTest in order to compare and validate the results. The performance
measurement script is run several times and the average results are used in order
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to achieve reliable results. WebPageTest is used for running nine runs, where each
run consist of a first view, which is not utilizing caches and a repeat view which
uses caches and service workers. Out of the results for these nine runs, the median
results for both first view and repeat view are chosen for comparison. Additional
performance audits for the prototype PWA are made using Lighthouse. Lighthouse
also gives a score on how well the best practices in creating a PWA are followed.
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4 Results

This chapter describes the results of the performance evaluation, JavaScript delivery
optimizations, and the results of building a prototype PWA and measuring its
impact on the performance of the SNDP. The chapter starts by listing the selected
performance measurement tools based on the evaluation of the available tools. Next,
in Section 4.2 the results of evaluating the current performance of the SNDP websites
are presented. Then, Section 4.3 describes the results of optimizing JavaScript
delivery on these sites. Finally, Section 4.4 introduces the performance measurement
results of the implemented PWA prototype.

4.1 Selected Tools

The available performance measurement and monitoring tools were investigated and
evaluated. Those that were free to try, free to use or already available to be used
were tested. The differences between the visual output of the results and the level
of details were considered when choosing the tools. Multiple tools were selected in
order to provide a variety in the results and the possibility to compare the results.
The chosen tools are WebPageTest due to most detailed output, Lighthouse due to
best support for evaluating the PWA implementation, Test My Site due to usage
of the RUM data from Chrome user experience report, SpeedCurve due to nice
visualizations and possibility to collect data over time, and Google’s PageSpeed
Insights due to its detailed performance recommendations in the output and using
the data from real users. These tools were used for evaluating the initial performance
of the SNDP websites on mobile devices. Additionally, as mentioned in Section 3.2,
Google Analytics was used for measuring the impact of the JavaScript optimizations.

4.2 Initial Web Performance

The initial performance of the SNDP websites on mobile devices was evaluated using
the selected tools. Figure 11 shows a screenshot of the Lighthouse test results for
the front pages of Ilta-Sanomat and Helsingin Sanomat. The results are measured
on January 4, 2018, before improving the JavaScript delivery on the SNDP websites.
Lighthouse tries to emulate an environment close to a real-world situation on a mobile
device and a 3G connection. The tests were run with an emulated Nexus 5X mobile
device and the network was throttled to 1.4 Mbps download and 0.7 Mbps upload
speeds and a 562.5ms round-trip delay time. The Central Processing Unit (CPU) was
throttled with a 4x slowdown in order to emulate a lower computing power similar
to a mobile phone. With these restrictions, Lighthouse gave a performance grade of
33/100 with the first meaningful paint happening after 5.4s for Ilta-Sanomat as seen
in Figure 11a. Helsingin Sanomat, which had the first meaningful paint happening in
9.6s received a grade of 21/100 from Lighthouse as seen in Figure 11b. The results
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show that the webpages were loading relatively slowly on mobile devices with a 3G
connection. Lighthouse suggested that the performance of the SNDP webpages may
be improved by reducing render-blocking stylesheets and scripts, optimizing images
and avoiding loading off-screen images to the client.

Similar results were achieved using WebPageTest for auditing the performance of these
websites. The WebPageTest results for the front pages of Ilta-Sanomat and Helsingin
Sanomat on February 6, 2018 can be seen in Table 2 and Table 3, respectively. The
timings for the following events during the page load are reported by WebPageTest:
Start Render, Load Time, First Interactive, and Speed Index. Start Render defines
the timing for when the browser first started painting something else than the default
background. Load Time is the duration for when a webpage has finished loading
completely. First Interactive is the duration to the moment when the user can
first start interacting with a webpage. Speed Index is the estimated duration for
when the visible parts of a webpage are displayed based on the algorithm that was
introduced in Section 2.3.1. Other metrics were available as well, but they were
not considered useful in this context. WebPageTest results show that Ilta-Sanomat
performed slightly better than Helsingin Sanomat in the first view measurements.
However, in the repeat view performance Helsingin Sanomat was faster in all metrics.
Based on these results, Helsingin Sanomat performed relatively well in the repeat
views but was slow on the first view performance. Ilta-Sanomat was slow in both
categories.

Metric First view Repeat view
Start Render 2.700s 0.833s
Load Time 13.959s 10.542s
First Interactive 6.040s 3.513s
Speed Index 3624 1490

Table 2: WebPageTest results for Ilta-Sanomat front page on February 6, 2018.

Metric First view Repeat view
Start Render 4.133s 0.367s
Load Time 15.700s 3.074s
First Interactive 10.455s 3.075s
Speed Index 5749 1347

Table 3: WebPageTest results for Helsingin Sanomat front page on February 6, 2018.

Additionally, the content structure of these websites was reported by WebPageTest
and highlighted the possible problems or opportunities for improvement. The content
structure for the front pages of Ilta-Sanomat and Helsingin Sanomat can be seen in
Figure 12. The results are from the first view test on February 6, 2018. The content
breakdown shows that for Ilta-Sanomat JavaScript code accounted for 28.9% (505
KB) and images for 36.1% (631 KB) of the bytes transferred when loading the front
page. The rest of the bytes transferred contained mostly fonts, CSS, and HTML.
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The total amount of bytes transferred for loading the front page of Ilta-Sanomat
was 1,735 KB, which is almost 12% (181.1 KB) more than the size of the median
website on mobile, which was 1,553.9 KB according to the HTTP Archive (2018c).
Respectively, for Helsingin Sanomat JavaScript code accounted for 34.2% (668 KB)
and images for 35.7% (696 KB) of the bytes transferred when loading the front
page. The total amount of bytes transferred for loading the front page of Helsingin
Sanomat was 1,929 KB, which is over 24% (375.1 KB) more than the size of the
median website on mobile. The number of transferred JavaScript bytes is significant,
considering that Ilta-Sanomat and Helsingin Sanomat are news websites consisting
mainly of static server-side rendered webpages. On the other hand, the vast number
of image bytes transferred is explained by all articles having at least one image. The
JavaScript code size shows a possibility for page loading performance improvement
by reducing the sizes of the JavaScript resources included in the SNDP webpages
even after the JavaScript delivery optimizations that were implemented.

Figure 13 shows the “Test My Site” results for the SNDP on March 5, 2018 which
display that the front page of Ilta-Sanomat loaded on average in 5s and the front page
of Helsingin Sanomat in 7s on 3G connections. The results also show an estimated
visitor loss of 19% for Ilta-Sanomat and 26% for Helsingin Sanomat due to slow
loading times. Test My Site uses WebPageTest under-the-hood and presents the
results in an easily readable format. The results are from the first view performance
without utilizing browser caches. The estimation of visitor loss is based on the
webpage loading time results reported by WebPageTest in combination with the real
user data from the Chrome User Experience report.

The performance of the SNDP webpages was also compared with the performance of
the webpages of other newspapers using Google’s PageSpeed Insights and SpeedCurve.
The comparison can be seen in Table 4. The comparison results show that based
on the median first contentful paint, Aftonbladet was the fastest (0.8s) website and
CNN the slowest (3.9s). Ilta-Sanomat was 25% (0.2s) slower and Helsingin Sanomat
62.5% (0.5s) slower than the fastest. Based on the median DOM content loaded time
on the other hand, the fastest result was for ESPN with 1.5s and the slowest was
Ilta-Sanomat with 4.0s. Helsingin Sanomat was 22.5% (0.9s) faster than Ilta-Sanomat
and it was the third slowest webpage using this metric. The average SpeedIndex from
the last year showed that Yle was the fastest with 3.09s and New York Times the
slowest with 14.32s. Ilta-Sanomat was the second fastest, 39.8% (1.23s) slower and
Helsingin Sanomat as number four, 63.1% (1.95s) slower than Yle using this metric.
Both Ilta-Sanomat and Helsingin Sanomat were slower than average on the median
DOM content loaded results, but faster than average on the other metrics. Based
on the DOM content loaded results, the SNDP websites were slower than average
and median results. Ilta-Sanomat was almost 43% (1.2s) slower than the average
and Helsingin Sanomat almost 11% (0.3s) slower than the average. In the median
first contentful paint results Ilta-Sanomat was almost 40% (0.64s) faster than the
average and Helsingin Sanomat was almost 21% (0.34s) faster than the average. In
the average speed index results during the last year, Ilta-Sanomat was similarly 40%
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(2.9s) faster than the average and Helsingin Sanomat was over 30% (2.18s) faster
than the average.

Webpage Median FCP Median DCL Average (year)
SpeedIndex

is.fi 1.0s 4.0s 4320
hs.fi 1.3s 3.1s 5040
iltalehti.fi 1.9s 2.7s 7880
yle.fi 0.9s 3.0s 3090
aftonbladet.se 0.8s 2.4s 7370
bbc.com 2.4s 3.3s 4860
edition.cnn.com 3.9s 2.5s 11240
nytimes.com 1.4s 2.7s 14320
espn.com 1.2s 1.5s 6830
Average 1.64s 2.8s 7220

Table 4: Comparing the performance of the SNDP webpages to the performance of
some of the competitors’ webpages on Chrome on desktop on May 22, 2018.

4.3 JavaScript Optimization Results

JavaScript delivery was one of the bottlenecks that delayed the page loading and
rendering of the SNDP webpages. Several JavaScript resources were unnecessarily
included in the document head and could be moved to the end of the document body.
Additionally, a lazy loading feature was implemented for loading the JavaScript
resources asynchronously without delaying the webpage loading performance. How-
ever, many of the resources are not in control of the development team, such as
advertisement libraries and tag managers that load other resources to the site.

Figure 14 shows a screenshot of the Site Speed section on the Google Analytics35 for
Ilta-Sanomat with a selection of 100% of the page views during the selected period.
The graph shows the average DOM interactive time in dark blue and the average
page load time in light blue. These results show that the page loading performance
was improved by optimizing the JavaScript delivery. During the period between
January 1, 2018 and February 7, 2018 the average page load time was reduced by
17.0% from 9.43s to 7.83s and the average DOM content loaded Time was reduced
by 22.7% from 5.50s to 4.25s.

35https://analytics.google.com/
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Figure 14: Screenshot of Google Analytics before and after optimizing JavaScript
delivery.

4.4 Performance of the Prototype PWA

The performance impact of the prototype PWA was measured using WebPageTest and
the implemented performance measurement setup. The results for the WebPageTest
median runs can be seen in Table 5 and 6. The improvements in first view performance
are between 4.6% and 11.6%, whereas for the repeat view performance the results
are more moderate: between 1.1% and 2.5%. The results show a small improvement
in all the metrics that were used. Based on the results, the prototype PWA would
improve first interactive time by almost 12% (1.3s) for the first view and by only
almost 1.7% (0.13s) for the consequent views.

Metric Master
first view

PWA
first view

Improvement Improvement
(%)

Start Render 4.315s 3.968s 0.347s 8.04 %
Load Time 10.243s 9.775s 0.468s 4.57 %
First Interactive 11.554s 10.213s 1.341s 11.61 %
Speed Index 5039 4801 238 4.72 %

Table 5: WebPageTest results for prototype PWA vs. master, first view (cold caches).

Metric Master
repeat view

PWA
repeat view

Improvement Improvement
(%)

Start Render 2.478s 2.431s 0.061s 2.46 %
Load Time 6.730s 6.510s 0.117s 1.74 %
First Interactive 7.236s 6.795s 0.125s 1.73 %
Speed Index 3058 3024 34 1.11 %

Table 6: WebPageTest results for prototype PWA vs. master, repeat view (caches in
use).
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Figure 15 shows the DOM timings for the PWA compared with the production
version of the software when tested with the custom performance measurement setup.
The figure shows the average performance measurement results for the test page on
Android devices where the left section of the chart is the results with the production
version and the latter part is running the prototype PWA version. The yellow line
is the timing of the DOMComplete event and the green line is the timing of the
DOMInteractive event. The blue line on the bottom of the chart displays the amount
of test runs executed per 5 minutes. The amount of test runs varies from 7 to 72
tests per 5 minutes. The differences in the timings are insignificantly small. This
result implies that the prototype PWA has no significant positive impact on the
loading performance of the SNDP websites.

Lighthouse performance audit results for the production version and the prototype
PWA on Ilta-Sanomat test environments can be seen in Figure 16a and Figure 16b,
respectively. According to the Lighthouse results, the prototype PWA received a
score of 82/100 in the category of progressive web applications best practices. The
production version on the other hand received a score of 55/100 in the same category.
However, the performance for the PWA was 75/100 whereas for the production
version it was 82/100. The prototype PWA had the first meaningful paint happening
340ms later than the production version. In addition, the first interactive and
consistently interactive timings were almost 700ms slower for the prototype PWA
than the production version. On the other hand, as seen in the timeline screenshots,
the header of the page was painted earlier in the PWA than in the production version.
The general best practices score for the prototype PWA was 75/100 and for the
production version it was 69/100. SEO and accessibility scored remained unchanged
between the versions. However, this work focuses mostly on the performance and thus
the lighthouse results show that the prototype PWA did not improve the performance.
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(a) Ilta-Sanomat

(b) Helsingin Sanomat

Figure 11: Lighthouse performance results for the front pages of Ilta-Sanomat (a)
and Helsingin Sanomat (b) on January 4, 2018.
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(a) Ilta-Sanomat

(b) Helsingin Sanomat

Figure 12: Content breakdown of the front page of Ilta-Sanomat (a) and the front
page of Helsingin Sanomat (b) on February 6, 2018 as reported by WebPageTest.
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Figure 13: Screenshots of Test My Site results for Ilta-Sanomat and Helsingin Sanomat
front pages on March 5, 2018.

Figure 15: Screenshot of the performance measurement visualization in Grafana.
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(a) Production version

(b) Prototype PWA

Figure 16: Lighthouse performance audit results for the static test page in Ilta-
Sanomat test environments on March 5, 2018: the production version in (a) and the
prototype PWA in (b).
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5 Discussion

In this chapter, the results are discussed and evaluated. Section 5.1 discusses the
importance, credibility, and the meaning of the results. Based on the results, a set
of recommended actions for improving the performance of the SNDP websites on
mobile devices are introduced in Section 5.2. The recommendations are ordered
based on their estimated positive impact on the performance and the estimated ease
of implementation. Possible future work on the topic is introduced at the end this
chapter.

5.1 Evaluating the Results

The work focused mainly on the front pages of these websites although there are
multiple sections and different types of pages. For instance, an improvement in the
performance of the front page may not be directly linked to the performance of
an article page. In addition, in this thesis it is assumed that the performance of
a webpage can be represented with a numerical value achieved by automated tests
instead of user interviews and testing with real users. In the end, performance is all
about the users and how they perceive the performance of a website. The SNDP
websites are server-side-rendered static HTML pages, which means that the results
for a JavaScript single-page application may differ significantly from the results
achieved in this work. However, most of the suggested actions are valid for any
website project.

5.1.1 Performance Evaluation

Most of the tools that were chosen to be used in the performance evaluation are created
by Google and many of them are somehow linked to WebPageTest. WebPageTest is
generally regarded as the best currently available tool for measuring the performance
of a webpage. Lighthouse provides useful results as well and is the most useful in
implementing a PWA. However, there may have been some other tools that were
not discovered or that have been created very recently. The focusing on performance
is becoming more and more common, which in turn means that more and more tools
are developed.

The results of evaluating the initial web performance suggest that the responsive
webpages of Ilta-Sanomat and Helsingin Sanomat perform relatively poorly on mobile
devices with 3G connections. However, most of the improvements suggested for
instance by Lighthouse were not applicable to these sites due to restrictions in the
project structure. Due to the nature of the project, many of the resources on these
sites are controlled by external vendors, such as advertisement libraries and analytics
libraries. Some of the images that could be optimized, and resources that could be
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cached for longer periods, are not controlled by the development team. Optimizing
these is therefore not possible and in many aspects these sites are already following
the best practices when it comes to web performance. On the other hand, the
performance evaluation showed that the SNDP project is already following many of
the recommended best practices considering performance. That is why during this
work, no easy opportunities for performance improvements were discovered.

In the comparison between the SNDP websites and the competitors’ websites, the
SpeedCurve comparison data was using a desktop device with Chrome as the browser.
A mobile device could not be chosen due to not having the data available for all of these
sites. Additionally, for this comparison, the test runs for the Finnish and Swedish
websites happened from Ireland and for the other websites from the West Coast
US. This may have penalized especially BBC, which probably serves their services a
location closer to the UK. This measurement setup may have caused different results
compared with what could have been achieved if the testing was implemented using
mobile devices and same location for all websites. The possible differences in the
results between the performance on mobile devices and on desktop devices makes
the results from this comparison and other measurements incomparable.

The comparison results show that the SNDP websites are performing relatively well
in comparison with the other news websites. Despite the results showing that the
performance of the SNDP websites is better than average on two out of the three
metrics used, it does not necessarily mean that they perform well enough on mobile
devices and slower networks. The majority of the visitors always access webpages
from a fast device and either on a fast 4G or WLAN connection. The results often
hide the problematic minority who are on a slower connection.

The performance of the SNDP webpages was improved by optimizing JavaScript
resource delivery on the sites. The results showed a significant improvement in
the average load times. The results were confirmed using Google Analytics data
for real users using the site and thus the result reflects what users using these
websites experience. Based on the results, the optimization was successful. However,
further optimizations may be possible since the results showed that even after the
JavaScript delivery optimizations, around one third of the bytes transferred consisted
of JavaScript code. The results for the JavaScript optimizations were only collected
for Ilta-Sanomat and expected to be similar to Helsingin Sanomat due to the similar
architecture of the sites. For Helsingin Sanomat, the impact may even have been
larger due to the heavier content structure compared with Ilta-Sanomat.

5.1.2 Performance Testing Setup

The performance testing setup was a result of trying out different performance
measurement tools and finding them somehow lacking or not flexible enough. This
setup provided reasonable results when used for measuring the performance of the
prototype PWA and comparing it with the performance of the production version.
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However, the setup is still too simple for providing enough useful results in order
to take it into continuous usage. The biggest limitation of this setup is its cost of
operation. The setup was suitable for testing as a proof-of-concept solution but the
costs limit its continuous usage. For a continuous performance monitoring solution, a
cheaper option could be investigated. Alternatively, the achieved performance gains
that translate into revenues have to be clearly connected in order to justify the costs.

5.1.3 Prototype PWA

Due to time restrictions, the PWA was not properly finalized. The resulting prototype
PWA was not really a usable PWA due to various missing features and the insensible
caching strategy that was used in the prototype. For a news website, it is a critical
requirement to stay up-to-date and show the newest of the news. Therefore, caching
the content is a challenging task in general and especially when it comes to a PWA. A
proper solution to caching the content in the service worker cache while still staying
up-to-date was not found during this work, but could be developed in the future.
Proper cache cleanup strategy was not achieved either during this work. This caused
wasting storage space on the test device.

The results for the performance of the prototype PWA show an improvement in all
the metrics that were used when comparing its performance with the performance
of the production version of the software. The improvements on the repeat view
performance are relatively minor and may be included in the error margins or the
results may be somewhat unreliable. The improvements on the first view performance
on the other hand were larger. However, the first view performance only affects a
small portion of the users of a webpage: visitors who do not have any of the assets
available in their device caches. They may be users who have never visited the site
before or users who have cleared their caches or use a clear session, such as the
incognito mode.

Contrary to the results seen in the WebPageTest results, which showed improvements
in all areas, the Lighthouse performance audit results for the prototype PWA showed
that although the PWA best practices score had increased by nine points, the
performance score had gone down by seven points. This means that the steps taken
towards building a prototype PWA were correct steps according to the best practices.
However, for an unknown reason the performance score was not improved. The
Lighthouse tests were run only once and therefore the results can not be regarded as
trustworthy as the other measured results. More testing would have been needed
using Lighthouse in order to validate the results it provides.

The performance of the prototype PWA was only tested for Ilta-Sanomat, but since
Helsingin Sanomat is built on top the same platform, the results are expected to be
similar. The biggest differences in performance between Ilta-Sanomat and Helsingin
Sanomat may be caused by differences in visual assets and content structures. The
results only focused on the loading performance, while not focusing on the usability,
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Figure 17: Screenshot of the extensive storage space usage of the prototype PWA.

maintainability or whether the PWA made sense.

There were some challenges in implementing the PWA prototype. Figure 17 shows
a screenshot of storage space used by the prototype PWA. For some reason the
prototype used more than 12.5 gigabytes of storage on the device. The available quota
on the test device was 7.6 gigabytes as seen in the figure. Somehow the quota was
exceeded by almost five gigabytes. Additionally, there were challenges with HTTP
basic authentication that was used for authentication in the test environments. If the
initial page was found in the service worker cache and no network request was needed,
the web browser did not ask for the basic authentication credentials. This caused
problems in requests that were not in the cache yet and were unauthorized. A proper
solution for fixing this problem was not found during this work. Other challenges
were related to testing the application. It is challenging to test the service worker
implementation. Resources may be available in the browser’s default cache as well.
For testing purposes it is recommended to disable the browser caches while testing
the service worker caching. However, this may not reflect a real-world situation very
well.

Based on these results, the improvements are probably not worth the investment of
implementing a fully-featured PWA for Ilta-Sanomat and Helsingin Sanomat from the
performance point of view. Of course there may be other reasons and requirements
that may require moving towards a PWA in the future, such as support for push
notifications on the web.

5.2 Recommended Actions and Future Work

Based on the results, it is recommended to continue to improve the performance of
the SNDP by focusing on the performance and by doing small improvements where



45

ever possible. It is also important to measure the impact of these improvements in
order to know whether the actions are actually improving the performance. As the
results from the SNDP performance evaluation suggests, focusing on the bottlenecks
in the page loading and rendering may enable improving the page loading speed and
winning some valuable time.

Furthermore, it is recommended to set up continuous performance monitoring in
order to notice if new pefromance bottlenecks are caused by new features before they
go to production. This continuous focusing on performance would allow rewarding
developers or teams who are improving the performance. Page loading performance
budgets could be defined and alarms when exceeding the budgets could be utilized
for notifying about downgraded performance. However, the loading performance of
the SNDP websites varies based on the content and advertisement campaigns on
the site. Therefore, a short-term performance monitoring solution will not provide
reliable results in a changing environment like this. A solution to this problem may
be creating a static test environment that is as close to the production version as
possible. The test environment should contain as little changing elements as possible
in order to compare the page loading results over time. The advertisements and
other changing content should be disabled on this environment to achieve this goal.
The static test site may be enough for evaluating the performance impact of the
changes that are going to be released before releasing them. Additionally, a longer
term monitoring solution on the actual site may provide useful information about
the trends in the performance of the site.

In addition to the above mentioned actions, there are a few actions that are not
recommended at the time being. Re-implementing the SNDP front end as a JavaScript
single-page application may have a positive impact on the performance. However, if
not done properly, it could even slow down the page load times due to large scale
JavaScript applications having to download large bundles of application code before
rendering the content. This is possible to avoid by utilizing server-side-rendering in
combination with client-side application logic. On the other hand if done correctly it
could reduce the page load times and especially the navigation between articles. The
enormous effort required for the rewrite may be hard to justify, especially from the
performance point of view.

Another option would be implementing AMP support for the SNDP. This would
allow Google to serve the content rapidly from the AMP cache and improve the
visibility in the mobile search results. There is nothing wrong with AMP as an idea
for improving web performance on mobile devices. However, it is heavily controlled
by Google and restricts the possibilities of the developers in addition to moving traffic
to Google’s servers where the AMP cache is stored. It would also be difficult to make
sure that the content stays always up-to-date if the content is served from the AMP
cache. Implementing AMP support in the SNDP is therefore not recommended.

During the writing of the thesis, even wider support for service workers was introduced.
Now, all the major browsers support service workers, including Microsoft Edge and
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Safari both on MacOS and on iOS as seen in Figure 6. This may change the
situation when considering whether building a PWA is worth it. Wider browser
support means reaching larger audience with the possible performance improvements.
However, in the current situation it is not recommended to continue to develop
the prototype PWA further unless features such as push notifications are needed.
From the performance point of view a PWA is not the best option for improving the
performance of the SNDP at the moment. By refactoring the front end structure in
other ways, either into a JavaScript SPA or static HTML page with dynamic content
loading strategy, a faster loading experience may be achieved. After improving
the performance in other ways, the PWA option should be reconsidered. By that
time, the PWA implementation differences between the different platforms have
probably been worked on and decreased making a PWA a more suitable solution for
multi-platform web application development.
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6 Conclusions

This thesis focused on analyzing and improving the loading performance of large-
scale websites on mobile devices. When investigating the already available tools
for measuring and auditing web performance, many suitable tools were found. A
selection of the tools based on the usefulness and the level of details in the output
was then used for conducting a performance evaluation. Additionally, a custom
performance measurement setup was implemented.

As a case study in this thesis, the performance of the SNDP websites (Ilta-Sanomat
and Helsingin Sanomat) was evaluated and methods for improving their performance
were investigated. The results showed that the initial performance of the SNDP
websites was relatively slow on mobile devices. One of the possible causes was the
heavy amount of JavaScript code included in the page loads. By optimizing the
delivery of JavaScript assets, the average page loading time of the SNDP websites
was reduced by 17%.

As a possible solution to further improving the performance of the SNDP websites, a
PWA was implemented. The prototype PWA was expected to improve the loading
performance of the SNDP websites. The performance impact of the prototype PWA
was then measured and evaluated. The results showed that a PWA in itself does
not significantly improve the loading performance of the SNDP websites on mobile
devices. Thus, turning the SNDP into a PWA is not recommended as a solution to
improving the loading performance. However, a PWA may be implemented if other
features of a PWA such as web push notifications or offline support are desired.

Based on the results of the performance evaluation, the JavaScript delivery opti-
mizations, and the performance measurements of the prototype PWA, a set of other
recommended actions for improving the loading performance of the SNDP webpages
was presented. The recommendations may be generally useful for any website project.

In conclusion, web technologies are developing fast and the requirements for features
in modern web applications are growing rapidly. This will cause the modern web
applications to become even heavier and more complex. In the past few years, a
multitude of performance auditing tools have been created. These tools may provide
useful hints for how to optimize for better user experiences on low-end devices and
slower network connections. It is important to focus on optimizing the performance
in order to provide fast user experiences for all the users, including users on slower
connections and mobile devices. PWAs may be a way to solve these performance
problems in the future.
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A Service Worker Registration

Listing 3: JavaScript code for registering a service worker
1 if ('serviceWorker ' in navigator ) {
2 if (! window.SNDPServiceWorkerEnabled ) {
3 // Kill switch triggering unregistration
4 console.log (
5 'Kill switch triggered , going to unregister service

workers for this site!'
6 );
7 navigator.serviceWorker.getRegistrations ().then( function (

registrations ) {
8 registrations.forEach ( function ( registration ) {
9 registration.unregister ();

10 });
11 });
12 } else {
13 // Delay registration until after the page has loaded , to

ensure that our
14 // precaching requests don 't degrade the first visit

experience.
15 // See https: // developers.google.com /web/ fundamentals /

instant-and-offline / service-worker / registration
16 window.addEventListener ('load ', function () {
17 // Your service-worker.js *must* be located at the

top-level directory relative to your site.
18 // It won 't be able to control pages unless it's located

at the same level or higher than them.
19 // *Don 't* register service worker file in , e.g. , a

scripts / sub-directory !
20 // See https: // github.com / slightlyoff / ServiceWorker / issues

/468
21 navigator.serviceWorker
22 . register ('/ service-worker.js ')
23 .then( function (reg) {
24 // updatefound is fired if service-worker.js changes
25 reg.onupdatefound = function () {
26 // The updatefound event implies that reg.installing

is set; see
27 // https: // w3c.github.io / ServiceWorker /#

service-worker-registration-updatefound-event
28 var installingWorker = reg.installing;
29
30 installingWorker.onstatechange = function () {
31 switch ( installingWorker.state ) {
32 case 'installed ':
33 if ( navigator.serviceWorker.controller ) {
34 // At this point , the old content will have

been purged and the fresh content will
35 // have been added to the cache.
36 // It 's the perfect time to display a "New

content is available; please refresh. "
37 // message in the page 's interface.
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38 console.log ('New or updated content is
available. ');

39 } else {
40 // At this point , everything has been

precached.
41 // It 's the perfect time to display a "

Content is cached for offline use."
message.

42 console.log ('Content is now available
offline !');

43 }
44 break;
45
46 case 'redundant ':
47 console.error (
48 'The installing service worker became

redundant. '
49 );
50 break;
51 }
52 };
53 };
54 })
55 . catch ( function (e) {
56 console.error ('Error during service worker

registration: ', e);
57 });
58 });
59 }
60 }
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B An Example Service Worker File

Listing 4: An Example service worker file with network or cache strategy (Mozilla,
n.d.)

1 var CACHE = 'network-or-cache ';
2
3 // On install , cache some resource.
4 self.addEventListener ('install ', function (evt) {
5 console.log ('The service worker is being installed. ');
6
7 // Ask the service worker to keep installing until the

returning promise
8 // resolves.
9 evt.waitUntil ( precache ());

10 });
11
12 // On fetch , use cache but update the entry with the latest

contents
13 // from the server.
14 self.addEventListener ('fetch ', function (evt) {
15 console.log ('The service worker is serving the asset. ');
16 // Try network and if it fails , go for the cached copy.
17 evt.respondWith ( fromNetwork ( evt.request , 400). catch ( function

() {
18 return fromCache ( evt.request );
19 }));
20 });
21
22 // Open a cache and use `addAll () ` with an array of assets to

add all of them
23 // to the cache. Return a promise resolving when all the assets

are added.
24 function precache () {
25 return caches.open (CACHE).then( function (cache) {
26 return cache.addAll ([
27 './ controlled.html ',
28 './ asset '
29 ]);
30 });
31 }
32
33 // Time limited network request. If the network fails or the

response is not
34 // served before timeout , the promise is rejected.
35 function fromNetwork (request , timeout ) {
36 return new Promise ( function (fulfill , reject ) {
37 // Reject in case of timeout.
38 var timeoutId = setTimeout (reject , timeout );
39 // Fulfill in case of success.
40 fetch( request ).then( function ( response ) {
41 clearTimeout ( timeoutId );
42 fulfill ( response );
43 // Reject also if network fetch rejects.
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44 }, reject );
45 });
46 }
47
48 // Open the cache where the assets were stored and search for

the requested
49 // resource. Notice that in case of no matching , the promise

still resolves
50 // but it does with `undefined ` as value.
51 function fromCache ( request ) {
52 return caches.open (CACHE).then( function (cache) {
53 return cache.match ( request ).then( function ( matching ) {
54 return matching || Promise.reject ('no-match ');
55 });
56 });
57 }
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