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Abstract

There has been a signiĄcant amount of debate whether artiĄcially intelligent systems
will make humans totally obsolete in the future or will humans still have a role
in decision-making. This debate exists both in academia and in business. The
most optimistic predictions state that AI systems can perform every task better
than humans in the next 45 years. On the other end of the spectrum, some people
say that there will always be tasks where AI is inferior to humans or to humans
working together with AI. Whichever is the case, there will be a time period of at
least 45 years, when humans are making decisions alongside AI. During this time
of Şman-computer symbiosisŤ, the focus should be on the joint performance of the
human-machine system. Some key points of view are how the application needs to
be designed, how the work needs to be divided between human and machine, how to
maximize the beneĄt of having a human in the loop, and how to create a system
that is as understandable as possible for the human user.

This thesis will focus on how these questions need to be addressed when designing
and developing an intelligent decision support system (IDSS), so that the joint
performance is maximized. To gain more insight on the subject an IDSS that, in
collaboration with the human user, creates customer segments out of geospatial
customer data, is designed and developed. The objective of the study is to Ąnd
an optimal way in which the user and AI can work together to perform as well as
possible. To do this there are various aspects that need to be addressed ranging from
human decision-making, to automation bias, and from interpretability of machine
learning to human-AI interaction.

These concepts and some guidelines on how the interaction should be designed
based on these concepts will be introduced in the literature review. The design of
the developed IDSS will be introduced in the application section. The results section
will focus on how the IDSS addresses the issues found in the literature review to
achieve the best possible joint performance of the human-machine system. Questions
such as what succeeded, what proved to be a challenge, and what are the problems
that lacked a passable solution, will be answered in the discussion section. Finally,
in the conclusion the thesis will be recapped and some interesting potential topics
that need further research will be introduced.

Keywords Human-AI interaction, Human-in-the-loop, Decision support system,
Machine learning, ArtiĄcial intelligence
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Tiivistelmä

Viime vuosina on käyty kiivasta keskustelua siitä, että tuleeko tekoäly ja koneoppimi-
nen syrjäyttämään ihmiset päätöksentekijöinä kokonaan. Tätä keskustelua on käyty
sekä liiketoiminnallisissa että akateemisissa ympäristöissä. Kaikkein optimistisimmat
ennustukset väittävät, että tekoälyjärjestelmät ohittavat ihmisten kyvyt kaikessa
seuraavan 45 vuoden aikana. Toisaalta, jotkut väittävät, että on olemassa tehtäviä,
joissa ihmiset tulevat aina pärjäämään paremmin kuin tekoäly. Riippumatta siitä,
että kumpi näkökanta tulee toteutumaan, tiedossa on ainakin 45 vuotta, jolloin
ihmiset tekevät päätöksiä yhdessä tekoälyn kanssa. Tämän Şihmisen ja tietokoneen
välisen symbioosinŤ aikana huomio tulisikin kohdistaa ihmisen ja koneen yhteissuo-
ritukseen. Tärkeitä näkökulmia ovatkin, miten sovellukset tulisi suunnitella, miten
työtehtävät tulisi jakaa ihmisen ja koneen välillä, miten maksimoida hyödyt siitä, että
ihminen on aktiivisena osana järjestelmää, ja miten luoda mahdollisimman helposti
ymmärrettäviä järjestelmiä.

Tässä diplomityössä tutkitaan, miten näitä kysymyksiä tulisi lähestyä suunni-
teltaessa älykkäitä päätöksentukijärjestelmiä niin, että yhteissuoritus tulisi maksi-
moitua. Jotta aihetta pystyttäisiin tutkia tarkemmin, tässä työssä esitellään älykäs
päätöksentukijärjestelmä, joka on suunniteltu ja kehitetty työtä varten. Kyseisessä
päätöksentukijärjestelmässä ihmiskäyttäjä luo yhteistyössä koneen kanssa käyttäjä-
segmenttejä geospatiaalisesta käyttäjädatasta. Työn tavoite on löytää ihanteellinen
tapa, joka mahdollistaa käyttäjän ja tekoälyn maksimaalisen suorituksen. Jotta
tämä onnistuisi, tulee ottaa huomioon monia näkökulmia vaihdellen ihmisten pää-
töksenteosta automaatioharhoihin, ja koneoppimisen ymmärrettävyydestä ihmisen
ja tekoälyn väliseen vuorovaikutukseen.

Nämä aihealueet ja ohjesääntöjä vuorovaikutuksen suunnitteluun esitellään kir-
jallisuuskatsauksessa. Kehitetty päätöksentukijärjestelmä tullaan esittelemään kap-
paleessa ŞApplicationŤ. Kappaleessa ŞResultsŤ keskitytään siihen, miten kehitetty
sovellus ottaa huomioon kirjallisuuskatsauksessa löytyneet kysymykset. Kappaleessa
ŞDiscussionŤ esitellään, mitä tätä työtä tehdessä on opittu, mikä onnistui, mitä haas-
teita oli, ja mihin ongelmiin ei löytynyt sopivaa ratkaisua. Lopulta, yhteenvedossa
kerrataan työ ja esitellään muutamia mielenkiintoisia aiheita tuleville tutkimuksille.

Avainsanat ihmisen ja tekoälyn välinen vuorovaikutus, päätöksentukijärjestelmä,
koneoppiminen, tekoäly
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1 Introduction

The idea of a human and an artiĄcial intelligence (AI) system collaborating in an
interactive way dates back to the introduction of AI in 1950Šs but in the recent years
it has been receiving more focus both in the academia and in the industry. The idea
was Ąrst presented by one of the pioneers in computer science J.C.R. Licklider, who
visioned that humans could Şthink in interaction with a computer in the same way
that you think with a colleague whose competence supplements your ownŤ (1960,
p.5). Licklider (1960) originally predicted that this era of Şman-computer symbiosisŤ
would continue only until 1980Šs when the advances in artiĄcial intelligence would
have resulted in machines that were so intelligent that humans would not be needed.
Although the timeline varies individually, the same point of view, that ultimately
machines would be intelligent enough to make humans unnecessary was and still
is shared by many within the Ąeld. However, during the recent years while several
milestones have been reached in the Ąeld of artiĄcial intelligence and 50% of AI
researchers believe that AI will outperform humans in any task during the next 45
years (Grace, et al., 2017), a growing amount of academics and industry professionals
have voiced their opinion that maybe ultimately the best solution will be humans
working in symbiosis with machines (e.g. Holzinger, 2016; Veloso, 2016; Google
Design, 2018).

In this thesis the focus is on systems that use artiĄcial intelligence to support
decision-making of humans. These so called Intelligent Decision Support Systems
(IDSS) are computer systems that use stored data, models, and AI elements to
solve problems in collaboration with the user (Aronson, Ting-Peng and Turban,
2005). IDSS is an umbrella term that covers most of the more modern terms used
for business intelligence applications, such as Şself-service analyticsŤ, Şinteractive
analyticsŤ, and Şcognitive analyticsŤ.

As the complexity of the systems has increased the need for user interfaces that
are easier to use and allow the use in interaction with the AI system has also increased.
This has imposed new challenges for designers of such systems: how to design the
user interfaces in a way that they allow users to truly collaborate with the system,
how they can interact with them, and understand them. These are some of the key
properties of Intelligent Decision Support Systems and solving these will maximize
the joint performance of human-machine system.

The focus in this thesis is on studying how the artiĄcial intelligence system
and human should interact with each other to minimize the ŞfrictionŤ between the
interaction and maximize the joint cognitive performance. The research questions
are:

1. What elements of interaction need to be taken into consideration when devel-
oping software where a human and an intelligent system work in collaboration?

2. How these elements can be implemented in an interactive analytics application?

A literary review was conducted to answer the Ąrst research question and to Ąnd
the most important topics related to interaction between humans and intelligent
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systems. To answer the second research question an IDSS was designed and developed
for this thesis.
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2 Literature Review

This chapter will introduce the major Ąndings from the literature related to applica-
tions where humans and intelligent systems work in collaboration. It will start by
brieĆy explaining what are decision support systems and what kind of explanation
systems they contain. Then it will cover topics such as human-in-the-loop, human-AI
interaction, and levels of automation. After that it will brieĆy address what kind
of psychological effect automation has on humans and how humans make decisions.
Finally, there will be three examples of interactive decision support systems.

2.1 Decision Support Systems

Decision Support Systems (DSS) are a type of software that are used for aiding
human users in making decisions. They typically show relevant data to the topic in
question and might even show some possible alternatives to solve the problem. This
chapter will give an overview of decision support systems and a brief introduction to
different types of decision support systems.

2.1.1 Overview of Decision Support Systems

Academics have not reached a conclusion on the exact deĄnition of DSS and thus there
exists several different deĄnitions with different emphasizes (Aronson, Ting-Peng
and Turban, 2005). Aronson, Ting-Peng and Turban (2005, p.852) introduce several
different deĄnitions, compare them, and provide their own deĄnition: ŞComputer-
based information systems that combine models and data in an attempt to solve
nonstructured problems with extensive user involvement through a friendly user
interfaceŤ. Since the deĄnition is so vague, DSS acts as an umbrella term for various
different types of management support systems. These types include for example,
Enterprise Information Systems (EIS, used for accessing and viewing organizational-
level information), Customer Relationship Management systems (CRM, used for
storing and accessing information about customer relationships), Supply Chain Man-
agement systems (SCM, used for managing supply chains), Knowledge Management
Systems (KMS, used to store and access the knowledge inside the company), and
Expert Systems (ES, used to solve highly speciĄed and complex structured problems)
(Aronson, Ting-Peng and Turban, 2005).

Yet another important concept in the Ąeld of DSS is Business Intelligence (BI).
Some researchers perceive BI more as a successor of DSS, claiming that DSS lacks
some technologies that are incorporated into BI systems, such as support for multi-
variate analysis, semi-structured data from different sources, and multidimensional
data presentation (Gray, 2003; Olszak and Ziemba, 2007), but the deĄnition of
DSS by Aronson, Ting-Peng and Turban (2005) does not necessarily exclude these
attributes and they claim that business intelligence and decision support systems
are synonymous. More recently terms such as Şself-service analyticsŤ, Şinteractive
analyticsŤ, and Şcognitive analyticsŤ have been used for BI applications that aim to
make accessing, processing, and understanding of the data as intuitive as possible
for the user.
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Even though DSS and BI are practically interchangeable, there is one important
aspect in which they differ: Ąeld of application. Decision support systems are used in
various different Ąelds ranging from aviation, to medication, and military to business
(Cummings, 2004a; Aronson, Ting-Peng and Turban, 2005; Jacko, 2012) but business
intelligence is used, as the name suggests, mainly in business. In this thesis terms
business intelligence and decision support systems are used interchangeably, except
from the occasions where the source literature has differentiated them from each
other.

2.1.2 Motivation for Decision Support Systems

Running a business has transformed signiĄcantly in the last decades. The growth of
the amount of data available and computing power has led to a situation where the
ability to use these new resources has proven to be a new competitive advantage and
Business Intelligence / Decision Support Systems allow managers to make decisions
smarter and faster (Aronson, Ting-Peng and Turban, 2005; Imhoff and White, 2011;
Chen, Chiang and Storey, 2012). At the same time making decisions has become
more difficult, because there are more alternatives to choose from, larger cost of
errors, more uncertainty regarding the future, a need for quick decisions, and more
competition (Aronson, Ting-Peng and Turban, 2005; Olszak and Ziemba, 2007).
Decision Support Systems allow managers to make decisions that are based not only
on their gut-feeling but also on the data and expertise gathered from external and
internal sources.

2.1.3 Types of Decision Support Systems

This chapter will introduce, some distinct types of decision support systems. These
types have been chosen either because of their historical signiĄcance, widespread
usage, or relevance to the intelligent decision support system that is designed and
developed in this thesis.

Expert Systems
Expert systems (also known as knowledge-based systems) are a speciĄc type of
decision support systems. They are also one of the most traditional ones, since in
1970Šs research in artiĄcial intelligence focused mostly on the development of expert
systems. The basic idea of an expert system is to capture knowledge by a human
expert, form rules based on the knowledge, and create a system that uses these rules
to solve problems. These problems are usually very complex but narrow. Some
of the most famous early examples of expert systems are DENDRAL, which used
domain-speciĄc rules to identify molecular structure out of output of a spectrometer,
and MYCIN, that diagnosed bacterial infections from blood samples. (Waern and
Hägglund, 1997; Aronson, Ting-Peng and Turban, 2005; Russell and Norvig, 2010)

Since most expert systems are rule-based, they are simpler from the userŠs per-
spective and representing the reasoning behind results is more simple than in most
other types of DSS. Since the knowledge is represented usually as if-then rules, it
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allows many easy-to-understand explanations behind the results. For the more com-
plex systems, decision networks provide ways for explaining the results (Russell and
Norvig, 2010). Chapter 2.8.1 will introduce WatsonPaths, which is a very powerful
expert system used to answer complex questions represented in natural language.
What differentiates WatsonPaths from the traditional expert systems is that it does
not need humans to create and input the rules it uses, instead it can autonomously
infer the rules from huge datasets of natural language.

Customer Relationship Management Systems
Customer Relationship Management (CRM) systems are systems that enable compa-
nies and organizations to contact customers and potential customers, and collect,
store, and analyze customer data (Aronson, Ting-Peng and Turban, 2005; Kho-
dakarami and Chan, 2014). The main reason for using CRM systems is that many
companies have such large pool of customers that they cannot rely only on human
account managers and basic tools, such as spreadsheet applications. Thus, to ensure
high-level customer satisfaction and customer retention, CRM systems are used to
store information about the communication between the customer and the com-
pany, the issues with the customer, and the commitments made between these two.
However, CRM systems can also be used for more complex functions like Ąnding
new customers, customer segmentation, marketing, and cross-selling. (Aronson,
Ting-Peng and Turban, 2005)

Although the value of customer relationship management systems is widely rec-
ognized and they are being used more and more, they still are not used to their
full potential. Knowledge about and of their customers can be seen as the most
valuable resource of a company and yet companies are not fully utilizing it. Instead,
customer segmentation is still mostly focused on simple assumptions that certain
people of same age or gender form a homogenous customer segment. (Khodakarami
and Chan, 2014) One of the main challenges is integrating new CRM systems to the
old systems and also to the business processes (Aronson, Ting-Peng and Turban,
2005; Khodakarami and Chan, 2014).

Geographical Information Systems
Geographical Information Systems (GIS) are a type of computer-based systems used
for capturing, storing, managing, analyzing, manipulating, and displaying geospatial
data on digital maps (Jankowski, 1995; Aronson, Ting-Peng and Turban, 2005).
Additional information such as demographics, traffic congestion, competitor informa-
tion, and customer locations can be embedded to the map. As a result geographical
information systems are used on a variety of geospatial decision-making problems
ranging from site selection of fast food restaurants or pharmacies, to route planning,
and to property management (Aronson, Ting-Peng and Turban, 2005).

Geographical information systems offer a natural interface for viewing geospatial
data. Being able to see statistical summaries and plots while seeing the map and
the links between these two is a signiĄcant advantage. GIS offers also an easy-to-use
interface for making queries that require geospatial data. Selecting an area from a
map with a mouse is much more convenient than inputting the area as coordinates.
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(Fotheringham and Rogerson, 2013) Since geographical information systems offer
many advantages for decision support they have been integrated to many other
systems, such as customer relationship management systems (Aronson, Ting-Peng
and Turban, 2005).

The advancements in technology during the last years have resulted in new geo-
graphical information systems that can represent enormous amounts of location-based
data. One example is Tweetmap created by a company called MapD Technologies.
Tweetmap uses geolocated tweets and maps them onto a map. The user can inter-
actively and in real-time search and Ąlter through over 300 million tweets based
on their location, language, used hashtags, and the user who has posted the tweet.
(MapD Technologies, 2016a)

Intelligent Agents
Although intelligent agents, by deĄnition, are not decision support systems, they still
are closely coupled with them and many decision support systems include one or
multiple intelligent agents. Intelligent agents are usually small, (semi-)autonomous
computer programs that have some objective. The term comes from the concept of
agency. An agent can perceive its environment through sensors and act accordingly
autonomously (Aronson, Ting-Peng and Turban, 2005; Russell and Norvig, 2010;
Chopra, et al., 2013). There exists a wide range of different kinds of intelligent agents
with different characteristics. Intelligent agents can be characterized by their intelli-
gence level, level of autonomicity, level of mobility, and whether they are single agent
systems or multiagent systems (Aronson, Ting-Peng and Turban, 2005; Russell and
Norvig, 2010). Some examples of intelligent agents include chatbots, web crawlers,
and intelligent assistants, such as the infamous Microsoft Clippy.

One of the key challenges in designing intelligent agents is to decide how they
communicate with each other and the human user. Chopra, et al. (2013) argument
that the agent communication language should be abstract, and yet not be too
general, instead the language should be contextualized and allow understanding the
agentŠs reasoning easily. However, they also point out that Ąnding the right balance
with the computational complexity and the expressiveness of the language is a key
challenge in developing agent communication languages.

Active Decision Support Systems
Active Decision Support System (also known as Symbiotic Decision Support System)
is different from a regular DSS. A regular DSS is more of a passive component of
the decision-making process, where the system does only what the user tells it to
do. Active DSS, on the contrast, takes much more active role in the decision-making
process, is aware of what the user is doing, and can interact with the user when it feels
it is necessary (Manheim, 1988; Vahidov and Elrod, 1999; Aronson, Ting-Peng and
Turban, 2005). Thus, active decision support systems usually incorporate elements of
intelligent agents (Vahidov and Elrod, 1999; Aronson, Ting-Peng and Turban, 2005).

Active decision support systems are especially useful in complex domains where
the DSS can help the user to understand the problem domain, formulate problems,
suggest possible methods for solving problems, interpret the results, and explain
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the results and decisions behind them (Aronson, Ting-Peng and Turban, 2005).
However, the use of Active DSS, can lead to problems related to automation bias
(Vahidov and Elrod, 1999), which will be discussed in more detail later in chapter 2.6.3.

Intelligent Decision Support Systems
Intelligent Decision Support Systems (IDSS) are decision support systems that in-
corporate more complex analytical methods. Gottinger and Weimann (1992, p.318)
deĄned IDSS already in the 90Šs as Şinteractive tool for decision making for well-
structured (or well-structurable) decision and planning situations that uses expert
system techniques as well as speciĄc decision models to make it a model-based expert
systemŤ.

Since then IDSSs have been extended to include also other types of decision
support systems. Guerlain, Brown, and Mastrangelo (2000) state that successful
IDSS are decision support systems that have the following features: interactivity,
event and change detection, representation aiding, error detection and recovery,
information out of data, and predictive capabilities. Even though this deĄnition is
almost from 20 years ago, it still holds true and resembles closely to the deĄnition of
more modern systems such as Şself-service analyticsŤ, Şinteractive analyticsŤ, and
Şcognitive analyticsŤ.

2.2 Explanation and Argumentation Systems

Explanation (or argumentation) subsystem is a part of decision support system
which purpose is to provide the explanation and reasoning behind the systemŠs
actions or recommendations so that the user can understand how the system reached
a speciĄc conclusion (Lacave and Diez, 2004; Aronson, Ting-Peng and Turban,
2005). Explanation systems have typically been included especially in expert systems
(Lacave and Diez, 2004; Aronson, Ting-Peng and Turban, 2005). This is because
expert systems have traditionally followed simple if-else rules and visualizing the path
followed by the system has been easy with for example decision tree visualizations.
However, explanation systems are needed in other types of DSSs as well (Moulin, et
al., 2002).

2.2.1 Motivation for Explanation System

Explanation systems are essential for decision support systems. Lacave and Diez
(2004) state that explanation systems: allow users to spot wrong conclusions more
easily, allow users to understand new solutions more easily, and allow users to be
convinced of the usefulness of the system.

Detecting Wrong Conclusions
One of the main advantages of explanation systems is that by exposing the systemŠs
decision-making process they allow users to spot wrong decisions made by the system
(Lacave and Diez, 2004). This is extremely important when considering automation
bias, where errors occur because users trust the system too much. Because modern
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systems are often very complex, users are not able to understand how they work,
which results in errors (Cummings, 2004a). Thus, explanation systems have an
integral role of simplifying the complexity of the systems to allow users to understand
the system better.

Helping Users to Understand
Another key advantage for explanation systems is that they help the user to un-
derstand the reasoning behind decisions or recommendations made by the decision
support system (Moulin, et al., 2002; Lacave and Diez, 2004). The underlying prob-
lem here is the same as in the previous one. Modern systems are often very complex,
and thus the users do not necessarily understand how they reach the conclusions
or recommendations that they offer. However, an explanation system can convince
the user to accept the conclusion. This is especially useful in situations, where both
the potential risks and potential beneĄts of the decision are high. For example, a
physician might be reluctant to accept the advice of the system if he or she does not
understand the reasoning behind the advice (Lacave and Diez, 2004).

Convincing Users of the Usefulness of the System
One aspect that is easily forgotten, when discussing the beneĄts of explanation
systems, is that they are especially useful in situations where the user is new to the
system. Humans tend to not to trust systems if they do not know how they work.
This can provide challenges when introducing new decision support systems to users,
or when trying to sell DSSs to new customers. Moulin, et al. (2002) and Lacave and
Diez (2004) argument that explanation systems have a very important role for the
acceptance of new systems.

2.2.2 Types of Explanation Systems

Moulin, et al. (2002) divide explanations provided by explanation systems to three
different types: trace explanations, strategic explanations, and deep explanations.

Trace Explanations
Trace explanations were the Ąrst type of explanations that the explanation systems
provided. These explanations simply provided the path that the system followed,
when navigating through the if-else rules in the knowledge base of expert systems.
Even though, the representations of these explanations are very intuitive, they lack
information about the general goal and resolution strategy of the system. (Moulin, et
al., 2002). In addition, even though the representation of the explanation is intuitive,
the user might not understand individual steps of the explanation and when the
reasoning chain is long, the Ąnal argument might not seem coherent (Lacave and
Diez, 2004).

Strategic Explanations
Strategic explanations are an evolved version of trace explanations. Instead of show-
ing the trace, strategic explanation system shows why information is processed in
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certain way and order and how the reasoning contributes to the high-level goals.
(Moulin, et al., 2002) In strategic explanations the goal is to produce explanations
that show the reasoning strategy (Moulin, et al., 2002; Lacave and Diez, 2004).

Deep Explanations
Deep explanations are the most evolved version of explanation types. Deep explana-
tions utilize separate knowledge bases that can differ from the ones that the problem
solver uses. (Moulin, et al., 2002). This allows the system to construct an explanation
that resembles more closely to the reasoning process of the user (Moulin, et al., 2002;
Lacave and Diez, 2004).

2.2.3 Characteristics of Good Explanation Systems

Even though explanation systems are an essential part of decision support systems,
traditionally they have usually been almost neglected when designing decision support
systems. In fact, traditionally the explanation systems have been inferior to the
one in MYCIN which has been considered as the Ąrst expert system. (Lacave and
Diez, 2004) This is a problem since bad explanations can be worse than having no
explanations at all (Lacave and Diez, 2004; Aksoy, et al., 2006). There are many
topics to be covered when discussing the characteristics of good explanation systems.
These include choice of representation method (i.e. textual, visual, or numerical),
type of explanation, and level of detail.

Type of Explanation
The type of explanation refers to the types introduced earlier (i.e. trace, strategic,
and deep explanations). Each explanation type has its own advantages and dis-
advantages. Trace explanations provide intuitively understandable explanations of
details, but lack the information about general decision-making strategy. Strategic
explanations provide the general strategy, but they can provide the information at
wrong level. Deep explanations try to link the explanation to the userŠs knowledge
base, however, if the user is already knowledgeable, deep explanations can be only
confusing. (Moulin, et al., 2002) Aksoy, et al (2006) state that for example, in the
case of recommendation agents the consumer acceptance is depended on whether the
recommendations are generated with a decision-making process that is similar to the
consumerŠs decision-making process. Yoo and Gretzel (2011) share this notion and
argue that explanations of recommender systems should be based on human-human
communication. In practice, this means that type of explanation, should be a combi-
nation of the three types and it should provide the accuracy of trace explanations,
but also the general decision-making strategy, and link the explanation to the userŠs
own decision-making strategy.

Representation Method
Representation method is one of the key characteristics of an explanation. Naturally
the representation method depends greatly on the type of explanation. The basic
three methods of representation are textual, numerical, and visual. Each of these has
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its own advantages and disadvantages. Visual representation methods are graphs
that show the reasoning behind the decisions. These graphs can be for example,
decision trees (Lacave and Diez, 2004), animations (Moulin, et al., 2002), argument
graphs (Lacave and Diez, 2002), sensitivity graphs (Geldermann, 2010), et cetera.
Textual representation methods transform the reasoning to either natural language
(Moulin, et al., 2002; Lacave and Diez, 2004) or argumentation structures (Moulin,
et al., 2002).

To choose the right representation method, the designer of the system needs
to take into account also the level of expertise of the explainee. According to Gel-
dermann (2010) visual representations can offer a good explanation for those who
already know about the subject, but textual representations can be more effective
for novices. Another thing to consider is what is the objective of the explanation.
More simple methods typically allow the user to complete a task faster, but more
complex explanations can be more persuasive (Gedikli, Jannach and Ge, 2014). In
general, the representation method should be linked to concepts and visualizations
that the user is already familiar with (Moulin, et al., 2002; Geldermann, 2010; Yoo
and Gretzel, 2011; Gedikli, Jannach and Ge, 2014).

Level of Detail
The level of expertise of the explainee should affect also the level of detail of the
explanation and this should be adjustable as well (Lacave and Diez, 2004; Xiao and
Benbasat, 2007). Lacave and Diez (2004) divide the level of explanations to micro
and macro level. Micro-level explanations are explanations that provide detailed
justiĄcations based on speciĄc values of attributes. Macro-level explanations however,
are explanations that focus on the main lines of reasoning. An example of this micro
and macro level division can be found in recommendation agents. Recommendation
agents can be divided to feature-based and needs-based agents (Xiao and Benbasat,
2007). For example, a recommendation agent for buying a car can either focus on
technical features such as horsepower, acceleration, consumption, number of doors,
etc. or it can focus on needs, such as the size of family, type of use (i.e. driving
in city, in countryside, or highway), importance of fuel-efficiency, etc. Xiao and
Benbasat (2007) state that in general, expert users prefer more detailed explanations
than novice users and thus they prefer feature-based / micro-level explanations.

2.3 Human-in-the-Loop

Human-in-the-Loop (HITL) is a concept that embodies human as a critical part
of some process. It lacks a sound deĄnition in the academia, however, a simple
deĄnition is offered by a glossary by U.S. Department of Defense (DoD), in which
human-in-the-loop is deĄned as Şa model that requires human interactionŤ (DoD,
1998, p.118). DoD (1998) also deĄnes the term human-in-the-loop as a synonym for
interactive model. Since HITL lacks a strict formal deĄnition it has been used in
various contexts, such as military simulations (Cummings, 2004b), cyber-physical
systems (Schirner, et al., 2013), driver assistance system simulations (Chen and
Peng, 2001; Lam, et al., 2015), and even bicycles that have transmission that is
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automatically adjusted by the cyclistŠs heart rate (Corno, et al., 2015). These
examples show that human-in-the-loop as a concept has been used mainly in two
fundamentally different Ąelds and with different meanings. The Ąrst one is more
related to body-machine interfaces, robotics and machines, and in general systems
where the human body is a part of the loop. The other one is computer systems, in
which the human user is an integral part of the systemŠs loop. In this thesis the Ąrst
perspective to human-in-the-loop will be ignored and the focus will be on the latter
use case of HITL.

2.3.1 Strengths and Weaknesses of Human and AI

The basic idea behind human-in-the-loop approach is that humans and computers
have different strengths and weaknesses, and thus computer systems need humans
to complement them on various tasks. This idea of complementing strengths and
weaknesses resembles closely the idea of man-computer symbiosis introduced by
Licklider (1960) and his disciple Engelbart (1962). These differences were initially
described by Fitts in 1951 (De Winter and Hancock, 2015) and are represented in
Table 1.

Table 1: Strengths of Humans and Computers in Decision Making according to Fitts

Humans appear to surpass
present-day machines in respect
to the following abilities:

Present day machines appear to
surpass humans in respect to
the following abilities:

To detect a small amount of visual
or acoustic energy

To respond quickly to control signals
and to apply great force smoothly
and precisely

To perceive patterns of light or sound To perform repetitive, routine tasks

To improvise and use Ćexible proce-
dures

To store information brieĆy and then
to erase it completely

To store very large amounts of infor-
mation for long periods and to recall
relevant facts at the appropriate time

To reason deductively; including com-
putational ability

To reason inductively To handle highly complex operations,
i.e. to do many things at once

To exercise judgment

This comparison is over 60 years old and obviously computers and especially
artiĄcial intelligence systems have evolved enormously since those days. In their
review of the Fitts list De Winter and Hancock (2015) state that computers have



19

especially evolved in detection, perception, and long-term memory, but humans
are typically still considered far superior in judgment, improvisation, and inductive
reasoning.

2.3.2 Application Fields for Human-in-the-Loop

As mentioned human-in-the-loop is a term that has been used in various different
contexts. However, there are some application Ąelds that seem to be more common
than others. One of these is incorporating humans to provide training data to the AI
system while they use the system and at the same time correct the AI when it makes
a mistake. Another Ąeld is using human knowledge as heuristics for solving problems,
that would be extremely difficult or even impossible for machines to solve otherwise.
A third area is humans contributing to tasks that require ethical considerations and
judgment.

Humans as Machine Learning Auditors
So far maybe the most common role for the human in human-in-the-loop systems is
an auditor for the machine learning algorithm. In this case human user acts as a
supervisor of the ML algorithm. For example, when a classifying algorithm is not
sure about the correct label, it asks the human user for the correct answer, and thus
the algorithm evolves. Humans can also correct the mistakes made by the algorithm,
which also results in more precise algorithms. An academical example for this is
training conversational agents (Li, et al., 2017). Through commercial solutions such
as CrowdFlower (2017), which use crowdsourcing to enrich the data, this approach
can be extended to various different use cases such as image annotation, sentiment
analysis, or search relevance. This approach has been used also in more time-critical
processes such as semi-autonomous cars, where the car can handle some situations
like lane changes automatically, but when in doubt, it delegates the task back to the
human driver (Fridman, Jenik and Reimer, 2017).

Humans have been incorporated to machine learning especially in a Ąeld of
machine learning called reinforcement learning. In reinforcement learning a machine
learning algorithm learns automatically by interacting with its environment, which
has different states, and perceiving the outcomes of its actions on the environment.
To understand the results of its actions the system needs some input channel that
would indicate the results as soon as possible, so the algorithm learns, what actions in
certain situations caused preferable outcomes and what actions caused unpreferable
outcomes. However, usually a suitable input channel rarely exists in real life. (Griffith,
et al., 2013; Mnih, et al., 2015; Holzinger, 2016) Humans, on the other hand, are
excellent at perceiving the outcomes of actions, even though they might not be
immediately apparent at the time of the action, and thus, incorporating humans to
reinforcement learning algorithms can provide an invaluable method for providing
reward signal to the algorithm (Griffith, et al., 2013; Holzinger, 2016).

Of course, these are not new technological inventions. Humans have for example,
been improving the machine learning algorithms for detecting spam emails for years
(Rahwan, 2017). Even before that humans have acted as safety nets for automated
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systems for decades, solving the exceptions that the automated systems were not
able to solve.

Humans as Heuristics Providers
A second common role for humans in HITL systems is an expert who can provide
some knowledge or heuristics that the AI system can use to reach better solutions.
Usually this role is useful in situations where the complexity of the problem makes
the problem impossible to solve for AI systems. Typical examples of this are NP-hard
problems, such as the traveling salesman problem. Traveling salesman problem is
a classic problem that lacks an optimal solution. It consists of Ąnding the shortest
route between a set of nodes, which are connected with edges of different lengths, and
returning back to the start node. When solving this problem as a team of human and
a machine, the role of the machine can be to Ąnd possible initial solutions that are
passable, after that the human can discourage or encourage the machine to focus on
certain areas or edges, which allows the machine to focus its computational power to
optimize the route based on human input. Since the problem is NP-hard Ąnding the
absolutely best solution is still near impossible, but human-in-the-loop approach can
reduce signiĄcantly computing time and improve the quality of solutions. (Holzinger,
et al., 2016)

Other use cases where humans act as experts who ŞnudgeŤ the AI system to the
right direction are the Şdoctor-in-the-loopŤ approaches, in which medical doctors or
other experts use their instinctive knowledge to reduce the complexity of NP-hard
problems in order to solve problems in health informatics (Holzinger, 2016).

A more lighthearted example of human working as an expert in collaboration
with an AI system can be found in the game of chess. AI systems surpassed humans
in playing chess already in 1997, when IBMŠs Deep Blue beat the reigning world
champion Garry Kasparov. However, this led to the invention of advanced chess
(also known as freestyle chess or centaur chess). Advanced chess is a subclass of chess
where human player works as a team with an AI system competing against another
team consisting of a human player and computer program. In advanced chess the
basic division of labor is that the human designs the long-term strategy and gives
a set of possible sequences to be played to the computer, which in turn analyzes
these sequences and gives its own recommendations, after that the human decides
which move he or she plays. Maybe the most interesting takeaway from advanced
chess is that moderate chess players accompanied by moderate AI systems were able
to win not only the best human players as well as the most advanced AI systems
individually, but also grandmasters accompanied by advanced software. The key for
success was not the sum of the abilities of the team, but instead how well the team
knew the strengths and weaknesses of the members of the team and how well the
collaboration worked. (Baraniuk, 2015)

Humans as Moral Compass
Not all decisions are the type of decisions that can be left for machines to make. One
of the most discussed one can be found from the Ąeld of warfare. When designing
autonomous or semi-autonomous systems, designers need to consider thoroughly
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the consequences of their designs and especially who is responsible for applying
lethal force. Although lethal autonomous weapon systems face resistance from
AI researchers (Campaign to Stop Killer Robots, 2017), the current trend seems
to be designing weapon systems that, if needed, are capable of operating at least
semi-autonomously (Sloan, 2015).

In general, humans are kept in the loop on many Ąelds where, the potential
consequences of wrong decisions are exceptionally high (i.e. losing lives). Medical
doctors are still the ones who make decisions on the treatment of patients and pilots
are still the ones who take care of takeoffs and landings, even though computer
systems might be more precise on these situations. One practical reason for this is
that systems cannot be held accountable for their actions, and thus there needs to
be a human who is responsible for the system (Rahwan, 2017). Another reason why
humans need to be kept in the loop is that, like humans, machine learning algorithms
can be biased as well. Datta, Tschantz, and Datta (2015) found out that by simply
changing your gender from male to female a user would get fewer online ads related
to high-paying jobs while browsing the internet.

Maybe the most interesting approach to humans as moral compasses and exercisers
of judgment is the idea of society-in-the-loop. Society-in-the-loop is an agenda, which
Şcombines the HITL control paradigm with mechanisms for negotiating the values of
various stakeholders affected by AI systems, and monitoring compliance with the
agreementŤ (Rahwan, 2017, p.1). In practice this means employing HITL approach
to AI systems that are responsible for broad decisions with societal implications.
A simple case that is possible already today could be ensuring that advertising
algorithms do not show potentially hurtful ads based on discriminative reasons. A
more looming case could be governing algorithms that are responsible for allocating
resources in an entire economy. (Rahwan, 2017)

2.3.3 Interactive Machine Learning

Interactive machine learning is a concept that is closely related to human-in-the-
loop. According to Rahwan (2017) it is an example of HITL and Holzinger (2016)
uses terms HITL and interactive machine learning almost interchangeably. Typical
machine learning is focused on automated machine learning, which tries to take
human-out-of-the-loop. Interactive machine learning, on the contrary, tries to bring
human-in-the-loop (Holzinger, 2016). Holzinger (2016, p.120) and Holzinger, et al.
(2016, p.82) deĄne interactive machine learning as Şalgorithms that can interact
with both computational agents and human agents and can optimize their learning
behavior through these interactionsŤ. According to this deĄnition the role of human in
interactive machine learning is to act as an auditor to the machine learning algorithm
and as a heuristics provider. Thus, the difference between interactive machine
learning and human-in-the-loop approach is that interactive machine learning does
not consider human as a regulator of the automated systems.
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2.4 Human-AI Interaction

Human-AI interaction is a wide and topical Ąeld of research that combines the
traditional human-computer interaction research with AI research. It has attracted
discussion recently and different companies and research groups have their own
projects that are related to it. IBM has cognitive computing (IBM, 2016), Google has
People+AI Research (Google, 2018) and human-centered machine learning (Google
Design, 2018) initiatives, United States Department of Defense has Explainable
ArtiĄcial Intelligence program (Gunning, 2017), and Neural Information Process-
ing Systems foundation organizes an annual conference on interpretable machine
learning (NIPS, 2018). In addition, several researchers have studied human-AI
interaction: Andreas Holzinger has studied interactive machine learning (Holzinger,
2016; Holzinger, et al., 2016), Manuela Veloso has studied robots that can explain
their behavior and limitations (Veloso, et al, 2016), and several other researchers
have studied interpretable machine learning (e.g. Vellido and Martín-Guerrero, 2012;
Ribeiro, Singh and Guestrin, 2016; Doshi-Velez and Kim, 2017). As such all these
research Ąelds are unique Ąelds with their own objectives and research question but
they are also a part of a broader research Ąeld: human-AI interaction. In the scope
of this thesis, the next three subĄelds of human-AI interaction will be focused on:

Ű interactivity

Ű interpretability

Ű human-centered machine learning

2.4.1 Interactivity

Although interactive machine learning and other aspects of human-AI interaction have
recently gained a lot of interest in artiĄcial intelligence and machine learning research,
the term has been around since the 90Šs (Van Holder, et al., 1992; Kovalerchuk,
Triantaphyllou and Vityaev, 1995). By standard, machine learning algorithms are
non-interactive: training data is given as an input and the algorithm outputs a
model. To control the process the user can prepare the data, select the algorithm
in question, and tweak the algorithm parameters. However, all these steps require
expertise on machine learning algorithms and are difficult even for the machine
learning experts. Thus, it is practically impossible for experts of other domains to
use machine learning when analyzing datasets of their own. (Ware, et al., 2001) The
objective of interactive machine learning is to allow experts from other domains as
well to use machine learning techniques. This is achieved by providing interaction
mechanics that allow them to apply their domain expertise without getting confused
by the machine learning technicalities.

How this has been done varies from study to study. Ware, et al. (2001) studied
how novice users can build decision tree classiĄers with an interactive tool. While
this is an extremely narrow case, they were able to prove that on certain datasets
and artiĄcial situations domain experts can outperform a machine learning algorithm
when building decision tree classiĄers. Fails and Olsen (2003) had a different approach



23

for interactive machine learning. In their approach the focus is on an interactive and
quick feedback loop, i.e. when the algorithm makes a prediction the user can quickly
assess whether the prediction was correct. Thus providing feedback to the algorithm
which uses this feedback to tweak the parameters and features and retrain its model.
This allows a continuous iterative process which makes the model accurate without
requiring existing machine learning expertise.

The background of the study of Fails and Olsen (2003) is gesture recognition
from video data, which allows the generation of vast amounts of training data.
However, in some situations there is no possibility to create enough training data
to build robust machine learning models. These situations are another example of
where interactive machine learning is useful. Holzinger (2016) mentions for example,
medical domain where the problem domain is so complex that it is impossible to build
comprehensive machine learning models that can predict outcomes accurately without
human interaction. In overall interactive machine learning can be summarized by
the following words by Griffith, et al. (2013, p.1) ŞA long-term goal of machine
learning is to create systems that can be interactively trained or guided by non-expert
end-usersŤ.

2.4.2 Interpretability

Interpretable machine learning and artiĄcial intelligence is one of the hot trends in
machine learning and artiĄcial intelligence research in the year 2018 (Doshi-Velez and
Kim, 2017; Olavsrud, 2018; PWC, 2018). Interpretable machine learning is focused on
making the machine learning models more easy-to-understand, so that the end-users
can understand how the algorithm makes predictions and recommendations. In some
cases interpretability is required by law. For example, in banking, insurance, and
medical domains the end-users need to understand the models and the results that
they produce. (Hall, Phan and Ambati, 2017) This requirement for accountability has
been highlighted in the recent public discussion that is related to the General Data
Protection Regulation (GDPR). GDPR is a regulation for laws on data protection
and privacy of the users of digital services in European Union and it will take effect
starting from May 2018 (European Parliament and Council Regulation, 2016). One
aspect of the GDPR is that it requires that algorithms that make decisions based on
users can provide an explanation of the decision to the user (European Parliament
and Council Regulation, 2016; Doshi-Velez and Kim, 2017).

However, the subject of interpretability of machine learning does not limit to
accountability only. Interpretability is also about understanding and learning. One
possible way to cover interpretability of a machine learning model is to divide it to
local and global interpretability. Local interpretability means explaining a single
decision made by the model. (Ribeiro, Singh and Guestrin, 2016; Doshi-Velez and
Kim, 2017) For example, if the underlying model is a decision tree, the explanation can
highlight the path of nodes visited when traversing the tree. Global interpretability,
on the other hand, focuses on explaining the model itself on a larger scale. Global
explanations are typically more difficult since, the complexity of the explanation is
much higher than with local explanations. (Doshi-Velez and Kim, 2017) For example,
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2.4.3 Human-Centered Machine Learning

Machine learning is often considered very precise and exact Ąeld of research. There
are well-deĄned models that have different parameters, the input is numbers, and
the output is numbers. Thus, it is often easy to forget the role of humans in machine
learning. Humans are still responsible for deĄning the problem which needs to be
solved. Contrary to the popular belief that machine learning or AI solves any problem
on its own if you just give it enough data into the system, human input is needed. It
is the responsibility of human users to deĄne the problem and how it can be solved
using machine learning - or can it be solved without it. As Josh Lovejoy states in his
article in Google Design (2018) ŞIf you arenŠt aligned with a human need, youŠre
just going to build a very powerful system to address a very small - or perhaps
nonexistent - problemŤ.

A part of the role of the human is that it needs to be in control and the users
need to feel that they are in control of the technology, instead of the other way
around (Google Design, 2017). Humans need to be able to guide the judgment and
be aware of how their decisions - from deciding what data to get to selecting the
predicted values - might affect the model. Humans need to be able to understand
the consequences of aiming either for precision or recall and which one is the suitable
choice in a new scenario (Google Design, 2017; Google Design, 2018). Human role is
essential in intertwining the human judgment also to the models themselves. The AI
systems need to Ąt into the social norms of the society and the systems must not do
anything that we would ourselves consider unethical (Knight, 2017). Another role
for the human is to act as a guide for the AI. The human is an essential part of the
feedback loop, that gives constant feedback to the machine learning system enabling
it to evolve (Google Design, 2018)

One interesting notion that is sometimes voiced in the AI community is that if
humans are sometimes not able to provide explanations for their actions, can we truly
expect that AI systems should every time be able to explain themselves (Knight,
2017; Lipton, 2017).

2.5 Levels of Automation

Automation is not a case of all or nothing. Instead it can also be implemented to cover
only some of the actions in a process. Parasuraman, Sheridan, and Wickens (2000)
have introduced a widely adopted model for levels of automation. This framework
proposes that there are ten levels of automation ranging from nonexistent to full
automation.

Levels of Automation of Decision and Action Selection from low to high:

1. The computer offers no assistance: human must take all decisions and actions

2. The computer offers a complete set of decision / action alternatives

3. The computer narrows the selection down to a few

4. The computer suggests one alternative
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5. The computer executes that suggestion, if the human approves

6. The computer allows the human a restricted time to veto before automatic
execution

7. The computer executes automatically, then necessarily informs humans

8. The computer informs the human only if asked

9. The computer informs the human only if it, the computer, decides to

10. The computer decides everything and acts autonomously, ignoring the human

The framework further proposes that these levels can be applied on different
stages of information processing and each of these stages can have its own level of
automation. The four stages are: 1) information acquisition, 2) information analysis,
3) decision and action selection, and 4) action implementation and within each of
these functions automation can be used on different levels.

Parasuraman, Sheridan, and Wickens (2000) have also described a framework for
choosing a speciĄc level of automation. According to them the level of automation
should be primarily decided according to the consequences for human performance.
The human performance aspects to be considered are: 1) mental workload, 2)
situation awareness, 3) complacency, and 4) skill degradation. The latter three of
these are covered in the next chapter and the Ąrst one simply means that the human
operatorsŠ mental workload should be minimized by for example making summaries
of complex data, highlighting important information, and Ąltering out unnecessary
information. As a starting point Parasuraman, Sheridan, and Wickens (2000) suggest
that automation level can be as high as possible as long as it does not lead to decrease
in human performance.

However, deciding the level of automation based solely on effects on human
performance is not completely enough. Parasuraman, Sheridan, and Wickens (2000)
introduce also a pair of secondary evaluative criterion for level of automation. These
criteria include: 1) automation reliability and 2) costs of decision / action outcomes.
The Ąrst one is quite obvious since automation reliability has such great effect
on the overall performance of the system, both on the computer side, but also
from the perspective of the human operator. The second criterion is a bit more
interesting. This criterion suggests evaluating also the relationship of potential
beneĄt of automation versus the potential risk of wrong decisions. There is no point
in automating a task, if the automation does not provide additional beneĄt. The
same goes if wrong decisions might have serious consequences. On the other hand,
automating tasks that have only little or no risk and have signiĄcant payoffs are the
best targets for high level of automation. There exists a plethora of tragic examples
of systems that had too high level of automation considering the potential costs of
incorrect automated decisions. The most evident examples are from military use
and war time such as shooting down own jet Ąghters (Cummings, 2004a), or civilian
airplanes (Singer, 2014), but there are also examples from civilian life such as medical
treatment errors (Kopec and Tamang, 2007) or aviation accidents (Parasuraman and
Manzey, 2010).
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2.6 Psychological Effects of Automation

Although automating processes has undisputedly had a positive impact on produc-
tivity, performance, and quality control, it also has psychological effects on humans
(Norman, 1990). Automating several steps of action that were previously executed
by humans has a prominent effect on the human performance. The Ąrst implications
of these problems were found in machine intelligence approaches coined as ŞGreek
OracleŤ. Greek Oracles were machines in which when facing a problem without an
easy solution the human, tried to extract every piece of information available, give
it to a machine, and wait for the machine to solve the problem without giving any
explanation for the answer. Automated systems have caused various problems related
to the users. Some of the most important issues are lack of user acceptance, irony of
automation, and automation bias. (Roth, Malin and Schreckenghost, 1997)

2.6.1 Lack of User Acceptance

Intelligent systems may lack user acceptance for several reasons. Possible reasons
include at least: 1) data gathering is too tedious and time consuming, 2) fear of being
replaced by the system and losing the job, and 3) lack of trust in the system (Roth,
Malin and Schreckenghost, 1997; Waern and Hägglund, 1997; Jacko, 2012). Of these
issues the Ąrst one relates to standard human-computer interaction and the second
one is a more societal issue. However, the third one has interesting consequences
especially for the design of intelligent systems. Lack of trust in the system can result
from multiple different sources. Waern and Hägglund (1997) emphasize the personal
relationship between the computer and the user. Users tend to trust the system more
if they are familiar with it and the computer expresses itself in more verbose form, in
contrast to a mechanistic form. They also suggest that systems that ŞexplainŤ their
reasoning feel more trustworthy for the users. This consideration is shared by many
academics such as Moulin, et al, (2002) and Lee and See (2004). In addition, they
suggest that this can be done for example, by showing comprehensible intermediate
results to the user. Another, quite obvious, source of distrust towards the system is
the lack of reliability of the system (Parasuraman, Sheridan and Wickens, 2000; Lee
and See, 2004). One possible way to increase trust in the case of unreliable system is
to show how the automation has performed (Lee and See, 2004).

2.6.2 Irony of Automation

The term Şirony of automationŤ was originally coined by Bainbridge (1983) and it
refers to situations in which the task in hand is cognitively demanding and the human
needs help from the machine, the machine is usually of little assistance, but when the
task is cognitively simple and the user would not need much help, the machine can
do all the work. This leads to a second issue as well. If the machine helps the human
in most of the standard situations, the human will lose his or her expertise and is not
anymore able to solve the more unusual problems (Roth, Malin and Schreckenghost,
1997; Jacko, 2012). This concern can be applied also on larger scale. Waern and
Hägglund (1997) claim that when part of the knowledge is extracted from humans
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and imported into machines, this knowledge ŞwithersŤ away. As time goes by, this
withering results in machines that just resemble shallowly the expertise of the original
expert.

2.6.3 Automation Bias

Automation bias (also known as automation complacency) is the opposite of user
not trusting the system, instead intelligent systems may result in overreliance in the
systems. In other words, the human operator trusts the system too much, and thus
fails to notice if the system is faulty. The possibility for automation bias increases as
the complexity of the system increases, because humans lose the ability to understand
how the system makes its decisions (Cummings, 2004a). Automation bias has been
studied extensively and although the reasons and conditions causing it are understood
quite well, no effective solutions have been found.

Skitka, Mosier, and Burdick (1999) divide the human errors caused by automation
to two different classes: omission errors and commission errors. Omission errors are
errors, where decision-makers do not take the necessary actions even though they
were expected to because the automatic system does not instruct them to do so.
One example of an omission error is if a pilot does not notice that the airplane is
Ćying dangerously low, because the autopilot does not inform him or her. One of
the reasons for omission errors is lack of awareness. The existence of automated
decision-aids means that people are more inclined to neglect the information from
non-automated systems and depend fully on the automated system (Skitka, Mosier
and Burdick, 1999).

Errors of commission are errors, where the decision-makers make erroneous
decisions because they were suggested by the system. An example of a commission
error is if a pilot cruises the airplane to dangerous altitude only if the autopilot
suggests him or her to do so. One reason for commission errors is that people tend to
regard automated decision-aids as authorities and thus they might not feel responsible
for the decisions made by decision-aids (Skitka, Mosier and Burdick, 1999).

According to Parasuraman and Manzey (2010) there are three main factors
affecting the occurrence of automation bias. The Ąrst factor is that humans tend
to minimize the cognitive effort while making decisions, which leads to using the
recommendations from automated aids as strong heuristics. The second factor is that
humans tend to overestimate the capabilities of decision aids, and thus the decision
aids act as authorities that the humans follow without questioning. The third factor
is that when working in a team, humans as individuals tend to avoid responsibility.
In this case humans ŞoutsourceŤ the responsibility for the outcomes to the machine
and reduce their own effort.

It is important to notice that although automation bias might be credited to result
from laziness of human operator, that is often not the case. In fact, potential for
automation bias does not seem to be linked with any personality traits (Parasuraman
and Manzey, 2010). According to Bainbridge (1983) it is impossible for even highly
motivated human beings to be able to monitor for abnormalities on systems where
there is only very little happening. Thus, automatic monitoring would be needed, but
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then again who would supervise that the automatic monitoring is working. The issue
with automation bias is really deep-rooted in the Ąeld of decision support systems.
To maximize the performance of human and machine working together, the machine
needs to be as accurate and efficient as possible, but the better the system is the
more automation bias there will be.

Researchers have tried to Ąnd solutions for automation bias for a long time.
Both Bainbridge (1983) and Skitka, Mosier, and Burdick (1999) have claimed that
increasing the rate of failures artiĄcially has been proven to mitigate the effects
of automation bias. However, they also dismiss this as a feasible solution since it
diminishes the userŠs trust in the system, thus resulting in lower joint performance.
Other possible means to mitigate the effects of automation bias are displaying real-
time conĄdence level of the system to the user (Cummings, 2004a), emphasizing
the userŠs accountability of the system and the actions (Parasuraman and Manzey,
2010), shifting focus of the system from giving recommendations to aiding the user
by giving support on information analysis (Parasuraman and Manzey, 2010), and
designing systems that can explain their reasoning (Waern and Hägglund, 1997).

2.7 Human Decision-Making

Human decision-making is a huge topic and covering it in great detail would be way out
of the scope of this thesis. However, since the topic of this thesis is decision support
systems, it is essential to cover some basics of decision-making. Behavioral decision
theory and decision-making are traditionally divided into two facets: normative model
of decision-making and descriptive models of decision-making (Slovic, Fischhoff and
Lichtenstein, 1977; Aronson, Ting-Peng and Turban, 2005). The division between
these models is not always clear-cut and some researchers even argue that there is a
third model for decision-making: prescriptive (Bell, Raiffa and Tversky, 1988).

2.7.1 Normative Models

Normative decision models are models that are based on simple axioms that should
apply in any case (Einhorn and Hogarth, 1981; Bell, Raiffa and Tversky, 1988; Russell
and Norvig, 2010). Simple example of a such axiom is ŞIf A is better than B and B
is better than C, then A should be better than CŤ. Supporters of normative decision
models claim that humans make all their decisions based on these axioms and by
using them they should reach optimal solutions. However, if there are irregular
or suboptimal choices, they result from failures to understand the problem or the
context (Stanovich and West, 1999).

2.7.2 Descriptive Models

Descriptive models focus on how people tend to make decisions in practice. According
to descriptive models humans are not completely logical and the decisions are not
necessarily results of chains of logical steps. Instead humans tend to make decisions
based on heuristics and there are several biases that affect the decision-making (Bell,
Raiffa and Tversky, 1988; Russell and Norvig, 2010). Descriptive models, however,
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can also be based on mathematical models, such as simulations, Markov analyses,
and technical forecasts (Bell, Raiffa and Tversky, 1988; Aronson, Ting-Peng and
Turban, 2005).

2.7.3 Findings from the Literature

As descriptive models suggest, humans are susceptible to several biases related to
decision-making. For a summary see e.g. Slovic, Fischhoff and Lichtenstein, 1977;
Stanovich and West, 1999. Next there will be a brief summary of the most important
Ąndings in the context of this thesis.

1) Humans tend to be too overconĄdent of their own predictive abilities and one
of the reasons for this is that the environment is not usually structured to show
our limits. People make mistakes all the time, but we tend to ignore or forget
them and thus our conĄdence in our abilities grows unreasonably high. (Slovic,
Fischhoff and Lichtenstein, 1977)

2) The framing of the question has a signiĄcant effect on how people decide
between options. One of the most famous examples is changing the wording
from lives saved to deaths caused, which can totally change the preferred
decision, even though the outcomes are totally similar (Einhorn and Hogarth,
1981; Bell, Raiffa and Tversky, 1988).

3) Humans use several heuristics or methods to reduce the mental workload
when processing information. These methods include conjunctive, disjunctive,
lexicographic and compensatory rules, and the principle of dominance. In
addition, several of these methods can be used during different stages of the
decision-making process. In general, people tend to use conjunctive rules in the
early stages of the process to eliminate a number of possibilities and when there
are only a few option left more complex rules like compensatory weighting will
be used. (Slovic, Fischhoff and Lichtenstein, 1977)

4) Usually the decisions people need to make are too complex to give a straight
answer. Thus, humans use an approach called ŞdecompositionŤ. Decomposition
means splitting a complex problem to multiple subproblems that are much
easier to solve than the original problem. When the subproblems are solved,
the answer to the original problems can be derived from the answers to the
subproblems. (Slovic, Fischhoff and Lichtenstein, 1977)

5) Argumentation can persuade people to change their opinions. Notably, this
applies also when people had reached already a normative solution and then
were presented a nonnormative argument i.e. argument that was not logical,
thus resulting in them to choose suboptimal choice. However, when given both
normative and nonnormative argument people tended to choose the normative
(i.e. logical) option. (Stanovich and West, 1999)

6) People tend to have problems and they revert to heuristics especially when
there are too many options with too many parameters to choose from. This
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is especially applicable when the options or parameters are interlinked or
intercorrelated or if there is randomness (noise) in the data. (Slovic, Fischhoff
and Lichtenstein, 1977) Fortunately, these problems can be solved by intelligent
systems.

These Ąndings accentuate the importance of design decisions when designing
systems where humans work collaboratively with the system. These systems need
to provide required information and interfaces to allow humans to recognize their
cognitive limits while simultaneously providing methods to overcome these limits.

2.8 Examples of Intelligent and Interactive Decision Sup-
port Systems

In this chapter three different interactive and intelligent Decision Support Systems
will be introduced. The three systems vary both in their purpose and in their methods
of interacting with the user.

2.8.1 WatsonPaths

WatsonPathsTM is an interactive tool that can answer complex and broad questions.
WatsonPaths builds on the well-known IBM WatsonTM question answering system,
which Ştakes natural language questions as input and produces precise answers along
with accurate conĄdences as outputŤ (Lally, et al., 2014, p.2). WatsonPaths extends
this by breaking down even more complex questions to subquestions, which can be
answered by Watson and then constructs an assertion graph and represents this
graph to the user. In addition, the user can interact with WatsonPaths to understand
the reasoning how WatsonPaths reached the conclusions and / or to improve the
behavior of Watson and WatsonPaths. (Lally, et al., 2014)

According to Lally, et al. (2014, p.2.) Watson is an example of so called Şcognitive
computingŤ, which they have deĄned as Şcomputers that interact in a natural way with
humans, assist human cognition, and learn and improve from interactionŤ. However,
this deĄnition resembles also closely to the deĄnition of interactive machine learning
provided by Holzinger (2016) and Holzinger, et al. (2016) and thus WatsonPaths can
be considered also as an interactive machine learning system. According to Lally, et
al. (2014) WatsonPaths can be used in various situations, provided that it is loaded
with the appropriate knowledge base. In their research, Lally, et al. (2014) used
WatsonPaths in medical domain. According to Holzinger (2016) medical domain is a
prime candidate for human-in-the-loop approach, because many diseases are so rare
or complex that traditional machine learning methods cannot be trained because of
insufficient training data or because the problem is NP-hard.

WatsonPaths is designed in a way that allows the user and the computer to
collaborate together to Ąnd solutions faster and more accurately than either could do
alone. WatsonPaths queries the user at multiple points of decision-making process.
These queries consist of question clarifying, evidence judgment, and prompting for
new questions. To ensure that the user understands the scenario and WatsonPathsŠ
reasoning, an assertion graph is used. The assertion graph consists of statements,
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consisting of natural language expressions; relations, which are named associations
between statements, and have a truth value; and assertions, which are claims made
by some agent about the truth of a statement. In the graph each node represents a
statement, and each edge represents a relation. Each node or edge can have multiple
assertions attached to them. (Lally, et al., 2014) A screenshot of WatsonPaths can be
seen in Figure 4. From the Ągure we can see that WatsonPaths uses a Sankey diagram
to represent the statements and relations in the scenario. The conĄdence and truth
value of each statement and relation can be seen from the height and the color of
nodes and edges. By clicking a node or edge the user can see the assertions connected
to that statement or relation and the evidence behind them. From the same view
the user can also conĄrm or contradict the assertion and this information is automat-
ically appended to WatsonŠs knowledge base, allowing WatsonPaths to automatically
re-evaluate the scenario and evolve its machine learning model. (IBM Research, 2013)

Figure 4: A screenshot of WatsonPathsŠs assertion graph (IBM Research, 2013).

2.8.2 Interactive Ant Colony Algorithms to Solve the Traveling Sales-
man Problem

Another example of human-in-the-loop application is provided by Holzinger, et al.
(2016). In their approach they try to Ąnd near-to-optimal solutions to the traveling
salesman problem. The traveling salesman problem is a well-known NP-hard problem.
The basic idea is to Ąnd the optimal path between a set of nodes (i.e. cities), which
have weighted edges between them (i.e. distances). Each node needs to be visited
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exactly once and the route needs to end to the starting node. (Holzinger, et al.,
2016)

Ant Colony Optimization (ACO) is an optimization algorithm that simulates the
behavior of real-life ants. While foraging for food, ants leave pheromone trails that
follow them. When an ant reaches a crossroad that has no pheromone trails, it will
take one of the paths totally randomly. If the ant Ąnds food, it will follow the route
with the strongest pheromone trail back to its nest. This means that the route which
was used when the food was found for the Ąrst time (which is typically the fastest
and shortest) has the strongest pheromone trail and it will probably become the main
route between the nest and food. (Dorigo, Birattari and Stutzle, 2006) This leads to
the main disadvantage of ACO. If after a while a new shorter route is discovered,
it will not necessarily become the main route because the pheromone trail on the
old route is much stronger. Thus, there is evident beneĄt of a human overwatching
the process, which means that ACO is a prime candidate for human-in-the-loop
approach.

To experiment with interactive ant colony algorithms to solve the traveling
salesman problem Holzinger, et al. (2016) designed and implemented a system
that allowed the user to manually modify the pheromone trails between each city.
According to their results adding human in the loop can signiĄcantly reduce the
iterations needed for reaching optimal solutions in the traveling salesman problem.
However, they also notice that if the number of cities exceeds 150, the complexity
grows too large for humans to be beneĄcial.

2.8.3 Vehicle-Routing Optimization with Human-in-the-Loop

Another example of a problem resembling the traveling salesman problem is vehicle-
routing optimization, in which the objective is to Ąnd a route with a preset maximum
distance, which maximizes the number of deliveries to customers with different
locations. Lesh, et al. (2004) approached this problem by building an interactive
system that used tabu search algorithm in collaboration with the user to Ąnd near-
to-optimal solutions.

Tabu search is an algorithm that builds on local search procedures. It iteratively
tries to Ąnd better solutions, while keeping in memory a set of banned solutions or
rules. To overcome the problems of local search procedures which may stop at local
optimums instead of global optimums, it forces the algorithm Ąnd other solutions
even though they are not necessarily better than the current solution. (Glover, 1989)

Applying human-in-the-loop approach to this kind of optimization problem allows
the full utilization of both the strengths of humans and machines. Humans can
interactively direct the algorithm to focus on areas, which seem to be suboptimal.
Thus, increasing the overall performance of the joint system. In their experiments
Lesh, et al. (2004) showed that this interactive algorithm could produce results in
10 minutes that were equivalent to results produced in 70 minutes without human
guidance. Figure 5 shows how Lesh, et al. (2004) applied HITL approach to this
problem.
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3 The Application

To study the second research question ŞHow these elements (of human-AI interaction)
can be implemented in an interactive analytics application?Ť, a web-based application
for interactive analytics was designed and developed. The application visualizes
geolocated tweets from Twitter on a map. These tweets can be Ąltered through
location, date, and hashtags used. In addition, the tool constructs networks of the
Twitter users of selected tweets and presents their connectivity. The application can
also Ąnd possible events by analyzing the historical data and detecting anomalies
from it. The aim is to enable the user to Ąnd segments of Twitter users that are
connected either through hashtags, location, or a combination of these. Additionally,
the system can expand this group of users to Ąnd other users that are similar to
them.

This speciĄc method of research was chosen in order to get insights on what
difficulties would arise when developing the application in practice. In addition, it
allowed more Ćexibility in researching the features than just conducting a research
based on pre-existing software products. Weakness of this approach is that the scope
is more narrow. By researching extensively pre-existing commercial products in the
market, it would have been possible to study on a larger scale what kind of solutions
have been used in software of similar kind. However, by researching only pre-existing
products, it would not have been possible to get insights on the development process.

3.1 Overview

Traditionally companies have used customer relationship management (CRM) tools
to divide their customers based on demographics. However, this is not enough in
the competitive marketplace today. Instead, companies need to identify groups
with unique characteristics, such as needs, behaviors, attitudes, and preferences.
(Tsiptsis and Chorianopoulos, 2011; Khodakarami and Chan, 2014) This links to
the large-scale objective of moving from demographics to actual customer segments,
which is exactly, what the developed application aims to achieve. By segmenting
Twitter users based on the hashtags instead, of just demographics and location, the
application user is able to get much more accurate, unique, and actionable customer
segments. The application will encompass many features of different kinds of decision
support systems. For example, it will:

Ű contain customer data, like CRMs

Ű plot data on a map, like GISs

Ű have active elements, like Active DSSs

3.1.1 Use Cases

To achieve the objective of creating meaningful customer segments, the tool has
several use cases, which are: detect an anomaly in tweets posted from certain loca-
tion, detect an anomaly in hashtags used, locate tweets based on hashtag, date, and
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location, construct a user network based on selected tweets, and expand the user
segment by searching for users that are similar to the selected users.

Location Anomaly
Location anomaly happens when suddenly there is an unusual amount of tweets
coming from certain location during some time period. These anomalies usually
indicate that some event or occasion is happening at some place. Good examples are
sports matches, concerts, or conventions. Anomalies are detected from historical data
and as such are not real-time anomalies. All detected anomalies are stored in the state
of the application and the application shows the possible anomalies to the user by
showing the date, location, and possibly related hashtags to the user. After selecting
the anomaly, the user can inspect the anomaly and verify whether the supposed
anomaly is actually an anomaly and whether the tweeters form a unique user segment.

Hashtag Anomaly
Hashtag anomaly happens when suddenly there is an unusual amount of tweets with
some hashtag during some time period. This kind of an anomaly usually indicates
that something unusual is happening. Unlike location anomalies, these kinds of
events are not necessarily linked to a certain location. Instead, they can be popular
discussions about news, politics, or TV shows. As with the location anomalies, the
possible anomalies are shown in the user interface, and the user can select one of
them for closer inspection to determine whether the supposed anomaly was an actual
anomaly and whether the tweeters form an applicable user segment.

Tweet Search
In addition, of the system spotting possible interesting user segments, the user can
also search for them by him or herself. The searching is done interactively by Ąltering
the tweets based on the location, date, and hashtags of the tweets. After narrowing
down the search, the system can calculate the connectivity network of the tweeters
and other metrics from the users whose tweets are included in the selection. Tweet
search can also be performed by selecting an anomaly from the user interface. In this
case the location and date are automatically set, but the user still needs to select
the hashtags he or she determines to be related to the event or user group.

Expanding User Group
After the user has selected tweets that are related to some possible user group, the
user can view aggregate metrics of all of the users who have posted these tweets.
These metrics include details about how many users there are, how many connections
they have with each other, time series of when they have tweeted, what are the most
used hashtags by these users, etc. Besides inspecting the selected Twitter users, the
user also has a possibility to expand the user group and Ąnd users that are most
similar to the selected users. As a result the backend returns the expanded user group
alongside an explanation on how the machine learning model made the classiĄcation.
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Twitter API assumes that the tweet was posted from this region based on the user
proĄle of the tweeter.

To limit the amount of tweets, the focus was on tweets posted only in New York,
since it has one of the highest tweets per area ratio in the world. The tweets were
collected by iterating over a matrix of coordinates that spanned over the whole area
of Manhattan and the north of Brooklyn. For each coordinate an initial query was
made that returned 100 most recent tweets from that region. If at least two of these
100 tweets contained location information, then subsequent calls were made with the
same coordinates and radius, until all of the tweets from the previous seven days
were fetched. The seven days limit is a limit imposed by Twitter APIŠs terms of
condition. The whole sweep was done on multiple occasions during a time period
from December 26th to January 5th, thus the time period of acquired tweets is longer
than seven days.

Some coordinates had many tweets tagged with a location, but the location was
inexact. This was because many Twitter users had tagged their location with a
vague place (i.e. ŞManhattan, NYŤ) and all these tweets were mapped to a single
coordinate. Thus, a maximum limit for API calls with speciĄc coordinates was
imposed, so that the loop did not get stuck on these coordinates. A heatmap of the
tweets collected can be seen in Figure 8. In the end, tweets that were tagged with
too vague locations, were removed from the dataset.
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3.2.3 Users

To be able to build the follower network of the users, the relationship information
between the users had to be queried from the Twitter API. There exists two kinds
of relationships: followers, i.e. users that follow a certain user, and friends, i.e. users
that a certain user follows. When querying for follower or friend information from the
Twitter API, Twitter limits the results to 10 000 users returned. Although, because
each follower corresponds to one friend, the users have on average as much friends
and followers, the shape of the distribution for follower and friend counts are different.
Some users, like Katy Perry or Lady Gaga, can have more than 100 million followers,
while most users have less than 50. The distribution of friend counts is much more
even. While some users may be following over 100 000 accounts, most users follow
approximately 100 accounts. It can also be reasoned that if a user follows more than
10 000 other users, the userŠs connection to those accounts is not necessarily very
strong. Thus, to avoid hitting the limit of 10 000 results, instead of querying for
followers, friends were queried. Of the results that were returned only the friends
who were in the dataset were saved.

Some users had changed their accounts to private accounts or deleted their
accounts between the downloading of tweets and querying for user information. The
friends of these accounts could not be accessed, so they and their tweets were deleted
from dataset. In the end there were 54 752 connections between the 11 954 users in
dataset.

3.2.4 Data Cleaning

Initially, some tweets were tagged with coordinates that did not represent the actual
location of the user. In addition, there were users that were not personal accounts.
Thus, some of the data had to be cleaned from the dataset to make it more represen-
tative to the original use case.

Excluded Locations
Of the tweets that had the location information some had to be still excluded from
the actual dataset because the location information was too vague. If the location
was acquired through Twitter places, granularity of the place was limited to ŞPoint of
InterestŤ, this meant, that if the user had tagged the tweet with a location like ŞNew
YorkŤ, ŞManhattanŤ, or ŞBrooklynŤ the tweet was excluded. Even if the location
was acquired through the coordinate property of the tweet, some tweets had to
be excluded as well. These tweets were tweets that were posted from other social
networking sites and had vague locations like ŞNew YorkŤ, ŞNew York Metropolitan
areaŤ, or ŞBrooklynŤ. The data for these tweets did not contain the name or type
of the place so to Ąnd these locations a few additional steps had to be completed.
The Ąrst step was to Ąnd all speciĄc coordinates that had more than 20 tweets from
the location. The second step was to input these coordinates to FacebookŠs (for
posts from Instagram) and TwitterŠs (for posts from Twitter and Foursquare) reverse
geocode APIs. These APIs returned the names and types of places in these speciĄc
coordinates. When the type of the place had been discovered, all tweets from places,
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that had a granularity level of neighborhood, city, admin, state, or country, were
deleted. After these tweets were deleted, also users who did not have any more tweets
with hashtags and allowed locations, were deleted.

Excluded Users
In addition, tweets by certain users were removed from the dataset because the
users were not personal accounts. There were three types of users that needed to be
excluded: bots by authorities, bots by users, and commercial accounts. Searching for
the bots started by searching all users who had posted more than 40 tweets. There
were ~50 users and these were manually inspected. The most apparent bots were
Twitter users, such as Ş511nyNJŤ, Ş511nyACEŤ, and Ş511nyBDFVŤ, which are Twit-
ter accounts that tweet about accidents and construction work ongoing in New York.
Other bots by authorities included accounts like Ştmj_nyc_jobsŤ, Ştmj_nyc_advŤ,
and Ştmj_nyc_ĄnanceŤ. The purpose of these accounts is to tweet about open job
offers in New York. The third type of bots by authorities were weather bots such as
Ş_Brooklyn_NYŤ, ŞGuttenbergNJŤ, and Ş_BronxNYŤ, which post local weather
forecasts several times a day. Fortunately, these kind of bot accounts typically had
some speciĄc pattern in their name, and they were easy to Ąnd and remove from the
data.

There were also bots made by individual users, which had various purposes. The
most active one was ŞeverylotnycŤ, which had posted 606 tweets in the whole time
period of 18 days. The purpose of this bot is to use Google Street View to snap a
photo of every lot in New York and post it in Twitter tagged with the coordinates
of the lot. This and other bots that had many posts were deleted. However, it is
possible that some bots that tweeted less than 40 times were not deleted.

The Ąnal type of excluded users included the commercial accounts. These were
typically restaurants, bars, shops, barber shops, etc. Since these accounts did not
represent any individual people, they were also excluded from the dataset. To Ąnd
out which accounts were actually commercial accounts instead of personal accounts
all users, who had posted 20 or more times during the time period of 18 days, were
searched. Of these accounts all that had tagged tweets to two or more locations were
kept and all the accounts that had tweets from only one location were removed from
the dataset. This resulted in ~200 accounts that were removed. Having this approach
it is possible that some personal accounts were deleted, and some commercial accounts
that had less than 20 tweets were not deleted, but manually classifying the accounts
would have been impossible. A list of all excluded Twitter users can be seen in
appendix A.

3.3 Architecture

The overall architecture of the application is quite simple. On the backend there is a
Django server with four applications and a SQLite database, and on the frontend
there is a React application, which has multiple components. The backend exposes a
Rest API for the frontend, which is used for communicating between the frontend
and backend. The basic architecture can be seen in Figure 9.
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Offline Analytics Engine Application
Offline analytics engine application acts as an offline analytics engine. It is used to
calculate static statistics about users and hashtags, and to inspect the data from
data science perspective. Examples of these use cases are creating time series of
tweets and activity on certain locations, creating various CSV Ąles, and executing
topic analysis for the hashtags. The analytics behind these use cases will be covered
in more detail in chapter 3.4.

Online Analytics Engine Application
Online analytics engine application serves as an online analytics engine. It performs
analytics requests from the frontend and returns the results back to the frontend.
Examples of such requests are calculating average amount of friends and followers a
selected user group has, calculating the number of components that exist in the user
network graph, or expanding the selected user group by Ąnding most similar users.
These functions will be explained in more detail in chapter 3.4.2.

3.3.2 Frontend

The frontend was developed using React, which is a Javascript framework used for
building user interfaces. React is component-based, which means that the application
consists of individual components that have their own state, but can interact with
each other. Component-based approach means that the whole user interface does
not need to be updated every time some data is updated, instead only the relevant
components need to be updated. Components can have also a hierarchy, which
means that there can be components that have various child components. These
components can be either different from each other, similar with each other, or they
can even be similar to the parent component. The hierarchy of the components and
the architecture of the frontend of the application can be seen in Figure 10.
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it so it is also ŞinvisibleŤ.

Map
From the userŠs point of view Map (A) is the most dominant component in the
application. This component shows the heatmap of tweets on the area, when zoomed
in, it also shows individual tweets. It also contains Hashtag Filter (B) and Right
Menu (F) components. In addition, when user hovers the mouse over a suggestion
item (I), Map shows a circle on the location of the event on the map.

Map component uses react-leaĆet library for showing the map and the tweet
markers. React-leaĆet is an open-source library that wraps another library, LeaĆet,
as React components. LeaĆet is an open-source JavaScript library used for creating
interactive maps. Taking this approach meant that it was easy to create a basic map
with markers for tweets. The component encompasses also the heatmap component.
Heatmap was created by using react-leaĆet-heatmap-layer, which adds a heatmap
layer on top of the map, based on the tweets.

Date Filter
Date Filter (B) is a simple component used to Ąlter the date range from which tweets
are shown. It also shows a time series of tweets that are shown on the map. Date
Filter uses rc-slider and rc-tooltip libraries for showing the slider and the tooltips
when dragging the slider. The time series graph is created by using react-vis library.

Hashtag Filter
Hashtag Filter (C) is just a container for Hashtag List and Hashtag Search.

Hashtag List
Hashtag List (D) shows the most popular hashtags in the current view. These
hashtags can be selected and deselected to show only the tweets that contain se-
lected hashtags. The hashtags shown are implemented as Raised Buttons from the
material-ui library. Material-ui is a widely used open-source library for implementing
basic UI components in React. The list updates every time the user updates the
dates, or zooms or pans the map.

Hashtag Search
Hashtag Search (E) provides the user another way of selecting hashtags. It has a
search box from which the user can search and select any hashtag that is contained
in the currently visible tweets. Selected hashtags are shown as Chip elements (from
material-ui), which can be deselected by deleting them. Hashtag Search and Hashtag
List both pass the information about selected and deselected hashtags to Map Parent
and they always use the fresh data from Map Parent, thus they have a common state
and are in sync with each other.

Right Menu
Right Menu (F) is just a simple container that contains the Simple Statistics and
Suggestion Container components. It also contains the button used to open the
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drawer which contains more detailed analytics of the selected users. The toggle
button is enabled only if the current selection contains less than 1000 tweets.

Simple Statistics
As the name suggests, Simple Statistics (G) shows simple statistics of the currently
selected tweets and the users who have posted these tweets. It shows the number of
tweets visible, the count of by how many users these tweets are from, the count of how
many connections (i.e. follower relationships) these users have between themselves,
and how many two-way connections the user group has (i.e. pairs of users who
follow each other). The icons used were downloaded from Noun Project, which hosts
thousands of icons that can be used with creative commons license if you give credit
to the creator of the icon. List of the creators of the icons that have been used in
the application can be seen on appendix B.

Suggestion Container
Suggestion Container (H) component contains Suggestion Item components, which
show the events that the system think might be of particular interest for the user.
The component also has a refresh button to show another set of interesting events.

Suggestion Item
Suggestion Item (I) component shows a single event that the user might be interested
in inspecting more carefully. The component shows the location and the time of
the event, and the hashtags that have been used unnaturally frequently in the area
during the event. By hovering the mouse over the component a circle is drawn on
the map to the place where the event happened. By clicking the component the map
is automatically zoomed to the area of the event and the time range is updated to
correspond to the time of the event. However, the hashtags are not updated, since
they are only suggestions of possibly relevant hashtags, and it is expected that the
user has better knowledge about their relatedness to the event. There is also a trash
can icon on top-right corner of the component. Clicking this icon will delete the
event suggestion and inform the backend that the event was deleted.

Analytics Drawer
Analytics Drawer is a component that opens from the background in front of the Map.
It contains a button for closing the drawer, refresh button for updating the analytics,
Analytics Container component for showing detailed analytics of the selected users,
button for expanding the user group, and a bottom container, which contains the
Analytics Container for the expanded user group and two different Explanation
Containers for providing explanation of how the user group was expanded. Overview
of the user interface when the drawer has been opened can be seen in Figure 12. The
bottom container becomes visible only after, the user has expanded the current user
group.
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3.4.2 User Group Expansion

The other analytical function is Ąnding similar users to a given user group and
expanding the user group. Comparing users with each other is based on a set of
attributes calculated for each user. When the backend receives a request to Ąnd
similar users to a set of users, it creates a random forest model based on these
attributes, calculates the score for each user in dataset, adds the users that get the
highest score to the user group, and returns the expanded user group to the frontend.

Attribute Set
The following are the basic attributes that have been calculated for each user:

Ű Number of tweets posted

Ű Total number of hashtags used in the tweets posted by the user

Ű Total number of unique hashtags used in the tweets posted by the user

Ű Number of users in the dataset who follow the user

Ű Number of users in the dataset that are being followed by the user

Ű Maximum number of tweets posted by the user from one location

Ű Ratio of tweets posted from one location compared to all tweets posted by the
user

Ű Number of unique locations where the user has posted

Ű Average distance of the locations where the user has posted

In addition, to these basic attributes also scores for topic classes were calcu-
lated. These scores were based on clustering of the hashtags used by all users into
distinct topics, and calculating how strongly a user corresponds to each of these topics.

Topic Modeling
Clustering the hashtags to certain topics was done by using Non-negative matrix fac-
torization (NMF). Non-negative matrix factorization is a technique that can be used
to decompose a non-negative matrix into two non-negative matrices whose product
approximates the original matrix. NMF has been used for document clustering and
topic modeling in various different contexts (Lee and Seung, 2001; Arora, Ge and
Moitra, 2012). In the use case of this thesis this meant that there was a matrix with
a row for each user and a column for each hashtag that had been used at least in ten
tweets. Each cell indicated how many times the user had used the corresponding
hashtag. As a result a matrix with 11 954 rows and 882 columns was created.

Using an open-source Python library for data science called scikit-learn and
its NMF class, the original matrix was decomposed into two matrices. The other
one contained the topics and relative weight of each hashtag in the topic, and the
other one contained the topic score for each user. NMF requires the user to make
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an assumption on how many topic components there exists. After experimenting
with many different values, 45 was deemed to be the optimal count of components.
This ensured that many indistinct topics that were initially grouped together were
divided to separate topics, as well as that as few as possible topics had only one
user related to them. A list of all topics, the most relevant hashtags for them, and
the amount of users that were most connected to the topic can be seen in Appendix C.

Random Forest Classifying
The classifying of users is done by using Random Forest ClassiĄer algorithm. Each
time the end-user sends a request for expanding the user group a new random forest
model is trained to predict whether a user belongs to the selected users. Random
Forest is an algorithm that creates many simple decision trees and uses their combined
prediction to predict whether the sample belongs to class A or B (Liaw and Wiener,
2002). The trained model will return: 1) a list of features that it determines to have
the most impact on the result, 2) minimum conĄdence in the prediction it has for
the users that have been added to the user group, and 3) the list of users in the
expanded user group.
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4 Results

This chapter will explicate how the application introduced in the previous chapter
addresses the elements related to Ąrst research question (ŞWhat elements of interaction
need to be taken into consideration when developing software where a human and
an intelligent system work in collaboration?Ť) found in the literature review. These
elements are:

1. Human-centered machine learning

2. Mitigation of automation bias

3. Strengthening the trust towards the computer system

4. Increase interpretability of the system

5. Maximize the beneĄts of having a human in the loop

The second research question: ŞHow these elements can be implemented in an
interactive analytics application?Ť will also be answered in this chapter.

4.1 Human-Centered Machine Learning

When considering human-centered machine learning the focus is not necessarily in
the application itself and how it works, but in the larger scale problem: what is the
problem that we are trying to solve, does it need machine learning, what is the role
of human, what limits humans have, and how do we actually develop the application.

DeĄning the use case and the problem that is being solved carefully is essential.
As mentioned ŞIf you arenŠt aligned with a human need, youŠre just going to build a
very powerful system to address a very small - or perhaps nonexistent - problemŤ
(Google Design, 2018). In the application that was developed in this thesis, this may
be a problem, since the application itself was designed more as a testing platform
for the concepts of human-AI interaction, rather than for an application that tries
to solve a real-life problem. However, this does not mean that there is no use for
the application. On the contrary, it assigns to the problem mentioned by Tsiptsis
and Chorianopoulos (2011) and Khodakarami and Chan (2014), that customer
segmentation is still performed by dividing customers based on demographics, such
as age and gender, instead of truly understanding the customer needs. When solving
this problem, there is plenty of room for discussion on how to use machine learning,
is it needed, and how we ensure that machine learning is used ethically and the data
is not biased. Because this application will not be in commercial use, they might
not be totally relevant in this case, but it still is interesting to think how to address
these issues. For example, if there had been a possibility to use data of age, gender,
or ethnicity of the users, should it have been used in classifying. Maybe it would
have made the classifying more robust, but would it have resulted in user segments
that are yet again based on demographics or social discrimination.

When considering how to actually develop software that encompasses machine
learning and AI elements, it is important to acknowledge the possible difficulties
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concerned to machine learning, in particular. Often the case is that the machine
learning model is developed Ąrst. Data scientists spend signiĄcant amount of valuable
resources (workforce and computing power) to Ąnd the optimal machine learning
model that is able to predict some variable as accurately as possible. This may work
in some cases, where the problem is static and the objectives are clear (e.g. Ąnd
the best estimator for value x). However, when there is a situation where also the
user and user interaction needs to be considered, a more agile way of developing
is needed. This means that often it is more efficient to use mockups or prototypes
of the AI components and design the user interface and the human-AI interaction
Ąrst. This way the user is also designed as a part of the AI system providing training
data to the system. This is the principle that was followed also when designing the
application in this thesis. The development of machine learning components was
saved for last, to ensure that they would Ąt into the loop of human-AI interaction.

One aspect that is related to human-AI interaction is to take human limitations
into consideration as well. Humans have their own limitations when processing
information and making decisions and these need to be addressed when designing
systems that have humans and machines working together. These aspects were
covered in chapters 2.6 and 2.7. These were also taken into account in the application
developed in this thesis. For example, the number of options shown to the user is
limited to ensure that the user is not overwhelmed by choices and careful consideration
was used when framing the questions shown to the user.

Special interest was given also to the naming of concepts. Often statistics show
attributes and values that are products of some other values. For example, return on
investment (ROI) is the ratio between net income and investment. These attributes
can be very expressive. Often showing a single value to the user can be more helpful
than showing all the values that affect the value. For example, simply by seeing the
ROI value an experienced user can derive plenty of information about the subject.
However, these values can also be misleading if they are named unclearly. Naming
these attributes is especially important in data-intensive applications, where there is
many different values and some might be for attributes that are application-speciĄc
and the user has no previous knowledge what the values mean. In the application
there were three of these attributes: Şmobility ratioŤ, Şunique hashtags ratioŤ, and
Şconnectivity scoreŤ. Although, the function for calculating these can be complex, the
names were kept as descriptive as possible, and thus the meanings of the attributes
are quite clear.

The Ąnal aspect introduced related to human-centered machine learning is the
weighting between precision and recall. This is yet another aspect of machine
learning that might get ignored when designing machine learning applications from
the machine learning perspective. Often there can be a huge difference whether it is
advisable to aim for precision or recall. While each false positive and false negative
prediction is an error, often either one type can have more harmful consequences to
the user. For example, a medical decision aid should emphasize recall and try to Ąnd
all possible diseases that match the symptoms, instead of optimizing for precision
and Ąnding only the most likely cause. In the application the choice to optimize for
recall instead of precision was also made. In both of the use cases where machine



60

learning was applied (Ąnding events and Ąnding similar users) the potential beneĄts
of success were higher than potential costs of error. Thus, the users beneĄted more
of Ąnding all the possible solutions instead of just the most likely ones.

4.2 Mitigation of Automation Bias

The second topic in human-AI interaction that was taken into consideration in the
application is mitigating the automation bias. As discussed in the literature review
there is no silver bullet for solving problems related to automation bias. Instead, the
best way to mitigate its effect is to design level of automation, interaction between
the user and the machine, and the division of work between them as efficient as
possible.

The question of potential outcomes compared to potential risks is also important
when discussing automation bias. As Parasuraman, Sheridan, and Wickens (2000)
suggest it is one of the main factors to be considered when deciding level of automation.
However, since the costs of potential failures were low, there was no need to limit the
level of automation. Trying to determine the level of automation of the application
using the scale by Parasuraman, Sheridan, and Wickens (2000) is not straightforward.
Some functions the application completes fully automatically, and some require
human assistance. For example, the computer narrows the selection of events down
to a few, but still the user has the possibility to Ąnd events on his or her own. Another
example is that when expanding the user group, the computer does not necessarily
suggest any user group to expand, but expands it still if the user wants.

Thus, it seems that the division of work between the user and the machine is too
complicated to Ąt into a rather simple framework of level of automation. Fortunately,
that is not an issue. The original idea of human-computer symbiosis by Licklider
(1960) emphasized collaborative work by two agents who have different strengths and
complement each other. A rigid concept of level of automation does not necessarily
Ąt into this completely. This more Ćuid mode of interaction is also the best way to
mitigate automation bias. The computer needs to be viewed more of as a colleague
than as a dictator. This was quite well achieved in the application. The AI system
was responsible for processing huge amounts of data, Ąnding interesting anomalies,
and completing complex calculations. However, it lacked the contextual knowledge,
like knowing which hashtags are actually related to an event or what kind of an event
the anomaly actually was, that only the human user possessed.

The other methods mentioned in literature review for minimizing automation
bias included showing the conĄdence level of the system and shifting the focus of
the system from giving recommendations to complementing the user by aiding the
information analysis. Both of these features are implemented in the application, as
well. By diminishing the authority of the AI system, they will also minimize the risk
for automation bias.
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4.3 Strengthening the Trust

Trust in the AI system is closely related to automation bias. Usually, the more the
user trusts the system, the more automation bias will occur. Thus, achieving a good
balance between strong trust and low automation bias is difficult. Based on the
literature review, strong trust between the user and application is based on: 1) how
well the user knows how the system works, 2) showing the conĄdence level of the
system, and 3) consistency of the system performance.

Showing conĄdence level to the system, was one of the main factors for battling
against automation bias as well. When increasing trust, it works the other way
round. Low conĄdence scores diminish automation bias, but they also weaken the
trust. High conĄdence scores strengthen the trust, but increase automation bias as
well. Either way, showing them is essential to allow the user to understand how the
system actually works.

Showing and explaining how the system works is essential for building trust
between the user and the system. Ideally, this would include systems that explain
themselves, but building systems that can explain themselves is extremely difficult
when using complex systems. However, there are ways how userŠs comprehension of
the inner functionality of the AI system can be enhanced. One obvious aspect is, yet
again, naming of the concepts that are used. The AI system cannot be seen as a
ŞGreek oracleŤ that spits out the correct answer regardless of what was actually asked.
Instead, the AI system needs to be portrayed more as a component or components
each having one speciĄc function, or a question they can answer. Instead, of stating
that Şthe answer is xŤ, the AI system should state Şbased on x, y, and z, IŠm % sure
that the answer is bŤ.

If this functionality of explaining how the system works cannot be achieved in
the answer, or it is not clear from the naming of the components, one possible way
is to build a conversational narrative, where the system asks the user how he or she
wants the problem to be solved, and will the user prefer more results with worse
accuracy or less results with better accuracy. This allows the user to understand how
the system works and it creates an interaction model that resembles more the way
humans interact with each other - building trust between the user and the system.

Initially, the application was aimed to have systems that would explain themselves.
This idea was abandoned, because it was deemed to result in unnecessary cognitive
workload for the user and it would not be the way to optimize the joint performance
of human-machine system. Thus, it was deemed sufficient to settle for optimizing
the naming of concepts to allow the users to relate the AI systemŠs functionality to a
mental model that they have might have of the capabilities of the system.

Out of more concrete aspects of strengthening userŠs trust in the system, one of
the most important ones is that the system is deterministic. This means that when
the user inputs some data, the output should always be the same. Unfortunately, in
the application due to choices made when selecting the machine learning algorithm
for expanding user groups, this is not always possible. Random Forest classiĄer, as
the name suggests, is random. It creates the individual decision trees on random,
meaning that there is variation between the models it creates based on same data.
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There are two basic methods, to minimize the variation in random forests: to increase
the number of trees used, and to modify the minimum number of samples in leaf
required so that it can be split. Increasing the number of trees worked quite well, up
to 100 trees. When adding even more trees, the variation decreased only slightly,
but the execution time kept increasing. Setting upper limits for the minimum size of
leafs did not seem to decrease variation, instead variation seemed to be even higher,
and results less accurate. Thus, the limit was left at default, which was 1.

4.4 Increase the Interpretability of the System

Interpretability refers to all the details and methods that help the user to understand
how and why the machine makes its predictions and actions. These include: 1) the
choice of algorithms, 2) how they can be represented, 3) global and local explanations,
4) visualizing information, and 5) level of detail.

Choice of machine learning algorithms is one of the most important aspects when
considering the interpretability of AI system. Some algorithms are inherently more
interpretable than others. For example, Random Forest classifying is one of the
more easy to understand algorithms. Interpretability was one of the reasons why
Random Forest classifying was selected for Ąnding similar users in the application.
As was mentioned before, the importance of features in random forest model can
be extracted using libraries such as treeinterpreter. However, in this application
treeinterpreter was not used. Instead scikit-learn is used both for classifying and for
extracting the feature importances. These importances are visualized to the user
using bar charts, or pie charts.

This type of an explanation is a global explanation. As was mentioned in the
literature review, there exists local and global explanations. Local explanations,
explain why an individual choice was made and global explanations explain how
choices are made on a broader level. The choice to have global explanations, instead
of local explanations, was simply because the model classiĄed thousands of users, and
tens of them were classiĄed as part of the expanded user group. Local explanations
could have been used to single case at a time. Thus, to allow the user to understand
how the choices are made, he or she would have needed to see multiple individual
explanation before the functionality would be clear. Local explanations could have also
been implemented with treeinterpreter, but it would have not helped understanding
how the choices are made. Since the focus was on larger scale, i.e. user groups
rather than individual users, the choice to keep the explanationsŠ level of detail at
macro-level and have global explanations, was simple.

Naturally, the level of detail varies from use case to another. When the user
simply views the tweets, without having the analytics drawer open, there is only the
basic information visible. When the drawer is opened, more detailed information
can be seen, and when the user expands the user group, there is even more detailed
information visible. This is partly imposed by technical limitations, but it is also
intentional. Humans are not capable of processing a great amount of information
at the same time. Instead, it is more efficient to hide some of the information and
present it only when requested. This also makes the functionality of the AI system
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more interpretable.
Based on literature review, maybe the most efficient way to make the system

more interpretable and explainable, is to link the explanations to concepts and
visualizations that are familiar to the user. Thus, when the user is presented with for
example a new numerical attribute, it is important to allow the user to understand
how the value is formed and whether it is good or bad. To do this the application
has many illustrating tooltips and colors. Almost every value that is presented to
the user is accompanied by a tooltip, that gives a reference value to it. For example,
all the statistics in the user details of analytics container have a tooltip that contain
the average value for the corresponding attribute in it. Colors and visualizations
are also used where appropriate. For example, the conĄdence score of the classiĄer
algorithm is shown on a progress bar that changes color from red to green depending
on the conĄdence.

4.5 Maximize the Benefits of Having a Human in the Loop

Having a human-in-the-loop approach, means that the key for success is interactivity.
Interactivity refers to the objective that by using the application, users could reĄne
the machine learning models. Instead of having just a machine that would teach the
user, the user would teach the machine as well. Thus, the application fulĄlls the
idea behind human-in-the-loop application, where the role of the user is to act as an
auditor for the machine learning model and to provide heuristics for the algorithm.

There are multiple different points of interaction where the user can or could
provide feedback to the system. Some of these are implemented at the present
version of the application. Some are not, but are possible to implement in the future.
The most obvious way for human to give feedback to the system is to delete event
suggestions by clicking the trash can icon on the upper-right corner of the suggestion.
This gives feedback to the system that the event it suggested is not an actual event
and it can be added as training data. At the current version of the application,
clicking the icon simply removes the event from the list of suggested events, but in
the future the information could be easily sent to the backend as well.

Challenge is to make sure that the user also understands that deleting the item
will affect future recommendations. Thus, it needs to be made clear for the user for
example, by showing a conĄrmation dialog after clicking the icon.

Enabling the user to be able to mark positive examples of events, is also important.
Otherwise, the user provided training data, would consist of only negative examples,
and the machine learning algorithm would not have enough positive samples in
its training data. This functionality is not implemented in the current version of
the application. Ideally, the system should be able to infer the positive examples
automatically from the userŠs behavior. It could for example, assume that if the
user of the application is expanding a user group, there has been an event in the
selected area during the selected time period. However, this might result in some
falsely Ćagged events. Thus, resulting in corrupted training data. A more robust way
to provide positive examples would be a separate button. By clicking the button the
current selection of location, time, and hashtags would be submitted to the backend
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as an event.
Another way to improve the event suggestions is to observe the userŠs behavior

after he or she has selected an event. The event contains information about possibly
relevant hashtags, but it might contain random hashtags that might not be related
to the event itself. The machine is not good at understanding meaning of different
hashtags. Although, machine learning based method was used for clustering the
hashtags to different topics, instead of the actual meaning, it was based purely on
co-occurrence of the hashtags. Humans, on the other hand, are exceptionally good at
Ąnding hashtags that are related to each other. Human user can instantly understand
that ŞpizzaŤ and ŞfoodŤ have some connection and that ŞNYIslandersŤ is related to
an event on Barclays Center, the home arena of New York Islanders. The hashtags
that the user selects to be associated with the event can be sent back to the backend,
to tag the event and to help classifying events that have the same hashtags related
to them.

The user of the application should also have a role in improving the classifying of
Twitter users when expanding a user group. For example, each bar in the bar chart
could have plus and minus buttons to allow the application user to signal which
features the user think are important when expanding the user group. After reĄning
the features, the application user could expand the user group again, to see how the
reĄning affected the classifying and whether the results are better this time. Another
possibility to enable the application user to reĄne the features would be to add a
delete button to each bar in the explanation. Clicking the button would delete the
feature from the feature set, thus forcing the classifying to ignore the deleted feature.
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5 Discussion

This chapter will introduce some of the most important Ąndings made over the course
of this project. The most important Ąnding is that despite the ongoing advance
and progress made in the Ąeld of machine learning and artiĄcial intelligence, there
is still a role for a human user and human judgment. However, implementing this
is not easy. The systems need to be designed in a way that maximizes the joint
human-machine performance. Often this means making compromises, when trying
to optimize performance of either the human or the computer.

When starting to design a new project where machine learning and (or) AI might
have a role, it is important to carefully determine the requirements. Part of that
process includes asking a set of important questions: What is the problem we are
trying to solve? Is machine learning needed to solve the problem? How do we use
machine learning? How do we ensure that machine learning is used in an ethical
manner? How can we maximize the userŠs understanding of the system? How can
we maximize the beneĄts of having a human in the loop?

The Ąrst question is maybe the most important. Machine learning allows develop-
ers to build a lot of ŞcoolŤ stuff. Sometimes the sheer possibilities of the technology
blind us, causing us not to see or understand the actual problem we are trying to
solve. Truly understanding the problem allows us also to solve it in the most efficient
way.

Related to this it is also important to ask whether we actually need machine
learning for solving the problem. Some problems might seem to be lucrative use
cases for machine learning, but upon closer inspection simple heuristics might work
as well. The following example related to predicting whether an email contains an
attachment is mentioned in Google DesignŠs (2018) article. Email application might
scan the email that is being written and try to predict whether the mail is likely to
contain an attachment. If the model predicts that the mail is likely to contain an
attachment, but none is attached, the system can warn user. This functionality can
be implemented with machine learning or without. With machine learning approach,
there could be some modern text classiĄer algorithm that could be trained to detect,
whether the mail is supposed to contain an attachment. Without machine learning,
there could just be a simple rule, that would warn the user every time the mail
contains words such as ŞattachedŤ or ŞattachmentŤ and nothing would have been
attached. The machine learning approach would probably be more accurate and
detect some cases where the simple approach would fail, but developing it would be
far more expensive.

If and when machine learning is required for building software that solves the
problem in hand, we need to determine how to use it. What kind of data we need
and do we aim for precision or recall. The question of precision or recall might
seem a bit unavailing but it is essential to consider when designing machine learning
applications. In some situations aiming for precision is the better alternative. These
are situations where we can be quite certain that the prediction satisĄes the userŠs
need and it is not necessary to return all of the possible answers. Good example of a
such case is a simple query in a search engine. The search query will probably return
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millions of results and the user does not have time or interest to look through all of
those, instead the user is interested only in the most useful results. On the other
hand, if we have a situation, where it is essential to get all the correct answers, we
need to aim for recall. An example of a situation like this is a medical decision aid,
that needs to Ąnd all the possible diseases that would explain the symptoms.

It is also crucial to Ągure out how do we ensure that machine learning is used in an
ethical manner. Machine learning is said to remove human bias from decision-making.
However, this is not necessarily true. Human bias in machine learning can exist in
the training data that we use for training the models. This is especially difficult
in cases where we gather the data using some automated methods. For example,
we might want to create a machine learning model that generates authentic human
faces. The model would be trained by automatically searching for human faces
from photos in Facebook. However, since Facebook is blocked in China, the model
could have problems with Chinese people. There has been reports of these kind of
problems happening in various different domains. For example, in some cases the
face recognition in smartphones has been said to be less accurate for Asian people,
since there has been not enough training data of Asian people.

After these questions have been considered thoroughly, the focus can be shifted
to how to maximize the joint human-machine performance. The three fundamental
aspects are: how to divide the work between machine and human in an optimal
manner, how to maximize the potential of having a human user from the machine
learning perspective, and how to maximize the userŠs understanding of the system.

A successful division of work between the human and the machine is essential for
any system where the human and machine are working together to solve a problem.
It reduces automation bias, helps the user to understand the system, and creates
trust. This means that, ideally, the system would use strengths of the user and
the computer, and their weaknesses would be canceled out by the strengths of each
other. Enabling the user to use his or her strengths, keeps the user vigilant and
more observant, thus reducing automation bias. Keeping the focus of the computer
in assisting and complementing the human instead of portraying it as an authority
reduces automation bias as well.

However, having a functional division of work between the human and computer is
not enough at its own. At least as important is that the user understands the division
of work as well. This means that all the functionality, workĆows, and concepts should
be represented in a manner that allows the user to easily and accurately to understand
what the computer does and why it does it. Ideally, these workĆows and concepts
should resemble the userŠs previously existing mental models on decision-making and
the problem in question. If new workĆows or concepts need to be introduced, extreme
care needs to be used to make them as easy to understand as possible. Obviously,
there is nothing new in this notion. Nielsen (1994a) stated ŞSpeak userŠs languageŤ
as one of the most important heuristics in user interface design. However, since the
users are yet not used to such language, following this rule has been difficult with the
modern AI systems. In complex AI systems this means that vague concepts should
be avoided and instead, the user should be able to understand what the system
actually predicts and on what it bases these predictions.
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When considering how the system beneĄts the most of having a human in the loop,
the focus should be on the interactivity of the system. In interactive machine learning
the human user has a signiĄcant role in training and reĄning the machine learning
model. This kind of an approach has multiple beneĄts compared to traditional and
static machine learning. It allows the models to evolve and learn from the human
user, and it allows experts of other domains to use machine learning applications.

Interactivity can be integrated into the application in two fundamentally different
ways. In the Ąrst one the user is given the role of a ŞteacherŤ and he or she is
encouraged to actively give feedback to the AI system by providing training data,
marking correct and incorrect predictions, and Ćagging important and unimportant
features. In the second approach, the interactivity is implemented silently. With this
approach the system actively watches the behavior of the user and tries to understand
it and adapt to it.

The challenge in interactivity is how to make sure that the user understands
how he or she is affecting the machine learning model. One possible pitfall is that
users might game against the system. This means that users might knowingly
overemphasize some feature importances just to get certain results out from the
AI system. An example of this sort of behavior can be seen in some voting advice
applications, which show the top ranked candidates in real-time. In these applications
the users can change their opinions to Ąt better to their preferred candidate.

Another challenge in interactivity is how to receive the feedback that the user
gives. This problem became evident in the application as well. While expanding the
user group, the user might in some cases emphasize some features over other. The
challenge is to determine whether the user wants to change the overall functionality
of the algorithm, or is the intent to change how the users are classiĄed in the current
situation with the current parameters. This is especially difficult in situations where
the user might not know that his or her behavior is affecting the system and how it
will function in future use.

One obvious aspect that needs to be considered when designing the interactivity
of the AI system is the choice of algorithms. When the system is interactive, training
models should be as fast as possible. This means that some algorithms need to be
excluded from the set of possible algorithms used. For example, some heavy-weight
neural networks might take too long to train in an interactive use case. In the
application, the model was trained and the predictions made each time the user
chose to expand a user group. Thus, it was imperative to try to keep the response
time under NielsenŠs (1994b) 10 seconds rule. This failed slightly, since the response
time was typically approximately 12 seconds. However, to compensate this, there
was a spinner indicating that the application was loading.

When considering how to maximize userŠs understanding of the system there are
various topics that need to covered. These topics range from choosing the model to
usefulness of explanations and from level of detail to the scope of the explanation.

The choice of the machine learning algorithm is important from the perspective of
interpretability as well. Some algorithms are inherently much more easy to interpret
than others. For example, decision trees are easier to understand than neural networks.
This choice needs to be made carefully, since some algorithms might be more accurate
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in predictions, but less explainable. Careful consideration needs to be used when
considering how much the developers can give up on performance of the machine
learning model to make the system more understandable. For example, we might
have a system A that gives accurate results 99.9% of time but the user does not
understand when the system can be trusted and when not and a system B that gives
accurate results 99% of time, but the user understands the system and how and why
it gives certain predictions.

However, as was mentioned in the literature review, there are explanation methods
that claim to be model-agnostic, which would make any kind of machine learning
algorithm more understandable. Although, it can be argued whether explanations
can ever be truly model-agnostic. Maybe in the case of local explanations, which
are more easily explained, that is possible but certainly not in global explanations.
Which means that although the user might be able to understand what features
affect why a certain prediction was made, the user might not be able to understand
how a group of decisions was made or how the predictions are made on a larger scale.

Another aspect to be considered is the overall usefulness of explanations. Explain-
ing comprehensively and in detail affects drastically the user experience. Even the
more easily understandable methods such as explanation trees (e.g. treeinterpreter)
require considerable amount of space in the view and clutter up the user interface.
This means that there is less room for other elements that might enhance the under-
standability more than the explanation. Another aspect is that the explanations can
be very wearing for the cognitive performance of humans. Especially if the human
user needs to view many local explanations to create a global model of the explanation.
After all, the focus should always be on the joint performance of human-machine
system.
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6 Conclusion

The following topics were studied in this thesis: 1) the interaction between an
intelligent system and the human user, 2) what needs to be taken into consideration
when designing software where they work in collaboration, and 3) how such software
can be implemented. The research questions were:

1. What elements of interaction need to be taken into consideration when devel-
oping software where a human and an intelligent system work in collaboration?

2. How these elements can be implemented in an interactive analytics application?

As for the Ąrst research question, it seems that artiĄcial intelligence has become
one of the most used buzzwords of this time. News, social media, and academic
publications are swamped with new articles about AI nearly every day. ArtiĄcial
intelligence has been dubbed as the fourth industrial revolution, and as such it is
important that it gets the recognition it deserves in the media. However, what is
often neglected both in the industry and the academia, is the role of the human. The
advancements in machine learning and artiĄcial intelligence in the Ąnal few years,
have suddenly led to a situation where the human user has become an underused
resource.

To reinstate humans as active users instead of passive observers of intelligent
systems, there are Ąve aspects that need to be covered when designing software where
a human and an intelligent system work in collaboration:

1. Human-centered machine learning

2. Mitigation of automation bias

3. Strengthening the trust towards the computer system

4. Increase the interpretability of the system

5. Maximize the beneĄts of having a human in the loop

When implementing these elements in an interactive analytics application, careful
consideration needs to be used when designing: 1) how to divide the work between
human and machine, 2) how to enable the user to train the machine learning model,
and 3) how to represent and visualize concepts that are new to the user. In addition,
there are a set of tradeoffs that need to be evaluated carefully. These tradeoffs
include: 1) deciding whether to aim for precision or recall with the machine learning
model, 2) how to keep response times as short as possible while still maintaining
passable accuracy, and 3) deciding how detailed the explanations should be while
still avoiding allowing the user to have a coherent overall picture of the status of the
system.

To continue the research started in this thesis, there can be multiple research
topics that can be covered. A Ąrst example could be related to interactive machine
learning: what is the optimal way to integrate user feedback into the machine
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learning models, and how using interactive machine learning improves the models
in long-term? A second example could be related to the interpretability of machine
learning: how explanations affect the overall user experience, and how different types
of explanations affect the joint human-machine performance?
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A Excluded Users

This is the list of accounts that were excluded from dataset either because they
were bots by authorities or individual users, or commercial accounts. To see these
particular account were selected see chapter 3.2.4

Bots by Authorities
GitHubJobs, JCI_Jobs, CVSHealthJobs, DToolboxJobs, USJobsCognizant, tmj_nyc_manuf,
tmj_nyc_Ąnance, tmj_nyc_adv, 511ny456, 511nyJMZ, tmj_nyc_jobs, 511ny123,
511nyBDFV, 511nyACE, 511nyNJ, LegiScanNY, _JerseyCityNJ, _NewYorkNY,
GlendaleNY, FreshPondNY, RidgewoodNY, Woodside_NY, Riverdale_NY, Spuy-
tenDuyvilNY, MosholuNY, Taurus_NJ, West_NewYork_NJ, ElmhurstNY, Moni-
torNJ, GuttenbergNJ, WestFarmsNY, _ManhattanNY, _BronxNY, HighbridgeNY,
_NewYork_NY, BergenlineNJ, UnionCity_NJ, SummitAvenueNJ, UnivHeightsNY,
NJHoboken, _Brooklyn_NY, VanCottNY

Bots by Individual Users
everylotnyc, trafficgifs, realNYCbot, twanoniem_bot, NYC_Missed

Commercial Accounts
pilgrimnyc, occmakeup, JamaalVassell, techieocho, eyeoftiger05, gothamjiujitsu,
LifethymeMarket, LUCKYLACED, 911NoPlaner, MrThrowbacknyc, hamletsvintage,
shewinksnyc, BlessCouture, _FedeNerazzurra, 3dueUno, sinkholemag, Houghton-
NYC, newjohnsimmons, DaGoRgeOus1, KennHaspel, UrbanLstyleCafe, 8ofSword-
sTattoo, JenniferLThiel, CraftCulture_NY, ZoomiesNYC, KottuHouse, OmniMar-
tialArts, DawgsAllDayLLC, world7evening, CoachCrouther, Industry1332, Malin-
Landaeus, MilkCookiesKids, DuffsBrooklyn, manyfeathers420, moyamcallister, Mas-
terChefNYC, Michaelolajide1, HuKitchen, ThirdVineCheese, Mr_Kapital_K, 30Fif-
teenUSA, diogopires21, JayPluto, Urban_Wine_Life, Smithandbrit, PhatMike-
Promo, Sharon2332, RayTaylor, godslovenyc, smithsuzanne, cheriharlem1, wearebug-
ginout, 360ofOpera, JewelrybyGaro, barloventonyc, TheBadOldDays, CITIPUPS,
SugarSketch, Torres1PR, ShearBlissNYC, JJBrine, 204unioncorp2, bougieblack-
bro, Beauty_Bible, VintnerNY, TDP_NYC, KatchAstoria, checkptradio, Tavern29,
womenmgmt, SlopeNutrition, NYCComedyCellar, Sir_Equan, AvalonNewYork_,
SherryLehmann, JCColtin, Askannyc, Light_Space, VoiceofLaAg, DeanStStudiosbk,
chickpeanolive, altnomdeplume, siekiem_kontom, hafftka, CureThriftShop, thebras-
sowlnyc, AmoreINCPR, Dominique__NYC, NYDogSpa, thelineupinc, IronTribeSTL,
itsJessNYC, MorrisaniaNY, tamarajhmurphy, DjjRocNYC, Nadia_Afanaseva, WilliamHal-
let, MandyFerrugia, ANTImgt, GuGoMobile, YMBlueOriginals, Jennie_Naughton,
Hull777, richairey, StPetersXĄt, Schmackarys, coolguyclyde, LilacGalleryNYC, ow-
eradua, StarlightSocial, Paco23rave, AlewifeNYC, ChicOrganicLife, theroguemoney,
KellyDuMar, hijimmylin, ShellyMinutillo, BettaChange, LeSouk, Gmann658, East-
Yoga, victoryhalljc, JustALittleSeed, JoelBenjamin528, soltempore, guysfromblank,
Antiquecorner47, westendbargrill, ManhattanOffice, exito3524, cityscapesny, odetob-
abel, PunkinApparatus, evolutiontgrs, Thewilkybar, Williamsbridge_, LunaLuna-
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Mag, StGambrinusBeer, teezcafe, DadHype, RetrofretGuitar, HarryDred92nd, Aller-
tonNY, LAOnLock, HaikuReview2015, ena_mcpherson, RightAngleframe, FoolsGold-
NYC, TheStonewallNYC, Darkstation_com, ThrillerCity, CollectorGraphs, IgniteSer-
vices, JacksonHeights_, CrotonaPark, IllMikeNumbr79, paciĄctouchnyc, Himmelink,
dray4255, SB_BostonDeals, BlockheadBrands, OfficeNYC, AngelofHarlemNY, Out-
castlive, RBITattoo, DJXCLUSIVONYC, PLANTapothecary, RareAntiqueMaps,
BestPizzaInBK, nature_careers, oo35mm, PhilthyPhilly6, cheddabandz, bny1nlp2,
DougRobbs, LanceTane, MrPringlez, gentlemansdaily, WedLockAdvice, sakpase365,
allwomenstalk, spokhette
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C Hashtag Topics

This a list of topics that were extracted by performing a non-negative matrix factor-
ization on the user-hashtag matrix. Sorted by topic popularity.

Topic 2, Users: 1794
nyc

Topic 43, Users: 943
merrychristmas, happyholidays

Topic 31, Users: 679
happynewyear, timessquare

Topic 1, Users: 444
newyork

Topic 24, Users: 368
brooklyn, bushwick, streetart, thebushwickcollective

Topic 27, Users: 291
newyearseve, tonight, bodegadreams, sunday, christmaseve, nye, les

Topic 19, Users: 280
repost, thebagthursdays

Topic 37, Users: 277
phish, yemsg, nye, phishmsg

Topic 10, Users: 235
ualreadysnowwww, happynewyears, power1051, myak47remix, tbt, merrychrist-

mas

Topic 32, Users: 229
live, me, crossĄt, workout

Topic 34, Users: 229
photo, am, amstyle, andreymaria, love

Topic 30, Users: 215
centralpark, manhattan, hello2018xpop, eastriver, longislandcity

Topic 8, Users: 210
newyorkcity, wanderlust, newyork_instagram, holiday
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Topic 15, Users: 205 christmas, christmasdecorations, photography, christmastree,
maxys, christmaslights, rockefellercenter, santa, winter, christmaseve, architecture,
wa nderlust

Topic 38, Users: 189
travel, instagram, follow, comment, sharethelove, blogger

Topic 25, Users: 149
art, fashion, kevaind, culture, money, style

Topic 42, Users: 143
ny

Topic 36, Users: 93
aboutlastnight, worldbeatwednesdays, rightnow

Topic 39, Users: 85
architecture, wallstreet, architecturedetails, satuenny, arquitectura, theoculus,

newyork, art, christmas

Topic 17, Users: 84
music, genre, songs, song, melody, instatags4likes, love, hiphop, pop, rnb, rap

Topic 12, Users: 80
manhattan, ues, madisonavenue, christmasshopping, randomshot, igersnyc,

boomerang, bigapple

Topic 33, Users: 69
runawaywithme, travelwithpanja, mynewadventure, newyorkcity

Topic 9, Users: 65
photography, photographer, streetphotography, photooftheday, iphoneography

Topic 3, Users: 63
Ćyelyfe, hustle, entrepreneur, manhattan

Topic 6, Users: 60
family, fun, gulliversgate, gulliversgatetimessquare, gulliversgatenyc, miniature-

world, livelifetothefullest

Topic 29, Users: 34
bronx, nyctransit, transitfan, nycbus

Topic 41, Users: 34
depcember, dillingerescapeplan, thedillingierescapeplan, mikepatton
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Topic 20, Users: 30
vacation, vacations2017, photography, travelphotography, museum, museumof-

naturalhistory, family, familytime, mom

Topic 21, Users: 30
manhattan , coach, traininsane, teamnoexcuses, coldaf, amazing, chelsea,

Ćatirondistrict, train, ilovemyjob, lovehim, cat

Topic 11, Users: 29
curls, jesshair, hair, curlsfordays, curlwhisper

Topic 16, Users: 28
adornthewicked, livenation, apple, spotify, googleplay, irvingplaza, itunes, metal

Topic 22, Users: 28
njrealestate, hoboken

Topic 18, Users: 26
beermenus

Topic 23, Users: 21
usa, unitedstates, newyork, manhattan, nycity, newyorkcity, metropolitanopera,

metopera

Topic 26, Users: 20
tillyswalks, dogwalker, dog

Topic 14, Users: 18
job, hiring, newyork, jobs, hospitality, facilitiesmgmt

Topic 0, Users: 14
usa, manhattan, nyc, ny, art, contemporary, architecture

Topic 44, Users: 13
ad

Topic 5, Users: 10
theother5th, shopsmalleveryday, repost, parkslope

Topic 40, Users: 10
rcpicsny, nyfw

Topic 7, Users: 8
bwoodknows, bwvs, nodeal, royal, holidaystyle, red
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Topic 4, Users: 6
vsbu, vodkasoda, bottomsup, instagay, instafab, instasexy, gay, gayboys

Topic 35, Users: 3
Ąnance, banking, cfo, it

Topic 13, Users: 2
lyfeincorporated

Topic 28, Users: 1
webshareztv
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