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1. Introduction

When Internet expanded into the public realm in the early 1990s, the client-
server paradigm experienced a resurgence. All kinds of services such as e-
commerce (e.g., Amazon), knowledge (e.g., Wikipedia), etc. appeared allowing
users to access them using a general-purpose client like a browser. The advent
of cloud has moved more services to a cloud-assisted setting which allows simple
client-side functionality (“thin clients”) and allows service providers to keep their
business assets confidential on server-side. Examples of such services include
storage, malware checking and machine learning prediction services.

This service paradigm puts users’ privacy at risk since the data stored in
the cloud and/or the requests submitted to the cloud may contain sensitive
information. On the other hand, unless carefully designed, it may fail to protect
the confidentiality of service providers’ business assets as it promised. This
dissertation shows how to leverage cryptographic technologies and trusted
execution environments to design privacy-preserving cloud-assisted services
such that end users can protect their privacy, and if needed, service providers
can ensure that their security and privacy requirements are not violated.

1.1 Motivation

1.1.1 Trends in cloud-assisted services

The benefits of cloud-assisted services are clear: service users can scale their
service consumption up or down as they need, and access the services any time
from any device; it also becomes easier for service providers to maintain their
services: keeping the services available, reliable and up-to-date. Here are some
examples.
Cloud storage. Cloud storage is a type of cloud-assisted service where service
providers offer physical storage and a set of APIs, so that cloud storage users
can store their digital data on a remote server. Cloud storage providers ensure
the availability of their users’ data, i.e., keep the physical storage protected

9



Introduction

and running. Examples of such cloud storage are Microsoft OneDrive [84],
Dropbox [41], Google Drive [40] and Amazon Drive [5]. Storing data in the cloud
has many advantages: data can be accessed and synchronised from any device
that is connected to the Internet; multiple users can collaboratively update the
same file; and the cloud storage provider can provide backup for data so that
they will never disappear even if users’ local devices fail.
Malware checking. Traditional malware checking services require users to
install a client-side tool which downloads malware information from the service
provider periodically and performs the checking locally. Nowadays, malware
checking is gradually migrating to a cloud-assisted paradigm: client-side tools
are thin and the bulk of the malware information are held by a cloud server;
clients consult the cloud server to check if a particular application is malware or
not. This paradigm not only helps malware checking service providers to reduce
the amount of data transfers, but also avoids disclosing the malware databases
in full to all customers and hence to competitors. Google’s Verify Apps is such a
cloud-assisted malware checking service [56].
Machine Learning as a Service (MLaaS). Cloud-assisted machine learning
platforms can perform most of the machine learning tasks such as data pre-
processing, model training, and prediction. For example, IBM provides various
machine learning APIs (e.g., weather prediction, language analysis, image
recognition, machine translation, sentiment and tone analysis etc.) on its
Bluemix cloud platform [66]. Microsoft’s Azure Machine Learning Studio allows
users to bring their own data, train a model on it, and make the resulting model
available to others as an API [85]. Google’s cloud platform currently provides
two kinds of services: Google Translate (translation using state-of-the-art neural
machine translation) [58], and Google Prediction API (similar to Microsoft Azure
Machine Learning Studio) [57]. MLaaS has various of benefits. Take cloud-based
prediction as an example: compared with having users download the model and
run the predictions on client-side, cloud-assisted prediction makes it easier for
service providers to update their models and can also protect the model itself
which is usually considered as a competitive advantage of the service providers.

1.1.2 User privacy in cloud-assisted services

As we discussed, companies are increasingly turning to cloud-assisted services
to overcome the challenges incurred by the traditional infrastructure. However,
cloud-assisted services pose their own challenges since personal data needs
to be stored, transferred through and processed by the cloud server. Service
users are usually unaware of how, when, where and why their data is used.
Attackers can break into the cloud servers by exploiting software vulnerabilities
so that they can snoop on or steal users’ private data [36]. Curious or malicious
administrators in the service hosting company can do the same thing without
significant technical barriers [48]. The service provider may perform data
mining techniques to analyse users’ data for their own benefit. Considering
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the aforementioned examples, a cloud storage provider can easily peek into
the files uploaded by their users. In cloud-assisted malware checking services,
users have to reveal their installed applications, which allows inference of their
personal information such as gender, age, religion, and relationship status [100].
In cloud-assisted prediction services, users may have to reveal more specific and
important information such as health and financial status.

Therefore, we cannot rely on the cloud provider to guarantee user privacy.
Meanwhile, faced with the emergence of privacy regulatory regimes like EU
General Data Protection Regulation (GDPR), providers of cloud-assisted services
are themselves incentivized to find ways of providing their services without
seeing sensitive user data.

1.1.3 Service provider requirements in cloud-assisted services

Straightforward solutions to user privacy concerns may conflict with other re-
quirements. Taking the cloud-assisted prediction service as an example: the
trained model is usually considered as a “secret sauce” by the service providers.
If it is revealed to the public, competitors may use it to provide an equivalent ser-
vice. Furthermore, the model may contain information of the training data [45].
Thus, revealing the model may violate regulations like the Health Insurance
Portability and Accountability Act of 1996 (HIPAA). The same issue also exists
in cloud malware checking service. For cloud storage, a straightforward solution
to protect user privacy is having users encrypt their files on client-side before
uploading. However, storage providers may want to conserve their storage space
via cross-user deduplication: if two users upload the same file, the server stores
only a single copy. Client-side encryption makes it difficult.

1.1.4 Privacy-preserving cloud-assisted services

The risks mentioned above motivate the development of privacy-preserving
cloud-assisted services, which provide cloud-assisted services as usual without
violating users’ privacy, while still meeting the service providers’ security and
privacy requirements.

For simplicity, we treat the server that hosts a cloud-assisted service as a
highly resourced, monolithic entity S. We denote each entity using S ’s service
as a client. We denote the set of n clients of S by {C1,C2, ...,Cn}. Suppose that
each Ci has an input xi and S has input x0. A privacy-preserving cloud-assisted
service allows S and {C1,C2, ...,Cn} to privately evaluate a function f :

(y0, y1, ..., yn)= f (x0, x1, ..., xn) (1.1)

where S obtains only y0, and each Ci only obtains their respective yi.
Here private evaluation means that each Ci learns no information about other

input x j for j 6= i, except the information revealed by yi itself. Similarly, S learns
nothing except y0. Stated in the ideal/real world paradigm [54]: there is an
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inherently trusted entity that receives inputs {x0, x1, ..., xn} from all parties, com-
putes f () and returns result {y0, y1, ..., yn} without leaking any other information
to any parties (ideal world). We require that a real world solution does not
disclose more information than its ideal world version.

Let us use outsourced computation as an example to explain this. Suppose Ci

wants to use S ’s computing power to compute a function f on its input xi, but
want to avoid revealing xi to S. In this case, x j = yj =⊥ for all j 6= i.

Let us take a nearby people service [52, 60] as another example. Users who use
this service want to know their neighbouring users, but do not want to reveal
their own locations to the service. In this case, xi is Ci ’s location data and yi

is a list of users {C j} that satisfies D(xi, x j) < t, where D() is a function that
calculates the distance between xi and x j, and t is the distance threshold.

The aforementioned services (e.g., cloud-assisted malware checking, cloud-
assisted prediction and cloud storage) can also be formalised in this form, as
introduced in the chapters 3, 4 and 5 respectively.

1.2 Contributions

The aims and contributions of my dissertation is to design three privacy-preserving
cloud-assisted services:

• A cloud-assisted malware checking service that protects both server’s
database and clients’ lookup queries (Service 1);

• A cloud-assisted prediction service that protects both server’s model and
clients’ input (Service 2);

• A cloud storage service that supports client-side encryption and cross-user
deduplication (Service 3).

My dissertation consists of this compendium together with the five publica-
tions included at the end. Publication I and II build Service 1 via two different
approaches: private set intersection with pre-computation and trusted execution
environments (TEEs). Publication III builds Service 2 via secure two-party
computation combined with additively homomorphic encryption. Publication IV
builds Service 3 via password authenticated key exchange, and V provides a for-
mal security model and enhanced construction for Service 3. The contributions
of the individual publications are summarized below:

Publication I: “Private Set Intersection for Unequal Set Sizes with Mo-
bile Applications”

This publication models the cloud-assisted malware checking scenario as a
private membership test and proposed a solution by exploiting the offline/online
characteristics of this scenario [83]. The main aim is to shift most of the com-
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munication and computation to an offline phase and have a very efficient online
phase. Four existing protocols are investigated and adapted to the offline/online
pattern.

Publication II: “The Circle Game: Scalable Private Membership Test
Using Trusted Hardware”

This publication presents another solution for privacy-preserving cloud-assisted
malware checking. It introduces a simple private membership test approach
using a carousel design pattern where the entire malware dictionary is cy-
cled through a trusted execution environment (TEE) on the cloud server. It
evaluated the use of different data structures to represent the dictionary, and
implements a prototype on two different TEE architectures, ARM TrustZone
and Intel SGX. Furthermore, through extensive experimental analysis, it shows
that the carousel approach exhibits better scalability than oblivious RAM while
supporting a higher number of simultaneous queries. This publication has
received an Honorable Mention in ASIACCS 2017 and it has been selected as
one of the top 10 publications from Europe in the Applied Research Contest
at CSAW Europe. Signal’s private contact discovery scheme (announced after
the publication of Publication II but designed independently) followed the same
design pattern [103].

Publication III: “Oblivious Neural Network Predictions via MiniONN
Transformations”

This publication presents the first approach for transforming any existing
neural network to an oblivious neural network supporting privacy-preserving
predictions with reasonable efficiency. Unlike prior work, it requires no change
to how models are trained. To this end, we designed oblivious protocols for com-
monly used operations in neural network prediction models. This publication
shows that our technique called MiniONN outperforms existing work in terms
of response latency and message sizes. To demonstrate the wide applicability
of this technique, several typical neural network models trained from standard
datasets are transformed.

Publication IV: “Secure Deduplication of Encrypted Data without Ad-
ditional Independent Servers”

This publication presents the first single-server scheme for secure cross-user
deduplication with client-side encrypted data. This scheme allows a client up-
loading an existing file to securely obtain the encryption key that was used
by the client who has previously uploaded that file. The scheme builds upon
a well-known cryptographic primitive known as password authenticated key
exchange (PAKE), and provides better security guarantees than previous work:
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the first scheme that can prevent online brute-force attacks by a compromised
server. The effectiveness and the efficiency of this scheme were demonstrated
via simulations using realistic datasets and a prototype implementation.

Publication V: “Secure Deduplication of Encrypted Data: Refined Model
and New Constructions”

This publication provides a formal security model for the single-server secure
deduplication of encrypted data (SDoE). Any deduplication scheme proved se-
cure in this model can guarantee that, for a certain file, (1) a compromised client
cannot learn whether or not this file has already been uploaded by someone
else, and (2) the only way for a compromised server to uniquely identify the
content of this file is by doing an online brute-force attack. This publication also
gives two new single-server deduplication schemes that are proved secure in
this model. The effectiveness of each scheme is evaluated via simulations with
realistic datasets.

1.3 Outline

This dissertation is based on the aforementioned five original publications, which
are grouped into three main themes.

Chapter 2 presents the relevant background for the whole dissertation.

Chapter 3 encompasses Publication I and Publication II. It presents a privacy-
preserving cloud-assisted malware checking service. Two solutions, one
based on cryptography and the other based on hardware-assisted TEEs,
are described in this chapter.

Chapter 4 encompasses Publication III. It presents a privacy-preserving cloud-
assisted machine learning prediction service. This chapter describes the
first technique that can transform any common neural network model into
an oblivious network without any modifications to the training phase.

Chapter 5 encompasses Publication IV and Publication V. It presents a cloud
storage service that supports deduplication of encrypted data. The chapter
describes the first single-server scheme for secure cross-user deduplication
with client-side encrypted data.

Chapter 6 provides a discussion on the precautions and difficulties of building
privacy-preserving cloud-assisted services. It also provides a summary of
this dissertation and some directions on future work.
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2. Background

This chapter presents relevant background information for the rest of the disser-
tation.

2.1 Homomorphic encryption

Homomorphic encryption is a commonly used primitive in privacy-preserving
computations, which allows operations on plaintexts to be performed directly on
ciphertexts. A public key encryption scheme is additively homomorphic if given
two ciphertexts x̂1 := E(pk, x1) and x̂2 := E(pk, x2), there is an operation ⊕ such
that E(pk, x1 + x2)← x̂1 ⊕ x̂2. Examples of such schemes are Paillier’s encryption
[89], and exponential ElGamal encryption [42].

As an inverse of addition, subtraction ª is trivially supported by additively
homomorphic encryption. Furthermore, adding or multiplying a ciphertext by a
constant is efficiently supported: E(pk,a+ x)← a⊕ x̂ and E(pk,a · x1)← a⊗ x̂1.

To do both addition and multiplication between two ciphertexts, fully homo-
morphic encryption (FHE) [49] or leveled homomorphic encryption (LHE) [23] is
needed. However, current FHE cryptosystems require expensive bootstrapping
operations and LHE only supports a limited number of homomorphic operations.

The ciphertext of a (homomorphic) encryption scheme is usually much larger
than the data being encrypted, and the homomorphic operations on the cipher-
texts take longer than those on the plaintexts. One way to alleviate this issue is
to encode several messages into a single plaintext and use the single instruction
multiple data (SIMD) [104] technique to process these encrypted messages in
batches without introducing any extra cost. The LHE library [39] has imple-
mented SIMD-based on the Chinese Reminder Theorem (CRT). We use x̃ to
denote the encryption of a vector [x1, ..., xn] in batch using the SIMD technique.
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2.2 Secure two-party computation

Secure two-party computation (2PC) is a type of protocol that allows two parties
to jointly compute a function ( f1(x, y), f2(x, y)) = f (x, y) without learning each
other’s input. It offers the same security guarantee achieved by a trusted third
party TTP computing f: both parties submit their inputs (i.e., x and y) to TTP,
who computes and returns the corresponding output to each party, so that no
information has been leaked except the information that can be inferred from
the outputs. There are three main techniques to achieve 2PC: arithmetic secret
sharing [15], boolean secret sharing [53] and Yao’s garbled circuits [113, 112].
The ABY framework [37] is a state-of-the-art 2PC library that implements all
three techniques.

Yao’s garbled circuits (GC) is the most commonly used 2PC protocol. In this
protocol, one party called garbler garbles the circuit by assigning symmetric
keys to the input wires and encrypting the output wires with the keys on
the input wires. Then the garbler sends the garbled circuit together with its
garbled inputs (keys) to the evaluator. Next, the garbler and the evaluator run
a 1-out-of-2 oblivious transfer (OT), which enables a message exchange in an
oblivious way: the garbler sends two messages k0 and k1 and the evaluator only
receives kb depends on its input b. After OT, the evaluator receives the keys
corresponding to its input bits. Now, the evaluator can evaluate the garbled
circuit by decrypting the wires one by one.

Yao’s garbled circuit protocol is usually used together with the following op-
timizations: free XOR [73] that requires no communication or cryptographic
operations for evaluating XOR gates; fixed-key AES garbling [16] that requires
key scheduling only once for all AES encryptions; half-gates [114] that reduces
the complexity per AND gate to two encryptions (instead of four); OT Exten-
sion [68, 10, 11, 71] that pre-computes only a small number of so-called base
OTs, from which any polynomial number of OTs can be computed using only
efficient symmetric-key operations.

The SIMD technique can also be applied to secure 2PC to reduce the memory
footprint of the circuit and improve the circuit evaluation time [21]. In traditional
garbled circuits, each wire stores a single input, while in the SIMD version, an
input is split across multiple wires so that each wire corresponds to multiple
inputs. The ABY framework [37] supports this.

2.3 Password authenticated key exchange (PAKE)

Bellovin and Merritt [19] were the first to propose a password authenticated
key exchange (PAKE) protocol for user authentication, in which an adversary
making a password guess cannot verify the guess without an online attempt to
authenticate itself with that password. PAKE allows two players to agree on a
session key if and only if they share a short secret (“password”). If the passwords
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are different then neither party can learn anything about the key output to the
other party (namely, cannot distinguish that key from a random key).

Bellare et al. gave a formal game-based definition for the security of PAKE [18].
They assume that there is an adversary A that has complete control over the
environment (mainly, the network), and thus provides the inputs to both players.
Formally, at the beginning of the game, a random bit b is chosen. The permitted
queries are formally defined in [18] and summarized as follows:

Send(Ui, M) : causes the message M to be sent to instance Ui, which does the
computation as specified by the protocol, updates the state, and returns
the output of the computation to A. If this query causes Ui to accept or
terminate, this information will also be shown to A.

Execute(A i,B j) : causes the protocol to be executed to completion between A i

and B j, and outputs the transcript of the execution.

Reveal(Ui) : causes the output of the session key held by Ui.

Test() : if b = 1, causes the output of the session key; otherwise, a string drawn
uniformly from the space of session keys.

Corrupt(Ui) : causes the output of the password held by Ui.

Let SuccPAKEA (λ) be the event that A outputs a bit b′ = b but none of the
following events happens:

1. a Reveal(Ui) query occurs;

2. a Reveal(U j) query occurs where U j is the partner of Ui;

3. a Corrupt(Ui) query occurs before Ui defined its key and a Send(Ui, M)
query occurred.

The PAKE protocol is considered secure if the only way to break it is via
an online brute-force attack. Concretely, this means that, if passwords are
uniformly and independently drawn from a dictionary of size n:

AdvPAKE
A (λ)≤ nse

n +negl(λ),

where nse is the number of Send queries (to distinct instances Ui).
We use PAKE to build a cloud storage that supports dedeuplication on en-

crypted data. The security model for our deduplication protocol follows the
security model of PAKE.

2.4 Trusted execution environments (TEEs)

A Trusted Execution Environment (TEE) [2] is a system security primitive that
isolates and protects security-critical logic from all other software on the plat-
form. All software outside the TEE is said to be running in the Rich Execution
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Environment (REE), which usually includes the operating system and the ma-
jority of the platform’s software. A piece of application logic running in the TEE
is referred to as a Trusted Application (TA), whilst an application running in the
REE is a Client Application (CA).

Fundamentally, a TEE protects the confidentiality and integrity of a TA’s data.
A TEE usually provides some form of remote attestation, which allows remote
verifiers to ascertain its current configuration and behavior. In modern systems,
the capability to establish and enforce a TEE is often provided by the CPU
itself. This leads to very strong hardware-enforced security guarantees, and also
improves performance by enabling the TEE to execute on the main CPU. The
two most prevalent commercial TEEs are: ARM TrustZone and Intel SGX.

ARM TrustZone [1] is a TEE architecture that is widely deployed on smart-
phones and is now being deployed on infrastructure-class AMD CPUs. TrustZone
provides a platform-wide TEE, called the secure world, which is fully isolated
from the REE or normal world. All interaction between the REE and TEE is
mediated by the CPU. The secure world usually runs a trusted OS, such as
Kinibi from Trustonic [4]. Due to the constraints of the platform, the trusted OS
may limit TEE’s memory (e.g., Kinibi limits each TEE to 1 MB).

The recent Software Guard Extensions (SGX) technology [82] from Intel allows
individual applications to establish their own TEEs, called enclaves. An enclave
can contain application logic and secret data, protecting the confidentiality
and integrity of them from all other software on the platform, including other
enclaves, applications, or the (untrusted) OS. SGX includes remote attestation
capabilities to provide remote parties with assurance about the code running in
an enclave [6].

2.5 Neural Networks

Recently, a particular machine learning framework, neural networks (sometimes
referred to as deep learning), has gained much popularity due to its record-
breaking performance in many tasks such as image classification [75], speech
recognition [35] and complex board games [69]. A neural network consists of a
pipeline of layers. Each layer receives input and processes it to produce an output
that serves as input to the next layer. Conventionally, layers are organized so
that the bottom-most layer receives input data (e.g., an image or a word) and
the top-most layer outputs the final predictions. A typical neural network1

processes input data in groups of layers, by first applying linear transformations,
followed by the application of a nonlinear activation function. Sometimes a
pooling operation is included to aggregate groups of inputs.

The most common linear transformations in neural networks are matrix
1http://rodrigob.github.io/are_we_there_yet/build/classification_datasets_results.
html
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multiplications and additions:

y :=W ·x+b, (2.1)

where x ∈ Rl×1 is the input vector, y ∈ Rn×1 is the output, W ∈ Rn×l is the
weight matrix and b ∈ Rn×1 is the bias vector. Convolution is a type of linear
transformation, which computes the dot product of small “weight tensors” (filters)
and the neighborhood of an element in the input. The process is repeated, by
sliding each filter by a certain amount in each step. The size of the neighborhood
is called window size. The step size is called stride. In practice, for efficiency
reasons, convolution is converted into matrix multiplication and addition as
well [30], similar to equation 2.1, except that input and bias vector are matrices:
Y :=W ·X+B.

Neural networks use nonlinear transformations of data called activation func-
tions to model nonlinear relationships between input data and output predictions.
We identify three common categories:
- Piecewise linear activation functions This category of functions can be repre-
sented as a set of n linear functions within specific ranges, each of the type
f i(y)= ai y+bi, y ∈ [yi, yi+1], where yi and yi+1 are the lower and upper bounds
for the range. This category includes the activation functions:

Identity function (linear): f (y)= [yi]

Rectified Linear Units (ReLU): f (y)= [max(0, yi)]

Leaky ReLU: f (y)= [max(0, yi)+amin(0, yi)]

Maxout (n pieces): f (y)= [max(y1, . . . , yn)]

- Smooth activation functions A smooth function has continuous derivatives up to
some desired order over some domain. Some commonly used smooth activation
functions are:

Sigmoid (logistic): f (y)= [ 1
1+e−yi

]
Hyperbolic tangent (tanh): f (y)=

[
e2yi−1
e2yi+1

]
Softplus: f (y)= [log(eyi +1)]

The sigmoid and tanh functions are closely related [55]:

tanh(x)= 2 ·sigmoid(2x)−1. (2.2)

They are collectively referred to as sigmoidal functions.
- Softmax Softmax is defined as:

f (y)=
[

eyi∑
j eyj

]
It is usually applied to the last layer to compute a probability distribution in
categorical classification so that its outputs all add up to one. However, in
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prediction phase, usually it is sufficient to use argmax over the outputs of the
last layer to predict the most likely outcome.

Neural networks also commonly use pooling operations that arrange input into
several groups and aggregate inputs within each group. Pooling is commonly
done by calculating the average or the maximum value among the inputs (mean
or max pooling). Convolution and pooling operations are only used if the input
data has spatial structure (e.g., images, sounds).
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3. Cloud-Assisted Lookup Services

Cloud-assisted lookup services are being used in scenarios such as checking
a smartphone application against a malware database, querying whether a
password is present in a database of leaked passwords, or testing whether a
DNA sequence is present in an online biological database. Privacy is a common
concern in all these services, because the queries submitted to the server may
contain sensitive personal information about the user. For example, knowledge
of applications installed on a user’s device can be used to infer personal charac-
teristics of the user including age, gender, religion, and relationship status [100].
It is therefore in the interests of service providers to demonstrably preclude any
ability to infer personal information about their users.

This goal of privately checking the existence of an item in a remote database
is referred to as private membership test (PMT): a user wants to test whether
an item is a member of a large set held by a remote server, without revealing
the item and learning anything about the rest of the set. We propose two novel
solutions. The first is to have the server put the blinded elements of the set
into a compact data structure (e.g., bloom filter or cuckoo filter), and send it to
clients. The client who wants to query an item runs an oblivious protocol to
get its blinded version, and tests the membership locally. The second solution
assumes a hardware-assisted TEE (e.g., SGX) exists on server. We first have
the server put the set into a compact data structure, and then have a trusted
application process clients’ queries by cycling the database through the TEE,
which performs the membership test.

3.1 Private membership test (PMT)

Mapping to the model introduced in Section 1.1.4, the input of the server S is
a set of entries called a dictionary X = {x1, x2, ..., xn}, and the input of a client C
who wants to lookup the dictionary is an item x. Other clients’ input and output
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are ⊥. A PMT protocol allows S and C to privately evaluate a function f :

f (X , x)=
(⊥,1) if x ∈ X

(⊥,0) otherwise
(3.1)

The natural cryptographic primitive to build PMT is private set intersection
(PSI) [94, 92]. However, a PSI involving a dictionary of size n requires O(n)
communication between S and C [94]. Another possible cryptographic candidate
is private information retrieval (PIR), which allows C to retrieve xi without
revealing i. We can adapt PIR for PMT by inserting the dictionary into a data
structure for membership test (e.g., bloom filter, cuckoo filter) and have C retrieve
the corresponding entry privately. However, this solution requires S to perform
O(n) expensive operations like modular exponentiations.

3.2 Adversary model

We assume that an adversary A can compromise either S or C, but not both.
If A compromises both S and C, it can get whatever information it desires.
The objective of a compromised S is to learn C ’s queries, which can be used
to profile users. Similarly, the objective of a compromised C is to learn S ’s
database. We assume a probabilistic polynomial-time (PPT) A, i.e., it cannot
break cryptographic primitives like state-of-the-art cryptographic hash functions
or encryption algorithms.

In our second solution, we assume that S is equipped with a hardware-assisted
TEE, and A has full control of the REE, but not the TEE. We also assume
that there is a secure channel between TEE and C so that A cannot learn the
messages exchanged via this channel. Furthermore, we assume that the size of
the dictionary is too large to be fit into the secure memory of TEE. Therefore,
the access patterns from TEE to the dictionary are visible to A.

3.3 Research questions

We consider the scenario of cloud-assisted mobile malware checking with a
malware dictionary of 226 entries (~67 million identifiers) [72]. We first limit
the entries to identifiers because they are prevalently used in current malware
checking schemes. We will discuss the limitations of this assumption in the
end of this chapter and give solutions. In this scenario, false negatives are
never allowed, but a small false-positive rate (FPR) is acceptable. A FPR of
2−10 is recommended by a leading anti-malware vendor (F-Secure) [72]. We
chose 2−10 in our ARM TrustZone setting and 2−14 in our SGX setting since it is
more efficient to operate on byte-aligned data structures in SGX. Given that on
average there are 95 apps [3] installed on each device, the majority of users will
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rarely encounter a false positive even considering a few updates for each app.
This chapter investigates the following research questions:

RQ1. Can we adapt previous cryptographic solutions to suit the above scenario?

RQ2. Can we design a TEE-based PMT protocol that provides better perfor-
mance than other solutions in the above scenario?

3.4 PMT via private set intersection with pre-computation

3.4.1 Design overview

We propose a practical solution by approaching the problem from an offline/on-
line setting. Specifically, we introduce the following three phases:

1. a base phase where S and C run data-independent precomputation, e.g.,
agree on the public parameters;

2. a setup phase where query-independent precomputation is performed
on S ’s input and the results are transferred to Cs, who then potentially
performs additional computations;

3. an online phase where the operations dependent on the Cs’ queries are
performed.

We aim to shift most of the communication and computation work into the
base and setup phases to have an efficient online phase. Take our malware
checking scenario as an example, after installing the client-side tool provided
by the service provider, C may run the base and setup phases overnight, so that
the online phase can be finished within a short period of time. Updates (i.e.,
insertion or deletion) on the dictionary are also supported by only running the
efficient online phase.

In the setup phase, S blinds each element xi in X , resulting in a blinded
dictionary X̃ = {x̃1, ..., x̃n}. Then S inserts X̃ into a compact data structure (e.g.,
bloom filter or cuckoo filter) and transfers it to C. Whenever C wants to check x,
it runs an oblivious protocol with S to get x̃ without revealing any information
about x, after which it can check the existence of x locally. We investigate four
techniques to achieve this goal: RSA based [34], Diffie-Hellman (DH) based [64],
Naor-Reingold (NR) based [88, 62], and garbled circuit (GC-AES) based [93].

We take the GC-AES based solution with a bloom filter as an example (the
details of all solutions are elaborated in Publication I). The base phase starts
with S generating the secret key k for AES encryption. Then, m garbled tables
are generated and sent to C, where m is a parameter agreed by S and C. After
m queries, S and C need to run the setup phase again. Besides this, l ·m OTs
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are precomputed using OT extension, where l is the number of bits for each
element x. Next, in the setup phase, S inserts X̃ = {E(k, x1), ...,E(k, xn)} into a
bloom filter BF and sends it to C. In the online phase, for each bit of its inputs,
C runs an oblivious transfer to retrieve its corresponding keys for the garbled
circuit. Then, C evaluates the AES garbled circuit and checks if the result is in
the bloom filter.

To insert a new element x′ in, S can either send E(k, x′) to C or send the
positions of the bloom filter that need to be changed to one. Since bloom filter
does not support delete operation, we need to use a counting bloom filter [44].
Instead of storing bits, the counting bloom filter stores small counter values that
are increased by one on insert and decreased by one on delete. To update the
dictionary, S just needs to send the positions of the counters that need to be
increased (for insert) or decreased (for delete).

3.4.2 Implementation and evaluation

We implemented all four solutions and systematically compared their perfor-
mance. We ran the server-side application on a remote server and ran the client
both on a PC and on an Android smartphone. To the best of our knowledge, this
is the first comparison of PSI protocols on a smartphone.

The settings are depicted in Publication I, and the main results are shown in
Table 3.1. Our results show that the GC-AES based solution achieves the best
overall performance. Due to the fact that it only uses AES encryptions on the
server’s large database, its setup phase is orders of magnitude more efficient
than that of any other protocol. In our PC implementation, its online phase
is also the most efficient one. Our results on PC indicate that advancements
on hardware-accelerated encryption on smartphones could greatly improve the
performance of our proposed solution.

3.5 The carousel approach for PMT

3.5.1 Design overview

If a hardware-assisted TEE is assumed to exist on the server, a natural solution
is to have C send queries to the TA via a secure channel, and have TA do the
membership test. This naive approach leaks information about the queries
from the dictionary positions that TA accessed. We can have the TA encrypt
and shuffle the dictionary, and access it to answer each query. However, it still
leaks information from the access patterns. For example, if S wants to know
if a legitimate C is querying an item x, it can query x by generating a dummy
C, and see if both queries go to the same position in the dictionary. Several
prior works [13, 65, 81] have shown how to solve this problem by combining
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Base (ms) Setup (ms) Online (ms) Update (ms)
Task Encryption BF

RSA 56 3 441 906 309 7,38 0,11

DH 1 462 496 257 3,49 0,11

ECC-DH 1 1 325 400 257 2,91 0,11

NR 119 758 400 309 10,82 0,11

GC-AES 1 312 70 309 2,49 0,9
(a) PC setting (Intel Core i7 with 3.5 GHz and 16 GB RAM)

Base (ms) Setup (ms) Online (ms) Update (ms)
Task Encryption BF

RSA 5 492 19 892 745 1 590 60 8

DH 1 3 014 656 50 880 23 8

ECC-DH 1 167 837 696 50 880 363 8

NR 45 035 12 100 105 1 590 247 8

GC-AES 456 683 1 851 1 590 8 470 4
(b) Smartphone setting (Android 6.0.1 phone with Quad-core 2.5 GHz Krait 400)

Figure 3.1. Runtimes in milliseconds (taken from Publication I). The parameter choices
are as follows: n = 220, m = 210, l = 128. Best values marked in bold.

TEE with oblivious RAM (ORAM), which shuffles the database for each query.
Path ORAM [107], a recent ORAM scheme allows the TA to touch only O(logn)
items to shuffle the database. Therefore, this solution has a constant communi-
cation overhead and only O(logn) computational overhead per query. However,
supporting m simultaneous queries will incur O(m logn) cost.

We propose a new carousel design pattern by having the TA continuously cycle
through the dictionary, such that a batch of queries can be answered within
a single carousel cycle. The overview of our carousel approach is shown in
Figure 3.2.

As described in Publication I, S inserts the dictionary X into a compact
data structure Y = {y1, ..., yn′}. Since the TA needs to cycle the whole Y , the
overhead simply depends on the size of Y . After experimentally evaluating the
performance of several well-known data structures, we chose 4-ary cuckoo filter
for our protocol. We refer to the resulting private membership test solution
as “Cuckoo-on-a-carousel”. We refer to Table 1 of Publication II for detailed
comparisons.

To avoid leaking information from timing channels, we enforce that a query
must remain in the TEE for exactly one full carousel cycle. To achieve this, we
divide Y into chunks and associate queries with the identifier of the chunk with
which they arrived. The TA reads each chunk of Y sequentially and compares
each entry in the chunk with the queries inside its memory and records the
results. We also have TA perform constant-time processing for every entry in Y .
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Figure 3.2. Overview of the carousel approach (taken from Publication II).

3.5.2 Implementation and evaluation

We implemented the full system on the two most commonly used TEE archi-
tectures: ARM TrustZone and Intel SGX. We generated a dictionary of n = 226

entries and inserted them into a 4-ary cuckoo filter. We also implemented the
essential parts of Path ORAM [107] on both platforms. Since ORAM itself is not
specifically designed for PMT, we first inserted the dictionary into a suitable
data structure and then stored it in ORAM. We chose cuckoo filter here as well,
since it requires the fewest memory accesses. We call this approach “Cukoo-on-
ORAM”. More implementation details and environment setup can be found in
Section 7 of Publication II.

Figure 3 and Figure 4 in Publication II show the latencies for processing a
single batch of queries on both platforms. Cuckoo-on-ORAM provides a small
response latency (9 ms) for a single query, but the queries need to be processed
sequentially. For example, it takes 18 seconds to process 2 000 queries on ARM
TrustZone, which is beyond the acceptable tolerance of a malware checking
service. In contrast, Cuckoo-on-a-carousel can process a batch of queries within
on circle. As a result, Cuckoo-on-a-carousel on average takes only 1.83 seconds to
process 2,000 queries on ARM TrustZone. Results for Intel SGX show a similar
pattern, although with significantly lower latencies (e.g., Cuckoo-on-a-carousel
on SGX takes 0.282 seconds to process 2,000 queries).

The advantage of Cuckoo-on-a-carousel over Cuckoo-on-ORAM is more promi-
nent if we consider the steady-state performance. Figure 3.3a and Figure 3.3b
show the steady state performance of Cuckoo-on-ORAM and Cuckoo-on-a-carousel
for different query arrival rates. We identified the breakdown point where TA
can no longer guarantee a bounded query response latency. For example in ARM
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(a) ARM TrustZone: Samsung Exynos 5250 development board from
Arndale with a 1.7 GHz dual-core ARM Cortex-A17 processor.
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(b) Intel SGX: SGX-enabled HP EliteDesk 800 G2 desktop PC with
a 3.2 GHz Intel Core i5 6500 CPU and 8 GB of RAM.

Figure 3.3. Steady-state processing time for uniform query arrival rates (taken from
Publication II). Vertical lines indicate breakdown points.

TrustZone, we found that for query arrival rates above 1030 queries/second,
the Cuckoo-on-a-carousel query response latency cannot be sustained. In con-
trast, with 1 025 queries/second, the response latency of Cuckoo-on-a-carousel
are stable, and we therefore conclude that the breakdown point is between
1 025 and 1 030 queries/second. On the other hand, the breakdown point for
Cuckoo-on-ORAM is much smaller, i.e., 111 queries/second. Results for Intel
SGX show a similar pattern: 3 720 queries/second for Cuckoo-on-a-carousel and
1 354 queries/second for Cuckoo-on-ORAM.

3.6 Summary and discussion

Motivated by the scenario of privacy-preserving cloud-assisted malware check-
ing, we introduce two new approaches for private membership test. In the first
approach, we optimize the efficiency of private set intersection via precompu-
tation so that it can efficiently deal with an unequal number of inputs. This
approach is suitable for the scenarios where a large amounts of data is allowed
to be transferred in a preprocessing phase.

In the second approach, we propose a new “carousel” design pattern by having
the TA continuously cycle the dictionary, such that a batch of queries can be
answered after exactly one carousel circle. This approach is applicable if there
is a hardware-assisted TEE on server-side and the data set is not very large
(limited by 226 entries). For larger data sets, we can divide them into subsets and
use a TA to run carousel for each subset. However, we need to carefully route
the queries to the targeted subset so that they will not leak any information. For
example, we can route all queries to all TAs and each TA only process the queries
that are targeting its subset. We also need to consider the case of larger number
of simultaneous queries which may make our scheme cross the breakdown point.
In this case, we can also use multiple TAs but have each TA maintain a single
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replicated dataset.
In addition to malware checking, our PMT schemes can also be applied to

other scenarios such as those we introduced in the beginning of this chapter. In
particular, Signal independently adopted a similar approach for their private
contact discovery [103], so that Signal users can efficiently determine whether
the contacts in their address book are Signal users without revealing the contacts
in their address book to the service.

A malware developer can easily circumvent this kind of identifier-based detec-
tion by modifying a single bit of the malware. Furthermore, there is always a
time delay for updating the malware dictionary, so that the newly published mal-
ware cannot be found in the dictionary. Nowadays, antivirus companies usually
adopt machine learning methods for malware detection. Clients locally extract
some features of an app and sends these features to the server. The server runs
a previously trained machine learning model on these features to detect if this
app is malicious. In the next chapter, we introduce another technique that can
make this process privacy-preserving as well.
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4. Cloud-Assisted Prediction Services

Cloud-assisted prediction is commonly used in scenarios such as image recog-
nition [20], online diagnosis [43] and credit-risk evaluation [8]. In particular,
deep neural networks (also known as deep learning), has become increasingly
popular since it gets record-breaking performance in many fields. On the other
hand, such cloud-based prediction services put clients’ privacy at risk since the
input data submitted to the cloud service may contain sensitive information.
A natural question to ask is, given a model, whether is it possible to run it in
an oblivious way: the server learns nothing about clients’ input, and clients
learn nothing about the model except the prediction results. Efficient solutions
have been proposed for machine learning models such as decision trees, SVM
and naive Bayes [25, 14, 22, 110]. However, privacy-preserving deep learning
models, which we refer to as oblivious neural networks (ONN), have not been
sufficiently studied.

We propose the first technique that can transform any common neural network
model into an oblivious neural network without modifying the training phase. To
this end, we design oblivious protocols for the common operations used in neural
network models. In particular, we make nonlinear functions such as sigmoid
and tanh amenable to our transformation technique with a negligible loss in
accuracy.

4.1 Oblivious neural networks (ONN)

A neural network model is typical defined as:

z := (WL · fL−1(... f1(W1 ·X+B1)...)+bL) (4.1)

It processes input data in a set of layers, by first applying linear transformations
(Wi ·X+Bi), followed by the application of a function f i() such as activation
functions and pooling operations. In the prediction phase, all common linear
transformations can be reduced to matrix multiplications and additions. Com-
monly used activation functions are: ReLU [109, 98, 76], leaky ReLU [59, 105],
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maxout [28, 86] and tanh [32]. Commonly used pooling operations are mean and
max pooling.

Mapping to the model introduced in Section 1.1.4, the desired functionality
for the neural network prediction is defined in equation 4.2. The input of the
server S is a neural network model M, and the input of a client C is a set of
input features x. Other clients’ input and output are ⊥. An ONN allows S and C
to privately evaluate a function f which represents the combination of all layers:

(⊥, z)= f (M, x); where z is the prediction result (4.2)

Gilad-Bachrach et al. [50] propose CryptoNets, which have Cs encrypt their
input data using somewhat homomorphic encryption and have S run the neural
network on the encrypted data. However, somewhat homomorphic encryption
only supports linear operations and low-degree polynomials. Therefore, during
training, they use a specific activation function (“square”) and pooling operation
(mean pooling), which are not typically used in neural networks. As a result,
their model only works in MNIST dataset. In addition, CryptoNets transforma-
tions incur a large performance overhead. Mohassel and Zhang [87] also propose
new activation functions that can be efficiently computed by garbled circuits,
and use them in the training phase. However, it still requires changes to the
training phase. We suggest that an ideal ONN transformation technique should
be able to deal with any neural networks without modify the training phase.
This means the ability to handle common activation functions.

4.2 Adversary model

Similarly to our assumption about PMT, we assume that an adversary A can
compromise either S or C, but not both. A compromised S tries to learn Cs’
inputs, and a compromised C tries to learn parameters in S ’s model. We assume
A to be semi-honest, i.e., trying to learn their desired information by following
the protocol.

We do not aim to protect the sizes of the query and the model, and which
activation function is being used1. However, such information can be protected
by adding dummy operations. By simply issuing queries, C can use S ’s prediction
service to extract an equivalent or near-equivalent model (model extraction
attacks [108]), or even infer the training set (model inversion [46] or membership
inference attacks [102]). In a client-server setting, S can rate limit prediction
requests from a given C, thereby slowing down this attack or bounding this
information leakage.

1Service providers usually make such information public in the forms of white papers
or scientific articles. But they will not publish the parameters inside the model, which
will reveal information about their training data.
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4.3 Research questions

RQ3. Can we design a practical ONN transformation technique to convert a
trained neural network model (trained with commonly used operations) to
an ONN?

4.4 The MiniONN approach for ONN

4.4.1 Design overview

We propose MiniONN, the first technique that can transform any common neural
network model into an oblivious neural network. The core idea of MiniONN is
to have S and C additively share each of the input and output values for every
layer of a neural network. That is, at the beginning of every layer, S holds XS

and C holds XC s.t. XS +XC (mod N)=X, which is the input of that layer in the
non-oblivious version of that neural network. The output values YS and YC will
be used as inputs for the next layer.

Figure 4 of Publication III shows the protocol for oblivious linear transfor-
mation. For each row of W and each column of XC , S and C jointly generate a
dot-product triplet (shown in Figure 3 of Publication III): u+v (mod N)=w ·xC

in the precomputation phase. In the online phase, S only needs to calculate
YS :=W ·XS +B+U, and C only needs to set YC :=V. As a result, each element
of YS and YC satisfy:

yS + yC =w ·xS +b+u+v

= w1(x1 − xC1 )+, ...,+wl(xl − xCl )+b+u+v

= (w1x1+, ...,+wl xl +b)− (w1xC1+, ...,+wl xCl )+u+v

= y

Next, we introduce the notation of an oblivious activation function which
receives yC from C and yS from S, and outputs xC to C and xS := f (yS + yC)− xC

to S, where xC is a random number generated by C. We classify activation func-
tions into two categories: piecewise-linear functions and non-piecewise-linear
functions. For piecewise-linear functions (e.g., ReLU), we can easily compute
them obliviously using a secure two-party computation (2PC) protocol. For
non-piecewise-linear functions (e.g., sigmoid), unlike piecewise-linear functions,
it is non-trivial to make them oblivious using 2PC.

To this end, we approximate a non-piecewise-linear function f () by splitting it
into several pieces and approximating each piece using a linear function. The
linear functions are chosen such that the overall goodness-of-fit is maximized.
The approximation method is detailed in Section 5.3.2 of Publication III. The ap-
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proximated version is in fact a piecewise-linear function, so it can be transformed
in the same way using a 2PC protocol.

For pooling layers, we distinguish between max-pooling and mean-pooling.
For mean-pooling, we just have S and C calculate the sum of their respective
shares and keep track of the divisor. For max-pooling, we use a 2PC protocol to
reconstructs each yi and return the largest, masked by a random number.

4.4.2 Implementation and evaluation

We fully implemented MiniONN in C++ and evaluated its performance. We
measured response latency (including the network delay) and message sizes
during the whole procedure, i.e., from the time C begins to generate its request
to the time it obtains the final prediction. The settings can be found in Section 6
of Publication III.

The results in Table 2 and Table 3 of Publication III show that MiniONN
achieves significantly lower response latency and message sizes compared with
previous work SecureML [87] and CryptoNets [50].

We trained new neural network models for three popular datasets in machine
learning: MNIST, CIFAR-10 and PTB. For the PTB dataset, we used the real
sigmoid as the activation functions for training, but replaced them with their
corresponding approximations for predictions. The models can be found in
Section 6.2 of Publication III. The latency and message size of all three neural
networks after being transformed by MiniONN are shown in Table 4.1. The
performance of the ONNs for MNIST and PTB is reasonable, but the ONN for
CIFAR-10 is expensive. This is because the model in CIFAR-10 (Figure 13 in
Publication III) is quite large: it has 7 activation layers, and each layer has
210 −216 neurons.

Latency (s) Message Sizes (MB) Accuracy
offline online offline online ONN (Original)

ReLU/CNN/MNIST
(Figure 12 of Publication III)

3.58 5.74 20.9 636.6 99.31% (99.31%)

ReLU/CNN/CIFAR-10
(Figure 13 of Publication III)

472 72 3046 6226 81.61% (81.61%)

Sigmoidal/LSTM/PTB
(Figure 14 of Publication III)

13.9 4.39 86.7 474
cross-entropy

loss:4.76 (4.74)

Table 4.1. Performance of MiniONN transformations of models with common activation
functions and pooling operations (taken from Publication III). Server-side:
Intel Core i5 CPU with 4 3.30 GHz cores and 16 GB memory; Client-side:
Intel Core i5 CPU machine with 4 3.20 GHz cores and 8 GB memory.
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4.5 Summary and discussion

We present MiniONN, the first approach that can transform any neural network
into an oblivious form. Our benchmarks show that MiniONN achieves lower
response latency and message sizes than prior work [87, 50]. However, it is still
too expensive to transfer very large and deep neural networks. Several follow-up
works have tried to improve the performance of MiniONN. Chiraag et al. propose
a fast homomorphic matrix-vector multiplication protocol to avoid the generation
of dot-product triplets [70]. As a result, the precomputation phase has been
significantly improved. Riazi et al. present Chameleon which generates dot-
product triplets in a more efficient way using a semi-honest third party (STP),
The STP can be a separate computing node or it can be implemented based on
TEEs [97]. However, both improvements still need to run garbled circuits for
each neuron in the online phase in the same way as MiniONN.

An interesting question for future work is how to make full use of TEEs to
improve the performance of MiniONN. One option is to have S offload its model
to the client-side TEEs and run the predictions on client-side. This solution is
suitable for the case where the C has no persistent network connections. Another
option is to keep the model on server-side and have the TA run the model and an-
swer C ’s requests. In addition to the performance improvements, both solutions
can also enforce policy checking on the requests. For example, before answering
the queries, TA can analyze them to detect and drop potentially adversarial
queries for model inversion [46] and membership inference attacks [102].
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5. Cloud-Assisted Storage Services

As cloud storage services become increasingly popular and user bases keep
growing, cloud storage providers begin to save storage space via cross-user dedu-
plication: if different users upload the same file, the server stores a single copy.
On the other hand, it is in the interests of users to encrypt their files via seman-
tically secure encryption schemes on client-side. In this case, identical files are
uploaded as completely independent ciphertexts, which thwarts deduplication.
Finding a way to do secure deduplication of encrypted data (SDoE) is an active
research topic. To this end, we propose the first single-server solution and it can
prevent online brute-force attacks by a compromised server.

5.1 Secure deduplication of encrypted data (SDoE)

There are two functions to be mapped to the model introduced in Section 1.1.4:
upload fupload and download fdownload. During uploading, the server S inputs its
local storage Φ of encrypted files, and the uploader Ci inputs the file Fi it wants
to upload. In addition, other clients C j input (F j,kF j ), where F js are the files
they have uploaded and kF j s are the encryption keys of these files. They jointly
evaluate fupload:

(Φ′,⊥, ...,kFi , ...,⊥)= fupload(Φ, (F1,kF1), ...,Fi, ..., (Fn,kFn )) (5.1)

whereΦ′ is the new storage after uploading: if Fi ∈ {F1, ...,Fn},Φ′ =Φ. Otherwise,
Φ′ =Φ∪E(kFi ,Fi). During downloading, S inputs its storage Φ and Ci inputs
kFi . They jointly evaluate fdownload:

(Φ′,Fi)= fdownload(Φ,kFi ) (5.2)

An SDoE scheme allows S and Cs to privately evaluate fupload and fdownload.
The most commonly used SDoE scheme is convergent encryption [38], which

uses the file hash as the encryption key. Consequently, identical files will lead
to the same ciphertext, and deduplication can be easily done. However, this
solution is vulnerable to offline brute-force attacks by a compromised S since
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it is deterministic. Other solutions require the aid of additional independent
servers [17, 96, 106], which is a strong assumption that is very difficult to meet
in commercial contexts (more discussions about this are referred to Section 6.2).
Furthermore, these schemes are vulnerable to online brute-force attacks by a
compromised S colluding with some Cs.

5.1.1 Adversary model

We assume that an adversary A can compromise the uploader Ci, the server S,
any subset of C js, or any collusion of these parties. The goal of A is to learn the
files of the entities it has not compromised. We assume A behaves arbitrarily for
a single upload procedure, e.g., refuses to participate in the protocol, substitutes
its inputs with other values, or aborts the protocol prematurely. In addition,
when considering the long-term operation of the system, A can perform the
following attacks depending on the perspective:

• Compromised Ci: for a predictable file F, an uploader can upload all
possible files that F can be, and observe which one causes deduplication
from the side-channels1 between S and C [61];

• Compromised S: if S gets a deterministic representation (e.g., crypto-
graphic hash or convergent encryption) of a predictable file, it can easily
test all possible files;

• Compromised S and Cs: they can run the protocol for every “guess” and
check whether deduplication happens.

In addition, a compromised S can easily detect whether a certain file has been
uploaded by running the deduplication protocol once. Since S always knows that
deduplication happens, no known SDoE scheme can prevent this attack. This
attack is not included in our adversary model. (We model this attack formally in
our security model in Section 5.3.2.)

5.2 Research questions

RQ5. Is it possible to design a single-server scheme for secure deduplication of
encrypted data (SDoE)?

RQ6. What is a formal security model for SDoE that can capture long-term
operation of the system?

1For example, in client-side deduplication, files are not required to be uploaded if
deduplication happens.
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5.3 PAKE-based SDoE

5.3.1 Design overview

In our solution, when an uploader Ci wants to upload a file Fi, it first sends
a short hash shi = SH(Fi) to the server S. Since the short hash has a certain
collision rate, S cannot uniquely identify Fi via an offline brute-force attack if Fi

has enough entropy. Now, suppose that shi matches sh j, which is a short hash
of F j previously uploaded by C j. S needs to figure out if this happens because
Fi = F j, and in that case, arrange to securely transfer kF j from C j to Ci. We
achieve this by having Ci and C j run an oblivious key sharing protocol so that Ci

can receive kF j if and only if Fi = F j, and a random key otherwise. C j is referred
to as a checker in this protocol.

Our oblivious key sharing protocol is based on password authenticated key
exchange (PAKE): Ci and C j use hi and h j (which are the cryptographic hashes
of their files Fi and F j) as their respective input “passwords” to run a PAKE, Ci

gets ki and C j gets k j, which are equal if hi = h j and are independent otherwise.
Next, C j uses k j to deliver kFi to Ci, which is equal to kF j iff ki = k j. A naive
solution would just have C j send E(k j,kF j ) to Ci, but it allows a subtle attack
from Ci. More details about the attack and solution are elaborated in Section 5
of Publication IV.

To this end, Ci can use this key to encrypt its file, and S can perform dedupli-
cation if the ciphertext is equal to the one uploaded by C j. The protocol is shown
in Figure 6 of Publication IV.

To prevent compromised S and C run online brute-force attacks for every
“guess”, each C enforce a rate limit on each of its files. Specifically, it sets a bound
on the maximum number of PAKE runs it would serve as a checker or as an
uploader for each file.

However, additional attacks are still possible when considering the long-term
operation of the system. For example, a malicious client can upload a file and
then pretend to be offline. Later it uploads the same file using another identity.
If it gets the the same key as the one it got before, it knows that the file has been
uploaded by someone else. We address this issue by having Cs always get random
keys when they upload their files. We propose two schemes. The first one (shown
in Figure 2 of Publication V) borrows the idea from proxy re-encryption [12]. S
only keeps a single copy of duplicated files. When C wants to download its file,
S re-encrypts the file so that C will download the same ciphertext as the one it
uploaded. However, this scheme requires public-key operations on the entire file,
which is not efficient for large files.

We observe that confidential files are usually small and unpopular. So we pro-
pose a second scheme (shown in Figure 3 of Publication V) that only deduplicates
popular files and only protects the privacy of unpopular files. For unpopular
files, Cs get random keys and download the same ciphertexts as they uploaded.
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If those files become popular later, S deletes all duplicated copies and provides a
way similar to re-encryption to help Cs to transform their keys to the right keys.

5.3.2 Security model

We model the security of an SDoE scheme with games played between an
adversary A and a challenger. The challenger holds some secrets and A can
interact with the challenger using different queries. At the end of each game, A
outputs what it has learned about the secrets and A wins if its output is correct.

We proposed different security models for malicious S and C respectively. For
compromised Cs, we want to model that by interacting with S, it cannot learn
whether a file already exists in the cloud storage.

RegisterCorrupt() A can register a (new) compromised C, so that it can perfectly
impersonate C from this moment on.

Send(M) This oracle computes on the input message M following the SDoE
scheme and returns the output message in the view of all corrupted parties
to A. It models that an adversary can tamper with single messages in the
SDoE scheme.

Test() A signals the end of the security game to the challenger, ceases all the
interaction with oracles, and outputs a pair (F∗,b∗).

Definition 1. Let λ be the security parameter. Given the queries described above,
we define the security experiment ExpSDoE

C,Π (λ) for an SDoE protocol Π against
compromised clients as follows: ExpSDoE

C,Π (λ)= 1 if A replies to Test() with (F∗,b∗)
and either of the following events happens:

• If b∗ = 0 and F∗ has not been uploaded before.

• If b∗ = 1 and F∗ has been uploaded before.

But none of the following events happens before A outputs (F∗,b∗):

• A has impersonated honest Cs

• A has forced an honest C to send any messages.

Definition 2. We define the advantage of an adversary A in the experiment
ExpSDoE

C,Π (λ) as

AdvSDoE
C,Π (λ)=Pr[ExpSDoE

C,Π (λ)= 1]− 1
2

For a compromised S, we want to model that the only way for it to identify
the content of a file is performing an online brute-force attack. We allow A
that has compromised S to make the following types of queries in the security
experiments:
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RegisterCorrupt() The same as that of compromised Cs.

Send(M) The same as that of compromised Cs.

AccessDB() A gets all the ciphertexts on S and the uploader list of each cipher-
text.

Execute(P,F) As the initiator, A invokes a complete (sub-)protocol P on the
input file F and obtains all the messages exchanged, following the descrip-
tion of the protocol P.

Test() A outputs two files F0, F1 with equal length. Upon receiving F0, F1,

the challenger chooses b $←− {0,1} and replies with a ciphertext Cb =
Enc(k fb ,Fb). A performs the above queries and then outputs a bit b∗.

Definition 3. We define the security experiment ExpSDoE
S,Π (λ) for a SDoE scheme

Π against a compromised server as follows: ExpSDoE
S,Π (λ)= 1 if S replies to Test()

with b∗ = b, but none of the following events happens before A outputs the bit b∗:

• A has included F0 or F1 in its online brute-force attacks.

• A has compromised the targeted C.

Recall that a compromised S can easily detect whether a certain file has
been uploaded by running the deduplication protocol once. That means A has
included either F0 or F1 in its online butte-force attacks.

Definition 4. We define the advantage of an adversary A in the experiment
ExpSDoE

S,Π (λ) as

AdvSDoE
S,Π (λ)=Pr[ExpSDoE

S,Π (λ)= 1]− 1
2

The detailed security model can be found in Section 2 of Publication V. We
proved the final versions of our SDoE scheme to be secure in this model. The
proof can be found in Section 4.1 of Publication V.

5.3.3 Simulation and evaluation

Our use of rate limiting and popularity thresholds can impact deduplication
effectiveness. We used realistic simulations to study the effect of various param-
eter choices in our protocol on deduplication effectiveness. We used a dataset of
Android apps2 to approximate a dataset of media files such as audio and video
files from many users. We assume that they follow the same distribution since
they share some features: created by a few authors; published on online stores;
obtained either by paying money or for free; and usually shared among users via
some distribution sites. Since our Android apps dataset is relatively small, we
used the Synthetic Minority Over-sampling (SMOTE) Technique [29] to generate

2ssg.aalto.fi/projects/malware/
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extra samples. The details about the dataset and over-sampling can be found in
Section 5 of Publication V.

A file usually has few upload requests when it is generated, and may become
increasingly popular over time. To model this case, we assume the rate of upload
requests of a single file follows the shape of a normal distribution N (µ,σ2) where
µ and σ are chosen arbitrarily. Specifically, for a file Fi that has xi total copies,
the number of copies of Fi uploaded at time point t is

yi = 1

σi
p

2π
e
− (t−µi )2

2σ2
i xi (5.3)

Then the total number of files uploaded at time point t is
∑

yi. We assume that
they are uploaded in random order. We did this for all time points and measured
the final deduplication effectiveness.

To provide equal security guarantees with previous work [17], we set the
number of possible files as 825 000. To ensure security, we set the length of short
hash as 13. Then, a compromised S is allowed to have 825000/213 ≈ 100 guesses.
Thus we set the rate limit as 100, i.e., a C will run PAKE at most 100 times
for a certain file as both uploader and checker. We use these parameters in our
simulations and measure deduplication effectiveness using the dedpulication
percentage ρ:

ρ =
(
1− Storage size

Size of upload requests in total

)
(5.4)

However, if the file size information is not available (which was the case in the
dataset we used), we can approximate ρ as follows (on the assumption that most
files are of roughly the same size):

ρ =
(
1− Number of all files in storage

Total number of upload requests

)
(5.5)

In fact, the deduplication effectiveness can be improved if the file size informa-
tion is available. When sending the short hash, the uploader could include the
file size level as well, since this information will be revealed any way. In this
case, the server can only run PAKE for those files with the same short hash and
in the same size level.

We first assume that all Cs are online during the simulation and all files will
be deduplicated (not only popular files). The results show that the maximium ρ

can be 94.85%, which is close to the perfect deduplication percentage of 97.59%
where all files are deduplicated. Then, we assigned an offline rate to each C
as its probability to be offline during one run of the deduplication protocol,
and measured ρ by varying the offline rates. The results show that ρ is still
reasonably high even for for relatively high offline-rate of up to 70%, but drops
quickly beyond that.

Recall that the third scheme only deduplicates popular files that have a number
of copies that are larger than a threshold, called popularity threshold. To
investigate how the deduplication effectiveness will be affected, we set the
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offline rate as 0.5, and run the simulation with different popularity thresholds.
The results show that ρ drops quickly if the popularity threshold is larger than
32. That means we can get a high deduplication effectiveness if we deduplicate
files that have more than 32 copies. The detailed results can be found in Figure 4
of Publication V.

5.4 Summary and discussion

We investigate the problem of secure deduplication of encrypted data (SDoE) and
propose a formal security model for this problem. We propose two single-server
SDoE protocols and prove their security in our model. We show that both of
them can achieve reasonable deduplication effectiveness via simulations with
realistic datasets.

As we pointed out in Chapter 5.1.1, a compromised S can easily detect whether
a certain file is in the storage by running the deduplication protocol once, since
S always knows that deduplication happens. For example, by this way, the
Recording Industry Association of America (RIAA) can easily find that if a
copyrighted file is in the storage. Then they can serve a warrant on the storage
provider to find out the uploaders of that file. One possible solution for this
problem is deniable encryption [26], which enables Cs to generate a decoy key
that can lead to a plausible plaintext. But currently there is no deduplication
scheme that supports deniable encryption. Another option is anonymization, i.e.,
Cs can store and retrieve their files via an anonymous channel, so that S has no
idea about the uploader of each file. But this approach prevent S from keeping
tack of the quota for each C.

A simple SDoE scheme is to have the user identify sensitive files. The client-
side program can then use convergent encryption for non-sensitive files and
semantically secure encryption for sensitive files. This approach has three
drawbacks: it is too burdensome for average users, it reveals which files are
sensitive, and it foregoes deduplication of sensitive files altogether. We discuss
user factors in privacy-preserving applications in Section 6.4.
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6. Discussion and Conclusion

This chapter provides a discussion on the precautions and difficulties of building
privacy-preserving cloud-assisted services. It also provides a summary of this
dissertation and some directions on future work.

6.1 Cryptography vs. trusted hardware

Recall that secure multiparty computation offers the same security guarantee
achieved by a trusted third party TTP: parties submit their inputs to TTP

who computes and returns the corresponding output to each party so that no
information has been leaked except the information that can be inferred from
the outputs. Hardware-assisted TEEs can provide similar functionality as TTP
so that secure multiparty computation can be made much simpler and more
efficient. Furthermore, in many cases, use of hardware-assisted TEEs can make
it possible to design privacy-preserving variants of services that would otherwise
be not possible [74]. However, there are following caveats when using TEEs in
practice.
Limited capabilities. Even though a TEE can be considered as a TTP but it
has limited capabilities. For example, the ARM Trust Zone device configuration
that we used for the PMT prototype (Section 7, Publication II) only provides
1 MB of secure memory. Intel SGX provides a larger memory, but it is still
limited to 94 MB. This limitation prevents a TEE from directly acting as a
TTP in some scenarios such as SDoE and PMT where one party provides an
extremely large input. In Publication II, we have to let the TEE cycle through
the entire dictionary to prevent leakage via access patterns. If the dictionary
is larger, we must use more complex cryptographic primitives such as ORAM.
Furthermore, some functionalities are not available inside TEEs, e.g., GPU
processing. A general solution is to split the code between a minimal code base
running inside TEEs and code running outside [78]. Keeping the trust base
minimal has another benefit of helping the developers to formally reason about
the security of their code running inside TEEs, e.g., for the absence of backdoors.
Side channels. TEEs are known to be vulnerable to side channel attacks.
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For example, memory management in SGX is left to the REE. Therefore, an
attacker can force page faults at any point of the enclave execution to learn the
secret-dependent enclave control flow or data access patterns from the requested
pages [111]. Liu et al. [79] presented an even stronger attack by exploiting the
fact that the CPU’s level 3 (L3) cache is shared among all cores, and if the adver-
sary can control the other cores when the enclave is executing, it can observe the
enclave’s memory access pattern at cache line (CL) granularity. As suggested
by Intel [67], SGX enclave code that deals with sensitive information must use
side channel resistant algorithms to process them. However, algorithms must
be specifically designed for this purpose with a performance penalty [24].
Reliance on TEE manufacturers. Recall that remote attestation allows
clients to verify that TEEs are running the expected code. However, clients need
to rely on the TEE manufacturers to make sure that they are real TEEs. Fur-
thermore, most TEE implementations are proprietary and closed-source, which
makes it difficult for security experts to fully evaluate its security. Regardless
of the academic efforts to develop open-source TEEs (e.g., Sanctum [33]) that
can be fully examined, commercial TEEs still dominate the market of trusted
hardware.

In conclusion, TEEs are useful tools for designing privacy-preserving cloud-
assisted services. However, we need to be careful when using them: minimising
the code running inside TEEs and thinking about fallbacks when TEEs are
corrupt. A good example is the use of monotonic counters to prevent equivoca-
tions [77].

6.2 Trust distribution

Other than relying on TEEs, we can also simplify the design of privacy-preserving
cloud-assisted services by distributing the trust, i.e., assuming multiple non-
colluding servers.

With this assumption, we can realize PMT using traditional multi-server
PIR [31, 51], which is efficient in both communication and computation. Take
Gilboa and Ishai’s two-server scheme as an example [51]. It only requires
polylogarithmic query size and O(n) symmetric key operations. Thus, we do
not need to either transfer the whole dictionary or rely on TEEs. In addition, if
there are multiple independent servers, we can adapt some more efficient MPC
protocols [9, 47] to improve the performance of oblivious neural networks.

As we mentioned in Section 5, assuming an independent key server can
also simplifies the design of SDoE [17]. Specifically, they improve convergent
encryption by introducing an independent key server that holds a secret to
assist the key generation. Uploaders can generate file keys by running an
oblivious pseudorandom function (OPRF) with the key server. The OPRF allows
uploaders to generate their keys without revealing their files, and without
learning anything about the secret.
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However, existence of multiple non-colluding servers is a strong assumption
that is very difficult to meet in commercial contexts, since these servers must
be set up by different organisations that will not collude with each other, and
they may have different platforms, implementations and policies. In most cases,
we have no way to verify if they have colluded or not. Furthermore, in some
scenarios e.g., a ledger shared by different banks, multiple servers need to
synchronise with each other, which may require some expensive consensus
protocol [27, 80].

6.3 Edge computing

Recently, edge computing is proposed to optimise cloud-assisted services by pro-
cessing the data at the edge of the network [91]. Recall that in cloud computing
the resources are pooled together and their usage are centrally monitored and
controlled. Edge computing, on the other hand, pushes resources away from
centralized points to the extremes of a network, i.e., the edge. This reduces
the communications bandwidth because only (intermediate) results are being
transferred, instead of the raw data. Furthermore, since the data is processed
at the edge, this paradigm also helps to reduce the information leakage for end
users.

A good example of edge computing is collaborative (or federated) machine
learning [101], which allows multiple parties to collaboratively train a model by
having each party download the current model, improve it with local data, and
then share the updated parameters with other parties. Since all the training
data is kept locally, this paradigm is a potential solution for efficient yet privacy-
preserving machine learning. However, recent work has shown that a malicious
party is able to influence the learning process and deceive other parties into
releasing more detailed information [63].

In conclusion, edge computing is a potential paradigm that can help to reduce
the reliance on a central cloud server. However, we need to be careful about the
information leakage from other side channels.

6.4 Human factors

We have been focusing on developing privacy-preserving cloud-assisted services
from a cryptographic point of view. However, human factors should be considered
as well when deploying the protocols.

Even if the protocol is proved to be secure, attackers can still break the protocol
if they get the keys or other secrets which are assumed to be known only by the
users. This can be achieved by hacking users’ local machines, phishing users’
passwords or even persuading or forcing a user to reveal the secret. Therefore, a
basic design principle is to reduce the reliance on the participation of the users.
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Another human factor that hinders the deployment of privacy-preserving
cloud-assisted services is that end users pay less attention to their privacy. Ac-
cording to a survey from Gigaya [95], “people care more about convenience than
privacy”. They found that 60% of 4 000 polled respondents opt to use their Face-
book, Twitter or Google account credentials to log in to other sites, even through
most of them think that these sites will sell their data. Moreover, another survey
done by Scott and Donald [99] shows that normal users would not like to pay
so much (around $5) for their privacy guarantees. This phenomenon prevents
companies from developing and deploying privacy-preserving cloud-assisted ser-
vices. For those users who care about privacy, it is still a challenge to make them
believe that the protocol really works, since we cannot expect every normal user
to understand the technical details.

6.5 Laws and regulations

It is well-known that technology alone is not enough to ensure users’ security
and privacy. For example, Anderson [7] noticed that security failures are usually
due to perverse incentives instead of the lack of suitable technical protection
mechanisms. On the other hand, as mentioned in Section 6.4, companies may
not have enough incentives to protect users’ privacy. Therefore, related laws and
regulations are needed to be made to force attackers to reconsider the tradeoff
between benefit and risk of performing attacks, and to force companies to develop
privacy-preserving mechanisms.

The EU General Data Protection Regulation (GDPR) [90] is such an example.
It makes “privacy by design” as a part of the legal requirement. Specifically, it
forces companies to include data protection mechanism form the onset of the
designing of the systems, rather than an addition. With the enforcement of these
regulations, we believe privacy-preserving cloud-assisted services will be widely
deployed eventually.

6.6 Conclusion and future work

In this dissertation, we investigate the privacy issues in three cloud-assisted
services: lookup service, prediction service and storage service. We suggest that
privacy should be taken into account when we design such services.

To this end, we first provide a general definition for privacy-preserving cloud-
assisted services. Then, we show how to adapt aforementioned three services (i.e.,
cloud-assisted malware checking, cloud-assisted machine learning prediction
and cloud storage service) to this form. We provide instantiations for the all
these privacy-preserving cloud-assisted services:

1. We build a privacy-preserving cloud-assisted lookup service via two differ-
ent kinds of solutions: precomputed private set intersection and trusted
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hardware.

2. We build a privacy-preserving cloud-assisted prediction service via secure
two-party computation combined with additively homomorphic encryption.

3. We build a cloud storage service that supports deduplication on encrypted
data via password authenticated key exchange.

In the future work, we will keep improving the performance and security guar-
antees of the above work. For example, our privacy-preserving cloud-assisted
prediction service is still too slow to be used for deep neural networks, and it
leaks information from the prediction results. In addition, we will look into
other cloud-assisted assisted services and make them privacy-preserving. We
also want to propose a general solution for all kinds of cloud-assisted assisted
services. We will investigate how to achieve this by combining cryptographic
techniques with hardware-assisted TEEs. We will consider more about the hu-
man factors and laws requirements. Our ultimate goal is to make cloud-assisted
services secure, usable and deployable.
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