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Abstract
Multiplication is often the bottleneck in digital signal processing applications.
Therefore, faster and more compact hardware multipliers are needed. Multiplica-
tion is computed as a series of additions from the hardware point of view. The
performance of a hardware multiplier can be enhanced by adding more parallelism
at the cost of using more resources.
Multiplication of complex numbers is computed as multiplication and addition of
real numbers. Therefore, designing an efficient complex number multiplier is a more
complicated task than designing a real number multiplier. In this work, we develop
multiple complex number multiplication algorithms, along with their respective
implementations on FPGA technology. We design the multipliers with the radix-4,
radix-8, and radix-16 Booth encoding, as well as the radix-8 non-recoded algorithms.
All proposed multipliers are implemented and verified in C++. Catapult HLS
tool is used to convert the behavioral models to VHDL, which are synthesizable
on Intel Stratix 10 1SX280LN3F43E1VG FPGA. In the next step, we compare
the area and performance of the implementations. Finally, we propose the most
suitable multiplier for low latency and high performance applications.
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Tiivistelmä
Kertolasku rajoittaa usein digitaalisen signaalinkäsittelyn sovellusten nopeutta,
minkä vuoksi nopeampia ja pienempiä kertojia tarvitaan jatkuvasti. Kertolaskuo-
peraatio toteutetaan laitteistoissa yhteenlaskujen sarjana. Kertojan suorituskykyä
voidaan parantaa lisäämällä yhteenlaskuoperaatioiden rinnakkaisuutta, mikä vaatii
enemmän resursseja.
Kompleksilukujen kertolasku voidaan toteuttaa reaalilukujen kerto- ja yhteenlas-
kuna. Kompleksilukuja kertovan laitteiston suunnittelu on siten huomattavasti
monimutkaisempaa kuin reaalilukuja kertovan laitteiston suunnittelu. Tässä työssä
suunnitellaan useita kompleksilukukertojia FPGA-alustalle eri algoritmeja hyödyn-
täen. Kertojat kehitetään Boothin algoritmeilla kantaluvuilla 4, 8 ja 16. Lisäksi
yksi kantalukua 8 käyttävä kertoja suunnitellaan ilman enkoodausta.
Kaikki tässä työssä esitellyt kertojat on kuvattu C++-ohjelmointikielellä, ja VHDL-
versiot on luotu Catapult HLS-työkalulla. Kertojat syntetisoidaan Intelin Stratix 10
1SX280LN3F43E1VG FPGA-laitteistolle. Työssä vertaillaan toteutettujen kertojien
kokoa ja suorituskykyä, joiden perusteella esitetään sopivimmat kertojat matalan
viiveen ja korkean suorituskyvyn sovelluksiin.

Avainsanat Kompleksilukujen kertolasku, Korkea kantaluku, FPGA, HLS
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1 Introduction
Multiplication is one of the most common operations in digital signal processing.
Multiplying two numbers is a very computationally intensive task on software,
which requires essential computation time as well as hardware resources [1]. In
communication systems, multiplication of complex numbers is often required, which
makes the operation even more demanding in terms of computational time and
hardware resources. In this work, we compare different multiplication algorithms for
16-bit complex multiplication application.

Multiplication of complex numbers can be reduced into several real number op-
erations. Two architectures, one using four multipliers and the other using three
multipliers, have been used widely before. The four-multiplier architecture is faster,
whereas the three-multiplier architecture requires less resources. Resource consump-
tion can be further optimized with lesser-known two-multiplier architecture presented
by Hemnani et al. [2]

This work concentrates on developing complex number multipliers, which consist
of real number multiplication and addition operations. Real number multiplication on
hardware is principally a series of additions. First hardware multipliers used shift-and-
add algorithm forming and accumulating partial products one by one. The operation
can be done faster with an array multiplier structure, which forms partial products
in parallel. Furthermore, all partial products are accumulated simultaneously. [1]

Multiplication can be split in three stages. First, all potential partial products
of a multiplicand are obtained and needed ones are selected based on the bits of
the multiplier. Then, selected partial products are shifted and summed up. This is
usually performed in two stages. The selected partial products are first compressed
into two numbers, which are then added together with a fast final adder [1]. In this
work, we keep the compression and final addition similar for each implementation,
and design the partial-product generation separatedly for each architecture.

Booth proposed a hardware multiplication algorithm already in 1951 [3]. It took
ten more years until MacSorley published a hardware multiplier [4]. A few years later,
Wallace and Dadda improved the speed of the multiplication with their proposals
[5, 6].

The purpose of this work is to implement and compare four different multipliers:
a radix-4 Booth encoded, radix-8 nonrecoded, radix-8 Booth encoded, and radix-
16 Booth encoded architectures. Although all the above-mentioned designs are
targeted for ASIC (application-specific integrated circuit) technology, we tried to
map them on FPGA (field programmable gate array) to observe the comparative
performance. Normally, on FPGAs, the multiplication operations are computed in
digital signal processing (DSP) blocks, which are application specific systems on
chip (SoC). Therefore, we do not expect to find a better multiplication method with
general purpose logic.

All multipliers are designed for signed two’s complement numbers. Both real and
imaginary parts of the complex numbers are 16-bit fixed point numbers. Furthermore,
we implement the Booth encoded radix-4 and nonrecoded radix-8 multipliers for
18-bit and 24-bit inputs to study the effect of input width to the performance as well



2

as resource utilization of the multipliers.
We implement the multipliers in C++ using high-level synthesis (HLS) tool to

achieve better reusability of the code. Some benefits and disadvantages of using a HLS
approach are discussed in this work. All multipliers are also verified in simulations
and synthesized for the same technology target. For reference, we implemented
reference designs of radix-8 nonrecoded and DSP solutions directly in VHDL as well.

The rest of this thesis is organized as follows. First, theory and different real
number multiplication architectures are discussed in Section 2. Real number multipli-
cation theory is then extended to complex multiplication case in Section 2.4. Design
flow and different implementations are presented in Section 3. Implementations are
compared to each others in Section 4. Finally, the work is concluded in Section 5.
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2 Multiplication on hardware
This section introduces the fundamentals of multiplication operation on hardware,
which are later used for the implementations in Section 3. First, we present the
general approach to implementing multipliers. Then, we present different multiplier
architectures. Finally, a short summary of the architectures is collected.

Multiplication is one of the basic operations in many digital signal processing
applications. It is a costly operation both in terms of performance and area. Therefore,
faster and more compact multipliers are needed constantly. In this work, we design
four high-radix complex number multipliers on hardware. The performance and area
of the multipliers are compared on FPGA technology.

Principally, multiplication is a sequence of additions. The simplest way to
compute multiplication is to add multiplicand to itself as many times as multiplier
operand determines [1]. The structure of such multiplier is presented in Figure 1,
where adder sums the input to the accumulated number stored in the accumulator
register. However, that is a very ineffective approach with large numbers, since the
amount of addition operations increases linearly with the multiplier operand. Adding
more numbers simultaneously would significantly reduce the processing time of the
multiplication with large numbers at the cost of increased resource consumption.

ADDER

ACCUMULATOR

INPUT

OUTPUT

Figure 1: Multiplication can be calculated with one adder, which sums the multipli-
cand input as many times as the multiplier input shows.

Array multipliers split multiplication into three stages. In the first stage, the
partial products are generated. The most significant differences between various
array multiplier architectures are in the method of finding the partial products,
which will be discussed later in this work. Once the partial products are obtained,
compression array is used to accumulate them into two numbers. Finally, those two
numbers are summed in a final adder. The compression array and final adder can
also be optimized with a trade-off between performance and area. The most common
accumulation and adder implementations are also discussed. General structure of an
array multiplier is presented in Figure 2. [1]
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PARTIAL 

PRODUCT 

GENERATION

PARTIAL 

PRODUCT 

ACCUMULATION

FAST

FINAL

ADDER

A

X OUT

Figure 2: Array multiplier consists of partial-product generator, partial-product
compressor and final adder.

2.1 Partial-product generation
The simplest way to generate partial products is to go through one of the input num-
bers bit by bit selecting either the other input or zero depending on the corresponding
bit. Effectively, every partial product is an outcome of AND-operation between the
multiplicand input and one bit of the multiplier input. All partial products are also
shifted according to the position of the chosen multiplier bit. An example of this
radix-2 partial-product generation method is presented in Figure 3 [1].

11010010

01011100

00000000

11010010

00000000

11010010

11010010

11010010

00000000

00000000

1111111000000 1 0

Figure 3: Example of multiplication with simple partial-product generation.

The radix-2 algorithm using simple AND-gates is a very fast way to obtain the
partial products. Baugh et al. presented an algorithm for two’s complement numbers
[7]. The drawback of this approach is that the number of partial products is equal
to the bit-width of the multiplier input. Therefore, the compression array grows
very large when the number of bits in the input is increased, hence other options
for partial-product generation become more attractive. High-radix multiplication
enables reducing the compression array at the cost of using more resources and time
in partial-product generation [1, 8].
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2.1.1 Radix-4 Booth encoding

The radix-4 Modified Booth’s Algorithm (MBA) is the state-of-the-art hardware
multiplier architecture due to its high performance and low cost [1]. This method
has widely been used in the field of technology with respect to the different hardware
implementations [9]–[14].

The main advantage of using MBA in hardware multiplier design over the radix-2
is the reduced number of partial products to be accumulated. While partial-product
generation with AND-gates produces N partial products, MBA generates only N/2
partial products, where N is the number of bits in the input [1]. Therefore, the
partial-product accumulation of the MBA multiplier requires less resources while
it performs faster than the radix-2 version. The improvement also becomes more
significant when the number of bits increases.

In MBA, the partial products are generated by forming three-bit slices of the
multiplier input A instead of using only one bit. The three-bit slices are formed by
grouping pairs of two bits starting from the most significant bit (MSB) towards the
least significant bit (LSB). To each pair, the following bit to the right is added as the
third bit. A zero is added to the slice which includes the LSB. In case the number
of bits is not even, sign extension bit should be added before MSB. Each group of
three bits represents a recoding of a partial product. The modified Booths recoding
is shown in Table 1. [1]

Table 1: Radix-4 Booth encoding.

Multiplier bits Partial product
000 0
001 +X
010 +X
011 +2X
100 −2X
101 −X
110 −X
111 0

Forming the partial products requires more logic in MBA than in the simplest use
of AND–gates in the radix-2 method. If only positive partial products were needed,
all partial products could be found without bit inversion. However, as it is shown
in the table, it is required to produce also complement numbers, which complicates
the required circuitry. The multiplier bits are first encoded to three control signals,
which are then used to find each bit of the corresponding partial product. In this
work, radix-4 MBA is implemented, and the circuitry is presented in Section 3.3.
Consuming more resources in partial-product generation simplifies partial-product
accumulation. The radix-4 algorithm generates only half of the partial products
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compared to the radix-2 algorithm. Therefore, the reduced size of the compression
array (CA) makes the overall design faster. [14]

2.1.2 Radix-8 nonrecoded algorithm

We implemented the nonrecoded radix-8 multiplier based on earlier work by Guevorkian
et al. [15]. A previous research has already shown that the nonrecoded approach
can result in more than 30% less resources than radix-4 multiplier for multimedia
application implemented on ASIC technology [16].

The nonrecoded radix-8 algorithm reduces the number of partial products to N/3,
but it also requires a special sign correction term for signed number multiplication. In
partial-product generation, multiplier A is split in non-overlapping slices of three bits.
Each three-bit control signal defines the corresponding partial product according to
Table 2.

Table 2: Radix-8 nonrecoded bit encoding.

Multiplier bits Partial product
000 0
001 +X
010 +2X
011 +3X
100 +4X
101 +5X
110 +6X
111 +7X

As it can be seen from the table, control signals are directly unsigned numbers.
Therefore, the resulting partial product is always positive in the range of [0,7X]. [15]

Unlike the radix-4 case, all potential partial products cannot be found by shifting
and inverting the multiplicand. Three adders are needed to calculate 3X, 5X, and
7X which is a rather costly operation, but it leads into reduced logic in the next
stage of selecting and summing up the partial products. If latency is not critical in
the design, partial products could be generated and accumulated one by one, which
is why only one adder would be sufficient in the partial-product generation phase.

Since all partial products are positive, a special sign correction term is formed
to compensate for the error in case of negative multipliers. Moreover, in the case
where the partial product is 0 and the multiplicand X is negative, the MSB of the
corresponding partial product should be turned into 1 [15].

2.1.3 Radix-8 Booth encoding

Radix-8 Booth encoded multipliers have become an interesting option for multiplier
implementations especially for long input numbers. A couple of implementations have
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already been published [17]–[19]. In this work, we compare the radix-8 multiplier to
other solutions with 16–bit input numbers.

The radix-8 Booth algorithm produces N/3 partial products. To generate the
partial products, multiplier A is divided in slices of four bits. Similarly to radix-4, one
of the bits is always overlapping with the next partial product. All potential partial
products are between −4X and 4X. Recoding of bits in radix-8 Booth multiplication
is shown in Table 3. [8]

Table 3: Radix-8 Booth encoding.

Multiplier bits Partial product Multiplier bits Partial product
0000 0 1000 −4x
0001 +X 1001 −3X
0010 +X 1010 −3X
0011 +2X 1011 −2X
0100 +2X 1100 −2X
0101 +3X 1101 −X
0110 +3X 1110 −X
0111 +4X 1111 0

All partial products, except 3X, can be found with shifting and complementing.
Therefore, a single pre-adder will be required to calculate 3X, which will save some
area. compared to the three adders required by the nonrecoded option presented in
Section 2.1.2. However, it is necessary to introduce more logic for complementing
the partial products. Implementation of the radix-8 Booth multiplier is presented in
Section 3.5.

2.1.4 Radix-16 Booth encoding

In this work, we also study radix-16 Booth encoding. The radix-16 case requires the
most resources in partial-product generation phase. However, it only generates N/4
partial products, which speeds the summation phase up [8].

The partial products are generated with five-bit encoded overlapping control
signals. The radix-16 Booth encoding of control signals is presented in Table 4. As
it can be seen in the table, all partial products are in range of [−8X,8X].

Partial-product generation of a radix-16 Booth encoded multiplier requires three
precalculated potential partial products 3X, 5X, and 7X similar to the nonrecoded
radix-8 algorithm presented in Section 2.1.2. The radix-16 Booth encoding also needs
some additional logic to complement the bits in the case of negative partial products.

2.2 Partial-product accumulation
Partial-product accumulation is the second phase in array multiplier architecture.
Once all partial products have been generated, they are compressed into two numbers
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Table 4: Radix-16 Booth encoding.

Multiplier bits Partial product Multiplier bits Partial product
00000 0 10000 −8X
00001 +X 10001 −7X
00010 +X 10010 −7X
00011 +2X 10011 −6X
00100 +2X 10100 −6X
00101 +3X 10101 −5X
00110 +3X 10110 −5X
00111 +4X 10111 −4X
01000 +4X 11000 −4X
01001 +5X 11001 −3X
01010 +5X 11010 −3X
01011 +6X 11011 −2X
01100 +6X 11100 −2X
01101 +7X 11101 −X
01110 +7X 11110 −X
01111 +8X 11111 0

prior to the final adder.
Wallace presented the first compression array by employing simple full adders

(FAs) and half adders (HAs) [5]. Later Dadda proposed some enhancements to the
CA with his algorithm [6]. Timing of the partial-product accumulation phase is very
critical for overall timing especially in lower radix multipliers. Its performance has
been optimized over the years [20]–[27]. In this work, we concentrated on Dadda
tree optimizations.

2.2.1 Wallace and Dadda trees

Wallace tree is the base for all partial-product accumulation implementations. A
Wallace tree consists of full adders and half adders, which compress three and two
bits into one sum bit and one carry bit, respectively. In Wallace tree, adders are
placed into the columns to compress them with as few stages of adders as possible.
[5]

Simple Wallace tree provides a fast way of designing the CA for partial-product
accumulation phase. However, it results in a non-symmetrical structure of the CA,
which complicates placing and routing. It may also generate an uneven critical path
delay profile. Therefore, the design has to be optimized carefully. [28, 29]

Dadda algorithm targets to minimize the number of resources required to form the
CA. It also uses FAs and HAs for column compression, but the algorithm determines
how many adders are used in each stage of adders. The maximum number of bits
after each stage of adders is defined by
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dj+1 = floor(1.5 · dj), d1 = 2. (1)

The Dadda algorithm can be split into independent steps [6, 20]:

1. If the number of bits in a column in stage j is larger than the maximum
determined in Equation 1, FAs and HAs are used to compress the column.

2. Repeat the bit reduction for each column of the stage.

3. Repeat steps 1 and 2 until each column has maximum of two bits.

In Dadda tree, adders are more evenly distributed between stages than in the
Wallace tree. Therefore, the structure of the CA is symmetrical, which simplifies the
routing. Previous studies have shown that the Dadda tree has also shorter critical
path in most cases, which makes it the better choice from the hardware point of
view. [28]–[30]

2.2.2 Performance optimization

The Dadda tree presented in Section 2.2.1 uses the least resources for column
compression. However, it often results in design-crossing connections between adder
stages. In addition, the timing of a compression array is not optimal [21, 22]. The area
of the compression array can also be optimized by the cost of slightly longer critical
path [20]. The performance of a Dadda tree can also be improved by introducing
parallel structures in the design [23].

Dadda algorithm provides an area efficient column compression approach, but
the performance can be optimized with larger counters. In Dadda algorithm, full
adders (FAs) are used as the core unit. FAs take three bits in and give two bits
out, which makes them essentially 3:2 counters [24]. Larger counters occupy more
resources in the design, but they introduce more parallel computation along with
regular wiring in the circuit. Mehta et al. introduced 4:2 and 7:3 compressors for
faster column compression implementations [25]. Oklobdzija et al. used 4:2 and 9:2
compressors for fast compression. Even larger counters could be utilized depending
on the application [26, 27].

In this work, we implemented the compression arrays with the Dadda algorithm
for balanced resource consumption and performance.

2.3 Final addition
Final addition is usually separated into its own phase in array multipliers, since it
is a relatively slow operation due to carry bit propagation [1]. Therefore, the final
adder is designed to have a good performance by the cost of using more resources.

Carry-lookahead adders or carry-propagate adders are typically used as final
adders in multipliers due to their short delay [1]. In this work, we decided to
implement the final adders with the adders already included on the FPGAs.
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2.4 Complex number multiplication
Complex multiplication can be reduced to multiplying and adding real numbers.
Different algorithms have been developed to optimize the operation either to gain
maximum speed or minimum area [2]. In this section, three different complex multipli-
cation algorithms have been studied. The fastest of them is chosen for implementation
to compare different high-radix architectures in complex multiplication.

2.4.1 Four-multiplier scheme

Calculation of the product of two complex numbers is often performed by multiplying
the polynomial function term by term as presented in Equation 2

(a + jb) · (c + jd) = ac − bd + j(ad + bc), (2)

where the real and imaginary parts of the product are

Re = ac − bd, (3)

Im = ad + bc. (4)

The same approach can be used on hardware by implementing two multipliers
and an adder for both real and imaginary parts separately. Therefore, four multipliers
and two adders are needed for the implementation. The structure for solving the
imaginary part is presented in Figure 4. The real part is computed with a similar
branch with different input values. [2]

x

x
+

a

d

b

c

Im

Figure 4: Architecture of the imaginary branch of the four-multiplier scheme.

The four-multiplier architecture consists of two similar branches in parallel. The
critical path of such complex number multiplier is same for both real and imaginary
parts. The speed is therefore determined by the speed of the used multiplier and
adder. It is unavoidable to use at least one multiplier and one adder in series in
any complex number multiplier structure, which makes the four-multiplier case the
fastest possible complex number multiplier.

It could be beneficial to trade some performance for area savings in applications,
where the timing requirements are not near the limits of the technology. Smaller but
slower complex number multipliers are presented in Sections 2.4.2 and 2.4.3.
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2.4.2 Three-multiplier scheme

The equation of the real part of complex multiplication can be rewritten in form of

Re = ac − bd + bc − bc = b(c − d) + c(a − b), (5)
and the imaginary part

Im = ad + bc + bd − bd = b(c − d) + d(a + b). (6)

Both real and imaginary parts of the multiplication have the same term b(c − d).
That result can be shared between the two branches in complex multiplication.
Therefore, complex multiplication can be performed using only three multipliers.
The architecture of the three-multiplier scheme is presented in Figure 5. [2]

x

x
+

c

d

a

b

Re

x
a

b

+ Im

-

+

-
b

c

d

Figure 5: Architecture of the three-multiplier complex multiplication block that
consists of five adders and three multipliers.

As it can be seen in the figure, the three-multiplier scheme requires addition
before multiplications can be computed. The critical path of a three-multiplier case
is therefore longer than the critical path in four-multiplier scheme, where the path
goes through one multiplier and one adder only. [2]

Trading one multiplier for three more adders saves approximately 12% area
compared to the four-multiplier scheme. Also, the three-multiplier scheme is approx-
imately 8% slower. [2]

2.4.3 Two-multiplier scheme

The area of a complex number multiplier can be reduced even further by reusing some
of the circuitry. If the logic is reused, the real and imaginary parts are calculated
consecutively on rising and falling clock edges.

As it can be seen from the schematics of the three-multiplier scheme in Figure
5, one multiplier is already shared between both real and imaginary branches. The
other two multipliers cannot directly be merged. However, we can use the same
components during consecutive clock cycles by controlling the inputs of the pre-adder
and multiplier as shown in Figure 6. [2]
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Figure 6: Complex number multiplier structure composed of two real multipliers.

Reusing the second multiplier and adders saves approximately 30% of the resources
compared to the three-multiplier case. Even though both two and three multiplier
architectures have an adder before the multiplier, the two-multiplier structure has
longer critical path (+2%) due to the additional control logic [2]. The critical path of
the two-multiplier architecture is only slightly worse compared to the three-multiplier
case, the difference in the maximum clock frequency is more than double due to the
logic reuse. Therefore, it is a feasible option only for applications in which timing is
not critical.

2.5 About different multiplier architectures
Previous studies have shown that the area and performance differences between
Wallace and Dadda multipliers are relatively small. Radix-4 Booth multiplier has
slightly longer delay in 32-bit multiplication than Wallace and Dadda multipliers,
but the resource saving is approximately 20% with the radix-4 Booth architecture
[31, 32].

The multipliers by Wallace and Dadda use the simplest possible way to find the
partial products by the cost of having large column compression adders. By adding
some complexity to finding the partial products, it is possible to reduce the size
of the column compression phase, which reduces the overall size of the multiplier.
Therefore, fast multipliers are often implemented using high-radix multipliers. Some
charasteristics of the different multiplier architectures discussed in the previous
sections have been presented in Table 5.

Gallagher et al. proposed a better solution where the total delay is decreased,
while the overall complexity is increased in designs with a higher radix multipliers
[33]. However, the study calculates the delay with gate delays without considering
increased routing difficulty. We implement the high-radix multipliers on FPGA
technology, which in general suffers from interconnect delays more than the ASIC
implementations.

In this work, we implement a couple of high-radix multipliers in complex mul-
tiplication application. Different complex number multipliers were introduced in
Section 2.4. The four-multiplier scheme is chosen for implementation, since it has
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Table 5: Main characteristics and resource elements required for different multiplier
architectures.

Architecture PPPs No. PPs pre-adders PP inversion
Radix-4 Booth −2X to 2X N/2 0 Yes

Radix-8 nonrecoded 0 to 7X N/3 4 No
Radix-8 Booth −4X to 4X N/3 1 Yes
Radix-16 Booth −8X to 8X N/4 3 Yes

the shortest critical path. The complex multiplier implementations are presented in
Section 3.
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3 FPGA implementation
This section presents the design flow and multiplier implementations. First, the tools
and design flow are introduced in Section 3.1. Finally, the reference multiplier and
high-radix multiplier implementations are presented in Sections 3.2–3.6.

In this work, we implement four different complex number multiplier architectures:
radix-4 Booth, radix-8 Booth, radix-16 Booth, and radix-8 nonrecoded. Each
multiplier is targeted for signed 16-bit complex numbers presented in two’s complement
format.

We choose two multipliers, radix-4 Booth encoded and radix-8 nonrecoded, for
further comparison. We implement both multipliers also for 18-bit and 24-bit input
numbers. All complex number multiplier implementations in this work are bit-precise.

3.1 Design flow
In this section, the design flow is introduced. The implementations are modeled
and verified in C++. The RTL code has been generated using Catapult high-level
synthesis (HLS) tool. Finally, the generated code has been synthesized for FPGA
with Quartus tool.

3.1.1 High-level synthesis

We chose high-level synthesis as implementation method for the complex number
multipliers. The HLS aims to increase the abstraction level in the design. Therefore,
it is not the best tool for bit-level description of the designs, which is required
in this work. However, the HLS tool takes care of timing according to the given
technology and clock frequency targets. That makes the code easier to reuse for
different applications.

Loop unrolling and pipelining are simple ways to find a balance between perfor-
mance and area of the design. If the design is coded with loops, parallelism can be
controlled with parameters in the HLS tool. [34]

In this work, we unroll all loops to reach the lowest possible latency. We also
pipeline the design to introduce intermediate registers to the design. Therefore, the
throughput of the design is only one clock cycle. Hence, the multiplier can read new
input values at each rising edge of the clock. [34, 35]

The Catapult HLS tool generates an RTL code from a C++ model. The chosen
tool needs to be taken into account in the coding style, since different tools use
different datatypes and libraries. Therefore, the code is not entirely compatible with
all vendors [36].

3.1.2 Verification and Synthesis

Each multiplier has been verified using a C++ testbench. The VHDL code was also
verified in RTL simulations. The RTL testbench was created in the Catapult HLS
tool. The RTL designs were simulated in QuestaSim.
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Multipliers were synthesized using Quartus Prime Pro 18 software. As target
device, we used Intel Stratix 10 1SX280LN3F43E1VG FPGA. The designs in this
work were synthesized using only one seed, hence, the reported synthesis results may
not be the most optimum ones. The starting point of the synthesis process and some
of the optimizations are random processes. Therefore, the results may vary between
different synthesis runs [35].

3.2 Reference multiplier design
Since multiplication is a widely used and computationally intensive operation on
hardware, it is usually done in specific DSP blocks on FPGAs. In this work, we
created an example design of a complex number multiplier. In this reference design,
we only use simple ”*”-operator in the C++ model. Hence, the Catapult HLS tool
is able to freely optimize the implementation for the targeted FPGA technology. All
designs are fully pipelined to achieve throughput of one clock cycle.

The resulting design on FPGA implements complex multiplication with a four-
multiplier architecture. On our target FPGA, each DSP block includes two (18 × 19)
multipliers and an adder prior to the output [37]. In the four-multiplier architecture,
one DSP block is therefore needed for both real and imaginary branch of the operation.
Resource usage comparison between this reference design and other implementations
is complicated, because the high-radix multipliers are mapped to adaptive logic
modules (ALMs).

Table 6: Synthesis results of the reference complex number multiplier design for
different clock targets.

Target Fmax Latency DSPs ALMs Regs Power
100 MHz 324 MHz 1 2 75 0 1.15 mW
200 MHz 288 MHz 3 4 126 130 6.20 mW
250 MHz 423 MHz 5 4 133 196 10.53 mW
500 MHz 467 MHz 8 4 176 391 23.99 mW
VHDL 1034 MHz 3 2 67 0 3.12 mW

The reference multiplier is implemented with four different clock targets, including
100 MHz, 200 MHz, 250 MHz, and 500 MHz. Some key numbers of each imple-
mentation are presented in Table 6. Implementation with clock target of 100 MHz
used 2 DSP blocks as expected, but higher clock targets resulted in allocation of
4 DSP blocks. It is especially notable, that 200 MHz clock target resulted in lower
maximum frequency and more used resources than 100 MHz target. Based on these
results and synthesis reports it seems that the Catapult HLS tool does not utilize
the specific pipelining registers of an DSP block very efficiently [37].

The first option with 100 MHz is clearly the best solution of the HLS designs for
resource usage, since it has the lowest latency at maximum frequency (3.1 ns). With
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higher clock targets of 250 MHz and 500 MHz, resource usage and power consumption
are obviously worse than the 100 MHz target case. However, it could be reasonable
to use more resources, if the application requires very low throughput time.

Based on the results in Table 6, the Catapult HLS tool cannot implement effective
DSP block design for the complex number multiplier. Therefore, we implemented the
multiplier on VHDL to find the optimal solution. The multiplier reaches the highest
possible frequency, when all four pipeline registers are enabled in the DSP block [37].

As shown in the last row of Table 6, the VHDL implementation has significantly
higher maximum frequency than any of the HLS implementations. Only the solution
with 100 MHz target can be a feasible option, if the target frequency of the design
is small enough. In the 100 MHz case, the complex number multiplier uses less
energy and has latency of only 1 clock cycle, because neither of the pipeline registers
are enabled. The solution with 2 DSP blocks is better than any implementation
with more DSP blocks. The number of pipeline stages can be adjusted from 0 to 2
depending on the target frequency of the design.

3.3 Radix-4 Booth encoded multiplier
The Radix-4 Modified Booth Algorithm (MBA) is a very widely used multiplier.
There are many proposals for a fast and compact MBA multiplier. In this work,
we implement an improved MBA multiplier presented by Cho et al. as a reference
design for other multipliers [14].

Potential partial products are in range of [−2X,2X]. Therefore, all partial
products should have N+1 bits. As explained in Section 2.1.1, all partial products
can be found by a simple inversion or shift. Partial-product generation can be
handled without pre-adders or selection between different potential partial products.
Instead, every bit of each partial product can be found through logic according to
the corresponding bit slice as shown in Figure 7.

After partial products are selected, all partial products, excluding the first one,
need to be shifted prior to the accumulation. Shifting the partial products by one is
equivalent to multiplication by 2. The number of significant bits increases by the
number of single shifts. In radix-4, each partial product is shifted by 2 bits relatively
to the previous partial product. Shifting of the partial products also requires sign
extension to maintain the correct number. In this work, we avoid sign extension by
introducing a sign correction term [38]. Sign correction term removes the need for
the long sign extensions, which saves essential area in the compression array.

As presented in Figure 7, Booth encoder of our implementation consists of only
two XOR–gates, which generates three control signals. Each bit in the partial-product
generation phase is formed with the three control signals: “direction”, “shift”, and
“addition”.

The encoding and generation circuit forms positive partial products without error,
but bits of negative partial products are only inverted. An extra two-bit signal needs
to be added to compensate the inversion error. The correction signal can only have
values of “00” for positive partial products including zero, “01” for negative partial
product -x, and “10” in case of -2x. It would also be possible to add these extra bits
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Figure 7: Partial-product generation in radix-4 Modified Booth Encoding. Two
XOR–gates generate three control signals for each partial product. Three multiplexers
generate each bit.

to the partial product before partial product accumulation, but it would slow the
design down due to the long carry bit path.

FPGA technology is based on multiplexing operations. Therefore, we expect
this architecture to be more suitable for FPGAs than other Radix-4 Booth multi-
plier architectures, which use more logic gates instead of multiplexers such as the
implementation presented by Lin et al. [11]. On FPGA, logic gates are mapped into
ALM blocks. An ALM contains special adaptive look-up tables (ALUTs), which
can operate as programmable logic. Due to the programmability, the FPGA logic is
not optimized for any specific gate. Hence, a simple multiplexer is more efficient to
implement than a combination of logic gates. [39]

3.3.1 16-bit Case

The main use case of a complex number multiplier in this work is 16-bit inputs for
both real and imaginary parts (N = 16). In radix-4 Booth encoding, it results in 8
partial products in each of the real multiplications. Multiplier A is split in 8 slices as
shown in Figure 8. Each one of the 8 slices is used to form the corresponding partial
product with the logic presented in Figure 7.

The compression array in partial-product accumulation takes eight partial prod-
ucts as inputs. On top of them, there is also one row which comes from sign extension
prevention. The compression array of the 16-bit radix-4 multiplier compresses nine
rows into a 32-bit number and a 31-bit number before final addition. The compression
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Figure 8: Multiplier A is divided into eight 3-bit slices. An extra zero is needed after
the LSB.

array consists of 98 full adders (FAs) and 14 half adders (HAs) shared between 4
stages.

Table 7: Synthesis results of the 16-bit radix-4 design for different clock targets.

Target Fmax Latency ALMs Regs Power
100 MHz 156 MHz 1 924 66 3.30 mW
200 MHz 212 MHz 1 919 228 15.98 mW
250 MHz 266 MHz 1 924 200 9.66 mW
350 MHz 322 MHz 2 950 965 51.09 mW
500 MHz 310 MHz 3 914 1389 78.48 mW

We implement the 16-bit radix-4 Booth encoded complex number multiplier with
five different clock targets: 100 MHz, 200 MHz, 250 MHz, 350 MHz, and 500 MHz.
Maximum frequency, resource usage and power consumption of each implementation
are presented in Table 7.

As it can be seen in the table, the number of ALMs does not vary much between
different implementations. It is possible, because the required logic determines the
number of ALMs. Not all of the registers already included in the ALMs are needed
at lower frequency targets [39].

The maximum frequency increases as expected when a higher clock rate is
seselected, except in the last case of 500 MHz clock target. Since all designs are fully
pipelined, new input values can be read at every rising edge of the clock, i.e., the
throughput of the multiplier is always one clock period. Latency of the three lowest
clock target designs is one cycle, which makes the maximum clock frequency the only
factor affecting the timing of the multiplier.

The number of registers increases with the clock target. Only the register count of
the 200 MHz target is not consistent, since the 250 MHz allocates less resources. The
power consumption seems to follow the number of registers quite precisely, because
the logic is the same in each implementation. Only registers are added to increase
the maximum frequency. For low-power applications, the 100 MHz and 250 MHz
targeted implementations provide the best timings for the consumed power.

Catapult HLS tool provides a reasonable implementation with 350 MHz target,
but Quartus is not able to synthesize the 500 MHz target effectively. Whereas
the 350 MHz target gives maximum frequency of 322 MHz with two clock cycles
of latency, the 500 MHz target adds one clock cycle latency to the design with a
worse maximum frequency. Both throughput and latency of the 500 MHz target
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implementation are worse than in the 350 MHz case. The 500 MHz clock target
results seem to be glitches of the tools.

3.3.2 18-bit Case

We implement the radix-4 Booth recoded multiplier also for 18-bit input numbers to
see how extending the bit width will affect the resource usage of the multiplier. The
18-bit case is chosen for implementation since it is a general bit width in digital signal
processing. In addition, it is supported in the DSP blocks on Stratix 10 FPGAs [37].

In the 18-bit case, multiplier A is split into nine 3-bit slices for partial-product
generation as shown in Figure 9. The partial-product accumulation now takes nine
partial products and one sign extension prevention number as inputs.

015 14 13 12 11 10 9 8 7 6 5 4 3 2 1 01617

Figure 9: Multiplier A is divided into nine 3-bit slices. An extra zero is needed after
the LSB.

The compression array consists of five stages, which compress the input numbers
into two numbers of lengths 36-bits and 35-bits. In total, the compression array
uses 128 full adders and 16 half adders. Introducing one more partial product will
increase the resource usage of the compression array by 30 more full adders (+31%),
as well as two more half adders (+14%) compared to the 16-bit case.

Table 8: Synthesis results of the 18-bit radix-4 design for different clock targets.

Target Fmax Latency ALMs Regs Power
100 MHz 164 MHz 1 1137 74 1.60 mW
200 MHz 209 MHz 1 1124 74 3.25 mW
250 MHz 251 MHz 1 1143 231 5.52 mW
350 MHz 340 MHz 2 1158 1273 54.00 mW
500 MHz 344 MHz 3 1097 1957 125.98 mW

We implement the 18-bit radix-4 Booth recoded multiplier with clock targets of
100 MHz, 200 MHz, 250 MHz, 350 MHz, and 500 MHz. The synthesis results of each
implementation are collected in Table 8.

The first three cases: 100 MHz, 200 MHz, and 250 MHz are almost similar in
terms of ALM usage and latency. The 250 MHz implementation employs over 200%
more registers than the two lower operating frequencies. Power consumption is
smaller with smaller frequencies as expected.

The 350 MHz clock target gives maximum frequency of 340 MHz with the latency
of two clock cycles, whereas the 500 MHz case reaches only 344 MHz with the latency
of three clock cycles. There is small difference in ALM usage, but the number of
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allocated registers shows the real resource usage since both implementations have
the same logic. The 500 MHz case consumes more than double the power of the
350 MHz case, while the maximum frequency of the design increases only 4 MHz.

3.3.3 24-bit Case

On top of the 16-bit and 18-bit multipliers presented in previous Sections 3.3.1 and
3.3.2, we designed also another multiplier with 24 bits wide input. In the 24-bit case,
the input multiplier A is divided into 12 three-bit slices as shown in Figure 10. The
total number of partial products to be compressed in partial-product accumulation
phase is 13, because one additional partial product is required to avoid sign extension
in the compression array.

015 14 13 12 11 10 9 8 7 6 5 4 3 2 1 01617181920212223

Figure 10: Multiplier A is divided into 12 3-bit slices. An extra zero is needed after
the LSB.

The compression array consists of five stages of adders, which compress the partial
products into 48-bit and 47-bit numbers before they can be added in fast final adder.
The whole compression array is formed with 242 full adders and 22 half adders. The
number of full adders increases by 114 (+89%) compared to the 18-bit case and
by 144 (+147%) compared to the 16-bit case. For half adders the corresponding
numbers are 6 (+38%) and 8 (+67%). Based on these numbers it can be inferred
that the size of the compression array increases very rapidly as the width of the input
increases. The efficiency of the radix-4 multiplier deteriorates when the compression
array becomes larger. Therefore, higher radices become more interesting options.

Table 9: Synthesis results of the 24-bit radix-4 design for different clock targets.

Target Fmax Latency ALMs Regs Power
100 MHz 151 MHz 1 1969 98 3.73 mW
200 MHz 209 MHz 1 1792 154 10.24 mW
250 MHz 258 MHz 2 2029 1777 37.60 mW
350 MHz 278 MHz 2 2002 986 54.14 mW
500 MHz 304 MHz 3 2100 1723 136.09 mW

The 24-bit radix-4 multiplier is implemented with five different clock target speeds:
100 MHz, 200 MHz, 250 MHz, 350 MHz, and 500 MHz. The synthesis results of each
implementation are presented in Table 9.

The maximum operating frequencies of the implementations are increased with
higher clock targets. Catapult and Quartus tools seem to provide more reliable
results for the 500 MHz clock target than the 16-bit and 18-bit cases presented in
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Sections 3.3.1 and 3.3.2, respectively. The 24-bit case requires one pipeline register
to approximately achieve 258 MHz, and a second pipeline register to reach 304 MHz.

Resource usage increases with higher clock targets as expected. There is some
inconsistency due to the uncertainty of the random synthesis process in Quartus
synthesis tool. The number of registers increases consistently with the exception of
the 250 MHz case.

The differences in power consumption are very large between the implementations.
The 100 MHz implementation consumes only 3.73 mW dynamic power, which is only
36% of the consumed power in the 200 MHz case. The increase in power consumption
becomes larger at higher frequencies. Especially, the 500 MHz implementation
consumes 2.5 times more power than the 350 MHz implementation, even though the
maximum frequency is only 9.3% higher.

The synthesis results confirm, that the overall performance of the radix-4 Booth
recoded multiplier suffers massively from the larger inputs. The most important
factor is, that the number of partial products increases by one when the width of the
input is increased by two bits. Therefore, the partial-product accumulation becomes
more complicated and expensive operation.

3.4 Radix-8 nonrecoded multiplier
We implement the radix-8 based complex number multiplier based on a proposal by
Guevorkian et al. [15]. As explained in Section 2.1.2, the potential partial products
are positive in range of [0,7X]. Multiplication by two is implemented as left shift on
hardware. However, potential partial products 3X, 5X, and 7X cannot be obtained
by only shifting X. Hence, they need to be calculated with adders.

Partial-product generation is divided in two phases as shown in Figure 11. First,
all potential partial products are calculated in potential partial product generator,
which uses three adders to find 3X, 5X, and 7X. Also, one more adder is needed
to calculate the sign correction term. The rest of the potential partial products:
2X, 4X, and 6X are formed by shifting 1X, 2X, and 3X, respectively. After all
potential partial products are found, one among them is selected per a 3-bit slice of
the multiplier A that is input to the selection block.

In this work, we implement two different approaches for the selection block. First
implementation takes all potential partial products as inputs to a single multiplexer,
which then simply chooses the partial product based on the 3-bit control signal Ar
as presented in Figure 12.

The multiplexing operation was clearly a bottleneck consuming lots of resources
in the first synthesis trial. In order to improve the performance of the selection
block, we use a smaller multiplexer, as well as an extra shifting block. The improved
selection block does not choose between all potential partial products, but only
between 0, 1X, 3X, 5X, and 7X. The shifting block shifts the partial product by one
or two depending on the control signal Ar to find 2X, 4X, and 6X. The improved
selection block is presented in Figure 13.

The changes in the selection block reduced the size of a single selection block by
approximately 50 ALMs on our target FPGA. Moreover, the performance of the
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Figure 11: Potential partial products are calculated with pre-adders in partial product
generator. Selection block chooses partial products depending on the 3-bit slices of
the input A.
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Figure 12: Basic selection block for radix-8 nonrecoded multiplier is a multiplexer
with all potential partial products as inputs.

whole multiplier is slightly improved thanks to the use of the proposed improved
selection block.

3.4.1 16-bit Case

In the basic 16-bit case, the multiplier input A is divided into 6 slices as shown
in Figure 14. In the non-encoded case, the control signal slices should not overlap.
Therefore, an extra zero is not needed after the LSB.

The MSB handling is a special case, because the 16-bit input is not divisible by
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Figure 13: Improved selection block takes only precalculated potential partial products
to multiplexer input. Shifting is done after multiplexing.
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Figure 14: Multiplier A is split into 3-bit slices, which control the selection block.
Sign extension is required to form the MSB slice.

3. Therefore, the last slice is filled with two sign extension bits. We noticed that
the final partial product can only have values 0 and 7X depending on the sign bit.
Therefore it is possible to include the last partial product in the sign correction term
X̃ in the potential partial product generator. That leaves total of 5 partial products
and one sign correction term to be compressed in partial-product accumulation.

We manually designed the compression array of 16-bit radix-8 multiplier, that
reduces 6 numbers into 2 rows before final addition. All partial products are unsigned.
Therefore, special sign extension prevention technique is not needed. The compression
array is consisted of three stages of adders. In total, 51 full adders and 13 half adders
are required, which is 1 stage (-25%), 47 full adders (-48%), and 1 half adder (-7%)
less than in the 16-bit radix-4 Booth encoded multiplier. The structure of the
compression array is presented in Figure 15.

The radix-8 multiplication architecture has longer delay path in partial-product
generation than the radix-4 architecture due to the long critical path of carry bit
calculation in pre-adders. The advantage of using higher radix multiplication is
reduced number of partial products to be accumulated. We implemented the radix-8
nonrecoded multiplier with five different clock targets. The synthesis results of each
implementation are presented in Table 10.

Performance of the radix-8 nonrecoded implementations improves quite well with
clock target. The maximum target frequency is achieved up to 250 MHz. The
performance started saturating with the two largest clock targets. Number of latency
cycles of the multipliers increases faster than the maximum frequency. Therefore,
the overall latency increases as well. The throughput of the designed multiplier is
always one clock cycle, which is the reason why the throughput time decreases when
the maximum frequency increases.



24

+1+1+1+1+1+1+1

J = 1

D = 2

+1

+1+1+1+2+2+2

+2+2+2

+2+1+1

+1

J = 2

D = 3

J = 3

D = 4

+1+1+1+1+1+1+1 +1+1+1+1

+1+1+1+1+1+1+1 +1+1+1+1+1+1+1+1 +1+1+1+1+1+1+1+1+1+1

Figure 15: Partial-product accumulation of the radix-8 nonrecoded multiplier consists
of three stages of adders. An ellipse covering three squares represents a full adder,
whereas an ellipse covering two squares represents a half adder. D and j are
parameters of the Dadda algorithm.

Table 10: Synthesis results of the 16-bit nonrecoded radix-8 design for different clock
targets.

Target Fmax Latency ALMs Regs Power
100 MHz 141 MHz 1 1143 559 6.94 mW
200 MHz 217 MHz 2 1098 956 19.07 mW
250 MHz 257 MHz 2 1045 2038 29.78 mW
350 MHz 302 MHz 3 1522 1232 42.99 mW
500 MHz 394 MHz 5 1600 1785 66.14 mW

The first three implementations, 100 MHz, 200 MHz, and 250 MHz, use almost the
same amount of ALMs. The number of registers increases quite rapidly. Especially,
the 250 MHz targeted implementation uses significantly more registers than any other
case. For the 350 MHz and 500 MHz implementations, the additional pipeline registers
have to be placed in new ALMs, which increases the ALM usage by approximately
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50%. The increase in number of registers is in line with the 100 MHz and 200 MHz
implementations.

Power consumption is the smallest with the lowest frequency target as expected.
The 100 MHz implementation has dynamic power consumption of 6.94 mW. The
power consumption increases almost linearly as a function of frequency up to 66.14 mW
at the 500 MHz targeted design.

3.4.2 18-bit Case

We implement the radix-8 nonrecoded multiplier for 18-bit input values in order
to compare the effect of different input widths on the overall performance. The
multiplier input A is divided into six three-bit slices in the 18-bit use case as shown
in Figure 16. However, now the last partial product cannot be added in the sign
correction term since it will not be sign extended. The partial product can reach all
potential partial product values.

17 16 15 14 13 12 11 10 9 8 7 6 5 4 3 2 1 0

Figure 16: Multiplier A is divided into three-bit slices.

The partial-product accumulation phase compresses six partial products and
a sign correction term. The compression array consists of four stages of adders.
Altogether, the 18-bit radix-8 implementation needs 74 full adders and 15 half adders
to produce two 37-bit numbers out. That is 1 stage (-20%), 54 (-42%) full adders
and one (-6%) half adder less than the 18-bit radix-4 Booth multiplier uses.

We implement the 18-bit radix-8 nonrecoded multiplier for five different clock
targets. The results of synthesis flow for each implementation are presented in Table
11.

Table 11: Synthesis results of the 18-bit nonrecoded radix-8 design for different clock
targets.

Target Fmax Latency ALMs Regs Power
100 MHz 135 MHz 1 1506 684 8.59 mW
200 MHz 209 MHz 2 1401 1161 27.15 mW
250 MHz 248 MHz 2 1368 1007 23.58 mW
350 MHz 298 MHz 3 1966 1448 47.24 mW
500 MHz 352 MHz 5 2107 1560 73.32 mW

Similar to the 16-bit multiplier, the 18-bit multiplier has latency of only one
clock cycle for the 100 MHz implementation, two clock cycles for the 200 MHz and
250 MHz implementations, three cycles for 350 MHz, and five clock cycles for the
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500 MHz target implementation. The maximum frequency for this 18-bit design on
the chosen FPGA technology seems to be 352 MHz, which is the highest operating
frequency reached in our work.

The 200 MHz clock target implementation uses more ALMs as well as registers
than the 250 MHz solution, which is unexpected. However, the difference is small
enough to be explained by uncertainty in the synthesis flow [40]. The 100 MHz target
also uses more ALMs, but the amount of registers is significantly smaller. The power
consumption also shows that the 100 MHz design is simpler than the implementation
with higher clock target.

The 350 MHz and 500 MHz cases use more resources than any other case.
Therefore, they are not feasible options for low-power applications. Frequencies
above 250 MHz are only achievable with significant increase in area and power
consumption.

3.4.3 24-bit Case

The widest input numbers supported in multipliers introduced in this work are 24
bits long. We implemented the 24-bit case to compare the performance and resource
consumption with the 24-bit radix-4 Booth encoded multiplier against the 18-bit
radix-8 nonrecoded multiplier. The performance and resource consumption of the
nonrecoded radix-8 multiplier should suffer less than radix-4 when wider inputs are
used, because the number of partial products are increased. Therefore, the size of the
partial-product accumulation compensates the resources required in the pre-adders
of partial-product generation.

In the 24-bit case, the multiplier input A is split in eight non-overlapping control
signals as presented in Figure 17.

17 16 15 14 13 12 11 10 9 8 7 6 5 4 3 2 1 020 19 1823 22 21

Figure 17: Multiplier A is divided into non-overlapping three-bit slices.

The selected eight partial products and a sign correction term are accumulated
in a compression array, which uses 146 full adders and 22 half adders in four stages.
This rate, compared to the radix-4 24-bit case, is 1 stage (-20%) and 96 (-40%) less
full adders, while the number of half adders remains the same. The relative amount
of resources required in the partial-product accumulation remains approximately the
same (40%) with different bit widths, but the absolute saving in resources is increased
with more bits. At the same time, the more expensive partial-product generation of
a higher radix multiplication gets better compensation, when the number of bits is
growing.

We implemented the 24-bit radix-8 nonrecoded multiplier with five different clock
targets: 100 MHz, 200 MHz, 250 MHz, 350 MHz, and 500 MHz. All implementations
are synthesized and the results collected in Table 12. The number of bits is not fully
optimized for the radix-8 nonrecoded design, because one extra bit could be included
in the same number of partial products as described in Section 3.4.1.
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Table 12: Synthesis results of the 24-bit nonrecoded radix-8 design for different clock
targets.

Target Fmax Latency ALMs Regs Power
100 MHz 131 MHz 1 2348 865 10.30 mW
200 MHz 208 MHz 2 2439 1891 41.06 mW
250 MHz 246 MHz 2 2199 2318 48.98 mW
350 MHz 276 MHz 3 3242 2141 71.79 mW
500 MHz 254 MHz 5 3903 2750 112.74 mW

Performance of the 24-bit radix-8 nonrecoded multiplier starts to saturate at
250 MHz. The synthesis tool is able to reach the targeted frequency with the lower
clock targets, but it does not manage to find good timing at higher frequencies.
Especially, the 500 MHz case fails. The maximum frequency is even worse than
350 MHz, even though two more pipeline registers are added.

The number of ALMs is almost the same for 100 MHz, 200 MHz, and 250 MHz
clock targets, but it is increased by one third with the 350 MHz and even further with
500 MHz clock targets. The number of registers increases with maximum frequency
and latency apart from the 350 MHz case, in which the synthesis tool apparently
found a more optimal solution due to the increased number of available ALMs.

Power consumption also indicates the performance saturation after 250 MHz.
The first implementation with 100 MHz clock target has significantly lower power
consumption than the other implementations. At 200–250 MHz the power consump-
tion is 4–5 times larger than at 100 MHz. After 250 MHz, the power consumption is
increased very fast.

The 500 MHz clock target case barely reaches the same maximum frequency as
the 250 MHz case. Moreover, it is significantly worse in every other aspect. It seems
that the Catapult HLS tool and Quartus synthesis tool do not perform very well
with high clock targets. The technology limits cannot be the only reason restricting
the performance, because in some cases the lower clock targets result in better
performance.

3.5 Radix-8 Booth encoded multiplier
Radix-8 Booth encoded multiplier is implemented to compare its performance against
the other implemented multipliers. The radix-4 MBA multiplier is expected to
perform better than the radix-8 Booth multiplication at low number of bits, but the
target is mainly to compare it with our improved radix-8 nonrecoded architecture.

In the radix-8 Booth algorithm, all potential partial products are multiples of X
in the range of [−4X,4X]. Only partial products multiplied by three cannot be found
by simple shifting operation. Therefore, one pre-adder is required before partial
products can be selected. Since all partial products can be four times larger than
the input number, all partial products need to have two more bits than input. In
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our design, input has 16 bits. Therefore, partial products are 18 bits wide.

SS 015 14 13 12 11 10 9 8 7 6 5 4 3 2 1 0

Figure 18: Multiplier A is split into four-bit slices. Both additional zero and sign
extension are required.

The partial-product generation phase of a radix-8 Booth algorithm selects six
partial products with 16-bit input numbers. The multiplier input A is divided into six
four-bit slices, which form six corresponding control signals to select partial products
based on Table 3. In Booth encoding, a leading zero is required in front of the LSB.
As it can be seen in Figure 18, the input has to be effectively sign extended to form
the last partial product. However, the first three bits of that control signal are always
the same bit, which narrows the potential partial products to −X, 0, and X as it
can be seen in the radix-8 Booth encoding table. The simplification allows the last
partial-product generation to be implemented with simple AND-gates.
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Figure 19: Selection block of radix-8 Booth encoded multiplier consists of a multiplexer
and XOR–gates, which form the negative partial products.

The partial-product selection of our radix-8 Booth encoded multiplier is presented
in Figure 19. In the first phase, control signal Ar selects the partial product from
previously generated positive potential partial products with a multiplexer. We tried
to move the shifting operations to be done after the multiplexer to achieve lighter
multiplexing as we did for the radix-8 nonrecoded multiplier in Figure 13. There
was no advantage in splitting this smaller multiplexer into two phases.

Once the partial product is selected, each bit is correctly set with an XOR–gate,
which forms the complemented partial products. Since complementing the bits is
not enough to maintain full accuracy, the same control bit is also delivered to the
compression array in the partial-product accumulation phase.

The partial-product accumulation consists of a compression array and a final
adder. In this work, we employed the built-in adders which are already available on
the FPGA, while the compression array is manually implemented to form the two
addends of the final adder. The compression array uses 61 full adders and 24 half
adders in four stages, which is 10 (20%) full adders and 11 (85%) half adders more
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than the nonrecoded radix-8 implementation uses for 16-bit multiplication, but it is
still smaller than the compression array of the radix-4 multiplier. The number of
partial products is the same in both implementations, but sign extension prevention
and extra bits for complementing partial products require more adders in the radix-8
Booth encoded multiplier.

We implement the radix-8 Booth encoded multiplier with five different clock
targets in the Catapult HLS tool. Synthesis results for each implementation have
been collected in Table 13.

Table 13: Synthesis results of the 16-bit radix-8 Booth recoded design for different
clock targets.

Target Fmax Latency ALMs Regs Power
100 MHz 133 MHz 1 1162 357 4.55 mW
200 MHz 209 MHz 2 1376 950 20.12 mW
250 MHz 264 MHz 2 1279 612 14.67 mW
350 MHz 322 MHz 3 1301 1331 43.91 mW
500 MHz 368 MHz 5 1087 1617 61.35 mW

The first implementation with 100 MHz clock target achieves maximum clock
frequency of 133 MHz with latency of only one clock cycle. Surprisingly, the 500 MHz
implementation requires less ALMs on FPGA, but the difference may occur due
to the uncertainty of the synthesis process. Even if the number of ALMs is not
larger, the higher number of occupied registers shows the higher complexity of the
500 MHz design. The small dynamic power consumption of 5.44 mW of the 100 MHz
implementation also shows better figure of the simplicity of the design.

The 200 MHz implementation has the same latency as the 250 MHz implementa-
tion, but it is worse in every other aspect. The Catapult HLS tool did not manage
to optimize the 200 MHz case very well, which makes the 250 MHz implementation
is the better option.

The 250 MHz clock target reached approximately twice higher operating frequency
than the 100 MHz target with doubled clock cycles of latency. Both multipliers have
roughly the same latency at maximum frequency, but the 250 MHz case provides
shorter throughput time. The hardware cost of that is slightly higher ALM resource
usage, as well as almost doubled amount of registers. The power consumption is
more than three times higher with the higher frequency design.

The 350 MHz implementation reaches maximum frequency of 322 MHz with
latency of three clock cycles. In time domain, the total latency of the 350 MHz case
is 3 ns smaller than in the 500 MHz case. The dynamic power consumption of he
350 MHz case is also approximately one third smaller even though it allocates 214
ALMs more than the 500 MHz case.

In our work, the highest used clock target was 500 MHz. The Catapult HLS tool
managed to achieve maximum frequency of 368 MHz with five clock cycles latency.
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The latency is clearly too high compared to the gain in frequency. Resourcewise, the
500 MHz implementation uses approximately 260% more registers than the 250 MHz
implementation. Power consumption is more than four times higher than in the
250 MHz case.

3.6 Radix-16 Booth encoded multiplier
Radix-16 Booth encoded multiplier is the highest radix implementation in this work.
We implement it to compare the effect of reducing the size of the compression array
with the cost of using more resources in partial-product generation on FPGA.

The radix-16 Booth encoding algorithm uses potential partial products in range
of [−8X,8X]. Multiplier input A is split in five-bit overlapping control signals, which
determine the corresponding partial products [8]. In radix-16 case, the number of
partial products is N/4, which makes only four partial products in our 16-bit use
case. The control signal forming of the 16-bit input is presented in Figure 20.

015 14 13 12 11 10 9 8 7 6 5 4 3 2 1 0

Figure 20: In radix-16 case, multiplier A is split into five-bit slices. An extra zero is
required next to the LSB.

The encoding of the control signal bits is presented in Table 4. As seen in Figure
20, there is no need for sign extending the input in the 16-bit case. Now, all partial
product selection blocks are formed with the same logic, except of the rightmost
partial product in the figure. Similarly to all high-radix Booth encoding algorithms,
an extra ‘0’ is added next to the LSB to complete the last control signal. Therefore,
all control signals ending with ‘1’ can be ignored in Table 4 for the last selection
block.

Partial-product generation of the radix-16 Booth multiplier needs to generate
positive partial products from 0 to 8X. Only 3X, 5X, and 7X cannot be found by
shifting operation. Hence, three pre-adders are required. Negative partial products
from −8X to −1X can be solved by complementing the positive partial products.
[41]

The partial-product selection block of our radix-16 implementation is presented
in Figure 21. We used a 9:1 multiplexer to choose a partial product from positive
potential partial products. The inputs of the multiplexer come from the generation
block, which uses adders and shifters to form all potential partial products. In the
figure, “Ar” is the control signal, which the Catapult HLS tool implements one-hot
coded to achieve faster multiplexing [34]. Our trials to leave shifting operation
after the multiplexer did not provide any improvement to timing or resource usage
of the selection block. After the multiplexer selects the positive partial product,
XOR–gates are used to complement the bits in case the partial product is negative.
A single bit of the control signal Ar determines whether the XOR-control bit is ‘1’
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Figure 21: The selection block if radix-16 Booth encoded multiplier consists of a
multiplexer and XOR–gates to handle negative partial products.

(negative numbers) or ‘0’ (positive numbers). The same control bit is also fed to the
compression array to fix the LSB error term caused by the complementing. [41]

The compression array uses total of 24 half adders and 31 full adders. The number
of HAs is the same as in the radix-8 Booth encoded multiplier, but in full adders the
saving is approximately 50%. Therefore, the radix-16 Booth encoded multiplier has
smaller compression array than the other architectures studied in this work. The
compression array of the radix-8 Booth encoded multiplier uses one more stage of
adders than the radix-16 version. Therefore, the critical path is significantly shorter
in the radix-16 case than in the radix-8 case.

Both radix-8 and radix-16 multipliers use pre-adders combined with XOR–gates
in partial-product generation. Therefore, the critical paths are equal through that
phase. The radix-16 multiplier has more potential partial products as well as one
more bit in the control signal. Therefore, the multiplexing is slightly slower than in
the radix-8 multiplier. Overall, the radix-16 design should achieve higher maximum
frequency due to the significantly shorter delays in the compression array.

The partial-product accumulation phase of the radix-16 multiplier consists of
three stages of adders as shown in Figure 22. We handled sign extension prevention
by sign extending the first partial product by four bits and complementing the last
sign extended bit. In other partial products, the sign bit was complemented and
partial products were extended with ‘1’-bits. [41]

We implemented the radix-16 Booth encoded multiplier in Catapult HLS tool
using five different clock targets. The synthesis results of each implementation are
presented in Table 14.

Based on the figures in Table 14, the radix-16 Booth encoded multiplier can
reach up to 158 MHz without pipeline registers. Moreover, 218 MHz implementation
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Figure 22: Compression array of the radix-16 multiplier consists of three stages of
adders.

Table 14: Synthesis results of the 16-bit radix-16 Booth recoded design for different
clock targets.

Target Fmax Latency ALMs Regs Power
100 MHz 158 MHz 1 1280 66 1.71 mW
200 MHz 218 MHz 2 1349 497 12.65 mW
250 MHz 264 MHz 3 1581 2048 38.65 mW
350 MHz 296 MHz 3 1449 895 35.45 mW
500 MHz 351 MHz 5 1561 2884 134.39 mW

already requires one pipeline stage. Two pipeline stages are needed to achieve
maximum frequency of 264 MHz. Both 250 MHz and 350 MHz clock targets created
two pipeline stages of registers, but the 350 MHz implementation fits better on the
FPGA technology. The 500 MHz clock target adds total of four pipeline registers to
reach maximum frequency of 351 MHz.

All designs implement the same logic. Therefore, the first design with 100 MHz
clock target sets the minimum number of ALMs for each multiplier. As it can be seen
in Table 14, the amount of allocated ALMs grows by approximately 100 each time
a new pipeline stage is added. The number of registers increases by approximately
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400 for every pipeline stage. Only 250 MHz and 500 MHz implementations have
allocated significantly more registers.

The first implementation with 100 MHz clock target consumes only 1.71 mW of
dynamic power. Power consumption increases when more pipeline stages are added
to the multiplier. The 350 MHz targeted multiplier requires less dynamic power than
the 250 MHz implementation, because the 250 MHz design has allocated more than
double the amount of registers compared to the 350 MHz case. With four pipeline
stages and maximum frequency of 351 MHz, the power consumption is more than
three times larger than with two pipeline stages and frequencies below 296 MHz.
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4 Comparison
This section presents the synthesis results of the complex number multipliers im-
plemented in this work. First, radix-4 Booth multipliers and radix-8 nonrecoded
multipliers with three input bit widths, 16, 18, and 24 bits, are compared in Sec-
tion 4.1. Moreover, four different 16-bit high-radix multiplier implementations are
compared in Section 4.2.

Resource usage, performance, and dynamic power consumption of each multiplier
have been plotted as a function of frequency. In this section, we compare all
multipliers and, subsequently, propose the best multiplier architectures for different
requirements.

Comparing the resource utilization on FPGA techonology is not as simple as on
ASIC technology. On the ASIC, resources can always be translated into area, whereas.
various resource types such as ALMs, DSPs, and memory blocks are used in FPGAs.
Vendors give only the total number of each resource type on the chosen FPGA device,
which is the main reason that the synthesis results cannot be translated into area.
Therefore, we report the number of ALMs and registers allocated for each design.
The resource usage of each design is comparable to other designs presented in this
work.

All results are figures of four-multiplier scheme complex number multipliers. In
this work, we have used the single real multiplier architecture names to separate the
different results.

4.1 Radix-4 Booth vs radix-8 nonrecoded
The radix-4 Booth multiplier and the radix-8 nonrecoded multiplier require less
resources than the other multipliers implemented in this work. Therefore, we compare
the two multipliers with three different input widths: 16, 18, and 24 bits. Increasing
the input bit–width should favor the radix-8 multiplier, since the compression array
of the radix-4 multiplier increases faster.

4.1.1 Resources

In this section, we compare the resource consumption of radix-4 Booth and radix-8
nonrecoded multipliers. The higher radix multiplier circuit is more complex, since
the partial-product generation block provides more potential partial products than
in lower radix multipliers.

The numbers of ALM blocks of the radix-4 and radix-8 multipliers are presented in
Figure 23. As expected, the lower radix multiplier uses less ALMs at low frequencies
due to the lower level of complexity in the design.

It is notable that the number of ALMs in single multiplier stays almost constant
especially at lower frequencies. It is possible since the logic required for the operation
is the same regardless of the target speed of the design. The ALMs contain registers
which may not all be used with slower frequency requirements. Therefore, enabling
more registers in the pre-allocated ALMs results in higher frequency of the design.
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Figure 23: ALM usage of radix-4 Booth encoded and radix-8 nonrecoded multipliers
with input bit widths of 16, 18, and 24 bits. Markers present data for clock targets
of 100 MHz, 200 MHz, 250 MHz, 350 MHz, and 500 MHz in that order.

The nonrecoded radix-8 designs allocate approximately a fixed amount of ALMs
up to 250 MHz. The first three target frequencies can be reached with maximum
latency of two clock cycles. Hence, the design has maximum of one pipeline stage of
registers. Increasing the target frequency to 350 MHz requires second pipeline stage,
which cannot be included in the existing ALMs.

The 500 MHz clock target results in two pipeline stages in radix-4 multipliers
and four pipeline stages in radix-8 multipliers. The Catapult HLS and Quartus
synthesis tools seem to generate poor timing with high frequency target for some of the
multipliers. The 24-bit radix-8 nonrecoded multiplier has lower maximum frequency,
as well as more resources with 500 MHz clock target than with 350 MHz clock target.
Moreover, the 16-bit and 18-bit radix-4 Booth multipliers reach approximately the
same maximum frequency and number of ALMs with the two highest clock targets.

The ALM blocks are not fully utilized in the multiplier designs. Therefore, the
number of registers provides additional information regarding the total resource
consumption. Figure 24 presents the amount of registers allocated for each radix-4
Booth and radix-8 nonrecoded multipliers.

All radix-4 Booth multipliers allocate approximately the same amount of registers
with 100 MHz and 200 MHz clock targets. Small variation in the number of registers
may occur due to the uncertainty of the synthesis flow. Unlike the 16-bit and 18-
bit multipliers, the 24-bit radix-4 Booth multiplier requires second latency cycle.
Therefore, the number of registers increases significantly with the 250 MHz clock
target. The 350 MHz clock target also requires two latency cycles, but it uses 45%
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Figure 24: Total number of registers in radix-4 Booth encoded and radix-8 nonrecoded
multipliers with input bit widths of 16, 18, and 24 bits. Markers present data for
clock targets of 100 MHz, 200 MHz, 250 MHz, 350 MHz, and 500 MHz in that order.

less registers than the 250 MHz case. The same number of pipeline stages should
produce similar number of registers. The 250 MHz could be implemented with less
registers.

The nonrecoded radix-8 multiplier requires more registers than the radix-4 Booth
multiplier due to higher level of complexity in the design. More complexity means
also more interconnects, which are much slower on FPGA than the logic itself [42].
However, the difference becomes smaller when the targeted frequency is increased,
since the radix-4 multiplier also starts to require more and more pipeline registers.

Based on the results, the radix-4 Booth multiplier requires significantly less
resources than radix-8 nonrecoded multiplier up to 250 MHz. The radix-8 multiplier
becomes a feasible option for operating frequencies above 300 MHz.

4.1.2 Performance & Power

This section discusses the performance and power of the radix-4 Booth and radix-8
nonrecoded multipliers. The additional complexity of the higher radix algorithm
should shorten the overall delay of the multiplier.

The latencies of the implemented multipliers are presented in Figure 25. Latencies
have been reported in nanoseconds in order to see the real time required for the
operation.

As it can be seen in the figure, all compared multipliers have latency of 6–8 ns with
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Figure 25: Lowest achievable latency of radix-4 Booth encoded and radix-8 nonrecoded
multipliers with input bit widths of 16, 18, and 24 bits. Markers present data for
clock targets of 100 MHz, 200 MHz, 250 MHz, 350 MHz, and 500 MHz in that order.

the first clock target. The target of 100 MHz is quite low for the chosen technology.
Therefore, all multipliers are able to finish a single operation in one clock cycle. All
in all, the radix-4 implementations are slightly faster than radix-8 implementations
around 150 MHz.

At 200 MHz, the radix-4 multiplier has approximately half latency compared
to the radix-8 multipliers. The main reason for such a large difference is that the
radix-8 multipliers require one more clock cycle than the radix-4 multipliers at the
same operating frequency. On FPGA, pre-adders with their respective interconnects
which connect them to the rest of the radix-8 implementation cause significant delay
to the design. The radix-4 design has longer critical path through the CA, but it is
not as important as the pre-adders with small input width.

The 24-bit radix-4 multiplier has latency of two clock cycles at 250 MHz, similar
to the radix-8 multipliers. Therefore, the total latency of those implementations is
approximately the same. The 16-bit and 18-bit radix-4 Booth multipliers can reach
up to 250 MHz operating frequency within one clock cycle, which makes them faster
than the corresponding radix-8 nonrecoded implementations.

At 350 MHz, the radix-4 multipliers need only two clock cycles of latency, whereas
the radix-8 multipliers require three clock cycles to finish the operation. As it can
be seen in Figure 25, the radix-4 implementations reach up to 4 ns shorter latency
than the corresponding radix-8 implementations.

The radix-4 multipliers also achieve 20–40 MHz higher maximum frequency with
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the 350 MHz clock target. The HLS and synthesis tools seem to fail partially with
the 500 MHz clock target. The maximum frequency should not be decreased with
more pipeline registers as it occurred in our work. However, the radix-8 nonrecoded
multiplier seems to reach higher maximum frequency than the radix-4 Booth multiplier
even if the radix-4 provides lower latency.

The dynamic power consumptions of the radix-4 Booth and radix-8 nonrecoded
multipliers are presented in Figure 26. As expected, the power consumption increases
as a function of frequency and input bit-width.

100 150 200 250 300 350 400

Maximum frequency [MHz]

0

20

40

60

80

100

120

140

D
yn

am
ic

 p
ow

er
 [m

W
]

16-bit Radix-4 Booth
18-bit Radix-4 Booth
24-bit Radix-4 Booth
16-bit Radix-8 non-recoded
18-bit Radix-8 non-recoded
24-bit Radix-8 non-recoded

Figure 26: Maximum dynamic power consumption of radix-4 Booth encoded and
radix-8 nonrecoded multipliers with input bit widths of 16, 18, and 24 bits. Markers
present data for clock targets of 100 MHz, 200 MHz, 250 MHz, 350 MHz, and
500 MHz in that order.

The radix-4 Booth encoded multiplier consumes less power than the radix-8 nonre-
coded multiplier up to 250 MHz. At 350 MHz, the 16-bit and 18-bit multipliers have
approximately the same power consumption. The 500 MHz implementations report
significantly higher dynamic power consumptions than 350 MHz implementations,
which reached almost the same, if not better, maximum operating frequencies. This
supports the supposition that the tools failed to provide efficient circuits with the
highest frequency target.

4.2 All 16-bit multipliers
This section presents the synthesis results of all 16-bit multipliers implemented in
Section 3. First, we compare the resource allocation of the multipliers in Section
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4.2.1. Then, Section performance and dynamic power consumption are discussed in
Section 4.2.2.

4.2.1 Resources

As explained in Section 2.5, the complexity of the design is increased when a higher
radix is used in the multiplier. Higher level of complexity may lead to difficult
mapping on FPGAs. This section compares the resource usage of all four different
multiplier architectures implemented in this work.

Figure 27 presents the ALM usage of all four multipliers as a function of maximum
operating frequency. Multiple versions of the multipliers have been implemented
with the Catapult HLS tool.
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Figure 27: ALM usage of 16-bit radix-4 Booth encoded, radix-8 nonrecoded, radix-8
Booth encoded, and radix-16 Booth encoded multipliers. Markers present data for
clock targets of 100 MHz, 200 MHz, 250 MHz, 350 MHz, and 500 MHz in that order.

The first versions with 100 MHz clock target require only one latency cycle with
all architectures. Therefore, no pipelining is required in the designs, which simplifies
the synthesis process. Less uncertainty in synthesis results in higher probability of
finding the best solution, which is the reason why they give the most comparable
resource allocation results.

As expected, the radix-4 multiplier allocates the least resources. The two radix-8
multipliers, Booth encoded and nonrecoded, need approximately the same amount of
resources. According to our results, the radix-8 multipliers use 20% more ALMs than
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the radix-4 multiplier. The most complex design, radix-16 Booth encoded multiplier,
uses up to 10% more ALMs than the radix-8 implementations.

Required logic and number of pipeline registers determine the amount of allocated
ALMs. When the frequency target is increased, more pipeline registers are needed to
meet the timing requirements. The additional registers can sometimes be placed in
the existing ALM blocks. Therefore, the total number of ALMs may remain even if
the performance is improved.

The nonrecoded radix-8 multiplier reaches its minimum ALM count at 250 MHz.
At the minimum, it uses 15% more ALMs than the Booth encoded radix-4 multiplier.
At 300 MHz, the nonrecoded radix-8 multiplier requires third latency cycle. The
additional pipeline stage cannot be mapped efficiently in the existing ALMs, which
is the reason why the total number of ALMs increases by 46%. The Booth encoded
radix-8 multiplier has the same latency at each clock target as the nonrecoded
version. The nonrecoded multiplier allocates less ALMs than the Booth encoded up
to 250 MHz, but the Booth encoded implementation requires less ALMs at frequencies
above 300 MHz.

There is some variation in the ALM count of the multipliers due to the uncertainty
of the random synthesis process. The number of registers is presented in Figure 28
in order to get a better understanding of the resource consumption.
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Figure 28: Total number of registers in 16-bit radix-4 Booth encoded, radix-8
nonrecoded, radix-8 Booth encoded, and radix-16 Booth encoded multipliers. Markers
present data for clock targets of 100 MHz, 200 MHz, 250 MHz, 350 MHz, and 500 MHz
in that order.

The Booth encoded radix-4 multiplier allocates less registers than the other
architectures due to the lowest level of complexity. With clock target of 100 MHz,
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the radix-4 multiplier only has output registers, as well as a few logic registers, for
the functionality implementation. The number of registers increases as a function of
frequency when the logic needs to be pipelined to shorten the critical paths of the
design.

Both nonrecoded and Booth encoded radix-8 multipliers allocate approximately
the same amount of logic registers on the FPGA. The only exception is the 250 MHz
targeted case, where the nonrecoded version uses over three times more registers
than the Booth encoded version. Apparently, the tool did not manage to find the
optimal solution in terms of registers for the nonrecoded multiplier, whereas the
Booth encoded even saves resources compared to the 200 MHz targeted version.

At 150 MHz, the radix-8 multipliers use approximately 500 more registers than
the radix-4 multiplier. The difference in the number of registers becomes smaller at
high frequencies. At 300 MHz, the difference is reduced to 250 registers, which is
approximately half of the difference at 150 MHz. The radix-4 multiplier has larger
CA than the radix-8 multipliers. Therefore, the pipelining the radix-4 design is more
costly than radix-8 design.

The radix-16 implementation is the most complex of the multiplier designs in
this work. Therefore, the placing and routing has higher uncertainty than the other
multipliers. Due to the high level of uncertainty, the resource allocation has very
large variation between different versions.

At low frequencies, the radix-4 multiplier uses significantly smaller amount of
resources than other multipliers. Complexity of the design determines the required
number of ALMs and registers. Moreover, the synthesis results for lower complexity
design seem to be more consistent.

4.2.2 Performance & Power

In this section, we study the performance attributes of different high-radix multiplier
architectures. The performance is measured as the maximum frequency of the design
and the overall latency. Moreover, we observe the power consumption to ensure that
the solutions are efficient.

The overall latency of each multiplier implementation is presented in Figure 29.
In ideal case, the overall latency remains the same when more pipeline stages are
added in the circuit. As it can be seen in the same figure, there are some variations
in the latency of the multipliers on FPGA. The overall latency increases towards
the higher frequencies, because additional register stages introduce also more slow
interconnects. There are some exceptions where the overall latency decreases since
the synthesis tool was able to find more optimal place and route solutions in those
cases.

The radix-4 Booth encoded multiplier has the lowest overall latency of less than
4 ns at 266 MHz. The radix-16 architecture achieves approximately 6 ns without
pipeline registers, whereas the radix-8 multipliers reach minimum of approximately
7 ns. The highest overall latency, over 14 ns with radix-16 multiplier, is more than
10 ns (250%) larger than the smallest latency.

Since all designs are fully pipelined, the throughput of each multiplier is one
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Figure 29: Lowest achievable latency of 16-bit radix-4 Booth encoded, radix-8
nonrecoded, radix-8 Booth encoded, and radix-16 Booth encoded multipliers. Markers
present data for clock targets of 100 MHz, 200 MHz, 250 MHz, 350 MHz, and 500 MHz
in that order.

clock cycle. Therefore, the overall throughput time is inversely proportional to the
maximum frequency of the design. Based on Figure 29, the nonrecoded radix-8
multiplier reaches maximum frequency of 394 MHz. The synthesis tool also indicates,
that the maximum frequency could be further improved up to 556 MHz with two
more pipeline stages. The Booth encoded radix-8 and radix-16 multipliers are the
next fastest two multipliers at 368 MHz and 351 MHz, respectively. The radix-4
multiplier has the largest compression array, which becomes more difficult to map on
FPGA at higher frequencies. Therefore, the radix-4 multiplier reached only 322 MHz.
However, it might be possible to find more optimal timing with different initial values
of the synthesis process.

Based on the synthesis results, there is a trade-off between throughput and latency.
Therefore, radix-4 multiplier is the best solution for applications, which require fast
response for a few operations at a time. The higher radix multipliers are more
suitable for processing large amounts of data as fast as possible.

Power consumption often limits the performance of commercial products. There-
fore, the complex number multiplier core design should also consume as little power
as possible. The dynamic power consumption of the multiplier implementations are
presented in Figure 30.

As expected, the power consumption increases as a function of frequency since
more resources are needed to accelerate the circuit. Moreover, using higher operating
frequency requires additional power. The increase of power consumption is mostly
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Figure 30: Maximum dynamic power consumption of 16-bit radix-4 Booth encoded,
radix-8 nonrecoded, radix-8 Booth encoded, and radix-16 Booth encoded multipliers.
Markers present data for clock targets of 100 MHz, 200 MHz, 250 MHz, 350 MHz,
and 500 MHz in that order.

linear with a few exceptions. The radix-4 and radix-8 Booth multipliers have a low
power optimum at 260 MHz, where they consume 50% less power than the radix-16
Booth and radix-8 nonrecoded multipliers. Furthermore, the 500 MHz targeted
radix-16 multiplier requires double the amount of power compared to the radix-8
multipliers.

At 150 MHz, each multiplier consumes less than 10 mW of dynamic power. The
radix-16 and radix-4 implementations have the lowest power consumption below
200 MHz. The power consumption of the radix-4 multiplier increases faster than the
radix-8 cases. The radix-8 multipliers are more energy-efficient at frequencies above
300 MHz.

In terms of maximum frequency as well as power consumption, the radix-4
multiplier performs better than the radix-8 multipliers below 250 MHz. The radix-8
multipliers, however, reach higher maximum frequency than the radix-4 multiplier.
Hence, they become considerable options, if the application requires computing
numerous multiplications as fast as possible.

We expected the radix-16 multiplier to have the highest maximum frequency due
to the shortest compression array. However, both radix-8 and radix-16 architectures
required three stages of adders in the CA. The radix-16 algorithm does not benefit
enough from the reduced number of partial products with 16-bit numbers. Therefore,
more complexity in the partial-product generation is not compensated in partial-
product accumulation.
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4.2.3 Overview

This section presents an overview of the used multiplication algorithms and their
implementations. The implementations have been ranked based on the synthesis
results. Table 15 presents the comparison of the key attributes.

Table 15: An overview of the synthesis results of the high-radix complex number
multipliers.

Radix-4
Booth

Radix-8
Booth

Radix-8
non-recoded

Radix-16
Booth

Resources 1st 3rd 2nd 4th

Latency 1st 3rd 2nd 4th

Fmax 4th 2nd 1st 3rd

Power
<300 MHz 2nd 3rd 4th 1st

Power
>300 MHz 3rd 1st 2nd 4th

The radix-4 Booth encoded multiplier provides the lowest latency with minimal
resources. Therefore, it is the most suitable architecture for applications with operat-
ing frequencies lower than 300 MHz. The main disadvantage of the proposed radix-4
multiplier is its low maximum operating frequency. If the application requires higher
operating frequency to reduce the throughput, the non-recoded radix-8 multiplier
becomes more suitable.
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5 Conclusion
Multiplication often limits the performance of digital signal processing applications.
Therefore, hardware multipliers are used to accelerate these kind of operations.
In this work, radix-4 Booth encoded, radix-8 Booth encoded, radix-8 nonrecoded,
and radix-16 Booth encoded complex number multipliers have been designed and
implemented on FPGA.

Hardware multiplication is essentially implemented as a series of additions. The
number of additions grows very large, when the number of bits increases. Array
multiplier structure reduces the computation time by parallelizing the operation.
An array multiplier consists of three stages: partial-product generation, partial-
product accumulation, and final addition. High-radix multipliers further simplify
the partial-product accumulation at the cost of introducing more complexity in the
partial-product generation.

Each multiplier has been described in C++. The C++ models have been converted
into RTL code with Catapult HLS tool, which targeted the designs for Intel Stratix 10
1SX280LN3F43E1VG FPGA. High-level synthesis is not the most suitable approach
for bit-level descriptions, but we managed to get bit accurate code with a precise
coding style. We chose HLS, since it provides a simple way to create multiple versions
of the design with different timing requirements. Moreover, it is also possible to
reuse the same code for other platforms. Since the HLS tool is highly automated,
the coding style is very important to obtain optimal implementation of the desired
circuit.

Partial-product generation of each multiplier was designed based on optimization
introduced to earlier proposed designs. The optimizations have been introduced to
the multiplexers, which select the partial products in radix-8 and radix-16 multipliers.
The compression arrays have been implemented with the Dadda algorithm. All
pre-adders and final adders have been mapped into the adders of the FPGA.

The multiplier architectures presented in this work were targeted primarily for
ASIC technologies. On FPGA, multiplication is mapped into specific DSP blocks,
which are optimized for arithmetic operations. As shown in Section 3.2, the DSP
blocks provided the fastest and most efficient solution for multiplication. However, we
chose to implement the high-radix multipliers to observe how different architectures
were mapped on programmable logic.

Based on the synthesis results, the radix-4 Booth encoded multiplier allocated
less resources and consumed less power at low frequencies than the higher radix
multipliers. The radix-4 multiplier had the simplest partial-product generation stage.
Furthermore, we used short 16-bit input numbers, which reduced the advantage of
spending more resources in the partial-product generation.

When the frequency target was set above 300 MHz, the radix-4 multiplier could
not reach the target speed as efficiently as the radix-8 and radix-16 multipliers.
On the FPGA, more complexity in the design led to longer interconnects, which
deteriorated the performance of the circuit. Increasing the target frequency allowed
more complex designs to find better timing with additional pipeline stages, whereas
the simpler radix-4 design did not benefit from the pipeline registers as much.
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On top of the different architecture comparison, we implemented the radix-4
Booth encoded and nonrecoded radix-8 multipliers with three different input bit-
widths: 16, 18, and 24 bits. Increasing the bit-width favored the radix-8 algorithm,
since it generated N/3 partial products, whereas the radix-4 generated N/2 partial
products.

The performance of the multipliers could be further optimized in the future with a
faster column compression technique. In this work, we implemented the CAs with the
Dadda algorithm, which provides the smallest possible area, but it has some timing
challenges due to asymmetrical routing. Furthermore, it would also be interesting to
compare the architectures on an ASIC since the designs were primarily targeted for
ASIC techonology.

A number of different high-radix complex number multipliers were designed and
implemented on FPGA. The synthesis results of the multipliers were compared.
Based on the comparison, the best multiplier architectures were proposed for low
latency, low power, and low throughput time.
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