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While it seems like an effortless task to make sense of sounds, it is in fact a formidable
challenge to turn the continuous stream of pressure variations that reach our ears
into meaning. This process relies on the ability to detect spectral sequences, but our
understanding of how the brain accomplishes this has remained elusive. This thesis
seeks to change that by uncovering the neural mechanisms which allow the auditory
system to detect sequences in the stream of pressure variations we generally call
sounds.

The work presented in this thesis utilises two approaches to shed light on how
spectral sequences can be detected by the brain’s neural network. Publications 1 and
2 draw on computational modelling of hierarchical neural networks, while Publica-
tions 3 and 4 present new computational methods for analysing data from single-
cell recordings. The first approach illustrates that synaptic depression, a form of
short-term plasticity of connections between neurons, facilitates sequence selectivity
in simulated hierarchical neural circuits in a manner consistent with experimental
findings. Sequence selectivity emerges for sequences of increasing duration as the
hierarchy is traversed, and single-cell and population responses exhibit stimulus-
specific adaptation and mismatch responses, respectively. The second approach, in
turn, resulted in new models (context models) for describing neural responses to arbi-
trary stimuli. These models can detect synaptic depression and sequence selectivity
in single-cell recordings, two effects that the commonly used spectro-temporal re-
ceptive field is unable to capture. The context models were also found to be superior
when compared to another commonly used model of neural behaviour, the multi-filter
LN model. This observation held for both simulated data and real data from complex
neurons in the visual cortex.

In conclusion, this thesis 1) highlights the idea that synaptic depression in a hier-
archical network might be one of the underlying mechanisms which lets our brain
detect sequences, and 2) yields new tools that could be used for investigating se-
quence selectivity in the brain. These results may therefore be useful for advancing
our understanding of how populations of neurons can make sense of sounds.
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Vi kan utan större ansträngning förstå ljud i vår omgivning, detta trots att uppgiften
utgör en formidabel utmaning för vår hjärna. Våra öron uppfattar ett kontinuerligt
flöde av tryckförändringar och dessa skall tolkas och ges mening. Den här signalbe-
handlingsuppgiften kräver att sekvenser bestående av ett stort urval av frekvenser
måste kunna detekteras, men i dagsläget vet vi ännu inte hur vår hjärna lyckas med
den bedriften. Denna avhandling strävar till att förändra detta genom att blottlägga
de neurala mekanismerna som möjliggör detektering av frekvenssekvenser i flödet
av tryckförändringar som vi normalt sett kallar ljud.

Arbetet som presenteras har tillämpat två olika tillvägagångssätt för att utfors-
ka hur vår hjärnas neurala nätverk kan detektera sekvenser. Publikationerna 1 och
2 använder matematiska modeller av hierarkiska neurala nätverk, medan publika-
tionerna 3 och 4 presenterar nya metoder för att analysera mätdata från enskilda
nervceller. Det första tillvägagångssättet lät oss illustrera hur synaptisk utmattning,
en tillfällig förändring i kontakten mellan nervceller, kan leda till sekvensspecifik
aktivitet i hierarkiska nätverk som motsvarar vad som observerats experimentellt.
Hierarkiskt sett högre nivåer påvisade en förmåga att kunna detektera längre och
längre sekvenser medan aktiviteten hos både enskilda celler och grupper uppvisade
välkända karakteristiska drag för uppmätt aktivitet i hörselcentrat. Det andra till-
vägagångssättet ledde i sin tur till nya metoder för att karakterisera aktiviteten i
enskilda nervceller. Dessa analysmetoder kan känna igen spår av både synaptisk ut-
mattning och selektivitet för specifika frekvenssekvenser, två fenomen som undgått
tidigare metoder. Utöver påvisade vi att de nya metoderna kunde förutspå cellaktivi-
teten till följd av diverse stimuli bättre och att de därför även representerade en mer
korrekt beskrivning av enskilda nervceller generellt.

Sammanfattningsvis har denna avhandling 1) påvisat att synaptisk utmattning
kan bidra till detektering av sekvenser i hierarkiskt organiserade neurala nätverk,
och 2) bidragit med nya verktyg för att analysera selektivitet för specifika sekvenser
i aktiviteten hos enskilda nervceller. Resultaten bidrar därför till att utveckla vår
förståelse för hur en grupp nervceller kan lyckas med bedriften att detektera och ge
mening åt ljud i vår omgivning.
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1. Introduction

The auditory system plays an essential role in our daily interactions with

the environment. By interpreting sounds, we can both communicate with

others as well as localise and identify objects in our surroundings. It

is, therefore, of interest to ask how sounds carry information and, more

importantly, how the brain assigns meaning to them?

Physics already answers the first question by stating that: 1) sounds

are signals in time, manifested as, e.g., pressure variations in the air,

and 2) the physical properties of the source affects the signal’s frequency

content. Taken together, these two statements indicate that information is

encoded as frequency modulations of the sound signal, meaning that it is

the spectro-temporal profile of sounds that carries information and which

subsequently is associated with meaning. The question of how our brain is

able to learn and perform this association task has, nonetheless, remained

unanswered, and this thesis contributes towards answering it. Hence, the

rest of this chapter is devoted to explaining the problem in more detail as

well as presenting what we know about auditory processing in the brain.

1.1 Making sense of sounds

The nature of sound signals puts specific requirements on the receiver

wishing to interpret the signal. Thus, there exist certain properties that

our brains must posses. Below, I will define these by looking more closely

at what a sound is and how the signal is received.

1.1.1 A temporal sequence of spectral information

Sounds can be visualized using a spectrogram, where frequency content

is depicted over time. As an illustration, Figure 1.1a presents the spec-

trogram of an uttered word, more specifically, the name Johan ([ju:han]).
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Figure 1.1. Sounds can be characterised by their corresponding spectrogram, which vi-
sualizes the spectral content as a function of time. The brain’s task is to
map the spectrogram to meaning, a daunting task given that it never fully
“sees” the whole spectrogram but only a small fraction at a time. a) Example
spectrogram of the spoken name Johan ([ju:han]). b) A chopped spectrogram
highlighting the challenge faced by the brain: how to map a sequence of
spectral information to meaning if one only sees one part of it at a time?

Recognition of this word requires that the spectro-temporal pattern ob-

served in the spectrogram can be mapped to meaning, and for this reason,

the spectro-temporal pattern is referred to as an auditory object (Griffiths

& Warren, 2004; Bizley & Cohen, 2013).

The spectro-temporal pattern of an auditory object, such as a word, can

exhibit a great deal of variability: various speakers produce different

patterns, and variations in pitch and rate occur even when the speaker

remains the same. Robust speech perception subsequently requires a com-

plex many to one mapping, where various spectro-temporal patterns can

be mapped to the same meaning. Learning this complex mapping consti-

tutes a formidable challenge, but the task faced by our brains is made still

more demanding as the brain never really “sees” the whole spectrogram.

Instead it is faced with the task of mapping sequentially observed spectral

information to meaning. This more demanding task is better illustrated

by chopping up the spectrogram along the time dimension, as in Figure

1.1b, and imagining that one only sees one part at a time. In this view, the

auditory object is nothing but a temporal sequence of spectral information,

and the brain’s task is to detect and assign meaning to such sequences.

Speech and words are examples of auditory objects comprising long and

spectrally very complex temporal sequences. However, one can view such

complex auditory objects as groupings or collections of “smaller” objects

(Griffiths & Warren, 2004; Bizley & Cohen, 2013). That is, each individual

part in Figure 1.1b also constitutes a spectro-temporal sequence on its

own, just on a finer time scale. The fundamental challenge of recognising

a temporal sequence is therefore a recurring one. Thus, it is not only

2
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long and complex objects such as words that should be considered as

temporal sequences of spectral information, but rather all auditory objects,

regardless of their length and spectral complexity.

1.1.2 Temporal binding and a fading memory

Identification of a temporal sequence requires a mechanism for binding

the sequentially observed parts into a whole. This binding mechanism

is thus fundamental for interpreting sounds, and I will refer to it using

the term temporal binding throughout this thesis. This binding occurs

when the representation of the current part in a sequence is combined

with a stored representation of previous parts, essentially giving rise to

a new representation of the whole. Temporal binding is, therefore, the

mechanism that lets a receiver interpret the same spectral information

differently in separate contexts. One consequence of this is that the brain

can respond differently to the same sound (e.g. an isolated tone) depending

on what preceded it.

Any mechanism combining new and old information requires a memory.

Temporal binding is no exception, but it requires merely a fading memory,

as newly arriving information is only combined with information from the

recent past. The lifetime of this fading memory does, however, determine

the time scale over which temporal binding can occur: only auditory objects

with a duration shorter than the memory’s lifetime can be identified.

1.1.3 Auditory scene analysis

In natural environments, our auditory system deals with sounds originat-

ing from multiple sources (other speakers, noise, or background sounds).

The spectrogram of the resulting sound mixture therefore usually contains

more than one auditory object. Despite this, we normally do not have a

problem with separating out bird song or traffic noise from speech, and

we can even listen to one person’s voice among many. Our brain is thus

capable of performing a separation process, generally referred to as audi-

tory scene analysis (ASA) (Bregman, 1990), whereby incoming spectral

information from multiple sources can be treated and bound together sepa-

rately. That is, incoming spectral information from a speaker needs to be

bound to what that person has said previously and not to any potential

background sounds. Consequently, temporal binding can not naively bind

all the incoming spectral information with a stored representation, rather,

3



Introduction

it must use some heuristics to “predict” which spectral components are

likely to belong to the same auditory object and only bind those.

Over the years, various psychophysical experiments have explored the

rules the brain uses when binding spectral components together. As re-

viewed by Shamma and Micheyl (2010) and Bendixen (2014), these ex-

periments have illustrated that spatial location, harmonicity, and onset

synchrony provide important cues and, more importantly, that the brain

prefers smooth frequency transitions when binding spectral information

over time. Taken together, these are all cues which characterise physical

sounds sources, and any temporal binding mechanism that makes use of

them is likely to produce separate memory representations for sounds origi-

nating from distinct sources. The necessary heuristics for temporal binding

are hence likely based on knowledge about how sounds are generated in

the world around us.

In summary, any receiver hoping to make sense of sounds will have

to map spectro-temporal sequences to meaning. Such mappings are de-

pendent on a mechanism that can selectively bind spectral information

over time into a whole, a mechanism here termed temporal binding. This

mechanism is characterised by context-dependent responses to incoming

spectral information and a subsequent requirement of access to a fading

memory, two distinguishing properties that must be present in the brain

as well.

1.2 Auditory processing in the brain

The brain contains a multitude of regions that are responsive to sound

(Hackett, 2015), and we might wonder whether all of these are devoted

to performing temporal binding. Here, I will restrict myself to discussing

the properties of regions where temporal binding first emerges, namely,

the central auditory pathway and, in particular, the auditory cortex (AC)

(see Schnupp, Nelken, and King, 2011 and Pickles, 2015 for a review on

auditory processing in these regions).

Sounds are initially transformed into a time-frequency representation

in the cochlea. The pressure variations that constitute sounds causes

the basilar membrane inside the cochlea to vibrate more vigorously at

certain locations depending on the frequency content of the sound: higher

frequencies cause vibration closer to the base of the membrane and lower

frequencies closer to its tip. Consequently, the basilar membrane resembles
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a frequency analyser, where the vibration amplitudes along the membrane

at any point in time approximately maps to a vertical line in a spectrogram

representation of the sound.

Motion sensitive hair cells along the basilar membrane transduce the

vibrations into an electrical signal, which is then propagated to the brain

along the auditory nerve. This nerve branches into multiple pathways,

but the signal reaches the AC mainly through the central (or lemniscal)

auditory pathway in mammals, which, as depicted in Figure 1.2, ascends

trough the cochlear nucleus (CN), the superior olivary complex (SOC), the

inferior colliculus (IC), and the medial geniculate nucleus (MGN). The

tonotopical organisation that first emerges in the basilar membrane is

retained throughout, and neurons located closely in space at each station

therefore have similar best frequencies (Saenz & Langers, 2014). However,

the functional role of each station varies. In the lowest station, the CN,

neurons exhibit narrow frequency tuning and mainly function to increase

the temporal precision of spikes in the auditory nerve, subsequently al-

lowing neurons in the SOC to perform sound localisation by comparing

sound arrival times between the ears. Responsiveness to temporally more

complex stimuli, such as a simple auditory objects, is in turn thought to

first emerge in the IC, and to be subsequently exhibited by later stations

as well, that is, initially the MGN and later the AC. The functional purpose

of these latter stations is less well known, but they appear to continue

processing the signal serially to a large extent. In primates, for example,

the signal enters AC trough three core fields (A1, R, and RT), distinguished

by their reversed tonotopical organisations, and later spreads serially to

neuroanatomically distinct belt and parabelt regions (Rauschecker, Tian,

Pons, & Mishkin, 1997; Hackett, Stepniewska, & Kaas, 1998; Kaas &

Hackett, 2000; de la Mothe, Blumell, Kajikawa, & Hackett, 2006; Hackett,

2015).

Taken together, the central auditory pathway and the AC strongly resem-

ble a hierarchical structure where hierarchically higher regions process

signals from lower regions. It is, however, important to note that this is

not a one-way street. Hierarchically higher regions also send feedback

connections to lower regions, all the way down to the cochlea (Schnupp

et al., 2011; Hackett, 2015; Pickles, 2015). Temporal binding, therefore,

appears as an emergent property in a recurrent hierarchically structured

network.

5
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Figure 1.2. The central auditory pathway with its tonotopically organised lemniscal sta-
tions. Sounds are first transduced into electrical signals in the cochlea, where-
upon the signal progresses subcortically through the cochlear nucleus (CN),
the superior olivary complex (SOC), the inferior colliculus (IC), and the medial
geniculate nucleus (MGN). It then enters cortex through three core fields (A1,
R, and RT), and finally spreads serially to belt and parabelt regions. Adapted
from (Saenz & Langers, 2014).

1.3 Temporal binding along the auditory pathway

Temporal binding can be observed in multiple ways, with the most obvious

one being neural activity that is specific to particular sequences of spectral

information (auditory objects). However, it is incredibly difficult to infer

from recorded neural activity what these sequences are. Thus, the vast

majority of temporal binding observations are of a more indirect form of

various context effects. In practise, this corresponds to situations where

neural activity to a specific stimulus is affected by the stimulus history.

Such context effects have been observed at various stations along the

central auditory pathway, and below, follows a summary of these.
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1.3.1 Single-neuron responses to tone sequences

The three main context effects with pure tone stimuli are forward suppres-

sion (or masking), forward (or two-tone) facilitation, and stimulus-specific

adaptation (SSA). Forward suppression is observed in responses to tone

pairs (a masker followed by a probe), and it is manifested as a decreased

response to the probe tone. Suppression of the probe response is strongest

when the masker and the probe have the same frequency, and it decreases

as the time interval between the masker and the probe is made longer.

Forward suppression has been observed along the whole central auditory

pathway, and with recovery times ranging from tens to hundreds of ms

(Harris & Dallos, 1979; Calford & Semple, 1995; Brosch & Schreiner, 1997;

Wehr & Zador, 2005; Bleeck, Sayles, Ingham, & Winter, 2006; Brosch &

Scheich, 2008; Nelson, Smith, & Young, 2009; Ingham, Itatani, Bleeck,

& Winter, 2016). Exact comparisons between auditory stations are prob-

lematic due to differences in experimentation protocols, but the recovery

times appear to increase with the hierarchical level. For example, forward

suppression in the AC tends to have longer recovery times than in the

MGN (Wehr & Zador, 2005).

Complementary to the suppressed responses in forward suppression,

neurons in AC have also been observed to exhibit facilitated (or enhanced)

probe responses. These forward facilitated responses have been observed

for tone pairs of repeated or similar frequencies when the duration of both

the tones and the interval is several hundred ms (McKenna, Weinberger,

& Diamond, 1989). For shorter intervals, forward facilitation has been

observed for tone pairs separated by roughly 100 ms and one octave (Brosch,

Schulz, & Scheich, 1999; Brosch & Scheich, 2008), and for pairs separated

by < 50 ms and < 0.5 octaves (Sadagopan & Wang, 2009). It thus appears

that forward facilitation exists on multiple scales within AC.

SSA, in contrast to both forward suppression and facilitation, is usually

studied in the oddball paradigm. In this paradigm, the stimulus consists

of sequences of standard and deviant tones. As illustrated in Figure 1.3a,

the standard occurs frequently in the sequence, whereas the deviant is

rare. SSA is thus manifested as a suppressed (or adapted) response to the

standard but not to the deviant (Malmierca, Cristaudo, Pérez-González,

& Covey, 2009; Nelken, 2014). This type of behaviour is found in A1

(Ulanovsky, Las, & Nelken, 2003; Ulanovsky, Las, Farkas, & Nelken,

2004; Farley, Quirk, Doherty, & Christian, 2010; Taaseh, Yaron, & Nelken,
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2011; I.-W. Chen, Helmchen, & Lütcke, 2015) and in both lemninscal and

non-lemniscal regions of the IC (Malmierca et al., 2009; Zhao, Liu, Shen,

Feng, & Hong, 2011; Duque, Wang, Nieto-Diego, Krumbholz, & Malmierca,

2016) and the MGN (Anderson, Christianson, & Linden, 2009; Antunes,

Nelken, Covey, & Malmierca, 2010). SSA in lemniscal regions is, however,

weaker and occurs over shorter interstimulus intervals (ISIs) (Antunes et

al., 2010; Antunes & Malmierca, 2014; Nelken, 2014), but it occurs for ISIs

of increasing duration as one ascends up the auditory processing hierarchy

(Antunes & Malmierca, 2014). Strong SSA in lemniscal regions of the IC

and MGN have only been observed for ISIs of 125–250 ms (Malmierca

et al., 2009; Antunes et al., 2010; Duque et al., 2016), whereas strong SSA

in AC occurs for ISIs of roughly a second (Ulanovsky et al., 2003; Taaseh

et al., 2011).

1.3.2 Population responses to tone sequences

A population response similar to forward suppression can be observed

in electroencephalography (EEG) and magnetoencephalography (MEG)

recordings. Auditory event-related potentials (ERPs) and event-related

fields (ERFs) both exhibit a deflection at roughly 100 ms poststimulus: the

so called N1(m) response (H. Davis & Zerlin, 1966; Hari, Aittoniemi, Järvi-

nen, Katila, & Varpula, 1980). This response, which has its origin in AC

(Näätänen & Picton, 1987; Yamamoto, Williamson, Kaufman, Nicholson,

& Llinás, 1988), attenuates strongly to repeated tones and its full recovery

requires ISIs of more than 10 seconds (H. Davis, Mast, Yoshie, & Zerlin,

1966; Picton, Woods, Baribeau Braun, & Healey, 1977; Hari, Kaila, Katila,

Tuomisto, & Varpula, 1982).

The N1’s peak at 100 ms occurs later than the onset delay for single

neurons in AC, which is in the range of 15 to 40 ms (Inui, Okamoto, Miki,

Gunji, & Kakigi, 2006). Therefore, the N1 response probably represents

recurrent activity within AC. This is in contrast to both forward suppres-

sion and SSA. These occur already for early cortical responses to sounds

(Ulanovsky et al., 2003; Brosch & Scheich, 2008; Camalier, D’Angelo,

Sterbing-D’Angelo, de la Mothe, & Hackett, 2012; Nelken, 2014) and,

therefore, probably represent feed-forward activity to a large extent. The

difference in recovery times between single neuron responses and popu-

lation responses are hence possibly due to them representing different

types of activity, feed-forward versus recurrent. Although, species specific

differences might also play a role: forward suppression and SSA have been

8
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Figure 1.3. The MMN is defined as the difference wave obtained when subtracting the
standard’s ERP from the deviant’s in an oddball paradigm. a) The standard is
a frequently occurring tone (blue), whereas the deviant is a rare tone (red).
b) The deviant’s ERP is enhanced in the 100–200 ms poststimulus range,
a difference that is highlighted in the difference wave (generally called the
MMN). Adapted from Sams, Paavilainen, Alho, and Näätänen (1985).

mainly studied in monkeys, cats, and rodents, whereas N1 attenuation is

observed mainly in non-invasive experiments on humans.

ERPs and ERFs have also been extensively studied using the oddball

paradigm. In this paradigm, the deviant’s response differ clearly from the

standard’s. As depicted in Figure 1.3b, the deviant’s response is enhanced

in the 100–200 ms poststimulus range. This difference is most easily seen

by subtracting the standard’s ERP/ERF from the deviant’s, which results in

a difference wave, the mismatch negativity (MMN), that peaks at around

100–200 ms (Näätänen, Gaillard, & Mäntysalo, 1978). Hence, the MMN

is also likely to represent recurrent activity, and like the N1, it has been

observed for ISIs of up to 9 seconds (Sams, Hari, Rif, & Knuutila, 1993).

Experiments have shown that MMNs can be observed for any discrim-

inable change in a repetitive stimulus sequence (Näätänen, Paavilainen,

Rinne, & Alho, 2007; Paavilainen, 2013). Despite this, the underlying

mechanism is still under debate (Näätänen, Tervaniemi, Sussman, Paavi-

lainen, & Winkler, 2001; Farley et al., 2010; Fishman, 2014; Grimm, Escera,

& Nelken, 2016). Two competing hypotheses are the “sensory-memory”

hypothesis (Näätänen, Jacobsen, & Winkler, 2005) and the “neural adapta-

tion” hypothesis (May & Tiitinen, 2010). The sensory-memory hypothesis

assumes that the MMN is generated by a separate circuit dedicated to

novelty detection, whereas the adaptation model assumes that the MMN

is simply a modified N1 response due to adaptation effects within AC. The

models are hence mutually exclusive, as the former requires a separate

novelty detection circuit while the latter does not.
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1.3.3 Information about the acoustic past

In the above examples, temporal binding was evaluated by examining

the ISIs over which context effects were observed in single-neuron and

population responses to a tone sequence. A different approach is to directly

estimate how long information about previously presented stimuli is found

in the responses. This type of analysis has been carried out on both

spike and membrane potential recordings from single neurons. Using

information theoretical approaches, it has been shown that spikes in AC

carry information about previous stimuli for at least a few hundred ms

(Campbell, Schulz, King, & Schnupp, 2010; Klampfl, David, Yin, Shamma,

& Maass, 2012), that is, on similar time scales as for forward suppression,

forward facilitation, and SSA. However, Asari and Zador (2009) observed

that this time scale extends to several seconds when studying context

effects on membrane potentials. Furthermore, these authors showed that

context effects on membrane potentials in AC neurons were clearly longer

than in MGN neurons. Taken together, these results highlight that neural

activity simultaneously encodes both present and past acoustic stimuli, and

that AC is affected by stimuli further back in time than the hierarchically

lower MGN.

1.4 Neural representations along the auditory pathway

So far, evidence for temporal binding has only been indirectly inferred from

context effects. Ideally, one would instead like to know which set of spectral

sequences drive activity. This has, however, remained an elusive goal, as

attaining it would require a stimulus set comprising all possible spectral

sequences. It is, nonetheless, possible that general response properties

could be inferred from more restricted sets. Multiple studies have thus

compared neural responses to various classes of sounds, or alternatively,

tried to infer some general sequence properties that drive activity. As a

result, we have a coarse image of neural representations along the auditory

pathway, despite not knowing exactly which sequences that drive neural

activity. Below, I will summarize these findings as well as point out some

unresolved methodological problems.
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1.4.1 Preference for certain classes of sounds

A crude way of finding sequences that drive neurons at various stations

along the auditory pathway is to compare neural activity to different

classes of sounds. Unfortunately, this is not a very precise approach as

any comparison will only be between a few classes. It is therefore probable

that other classes of sounds exist that would drive neural activity better.

Hence, experiments of this type have resulted in very general descriptions

of the various stations along the auditory pathway: neurons in areas up

to and including the core respond to pure tones mainly, whereas neurons

in belt areas appear more sensitive to band-passed noise and animal

vocalizations (Rauschecker, Tian, and Hauser, 1995; Kaas and Hackett,

2000; Rauschecker and Tian, 2004; Pickles, 2015, but see Wang, Merzenich,

Beitel, and Schreiner, 1995).

Studies on speech processing in humans have reached similar conclusions

to those above. Functional magnetic resonance imaging (fMRI) studies

have found that hierarchically higher cortical stations are more responsive

to speech than to tones, reversed speech, and spectrally rotated speech

(Binder et al., 2000; Okada et al., 2010; Evans et al., 2014). Hence, it is

thought that core areas are more sensitive to spectral content, whereas

higher cortical stations are more sensitive to longer spectral sequences,

such as speech (Peelle, Johnsrude, & Davis, 2010). Support for this idea has

also been found from intra-cortical recordings, where some hierarchically

higher cortical neurons prefer speech sounds to environmental sounds

and pure tones (Chan et al., 2014). Whether these neurons truly are

selective for speech sounds is, however, still an open question. Nonetheless,

electrocorticography (ECoG) recordings indicate that these neurons encode

specific speech sounds on a population level (Chang et al., 2010; Mesgarani,

Cheung, Johnson, & Chang, 2014), and lesion studies have highlighted the

importance of these hierarchically higher cortical stations for successful

speech recognition (Boatman, 2004; Mirman et al., 2015).

1.4.2 Spectro-temporal receptive fields

In a more direct approach, studies have tried to extract descriptions or

quantizations of the stimulus that optimally drives neural activity. In

these cases, a mathematical model is constructed that strives to imitate a

neuron’s stimulus-response mapping. A traditional example is the spectro-

temporal receptive field (STRF) (Aertsen, Johannesma, & Hermes, 1980;
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Figure 1.4. The STRF provides a linear description of the spectrogram features that best
drive neural activity. Typical IC neuron STRFs consist of one excitatory region
for a specific frequency with possible trailing and flanking inhibitory regions.
Data from Theunissen et al. (2009).

deCharms, Blake, & Merzenich, 1998; Theunissen, Sen, & Doupe, 2000),

which is a linear description of those spectrogram features that best drive

neural activity. Figure 1.4 illustrates three representative STRFs for

three avian IC neurons, where each neuron responds preferentially to

tones of a specific frequency (red areas). Additionally, the STRFs indicate

that the first and third neuron can be inhibited by tones of the same and

neighbouring frequencies, respectively. STRFs evaluated at other stations

along the auditory pathway exhibit similar patterns, but with a jump

in complexity when reaching AC (Sharpee, Atencio, & Schreiner, 2011;

Theunissen & Elie, 2014).

STRFs are, however, unable to describe sequence sensitivity and tempo-

ral binding in general. This shortcoming derives from the underlying linear

description that maps spectrogram features to neural activity. Selectivity

to a spectral sequence, such as tone A followed by tone B, requires that

neural activity to the sequence is larger than the summed responses of the

two tones presented in isolation, a requirement that is nonlinear by defini-

tion. The STRF is therefore most probably a too simplistic quantization

of neural behaviour. Indeed, Escabı and Schreiner (2002) found that only

60 % of IC neurons fulfilled the linearity requirement, and further studies

in AC have concluded that STRFs only describe roughly 10 to 20 % of the

variation in test data (Sahani & Linden, 2003; Machens, Wehr, & Zador,

2004). There hence appears to be a model misfit problem when linking

STRFs with the behaviour of real neurons. This has three consequences: 1)

STRFs might include artificial structure (Machens et al., 2004; Christian-

son, Sahani, & Linden, 2008; David & Shamma, 2013), 2) STRFs become

stimulus dependent (David, Mesgarani, Fritz, & Shamma, 2009; Laudan-

ski, Edeline, & Huetz, 2012), and 3) STRFs can not detect nor describe

12



Introduction

temporal binding to specific spectral sequences. Various extensions of the

traditional STRF have been proposed to remedy these problems (Sharpee,

2013; Meyer, Williamson, Linden, & Sahani, 2017), but the problem of

describing sensitivity to spectral sequences is still unsolved.

1.5 Possible mechanisms for temporal binding

Having explored what we know about auditory processing, I now turn to

the possible mechanisms that might underlie temporal binding. Previously,

I argued that a key requirement for temporal binding is access to a fading

memory, and a point of interest is hence where this memory resides along

the auditory pathway. At this point, one should keep in mind that biological

neural networks, such as the auditory system, exhibit both recurrent

connectivity and dynamic synapses. It is hence likely that no specific

memory circuit is needed, as both recurrent connectivity and dynamic

synapses make network activity dependent on internal states (Haykin,

2009; Buonomano & Maass, 2009). The auditory system can therefore

be seen as a dynamical systems whose internal states can represent the

acoustic past, that is, this system contains a built-in memory mechanisms

by default.

The potential of recurrent neural networks to learn and model tempo-

ral sequences has long been well known, as such networks can also be

universal approximators of dynamical systems (Funahashi & Nakamura,

1993). However, it has been difficult to utilize such structures fully in engi-

neering applications, as no good training algorithm exists (Haykin, 2009;

Lukoševičius & Jaeger, 2009). However, it might be that none are needed:

state-dependent networks (Buonomano & Merzenich, 1995), echo state

networks (Jaeger, 2001), and liquid state machines (Maass, Natschläger,

& Markram, 2002) have all illustrated that one can tap into the power of

recurrent neural networks using (mainly) random connections. The gen-

eral idea is to interpret neuronal activity within the recurrent network (its

active internal state) as a high-dimensional representation of the stimulus,

and subsequently, view stimulus sequences as trajectories in this high-

dimensional space. This idea, which is illustrated by neuronal responses

to two odours in Figure 1.5, is collectively termed reservoir computing (Ver-

straeten, Schrauwen, D’Haene, & Stroobandt, 2007; Buonomano & Maass,

2009; Lukoševičius & Jaeger, 2009), where the term reservoir refers to the

network whose parts constitute the internal state.
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Figure 1.5. Trajectories of 87 locust antennal lobe neurons in response to two different
odours (citral and geraniol). Dimensionality reduction techniques have been
used to reduce the original 87-dimensional space into a three-dimensional
space, in which the responses to both odours resulted in different trajectories.
The numbers denote time points in seconds and the letter B denote the resting
state. Adapted from Buonomano and Maass (2009).

The internal state of the reservoir is not limited to neuronal activity.

It may also include the hidden internal states of the network’s dynamic

synapses. Chemical synapses in biological neural networks exhibit short-

term synaptic plasticity (STP) and are therefore never static, as they

vary in strength depending on previous activity. Two prominent forms of

STP are synaptic depression and facilitation (Tsodyks & Markram, 1997;

Markram, Gupta, Uziel, Wang, & Tsodyks, 1998), where the synapses

are temporarily weakened and strengthened, respectively. Depression can

last up to a couple of seconds, whereas facilitation occurs for no longer

than a few hundred milliseconds (Abbott & Regehr, 2004). Several mech-

anisms are though to underlie STP, and more than one may be present

at any one time. Depression is thought to emerge when the pre-synaptic

neuron decreases the amount of neurotransmitter released (e.g. due to

depletion of available neurotransmitter vesicles), or due to desensitisation

in the post-synaptic neuron (Friauf, Fischer, & Fuhr, 2015). In contrast,

the exact reason for facilitation is unknown, but the build-up of calcium

concentrations in the pre-synaptic neuron is though to be a contributing

factor (Regehr, 2012).

STP in the form of depression and facilitation is present along the central

auditory pathway (MacLeod, 2011; Reyes, 2011; Friauf et al., 2015), and

the hidden internal states of dynamic synapses are therefore one potential
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underlying mechanism for temporal binding. In support of this, it has

been shown that temporal binding emerges, in hierarchical computational

models of AC, when synaptic depression is included (May & Tiitinen,

2010, 2013). Similarly, others have found using different computational

models of A1 that STP can cause neurons to exhibit forward suppression

and facilitation (Goudar & Buonomano, 2015), as well as SSA (Yarden &

Nelken, 2017). It is thus possible that recurrent connectivity together with

STP lay the foundation for an efficient fading memory mechanisms that

can be utilised for temporal binding.

1.6 Temporal binding summary and a way forward

We still do not know how our brains perform temporal binding, this despite

the various forms of binding that have been observed along the auditory

pathway. We do, however, know that this type of binding emerges in

hierarchical recurrent networks where the edges of the network exhibit

STP, and where hierarchically higher stations exhibit context effects over

longer time scales and for more complex spectral sequences. However,

we still lack the computational tools needed to find out what specific

types of spectral sequences drive activity at each station. Commonly

used quantizations of neural behaviour, such as the STRF, are unable

to describe sequence sensitivity. We are therefore currently left with a

fuzzy picture of temporal binding in the brain, whereby the hierarchically

structured auditory pathway performs temporal binding over increasing

time intervals, but for largely unknown spectral sequences.

Progress towards our goal of resolving how the brain performs temporal

binding is likely to depend on our ability to link simulations to the vast

array of results on speech perception and sound processing in the brain.

We need to show that STP in a hierarchical network leads to context sensi-

tivity that is consistent with what we know about auditory processing in

the brain. This is a demanding task, and one that will likely require new

computational methods for analysing neural behaviour. Our knowledge

about temporal binding today is hampered by the difficulty of specifying

which spectral sequences neurons respond to. This is a limitation that

makes it difficult to compare results from simulations with real recordings.

I therefore believe that new computational methods are key to unlocking

the mechanism behind temporal binding in the brain, together with simu-

lations that link underlying mechanisms such as STP to real recordings.

15



Introduction

16



2. Goals of the current research

This thesis project seeks to advance our knowledge of how a robust tem-

poral binding mechanism emerges from the brain’s neural circuitry. I do

this through computational modelling of hierarchical neural networks, and

by developing new computational methods for extracting and visualising

single neuron behaviours from spike recordings. The project has two stages

with separate aims: Stage 1 (Publication I and Publication II) investigates

whether STP gives rise to context sensitivity in line with existing record-

ings, whereas stage 2 (Publication III and Publication IV) seeks to develop

new methods for detecting and visualizing temporal binding behaviours in

single cell recordings. All in all, my goal is to show that STP can be one

possible mechanism responsible for temporal binding, and to develop new

methods capable of testing this hypothesis on real data.
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3. Methods

The project’s two stages utilize slightly different methodologies. The first

stage focuses on computational modelling of neural dynamics, whereas

the second is more focused on estimating neural behaviours from recorded

data. This dichotomy is retained below where the methods used for each

task are presented separately.

3.1 Computational modelling of neural dynamics

Neural dynamics can be computationally simulated at various levels of

abstraction, but at all levels, I model these dynamics with networks of

nodes and edges. The distinctive features of any single realization can

therefore be characterized by the network’s structure and by what its nodes

and edges represent.

I have already briefly mentioned the distinction between feed-forward

and recurrent dynamics, and this division is made explicit in Figure 3.1,

where a fully connected hierarchical feed-forward network is compared

to a randomly connected hierarchical recurrent network. In feed-forward

networks, the signal propagates from a hierarchically lower layer to a

hierarchically higher one, whereas recurrent networks allow connections

within layers as well as in the hierarchically downward direction. This

means that loops can form, and consequently recurrent networks can

exhibit oscillatory or even chaotic behaviours (Dayan & Abbott, 2005;

Buonomano & Maass, 2009).

The network’s nodes, in turn, represent either single neurons or neuronal

populations. They may be realistic or highly simplified descriptions, and

consequently, they affect the network’s level of abstraction (or detail).

Similarly, the edges can represent synaptic coupling strengths between

individual neurons or populations of neurons, and these might be static or
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Feed-forward Recurrent

Figure 3.1. Hierarchical networks can broadly be categorized as being of feed-forward
or recurrent type. In feed-forward networks, connections are always going
from a hierarchically lower to a hierarchically higher layer, whereas recurrent
networks allow connections in the opposite direction as well as connections
within layers (as in the randomly connected recurrent network above).

plastic. Hence, there exists a multitude of possible network abstractions

and below follows a brief description of the ones relevant for this thesis.

3.1.1 Spiking nodes

Individual neurons communicate using spikes (action potentials), and more

realistic networks hence utilize nodes that approximate neural behaviour

at this level. In such networks, nodes are often taken to be of the leaky

integrate-and-fire type (Dayan & Abbott, 2005; Morrison, Straube, Plesser,

& Diesmann, 2006), where each node is described as a leaky integrator

that fires an action potential whenever a specified threshold is reached.

In, for example, the NEST simulator (Gewaltig & Diesmann, 2007), such

nodes are described using the following differential equation:

dVm

dt
= −Vm − El

τm
+

Isyn(t)

Cm
+

Ie(t)

Cm
, (3.1)

where Vm is the membrane potential, El is the resting membrane potential,

τm is the membrane time constant, Isyn is the sum of all synaptic input

currents, Ie is an external input current, and Cm is the membrane capaci-

tance. Synaptic conductances are often modelled with an alpha function,

meaning that Isyn can be broken down as (Dayan & Abbott, 2005):

Isyn(t) =
∑

w
t− tspike

τs
e1−

t−tspike
τs , (3.2)

where the sum is over all synapses, w is the synapse/edge strength (posi-

tive=excitatory and negative=inhibitory), τs the alpha function’s rise time,

and tspike the time elapsed since the pre-synaptic neuron spiked. The synap-

tic coupling strength between two neurons is hence assumed to be static.

However, additional dynamics can be incorporated to make it plastic, and

STP, for example, can be incorporated by activity-dependent scaling of w

(Tsodyks & Markram, 1997; Markram et al., 1998).
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3.1.2 Rate based nodes

A simplification beyond modelling single spikes is to describe the neuron

in terms of a continuous firing-rate variable. In these cases, the firing rate

v of each network node is described as (Dayan & Abbott, 2005):

τr
dv

dt
= −v + f(wᵀv), (3.3)

where τr determines how fast a steady state is reached, w denotes the con-

nections weights to all other nodes, and f() is a monotonically increasing

activation function that maps the total input into a firing rate. The firing

rate might additionally be interpreted as representing a single neuron

(Hopfield & Tank, 1986) or a population, as in neural mass models (Wilson

& Cowan, 1972; Breakspear, 2017).

A further simplified firing rate node can be obtained by ignoring the

dynamics in Equation 3.3, and instead assuming that only the steady state

is important. By setting the derivative to zero, we find the steady state to

be given by:

v = f(wᵀv), (3.4)

which corresponds to the description used for nodes in artificial neural

networks (ANNs) (Haykin, 2009). ANNs hence operate in discrete time

under the assumption that the network always has had time to reach its

steady state in-between time points. However, this does not imply that

synapses need to be static. By assuming that the time constants for STP

are clearly longer than τr, we can nonetheless utilize dynamic synapses in

both Equations 3.3 and 3.4.

3.1.3 Quantifying temporal binding in modelled networks

For individual nodes, it is possible to quantify the presence of temporal

binding using all the various indirect measures presented earlier, such

as forward suppression and facilitation, and SSA. Similarly, it is possible

to quantify temporal binding on the network level using the previously

introduced concepts of active internal states and their trajectories: any

stimulus sequence that causes activity also traces out a trajectory in the

high-dimensional space spanned by all active internal states. Linear read-

out neurons can correctly classify groups of stimulus sequence that are

linearly separable within this space, and their generalization performance

to unseen sequences increase with the distance between inter-class tra-

jectories (Legenstein & Maass, 2007; Buonomano & Maass, 2009). Thus,
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it makes sense to quantify temporal binding on the network level by the

network’s ability to spread out trajectories belonging to different classes

of stimuli. That is, sounds with different meaning should have clearly

different trajectories.

While distances between trajectories can be readily calculated for sim-

ulated networks, doing the same for experimentally collected data can

be trickier. Non-invasive methods such as EEG and MEG only provide

a single measure of aggregated activity, and it is hence not possible to

determine distances between trajectories. However, simulated network ac-

tivity can also be aggregated so as to provide estimates of what their EEG

or MEG signal would look like. This path, in turn, makes it possible to

investigate how temporal binding manifests itself in signals of aggregated

network activity (May & Tiitinen, 2010).

3.1.4 Supervised sequence learning in feed-forward networks

In contrast to recurrent networks, feed-forward networks cannot form

loops, and training them is consequently easier. Feed-forward ANNs, for

example, can be trained using the classical backpropagation algorithm

(Rumelhart, Hinton, & Williams, 1986). This algorithm seeks to make the

firing rates of the nodes in the hierarchically highest layer resemble given

values (according to some objective functions, such as least squares) so that

the network exhibits the correct input-output mapping. In practise, the

backpropagating algorithm ensures that the gradient of each edge weight

can be determined in a iterative manner, and that even large networks can

be trained using various gradient descent approaches (Ruder, 2016).

Standard feed-forward ANNs are universal approximators (Hornik, Stinch-

combe, & White, 1989) and are hence excellent for pattern recognition.

They are, however, unable to recognise temporal sequences, as they lack a

memory mechanism: all synapses are static (once the network is trained)

and there can be no recurrent activity. This limitation can nonetheless

be overcome by utilizing a tapped delay line, where each node receives

both the current input from the layer below as well as historical values

(Waibel, Hanazawa, Hinton, Shikano, & Lang, 1989; Dahl, Yu, Deng, &

Acero, 2012). The lowest input layer then sees an input sequence instead

of just one input, and the network as a whole ends up mapping sequences

of inputs to outputs. In mathematical terms, Equation 3.4 is redefined as:

vhighert = f(wᵀ
t v

lower
t +wᵀ

t−1v
lower
t−1 , ...,+wᵀ

t−Nt
vlower
t−Nt

), (3.5)
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where Nt denotes the historical length of the delay line in discrete time

steps, and where the superscripts emphasizes that the signal is propagated

from a hierarchically lower layer to a higher one.

The inclusion of a delay line provides the network with an explicit mem-

ory mechanism, but one that lacks a biological motivation in general (Goel

& Buonomano, 2014). Delay lines have only been observed for very short

durations, for example, up to roughly 30 ms in the big brown bat (Dear,

Simmons, & Fritz, 1993). As an alternative, one could instead explore

feed-forward networks with some hidden internal state. Gutig and Som-

polinsky (2006), for example, utilized the membrane potential in deriving

the tempotron learning rule. In this case, the potential is an internal state

affecting neural excitability as its dynamics include a time constant, that

is, the effects of historical inputs on the potential do not disappear instan-

taneously, but rather decay at a rate determined by the time constant.

Similarly, a standard feed-forward ANN with edges expressing STP will

likewise have hidden internal states, but with time constants that are

much longer than in the tempotron (Buonomano & Maass, 2009).

3.2 Estimating neural behaviour from data

Ideally, we would like to know what type of spectral sequences drive neural

activity at various stations along the central auditory pathway. One step

towards this goal is to present the auditory system with a wide range of

sounds while recording the activity of single neurons. Such experiments

provide stimulus-response data of the type illustrated in Figure 3.2, where

the stimulus is described with a spectrogram and the responses with

binned spike counts (probabilities).

Stimulus-response pairs are subsequently created by assuming that each

response is only affected by stimuli within a preceding finite time window

whose length is set based on prior knowledge or treated as a parameter.

This is illustrated in Figure 3.2, where the response highlighted by the

black circle is linked with the stimulus found within the rectangular black

window, so as to form one stimulus-response pair. By performing the same

type of linking for each response, one ends up with a data set of stimulus-

response pairs. For ease of notation, the stimulus part in each pair is

generally vectorized. This lets us describe the stimulus-response data as

a set consisting of responses yi and stimulus vectors xi, where the index

runs from 1 to N and indicates discrete time.
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Figure 3.2. Example of stimulus response data from the avian auditory system. The
spectrogram representation of the stimulus was obtained using a short-term
Fourier transform with a window length of 2 ms and half overlap, and re-
sponses are binned with a temporal resolution of 1 ms. Stimulus-response
data is created by further linking each response with a region of the spectro-
gram that preceded it, as highlighted by the encircled response and the boxed
in region of the spectrogram. Data from Theunissen et al. (2009).

The objective for describing neural behaviour can now be formulated as

follows: find an interpretable model that maps xi to ŷi so that the predicted

responses ŷi are as close to the actual responses yi as possible. I stress that

the interpretability constraint is of utmost importance, as it highlights

that our goal is to learn the sequences which drive a neuron, and not just

to replace one “black box” with another. Models should hence be judged on

how well ŷi resembles yi and on their ability to provide an interpretable

quantization of neuronal behaviour.

3.2.1 Linear models

A natural first model is to assume a linear stimulus response mapping,

where the predicted response is determined as:

ŷi = zi = wᵀ
rfxi, (3.6)

where zi is a similarity score and wrf is the vectorized linear receptive field

(RF), also known as the STRF. The RF’s parameter values can be found by

minimizing the total squared error,
∑

i (yi − ŷi)
2, in which case the unique

parameters are found by (Theunissen et al., 2001; Blake & Merzenich,

2002; David, Mesgarani, & Shamma, 2007):

wrf = (XᵀX)−1Xᵀy, (3.7)

where X is a stimulus matrix whose rows are given by xᵀ
i , i = 1, . . . , N ,

and y a response vector with elements yi, i = 1, . . . , N . We note that if the

elements of xi happen to be identically and independently distributed, then
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the inverse turns into a scalar and Equation 3.7 is subsequently equivalent

(up to a constant) to the spike-triggered average (STA), also known as

reverse correlation (deCharms et al., 1998; Dayan & Abbott, 2005).

The simple linear mapping in Equation 3.6 neatly satisfies the inter-

pretability constraint, as the found RF can be interpreted as a linearly

optimal stimulus. However, if the real mapping is nonlinear, then the

linear RF will provide an incorrect description of neural behaviour (Chris-

tianson et al., 2008; David & Shamma, 2013). Such nonlinearities could

stem from a spiking threshold or temporal binding, where the latter by

definition is a nonlinear response to combinations of elements in xi.

3.2.2 Traditional LN models

The linear-nonlinear (LN) model extends the linear model by adding a

one-dimensional nonlinearity g() that maps the linear part to spike counts

according to:

ŷi = g(zi) = g(wᵀ
rfxi). (3.8)

For spherically symmetric stimulus distributions, the RF can again be

found using Equation 3.7, whereupon the nonlinearity can be indepen-

dently established using Bayes rule (Chichilnisky, 2001; Paninski, 2003):

g(z) = P (spike|z) = P (spike)
P (z|spike)

P (z)
.

For arbitrary stimuli, however, other methods are needed for estimating

wrf . One alternative is the generalized linear model (GLM) framework,

which leads to a convex objective function for certain fixed nonlinearities.

For example, a logistic function or an exponential function corresponds

to logistic and Poisson regression, respectively (Fox, 2008). Another al-

ternative is to search for an RF that maximizes the mutual information

between spike responses and wrf . Such maximally informative models do

not make any assumption about the nonlinearity, but they rely on solving a

non-convex optimization problem, where convergence to a global optimum

can not be guaranteed (Sharpee, Rust, & Bialek, 2004; Sharpee et al.,

2006).

3.2.3 Multi-filter LN models

The traditional LN model corrects for one of the shortcomings of the purely

linear model, that is, it makes it possible to incorporate threshold and

saturation effects. However, it still falls short of describing nonlinearities
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that derive from a neuron responding to several spectral features. Further

extensions are therefore needed and a common approach has been to equip

the traditional LN model with multiple filters. These filters are assumed

to span a low-dimensional relevant stimulus subspace, and the mapping is

hence assumed to be of the following form:

ŷi = g(zi) = g(wᵀ
rf1xi,w

ᵀ
rf2xi, . . . ), (3.9)

where the RF indices enumerate the model’s filters and where g() is a

nonlinear mapping from the relevant subspace to neural responses.

Similarly to the traditional LN model, the filters of the multi-filter LN

model can in some cases be obtained independently of the nonlinearity.

Various methods exist for spherically symmetric stimuli (Touryan, Lau,

& Dan, 2002; Pillow & Simoncelli, 2006; Samengo & Gollisch, 2013), and

the mutual information approach for the traditional LN model can also

be extended to find two or three filters for arbitrary stimuli. However, the

multi-filter LN models have drawbacks in terms of their interpretability:

It becomes increasingly difficult to mentally add up the effects of different

filters and it is impossible to visualize a nonlinear mapping from a relevant

subspace of higher dimensionality than three (although simplification

might be possible in some situations; Kaardal, Fitzgerald, Berry, and

Sharpee, 2013). Hence, only multi-filter LN models with maximally two

or three filters can be said to pass our interpretability constraint, and

these are also the only ones which can be estimated for arbitrary stimuli

(although this restriction can be overcome if the shape of the nonlinearity

is restricted instead, as in low-rank quadratic nonlinear models Fitzgerald,

Rowekamp, Sincich, and Sharpee, 2011; Park, Archer, Priebe, and Pillow,

2013; Rajan, Marre, and Tkačik, 2013). Thus, the multi-filter LN model

is mainly useful in cases where the traditional LN model is insufficient,

but where neural behaviour can be described with a multi-filter LN model

containing two or three filters.

3.2.4 Context models

Context models, like multi-filter LN models, can be seen as extensions of

the traditional LN model (Ahrens, Linden, & Sahani, 2008; Williamson,

Ahrens, Linden, & Sahani, 2016). However, in contrast to multi-filter LN

models, context models assume that neural behaviour can be described

with an RF and one or more context fields (CFs). For a single-CF context
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Figure 3.3. Context models scale each RF element in the traditional LN model based
on the local stimulus context of the element. This is highlighted above for
the stimulus vector in Figure 3.2, by denoting the local stimulus context for
element j with a grey frame. The size of the frame hence corresponds to the
size of the CF, which may or may not equal the size of the RF. Data from
Theunissen et al. (2009).

model, this assumption gives a mapping of the form:

ŷi = g(zi) = g

⎛
⎝∑

j

wrf
j xij

[
1 +wᵀ

cfx
ctx
ij

]⎞⎠ (3.10)

where wcf is the vectorized CF and xctx
ij is the vectorized local stimulus

context around stimulus element j. The context model hence scales each

RF element in the traditional LN model by a scalar (1 + wᵀ
cfx

ctx
ij ) that

represents the similarity between the local stimulus context and the CF.

This is illustrated for RF element wrf
j in Figure 3.3, where the local stimulus

context is denoted by the grey rectangle. A context field thus makes it

possible to scale up or down the influence of structure in the RF when a

certain context is present or absent. This makes it possible to describe

mappings where a neuron only responds to a specific tone when it is

presented in the right context (sequence), for example, when a neuron only

responds to tone A when it is preceded by tone B.

Inclusion of one or more CFs leads to non-convex optimization problems,

and finding even a locally optimal solution might be tricky. Ahrens et al.

(2008) suggested an alternating least squares algorithm to overcome this

problem, and it can effectively converge onto one locally optimal solution.

Unfortunately, this solver assumes that g() is the identity function, and

there is a risk that the CF models potential threshold or saturation effects

instead of context effects.

3.2.5 Possible stimulus-response mappings

Like multi-filter LN models, context models suffer from interpretability

issues when many CFs are included. However, as illustrated in Figure
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Figure 3.4. Context and multi-filter LN models cover different sets of stimulus-response
mappings for a fixed number of model parameters. The model-specific
stimulus-response mapping sets overlap, as both model frameworks are exten-
sions of the traditional LN model and include it as a special case.

3.4, context models with one CF can describe mappings that a two-filter

LN model can not, and vice versa. That is, as context and multi-filter

LN models extend the traditional LN model in different ways, they end

up describing different sets of stimulus-response mappings. It is hence

possible that one extension is better than the other for any one neuron.

Comparing context and multi-filter LN models therefore provides informa-

tion on which model framework better characterizes the stimulus-response

mappings of neurons, and this will reveal which model framework’s simpli-

fying assumptions that better approximate neural behaviour. Additionally,

one framework might be able to describe neural behaviour with fewer

parameters and in a more interpretable manner than the other.

3.2.6 Model comparisons

Good model performance is characterized by model predictions that are

very similar to the recorded responses. One traditional way of comparing

models has been to use the correlation coefficient (Meyer et al., 2017), or

Pearson’s r, defined as:

r =
cov(y, ŷ)√
var(y) var(ŷ)

. (3.11)

Alternatively, a normalized version can be used if the same stimulus has

been presented during multiple trials (Schoppe, Harper, Willmore, King,

& Schnupp, 2016).

The correlation coefficient can in some cases be problematic as it requires

access to model predictions. Multi-filter LN models, in particular, require

that the nonlinearity be estimated using histograms, in which case each

bin adds one model parameter. It may therefore be difficult to compare

models of equal complexity (i.e., with the same number of parameters) if
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an unequal numbers of parameters are used to estimate the nonlinearity,

which will happen if the nonlinearities represent mappings from spaces

of unequal dimensionality. In such cases, the single-spike information

might be a better option for model comparisons. It represents the mutual

information between spikes and the similarity scores as (Sharpee et al.,

2004):

I =

∫
P (z|spike) log2

[
P (z|spike)

P (z)

]
dz, (3.12)

where z might have one or many dimensions, and where P () denotes

probability distributions estimated with histograms. Often, however, there

are not enough samples available to appropriately estimate the histograms.

In these cases, finite sample effects cause the single-spike information to

be systematically biased, and corrections are subsequently needed (Treves

& Panzeri, 1995; Panzeri, Senatore, Montemurro, & Petersen, 2007).
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4. Summaries of the studies

4.1 Publication I: Computational modelling suggests that temporal
integration results from synaptic adaptation in auditory cortex

4.1.1 Aim of the study

Temporal binding manifests itself as various context effects in both single-

cell and population recordings. Our aim in this study was to investigate

whether STP, or more specifically synaptic depression, might be the cause

of the observed context effects at both levels of observation.

4.1.2 Methods

We utilized a previously introduced computational model of AC (May &

Tiitinen, 2013), which was based on the anatomy of macaque AC (Hackett

et al., 1998; Kaas & Hackett, 2000) and consisted of 208 firing rate node

pairs (one excitatory and one inhibitory node) divided into 13 fields (3 in

the core, 8 in the belt, and 2 in the parabelt) with 16 pairs in each field.

Inhibition was always local to each field, whereas the excitatory connec-

tions formed a recurrent hierarchical network with three layers: core ↔
belt ↔ parabelt, as illustrated in Figure 4.1. The network’s MEG (popula-

tion) response was calculated as the total excitatory network activity and

scaled by the directionality of the connections (feed-forward connections

had a positive contribution whereas feedback connections had a negative

contribution).

Single-node responses to presentations of tone sequences were analysed

at each hierarchical level by searching for context effects representative

of temporal binding. That is, we looked for nodes that exhibited SSA or
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Figure 4.1. The simulated network was based on macaque AC anatomy (Hackett, Step-
niewska, & Kaas, 1998; Kaas & Hackett, 2000). Each core, belt, and parabelt
field contained 16 node pairs (one excitatory and one inhibitory node) and
these were connected so as to form a recurrent hierarchical network. Inhibi-
tion was thus local to each field, whereas excitatory connections between fields
followed the arrows so as to create three hierarchical levels: core ↔ belt ↔
parabelt. The black and grey arrows represent strong and weak connections,
respectively

combination sensitivity (CS), where the latter is a specific form of forward

facilitation (high response to part A followed by part B, but a low response

to the reversed sequence). Population responses, in turn, were evaluated

by analysing MMNs to various standard-deviant conditions, where the

standard and deviant consisted of single tones or ascending and descending

tone pairs. Both the single-node and population responses were evaluated

for a range of recovery rates from synaptic depression. Our main results

compared the effects of a slow recovery rate (τ = 1.6 s) with those due to a

fast one (τ = 100 ms), but intermediate rates were also used.

4.1.3 Results and discussion

We observed that individual nodes exhibited both SSA and CS to a two-

tone stimulus. This is illustrated in Figure 4.2, where the responses of

eight CS and eight non-CS nodes are compared. The CS nodes responded

selectively to a two-tone sequence but not to the reversed sequence nor

to either tone presented in isolation. The majority of CS nodes as well

as the SSA nodes where primarily located in hierarchically lower layers,

and their presence increased with larger time constants (slower recovery).

For more complex four-tone sequences, the occurrence of CS nodes again

increased with a larger time constant, but this time, the CS nodes were
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Figure 4.2. Several nodes exhibited temporal binding in the form of CS to a tone pair
stimulus. These nodes responded to a specific two-tone sequence but not to
the reversed sequence nor to the two tones in isolation. Non-CS nodes, in
contrast, generally responded to all four possibilities.

preponderately located in hierarchically higher layers. Synaptic depression

therefore appears to provide the network with internal hidden states useful

for temporal binding, and furthermore, it appear to do so in a way that

makes hierarchically higher layers selective for longer and more complex

stimuli.

The MEG responses to oddball stimuli exhibited MMNs similar to those

found experimentally, but again only for the larger time constant (τ = 1.6

s). With the larger time constant, however, we observed MMNs to oddball

stimuli consisting of both single tones and various ascending or descending

tone pairs. Examples of the latter case are illustrated in Figure 4.3, where

an MMN response was found for deviants constituting: 1) the descending

sequence of a specific tone pair, 2) descending sequences of multiple tone

pairs, and 3) an arbitrary collection of ascending and descending tone pairs.

We further investigated if these MMNs were results of activity in a specific

mismatch generator part of the network, that is, a collection of nodes that

would have responded to deviants only. However, we were unable to find

any such nodes and the results thus favour the proposition that the MMN

is just an adapted N1 response.

33



Summaries of the studies

a)

b)

c)

Figure 4.3. MMNs were observed in responses to oddball stimuli for several different
types of standards and deviants with the larger time constant (standards are
coloured blue, deviants red, and the MMN is drawn in grey). a) The standard
and deviant corresponds to the ascending and descending sequence of two
tones, respectively. b) The standard and deviant are drawn from separate sets
of ascending and descending tone pairs. c) Both the standard and deviants
are arbitrarily selected from a set of ascending and descending tone pairs
(only shown for τ = 1.6 s).

The combined results therefore illustrate that STP, in the form of synap-

tic depression, can explain temporal binding phenomena along the auditory

pathway in both individual units and on a population level. The results

thus support the idea that STP could be a possible mechanisms underlying

temporal binding in the brain (Buonomano & Maass, 2009). Likewise, the

results also support the “neural adaptation” hypothesis for the generation

of the MMN (May & Tiitinen, 2010), as no specific novelty detection circuits

were found.
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4.2 Publication II: Memory Stacking in Hierarchical Networks

4.2.1 Aim of the study

Temporal binding appears to occur over increasing time intervals as a

sound signal traverses the central auditory pathway. In this study, we

investigated how a local memory mechanism, such as delay-lines and STP,

can give rise to such behaviour in hierarchical networks.

4.2.2 Methods

We examined temporal binding in three different types of rate-based three-

layer feed-forward networks. The first two operated in discrete time and

differed only in the local memory mechanism implemented: One equipped

each node with a delay-line going one time step back in time, whereas

the other utilized an STP rule that made each synapse dependent on

the presynaptic node’s activity during the previous time step. Thus, the

discrete-time networks equipped each node with a local memory that had

a duration of one time step.

Both discrete-time networks were fed a binary two-dimensional input

that represented the presence or absence of two frequencies (f1 and f2).

The resulting four possible input states (22) encoded three codons (A, B, and

C), so that A = absence of both, B = either frequency present, and C = both

frequencies present. Sequences with a duration of three time steps could

hence be represented by one of the 64 sequences in Table 4.1, where the

absence or presence of a frequency is denoted by -1 and 1, respectively. We

subsequently trained our two networks to detect such sequences, despite

these being one time step longer than the local memory of each node.

The delay-line network was trained using the backpropagation algorithm,

whereas the STP network was trained using a new learning rule introduced

in this study.

We also used a continuous-time network to examine the effects of STP on

temporal binding. This network was equipped with depressing synapses

and had a similar structure to the network used in Publication I, but with

one crucial difference: it lacked feedback connections from hierarchically

higher to lower layers. The network was fed 225 unique pairs of 15 ran-

domly generated input vectors (representing spectral information), and

its ability to exhibit CS for various ISIs was evaluated. To this end, we
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Table 4.1. Selection of all the 64 possible three-codon sequences

f t−2
1 f t−2

2 f t−1
1 f t−1

2 f t
1 f t

2 Word

-1 -1 -1 -1 -1 -1 AAA

-1 -1 -1 -1 -1 1 AAB
...

...
...

1 1 1 1 1 1 CCC

scanned for nodes that reacted to a specific input sequence (xa followed by

xb), but that did not respond to the parts alone or to the reverse sequence.

Such nodes were singled out for further analysis where we investigated

their ability to retain this CS over various ISIs, ranging from 150 to 450

ms.

4.2.3 Results and discussion

We demonstrated that the memory capacity of single nodes within a hi-

erarchical network stack up, so that hierarchically higher nodes exhibit

temporal binding over time spans that exceed the capacity of their local

memories. For example, the delay line in the input layer holds information

about inputs from one time step back, whereas the delay line in the hidden

layer holds information about inputs from two time steps back. This occurs

despite the local memory being of equal length, one time step, in both

layers. The phenomenon can be understood from Figure 4.4 by noting that

the hidden neuron’s activity is a function of the input at time steps t− 1

and t. Hence, the hidden neuron’s delay line (ht−11 ) must be a function of

the inputs that occurred during the time steps t− 2 and t− 1. Nodes in the

output layer, therefore, have access to information about the inputs during

the previous three time steps, and subsequently, these can be trained

to classify three-codon sequences. In Figure 4.4, this is illustrated by a

network that correctly outputs the codon that occurred two time steps back

in time.

Delay lines over intervals necessary for understanding sounds are bio-

logically unrealistic (Goel & Buonomano, 2014). STP, in contrast, exhibits

time constants that can extend up to a second (Abbott & Regehr, 2004),

and it may thus provide a more realistic memory mechanism. We therefore

illustrated that the delay line can be replaced with dynamic synapses.

Such an example is illustrated in Figure 4.5, where an STP-equipped net-
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Figure 4.4. Memory stacking in a delay-line network. a) Example network trained to
classify sequences based on the codon that occurred two time steps back in
time. b) Memory stacking occurs as each hidden node’s current activity is
a function of the input at t and t − 1, consequently, its previous activity is
a function of the input at t − 1 and t − 2. The hidden layer hence contains
information over three time steps, despite only having a memory of length one
step. This makes it possible for the output layer to learn sequences consisting
of three codons.

work was trained to detect the sequences ABC and CBA. In this case, the

memory of previous codons was stored in the plastic synaptic strengths,

which is indicated by the grey shadings. This way of storing previous

events did however appear less efficient, as the delay-line networks always

accomplished various classification tasks with less parameters (edges).

Additionally, we observed that STP caused network activity to depend on

nonlinear interactions between spectrogram elements. Consequently, the

presence of STP invalidates the assumptions behind the linear STRFs,

which should therefore not be expected to provide accurate quantizations

of neural behaviour.

Finally, we utilized our continuous-time network to illustrate that synap-

tic depression in a hierarchical network can give rise to temporal binding

that is robust to ISI variation. That is, the exact onset times for parts

of a sequence can vary without breaking down temporal binding for that

sequence. This can be understood by noting that the network’s hidden
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Figure 4.5. Memory stacking in an STP network. a) Example network with local memories
of one time step trained to detect the two specific three-codon sequences ABC
and CBA. b) The local STP memory mechanism is located in the plastic edge
strengths (indicated by the grey shadings), which vary depending on the
pre-synaptic node’s activity during the previous time step.

internal state is very similar within time windows clearly smaller than the

recovery time from synaptic depression. ISI variation on this scale might

hence not affect the output.

As a whole, this study explicitly demonstrated that local memories within

hierarchical networks stack up, and that STP can constitute such a local

memory. Temporal binding over increasing time intervals can therefore

emerge out of STP in a hierarchical network, even when no recurrent

connections are present. STP alone is therefore capable of explaining

temporal binding of increasing duration along the auditory pathway, while

recurrent connections might function to make more efficient mappings, as

we observed for the delay-line networks.
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4.3 Publication III: Capturing contextual effects in
spectro-temporal receptive fields

4.3.1 Aim of the study

Our goal with this study was to investigate how the traditional LN model

(and the accompanying STRF) performs in situations where neural be-

haviour is strongly affected by synaptic depression or other context effects.

In these cases, one would expect a model mismatch, as the traditional LN

model can not describe the correct stimulus-response mapping. Conse-

quently, the obtained STRF might be stimulus-dependent (i.e., vary for

different stimuli) and even misleading in describing neural behaviour. We

investigated whether extended RF models, such as multi-filter LN models

and context models, can alleviate the model mismatch problem and provide

a more accurate description of the underlying neural behaviour.

4.3.2 Methods

Data collected from real neural recordings have a serious drawback when

it comes to evaluating the effects of a potential model mismatch, as the

neuron’s real stimulus-response mapping is never known. For this reason,

we simulated four different two-layer feed-forward networks of integrate-

and-fire neurons whose true linear STRF could be determined. The input

layer was always tonotopically organised, and as illustrated in Figure 4.6a,

each node made one or more connections to a single output node. The

networks ranged from having no context effects (Type 2) to exhibiting

either synaptic depression (Type 1), nonlinear facilitation (Type 3), or

both of these context effects (Type 4). In all cases, the networks were fed

four different types of stimuli: random chords (RCs), dynamic random

chords (DRCs), dynamic moving ripples (DMRs), and ripple noise (RN).

Two of these stimuli (RCs and DRCs) could be further adjusted by a density

parameter ρ, and the effect of varying this parameter is depicted in Figure

4.6b. Our complete data set hence consisted of stimulus-response data from

four different networks, all of which were stimulated with four different

stimuli and varying density parameters.

We fitted linear models (LinReg), traditional LN models (LogReg, PoiReg,

MID1), two-filter LN models (MID2), and context models (LinRegCtx) to

the simulated data. Additionally, we introduced and fitted two new types

of context models (LogRegCtx, PoiRegCtx) which assumed a more realis-
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Figure 4.6. Data was generated by feeding two-layer feed-forward networks of integrate-
and-fire neurons with various stimuli, some of which could be modified through
a density parameter. a) Example network illustrating the simulated Type 1
network, which had only depressing excitatory connections and, hence, only
a positive region in its true STRF. b) Two of the four used stimuli (RCs and
DRCs) had a density parameter ρ that was adjusted from 0.05 to 0.5 in steps
of 0.05.

tic nonlinearity (logistic and exponential, respectively) than the original

context model. The estimated STRF models were in all cases evaluated

by calculating the correlation coefficient between simulated responses and

model predictions, and by comparing the estimated STRF to the true STRF

in terms of a balance index ψ. The balance index compared the relative

strengths of excitatory to inhibitory regions. A value of 1 indicated that

no inhibitory regions were present, 0 meant that excitatory and inhibitory

regions had equal magnitude, and -1 meant that only inhibitory regions

were present.

4.3.3 Results and discussion

Figure 4.7a and b illustrate the STRFs for the baseline LinReg, LogReg,

and PoiReg models, as well as the STRFs and the CFs for the context

models in the case of the Type 1 network. Interestingly, all baseline

models yielded STRFs with an inhibitory region trailing in time, despite

the network containing no inhibition. Further, the balance index in Figure

4.7c indicated that the relative magnitude of this artefactual inhibitory

region grew with increasing stimulus density. It was, however, possible

to alleviate this problem by equipping each model with a CF. Doing so

caused the relative magnitude of the inhibitory region to decrease for each

stimulus density. The CF was additionally able to present the context

effect in an interpretable manner: the negative tail correctly indicates that

each frequency is less likely to cause the neuron to spike if it has occurred

recently, as the synapse is then in a depressed state.
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Figure 4.7. Traditional LN models find artificial trailing inhibitory regions for an RC
stimulated synaptic depression network (Type 1). a) The true and model
STRFs for an RC density of 0.3. All baseline models exhibited a decrease
in the relative magnitude of the artificial inhibitory region when a CF was
included. b) The CFs additionally found the correct context in all cases (any
STRF element should be down-scaled if recently activated), and c) the positive
effect of including a CF was observed for all tested stimulus densities. The
encircled points indicate the cases shown in a and b.

The Type 3 network exhibited nonlinear facilitation between three neigh-

bouring frequencies, and its true STRF had real inhibitory and excitatory

regions of equal magnitude. This time, the relative magnitude of this

real inhibitory region became systematically more underestimated in the

STRFs of the baseline models as stimulus density was decreased. Figure

4.8 illustrates that this problem could again be alleviated by equipping the

models with a CF, but only when realistic nonlinearities where assumed as

in the LogRegCtx and the PoiRegCtx models. These two models both con-

verged to the correct balance index of zero as density was increased. The

LogRegCtx model, in particular, fared well and only exhibited a stimulus

dependence for the smallest stimulus densities.

The LogRecCtx and PoiRegCtx models introduced in this study were

also superior in terms of predictive performance, measured by the cor-

relation coefficients between simulated responses and model predictions.

Figure 4.9 presents stimulus-normalized correlation coefficients for each

network-stimulus combination, and from it, we can see that the LogRegCtx

model was clearly the superior model. In fact, the LogRegCtx model even

performed better than the two-filter LN model (MID2), hence indicating

that the tested context effects are better approximated by context models

than by two-filter LN models.

The above results showed that traditional LN models can lead to in-
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Figure 4.8. Nonlinear facilitation in the Type 3 network causes real inhibitory regions to
be underestimated by traditional LN models. a) The true and model STRFs
for an RC density of 0.2. All baseline models underestimated the relative
magnitude of the inhibitory region, but adding a CF alleviated the problem for
the LogReg and PoiReg models. b) The CFs again found the correct context
(facilitating interaction between neighbouring frequencies). c) LogRegCtx and
PoiRegCtx models outperformed their baseline models over all tested stimulus
densities. The encircled points indicate the cases shown in a and b.

correct STRFs and that they may exhibit stimulus dependence, as also

observed by others (Christianson et al., 2008; David et al., 2009; David

& Shamma, 2013). By having access to the true STRF, we were able

to illustrate how the estimated STRF deviates from the true STRF, and

that equipping the models with a CF leads to more accurate STRFs. The

resulting context models even had better model predictions than two-filter

LN models. Taken together, the results suggest that context models pro-

duce stimulus-response mappings that approximate the behaviour of real

neurons better than two-filter LN models, whenever nonlinear facilitation

or synaptic depression effects are present.
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Figure 4.9. Stimulus normalized correlation coefficients for each network-stimulus combi-
nation. The LogRegCtx model was overall superior and even outperformed
the two-filter LN model (MID2).
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4.4 Publication IV: Describing complex neurons in visual cortex: a
comparison of context and multi-filter LN models

4.4.1 Aim of the study

We previously found that context models outperformed multi-filter LN

models on simulated data from neurons exhibiting various context effects.

However, equivalent comparisons for real data are lacking. Our aim was

therefore to perform a first comprehensive comparison between these two

model frameworks by evaluating which one of them that describes real

neural behaviour more accurately and with fewer model parameters.

4.4.2 Methods

The multi-filter LN model has been commonly used to describe complex

cells in visual cortex. We compared the performance of context, multi-filter

LN models, and traditional LN models by using simulated data and real

data from 61 complex neurons in cat primary visual cortex (Dan, Felsen, &

Touryan, 2009). The real data was collected by recording neural responses

to a pseudo-random bar pattern. This stimulus, which is shown in Figure

4.10, can be considered two-dimensional despite having two spatial and

one time dimension, as it only changes along one spatial dimension. Thus,

it can be visualized as a two-dimensional pattern, just like the spectrogram.

Any RF model, hence, provides a spatio-temporal RF instead of a spectro-

temporal RF.

We estimated two-filter LN models using four different methods (STC,

iSTAC, MNE, and MID) and compared all of these against three types
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Figure 4.10. The visually presented pseudo-random bar stimulus can be considered two-
dimensional, just like a spectrogram representation of a sound, as it only
changes along one spatial dimension. a) Each input vector consisted of the
bar pattern found in each frame in a window containing the 16 most recent
frames. b) The frames in a can therefore be visualized as a two-dimensional
pattern.
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of context models (LinRegCtx, LogRegCtx, and PoiRegCtx) using the

single-spike information. Additionally, we showed that the LogRegCtx

and PoiRegCtx models can be effectively estimated using an alternating

algorithm where convex sub-problems are iteratively solved. This idea has

previously been used for estimating LinRegCtx models, in which case it

corresponds to solving linear regression sub-problems. We showed that

LogRegCtx and PoiRegCtx models can be estimated in a similar fashion

by instead solving logistic or Poisson regression sub-problems using the

LIBLINEAR library (Fan, Chang, Hsieh, Wang, & Lin, 2008; Lin, Weng, &

Keerthi, 2008; M.-C. Lee, Chiang, & Lin, 2015).

4.4.3 Results and discussion

We observed that context and two-filter LN models depicted neural be-

haviour in different ways. This is illustrated in Figure 4.11, where models

from both frameworks were fitted to data from a simulated hierarchical

description of a complex neuron, meaning that the complex neuron pooled

input from input neurons with identical but spatially shifted RFs. From

Figure 4.11b, we see that the rightmost part of the context model’s CF

was able to detect the input neurons’ spatially shifted RF, and that the

context model’s RF correctly highlighted the region in space and time that
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Figure 4.11. Estimated context and two-filter LN models from simulated data of a complex
neuron. a) The complex neuron was driven by depressing excitatory synapses
from input neurons with spatially shifted RFs. b) The context model correctly
identified the shifted RF of the input neurons in the rightmost part of its CF
(the trailing negative region reflects synaptic depression), and it correctly
described the region in space and time that elicited spikes in its RF. In
contrast, the two-filter LN model instead found filters that constituted linear
combinations of the input neurons’ spatially shifted RFs.
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elicited spikes. The two-filter LN model, in contrast, found neither of these

two features. Instead, the two filters consisted of phase-shifted linear

combinations of the input neurons’ spatially shifted RFs. The context

model thus appeared to provide a qualitatively more accurate description

of the the simulated complex neuron, and this notion was complemented

by the quantitative single-spike information: the context model obtained a

single-spike information value that was roughly 50 % higher than what

was obtained by the two-filter LN model. Hence, we suspect that context

models might be better descriptions of real complex neurons as well.

The results of our comparison of model performance on data gathered

from real complex neurons are summarized in Figure 4.12, where neuron-

specific normalized single-spike information values are shown for all tested

context (model names ending with Ctx) and two-filter LN models (model

names ending with the numeral 2). From Figure 4.12a, we note that the

context models performed better than any of the two-filter LN models for

46 out of the 61 neurons (75.4 %). This superiority is also evident in Figure
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Figure 4.12. Neuron-specific normalized single-spike information values for all 61 complex
neurons. a) The context models (model names ending with Ctx) performed
better than any of the two-filter LN models (model names ending with the
numeral 2) for 46 out of 61 neurons (75.4 %), and b) these also reached
higher mean normalized values when averaged over all neurons. Error bars
denote one SE.
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Figure 4.13. Model estimation results for a real complex neuron. a) The context model’s
RF and CF as well as the two-filter LN model’s filters. The CF of the context
model exhibited hallmarks of synaptic depression as it contained a trailing
negative region, just as the simulated neuron in Figure 4.11. In contrast, the
two-filter LN model had wider trailing regions but clearly worse performance
(0.21 bits versus 0.38 bits for the context model). b) The context model had a
monotonically increasing nonlinearity, whereas the two-filter LN model had
a symmetric nonlinearity.

4.12b, from where we see that the context models reached higher mean

normalized values when averaged over all neurons, and that the newly

introduced LogRegCtx and PoiRegCtx performed the best.

Further evaluations of the context models’ CFs showed that roughly

one third of all complex cells exhibited hallmarks of synaptic depression.

As exemplified in Figure 4.13a, their CFs had a spatially thin negative

region trailing in time, just as the CF of our simulated complex neuron

in Figure 4.11. The two-filter LN model, in turn, had filters with wider

trailing regions, but also worse performance (0.21 bits versus 0.38 bits for

the context model). It therefore appears that the context model description

is the more correct one. Finally, Figure 4.13b shows that the context model

had a monotonically increasing nonlinearity, whereas the two-filter LN

model had a symmetrical nonlinearity, as also observed by others (Touryan

et al., 2002; Rust, Schwartz, Movshon, & Simoncelli, 2005; X. Chen, Han,

Poo, & Dan, 2007).

On the whole, our results indicate that complex neurons are probably

better described by context models, despite commonly being estimated

using multi-filter LN models (Pillow & Simoncelli, 2006; Schwartz, Pillow,

Rust, & Simoncelli, 2006). It therefore appears that a change towards using

context models might provide new insight into the true stimulus-response

mapping of real complex neurons.
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5. General discussion

This series of studies have investigated the role of STP in temporal binding

in hierarchically structured neural networks, as well as presented new

computational tools for detecting temporal binding in single-cell recordings.

Publication I illustrated that synaptic depression provides networks with

hidden internal states that can lead to temporal binding, and in Publication

II, we explicitly illustrated that STP networks can be trained to exhibit

temporal binding for selected sequences. Similarly, in Publication I we

observed that hierarchically higher layers appeared to exhibit temporal

binding to longer and more complex sequences, an observation that we

attributed to memory stacking in Publication II. Accordingly, even when

each node in the network has a fixed-length local memory, these memories

stack up so that hierarchically higher nodes effectively see further into the

past.

The presence of STP, however, made network activity dependent on

nonlinear interactions between elements in a spectrogram representation

of the stimulus. Because of these context effects, the traditional STRF,

which assumes linear interactions, is probably an insufficient description

of neural behaviour when STP affects network activity. Publication III

therefore investigated the consequences of STP on STRF estimation, and

it explored whether new extended RF models would be able to capture

the nonlinear effects of STP. We found that synaptic depression leads

to artificial inhibitory regions in STRFs and that two newly-introduced

context models provided better quantizations of neural behaviour whenever

context effects, such as STP, were present. These new context models

even performed better than the commonly used multi-filter LN models.

In Publication IV, we extended upon this observation and presented a

comprehensive comparison between context and multi-filter LN models on

data collected from complex cells in visual cortex. These results showed
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that context models, on average, were superior to multi-filter LN models,

which have traditionally been used to described complex cells. Future

studies will seek to replicate our comparison on data from auditory regions.

In summary, these studies show that STP might very well be an under-

lying mechanism behind temporal binding along the auditory pathway.

Verification of this claim will, however, most likely require new computa-

tional tools for extracting more accurate quantizations of neural behaviour,

and in this regard, we have shown that context models might be one way

forward.

5.1 SSA and the MMN: two sides of the same coin?

Publication I showed that synaptic depression can explain both SSA and

CS in individual units as well as mismatch responses on a population level.

This observation raises a multitude of questions, both regarding the sug-

gested role of SSA as a neural correlate for the MMN response (Ulanovsky

et al., 2003; Antunes & Malmierca, 2014; Nelken, 2014) and about the

MMN itself. In fact, our results suggest that both SSA and the MMN

are merely two sides of the same coin: STP and synaptic depression in

particular. This would suggest that the hypothesized novelty (or deviance)

detection circuit (Näätänen et al., 2001; Näätänen et al., 2005; Grimm &

Escera, 2012) is nowhere to be found in AC, instead the MMNs observed

to various deviants would merely be adapted N1 responses, as illustrated

in Publication I. The novelty of the responses is simply a consequence of

STP combined with a hierarchically connected recurrent neural network,

as also suggested in May and Tiitinen (2010).

The above interpretation may be seen as a blow against any view where

SSA and the MMN are interpreted purely in terms of separate novelty

or deviance detectors, but not of their importance as both are examples

of fundamental context effects. I would instead favour the view of May

and Tiitinen (2010), who suggested that both represent observations of

the auditory system performing temporal binding, which may even be the

main task performed by the AC (Nelken, Fishbach, Las, Ulanovsky, &

Farkas, 2003; Nelken, 2004). In this light, the discussion about whether

SSA or the MMN represent some form on true deviance detection might

be misguided (Farley et al., 2010; Taaseh et al., 2011; Grimm & Escera,

2012; Nelken, 2014), as any observation (be it true deviance detection or

not) would only be a by-product of the mechanism (STP in a recurrent
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hierarchical network) used by the auditory system to perform temporal

binding.

The conclusions above do, however, not rule out the possibility that

either SSA or the MMN could represent some form of a prediction error

(Rao & Ballard, 1999; Bastos et al., 2012; Rubin, Ulanovsky, Nelken, &

Tishby, 2016). Rather, they should make us think of what this means. One

might, for example, question whether SSA and MMNs in largely randomly

connected computational models actually can represent prediction errors,

or whether this terminology just reveals more about our own thinking than

the fundamental properties of the network. Occam’s Razor clearly favours

the view that SSA and MMNs are merely effects of STP (adaptation) in

a hierarchical network (Heilbron & Chait, 2017), unless there is good

reason to assume otherwise. Attention effects on ASA could be one such

reason (Demany, Bayle, Puginier, & Semal, 2017), as well as possible top-

down effects from hierarchically higher frontal areas of the brain (Uhrig,

Dehaene, & Jarraya, 2014; Dürschmid et al., 2016). However, to the best

of my knowledge, neither of these has been able to indicate why SSA

and MMNs would have to represent something more that just STP in a

recurrent hierarchically connected network.

5.2 Energy efficient spreading of stimulus trajectories

Recurrent connections alone can equip networks with the internal states

needed for temporal binding, and one might wonder why STP should have

any role to play. At present, there is no definite answer to this question, but

computer simulations and observations about neural energy consumption

may provide an explanation.

As described in Section 1.5, we may view the auditory system as a

dynamic reservoir with both visible and hidden internal states: the visible

states correspond to neural activity, whereas the hidden states represent

dynamic synapses or other time-dependent neural properties (Buonomano

& Merzenich, 1995; Verstraeten et al., 2007; Buonomano & Maass, 2009).

In this light, neural activity can be imagined as a trajectory through the

reservoir’s high-dimensional visible state-space, and temporal binding is

possible whenever the trajectories for various stimulus sequences are non-

overlapping. Hence, a good reservoir is one that gives the sequences that

are to be distinguished clearly separate trajectories (Legenstein & Maass,

2007). Our observations in Publication I and Publication II that STP can
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lead to the formation of temporal binding, hence, means that STP causes

the trajectories for various stimuli to spread out. That is, it appears that

dynamic synapses in the form STP helped to spread out trajectories so

as to make them distinguishable, as also observed by others in models

of cortical circuits (Buonomano & Merzenich, 1995; Maass et al., 2002;

T. P. Lee & Buonomano, 2012).

However, as recurrent networks are universal approximators of dynami-

cal systems (Funahashi & Nakamura, 1993), one might wonder whether

the observed benefits of STP are only consequences of the networks be-

ing suboptimally connected to begin with. This is possible as both we

and others (Buonomano & Merzenich, 1995; Maass et al., 2002; T. P. Lee

& Buonomano, 2012) used networks that to some extent were randomly

connected, although with an overall structure resembling cortical circuits.

Nonetheless, there is also another alternative. It might be that the benefits

of STP are prevalent precisely because of the overall structure of auditory

circuits. That is, perhaps STP is beneficial for spreading trajectories in

reservoirs consisting of hierarchical recurrent networks similar to the

auditory pathway. The reason would be that STP provides internal states

for free when compared to the energetic cost of recurrent connections, and

having a structure that can utilize STP therefore makes sense in an evolu-

tionary perspective. The human brain, for example, constitutes only 2 % of

an adult’s weight, but it still represents 20 % of the body’s energy budget

(Rolfe & Brown, 1997). Spikes, which are estimated to constitute 60 %

of a neuron’s energy budget (pre- and post-synaptic effects, see Attwell

and Laughlin, 2001; Howarth, Gleeson, and Attwell, 2012), are hence

metabolically speaking an expensive commodity. Replacing spikes with

an inherent feature like STP is thus an energetically cheap method for

spreading trajectories. STP might therefore be looked upon as an energy

efficient way of achieving a reservoir with richer dynamics.

5.3 Context models and synaptic depression

STRF models have for quite some time been a popular choice for describing

general response properties of neurons (Aertsen et al., 1980; deCharms et

al., 1998). However, they are often plagued by poor predictive performance

(Sahani & Linden, 2003; Machens et al., 2004), and they have also been

observed to be stimulus-dependent (Christianson et al., 2008; David et al.,

2009; Laudanski et al., 2012). The poor predictive performance can to some
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extent be explained by neuronal response variability (Sahani & Linden,

2003; Schoppe et al., 2016) or by plasticity over the course of minutes

(Fritz, Shamma, Elhilali, & Klein, 2003; Froemke, 2015). However, in

general both of the above mentioned problems are also consequences of a

model mismatch, whereby the neuron’s real stimulus-response mapping

can not be described with the traditional LN model. The causes for such

mismatches can be many, but in Publication II, we showed that STP

can constitute one source. Similarly, others have also suggested synaptic

depression as a major contributor to the model mismatch (Machens et al.,

2004; David et al., 2009; David & Shamma, 2013).

In Publication III, we examined how the presence of synaptic depression

affects the STRFs of traditional LN models. We found that these were

strongly stimulus dependent: an artificial inhibitory region appeared in the

STRFs that grew in relative magnitude with increasing stimulus density.

The region trailed behind an excitatory region in time and effectively

indicated that the effects of synaptic depression look a lot like inhibition

when approximated with a linear model. This can be understood by noting

that the effect of synaptic depression is to make a neuron less likely to fire

if its pre-synaptic neurons have been recently active, an effect very similar

to inhibition when a dense stimulus is used and a previous stimulus might

have rendered synapses to be in depressed states. STRFs estimated using

traditional LN models are thus unable to tell whether these commonly

occurring trailing inhibitory regions (Escabı & Schreiner, 2002; Miller,

Escabi, Read, & Schreiner, 2002; Valentine & Eggermont, 2004) represent

artificial or real inhibition.

Context models, which can model nonlinear interactions between stimu-

lus elements, are better suited for modelling synaptic depression effects.

Our simulations in Publication III illustrated this by showing that the con-

text models found truer STRFs whenever synaptic depression was present.

Additionally, we showed that the CFs depicted the effect of synaptic de-

pression by a thin negative region trailing in time (whereby any STRF

element is down-weighted if it was previously activated). Context models

might therefore be used in future studies as a first step to investigate the

nature (real or artificial) of an STRF’s trailing inhibitory regions.
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5.4 Context models and sequence selectivity

The simulated Type 3 network in Publication III exhibited nonlinear fa-

cilitation for neighbouring inputs, meaning that the output neuron could

only be driven when neighbouring inputs were simultaneously active (i.e.,

x1 and x2, or x2 and x3, . . .). The context models were able to extract this

context dependence and they illustrated it by a strongly positive region

just above and below the rightmost centre element of the CF. Sequence

selectivity corresponds to a similar nonlinear facilitation, but to inputs that

are not simultaneously active. Thus, sequence selectivity would show up as

a positive pattern along the CF’s temporal dimension. More precisely, the

last element in the sequence will be highlighted by a positive region in the

context model’s RF, while the preceding parts of the sequence constitute

a context and will therefore be captured by the CF. Forward facilitation

to the sequence f1 followed by f2 will thus result in an RF with a positive

region at f2 and a CF with a positive region at f1 − f2, as the CF’s units

are relative to the RF elements.

Traditionally, forward facilitation has been investigated from responses

to various combinations of two-tone sequences (Brosch & Schreiner, 1997;

Brimijoin & O’Neill, 2010), a procedure which normally requires that one

of the tones is known a priori so as to reduce the search space. However, it

might sometimes be difficult to locate such a tone if the neuron responds

to a particular sequence exclusively (Sadagopan & Wang, 2009). Context

models provide a clear advantage in this regard, as they can detect forward

facilitation from stimulus-response data for an arbitrary stimulus.

Forward facilitation is also closely linked to sensitivity for spectral mo-

tion, or frequency sweeps. Such neurons have been found using a multi-

filter LN model (iSTAC, see Pillow and Simoncelli, 2006) originally devel-

oped to model complex neurons in visual cortex (Andoni & Pollak, 2011).

The iSTAC model does, however, assume a Gaussian stimulus and is in this

regard inferior to context models, which make no assumption about the

stimulus. Furthermore, we showed in Publication IV that context models

outperform multi-filter LN models in general when estimated on data from

real complex neurons. For these reasons, I suspect that context models will

be superior for describing neurons responding to spectral motion as well.
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5.5 Spatio- versus spectro-temporal receptive fields

Models for estimating spatio-temporal RFs, which are used to describe

neurons in visual areas of the brain, are essentially identical to the ones

used for estimating STRFs. For this reason, it is possible to use context

models to estimate spatio-temporal RFs, as we did in Publication IV. Inter-

estingly, the context models for complex neurons in cat V1 exhibited signs

of synaptic depression in their CFs (a thin trailing negative region), and

our simulations illustrated that this could be due to synaptic depression in

the synapses between simple and complex cells (Martinez & Alonso, 2003;

Boudreau & Ferster, 2005). Although, it is also possible that some other

mechanism might be temporally inhibiting a restricted set of pre-synaptic

neurons, the results neatly demonstrate that models developed for auditory

neurons can be carried over to analyse visual ones and likely vice versa as

well.

Models closely related to context models have previously been introduced

to model complex neurons in visual areas, but there are essential differ-

ences between these and context models. For example, position-invariant

LN models (Eickenberg, Rowekamp, Kouh, & Sharpee, 2012) estimate fil-

ters that functionally closely resemble CFs but under the naive assumption

of a uniform RF. Similarly, convolutional subunit models (Vintch, Zaharia,

Movshon, & Simoncelli, 2012; Vintch, Movshon, & Simoncelli, 2015) can

be seen as context models where the CF drives each RF element through

a learned nonlinearity, but these in turn are difficult to estimate without

a good initial solution. Context models might therefore provide useful

initial solutions for these other two related approaches, and an improved

end result might in the future allow for improved accuracy in analysing

auditory responses.
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