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defined by the author. The author preprocessed and fused the data with I.
Mishkovski. The actual data mining and fitting procedures were performed by
the author and the machine learning models by F. Ayala-Gómez. Finally, the
author wrote the article.
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1. Introduction

Where is the information we have
lost in data?

rephrased verse
from The Rock by T. S. Eliot

We live in the era referred to, among varied other names, as the Information
Age (Castells, 2011). Society has progressed through several major eras: from
Agricultural, over Industrial to the current Information era, and each transition
was preceded by a particular revolution (Freeman & Louçã, 2001).

We can trace the origins of the Information era back to the Control revolution
discussed by Beniger (1986). Control revolution took place approximately be-
tween the 1840s and the 1920s, the period when the predecessors to the modern
communication technology such as telegraphs, typewriters, telephones, radios,
and televisions began to prevail. As a smooth continuation, comes the Digital
Revolution in the second half of the 20th century marked by the transformation
from analog to digital technology, thanks to the developments in computing,
microprocessors, and telecommunications. The Information Age is a result of
the Digital Revolution.

The Information Age is characterized by the growing social, technological,
cultural, political and economic importance of information. To illustrate the
economic importance, for instance: information is a factor of production, as
well as a commodity (product) of the market today. Interestingly, despite or
because of its importance, information is not a well-defined concept (Rowley,
2007). First, it is epiphenomenal (Beniger, 1986), given that it is neither a
matter nor energy, though it is carried by them (Wiener, 1961). In the context
of Shannon’s information theory (Shannon, 1948), information is defined as
a measure of uncertainty. The data-information-knowledge-wisdom (DIKW)
hierarchy (Fig. 1.1) defines data as representations of facts; information as
organized and structured data, or data ‘in formation’; knowledge as information
made useful by processing and interpretation; and wisdom as the final, most
intangible and subjective element of the hierarchy, which results from knowledge
and is an evaluated understanding, thereby the closest to the truth (Rowley,

11



Introduction

Figure 1.1. The DIKW hierarchy (adapted from (Rowley, 2007)).

2007). We take these definitions of data, information, knowledge, and wisdom in
the present thesis.

With the Information Age comes the Information Society, where the elements
of the DIKW hierarchy are valued forms of capital. Namely, it is recognized that
the technological capacity of the information technologies is the core competency
of cultural, economic, and political progress for societies today (Castells, 2010).
Moreover, researchers lately talk about the emerging Network Society (Van Dijk,
2001; Castells, 2011). Van Dijk (2001) defines Network Society as the society
which is shaped by the social, communication and media networks at all the
levels (individual, organizational and societal).

With the exponential growth of the technological capacity to store, communi-
cate, and compute information (Hilbert & López, 2011) came the phenomenon of
so-called big data (John Walker, 2014). The term is hardly unknown to anyone
today, and yet the meaning has still been elusive. Widely used in industry is
the seven Vs definition: volume, velocity, variety, variability, veracity, visual-
ization and value (Uddin et al., 2014). To elaborate, big data come in large
volumes, with different speeds during acquisition from the sources (velocity).
They are in a variety of forms and at different levels of accuracy (veracity). In
some cases, the meaning of data is continuously changing (variability) and its
visualization is becoming increasingly challenging. The final V, however, the
value, is the one that matters the most. The value is obtained once the data are
distilled, processed, interpreted so that the higher levels of the DIKW hierarchy
are extracted. If we, nonetheless, take into account the exponential growth in
information technologies, then what was considered big data yesterday is likely
to change today, given our better capacity to handle all of its Vs. With that in
mind, Jacobs (2009) provides a more scientific, temporally changing definition
of big data – it is any data that at a point in time ‘forces us to look beyond the
tried-and-true methods that are prevalent at that time’.
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With the big data, emerges the information overload (Eppler & Mengis, 2004)
or, as sometimes referred to, the data deluge (Bell et al., 2009). Namely, for
the amounts of produced data, there is a lack of the existing computational
capacity (Jacobs, 2009) and human capital (Shah et al., 2012) to distill those
data towards the higher levels of the DIKW hierarchy. While the notion of
information overload has appeared in some fields as early as in the 1960s (Gross,
1964), nowadays it is particularly pertinent: during the past few years, more
data are produced than in the whole human history (SINTEF, 2013).

1.1 Data Science

Where is the knowledge we have
lost in information?
Where is the wisdom we have lost
in knowledge?

verses from The Rock by T. S. Eliot

Naturally, given new challenges in society, science develops novel methodolo-
gies for addressing them. A response to the challenge of information overload
is the development of data science.1 Interestingly, already in the 1960s, Naur
(1968) proposed to use the term data science, instead of the term computer
science. The meaning of data science which concerned data analysis originally
appeared within the statistics and mathematics community (Tukey, 1962). How-
ever, not until recently the term data science gained a widespread use and
novel meaning. With the transition between different forms of society (from
Industrial to Information and more recently to Network Society), old knowledge
categories are not any more useful to describe new phenomena, so new terms
are coined (Castells, 2011). Today, data science is one of those terms, and hence
it is not surprising that the meaning is still irresolute and dynamic (Provost &
Fawcett, 2013; Cao, 2017). Data science has been used interchangeably with
data mining, knowledge discovery from data, machine learning, and statistics
(Piatetsky-Shapiro & Fayyad, 2012), among other disciplines. Clear definitions
and distinction between these terms have been argued (Dhar, 2013). Provost &
Fawcett (2013) also suggest that the definition of data science has been ambigu-
ous as it has been interchangeably used to indicate both a new scientific field
and a profession. Moreover, the two are essentially interrelated today.2

In this thesis, we define data science as a set of techniques and theories that
distill the higher levels of the DIKW hierarchy from data (Cao, 2017). Our
definition of data science corresponds to the knowledge discovery from data in

1‘Because computers have enabled humans to gather more data than we can digest, it is
only natural to turn to computational techniques to help us unearth meaningful patterns and
structures from the massive volumes of data’. – Piatetsky-Shapiro & Fayyad (2012)

2A sudden increase in the number of data science programs offered recently in universities is
a response to the increasing industry demand.
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the original article by Fayyad et al. (1996). The data science techniques and
theories are drawn from the fields of mathematics, statistics, information science,
network science, and computer science, among other disciplines.

Consider the following example:
When Hurricane Sandy hit the East Coast of the US in 2012, the
traditional meteorological predictions of the actual landfall were several
hundred kilometers off the coast. However, thanks to the availability
of remote sensing satellite data, the prediction was improved, showing
that the landfall will hit the coast. Thereafter, the government took
the measures to evacuate people and save lives and also reduce large
financial costs (Folmer et al., 2015).

This is just one example of how big data (in this case from space) and data
science can notably contribute to a society. While some argue that data science
and big data lead to the fourth scientific paradigm (Hey et al., 2009; Emmott,
2008), others have been more critical, describing them as the tools that shape
the scientific process and outcome3 and hence introduce biases that we must
investigate, acknowledge, and account for (Boyd & Crawford, 2012). Notwith-
standing the different views with regard to the definition and the best ways to
employ data science, a consensus over its importance and impacts is unanimous
nowadays (Waller & Fawcett, 2013; Provost & Fawcett, 2013; Mattmann, 2013).

In this thesis, we discuss scientific and practical applications of data science.
For that purpose, another definition focused more on the actual data science
process is beneficial. Given a domain of investigation, data science is an inter-
disciplinary field involving scientific method, data engineering, statistics and
mathematics, advanced computing, information visualization and specific do-
main expertise aimed at producing novel insights and knowledge in the domain.

To elaborate on the definition, let us start by rephrasing an original quote from
Martin H. Fischer4: Data are not knowledge – as the dictionary is not literature.
Indeed, the emphasis in data science is on science and not on data (Irizarry et al.,
2013). Hence, we start with the description of the scientific method in data
science. The scientific method is the application of ethical and logical reasoning
to reach conclusions from empirical evidence, a process that often involves re-
peated experiments and hypothesis evaluation. It is important to have in mind
that the data science process is applied to a specific domain, requiring expertise
and methods from the domain. Handling and analyzing the data requires the
tasks of data engineering. The data need to be selected, acquired, cleaned,
preprocessed, ingested, transformed, and stored using a set of computer-science
skills. Data fusion is also required if working with datasets from different
sources. The key part of the data science process, in which the actual knowledge
discovery takes place, is data analysis (corresponds to the data mining step in
(Fayyad et al., 1996)). Data analysis utilizes machine learning, artificial intelli-
gence, and other methods derived from statistics and mathematics in order

3‘We shape our tools and, thereafter, our tools shape us’. – John Culkin (1967)
4‘Facts are not science – as the dictionary is not literature’.
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Figure 1.2. Steps of the data science process (adapted from (Fayyad et al., 1996)). Please
note that this is a simplified representation. In reality, there may not be clear borders
between the steps, and the process can contain loops and iterations.

to extract patterns, infer relationships, and predict future behavior from the
data. Especially when working with big data, advanced computing methods
are also required, such as software and algorithm design, high-performance, and
distributed computing. Once valuable insights and conclusions are reached, the
data science process still faces a challenge of presenting and communicating
the results. In addition to information visualization, this part of the process
requires substantive domain expertise. The domain expertise is a key both to
asking relevant questions prior to the analysis and to explain how the results fit
within the specific domain and broaden the knowledge in it.

Fig. 1.2 illustrates the data science process, while each of its steps is described
in Table 1.1. Our data science process is inspired by the process of the knowledge
discovery from data presented in (Fayyad et al., 1996). However, in the original
article, there is an additional step: transformation, which we choose to include
under preprocessing. Even though the borders between the introduced steps
are not always clear, nevertheless, these steps offer a good guide to the general
structure of the process.

Table 1.1. Data science steps

Step Description

Question

Define an appropriate data science question based on the
(potential) availability of data. Generally, this step asks for
a review of the specific domain of interest in order to gain
sufficient expertise to define a relevant and feasible question.
This step additionally has a particular interdisciplinary focus.
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Table 1.1. Data science steps

Step Description

Data collection

Select and acquire all the mandatory data to answer the posed
question. In the best scenario, open and immediately available
datasets can be sufficient. Yet, often additional contacts are
required with companies or governmental bodies in order to
gain access to the necessary datasets.

Preprocessing

Clean, normalize, extract features, filter, and transform the
data into a form suitable for data analysis. While usually not
challenging from the algorithmic perspective, this step still
most often takes the longest time as it deals with the data
accuracy, consistency, and formatting. If the data come from
different sources, their fusion is performed in this step.

Data analysis

Perform the analysis using machine learning, artificial intelli-
gence, complex network science, NLP, simulations and similar
methods. This is the core step in terms of mathematical and
algorithmic complexity. In this step, knowledge is extracted.

Visualization

Present the results using most suitable visualization and
graphics tools. The visualization needs to support and assist
human understanding of the results, with a minimum level of
ambiguity, confounding and misleading information.

Answer

Interpret the results in order to answer the posed question(s).
This is the step where the value is extracted from data and
the gained knowledge is placed and fitted within the specific
domain of interest.

1.2 Sociotechnical systems

The recent developments and applications of data science on a plethora of
real-world (big) datasets have profound impacts on our lives. Google is instan-
taneously providing the relevant information, both from the past or up until
now; Facebook and LinkedIn enable to maintain connections between people
with overlapping interests; the use of map applications for traffic planning be-
came an everyday routine in the developed world; wearable devices for tracking
personal sport activities and health-care are increasingly popular, just to list a
few examples of such impacts. The common denominator of the aforementioned
examples is that they pertain to the sociotechnical systems in which data
emerge during the interaction between people and technology.

The concept of sociotechnical systems was born in the 1960s (Trist, 1981;
Emery & Trist, 2012), originally applied to the organizational management.
Namely, it was understood that separate approaches to the technical and social
systems within an organization were not sufficient any longer, and the concept
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captured the idea of a joint approach. Later followed investigation and monitor-
ing of the reciprocal interrelationship between social and technical aspects at
the macrosocial level (Trist, 1981), extending the idea from work environment to
the urban scene, home, travel, and leisure. Nowadays, with the pervasive use of
technology, on the most general level, the term sociotechnical pertains to society
itself, and most of its substructures (Ropohl, 1999; Long, 2013). Moreover, inves-
tigation and monitoring are today extended with interventions in the existing
systems. It is also becoming more common to engineer the technical systems
with social considerations from the beginning in mind (Baxter & Sommerville,
2011).

1.3 Motivation

Given ubiquitous sociotechnical systems today and the data that emerge from
them, the potential of data science is high as to understand and engineer such
systems in the future.

Let us illustrate the concept with a couple of existing scenarios. Online social
networks (OSNs) are sociotechnical systems that yield data about the (online)
behavior of a large number of people. Companies behind the OSNs use these
data to monitor and assess how (interaction), to what extent (frequency), when
(timing), which people (demographics), and why (the needs) use their system.
In other words, they try to understand social and psychological aspects of the
systems use. Such understanding, in turn, helps to improve or redesign the
systems, making them more usable for the people and/or more profitable for the
companies. While there is always a potential for improvement, both monitoring
and interventions (engineering) are already performed to a substantial extent in
the sociotechnical systems that are OSNs.

Let us now look at another sociotechnical system, in which both monitoring
and interventions are only in the initial stages. Energy grid is an example of
a sociotechnical system that has been mainly engineered and designed with
technical considerations. People are the consumers of energy, but their behavior
and interaction with the grid were taken into account only to a minimum:
to enable their safe consumption of energy, to measure the amount spent, and
calculate the required payment. In other words, the energy grid was not designed
to support reciprocal interaction: from the society to the technology. However,
today, with growing sustainability challenges, this indispensable sociotechnical
system is facing the needs for such a redesign, into the aspired smart grid.
There is an increasing agreement that the developments related to the smart
grid and smart energy system cannot and should not be performed without
involving and fully considering consumers (Swim et al., 2014; Clayton et al.,
2015; Isaacs et al., 2006; Mullainathan & Allcott, 2010). Because of its initial
technology-oriented design, monitoring consumer behaviour is still in its infancy
in the current energy grid. Hence, in order to properly engineer future smart
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Table 1.2. Four research projects constituting the present thesis.

Research project Sociotechnical system Data

human dynamics mobile phone network mobile calls details

social networks
online (and offline) social
network

computer-mediated
communication and
simulation results

smart energy grid
smart grid: residential
and industrial

energy consumption
and demographic

Web cybersecurity Web crawl

grid, the monitoring technology must first be in place. For example, utilities
are investing in installing smart meters that will measure consumption on a
finer level, but they will also provide a bidirectional detailed feedback to the
consumers. We can now see that the promise of data science for the smart grid
is obviously high; however, unlike for OSNs, it is going to take some time before
it can be realized to a substantial extent.

Alongside the mentioned examples, there are high future expectations of data
science in several other sociotechnical systems, such as: business customers
(Varshney & Mojsilović, 2011) as well as human resources (Cao et al., 2011) ana-
lytics, cybersecurity (Dua & Du, 2011), health care (Raghupathi & Raghupathi,
2014), transportation (Kitchin, 2014), online education (Veeramachaneni et al.,
2013; Reich, 2015), tourism and traveling (Gretzel et al., 2015), smart cities
(Bettencourt, 2013), and space flight (Ivanov et al., 1999).

1.4 Contributions

In this thesis, we present data science applications for monitoring and inter-
ventions in sociotechnical systems. Given data from a sociotechnical system
and after posing the research questions relevant to the system, we describe
the data science process we performed towards answering the questions. We
applied the data science process to four concrete sociotechnical systems: mobile
phone network, online social network, smart grid and the Web, resulting in four
projects constituting the thesis (see Table 1.2).

In each project, we first demonstrate the data science methods for monitoring
the system, uncovering its inherent principles and existing or potential issues.
Later, in some of the systems, we suggest proper interventions for resolving
discovered issues and for improving the systems’ functionality. In others, our
focus is towards understanding the system foundations, hence contributing
theoretical elements in corresponding domains, such as homophily in online
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communication or the properties of clean versus malicious websites on the Web.
In addition to the datasets originating from sociotechnical systems, in some

cases, we enhanced our analysis with external data of interest. We particu-
larly emphasize network analysis, as data from each of our systems can be
modeled as complex networks. The project on social networks, in particular,
tackles two very different research tasks. In the first, we empirically analyze
the Twitter dataset to uncover findings relevant to the field of computational
sociolinguistics (Nguyen et al., 2016). In the second, we develop a susceptible-
infected-susceptible (SIS) model for epidemic spreading on multiplex networks
(Boccaletti et al., 2014). Similarly, under the smart energy gird project, we have
two subprojects: one tackling residential and the other industrial setting. While
the sociotechnical systems investigated in this thesis differ considerably between
one another, our work demonstrates how they can all be treated with a similar
data science framework. To elaborate, let us discuss in short how each of the
steps presented in Fig. 1.2 was conducted in the four projects.

Data selection and collection In the project on human dynamics, we re-
ceived a dataset from a mobile phone operator in a developing country as part
of a research challenge. Given that the challenge was Data for development,
we found a meaningful question to be – how data can support the socioeco-
nomic development in the country? Then we selected relevant socioeconomic
datasets (scarcely available) to help us properly answer the posed question. For
the project on social networks, we ourselves downloaded the data using the
Twitter API. Thanks to the API which enabled to download all the tweets of
selected users, we reduced the biases. Nevertheless, social media datasets carry
inherent biases, such as representativeness of certain populations, languages,
gender etc. in the sample. Given that many social network analysis studies
focused on simple networks, we decided to tackle the Twitter network including
additional layers on it, such as semantics (meaning) and temporal aspects of the
communication. We asked what is the relationship between the semantics and
temporal aspects of communication and the underlying network structure? An-
other choice we had to make then was the semantic corpus on which to base our
NLP methodology and we selected Wikipedia. Namely, while some other corpora
are biased towards more official and professional language, Wikipedia is writ-
ten by volunteers from diverse backgrounds and continuously updated, hence
being closer to the language of the Twitter users. In another study within this
project, we developed a simulation model for epidemic spreading on multiplex
networks. In this case, real-world data capturing several different relationships
between people were needed. Such datasets are rare. Nevertheless, we found
one that is publicly available for research: social and work relationships between
the employees at the Department of Computer Science at Aarhus University
(Magnani et al., 2013). The project on the smart energy grid was the one in
which obtaining relevant data was most difficult, in particular in the residential
setting. Namely, we asked how human practices can be influenced towards a
more sustainable energy use? To answer this question, data are needed about
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both, energy consumption, and relevant behavior (energy practices) of residents.
To this purpose, we installed smart meters and plugs in the tests sites and
developed an app to track peoples’ behavior. Finally, the Web cybersecurity
project was conducted in collaboration with F-Secure, the security vendor which
provided us with a large Web crawl consisting of both clean and malicious Web
pages. A straightforward question was to understand the differences between
clean and malicious Web page properties and to develop a method to predict
malicious pages (websites) in a given crawl. To avoid biases of having security
evaluation by only one vendor (F-Secure), we enriched given crawl by querying
VirusTotal API5 that provides an evaluation by over 60 different engines.

Data preprocessing Orange Telecom provided a clean mobile phone dataset
for around 500K users. However, we filtered out the users who called infre-
quently, and those for whom the home and work locations could not be inferred
with a high enough probability. Wikipedia .xml dump required careful prepro-
cessing because we faced recursion issues in a number of pages while extracting
raw text. Filtering too short or pages on too specific concepts was also necessary.
Similarly, the Twitter dataset was preprocessed to remove users who tweeted
infrequently, as well as those who did not tweet mainly in English. Energy con-
sumption data come in a variety of formats. To resolve the differences between
our two test sites (Italy and Sweden), we transformed all consumption data to
the Green Button standard format.6 Working with several billion Web pages
would be both less efficient and less meaningful than focusing on actual websites.
Hence, we aggregated the pages in the crawl to several million corresponding
websites. Different security engines in the VirusTotal API return nonstandard
malware classification (each engine assigns its own name to the malware type).
Consequently, it was necessary to apply text analysis on the outputs, in order
to standardize these outputs. In the same project, we also had to tackle the
DNS fast fluxing, i.e., that the DNS response to the same queries changes with
extremely high frequency. We queried DNS several times and aggregated the
results in a meaningful manner for the task.

Data analysis A natural approach to model the mobile phone dataset is a
network. We created one model in which the nodes correspond to the users and
another in which the nodes correspond to the small regions (subprefectures) in
the country. Community detection, PageRank and other centrality measures
were then the data analysis approaches that enabled gaining insights and
meaning from these models. Communities revealed groups of users talking in
the same language (or dialect) and regions of commuting, respectively. Centrality
measures revealed most active users and commuting centers. The Twitter
dataset can be seen as another complex network. In order to gain insights into
meaningful social interactions, we connected the users based on the mutual
mentions, instead of simple following. In addition to several overlapping and

5https://www.virustotal.com
6www.greenbuttondata.org
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non-overlapping community detection approaches, in the social networks project,
we also applied NLP methods. We built the semantic database from Wikipedia
using the tf-idf (Leskovec et al., 2014) approach and Explicit Semantic Analysis
(ESA) (Gabrilovich & Markovitch, 2009) method. For the second study in this
project (epidemic spreading model), we performed agent-based modeling (Macal
& North, 2010) and simulations of both deterministic and stochastic models.
In the smart energy grid project, we applied time-series analysis on the
consumption patterns, as well as machine learning to predict future patterns.
Finally, fitting heavy-tailed distributions and machine learning were the main
approaches in the data analysis step for the Web cybersecurity project.

Visualization and interpretation Projecting results on geographical maps us-
ing geographic information system (GIS) (Fotheringham & Rogerson, 2013) tools
was useful to visualize the differences between regions in Côte d’Ivoire (the
human dynamics project). We also applied footprint visualizations to present
temporal calling and mobility patterns in the country. Even though all these
results are first obtained analytically, such visualizations support communi-
cating those results to other researchers and authorities that are potentially
interested in our methods. For the social networks project, we experimented
with treemaps, dendrogram, pie charts, bubble cloud visualizations and radial
trees for representing the semantic taxonomies. In the smart energy grid
in the residential setting, we presented their energy consumption to the users
with geospatial methods, such as the proportional symbol map. Sometimes we
applied simple green/yellow/red or happy/neutral/sad symbols to communicate
to the users how their consumption compares to the average. For the industrial
setting, we visualized the consumption as time series and classes of consump-
tion patterns using the self-organizing maps (SOM) (Kohonen, 1998). In the
Web cybersecurity project, we employed the Fibonacci binning (Vigna, 2013)
for visualizing the heavy-tailed distributions that are otherwise challenging to
present. Common visualization techniques that we applied throughout all the
projects include: scatter plots, histograms, bar and line charts, heat maps, step
charts, box and whisker plots, matrix and node-link network visualizations.

In each of the projects, a substantive domain expertise was required, both
while posing the questions and at the end of the analysis, during the interpre-
tation. The domain expertise is an inherent element of data science. For the
human dynamics project, gaining insights about socioeconomic problems in
developing countries, in general, and in Côte d’Ivoire, in particular, was neces-
sary. We also learned about existing approaches and models for investigating
human dynamics. In the social networks project, both, research questions
and the interpretation were guided by the sociological theories. The theories
suggest, for instance, which users tend to be more effective in communicat-
ing or why particular types of communities are formed. Then we investigated
such users and communities. Gaining the domain expertise was particularly
prominent in the smart energy grid project in the residential setting. Before
proposing and developing any intervention to improve peoples’ energy behavior,
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there was a whole body of literature from a number of fields since the 1970s
to review. The relevant research literature comes from a variety of fields, such
as: energy policy, social science, psychology (in largest part: the environmental
psychology), behavioral science, built environment, different subfields focusing
on environment (such as education, policy, economics), computer science and
engineering, as well as multidisciplinary research. The interdisciplinary team
in the Web cybersecurity project, including F-Secure experts, made posing
relevant questions easier. Nevertheless, during the actual data science process,
we faced several issues that required understanding particular security concepts,
such as DNS fast fluxing, link farms, pay level domain (PLD) resolution, domain
generation algorithms (DGAs), command-and-control servers (C&C) and specific
(malware) content delivery networks (CDNs).

In the described manner, for each project, we used the available data from
the sociotechnical system to tackle relevant research questions, as presented in
Table 1.3. Hence, our results include a set of scientific and practical contributions
in the different domains. As for the publications constituting this thesis, Table
1.4 shows how they fit within the four projects.

Our overarching goal is to contribute to explaining the data science process
in general. Namely, in addition to demonstrating the data science process in
each of the projects, we also scrutinize this process and discuss what parts of it
are common and if some parts require adaptation under different circumstances
and in specific sociotechnical contexts. We summarize the steps taken and our
lessons learned about data science.

Table 1.3. Summary of our contributions per project

Project
Research questions (RQ) and practical targets

(PT)

Human dynamics

RQ: Is it possible to estimate a country’s census data
using the available mobile phone call data and
to what extent?

We find a positive answer. Among other cen-
sus statistics, we show that mobile call data
can serve as a proxy for population density
estimates, important events in the country,
regional sociodemographics, commuting and
administrative units statistics (Sec. 3.6).
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Table 1.3. Summary of our contributions per project

Project
Research questions (RQ) and practical targets

(PT)

Social networks

RQ1: What are the levels and types of homophily
in communication networks and what is their
extent? How does the homophily in communi-
cation networks evolve through time?

By investigating Twitter communication, we
observe homophily on the status level (based
on network position and semantic capital) and
on the value level (based on communication
content). The highest extent of homophily on
all the levels is found for the strong links.

We find evidence that value homophily drives
link formation, while status heterophily drives
the communication links to decommission (Sec.
4.1.7).

RQ2: Is the happiness paradox present in online
communication, in which forms and to what
extent?

We detect the existence of the strong happi-
ness paradox in communication. In this case,
too, the tendency has the highest intensity in
the case of the strong communication links
(Sec. 4.1.7).

PT: Develop a model for dynamics of spreading
on multiplex networks in which each node
is only present at one layer at a time and it
stochastically switches between layers. Evalu-
ate the model and obtain the epidemic spread-
ing threshold.

We developed a susceptible-infected-
susceptible (SIS) model, in both, a stochastic
and deterministic representation. Moreover,
we analytically calculated the epidemic
threshold βc, i.e., the critical point of infection
rate after which the epidemic outbreak hap-
pens and found a good match to simulations
of both, the stochastic and deterministic rep-
resentation. Interestingly, we find that, in the
proposed setting, the epidemic spreads more
slowly in the multiplex network compared to
any individual layer (Sec. 4.2.4).
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Table 1.3. Summary of our contributions per project

Project
Research questions (RQ) and practical targets

(PT)

Smart energy grid

PT1: Review the state-of-the-art in the field of res-
idential energy interventions, and propose a
model/framework for their successful design.
Develop a concrete energy intervention accord-
ing to the proposed model.

After reviewing the state-of-the-art of energy
interventions at households, we propose the
framework as a combination and extension
of several existing frameworks for successful
energy intervention design.

Through practical application of the proposed
framework in two concrete test sites (in Swe-
den an Italy), we design and develop a social
energy app (YouPower) as an energy interven-
tion (Sec. 5.1.7).

PT2: Estimate energy consumption of computing
nodes in a data center from running average
power limit (RAPL) measurements and com-
puting logs. Also, estimate the potential for
energy efficiency improvement.

We show that it is possible to estimate energy
consumption from RAPL measurements and
computing logs. On the concrete dataset, we
achieve this with the mean absolute error of
1.87%.

Statistics on jobs depending on their exit sta-
tus reveals that 16% of jobs that did not run
to completion consume around 43% of the to-
tal central processing unit (CPU) time. This
is one potential issue to tackle efficiency im-
provement. Another is through clustering of
jobs and nodes based on their computing pat-
terns. We leave interpreting these clusters,
however, for the future work, as such a task
will require close cooperation with the comput-
ing center managers and additional statistics
on its users (Sec. 5.2.5).
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Table 1.3. Summary of our contributions per project

Project
Research questions (RQ) and practical targets

(PT)

Web cybersecurity

RQ: Which theoretical distributions explain impor-
tant local characteristics and network proper-
ties of websites on the Web, and how do these
distributions differ between clean and mali-
cious (malware affected) websites? What is the
predictive power of website local characteris-
tics and network properties to classify malware
websites?

We find that most of the website properties
are best explained by exponentially bounded
power law distribution. The power law coeffi-
cient of the determined distributions is always
lower for malware affected compared to the
clean websites.

We employ the previous finding to build a
machine learning content-agnostic prediction
model. The results show that such models can
support the malware detection process (Sec.
6.5).

PT: Find the importance of Internet protocol (IP)
addresses of name servers in linking together
the hosts that have distributed malware. Is
the sharing of unique malware files between
domains empirically associated with the shar-
ing of IP addresses and the sharing of normal,
harmless files?

We find a positive answer to the first question
– many name servers connect large portions
of malware-affected websites. We find an ev-
idence for a negative answer to the second
question – sharing of IP addresses is unlikely
to explain sharing of files, whether malicious
or clean. We also find no relationship between
the sharing of clean and the sharing of mali-
cious files (Sec. 6.5).

The rest of this dissertation is organized as follows. We start by describing
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Table 1.4. Publications within the four research projects constituting the present thesis.

Research project Publications

human dynamics I

social networks II, III, IV

smart energy grid V, VI, VII

Web cybersecurity VIII, IX, X, XI

the common steps of the data science process in Chapter 2. Then we continue
to describe how we applied these steps in each project. We discuss the human
dynamics project in Chapter 3; the social networks project in Chapter 4; the
smart grid project in Chapter 5, and the Web cybersecurity project in Chapter 6.
A general discussion and concluding remarks are presented in Chapter 7.
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2. Data science process and methods

In this chapter, we review the steps of a data science process. For each of the
steps, we also review the relevant methods, with a particular focus on those
employed in our studies.

2.1 Domain expertise and research questions

The formulation of a problem is
often more essential than its
solution, which may be merely a
matter of mathematical or
experimental skill. To raise new
questions, new possibilities, to
regard old problems from a new
angle, requires creative
imagination and marks a real
advance in science.

A. Einstein and L. Infeld (1938),
The evolution of physics

As mentioned in the introduction, the data science process starts with research
questions in the field under investigation. While nowadays it happens often that
(a part of) the data are available even prior to asking the questions, the process
is still shaped by the questions. For instance, upon defining the questions, a
data scientist might decide that she needs to collect and/or fuse additional data.

Data science promotes novel fields within traditional academic disciplines.
For example, data science is an enabler of the emerging fields of computational
social sciences and biology, smart agriculture, and cities, and digital humanities,
and economy, to name a few. Such fields are inherently interdisciplinary. Con-
sequently, posing proper and meaningful questions requires (gaining) certain
levels of expertise in the different fields. In some cases, existing theoretical or
practical questions from the fields can be directly tackled. More often, however,
such questions need to be rephrased and reduced in scope with regard to the

27



Data science process and methods

available data. For instance, in the project on social networks, we tackle some
of the existing theories from sociology and communication. However, since we
analyze communication through a particular online medium for half a year, we
reduce the scope of the research questions to an online communication within a
limited period of time.

All four projects presented in this dissertation are interdisciplinary. Given
that this step of the data science process is domain-specific, we leave further
discussion about the domain expertise for each individual project in which we
performed it.

2.2 Data selection and collection

In order to competently answer the posed research questions, the data science
process continues with determining suitable data types, sources, and instruments
for collecting them. This step is called data selection and it precedes the actual
collection. Data selection is a crucial step to support the rest of the data science
process because it can affect the data integrity.

This step is also discipline-specific, as we demonstrate when selecting the data
from the four sociotechnical systems investigated in this thesis. Researchers
often face trade-offs when selecting data between the needs of the investigation,
available sources and the costs of acquiring the data. The decision should be
made in a way that the data integrity is not endangered.

Despite the availability of large quantities of data from many sources nowa-
days, researchers usually need to sample data. Procedures for representative
sampling should be in place to avoid any biases. In the projects we analyzed,
samples were mostly drawn from the human population, or, in the Web cyberse-
curity project, from the whole Web. We discuss in the sections corresponding to
the individual projects how we verified representativeness of the data for the
respective research questions. In some cases, we had to accept the limitations of
the available data, and then discuss the potential biases.

Finally, instruments (sensors) used to collect data must be considered in the
selection process. In all but one of our projects, the data were provided by
companies or downloaded using open application programming interfaces (APIs).
Only in the smart grid project in residential setting did we have to install energy
acquisition instruments. We discuss the installation process in Sec. 5.1.6.

Data collection is a common step in a number of scientific fields. In some
fields, the collected data currently exceed the available expertize and computa-
tional resources to process them. Examples include remote sensing, astronomical
observations and other big data from space (Soille & Marchetti, 2016). In some
other fields, especially if the data are needed on a longer time-scale, the data
science process can be considerably slowed down by this step.

In two of the four projects conducted, we had to collect (a part of) the data. For
the project on social networks, we downloaded the data from the public Twitter
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stream and Wikipedia. Thanks to the high-quality of the Firehose API offered
by Twitter, this was a relatively simple process. Wikipedia provides monthly
snapshots of its content packaged for download, making obtaining the data
straightforward. Nevertheless, when it comes to data from social media services
in general, they are often incomplete or the researchers cannot gain the access
to the full stream as we did with Twitter. As a result, such APIs provide quite a
limited subset of the data of interest and depending on the question under study,
the researchers need to account for potential biases and limitations.

However, in the smart grid project, for us, the process was more challenging for
other reasons. In addition to installing the energy measurement sensors, we also
needed to record people’s energy practices, such as saving actions, installation
of new energy-efficient equipment or production from their own solar panels.
Given that qualitative data (surveys and questionnaires) would not suffice in
this case, and since we needed to observe people during their everyday behavior,
the best solution we found was to design a social energy application. While this
process itself took time, the next challenge was to engage people as the users of
the application. As we present in Chapter 5, due to described challenges, the
data science process was limited in that project. Hence, contrary to the space
domain, this is an example where we envision great possibilities for using data
science, but the ways for collecting suitable data are yet to be found.

2.3 Data preprocessing (wrangling)

Upon selection and collection, a data scientist possesses raw data, which are
frequently in a format not suitable for knowledge extraction. Raw data might
contain incomplete, inconsistent, inaccurate, corrupt or simply irrelevant values.
Data preprocessing is the step that prepares raw data for further processing
steps. It is sometimes also called data preparation. The terms used in the
industry are data wrangling or munging.

The preprocessing tasks include cleaning, reduction, aggregation, standard-
ization, organizing, structuring and integration (fusion) of data from multiple
sources, as listed in Table 2.1. Considering the breadth and complexity of the
listed tasks, it is not a surprise that this step is estimated to take up to 80% of
the time1 in a data science process.

1https://www.trifacta.com/data-preparation
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Table 2.1. Common data preprocessing (preparation) tasks

Task Description

Cleaning

is deleting invalid, old, incomplete, redundant data
points and outliers; parsing and correcting errors. It
is also called cleansing. In addition to purging, the
focus is on increasing the accuracy of the data. This
step aims to prevent the famous garbage in garbage
out issue (Rahm & Do, 2000).

Reduction

might involve transformation from analog to digi-
tal form (depending on the instruments and on the
purpose of data collection), and/or pre-selection of
interesting, targeted data elements (for instance, in
astronomical observations); other methods are com-
pression (focused on volume), and dimensionality
reduction (focused on variety); however, further ef-
forts are required to reduce the big data streams
in terms of velocity and veracity (ur Rehman et al.,
2016). The main aim is reduction of the data to
relevant data points.

Aggregation

is the application of calculation across data features
to present general statistics in a summarized format
or to combine dimensions for further processing; this
is a task of a special importance for wireless sen-
sors networks so that network lifetime is enhanced
(Rajagopalan & Varshney, 2006) and in business
intelligence to support the end user or application.
The main aim is quick data exploration through a
high-level summary.

Standardization

is transforming data into a predefined, known for-
mat with the following purposes: i) allow collabora-
tion between different research or business entities,
ii) application of existing tools and methods and, iii)
support data sharing. While the data from online
social networks usually come in several standard
formats, health care (Richesson & Krischer, 2007;
Tenenbaum et al., 2016) and smart grid (Sayogo &
Pardo, 2013) are example fields in which standard-
ization efforts are still underway.
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Table 2.1. Common data preprocessing (preparation) tasks

Task Description

Organizing

is a task that has an emphasis on creating a ‘beau-
tiful structure that makes sense given the research
problem’ (Given & Olson, 2003). This task provides
an additional level of organization on top of what
is provided by the cleaning task. Organizing is of a
special importance for qualitative and unstructured
data (such as interviews and survey responses) (Côté
et al., 1993) and for data sharing and analysis re-
peatability. The main aim is to create an easily un-
derstandable structure, which enhances answering
the research question.

Structuring

is tightly related to organizing and standardiza-
tion – once data are organized and in a suitable
format, they can be stored using appropriate data
structures. These data structures range from tra-
ditionally used low-level ones, such as arrays and
dictionaries, to sophisticated relational or document-
oriented databases. The main aim is to ease and
enable storing and additional processing thanks to
a set of functions that are supported by the data
structures.

Fusion

is the synthesis of data from different sources. It is
also called integration. Often datasets from several
diverse sources are employed in order to answer the
single research question. In this step, those datasets
are integrated and synthesized to generate addi-
tional, more consistent, useful and accurate insights.
Data sources can be mutually complementary, re-
dundant or cooperative when it comes to fusing them
(Castanedo, 2013). Regardless of the underlying pro-
cess, the expectation is that the fused data should
support finding more meaningful answers to the re-
search questions than the answers provided by any
single data source.

Parsons et al. (2004) provide a comprehensive example of the data preparation
step within a National Aeronautics and Space Administration (NASA) research
project in hydrology. As the authors discuss, this is the step during which
consideration should be taken for long-term archiving and distribution of the
data. Namely, each scientific project should ensure that their experiments are
repeatable, and for this, it is essential that the project preserves the data and
enables further distribution.
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In summary, the primary purpose of the data preprocessing step is to ensure
that the resulting data are accurate, robust and consistent. Nowadays, an
additional important purpose is to preserve the data in a suitable format and
enable distribution. Finally, it is clear that the step is critical for the success for
the rest of the data science process.

2.4 Data analysis

This step corresponds to the data mining step in (Fayyad et al., 1996). Several
meanings are assigned to the term data mining. First of all, Han et al. (2006)
argue that the term itself is a misnomer. Namely, they argue that our aim is
to mine knowledge and find answers to our questions, and not to mine data.
Hence, they suggest that it would be more appropriate to talk about knowledge
mining from data. Nevertheless, data mining is a widely accepted and used
term. Still, the term’s use has been inconsistent: sometimes data mining is
used interchangeably with machine learning (Mitchell, 1997; Witten et al.,
2011), sometimes its meaning is closer to the whole data science process, as
we defined it in this thesis (Kantardzic, 2002; Larose, 2014), and, in industry,
data mining is sometimes equated with business intelligence. Hence, we choose
to talk about data analysis, which includes the data mining, as well as other
relevant methods to the actual knowledge extraction. Data analysis is the actual
discovery of patterns or models for the data under acceptable computational
efficiency limitations (Hand et al., 2001; Fayyad et al., 1996; Leskovec et al.,
2014). Hence, data analysis is the core step of the data science process.

The next question is to define what we mean by patterns or models for data. As
we introduced earlier, data are representations of facts. Patterns or models are
then the structure, or higher-level descriptions of the data or its subsets (Hand
et al., 2001; Fayyad et al., 1996). According to Hand et al. (2001), models provide
descriptions for the data on a global level, while patterns describe restricted
regions defined by some variables, i.e., subsets of the data. Leskovec et al.
(2014) discuss the following concrete types of models in data mining: statistical
models, machine learning models, summarization and feature extraction. If
we remind ourselves that the final aim of the data-science process is to extract
knowledge, then a question arises: how the patterns and models relate to
knowledge? According to Fayyad et al. (1996), there are several characteristics
to the found patterns and models, such as utility, novelty, understandability,
certainty, simplicity, and validity, which define their value and usefulness in
providing knowledge. In particular, Fayyad et al. (1996) propose that a pattern
can be considered to be knowledge if it exceeds certain thresholds with respect
to the introduced characteristics (and the thresholds are subjective and specific
to the concrete application of data analysis).

Just as data science is in general interdisciplinary, so is its data-analysis
step interdisciplinary. Data analysis draws on techniques from statistics, ma-
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chine learning, pattern recognition, artificial intelligence, information retrieval,
database technology, network science, and visualization, among other fields.
Considering that some present scholars treat data science problems as com-
plex systems (Cao, 2017), network science should be emphasized within data
analysis. Namely, network science (Strogatz, 2001; Barabasi, 2002; Newman,
2003b) investigates the structure and processes on complex networks – graph
representations of real-world complex systems. The field draws on, among
other disciplines, graph and probability theories from mathematics, information
visualization from computer science, and statistical mechanics from physics.
Given that in most of our projects we modeled data as graphs, we have applied a
number of network science algorithms.

The main goals (Fayyad et al., 1996) of discovering the patterns and models
for data, are:

• verification of existing hypotheses, and
• discovery of novel insights, which can be of two types:

– description of the data structure in human-understandable format, and
– prediction of unknown or future values from the data.

These two goals can be achieved by applying a number of different data
analysis tasks listed in Table 2.2. In general, machine learning tasks can be
divided to unsupervised and supervised. In the former case (supervised), an
algorithm is fed with a labeled or the data for which the outcome values are
known, and the algorithm is expected to learn the relationship and predict the
labels for the future, unknown data samples. In the latter case (unsupervised),
the algorithm learns from unlabeled data samples, i.e., it is expected also to
discover an appropriate structure for the data, and to learn the interesting
relationships. However, the line between the two classes of machine learning
algorithms is not a clear-cut. The algorithms which work on a dataset for which
only a small subset has the outcome values known are called semi-supervised
learning. Moreover, in the process of so-called active learning, an algorithm can
discover extra labels or output values, which were not known at the beginning
of the process. Another extension of machine learning tasks is to reinforcement
learning, where the algorithm learns by trial and error; in this case, the software
agent interacts with an environment and depending on its actions receives
rewards based on which it continuously learns.
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Table 2.2. Common data analysis tasks

Task Description

Supervised
learning

is the process of assigning known classes to (groups
of) data points. Classification is the most commonly
used example for supervised learning. In the present
thesis, we applied the following classification algo-
rithms: support vector machines (SVM) (Zeng et al.,
2008), C4.5 decision tree (Quinlan, 1993), naive
Bayes classifiers (Kohavi, 1996), random decision
forest (Breiman, 2001), and gradient boosting trees
(Friedman, 2001; Mason et al., 2000).

Unsupervised
learning

is the process of automatically identifying groups of
similar or otherwise related data points, where the
underlying relationship is unknown to the human
user beforehand. Clustering is the most commonly
used example of an unsupervised learning algorithm.
Examples of algorithms for unsupervised learning
tasks applied in this thesis are the self-organizing
map (SOM) (Kohonen, 1998), community detection
methods on networks (Blondel et al., 2008), and
cluster-based undersampling (Zhang et al., 2010).

Anomaly detection

is the identification of aberrant data points that
are potentially of interest or are, otherwise, outliers
that should be omitted from further analysis. This
is another example of unsupervised learning tasks.

Regression
is fitting linear or nonlinear combinations of basis
functions to the data to estimate the relationships
between data points.

Summarization

is the process of summing up and digesting data
points resulting in human-interpretable data rep-
resentations, reports or visualization. PageRank
(Page et al., 1999) and radius of gyration (Gonzalez
et al., 2008) are some of the summarization methods
employed in this thesis.
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Table 2.2. Common data analysis tasks

Task Description

Frequent pattern
and rule mining

involves identifying co-occurrences of certain data
points, and events, as well as probabilistic modeling
of their relationships and dependencies. Starting
from the well-known frequent itemset and associa-
tion rule mining, this task includes also sequential
pattern mining, structured pattern mining, correla-
tion mining, associative classification, and frequent
pattern-based clustering (Han et al., 2007). In the
project on human dynamics, we employed the graph-
based frequent pattern mining algorithm (Yan &
Han, 2002).

Information
retrieval

is the process of finding similar data points to the
one given, and distance is an important metric in
this process. A good example of this method is the
queries in the context of traditional databases. In
this method, human involvement is more promi-
nent compared to the other methods. Text re-
trieval is one of the most well-known applications
of the method. For example, we employed the term
frequency-inverse document frequency (tf-idf) (Man-
ning et al., 2008; Leskovec et al., 2014) statistic
when building the semantic database in the social
network project.

Natural language
processing (NLP)

involves a spectrum of techniques from artificial
intelligence, ranging from simple syntax, and se-
mantic analysis, towards the general goal of pro-
gramming computers to understand language. An
example NLP algorithm applied in this thesis is the
Explicit Semantic Analysis (ESA) (Gabrilovich &
Markovitch, 2009).

While data mining is traditionally defined in application to observational data
(Hand et al., 2001), data analysis as introduced in this thesis also includes
modeling and simulation (Law et al., 1991), which are generally applied on
experimental data. Agent-based simulation is often used in computational social
sciences for the understanding of social and economic systems (Helbing, 2012).
We developed an epidemic spreading model in the social network project and
applied simulation to evaluate the model dynamics.
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2.5 Visualization, interpretation and evaluation

Visualization is the set of graphical methods for finding structure in data
(Tufte, 1983; Chambers et al., 1983). Visualization is important in the initial
phases of data exploration (Tukey, 1977), as it aids human understanding,
as well as in the final phases when it is an effective tool for communicating
the results. Nevertheless, data scientists apply visualization throughout the
(iterations of the) data-science process. Wilkinson (2012) introduced a set of
rules for perceivable graphic models.

According to Tufte (1983), successful data visualization:

• displays the data,
• provides insight about the relevant information, instead of distracting,
• shows many data points in a small space,
• coherently presents big datasets,
• reveals the data at different levels of detail,
• corresponds well with the data statistics.

Some of the commonly used visualization methods (from the simplest towards
more complex) are histograms, boxplots, line plots, time series, kernel-density
estimate functions, scatter plots, contour plots, star plots, maps and network
visualization.

Interpretation is another domain-specific data science step and we leave
further discussion about interpretation for each individual project.

Among a number of issues that can be discussed with it comes to evaluation,
we choose to mention the Bonferroni’s principle, which is particularly relevant
for the large datasets (Leskovec et al., 2014). Namely, in search for interesting
patterns in big data, we must not only consider the number of found pattern
instances but also the expected number of occurrences of such instances, if the
data were random. We can then evaluate the importance of the pattern found
as follows: if the number of found instances is significantly smaller than the
expected number in a random setting, then we are only dealing with a statistical
artifact, otherwise, the pattern might be important.
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In the past, it was often the case that researchers would first define the re-
search question and then go about collecting appropriate data for answering
the question. Today, it is more often the case that the data are first presented
to researchers (or business data analysts) and they are then asked to find in-
teresting insights from the data. In turn, modern data scientists are faced
with two instead of one challenge: they should first (help to) define appropriate
question based on the available data and then they should also analyze the data
to actually answer the posed question.

The research presented in this section belongs to the second described category.
Namely, Orange Telecom released a description1 of the data it planned to open
to researchers who would provide interesting research proposals based on those
data. Since the dataset in question was the largest that will be opened for
researchers up to that time, we realized that it will enable to analyze large-scale
human dynamics. From another side, since the data would originate from Côte
d’Ivoire, a developing West African country, we concluded that sociodemographic
questions would offer another line of interesting research.

3.1 Background and research question

With the availability of big data carrying location information, a field within
network science (Strogatz, 2001) emerged that is dedicated to discovering laws
that govern human mobility and communication activity. This field is human
dynamics (Barabasi, 2005). Human dynamics research uses the data from
sociotechnical systems that constitute of people, as the moving actors, and
technology that enables tracking their movements. For example, such data
can come from social networks featuring geolocations (Hawelka et al., 2014) or
check-ins (Çelikten et al., 2016), from mobile phones (Candia et al., 2008) or
traffic smart cards (Sun et al., 2013).

Results of practically-oriented human dynamics research have shown potential,
for example, for urban and traffic planning (Ratti et al., 2006; Berlingerio et al.,

1http://www.d4d.orange.com/en/Accueil
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2013), disaster response (Bengtsson et al., 2011; Lu et al., 2012; Candia et al.,
2008), and as an indicator of economic development (Eagle et al., 2010; Frías-
Martínez & Virseda, 2012).

While census data are nowadays readily available in most of the developed
world, this is not yet the case in Africa. Statistical offices of many governments
are still using old methods, censuses are infrequent and the data often out of
date (Devarajan, 2013). Moreover, in some African countries, censuses have
been the subject of controversy under military and civilian regimes.2

Despite the economical growth in the past decade, Côte d’Ivoire is still a
resource-constrained economy (World Bank Group, 2015), which has faced recent
internal political conflicts (Dorman et al., 2007) and its existing census data are
not yet reliable (Gutierrez et al., 2013). Hence, answering the following research
question is useful in the case of Côte d’Ivoire and similar developing countries:

RQ: Is it possible to estimate a country’s census data using the available mobile
phone call data and to what extent?

3.2 Related work

In addition to the theoretical human dynamics research (Barabasi, 2005; Song
et al., 2010; Simini et al., 2012; Palchykov et al., 2014; Geng & Yang, 2017;
Menezes & Roth, 2017), there is also a number of studies which are practically-
oriented, similarly to our work. Among the popular questions explored are
the potential of mobile phone data for mobility and transportation estimates
(Calabrese et al., 2013; Kang et al., 2013), as well as for urban studies (Ratti
et al., 2006; De Nadai et al., 2016). Another important application is the disaster
response: Candia et al. (2008) demonstrate how emergency situations can
be detected from the changes in the collective calling patterns. We also see
novel studies using deep learning approaches for the disaster response and risk
reduction (Song et al., 2017). Panigutti et al. (2017) evaluate the potential of
mobile phone data for epidemic models and find that such models are the most
successful when infectious diseases spread between highly populated areas. In
addition to transport, disaster response or disease spreading, mobile phone and
other geo-tagged traces are also used to examine social relationships of people
(Xu et al., 2017) and for crime prediction (Bogomolov et al., 2014). Manca et al.
(2017) presented an overview of the existing approaches, possibilities, but also
of the potential biases and limitations of employing geo-tagged data in urban
dynamics studies.

Phithakkitnukoon et al. (2012) demonstrated the potential of mobile phone
data as a population density proxy in Portugal, a similar result as we found in
Côte d’Ivoire. They have also discussed the differences in individual traveled
distances for the people from different regions, as we did. However, in our study,

2https://africacheck.org/factsheets/factsheet-nigerias-population-figures/
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we also explored the socio-economic factors, important events in the country and
administrative borders, which they have not tackled. A similar study to ours was
conducted later in the case of China (Chi et al., 2016). The remarkable similarity
of the results, such as that the administrative borders can be reliably inferred
from the communication and that the data can serve as a socio-economic proxy,
hint on the universality of our findings. Another similar study to ours (De Nadai
et al., 2016) demonstrated how mobile phone data can serve as a socio-economic
proxy on a finer urban scale.

3.3 Data selection and preprocessing

We responded to the call from Orange Telecom for the data access with the
research question from the previous section. Our proposal brought us among
the research groups who received the access to the data.

Given that the company had already preprocessed, cleaned, and anonymized
the data, we could skip this part of the data science process. However, for
the posed research question, we also needed all the possible census data and
socioeconomic indicators that can be found about the country. In addition to
the mentioned lack and unreliability (Gutierrez et al., 2013), we faced another
challenge in acquiring such data. We faced the language barrier, as the data
collected by the government offices were mainly in French, and the same holds
for the language of communication with the employees of the statistical offices.
However, our efforts resulted in obtaining suitable data from several sources that
we could then fuse with the mobile phone dataset. Considering that we analyzed
the 6 months dataset on a single machine, in this phase we implemented parallel
processing of the data from each month and then combined the overall results.

As is discussed in our respective Publication I, the official census statistics is
lacking for the country. Nevertheless, we employed some other types of sources,
such as the reports from:

• World Bank (for the population density estimates, regional energy and eco-
nomic data)3,

• International Monetary Fund (poverty and socioeconomic data)4, and
• The Africa Infrastructure Knowledge Program (Interactive Infrastructure

Atlas for Côte d’Ivoire).5

Given the lack of more datasets from formal institutions, we also employed other
information available online:

• http://factsanddetails.com,

3http://siteresources.worldbank.org/INTAFRICA/Resources/CDI_country_report_2011.01.pdf
4https://www.imf.org/external/pubs/ft/scr/2013/cr13172.pdf
5http://infrastructureafrica.opendataforafrica.org/dqrkuif/about

39



Human dynamics

• http://www.geonames.org, and
• https://www.fragilestates.org/2012/06/06/cote-divoire-ethnic-division

3.4 Data analysis

In this step, we first modelled several complex networks from the mobile calling
data. One way is to consider mobile phone antennas as nodes, the communication
between them as links, and the intensity of the communication as the weight of
the links. Given that the country is divided into 255 sub-prefectures, another way
is to take those administrative units as nodes, and communication or mobility
between them as links. Finally, for each mobile phone user, one can also take
visited locations as nodes and link consecutively traveled ones. Depending on
the observed timescale, such networks can model individual daily trajectories or
weekly commuting trips.

From the set of all individual user networks, we extracted useful general
patterns using graph-based frequent pattern mining (Yan & Han, 2002). For
mobility trajectories, we also calculated the radius of gyration (Gonzalez et al.,
2008), a concept from physics which when applied in this setting informs about
how spatially centered or dispersed are the mobility patterns. Community
detection methods (Blondel et al., 2008) served to detect useful subgroups within
each of the networks.

3.5 Visualization, interpretation and evaluation

Since we dealt with the spatio-temporal analysis, visualization was particularly
important in this project. Most of the results about different parts of the country
we first color-coded on a map of the regional units in Côte d’Ivoire. We employed
geographic information system (GIS) mapping (Fotheringham & Rogerson, 2013)
tools. If a visual inspection would reveal an interesting pattern, then we would
also apply statistical methods, such as Pearson correlation and network analysis.
Similar holds for the analysis of temporal communication aspects.

For example, we present the footprint visualizations in Fig. 3.1. The footprint
visualizations are a representation of the daily mobility (a) and calling activity
(c,d) on an hourly y-axis for each day in the dataset (x-axis). The visualizations
reveal clear patterns of the daily activity and inactivity in the country in terms
of the calling and mobility. Namely, if we observe subfigure (a), we notice the
periods of higher mobility during mornings and in the evenings (darker footprint
colors) which correspond to commuting to and from work. In subfigure (b), we
show an approximation of the total traveled distance in the country per each day.
The spikes are found to correspond to the periods of turbulence or special events
in the country. In subfigures (c) and (d), we show, respectively, the daily calling
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frequency and duration. A visual comparison hints that these two measures of
human calling activity do not correlate. Our additional analysis confirms that
visual insight. In particular, the frequency of calling activity (c) correlates with
the mobility footprint in subfigure (a), but not with the calling duration (d).

In Fig. 3.2, we show the maps of commuting in the country for the observed
period of 6 months. The maps of commuting visualize obtained commuting
flux between respective regional units. The line thickness corresponds to the
amount of commuting observed between the regions. The map in subfigure (a)
shows in darker color the regional units which have a higher PageRank in the
commuting network, i.e., which represent important commuting centers. In
addition to PageRank, we also applied a community detection algorithm to the
commuting network. On the map in subfigure (b), we show in the same color the
regional units which belong to a same community. As can be noticed, adjacent
units are assigned to the same communities, and those communities correspond
well to the administrative regions of the country. In other words, the maps of
commuting exhibit commuting regions and their centers. For these parts of the
analysis, we also applied network visualization methods.

Considering mentioned unreliability of existing data about the country, the
interpretation of the results was often the longest task and required a careful
validation from several sources. The fact that the same dataset was opened for
other researchers was beneficial, as in some cases we could verify parts of our
results from already published findings by others.

3.6 Contributions

RQ: Is it possible to estimate a country’s census data using the available mobile
phone call data and to what extent?

Our findings in Publication I answer positively the posed research question.
We demonstrate how the spatiotemporal insights from mobile phone call data
can be used as a proxy indicator for different socioeconomic segments and field
surveys, as well as in transportation planning.

First, we find that the number of mobile phone users from different sub-
prefectures and regions of the country positively correlates with the existing
(unofficial) census statistics about the number of people living there (Foster &
Pushak, 2011). Mobile phone penetration is already high in African countries
(Intelligence, 2014), so this simple statistics can be used by governments for
population estimates given the access to the data from operators.

Next, we find that the daily mobility footprint per hour positively correlates
with the similar footprint for calling frequency. In other words, higher human
mobility is linked with the frequency of their communication, although we do not
establish a causal relationship. At the same time, the calling duration footprint
differs from both the calling frequency and the mobility one. Hence, we find that
the length of communication is not linked with peoples’ mobility.
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Figure 3.1. Visualizations of human dynamics: footprints and the total traveled distance.

Figure 3.2. Visualizations of human dynamics: commuting maps.
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Our following insight is about the timings of phone calls during the day in
different parts of the country. To this purpose, we introduce the morning calling
activity threshold, as the average time in the mornings when a 10% of the
average daily activity is reached. By calculating the morning calling activity
threshold in each regional unit, we show that it is first reached in the northern,
agricultural and less developed parts of the country. In other words, those parts
of the country start their daily activities earlier in the day compared to the
southern, better developed and more modern parts. An explanation is that the
people in those areas live more ‘according to the sunrise and time as measured
by a clock has little relevance’.6

On the other hand, we also measure the overall calling activity around mid-
night. This exhibits the split between the eastern and the western parts of the
country. The divides inferred from the mobile phone data match with the data
from other sources about the country.7 As discussed in (Morales et al., 2013;
Gowan & Hurley, 2013), the results show a clear division between the east and
the west part of the country, mainly due to economic interests, cultural bounds,
country infrastructure and the ethnic divide.

Among the most useful insights from our study is that the average radius
of gyration of people living in an administrative unit can inform about their
socioeconomic status. In this way, we also exhibit a spatial diversity of the
distributions of the radius of gyration, as compared to the temporal stability
established in earlier studies, i.e., we show that there is a higher probability of
small values for developed regions.

Finally, the commuting network analysis reveals that people prefer to commute
within their administrative region; such constraints are mainly broken by the
strong commuting centers (representing bigger cities and wealthy regions), which
attract commuters from neighboring regions. This and the results about the
frequency of commuting can guide administrative borders and transportation
planning.

In summary, the diversity of insights that can be generated about a country
using only a mobile phone dataset is impressive. We acknowledge potential
limitations of our research due to the biased sample of mobile phone users;
however, Wesolowski et al. (2013) performed an extensive evaluation showing a
remarkable robustness of mobility estimates using this type of data. To conclude,
our methods and results can be particularly relevant for the policy-makers
engaged in targeted poverty reduction initiatives as they offer an affordable tool
for resource-constrained economies, such as the Côte d’Ivoire’s.

6http://factsanddetails.com
7https://www.fragilestates.org/2012/06/06/cote-divoire-ethnic-division/
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Computational social sciences As a result of online social networks (OSNs)
being widely used, researchers can nowadays access the types of data that
were previously unimaginable in sociology or linguistics. Millions of OSN users,
through their active engagement, produce large-scale datasets of social interac-
tions. The availability of such datasets resulted in a wave of research exploring
the social sciences phenomena within OSNs (Ellison & boyd, 2007; Borgatti
et al., 2009; Burt et al., 2013). Such research lies in between social sciences, from
which the questions originate, and computer science, required for processing
and analyzing big data. The new interdisciplinary research field is termed
computational social sciences (Lazer et al., 2009).

Publication II and Publication III belong to the computational social sciences
field, more specifically, to the computational sociolinguistics (Nguyen et al.,
2016). Namely, in them, we investigate semantics in online communication
content.

Network science Another interdisciplinary research field inspired by the avail-
ability of big data, in particular from OSNs, is network science (Strogatz, 2001;
Barabasi, 2002; Newman, 2003b). Network science is concerned with the struc-
ture and processes on complex networks – graph representations of sociotechnical
and biological systems from the real world (as opposed to random graphs). A
special type of complex networks is multiplex networks introduced to capture the
manifold nature of the links in the real world. For instance, multiplex networks
are used to model a simultaneous engagement of a set of users in several OSNs.

Publication IV belongs to the network science field. In it, we propose a model
for epidemic spreading in multiplex networks.

The rest of this section is organized as follows. In Section 4.1 we discuss our
research and contributions on semantics in online communication content and
in Section 4.2 the model for epidemic spreading in multiplex networks.
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4.1 Semantics in online communication content

One of the most analyzed OSNs hereto is Twitter, thanks to a majority of tweets
being publicly available. In Publication II and Publication III, we analyze the
same communication network created from tweets. In Publication II, we focus
on homophily with respect to the semantic aspects of communication, and in
Publication III, we apply semantic analysis to understand the happiness paradox
in communication.

4.1.1 Background and research questions

birds of a feather flock together;
your friends are happier than you

The definition of communication caused debates among researchers (Little-
john & Foss, 2010). Dance (1967) summarized three points of critical conceptual
differentiation in undertakings to define communication: level of observation
(abstractness), intentionality (purposeful message sending and receiving vs.
unintended communication) and normative judgment (whether and how the
communication is received). Littlejohn & Foss (2010) suggested that a definition
should be adapted and evaluated on the basis of how well it helps to answer
particular research questions. In our study, we define communication on the
concrete level of observation (it takes place through an online medium, Twitter),
with positive intentionality (a source user transmits a tweet with a conscious
intent to affect the receiving user) and without normative judgment (we do not
always know whether the receiving user has read the tweet).

There are different ways to model OSNs as networks. In the case of Twitter,
a traditional approach has been to consider the followership as the basis for
forming links. However, we employ the interaction layer, concretely mentions1,
as a basis for forming links. When a usera mentions a userb, we connect them
with a directed link. And the number of such mentions gives the weight to
the link. Importantly, such approach of forming links also enables to define
a temporal dimension. If within a certain period one or both of the users
stop communicating, we decommission the link. Once mutual communication
is established again, the link is also re-established. Finally, the introduced
network enables us to study communication in a computer-mediated context
(Hiltz & Turoff, 1993; Thurlow et al., 2004). Namely, we employ the mentions as
communication content.

People use the complex system called language for communication. The study
of language, linguistics, integrates its three broad aspects: syntax (form), se-
mantics (meaning) and inference (language in context) (Winograd, 1972). We
focus on the meaning, i.e., semantics in online communication. A particular

1tweets of a usera in which she refers to userb with @userb
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field devoted to studying languages within computational social science is called
computational linguistics (Hirschberg & Manning, 2015). This field is tightly
related to the natural language processing (NLP) (Joshi, 1991). NLP explores
computational and mathematical modeling of natural language and, based
on it, the development of useful systems, such as translation and automatic
speech recognition. The field is highly interdisciplinary, involving also statistics,
logic, psychology, and sociology. We apply the NLP methods for analyzing the
semantics of online communication.

Homophily An interesting tendency of people to preferentially connect with
those who are similar to them was noted already by Plato and Aristotle (McPher-
son et al., 2001). In the beginning of the 20th century, it was also observed
through systematic studies in sociology. Lazarsfeld & Merton (1954) referred to
the tendency as homophily, the term ever since used in scientific studies.

Lazarsfeld & Merton (1954) analyzed traits based on which people preferen-
tially connect and introduced two levels of homophily: status and value. Status
homophily relates to any formal or perceived status among individuals. It in-
cludes some of the most important social dimensions, such as race, ethnicity, sex,
age, education, occupation, and religion. Value homophily relates to our internal
states that might shape the future behavior; for example abilities (intelligence),
aspirations, and attitudes (political orientation), regardless of the differences in
status.

Happiness paradox Another interesting property of social networks, which
was observed more recently (Feld, 1991), is a set of network paradoxes. The
friendship paradox was discovered first: ‘your friends have more friends than
you, on average’. Later, other similar paradoxes are discovered: virality (your
friends receive more viral content than you, on average) (Hodas et al., 2013),
activity (your friends are more active than you, on average) (ibid.), diversity
(your friends post more diverse content than you, on average) (Kooti et al.,
2014), H-index (your coauthors have a higher H-index than you, on average)
(Benevenuto et al., 2016) and happiness (your friends are happier than you, on
average) (Bollen et al., 2017).

Most of the people in a network will experience the paradoxes, but not all.
It is also important to note that the paradoxes are stated ‘on average’. This
contributes to the common statistical pattern explaining their existence. We
illustrate the pattern of the friendship paradox. If you have popular individuals
as your friends, they increase the average number of friends among your friends.
On the opposite, less popular individuals decrease that average. Now, it is
easy to observe that the popular individuals will be found disproportionately in
friendship lists of others. That is to say, you are statistically more likely to have
more popular than less popular friends on your friendship list. Accordingly, you
are likely to experience the friendship paradox.

The introduced definitions that are based on the average values are later
named the weak forms of paradox, while the strong forms consider the me-
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dian. For instance, the existence of the strong happiness paradox can be stated
as ‘a majority of your friends are happier than you’.

To sum up, in Publication II and Publication III we take a computational social
science approach: we start with research questions from sociology and tackle
them using data science. The data science methods draw on NLP to describe
semantics and on network science to model online communication. As a result,
our research tackles the novel field of computational sociolinguistics (Nguyen
et al., 2016).

The main research questions are the following:

RQ1: What are the levels and types of homophily in communication networks
and what is their extent? How does the homophily in communication
networks evolve through time?

RQ2: Is the happiness paradox present in online communication, in which
forms and to what extent?

4.1.2 Related research

Uncovering what drives human communication is of great interest to researchers
and in practice (Cherry, 1957; Diesner & Carley, 2005; Littlejohn & Foss, 2010;
Watzlawick et al., 2011). Example studies that tackled communication using
Twitter data have shown potential in emergency response (Verma et al., 2011),
detecting flu influenza (Aramaki et al., 2011), assessing public mood (Bollen
et al., 2011), mental health (Coppersmith et al., 2015), sarcasm (González-Ibánez
et al., 2011) and sentiment (Agarwal et al., 2011; Jiang et al., 2011), or extracting
latent user attributes (Rao et al., 2010), such as gender (Burger et al., 2011) and
other socio-demographic data (Culotta et al., 2015). Our studies add to this list
the topics of homophily and the happiness paradox in communication.

Extensive research is conducted in sociology on homophily in social networks
(McPherson et al., 2001). In addition to the introduced status and value levels of
homophily, the picture is additionally complicated because not all the social links
are equal. In his famous, the Strength of Weak Ties (SWT) theory, Granovetter
(1973) discussed the differences between strong links and weak links. He defined
strong links through a combination of time, intimacy, emotional intensity and
reciprocity. Granovetter also argued that the users connected with a strong link
are more likely to be similar.

A result of homophily in a social network is a higher correlation on certain
traits between neighbors than between random users. Since this correlation
is found typical of social networks (Newman, 2002), it is also called social
correlation. Another term sometimes used is assortative mixing. Network science
produced a measure for the extent of assortative mixing in a given network
called assortativity coefficient (Newman, 2003a). Researchers calculated this
coefficient and repeatedly confirmed social correlation in different OSNs (Bollen
et al., 2011; Anagnostopoulos et al., 2008; Aral & Walker, 2012).
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In Publication II, we investigate homophily in the communication network
from Twitter with a special focus on the semantics of communication. We jointly
analyze the semantics of content with the underlying social network features.
Hence we build on and extend the previous studies on socio-semantic structures
(Roth & Cointet, 2010).

In Publication III we investigate different forms of the happiness paradox in
the communication network from Twitter. Bollen et al. (2017) already analyzed
the happiness paradox in a Twitter followership network. Our contribution is
to continue and investigate the paradox in a qualitatively different type of a
network.

4.1.3 Data selection, collection, preprocessing and fusion

Twitter offers its free application programming interface (API) for anyone to
collect 1% sample from the stream of tweets at the time. A more advanced,
so-called, Firehose API, providing 100% of the stream, is open to some research
teams and paying customers. We collected the tweets of half a million users
during 6 months using the Firehose API. Hence, our data were maximally void
of the selection bias at the beginning.

However, in the next steps, we had to filter this initial dataset. First, we had
to limit the tweets to internal2 mentions only (resulting in 12441636 mentions),
as other types of tweets would not fulfill the intentionality in the definition
of communication we adopted. Namely only mention tweets are sent towards
an intended specific target user. Second, for analyzing semantics, we had to
focus on one language. Hence, we kept only the tweets in English and the users
who mainly tweeted in English. For this filtering task, we employed the NLTK
Python library.3 Finally, we filtered inactive users, as is the common practice in
OSN studies, in order to minimize the noise in the data.

Of the three introduced filtering steps, the first is necessary to support our
concrete research question, and the third is justified as it removes the potential
noise. However, for the second step, the language filtering, we have to consider
possibly induced biases. Indeed, a source and a target user usually communicate
in the same language, hence our filter was not likely to remove parts of a
bilateral communication between two users since they are not likely to switch the
language often. To select one language, English was a good choice. In addition
to being the first in its global importance (Ronen et al., 2014), it was the most
commonly used in our original dataset (20% of the tweets). In the end, we looked
at the representativeness of the sample featuring only English tweets and users.
Using the NLP methods in combination with network community detection
on the sample, we found that the communities of users who communicate
mostly among themselves corresponded well to the countries (geolocations)
(this is a known result for human online communication (Lambiotte et al.,

2those in which a user from our dataset mentions another user from our dataset.
3http://www.nltk.org
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2008; Kulshrestha et al., 2012)). The biggest of such communities were: from
Indonesia, Nigeria, US, South Africa, Jamaica, Philippines, and the UK. In
addition to the English speaking US and UK, we captured some of the other
countries with large numbers of Twitter users. That is to say, we still had an
international and culturally diverse sample.

To build the semantic database, we downloaded the dump of the whole English
Wikipedia as of April 2015 (52GB in size, uncompressed). The dataset format is
eXtensible Markup Language (XML). Owing to the possible circular interlinking
of pages and crowdsourced content for which it is difficult to assure format
correctness, the preprocessing of Wikipedia data is tedious and known to
encounter recursion issues. Giuseppe Attardi (2015) developed an open-source
script wikiextractor that deals well with such issues. After adaptation to our
needs, we applied wikiextractor to extract useful page contents from the XML
dataset.

Finally, we fused this semantic database with the tweet collections of individual
users and obtained a database semantically describing communication content
of each user in our network. Hence, this project prominently demonstrates data
fusion from different sources. In another example of fusion, we sent each user’s
tweet collection for enrichment through the AlchemyAPI.4 The service would
return relevant entities, concepts, taxonomy, sentiment, and categories for each
user’s tweets.

4.1.4 Data analysis

ESA implementation For describing the semantics of tweets, we implemented
the NLP method based on the existing algorithm – Explicit Semantic Analysis
(ESA) (Gabrilovich & Markovitch, 2009). ESA builds the semantic database from
Wikipedia – a human-curated, large, openly available text corpus. Working with
preprocessed Wikipedia data, this step included finding relevant terms (words)
and their corresponding tf-idf (Leskovec et al., 2014) scores in each article.
Given a large number of articles (5M) and words in them, we needed Hadoop for
parallel processing. Asking that a word appeared at least in 3 and in no more
than 10% of all articles, resulted in 1596623 words. Afterwards, we created an
inverted index (Gabrilovich & Markovitch, 2009), resulting in a vector of relevant
articles found to describe each word. Such vectors varied in size, for many of
words they consisted of more than 1000 elements. We first sorted each vector,
and then applied the procedure with a sliding window pruning (Gabrilovich
& Markovitch, 2009) to keep the relevant concepts. This inverted index was
then stored in a MongoDB collection and consequently indexed on the words.
From such a collection, we could then quickly retrieve the relevant concept
vector for a given English word. In other words, ESA results in the semantic
database featuring for each English word (found in Wikipedia) a respective

4https://www.ibm.com/watson/services/natural-language-understanding
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vector of relevant concepts (corresponding to the Wikipedia articles) describing
semantically that word. Our code for the ESA implementation is open-source
and available on GitHub5.

Mention network Starting from the preprocessed tweets, we built the mention
network as described earlier. For temporal analysis, we created separate net-
works for each month. To determine some network properties, we employed
Python library networkx, and for others, such as assortativity coefficients, we
needed igraph that is better in handling larger networks. For calculating se-
mantic relatedness (SR) between tweet collections of two users (for simplicity,
from now on we just say, between two users), we employed the previously built
semantic database. After finding important terms (and their frequencies) in
each user’s tweet collection, we then queried the semantic database for each of
these terms. Concept vectors for each term, as the answers from the database,
are then combined into a single user concept vector describing semantically her
tweets. Once again, we employed a MongoDB collection to store these concept
vectors, this time indexed by the user id. Cosine similarity between two concept
vectors gives the SR between the users.

SR network For one part of the study, we needed the SR values between
every possible pair of users, i.e., we needed to build a full network between the
Twitter users with the edge weights being equal to their SR. This was another
computationally demanding step, both in terms of required time and space
(resulting network was more than 10GB in size).

4.1.5 Visualization and interpretation

As with many social network analysis studies, visualization was important
data science step. Below we discuss only two examples of the visualizations we
employed. For understanding the topics of conversations, for instance, we used
the ETE Toolkit6, a Python framework for tree visualization. The bubble tree
visualization for the prevalent topics in our whole dataset is shown in Fig. 4.1.

Network visualization is helpful in gaining insights into the data structure. For
instance, in Fig. 4.2 (left), we show radial axis visualization of the modularity-
based (Newman, 2006) communities detected using the Louvain method (Blondel
aet al., 2008). The radial axis visualization stacks the nodes which belong to
the same community onto an axis. Hence, longer axes will represent larger
communities. Thanks to an additional semantic analysis for each community,
they are interpreted as focused around geolocation entities. In other words, we
detected most prevalent topics (entities) in the tweets of each community. It
turns out that each large community has some country or a city name (geolo-
cation entities) among the most prevalent topics, and no other country or city.
Hence, we could conclude that the users in these communities tend to live in

5https://github.com/sanja7s/SR_Wiki_ESA
6http://etetoolkit.org/
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Figure 4.1. Taxonomy of most popular topics in our Twitter dataset.

or perhaps originate from these countries. Hence, the communities are focused
around the geolocations – this is also visualized.

In Fig. 4.2 (right), we present the communities obtained by running the com-
munity detection method on the full SR network. However, this time we employ
the same visual axis representation from the previous analysis, for comparison,
and we only color code the nodes based on the communities in which they belong
in the new analysis. The visualization shows a relatively poor match between
the two sets of found communities, while an analytical comparison confirms
such a result.

In these studies, the data analysis was mainly driven by the sociological
theories and propositions, so the interpretation was in such cases mostly
straightforward. The results of the analysis would either offer an evidence
for existing theories or for some novel hypotheses. However, the definition
and interpretation of happiness in the paradox study was not straightforward.
Namely, we employed the sentiment of the tweet collection of a user as a proxy for
her happiness and well-being, given several previous studies (Iacus et al., 2015;
Schwartz et al., 2016) showing that the social media content indeed predicts
psychological states.

52



Social networks

Figure 4.2. Radial axis visualization of the (left) modular communities (Newman, 2006) in the
Twitter mention network and (right) their overlap with communities detected in the
SR network.

Table 4.1. Semantic database evaluation

Human judgments dataset Spearman Pearson

WordSim-353 0.51 0.45
Miller and Charles 0.79 0.82
Word pair similarity, MTurk 0.53 0.45
Rubenstein and Goodenough 0.81 0.74
MEN dataset of word pair sim. 0.73 0.44
Average 0.67 0.58

4.1.6 Evaluation and limitations

The step of evaluating the data science process and results we can illustrate
using the semantic database. Namely, if properly implemented, the database
yields SR values between pairs of words that are comparable to human judgment
scores of the relatedness. A collection of datasets with human judgments is
available online (Faruqui & Dyer, 2014). Taking one dataset at a time, we
calculated the SR for each word pair in the dataset using our semantic database.
Then we obtained the Pearson correlation and Spearman’s rank between our and
the human judgment scores for each dataset. The evaluation results presented
in Table 4.1 confirm that our algorithmically created semantic database produces
realistic SR values.7

7Please note that evaluating semantic relatedness is a subjective process and there are also
sometimes discrepancies between different human judgments.
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While our interpretation of happiness and well-being using sentiment is based
on some previous studies (Iacus et al., 2015; Schwartz et al., 2016), we acknowl-
edge that this choice is one limitation of our study. Another potential limitation
was the choice of the external API for the semantic and sentiment analysis.
Based on the evaluations in the literature, however, we believe that AlchemyAPI
was a suitable choice. Meehan et al. (2013) found that the sentiment analysis
by AlchemyAPI achieved an accuracy of 86% on a tweet corpus. The Alche-
myAPI’s performance on a number of datasets and in different contexts was also
evaluated in other studies (Rizzo & Troncy, 2011; Saif et al., 2012), where it
outperformed Zemanta8, OpenCalais9, Extractiv10 and DBpedia Spotlight11 in
extracting and categorizing named entities.

4.1.7 Contributions

Our findings on the communication network from Twitter offer a deeper under-
standing of two important tendencies observed in social networks: homophily
and the happiness paradox.

RQ1: What are the levels and types of homophily in communication networks
and what is their extent? How does the homophily in communication
networks evolve through time?

The first part of the results presented in Publication II confirms the exis-
tence of the status and value homophily in communication.

Social status is operationalized through various network indices: the
number and strength of contacts, popularity and activity in communication,
and Burt’s index (Burt, 2009). In particular, we have tested for status
homophily in terms of the number of contacts of a user (the unweighted
degree), the strength of those contacts (the weighted degree), popularity
(the number of incoming messages to the users, i.e., the weighted indegree),
activity (the number of messages initiated by a user, i.e., the weighted
outdegree), as well as in terms of Burt’s index, defined for a given node i
using the formula:

C =∑

j
ci j, (4.1)

where ci j is the extent to which i’s network is directly or indirectly invested
in its relationship with node j. This extent is calculated using formula:

ci j = (pi j +
∑

q
piq pq j)2, (4.2)

for q �= i, j, where pi j is the portion of i’s time and energy invested in

8http://blog.zemanta.com/
9http://www.opencalais.com/

10http://extractiv.com/
11https://github.com/dbpedia-spotlight/dbpedia-spotlight
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contact j. This value is calculated as:

pi j = zi j/
∑

q
ziq, (4.3)

where zi j measures normalized connection strength between i and j.

Semantic status is operationalized through the semantic richness of users’
tweets: the number of different entities, taxonomies or concepts used.
Communication exhibits moderate to strong levels of homophily on all of
these forms of status: users communicate with others of similar social and
semantic status. The quantitative results are discussed below.

Status homophily can be assessed using the network assortativity coeffi-
cients (Newman, 2003a). In particular, the (weighted) degree assortativity
informs us about homophily in terms of (strength) number of contacts. Sim-
ilarly, the indegree (outdegree) assortativity informs us about homophily in
terms of popularity (activity). The attribute assortativity in terms of users’
Burt’s indices and their semantic capital informs us about homophily in
terms of network position and semantic status. We present the different
assortativity values in our network in Table 4.2. Given that a value of
an assortativity coefficient above 0.1 is already indicative of preferential
attachment in the network, presented results exhibit strong homophily
on all the evaluated levels but popularity (popular users do not tend to
preferentially link to each other).

Table 4.2. Status homophily: degree and attribute assortativity coefficients in the commu-
nication network. Directed degree assortativity is calculated using the methods in
(Piraveenan et al., 2012). Statistical significance is evaluated through standard devia-
tion s calculated using jackknife method (Newman, 2003a). The only result that is not
statistically significant is in italics font.

Degree assortativity
contacts r s popularity (in) / activity (out) ra,b s

unweighted 0.414 0.010
in-in -0.001 0.002
out-out 0.389 0.014

weighted 0.474 0.017
in-in -0.015 0.002
out-out 0.338 0.026

Attribute assortativity (only weighted)

attr
Wiki CVs taxonomy entity concept Burt’s
diversity diversity diversity diversity index

r 0.269 0.282 0.398 0.289 0.670
s 0.006 0.005 0.005 0.005 0.010

Value homophily is operationalized through the general semantic relat-
edness, i.e., the similarity on particular topics and the sentiment of tweets.
Again, we confirm moderate to strong levels of value homophily.

To what extent are semantically related users more likely to communicate?
In other words, how strong is the value homophily (in terms of semantic
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Table 4.3. Value homophily: attribute assortativity r in weighted communication network.
Statistical significance is evaluated through standard deviation s calculated using
jackknife method (Newman, 2003a) and shows that all the results are statistically
significant.

Attribute assortativity

attr
sentiment topic topic topic
score music movies sex

r 0.452 0.269 0.244 0.253
s 0.005 0.006 0.005 0.006

relatedness) in communication? This question can be answered by using
communication propensity. Communication propensity with respect to SR
( ˆcp(SRth)) is the extent to which observed communication for user pairs
with relatedness higher than some threshold SRth diverges from commu-
nication expected of random user pairs. Precisely, the dyadic propensity
formula defined in (Roth, 2005) can be used to calculate ˆcp:

ˆcp(SRth)= Lcomm(SRth)/Ltot(SRth),

where Lcomm(SRth) is the number of links in communication network with
SR value higher than the threshold and Ltot(SRth) is the number of total
possible such links.

With this approach, we can also calculate propensity for links of a mini-
mum given strength (based on threshold CIth). Fig. 4.3 presents results
for weak links CIth = 1 and for two levels of stronger links (CIth = 10 or
100). Communication propensity for weak links increases only slightly
for higher SR values, while for stronger links it starts to grow faster and
reaches an order of magnitude higher values for SR = 0.9 and CIth = 100.
The results confirm that semantic similarity is a homophilous trait in com-
munication, however much more so in the case of strong than weak links.
In this way, we confirm a specific aspect of the SWT theory (Granovetter,
1973): homophily is larger for the strong links.

We also disentangle the value homophily based on specific topics. Table 4.3
presents the values of different attribute assortativity coefficients in our
network. We, once again, detect high levels and statistically significant
assortativity (r > 0.2) on all the assessed semantic attributes.

Evolution of homophily: The second part of the results in Publication II
confirms that the value similarity between users rises sharply before their
link is formed for the first time (Fig. 4.4), i.e., link formation is driven by
the value homophily. Status similarity does not explain the link formation
based on our data. We make a novel insight that persisting links exhibit
temporally stable user similarity on both value and status levels. We also
find that the links that get disconnected are between the users who have a
higher status difference compared to those with persisting links (Fig. 4.5).
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Figure 4.3. SR as homophilous trait in communication: ˆcp(SRth) communication propen-
sity with respect to SR for links with different minimum strengths based on commu-
nication intensity CIth

Figure 4.4. Evolution of SR: value similarity rises before and during link formation, while it is
stable on persisting links.

Figure 4.5. Evolution of relative status: status similarity drops before and during link de-
commission, while it is stable on persisting links.
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In summary, our results on the evolution of homophily offer an evidence
that communication links form due to the value level homophily, while they
decommission due to the status level heterophily.

RQ2: Is the happiness paradox present in online communication, in which forms
and to what extent?

In Publication III, we answer how happiness and well-being of an indi-
vidual, as proxied by the sentiment of their tweets, influence their online
communication and vice versa. We are the first, to the best of our knowl-
edge, to investigate the happiness paradox in a communication network
that requires an active engagement for the links persistence. Unlike in
several other social networks, we exhibit the existence of a strong form of
the happiness paradox, but not the weak.

Namely, the strong happiness paradox is measured using the median,
instead of the mean value of the happiness of the communication neigh-
borhood of a given user. Concretely, we show that the original mention
layer does not exhibit any sign of the happiness paradox. However, as
we increase the communication intensity and consider stronger links, the
strong happiness paradox increases from an initial 50% to 61%. Hence,
there is a slight strong happiness paradox for strong links in the commu-
nication layer. We also show that the existence of the strong happiness
paradox might depend on the skew of the sentiment distribution as a
function of communication intensity. Our analysis reveals that as the
communication intensity increases (for instance it is bigger than 30), the
sentiment distribution has a slight positive skew in comparison to the
case when the threshold for the communication intensity is 1. Finally, we
also show that the level of happiness can be modeled as a function of the
number of user contacts and the intensity of interactions.

4.2 Model for epidemic spreading in multiplex networks

As mentioned in introduction to this section, we model epidemic spreading in
multiplex networks in Publication IV.

Epidemic spreading models are useful as they help to understand the disease
dynamics, information diffusion, reaching consensus in a network etc. Several
well-known epidemic models are developed. Most known and studied are the
susceptible-infected-susceptible (SIS) (Anderson et al., 1992; Ferreira et al.,
2012) and the susceptible-infected-recovered (SIR) (Kermack & McKendrick,
1927; Volz & Meyers, 2007) models. A large number of studies are conducted
on traditional complex networks describing epidemic processes that follow such
models. In these models, nodes are usually given an infection rate that de-
fines the probability that they will spread the epidemic to the neighbors, for
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instance. An important parameter of the epidemic processes, which depends on
the infection rate is the epidemic spreading threshold. Namely, as we increase
the infection rate, the epidemic will suddenly start spreading fast (outbreak)
around certain threshold value. This value is specific to different combinations
of network topologies and spreading models.

Multiplex networks are a special type of complex networks that allow for multi-
ple types of links. Namely, with the availability of data from real sociotechnical
systems, researchers recently realized that traditional complex networks in
which all links are of the same type may not model well all of those systems. To
illustrate, let us think of a model for information spreading among people. We
know that individuals can be exposed to the same information through several
types of links. For instance, a friend might tell them in person, a colleague
at work, or an acquaintance with whom they participate in some hobby, they
can read it through online or paper news, they can hear it in transport from
bystanders, or find about it using Twitter, LinkedIn or other social media. More-
over, while an individual might ignore some information when they hear about
it for the first or even second time, if the information reaches them several times,
they are more likely to pay attention to it. This adds a temporal dimension to
the spreading process. Traditional complex networks in which all links are of
the same type do not capture these subtleties.

4.2.1 Background and research question

While traditional complex networks do not capture multiple nature of links
or a temporal dimension, multilayer networks have capabilities to model both.
First, let us introduce a formal definition. A multilayer network M = (G ,C )
consists of a family of networks G = {Gα = (Xα,Eα);α ∈ 1, ..., M} called layers,
and the set of interconnections between nodes of different layers C = {Eα,β ⊆
Xα× Xβ;α,β ∈ 1, ..., M;α �=β} (called the interlayer connections). Xα and Eα are
the corresponding sets of nodes and intralayer connections in each layer.

Multiplex networks are a special type of multilayer networks in which each
layer consists of the same set of nodes (X ), and interlayer connections are
possible only between a node and its counterparts in other layers, i.e., Eα,β =
{(x, x); x ∈ X };α,β ∈ 1, ..., M;α �=β}.

In our example of information spreading among people, the different social
circles of a person (friends, colleagues, acquaintances, etc.) can be represented
by the different layers. The involvement of a person in these circles can be
represented by interconnections of its corresponding node in each of the layers.
We can see that a multiplex representation suffices: we only need to connect the
nodes representing a given user in different layers. Moreover, to add a temporal
dimension to the diffusion process, we require that a person is present only in
one social circle at a time.12

12While this assumption can be challenged by, for instance, multitasking, we think that it is
reasonable for many real world social situations.
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Now we formulate our practical target in such multiplex networks.

PT: Develop a model for dynamics of spreading on multiplex networks in which
each node is present only at one layer at a time and it stochastically
switches between the layers. Evaluate the model and obtain the epidemic
spreading threshold.

4.2.2 Related work

Analyzing spreading processes on complex networks requires both, understand-
ing the underlying network structure, and also the dynamics of the process itself.
The value in analyzing such processes is manifold: from understanding disease
spreading and immunization in real world (Hufnagel et al., 2004), through infor-
mation diffusion in OSNs (Zaman et al., 2010; Miritello et al., 2011), to modeling
how consensus and synchronization take place (Li et al., 2010).

As mentioned in the background, the first studies of spreading dynamics
tackled traditional (single layer) complex networks. With the development of
theory and mathematical representations of multilayer networks (Boccaletti
et al., 2014), we also witness studies of spreading models on them. For instance,
analysis of spectral properties of Laplacian of multiplex networks (Sole-Ribalta
et al., 2013) reveals that underlying multiplex network influences the spreading
process in ways that have no counterpart in single layer networks. This study,
in particular, found that the diffusive processes are faster in multiplex networks
than in any individual layer. Similarly, the SIS model study on multiplex net-
works (Cozzo et al., 2013) found that the epidemic spreading threshold of the
system is determined by the layer with the dominant adjacency matrix eigen-
value. Moreover, the overall system threshold is again shown lower compared
to each individual layer. In a study with the closest setting to ours (Vida et al.,
2015), the focus is on a special type of multiplex networks – state-interdependent
networks. One can think of such networks as having no links between the nodes
in different layers, but where the state of a node is the same in each layer. In
this way, Vida et al. (2015) aim to capture, for instance, real world malware
spreading: no matter through which subnetwork a computer is infected, its state
is now infected and it can potentially spread malware in other subnetworks (i.e.,
layers).

In Publication IV, we also tackle multiplex networks in which a node state is
the same in different layers. However, unlike the model presented in (Vida et al.,
2015), in which the nodes are always present in each layer, we add a stochastic
dimension, by allowing our nodes to switch the layers with some probability.
Hence, we can model the spreading of this process with an ergodic Markov chain
matrix (Gómez et al., 2010). The type of multiplex network that we focus on
captures a real-world scenario of information diffusion to a person while she
is exposed to different social circles at different times. Hence, the temporal
dimension is another special value of our model compared to the existing models.
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4.2.3 Simulation

Simulation is heavily used for some scientific domains, such as particle physics
(Best, 2007), material science (Stukowski, 2009) or space weather (Groth et al.,
2000). When it comes to complex networks, a common approach to simulation is
through agent-based modeling (Macal & North, 2010).

In PIV, we apply the agent-based modeling alongside the analytical calcula-
tions describing the spreading process dynamics. As discussed in (Rahmandad
& Sterman, 2008), both approaches to diffusion modeling, analytical and the
agent-based simulation, have advantages and disadvantages depending on the
concrete application.

Concretely, we tested our spreading model on generic networks, as well as
on one of the few available real world multiplex networks: from the employ-
ees at the Department of Computer Science at Aarhus University (Magnani
et al., 2013). As generic models, we used the Erdős-Rényi (ER) (Erdős & Rényi,
1960), the small-world (WS) (Watts & Strogatz, 1998) and the scale-free (BA)
(Albert & Barabási, 2002) random networks. Moreover, we tested for different
combinations of these networks in the multiplex layers.

We ran 500-steps simulations for both, deterministic and stochastic models
in each network case. For stochastic, in addition, we averaged simulations
results over 50 runs. The parameter ρ that we observe is the fraction of infected
nodes in the simulation end. Overall, simulations reveal that the analytically
calculated value of the parameter ρ matches well with the deterministic model.
The stochastic model yields close values for ρ, with the relative discrepancy from
the analytical value decreasing as we increase the network size. For this reason,
such discrepancy is the highest in the case of the real world Aarhus network,
given that it consists of only 60 nodes.

4.2.4 Contributions

PT: Develop a model for dynamics of spreading on multiplex networks in which
each node is present only at one layer at a time and it stochastically switches
between the layers. Evaluate the model and obtain the epidemic spreading
threshold.

We developed a stochastic and a deterministic representation of an SIS model
over the defined type of multiplex networks. The main difference of our model
compared to the existing SIS models is that it is developed on top of multiplex
networks in a way to integrate the transition of nodes across the layers.

For the proposed model, we analytically calculated the epidemic threshold
βc, i.e., the critical point of infection rate after which the epidemic outbreak
happens. It is given by the formula in Eq. 4.4.

βc = η

ΛB
max

, (4.4)
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where η is the infection curing probability, ΛB
max is the largest eigenvalue of

the matrix B = [bi j]N×N = [ΣD
l=1ad

jio
d∗
ji ], where ad

ji = 1 if nodes vj and vi are
connected in the layer d and 0, otherwise, and od∗

ji is the probability that both
nodes vj and vi are at the same layer d in the stationary state.

Then we also performed simulations of both deterministic and stochastic
models resulting in a good match with the theoretical threshold. In all the
simulations, we used a fixed curing rate η = 0.5. We have also introduced a
parameter a ∈ {0.1,0.9} representing how dynamic a given node is, i.e., the
lower the value a the bigger the probability that the node will switch layer in a
given time step. The simulations are performed for both generic and real-world
networks. For the generic networks, we used the scale-free (BA), small-world
(WS) and random (ER) layers. The first multiplex network we built from there
scale-free layers (BA-BA-BA) and the second from three random layers (ER-
ER-ER). For the BA-BA-BA multiplex network, the largest eigenvalue ΛB

max is
∼ 3.73, with the theoretical value of the threshold βc = 0.1342. The threshold
found with the deterministic simulations is βc = 0.13, however, the one found
with stochastic simulations is a bit higher βc = 0.15. In a similar analysis for
the ER-ER-ER multiplex, network the largest eigenvalue ΛB

max = 2.1, while the
theoretical βc = 0.2384 has a good match with the both model simulations. For
these generic networks, the results for a = 0.1 and a = 0.9 were very close. The
third multiplex network (BA-ER-WS) is more diverse, having a BA scale-free
network as a first layer, an ER random network as a second layer, and a WS
small-world network as a third layer. The theoretical threshold value until
which no epidemic outbreak occurs in this network is βc = 0.2991. Both types of
simulations give a close threshold value, deterministic βc = 0.30 and stochastic
βc = 0.31 when a = 0.9 and βc = 0.33 when a = 0.1.

The real-world data for multilayer networks are as of yet rare. Nevertheless,
a dataset from Aarhus University is released by the researchers in (Magnani
et al., 2013) and we used that one. The obtained theoretical threshold value (Eq.
4.4) is βc = 0.4591. The deterministic simulations again show an almost exact
match with βc = 0.45. However, the stochastic simulations result in βc = 0.62
when a = 0.9 and βc = 0.64 when a = 0.1. We have also shown in the analyses on
generic networks that with the increase in the number of nodes the discrepancy
between the theoretical and the stochastic threshold decreases. Given that the
Aarhus Network consists of only 60 nodes, this difference between the theoretical
and the stochastic simulation threshold is not surprising. In other words, the
model simulations that we presented would perform better on a larger real-world
network.

An interesting insight from the developed SIS model is: a multiplex network
is more resistant to epidemic spreading compared to the individual layers. This
result is in an apparent contrast with the findings from previous studies in
which a multiplex network is found less resilient compared to individual layers.
However, there is no contradiction. The reason is that our model adds a temporal
dimension to the spreading dynamics; hence, it can serve to represent a different
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type of a diffusion dynamics. Namely, if a node is present in all the layers at
all times, as considered in previous models, then the epidemic spreads faster in
the multiplex network. However, if a node can be present only at one layer at a
time, as we modeled here, then the opposite is the case. Both assumptions can
serve to model practical situations. Finally, our derived threshold is valid for
any network topology with arbitrary state-transition matrices.
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5. Smart grid

Smart grid stands for the evolved version of the energy grid that is in many
aspects still aspired for. The technological progress producing smart devices in
other fields, from mobile phones to cars and traffic, is expected to bring forth the
smart energy grid as well. Benefits of the smart grid over the traditional energy
grid include control of emissions, improved sustainability, utility, flexibility,
resilience, robustness, safety, and security. The development is already achieved
in several aspects, such as the installation of smart meters, development of
home automation and smart appliances, increasing production from renewable
resources, and the smart grid policies.1,2 However, following are some aspects of
the traditional energy grid that still need to evolve in the smart grid (Farhangi,
2010):

• electromechanical to digital infrastructure,
• one-way to two-way flows of communication and energy,
• centralized to distributed energy generation,
• hierarchical to network distribution structure,
• few to pervasive sensors, and
• passive to active consumers.

The realization of these and other goals requires changes on all the grid levels,
from energy production, through distribution, to its end use in industry and
homes.

A novel concept appears with the development of the smart grid – prosumer.
Namely, as part of the shifts from passive to active consumers and from cen-
tralized to distributed generation, the consumers start producing (renewable)
energy. Thanks to the development of technology, solar panels, and small-scale
windmills can be nowadays installed in homes, industrial spaces or local com-
munities. The term prosumer captures this novel dual role of previously only
energy consumers who now became also producers. Similarly, the activity of
both producing and consuming energy is termed prosumption.

1http://www.etip-snet.eu/about/etip-snet
2https://www.law.cornell.edu/uscode/text/42/chapter-152/subchapter-IX
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In this thesis, we investigated energy interventions for improving smart
grid prosumption, i.e., how to bring about more sustainable prosumption. The
prosumption by industry and the prosumption by residents at homes differ
in several important regards. In the industrial setting, the prosumption is
usually larger-scale and even simple technical interventions may result in
considerable energy reduction. On the other hand, the prosumption at homes
is affected by a number of practices by the residents, each of which contributes
a small amount. Hence, improving efficiency in this setting requires complex
interventions tackling behavior change. The application of technical means, such
as home automation, is promising in the residential setting, too. For example,
smart devices can be programmed to automatically turn off when they are not
expected to be used, or they can be scheduled to run during the off-peak periods
(washing machines), or they can automatically adjust the consumption based
on our needs (heating systems). However, any technical system to be successful
still requires active involvement from the residents.

Our research conducted within the EU project CIVIS3 focused on the residen-
tial smart grid setting. In another project – Green Big Data,4 we tackled the
industrial smart grid by investigating energy efficiency in a computing data
center.

5.1 Smart grid in residential setting

We performed this research together with several partner universities, research
institutes and companies5 involved in the CIVIS project. The project’s general
goal was to enable innovation of prosumers and their communities with respect
to energy prosumption. That is, we investigated how social and community
aspects of everyday life can be employed to encourage residents towards more
sustainable prosumption.

The project had access to two real-world test sites: one in Trentino area in
Italy and the other in Stockholm, Sweden. The residents of Trentino, in the
northern, rural part of Italy, mostly live in own houses and some already have
solar panels installed. Two local electricity consortia work to optimize the use of
local renewables and reduce dependency on the national grid. In Stockholm test
site, the residents live in apartments and must join a corresponding housing
cooperative that owns and maintains the building estates. The cooperative board
makes energy-related decisions on behalf of the members.

The expected functions of data science in this project were manifold. First,
we aimed to analyze existing consumption patterns to detect any irregularities
and possible unnecessary consumption. Second, by observing the differences in
patterns between different times of the day, we hoped to suggest appropriate

3http://www.civisproject.eu
4https://twiki.cern.ch/twiki/bin/view/Main/GreenBigDat
5http://www.civisproject.eu/partners-project.html
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shifting time-of-use policies. We also estimated that correlating the consumption
patterns of the residents with their socioeconomic data could help to adapt the
energy intervention to specific groups or to even personalize it. However, these
ideas faced several challenges, as we describe in Sec. 5.1.6 of this Chapter.

5.1.1 Practical target

PT1: Review the state-of-the-art in the field of residential energy interventions
and propose a model/framework for their successful design. Develop a
concrete energy intervention according to the proposed model.

5.1.2 Related research: the review

Prior to developing energy interventions in the two test sites, we needed a sound
understanding of related research and previously conducted interventions. That
is, we needed specific domain expertise to know which approaches are promising
and which to avoid as they are not expected to be successful.

Also, one of the first observations was that our two test sites require different
interventions. For example, while tech-savvy Stockholm residents would likely
respond well to an Internet-enabled mobile Information and Communications
Technology (ICT) solution, this might not be the case for many of Trentino el-
derly residents who use the Internet only through desktop computers. Based
on this observation, we conducted an extensive literature review, having the
role of specific intervention contexts in mind. We asked: which interventions
were successful for elderly and which for younger people? How the residents’
culture affected the outcome? In which cases was it better to inspire behav-
ior change by informing people about global climate consequences, and when
through games and competition? Should the competition be with the household
members, friends, or neighbors? We also considered non-obvious questions,
such as: whether the political orientation of the residents plays a role in the
successfulness of interventions? Conducted in this way, the review of residential
interventions resulted in Publication V.

Residential prosumption can be improved by targeting different energy prac-
tices to change, i.e., through several practice change targets. We structured the
review by grouping the energy interventions according to such targets:

• increasing awareness and pro-environmental values,
• energy conservation and efficiency,
• demand-side response, and
• exploitation of renewable and storage technology.

Some of the early approaches targeted raising awareness mainly through
increasing the knowledge of residents about their energy consumption and global
consequences of it (Costanzo et al., 1986). However, later, such approaches
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received critique as overly simplistic and they are termed ‘information deficit’
models (Kollmuss & Agyeman, 2002). If the approach is changed from only
increasing the knowledge to communicating social and economic co-benefits of
improved energy consumption, people are more likely to positively respond and
also change their energy practices (Maibach et al., 2008).

When it comes to the interventions towards increasing efficiency of consump-
tion, they have often suffered from rebound effects (Greening et al., 2000). To
illustrate, think of a family that has installed a new, more efficient heating
system. Once the improved efficiency results in monetary savings, the family,
however, starts heating their apartment more than before, because now they feel
they can afford it. Hence the overall efficiency effect is, sometimes importantly,
reduced by the behavioral response. For this reason, together with efficiency,
sufficiency (instead of spending less on some practices, we should reconsider
whether we need those practices in the first place) also needs to be tackled (Hilty
et al., 2011). Indeed, we usually found interventions combining the targets of
efficiency and conservation – in which some practices that consume energy are
completely abandoned. Hence, we reviewed interventions targeting efficiency
and conservation together.

Demand side response (DSR) interventions include reduction of the usage
during peak periods (asking for a change in comfort), shifting time-of-use (asking
for changing the time of certain activities), and using own produced energy
(asking from consumers to become prosumers). Although the DSR interventions
do not always result in energy reduction, they are important because they
support grid load balancing, prevent overloads and failures, and enable the use of
more energy from renewable sources. While many automated approaches belong
to this group, an agreement exists that successful residential DSR interventions
must involve consumers (Schultz et al., 2015).

Together with the changing role of individual consumers to prosumers, the
exploitation of renewable and storage technology is increased through a
number of local community energy initiatives. We found that different countries
take very disparate approaches when it comes to the renewable and storage
technology exploitation. For instance, in Germany, which has taken the lead with
regard to renewable energy initiatives, communities own 40% of the renewable
energy, while in the UK this amount is less than 1% (OVO Energy, 2014).

For each of the introduced four groups of interventions, we have investigated
what are their possible limitations and barriers to development, and which are
the internal, social and other contextual factors that affect them. After a com-
prehensive review, we identified the following most relevant energy intervention
contexts (with their example factors):

• physical (the type of climate, home-ownership, built environment, building
type),

• socio-demographic (family situation, household size, local community trust),
• cultural (lifestyle, aesthetics, comfort levels, technology savviness), and
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• political and institutional (governmental, jurisdictional and policy factors).

5.1.3 The framework for designing successful residential energy
interventions

In the end, we proposed to combine and extend several previously suggested
steps for designing successful energy interventions (Abrahamse et al., 2005; Fiske
et al., 2014; McKenzie-Mohr, 2011) as follows:

1. identify the contexts: for the energy intervention;
2. identify expensive practices: diagnose the problem by identifying the

practices that significantly contribute to environmental problems in the specific
context;

3. examine internal factors: motivations, attitudes and perceived abilities of
the people involved;

4. identify and address barriers: if possible;
5. select interventions: among those that are found successful in the given

contexts and under the internal factors. Also, design interventions that are
not negatively affected by the identified barriers, if possible;

6. evaluate interventions: since we need more energy trials to be performed
and to learn from their results, future energy interventions need to be designed
with evaluation and experimentation in mind.

Our review in Publication V can support all of these steps. Upon reviewing
the previous approaches and proposing the steps for designing successful energy
interventions, we then applied the gained expertise and steps in designing our
CIVIS interventions.

5.1.4 Designing CIVIS interventions

This section illustrates how we performed the proposed steps to design the CIVIS
interventions. Given the size and length of the CIVIS project, this is not an
in-depth description. However, we provide an example to the design process by
discussing some of the important decisions we made.

Identify the context The physical contexts of the two CIVIS test sites obviously
differ in many factors. We also mentioned electricity consortia in Trentino
and housing cooperatives in Stockholm: these local institutions have different
approaches to manage energy. Hence the institutional contexts of the test
sites differ, too. There are also socio-demographic and cultural differences. We
summarize the main differences in Table 5.1.

Identify expensive practices

69



Smart grid

Table 5.1. Distinctions in the energy intervention contexts of the CIVIS test sites.

context Trentino Stockholm

physical
rural, southern-climate,
detached houses

urban, northern-climate,
apartments

socio-
demographic

many elderly and retired,
community cohesion

mid-age, working, couples
with kids, mid-income

cultural Mediterranean Nordic, tech-savvy

political & in-
stitutional electricity consortia housing cooperatives

• Stockholm: Expected, given the climate, heating is one of the most expensive
practices in the Stockholm test site. However, since it is a district type of
heating, the energy spent by individual households was not known prior to
installing metering sensors by CIVIS. Moreover, a monetary incentive for
saving is minimal, since the heating bill is split between all apartments in a
building.

• Trentino: Given that the local consortia produce renewable energy, residents
of this test site save up to 40% compared to the national average energy
bill. However, renewable production is the lowest during the months from
December to March and so this is the period when Trentino residents import
most of the energy from the grid. Unfavorably to the test site, during this
same period, the thermal energy demand (for heating) is the highest, i.e., their
practices are the most expensive during this period.

Examine internal factors

• Stockholm: Monetary incentive is low since the energy bill is relatively low in
Sweden. Moreover, the motivation to save on heating is additionally decreased
due to splitting the bill on a building level. However, residents are aware of
the climate issues and pro-environmentally inclined as they care about the
future of their kids.

• Trentino: Due to cohesive communities and since residents who are retired
have lots of time, there is an interest to invest in local initiatives, for instance,
to support local schools and kindergartens.6

Identify and address barriers

6As we saw in the later phases of the project, this community cohesiveness resulted in energy
community initiatives, from which the savings are donated to the schools and kindergartens.
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• Stockholm: Since energy decisions are taken by the housing cooperative
board, renewable installations and almost any efficiency interventions must
be undertaken on a building level. For the same reason, other residents might
experience the lack of locus of control (Lefcourt, 1991) barrier.

• Trentino: We identified the language as one barrier in Italian test site: a
number of residents would strongly prefer the solution in their native language,
instead of English.

Select interventions We crowdsourced potential ideas for the interventions in
early stages of the project by organizing several hackathon events.7,8,9 In these
hackathons, we offered open energy data and participating teams developed
diverse solutions around them. We compared these solutions to our initial
intervention ideas, got inspiration, and most importantly, we understood how
diverse audiences perceived energy as part of their everyday life. As a result, in
the early phases of the project, a social energy app emerged as a commonly
suggested ICT solution for the intended CIVIS interventions. In other words, we
decided to develop a mobile application with social and energy-related features.
The energy-related features would include feedback about own prosumption,
actionable tips for energy efficiency and saving, and prediction about upcoming
solar-production levels. The social features would enable the users to compare
their and the averaged prosumption of their neighbors and friends, as well as
to learn about the actions taken by the neighbors and friends. Forming online
energy communities, such as for residents of a housing cooperative, is another
social feature that we envisioned. The design and development of the social
energy app are discussed in detail in Sec. 5.1.5.

Evaluate interventions Having our project conducted with experimentation
and evaluation in mind from the beginning, we have fulfilled the suggested
step for evaluating interventions. CIVIS obtained the access to the available
historical consumption data (with different granularity and period lengths in
the two test sites, see Sec. 5.1.6). We also installed additional sensors in the test
sites to collect data on a finer scale. Once our social energy app is deployed, we
also collected user engagement data from the app. The evaluation report (KTH,
2017) discusses impacts of our interventions up to the time when the project
ended. However, as discussed also in there, follow-up projects are needed to
assess long-term impacts.

5.1.5 Social energy app – YouPower

The design of the social energy app for CIVIS interventions is presented in
Publication VI. We started with a theory-driven design by looking at previous

7http://greencampushackathon.cs.hut.fi/
8https://sites.google.com/site/hackathonictdays2015energy/
9http://greenbutton.greenhackathon.com/

71



Smart grid

Figure 5.1. Evolution of community page design from wireframe through prototype to the final
implemented version.

interventions in the form of apps. Several features emerged that are commonly
suggested successful: actionable feedback, competition, and social (community)
engagement.

An effective technique for designing software features is through user stories
(Cohn, 2004). User stories are descriptions of functionalities in the app that
will be valuable to the users. CIVIS researchers created first user stories at
a workshop at Aalto, Helsinki. Given the differences between the test sites,
two sets of user stories are created. Afterwards, the researchers in Trento and
Stockholm organized workshops with residents from the respective test sites
and continued the development of the specific user stories.

Overall, we applied lean (Klein, 2013), user-centered (Abras et al., 2004),
participatory (Spinuzzi, 2005) and iterative approach in designing the features
from user stories. The lean approach, instead of fully developing an idea, designs
the solution in steps with wireframe, mockup and prototype versions. Those
versions are built and tested with the users in mind (user-centered approach).
Potential users are also asked for their input and ideas about the product they
would want to have (participatory approach). The iterative approach, finally,
means that, based on such user inputs, you go back and change the mock-up
or prototype and test again. This is repeated usually several times, before
proceeding to the next product development phase.

Concretely, using static wireframes and mockups, we communicated the first
ideas to design the user stories among ourselves. Wireframes are a low fidelity,
non-interactive representations of the intended app interface, usually without
any appealing visual features. As such, they can be quick to create and modify,
and they also serve to document the development process. Some of the solutions
from this phase featured online communities that the users will be able to create
and join, a set of challenges through which the users can compete, as well as
leaderboards for the ‘most efficient’ users. Once our team was happy with the
proposed solution, we created mockups, still non-interactive, but higher fidelity
representations, that we could then use to gather feedback from outside the
project. The author of this thesis was involved in and contributed to all the
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mentioned phases. In particular, the author worked with and advised the Master
thesis of Barssi (2015) in which this design process is described in detail.

Among a number of user studies conducted in CIVIS, we organized one during
Open Source Circular Economy Days (OSCE)10 in Helsinki. We interviewed
more than 30 people and gained valuable input from this specific audience:
participants of OSCE are aware of sustainability issues and interested in green
energy solutions.

In the end, after rounds of application of valuable feedback, CIVIS app design
evolved, as illustrated in Fig. 5.1, from the first wireframes to the developed
version.11 The app title also changed from EnergyUP in the first phases to
YouPower in the final version. YouPower is an open source platform12 available
to any interested party under Apache v.2 License. The author of this thesis
supervised the Aalto student team that developed the backend of YouPower and
contributed methods for information retrieval of energy data.

5.1.6 Data selection, collection and standardization

In this project, needed data (neither energy nor sociodemographic) were avail-
able, and, hence, we had to collect the data ourselves. When it comes to the
energy consumption data, historical data were present in both tests sites, but
in both of the cases, there were issues with the data. The first issue was data
standardization, given that the utilities collected and provided consumption
data in different formats. Upon some discussion, the CIVIS team chose to trans-
form all the data to the Green Button13 format. Green Button is an industry-led
effort for consumer-friendly, and computer-friendly energy data format, and, on
a more general level, towards the successful smart grid.

Second, in the Stockholm test site, the electrical consumption was measured
on the apartment level, but the heating and hot water consumption only at the
building level. Given that most of the energy was spent on the heating, and that
we aimed to influence individual households, the existing data were not granular
enough for the purpose. For this reason, the CIVIS team in Stockholm prepared,
agreed with the residents and conducted installation of smart plugs (Smappee14)
and indoor temperature metering devices (Max!15) at people’s homes. This was
a lengthy process, and we started collecting the energy consumption on a device
level only in the final stages of the CIVIS project. In the Trento test site, the
historical data for energy consumption on the household level were available.
However, given that the houses in this test site featured their own solar panels,
it was also necessary to measure energy production. The CIVIS team installed

10https://oscedays.org/helsinki-2015/
11https://app.civisproject.eu/
12https://github.com/CIVIS-project
13www.greenbuttondata.org
14http://www.smappee.com/be_en/home
15http://www.eq-3.com/products/max/max-house-solution/max-cube-lan-gateway.html

73



Smart grid

open energy monitors16 with smart plugs and Raspberry Pi for data collection
and transmission.

Finally, the CIVIS team also had to integrate all the installed sensors and
metering devices with the platform of the YouPower app. The author of this
thesis supervised a team of students who designed and built the YouPower
databases and parts of the energy data retrieval.

5.1.7 Contributions and limitations

Our main contributions to the CIVIS project are the framework for residential
energy interventions design, and the concrete social energy app – YouPower,
designed to enhance the sustainability of residential prosumption.

PT1: Review the state-of-the-art in the field of residential energy interventions,
and propose a model/framework for their successful design. Develop a
concrete energy intervention according to the proposed model.

This project exemplified the necessity of gaining a substantial domain
knowledge prior to asking relevant data science questions. To this pur-
pose, in collaboration with the Delft University of Technology (TU Delft)
researchers, the author of this thesis conducted an extensive literature
review in Publication V on prior residential energy interventions and their
successfulness in different contexts. The state-of-the-art review resulted in
the proposed Framework for energy interventions design presented
in Section 5.1.3.

We designed and realized energy interventions in the form of social energy
app – YouPower.

The author of this thesis was actively involved in designing the interven-
tions: from initial brainstorming (Asatiani et al., 2014) and crowdsourcing
the ideas (the hackathons), through the app design and user studies, to its
development (Publication VI). Moreover, our presentation of a business
idea around YouPower was selected for the finals of the European Institute
of Innovation and Technology (EIT) Climate Launchpad competition17 in
Finland.

Evaluation YouPower has been successfully deployed and is currently being
tested in the test sites in Sweden and Italy. The data on user engagement
with the app and on energy prosumption are collected in parallel. The initial
evaluation results were promising. They showed that the Trentino residents
engaged with a feature that predicts the solar energy production levels based
on the weather, while the Stockholm energy managers use the community
features to engage with the residents and connect with other housing association
managers.

16https://openenergymonitor.org
17http://climatelaunchpad.org/finalists/energyup/
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In more detail, the housing cooperatives (BRF; bostadsrättsförening in Swedish)
in Stockholm conducted following actions upon the use of YouPower (KTH, 2017):

• BRF Grynnan: adjustments of ventilation system and turning off the outdoor
ice melting system (resulting in reductions in heating);

• BRF Sjöstaden 1: extra insulation added to the roofs in May 2015 (lead to a
decrease in heating consumption); installation of heat recovery heat pumps
in February 2016 (lead to some increase in electricity consumption but the
overall savings);

• BRF Älven: ventilation optimization due to lower thermal comfort, however,
the energy use went up;

• BRF Seglatsen: installation of recovery heat pumps in the building (reduction
in the heating consumption by around 60%, and since electricity consumption
increased, overall savings are about 40%).

• BRF Hammarby Kanal: ventilation optimization;
• BRF Hammarby Ekbacke: a goal based energy reduction in a new business

model for the housing associations where they do not have to pay upfront
costs for the energy actions, and then part of the savings goes to the ESCO
(European Skills, Competences, Qualifications and Occupations) for a fixed
time period.

In the Italian test site, it was possible to measure the savings in the electricity
and heating energy spent or produced (KTH, 2017):

• percent of self-consumption of the PV self-produced energy is increased for
more than 50% of the users comparing to the period before CIVIS;

• electricity consumption from the grid is reduced for the same period for more
than 50% of the consumers;

• total electricity consumption (including both, from the grid and the PV self-
consumption) is reduced for the same period for more than 50% of the con-
sumers;

• the users spent less than 11% of hours in overheating their spaces.18

In general, a reduction of 22% in total electricity consumption is recorded
during the CIVIS period in the Italian test site, compared to what was expected
by the historical trend from the past three years. This is even a better result
than what was envisioned by CIVIS.

After a certain period of time, it would be beneficial to fuse the data from the
app with those about the consumption/prosumption and to assess the long-term
effectiveness of the CIVIS social energy intervention.

18The heating behaviour of CIVIS users (control of space heating), met the recommended
standard values.
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Limitations The main limitation in this project, from the data science perspec-
tive, was the initial lack of data due to acquisition and privacy issues in the
residential setting. We decided to install energy sensors and collect additional
data using the introduced app. However, the data was not timely for this thesis
to realize the anticipated data science contribution.

5.2 Smart grid in industry setting

5.2.1 Background and research questions

Main functions of data centers are to store and process data and to enable
efficient communication. Energy consumption of these main functions can be
divided into two general parts (Orgerie et al., 2014):

• static: for computing, data storage, and network elements,
• dynamic: that results from running jobs, their usage of network resources and

accessing the storage.

In addition, energy is also spent on maintaining proper temperature and humid-
ity of the server equipment. For instance, in the US, it is estimated that data
centers consume 1.8% of total electricity consumption (Shehabi et al., 2016). In
the light of the discussion on smart grid, the energy efficiency of data centers is
increasingly discussed among the researchers (Beloglazov et al., 2012; Parolini
et al., 2008), governments19 (Shehabi et al., 2016) and in industry20.

A crucial element in the approaches for improving energy efficiency in data
centers is the accurate estimation of power consumption (Borghesi et al., 2016).
When it comes to the consumption estimation, two broad categories are direct
measurements and power modeling (Mobius et al., 2014). While they are the
most accurate, direct measurements often require complex equipment to be in-
stalled and can sometimes hinder normal operations of data centers (Dayarathna
et al., 2016). One of the tools for power modeling (Zhai et al., 2014), is Intel’s
Running Average Power Limit (RAPL) driver.21

RAPL is a power feature for Intel hardware on Linux which exposes energy
and performance counters as a proxy for actual power measurements. With
the introduction of Fully Integrated Voltage Regulators (FIVRs) in Haswell
computing nodes, RAPL readings have promisingly improved and proved their
usefulness in power modeling (Khan et al., 2016). RAPL measurements are
updated roughly every millisecond, and among others, include energy measure-
ments of the central processing unit (CPU) and the dynamic random-access

19https://datacenters.lbl.gov
20https://www.google.com/about/datacenters/efficiency
21https://01.org/rapl-power-meter
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memory (DRAM).
In this project, we worked with the dataset provided by the CSC - IT Center

for Science in Finland. Among the other statistics on the jobs running on one
of its clusters, Tatio,22 the RAPL measurements and vmstat23 computing logs
were also included. Given such a dataset, we introduced the following practical
target:

PT2: Estimate energy consumption of computing nodes in a data center from
RAPL measurements and computing logs. Also, estimate the potential for
energy efficiency improvement.

5.2.2 Related research

Given an increasing number of the data centers and the identified high energy
demand they create, the research on energy efficiency in data centers is extensive
(Verma et al., 2008; Daim et al., 2009; Etinski et al., 2010; Orgerie et al., 2014).
As presented in the survey by Orgerie et al. (2014), the optimization can be done
on the level of computing nodes, wired networking resources, smart grid and
data center power management, or through cloud computing and virtualization.
Since our focus is, because of the available dataset, on individual computing
nodes, we review the research with the same focus.

One of the successful approaches to improving the efficiency of computing
nodes is power-capping. A crucial element for the implementation of power-
capping is an accurate estimation of power consumption of the node prior to
actual jobs running (Borghesi et al., 2016). Another approach, which can be
combined with power-capping, is workloads (jobs) collocation, and it should
consider both CPU load and workload type (Podzimek et al., 2015). Borghesi
et al. (2016) investigated machine learning techniques in predicting power
consumption of individual jobs and then combined the results for collocated
jobs to obtain overall node consumption. They found that their prediction
considerably improves upon removal of outliers, which are a result of high
variability in individual job profiles. We tackled a similar question as Borghesi
et al. (2016), but instead of a supercomputer, our data originate from a set of
nodes in a computing center; and, in addition to modeling CPU, we also model
DRAM power consumption.

With regard to estimating the potential for energy efficiency improvement,
one approach is to first cluster the nodes and jobs in meaningful types based
on their energy and computing resources utilization patterns. After that, one
can identify types of jobs and applications that significantly consume energy,
as well as whether there is potential for improvement. For instance, Di et al.
(2013) found that 81.3% of failed task events on a Google data center belong
to batch-task applications. After clustering the running applications, they

22https://research.csc.fi/taito-supercluster
23https://linux.die.net/man/8/vmstat
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Figure 5.2. Variable node power consumption and workload.

found that the numbers of applications in separate groups follow a heavy-tailed
Pareto distribution. In other words, a large number of applications have similar
consumption patterns, but there are smaller groups in which applications exhibit
extreme consumption patterns. When it comes to power-capping, Gholkar et al.
(2016) analyzed individual jobs and implemented a method that places individual
constraints on each of them. They report up to 29% improvement compared
to a naíve power-capping approach that would divide the job’s power budget
uniformly across all the processors. While in our study we do not go into the
domain of interventions, our proposed method and results for node clustering
could aid the interventions as the one in (Gholkar et al., 2016).

5.2.3 Data analysis

Since the data were provided to us by the CSC Institute in a standard Structured
Query Language (SQL) database format, the efforts in this study with regard to
data collection and preprocessing were minimal.

For estimating energy consumption of the jobs and nodes, we tested several
state-of-the-art machine learning algorithms, such as SVM (Zeng et al., 2008),
C4.5 decision tree (Quinlan, 1993), NBtree (Kohavi, 1996) and Random Forest
(Breiman, 2001), which yielded best results. For clustering of the nodes, on the
other hand, we employed the self-organizing map (SOM) (Kohonen, 1998) model.

5.2.4 Data visualization and interpretation

Given that we worked with a large dataset, both in volume (all the jobs running
on the 900 computing nodes in the cluster) and with respect to its temporal
dimension (sampled at a frequency of approximately 0.5Hz over a period of
42 hours), visualization was helpful and important in gaining insights into
its structure. For instance, we visualized energy consumption and resource
utilization patterns of all the nodes. Later, when some analytical part of in-
vestigation pointed to some of the nodes as interesting or outliers, we could
inspect their visualization and gain a better understanding. In Fig. 5.2, we
show such visualizations for three nodes with rather different consumption
and utilization patterns. It is also important to note that the patterns exhibit
significant changes over time even on a single node.

Interpretation of the results was not always as straightforward in this
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Figure 5.3. Clustering of nodes using the SOM model (Kohonen, 1998). We show the number
of computing nodes found in each class (left) and the properties of each found class
(right).

project. We clustered the nodes and jobs using the SOM model (Kohonen,
1998), an effective tool for the visualization of high-dimensional data. The node
clustering is shown in Fig. 5.3. The SOM model ‘is able to convert complex, non-
linear statistical relationships between high-dimensional data items into simple
geometric relationships on a low-dimensional display’ (Kohonen, 1998). However,
understanding the SOM outputs required knowing the details of different types
of jobs running on the Tatio cluster, their users and even the scheduling policies.

5.2.5 Contributions

PT2: Estimate energy consumption of computing nodes in a data center from
RAPL measurements and computing logs. Also, estimate the potential for
energy efficiency improvement.

We tackle the estimation of energy consumption in Publication VII. In
particular, we combined the historical power consumption, vmstat and
RAPL measurement data, to build the model. After learning the model, we
test its estimation power given vmstat and RAPL values (as intervention
variables) on the last third of the data period (around half a day).

As presented in Fig. 5.2, some nodes (and jobs) have extreme consumption
at times, and they have shown as problematic for the machine learning
models. Since the machine learning algorithms are designed to learn from
seen values, they do not perform well on such nodes, featuring unseen
(extreme) values. Based on this understanding, we decided to build one
model for all the nodes (by sampling their historical data points), instead
of learning a separate model for each node. Interestingly, not only that
this approach is simpler and less demanding to implement in data centers
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Table 5.2. Job Statistics for total of 809,178 jobs

job status # of jobs elapsed time (hr) CPU

Completed 84.0% 1.0 56.95%
Failed 12.5% 0.7 14.75%
Canceled 3.0% 8.0 8.96%
Timeout 0.5% 25 19.34%

in practice, but it is also more successful. Finally, after 10-fold cross
validation, Random Forest gave the best results on our data with the
correlation coefficient of 0.97, the mean absolute error (MAE) of 3.12%,
and the root mean squared error (RMSE) of 9.11%.

As a next step, we also fitted a linear model to estimate the power con-
sumption using the RAPL measurement. After several adjustments, the
MAE error of 1.87% is achieved.

For estimating the potential for energy efficiency improvement, we com-
bined the insights from the SOM model (Fig. 5.3) with the statistics on
jobs status. Namely, as presented in Table 5.2, 16% of the jobs that did
not run to completion consumed around 43% of the total CPU time. While
not all of those jobs finished without (partial) results for their users, the
statistics still exhibits potential for energy efficiency improvements.

We discussed with the CSC staff a detailed interpretation of the node and
job classes from the SOM model and possible interventions with regards to
scheduling and job placing policies. Examples of possible interventions are
more optimal scheduling and placement of jobs based on their expected
profiles, also considering their owners, and early detection of jobs that will
fail in the future without yielding results. However, the implementation
and evaluation of such interventions are left for our future work.
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6. Web cybersecurity

Another sociotechnical system that we investigated in this thesis is the Web –
the complex system interlinking pages, protocols, data, services, organizations,
and people (Berners-Lee et al., 2006). In our study, we mainly focused on the
technical aspects of the system: the network structure of the interlinked Web
pages, websites and the files stored on them, including malware.

Research on this topic, we conducted with other partners in the Finnish Cyber
Trust1 project. The general aim of the project is to improve privacy, security,
trust, and decision making in digital infrastructures. We, in particular, analyzed
a large Web crawl provided by a partner in the project, the security vendor
F-Secure, towards understanding large-scale malware distributions on the Web.

6.1 Background and research questions

Among the interdisciplinary fields, mentioned in this thesis, that are developed
with the availability of big data, there is also the Web science (Berners-Lee
et al., 2006). The sociotechnical system itself is only a few decades old (McPher-
son, 2009), yet its impacts on society have been enormous. The inventor of the
Web and his coauthors, Berners-Lee et al. (2006), argued for creating Web sci-
ence as a combination of the computer and physical sciences. Computer science
‘engineered [the Web] space created via formally specified languages and proto-
cols’, while physical science should investigate how the interactions of ‘humans
who are the creators of Web pages and links between them form emergent patterns
on the Web at a macroscopic scale’. In other words, they argue that the Web
science needs to study and understand the Web, and also engineer it further
based on its findings. Our study contributes to the Web science by tackling one
of its most important aspects – cybersecurity.

Cybersecurity deals with the protection of computer systems and the infras-
tructure that interconnects them (cyberspace) from various, both physical and
cyber threats, attacks and hazards (Singer & Friedman, 2014). Web cyberse-
curity is concerned primarily with the threats and attacks that are conducted

1http://cybertrust.fi
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using the Web as the medium. Given that the Web is the primary tool for billions
of people to access the Internet, the importance of the Web cybersecurity cannot
be overstated.

Our research bridges a gap between the Web science and the Web cybersecu-
rity. Namely, the Web cybersecurity, on one side, characterizes and measures
malicious activities, primarily with a practical focus on protecting from them.
However, large-scale studies that describe the malicious activities on a macro-
scopic scale and how they compare to the clean parts of the Web are rare. Such
studies need to also draw on findings from Web science. We provide several such
studies addressing the described gap.

Main research questions and practical targets that we tackle are:

RQ: Which theoretical distributions explain important local characteristics and
network properties of websites on the Web, and how do these distribu-
tions differ between clean and malicious (malware affected) websites?
What is the predictive power of website local characteristics and network
properties to classify malware websites?

PT: Find the importance of Internet protocol (IP) addresses of name servers in
linking together the hosts that have distributed malware. Is the sharing
of unique malware files between domains empirically associated with the
sharing of IP addresses and the sharing of normal, harmless files?

6.2 Related work

Web science One of the early landmark studies of the Web’s graph structure
characterized it as a bow-tie (Broder et al., 2000). Broder et al. (2000) also
suggested for indegree and outdegree of Web pages to follow power law distribu-
tions. Interestingly, there was a decade-long without other large-scale studies
characterizing distributions of these and other Web properties. Thanks to the
developments in statistical and computational approaches for assessing heavy-
tailed distributions, Meusel et al. (2014) on a larger dataset disproved that
indegree and outdegree obey power law distributions. In a follow-up study, they
analyzed the same Web crawl aggregated per pay-level domain (PLD) (Meusel
et al., 2015). Namely, PLD corresponds to a sub-domain of a public top-level do-
main (TLD) for which users usually pay for when hosting websites.2 Hence, PLD
is a more logical Web unit compared to a single page (Baeza-Yates et al., 2002).
In this case, they found that indegree distribution fits power law, however, for
outdegree they still find this unlikely to be the case. In addition to distributions,
Ludueña et al. (2013) investigated correlations between important Web features,
including also Alexa’s rank.3

2To illustrate, for the URL of the website of Aalto Univ. http://www.aalto.fi, the TLD is .fi

and the PLD is aalto.fi.
3http://www.alexa.com/topsites
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Web cybersecurity Boukhtouta et al. (2015) employed network properties of
Web hosts to identify malicious infrastructures. They proposed a network-based
measure of host badness and used temporal graph similarities to study the
evolution of the malicious infrastructures. Provos et al. (2008) performed a
large-scale analysis of Uniform Resource Locators (URLs) to describe websites
devoted to spreading malware. Invernizzi et al. (2014) analyzed Web traffic
from a large Internet Service Provider (ISP). By considering many malware
downloads together, they discovered malware distribution infrastructures.

In an example of predicting Web cyber threats, the data about domain co-
occurrence of existing malware are employed to build a file relation network
and then predict new malware using label propagation (Ni et al., 2015). Castillo
et al. (2007) demonstrated a successful spam detection by analyzing the Web
graph. They also developed a classifier that combines the content properties of
the Web pages with the link properties, to successfully predict spam.

While similar network analysis and machine learning methods are applied,
these studies differ from ours in their practical focus on detecting and protecting
from malware. Hence, they have mainly analyzed the malicious parts of the
Web. We, instead, focused on the whole Web, including the clean parts, and on
understanding and describing the emergent macroscopic trends on it as a result
of malicious activities.

6.3 Data collection and fusion

Security vendor F-Secure provided us with a crawl containing information on
millions of inspected Web hosts, including the links between the hosts and the
files found on them. This dataset contained ∼ 2.5 ·109 Web pages with 1.6 M
unique binary files.

We fused and enriched this dataset with available open data. Domain Name
Resolution (DNS) provided additional information about the hosts, while Anti
Virus (AV) scan through VirusTotal4 API returned statistics about maliciousness
of files.

6.4 Data analysis

Instead of a network of Web pages, we modeled the original dataset as a network
of PLDs. As we mentioned in the background of this section, PLD is a more
logical Web unit compared to a single page (Baeza-Yates et al., 2002). In ag-
gregating Web pages to their corresponding PLDs, we employed another freely
available service – the Mozilla’s initiative Public Suffix List5 which provided
most up to date TLDs. The aggregation resulted in 6523861 unique PLDs, and

4https://www.virustotal.com
5https://publicsuffix.org/
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Figure 6.1. Fitting of the PLD indegree and outdegree distributions. Fibonacci binning is used
to visualize the empirical distributions (Vigna, 2013).

we modeled them as a network based on the underlying page interlinking.
Given the PLD network, we investigated its properties on the graph level

and their distributions. For fitting the heavy-tailed distributions, we used
Python powerlaw package by Alstott et al. (2014), building on the theoretical
foundations by Clauset et al. (2009).

For prediction (classification) of malicious PLDs, we tested several ma-
chine learning models, such as SVM, Logistic Regression, Random Forest and
Gradient Boosting Trees. To improve the performance, given the knowledge
that malicious PLDs are interconnected, we added stacked learning (Castillo
et al., 2007). Finally, to alleviate the class imbalance, we also experimented
with preprocessing steps such as Synthetic Minority Over-sampling Technique
(SMOTE) (Chawla et al., 2002), cluster-based (Zhang et al., 2010) and random
majority undersampling with replacement (Lemaître et al., 2017).

6.5 Contributions

RQ: Which theoretical distributions explain important local characteristics and
network properties of websites on the Web, and how do these distributions
differ between clean and malicious (malware affected) websites? What is
the predictive power of website local characteristics and network properties
to classify malware websites?

In Publication VIII, we characterized the shapes of the file-related prob-
ability distributions. For the relative share of malicious files to all files
on a Web host, we find that it is bimodal. For the popularity of malware
files on the Web hosts, we find that it follows a heavy-tailed, extreme value
distribution.

In Publication XI, we investigated the website-related probability distribu-
tions, precisely, we looked at the level of PLDs.

Clauset et al. (2009) established the theoretical foundations and presented
a model for fitting power law to empirical data. Their model is, however,
easily applicable to other types of theoretical distributions. We use their
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Table 6.1. Heavy tailed distributions assessed in our fitting procedure. Table adapted
from (Clauset et al., 2009). Probability p(x)= C f (x), for some constant C.

distribution f (x) parameters

power law x−α α

truncated power law x−αe−λx α,λ
exponential e−λx λ

stretched exponential xβ−1e−λxβ

β,λ

log-normal 1
x e−

(lnx−μ)2

2σ2 μ,σ

log-normal positive 1
x e−

(lnx−μ)2

2σ2 μ> 0,σ

model to assess several heavy tailed distributions listed in Table 6.1 as
plausible hypotheses to explain our Web distributions. The tool we employ
is Python powerlaw package by Alstott et al. (2014) that implements the
fitting procedure for all those distributions.

However, the powerlaw package does not implement a goodness-of-fit test.
One reason is that such a test is not necessary in the case of those theo-
retical distributions for which it turns out that some other distribution is
a better fit to the data. Moreover, the goodness-of-fit test introduced in
(Clauset et al., 2009) is often too strict for any empirical dataset of a large
enough size having some noise or imperfections to pass it (Alstott et al.,
2014; Klaus et al., 2011). Hence, if one is not concerned with whether their
data strictly follow a certain theoretical distribution, but instead which
distribution is the best description available, then the goodness-of-fit test
is not useful.

The fitting procedure for a given empirical distribution that we apply
can be summarized as follows:

1. Start with an empty set of candidate distributions C =�.
2. Consider each heavy tailed distribution f (x) from Table 6.1 as a candi-

date distribution (candidate = True) and:

(a) estimate xmin and respective parameters of the f (x) model,
(b) compare f (x) against other distributions g(x) from Table 6.1 via

likelihood ratio test. If resulting R < 0 and p < 0.01, then f (x) is not
anymore a candidate and return False.

(c) if the subporcedure from the previous step returned True, then C =
C ∪ f (x)

3. If |C | = 1 then a single best fit distribution is found; otherwise, evaluate
the set of candidates additionally using human judgment. In this step,
we take into account the concrete empirical distribution we are fitting
and the mechanisms of its real-world creation to help us in deciding
among the set of found candidate distributions.
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Two classes of properties of interest that we investigated are the local PLD
characteristics and the network PLD properties. Local characteristics that
we analyzed are the number of pages, and the total and the unique number
of files on a PLD. Network properties include indegree and outdegree,
PageRank and triangle count. For all of them, we find that they are heavy-
tailed. Except for the total number of files on a PLD and the triangle
count, which follow lognormal distributions, all the other investigated
properties are best explained by the truncated power law (exponentially
bounded power law) distributions of the form f (x) = x−αe−λx. A visual
representation of the fit for degree distributions is shown in Fig. 6.1.

For all the characteristics and network properties that are found to obey
truncated power law in Publication XI, the corresponding power law coeffi-
cient αm of a malicious class is found lower compared to αc of the clean
class of PLDs. Lower α means higher skewness of the distribution and is
intuitively in agreement with malicious PLDs exhibiting higher irregular-
ity in their properties. In most of the cases, but not for all, we also found
that αc > 2 and αm < 2, which makes for qualitatively different power
law-like distributions. For instance, it means that the clean distribution
has a well-defined mean, while malicious does not (Newman, 2005). For
such malicious PLD properties, this is a signal that the mean value in our
dataset is not a reliable guide to the typical size of the same property in
another Web crawl.

For the predictive power of PLD properties, we experimented with different
machine learning models using combinations of discussed PLD features in
Publication XI. The best model was Gradient Boosting Trees using all the
features and a stacked learning step. The model achieved an area under
the curve (AUC) of 0.78.

With this result, we showed that machine learning could be a part of
the detection process. Namely, it could serve to reduce the number of
suspicious PLDs before a vendor conducting the slower scanning step by
their AV engine.

It is important to note that we ran machine learning models on a Web
crawl which was heavily biased towards clean samples, as our interest was
to describe the Web as regular users experience it. If one is interested in
increasing the prediction power on a large-scale, possible approaches are
targeted crawling towards malicious pages (Invernizzi & Comparetti, 2012)
and including the content (i.e., parsing the HyperText Markup Language
(HTML)).

PT: Find the importance of Internet protocol (IP) addresses of name servers in
linking together the hosts that have distributed malware. Is the sharing
of unique malware files between domains empirically associated with the
sharing of IP addresses and the sharing of normal, harmless files?
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In Publication IX, we discussed the importance of name servers for con-
necting the domains that have been associated with malicious networks.

In particular, we applied the DNS mining on a graph constructed from
60K PLDs. The nodes in this graph can have one of the following labels:
PLD, IP address (A record), or name server (NS record). The later two
labels are obtained by DNS querying. Given that the mappings of domain
names to IP addresses are essentially dynamic, a typical DNS graph is
agile and evolving at a rapid pace (Berger et al., 2016). We applied a two
week learning period, i.e., querying for mapping the domain names to
addresses to create the DNS graph. In addition, we know which PLDs are
associated with malware. We then apply several standard graph indices
(degree, centrality) and community detection to evaluate the importance
and groups of nodes in the DNS graph, especially those that are related to
the malicious elements.

Our results indicate that the name servers are important for connecting
the PLDs sharing malware, i.e., there are black marks beside many name
servers.

From a theoretical perspective, this indicates common servicing solutions
behind malware-distributing domains. It may as well provide weak signals
about common orchestrators for the distribution of malware. To illustrate
the practical perspective of this finding: this means that a large portion
of a DNS malware graph may be connected via shared name servers that
point to a particular ISP or a public DNS service.

However, other studies are needed before making any firm conclusions.
For one, evaluation on a longer time scale is needed. Second, dynamic
mappings of domain names to IP addresses and essentially high-variety
the DNS system (Berger et al., 2016) means that one can not exactly
validate the findings we presented because, in reality, the data quickly
change.

In Publication X, we explored in a similar manner the questions about
whether sharing the malware correlates with sharing the IP addresses or
normal files. We found negative answers to both of these questions. In
particular, we found an evidence that sharing of IP addresses is unlikely
to explain the sharing of files, whether malware or clean. However, it
is important to note that we did not consider edge weights in the file
co-occurrence representations; hence, our conclusions do not answer about
the actual quantity of unique files shared between domains. Although due
to several data limitations, we cannot draw definite conclusions, we find
evidence that the domains that have shared malware files are unlikely to
be hosted from common IP addresses.
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7. Discussion and conclusions

This dissertation presented four projects in which we applied data science to
the real-world data from different sociotechnical systems. In each project, the
data science application resulted in scientific and practical advancements for the
system. In addition, we analyzed the data science process itself by comparing
the execution and performance of its steps in the different projects.

In this concluding chapter, we discuss the theoretical and practical implications
of our results in each of the projects, with recommendations for future research.
Then we present an overview and general remarks about the data science
process, including the limitations and lessons learned from the four projects.

7.1 Theoretical and practical implications, and recommendations
for future research

Human dynamics Our main finding in Publication I is that mobile phone
activity correlates with socioeconomic factors. This finding yields a follow-up
question: does the correlation also hold for human online activities (for example,
in social networks)? Liu et al. (2016) present a positive answer. On the level
of human dynamics, we found variability of individual mobility trajectories
with respect to peoples’ home locations (for example, the radius of gyration of
the trajectory is significantly larger for people from certain locations). This
and similar results support the development of theoretical models capturing
fundamentals of human dynamics (Zhao et al., 2016). Another interesting
direction of work based on our results is to empirically demonstrate the long-
lasting hypotheses on socioeconomic correlations and stratification in social
and communication networks (Leo et al., 2016). While we showed correlations
between mobile phone activity and economic status on a regional level, Luo et al.
(2017) go a step further to demonstrate that the mobile phone communication
can be used to infer individual economic status.

Developing countries, where census data are often inaccurate, can benefit from
our results. Namely, mobile phone penetration is nevertheless high in those
countries, and so they can apply the techniques presented in Publication I to
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obtain solid estimates of missing or inaccurate census data. For the government
of Côte d’Ivoire, in particular, our results yielded suggestions for potential traffic
and administrative borders improvements. The insights on different patterns
of mobile phone activity between the east and the west, and the north and the
south parts of the country hint to possibilities of assessing also the cultural
differences in a country using mobile phone data.

Social networks Our finding regarding the temporal evolution of homophily
in communication (Publication II) states that value homophily drives link forma-
tion, while status heterophily drives links to decommission. Since the evidence
is found only for a communication network from a particular OSN (Twitter),
before we generalize our results, we need to investigate other types of networks.
Moreover, as is recently recognized, data from OSNs need to be complemented
with real-world interactions, in order to avoid biases. Nevertheless, our and
further studies could lead towards a more general understanding of homophily,
an important tendency in society, i.e., there is a potential for influencing the
sociological theory.

Understanding how, to whom, when, for how long, and why people are more
likely to communicate online can support the design and development of the
communication layers of the OSNs. More specifically, the OSNs could expand
their friend recommendation engines to account for both the value similarity
and the social status similarity between users. Based on our findings, such
approach would lead to long-lasting interactions and, in turn, to user engage-
ment. Further, we can combine the findings on homophily and those on the
happiness paradox (Publication III) to design an intervention for the users who
score low on happiness. Namely, we could suggest to them as friends the users
who are similar to them on the value and status levels, but who score higher on
happiness. That is a potential intervention for breaking the online stratification
on the levels of happiness and well-being.

When it comes to the study on multiplex networks in Publication IV, the
epidemic spreading model we developed might inspire other types of random
walk and Markov chain-based models. In particular, some of the results from
our numerical analysis indicate that the fraction of infected nodes at the end of
simulation might depend on the rate at which the nodes switch across layers
in a multiplex network. This is an interesting question for the future research.
Moreover, another more complex question for the future research is about the
opposite influence: whether the epidemic spreading process might and how
affect the dynamics of the nodes across the layers?

As more and more data become available on a same set of users from their
several social layers, both online and from the real world, the models on epidemic
spreading in multiplex networks, such as the one we proposed, will become
increasingly important. Our model helps to take into account the temporal
patterns in which people switch across their different social layers. Hence, the
companies, governments, and other organizations aiming to promote ideas or
campaigns can better predict the success of information spreading using our
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model. In particular, our model suggests that if we account for the limited time
the users can devote to their different social layers, then the overall epidemic
spreading is reduced.

Smart grid Our review on the state-of-the-art of residential energy interven-
tions in the smart grid (Publication V) finds that the long-term evaluation is
either lacking or that the effects of interventions vanish after some time. Hence,
future projects are needed that will assess the long-term effectiveness of the
energy interventions in the smart grid. Our intervention, the social energy app –
YouPower, is developed with that in mind.

YouPower, presented in Publication VI, is deployed in two test sites, in Sweden
and Italy. The users in Italy are actively engaged, especially with the energy
meteo feature, which provides information about the upcoming solar production
levels. With the help of this feature, the users can plan their expensive energy
practices for the periods when their self-production is high. As a result, the local
distribution system operators see an improvement in the shifting-time-of use of
energy by the residents (Capaccioli et al., 2017). Moreover, promising community
energy initiatives also emerged (Capaccioli et al., 2016). When it comes to the
Swedish test site, the key players interested in the future use, update and
maintenance of YouPower are the housing associations, we well as Fortum, the
energy utility. Housing association managers are interested in the app features
that enable their effective interaction with the household members (Hasselqvist
et al., 2016). The main benefits YouPower provides to them are communicating
the energy improvement ideas to the inhabitants more easily, and learning from
the interventions by other, similar housing associations (Hasselqvist & Bogdan,
2015). Fortum and other energy utilities can use the CIVIS findings in their
efforts to engage better with the energy prosumers (Karnouskos, 2011). Such
efforts by the utilities are today increasingly popular.1

Our power model for the energy estimation in Publication VII can serve
the data centers in which a direct energy measurement is not established.
The findings on the potential for energy efficiency improvement need to be
discussed with the computing center managers. We see exciting future research
possibilities as a result of such discussion. Given a large number of data centers
in the world, and their total energy spent, potential practical implications of
such research are important for the sustainability of the industrial smart grid,
and in turn for the global environment.

Web cybersecurity Understanding which theoretical distributions explain the
real-world properties is of great interest in a number of scientific disciplines
(Mitzenmacher, 2004; Gabaix et al., 2003; Adamic et al., 2001; Levy & Solomon,
1997). This is true in particular for the power law-like distributions. We of-
fered novel findings in Publication XI with respect to the distributions that
the Web properties obey. The properties we investigated include indegree, out-

1https://www.greentechmedia.com/articles/read/when-it-comes-to-residential-customer-

education-the-struggle-for-utilities
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Figure 7.1. Overview of the data science steps conducted in each project

degree, PageRank, and the number of pages and files on websites. Scientists
have proposed diverse models for the processes which could yield the power
laws and other observed distributions in nature (Mitzenmacher, 2004). Such
models are called generative models. Our results also reveal how certain irreg-
ular processes, in this case, the malicious activities on the Web, can affect the
resulting distribution. Hence, in the future generative models, such irregular mi-
croscopic activities should also be considered towards producing more accurate
macroscopic outcomes.

In Publication XI, we also showed that website-content-agnostic machine
learning models have a potential to guide the Web malware detection. Another
finding with a potential to aid the detection is reported in Publication IX, where
we show how the name servers that are connecting large parts of malware DNS
graphs are at the same time pointing to a certain ISP or a public DNS service.

7.2 Overview of the data science process

Fig. 7.1 displays the key tasks that we performed in each data science step in
each of the projects. We have put distinct amounts of effort in each step during
different projects.

For example, the data collection was simple in the human dynamics and the
Web cybersecurity projects, as the main datasets were provided by the Orange
Telecom and F-Secure, respectively. On the other hand, in the project on the
residential smart grid, the setup for data collection had to be performed from
the scratch: installing smart meters in the test sites and developing an app to
engage residents and to record their energy practices.
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When it comes to data preprocessing, the human dynamics project was
once again undemanding, as well as the industrial smart grid project, as we
received the prepared data. The preprocessing tasks in the Web cybersecurity
project were more challenging: the URLs were at times given with IP addresses
instead of regular domain names, and we had to employ a library contacting an
external service in order to properly aggregate the pages to the PLDs. Another
issue we faced in the same project was related to the DNS fast fluxing (the
DNS response to the same queries changes with extremely high frequency),
exhibiting the property of variability in big data (Uddin et al., 2014). In the
social networks project, parsing the Wikipedia XML dump was particularly
challenging, less so because of its size, and more due to the known formatting
and recursion issues in some of its articles and categories. In the smart grid
project, we experienced the need for data standardization, given that the energy
utilities provided consumption data in different formats. Hence, we worked on
the transformation of such data to the chosen Green Button format.

The actual data analysis step was equally algorithmically demanding in
all the projects. We applied a set of diverse methods, ranging from network
analysis in the human dynamics, social networks and the Web cybersecurity
projects, to the machine learning models and fitting heavy-tailed distributions
in the smart grid and the Web cybersecurity projects. The network analysis was
computationally demanding when finding the website properties in the large
Web graph and while processing the full semantic relatedness network between
Twitter users. The machine learning models asked for balancing the classes
when predicting malware (due to only a small percent of the websites being
malicious). In building the semantic database we employed the NLP method
Explicit Semantic Analysis. Given that the method uses the whole Wikipedia
dump, its implementation was another computationally demanding task.

Finally, when it comes to the data visualization, we employed a range of
graphical methods. The common methods applied in several projects were:
network visualization, scatter plots, kernel density estimates of distributions,
and time series. In the human dynamics project, we extensively combined
geographic maps with the data visualizations. In the social network project,
we used treemaps for representing the semantic taxonomies. For visualizing
the heavy-tailed distributions in the Web cybersecurity project we employed
the Fibonacci binning (Vigna, 2013). Namely, this method avoids some of the
issues that the common methods for visualizing distributions, such as scatter
plots, face when it comes to the tails of the heavy-tailed distributions. When
it comes to the interpretation of the obtained results, in the social networks
project, it was mainly guided by the sociological theories. In the industrial smart
grid project, parts of our results are still left to be interpreted in discussion
with the computing center managers. Generally, in each of the projects, the
interpretation asked for careful considerations of the potential limitations and
data biases.
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Figure 7.2. Blind men and the elephant.

7.3 Limitations of data science

Despite the promising applications of data science and big data demonstrated in
this thesis, we argue that several profound developments are needed before the
data science and big data might be accredited with indeed leading to the fourth
scientific paradigm (Hey et al., 2009; Emmott, 2008).

As Cao (2017) discusses, some ‘problems not solved well previously are becoming
even more complex’ with data science. This can be seen, for example, in our
residential smart grid project. The data collected using YouPower are expected to
help in changing the energy behavior of people. Nevertheless, once the YouPower
data are available on a longer-scale, we face novel challenges, such as how to
quantify such complex behavioral data and their interrelationship with the
energy consumption. In other words, to the extent to which data science is
expected to help in transforming the complex real-world systems, to that extent,
the data science studies of such systems from several different angles are needed.
To continue with the same example, let us assume that the energy consumption
in a test site for a time period is lowered. Before accrediting the change to the
people’s engagement with YouPower, we would need to examine the test site
from an environmental perspective (whether during this period the test site
experienced a change in weather which itself resulted in lowered consumption?),
from a physical perspective (whether some energy-efficiency installation on the
neighborhood-level took place?), and from a policy perspective (whether the price
of energy had raised and so the people decided to reduce energy consumption in
response to it?).

A similar discussion can be applied to almost any data science result. In the
case of our findings on homophily in online communication, we must ask: do
the findings hold in communication networks created from mobile messenger
applications or email communication? Do the findings on homophily from any
online social network correspond to those from the real world or will they differ
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because the online world has brought some novel types of ties compared to the
real-world ones (Lawler et al., 2009)?

In general, we think that the issues in the above-discussed examples relate
to the fact that, in each of the studies, we gain an understanding of a part of
the complex system only. Wu et al. (2014) illustrated this issue with the story
about the blind men and the elephant (Fig. 7.2). Namely, each of the blind men
touches and gains an understanding only about one part of the elephant. As
a result, they all describe it differently. Nevertheless, if they combine their
understandings, they can gain an accurate picture of the elephant. We think
that the metaphor nicely illustrates the issues with data science that we just
discussed. As the number of studies on a similar topic grows, we will be able to
combine these different understandings towards more comprehensive knowledge
on the topic. This is one way to tackle the discussed issues. Another way is, for
example, to conduct studies which combine datasets from different contexts of
the same sociotechnical system. Given the fast developments in data science and
the increasing number of practicing data scientist, we think that such studies
are underway.

7.4 Conclusion

In their recently published Guide to teaching data science, Hicks & Irizarry
(2017) argue for the following principles: ‘the courses should be organized around
a set of diverse case studies, integrate computing into every aspect, and teach
abstraction, but minimize reliance on mathematical notation’. While this dis-
sertation is not intended for teaching data science, we think that it captures
the mentioned principles, thereby providing a good overview of the data science
process.

We demonstrated how data science is an effective tool for monitoring and
interventions in diverse sociotechnical systems. The examples of monitoring
applications that we presented range from important events and traffic in a
country, through the behavior of energy consumers, to the maliciousness of
websites. The examples of interventions that we discussed are: adapting the
administrative borders in a country, targeting friend recommendations in online
social networks, improving the efficiency of computing centers, and changing
the energy practices of prosumers.

Given the pervasiveness of sociotechnical systems and an increasing number
of studies similar to the ones we conducted, we think that the effects of data
science will become only more profound in our everyday lives.
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