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Abstract
Microsoft’s HoloLens is restricted in many aspects, such as the field of view, but
it still allows developers to start the discovery process of finding what does and
doesn’t work for holographic applications. But there is one area which is so limited
that it can’t be explored properly: gesture based interactions. To solve this issue
this work presents a system which integrates a Leap Motion Controller (LMC),
a device which provides very detailed hand tracking data, with the Hololens. To
calibrate these two devices a method using the Hololens’s attached RGB camera,
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presented. This provides a lightweight, markerless method for calibration requiring
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computer, wirelessly streams real-time hand tracking data to the HoloLens.
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Sammandrag
Microsofts HoloLens är begränsad i många aspekter, t.ex. synfältet, men den gör
det möjligt för utvecklare att börja processen att utforska vad som fungerar och
inte fungerar för holografiska applikationer. Men inom ett område är HoloLensen så
begränsad att det inte går att forska: gest-baserade interaktioner. För att lösa detta
problem så presenterar detta arbete ett system som integrerar en Leap Motion
Controller (LMC), en apparat som förser med högt detaljerad handspårningsdata,
med HoloLensen. För att kalibrera dessa två apparater presenteras en metod som
använder sig av HoloLensens inbyggda RGB kamera, 3D data från LMC:n, och
ställnings estimering m.h.a. Perspective-n-Point. Detta erbjuder en lätt, markörlös
metod för kalibrering som endast kräver användarens händer. Resultatet är ett
system var LMC:n, vilken är fast i en skild dator, trådlöst överför handspårningsdata
till HoloLensen i realtid.
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Symbols and abbreviations

Symbols
µ mean
σ standard deviation

Operators∑
i sum over index i

A · B dot product of vectors A and B
AT Tranpose of vector or matrix A

Abbreviations
API application programming interface
DSP digital signal processor
eMMC embedded MultiMediaCard
FOV field of view
fps frames per second
HCI human-computer interaction
HMD head mounted display
IMU inertial measurement system
OST HMD optical see-through head mounted display
SoC system on a chip
TCP Transmission Control Protocol
UDP User Datagram Protocol



1 Introduction
During the last few years interest in Augmented and Mixed Reality (AR and MR
respectively) has really been taking off with the release of applications like Pokémon
GO and products like Google Glass. A common source for the definition of AR
and MR is the work of Milgram et al. [58]. In it they define a Reality-Virtuality
continuum where in one end you have a purely real environment and in the other
a purely virtual one. Any mix of real and virtual between these two extremes is
considered MR, while AR is the part of the continuum where the environment is
primarily real with virtual enchantments. This definition of AR works for this work,
but a slightly different approach is taken for MR. AR has become such a broad term
that both an application like Pokémon GO, where objects are just drawn on top the
real world without much analysis, and the HoloLens, which tracks the environment
in real time and allows the real and virtual to interact, fall under the same label.
Instead in this work MR is used to refer to a subset of AR that requires tracking
of the surrounding world and anchoring of the virtual world to the real world, to
enable real-time interactions between the two.

The introduction of MR headsets have opened up many new opportunities to
explore the use of holographic applications e.g. in data visualisation [82] and for
medical treatment [7]. Of the currently available headsets Microsoft’s HoloLens offers
a unique set of features that makes it stand out. Perhaps the biggest one is the
fact it’s completely tetherless and self-contained making it very flexible in its use
and the another one is its quite robust world tracking allowing for very convincing
interactions between the real and the virtual. The self-contained nature of the
HoloLens places some restrictions on its capabilities, but most of them don’t block
the exploration of holographic development and research. There is one area though
where the HoloLens is so lacking that barely anything can be learned: interactions
and more specifically gesture and hand based interactions. As such, a separate device
is needed to compliment the HoloLens.

This work presents a solution that combines the HoloLens with a Leap Motion
Controller (LMC) to improve gesture based interactions. The LMC is a USB
peripheral specialising in accurate hand tracking. Previous research has been done in
using a LMC for gesture recognition, for example [59] and [52], and as the physical
device is small and light enough to be attached to the HoloLens it is perfect for
mounting on top of the HoloLens to provide hand tracking. To achieve this, this
work presents an easy-to-use, markerless calibration method which only requires the
user’s hands to perform. Also included is a description and evaluation of the pipeline
for transforming and streaming the Leap Motion data with minimal latency.

1.1 Motivation
1.1.1 The HoloLens

The HoloLens was released in March 2016 and was the first, and still is the only,
tetherless, optical see-through MR headset. Other tetherless headsets that have been
released have been traditional AR devices, such as Google Glass, and the only device
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comparable to the HoloLens, at the time of writing, is the Meta 2 which requires a
constant tethered connection to a computer.

The combination of being tetherless and robust spatial tracking makes the
HoloLens very interesting for exploring the possible uses of MR headsets and learning
about developing holographic applications, as there is no guarantee that previous
best practices still apply in this new environment. This interest can already be seen
with research coming out looking at possible use cases, such as treating Alzheimer’s
Disease [7], naval command and control systems [82], and in surgery [62]. To achieve
the self-contained portability, the HoloLens has had to make compromises on the side
of both the hardware and the software. The available processing power is comparable
to a stick computer and the field of view makes it feel like you’re looking through a
window in to the virtual world. Fortunately these aspects are mostly problematic
from a consumer’s point of view, as they heavily impact user experience and usability,
but they still make it possible for developers and researchers to learn. But there is
one area which almost completely blocked off and that is how to interact with the
virtual world.

There are two main ways of interacting with the HoloLens: voice commands and
gestures. Voice commands have three major problems. First of the device doesn’t
discriminate between who is talking, so there is nothing stopping someone other than
the current user from issuing commands. Second is the problem with accents, as it
can at times be quite difficult for non-English speakers to issue commands. Third,
it is very context dependant if talking aloud is possible. That leaves gestures and
at the moment the only supported gesture is a tap gesture that can also be held
down, which in practice corresponds to having a single button available, and the
addition of custom gestures is not supported. Based on both my personal experience
demoing the HoloLens to people who have never used it and based on the findings
in [7], people often have a hard time performing the tap gesture and in many cases
it doesn’t feel intuitive to use. From developing for the HoloLens I have also found
that it at times causes quite roundabout designs when there is more than one way
to interact with an object. For example, if an object can both be moved around
and scaled you have to create a system where you switch between different modes
of interaction, instead of just being able to use two different gestures. This means
there is a clear need for a separate solution to enable improved gesture interactions.

1.1.2 Leap Motion

The Leap Motion controller is a hardware peripheral specialized in high precision
hand tracking. Released in July 2013, it was originally used by laying it down on a
table facing upwards and providing an alternative way of interacting with a normal
computer. In this context it had a mixed reception, but with the rise of VR and
the release of consumer devices such as Oculus Rift and HTC Vive it found a home
and with the release of Leap Motion’s Orion drivers, which specialize in VR, Leap
Motion seems to have embraced this niche. By attaching the LMC to the front of the
VR glasses you are able to insert the user’s hands directly into the VR experience
and allows the user to interact with objects both directly by ”touching” them and
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through simple gestures [40].
The LMC has also been used in research for various gesture recognition, both

specific use cases such as sign language [59, 20] and more dynamic interactions [52, 17].
This research has shown the LMC as being quite suitable for gesture interactions.
Combined with its small size, 80 x 30 x 11.25 mm [41], which makes it easy to mount
on top of the HoloLens, the LMC provides a good possibility for incorporating hand
tracking with the HoloLens.

1.2 Goals and research questions
The goal of this work is to solve the problem of not being able to implement custom
gestures on the HoloLens. Therefore the main research question of this work is stated
as:

Q: Is it possible to provide accurate hand tracking data for the HoloLens using a
Leap Motion controller?

To do this, a Leap Motion controller will be attached to the Hololens and hand
tracking data will be sent to the HoloLens. For the data to be of use it needs to be
transformed to the HoloLens’s coordinate system which requires the two devices to be
calibrated to determine their physical positions in relation to each other. Therefore
the implementation will require the solving of two main problems: how to calibrate
the devices and how to efficiently transfer the Leap Motion data to the HoloLens.

Though primarily aimed at enabling developers and researchers to explore inter-
actions in MR, the solution is also meant to be potentially useful for and usable by
real users. As such, there are four requirements that the solution needs to fulfil.

1. The solution should remain tetherless and portable. Being tetherless is one of
the key features of the Hololens and as such should be preserved.

2. Calibration must be possible without using any extra equipment. Having to
carry around very specific objects such as a printed checkerboard or a custom
marker introduces the risk of losing or breaking them and potentially not having
them at hand when needed. This can be especially painful if one needs to
recalibrate during use.

3. The calibration process must be doable without any special technical knowledge
or fine motoric skills. For this solution to be usable for the largest possible
number of users it shouldn’t require the user to have any special knowledge
and should require as little motoric skill as possible.

4. The calibration process should be fast. From a user experience perspective,
having a long calibration process is very aggrivating. Especially in case recali-
bration has to be done during use it should be as painless as possible.

Taking these four requirements into consideration, two sub-questions must be
answered in addition to the main one:
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SQ1: Is it possible to achieve both accurate and consistent calibration without using
any additional equipment or markers?

SQ2: Can the Leap Motion data be processed and streamed with low enough latency
to be barely noticable?

For sub-question 1 consistency is prioritized since it is more important for enabling
gesture recognition, but accuracy is also of importance so that it is possible to explore
e.g. direct interactions using ones hands.

1.3 Proposed solutiont
To fulfil the previously mentioned goals the following solution is planned. On the
hardware level the LMC will be mounted on top the HoloLens, angled roughly 30◦

downwards to give it a better view of the area where the hands are mainly used.
In its current state the LMC has to be phyiscally attached to a computer using a
USB-cable. But the HoloLens only has a single micro USB port which can only be
used for charging and deploying software, so a separate computer is needed to stream
the data wirelessly to the HoloLens. During development a normal laptop is used,
but the end goal is to use a stick computer, for example an Intel Compute Stick,
that can be attached to the Hololens similarly to the steup used in [22].

On the software side, to calibrate the two devices a feature correspondence is
required and, considering the nature of the LMC, fingertips have been chosen. The
LMC provides these directly as 3D coordinates from its own perspective, but the
HoloLens very restricted when it comes to accessible accurate sensory data but it
does have an RGB-camera attached to the front. So the plan is to take the 3D
points provided by the LMC, find the fingertips in the RGB-image, and then using a
Perspective-n-Point (PnP) solver determine the RGB-camera’s position and rotation,
i.e. pose, in relation to the LMC. To find the fingertips a color-based skin detection
algorithm combining several different color spaces and surrounding pixels is used
for hand segmentation, the method presented in [69] is used to find fingertips, and
OpenCV’s inbuilt PnP solver is used to determine the pose. Once the calibration
is done the Leap Motion data is streamed using UDP. This is to try and keep the
latency as low as possible, while the occasional package arriving in the wrong order
or dropping completely should barely affect the result.

1.4 Structure
This work is organized into five chapters covering the theoretical and technological
background of the solution, a description and explanation of the design of the system
and the methods used, the results of implementing the solution, a discussion of the
results, and finally a summary of the whole work and suggestions for future work.

Chapter 2 covers the theoretical and technical background of the work. This covers
a closer look at the specifications for the HoloLens and LMC and the ways they’ve
been used in earlier research, a look at calibration methods that have been used in



13

AR and for see-through devices, hand segmentation using colour-based approaches,
and different approaches to fingertip detection.

Chapter 3 goes through the design of the system and the approaches chosen for
solving the different sub-problems, including hand segmentation, fingertip detection,
pose estimation, and data streaming.

Chapter 4 goes into the results of the implementation, taking a look at the
performance of the hand segmentation using different combinations of colour spaces,
the accuracy of the fingertip detection and pose estimation, and the speed of the
data streaming.

Chapter 5 discusses the obtained results and identified problems, discovered
pitfalls, and possible future improvements to the subsystems.

Chapter 6 summarizes the whole work based on the results and makes suggestions
for further study.
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2 Background
In this chapter the background of the work is presented in detail. First the hardware
and the data provide by the HoloLens and the Leap Motion Controller are presented.
Next the theoretical background for pose estimation for augmented reality is described
and previous research into calibration using hands as markers and/or done using head
mounted devices is explored. After this different approaches to hand segmentation,
both colour based and using machine learning, are explored. Next is fingertip
detection and the different methods developed using morphological and geometric
analysis, curvature based methods, and machine learning. Finally an overview of
techniques used for gesture recognition and research into gesture interactions for AR
is reviewed.

2.1 The HoloLens
The HoloLens is a head mounted display (HMD) Mixed Reality device developed and
released by Microsoft, as seen in Figure 1. Initially announced in 2015 and released

Figure 1: The HoloLens

on March 30, 2016, The HoloLens is visor-like headset that is able to draw holograms
into the user’s field of view and have them interact with their real-world surroundings.
The main selling points of the device is the pair of transparent lenses capable of
drawing holographic images using waveguides [79], the robust spatial tracking system
which allows anchoring of the virtual to the real, a 3D sound system which doesn’t
block external sound and generates binaural audio, and a gesture, gaze, and voice
interaction system.

One of the main selling points of the HoloLens is its spatial mapping capabilities,
as this is what makes the experience it offers a truly mixed reality. To achieve this a
combination of several sensors is used: an IMU, four “environment understanding
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cameras”, a depth camera, an ambient light sensor, and a 2MP photo/HD video
camera. These sensor can be seen in Figure 2. [56] These allow the HoloLens to figure

Figure 2: HoloLens sensors [56]

out its position and pose in space. To be able to handle the large amount of data
produced by these sensor and to free up the CPU for other work Microsoft developed
their own custom Holographic Processing Unit (HPU). The exact specifications of
the HPU are still not listed on Microsoft’s official site [56], but reports from the
Hot Chips conference where Microsoft representatives have presented the HoloLens
provide more detail. The HPU is made up of 28 customs DSPs from Tensilica, 8MB
SRAM, and 1GB LPDDR3 RAM and besides the spatial data processing it also
handles gesture and voice processing. [79]

On the side of general processing Microsoft’s official site simply describes the pro-
cessor as “Intel 32 bit architecture with TPM 2.0 support” [56], but more information
was provided at Hot Chips where it was confirmed that the HoloLens uses Intel’s
Cherry Trail SoC. [79] This seems to line up with what was reported by Windows
Central [88] where they, using AIDA64 Mobile, reported that the CPU was an Intel
Atom x5-Z8100 running at 1.04GHz. This is backed up by 64GB eMMC and 1GB
LPDDR3 RAM and the OS is 32-bit Windows 10. [79] The whole motherboard is
shown in Figure 3.

There are two main ways of interacting with the HoloLens: voice and gestures. For
voice commands the HoloLens includes 4 microphones. [56] The gesture recognition
is done on the HPU. Currently there are two possible gestures that can be used.
The first is the “bloom” gesture which is performed by turning one’s palm up with
the fingers tucked together and then spreading the fingers. This gesture is system
reserved and works like the Windows key on a keyboard in that it pauses the current
application and opens the HoloLens’s main menu. This gesture can not be overridden.
The second gesture, the one primarily intended for developers to use, is the tap
gesture. This is performed by tapping the forefinger and thumb together, like the
thumb was a button that the forefinger taps. This gesture can also be held down to
for example drag objects. In practice this gesture corresponds to having access to a
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Figure 3: HoloLens motherboard [56]

mouse with a single button. Currently there is no system in place for developers to
define custom gestures.

Currently the raw sensor data exposed to developers is practically non-existent.
Spatial data is only accessible through API calls that return a ready constructed
mesh of the surroundings. Objects too close to the HoloLens are not included in the
mesh, so hands don’t normally show up in the mesh data. The only sensor directly
available to developers is the attached RGB-camera which can be used to take images
with the choice of whether or not to include holograms in the picture.

Research into the use of the HoloLens has so far been scattered across various
fields, as researchers have been exploring suitable use cases for the HoloLens. Included
here are some examples of what has been tested.

Davies et al. [18] created a toolkit using multiple HoloLenses and Kinects to create
a system enabling multi-person collaboration on 3D objects in a MR environment.
The HoloLenses are used so that all participants can view the same 3D objects in
real time, while the Kinects are used for to expand the available gesture interactions
with custom gestures.

Garon et al. [22] identified the lack of high quality depth data as greatly restricting
the HoloLens’s potential as a research tool. To solve this they mounted a separate
depth camera on top of the HoloLens, connected it to a stick computer which was
then used to stream the depth data wirelessly to the HoloLens. To calibrate the
devices a separate printed chessboard pattern was used as a common identifiable
feature.

Lindh and Norberg [82] explored the possibility of using the HoloLens for naval
command and control systems. The system implemented was meant as a new way of
visualising sonar tracks that are used for detecting submarines and sea mines. They
found that visualisation was possible but that the limited processing power of the
HoloLens restricted the level of detail that could be used. When testing in a realistic
scenario onboard a vessel the spatial tracking of the HoloLens suffered because of
the movements caused by the vessel.
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Ciu et al. [62] created a system for displaying near infrared information to
surgeons when doing near infrared fluorescence based image guided surgery. Their
solution is meant to circumvent the problems with using either a separate screen,
which requires the surgeon to look away periodically, or an HMD which lacks depth
information and can cause disorientation.

Aruanno et al. [7] created an application for stimulating short term and spatial
memory in patients with Alzheimer’s Disease. The goal of the application was also
to study the usability of the system and provide an example of user experience using
the HoloLens. Though the experience of the participants of the study was generally
positive when using the HoloLens, one major usability issue that was encountered
was participants having problems performing the air-tap gesture correctly.

Finally, Radowski and Ingebrand [70] performed a focus group study aimed at
exploring the possibility of using the HoloLens to help with assembly tasks. The
participants were a group of students from a mechanical engineering course with the
students in general enjoying working with the HoloLens. The main complaints with
its use was the limited FOV and many found the tapping gesture to be tiring in the
long run with wishes for more convenient ways of manipulating the virtual objects.

2.2 The Leap Motion Controller
The Leap Motion Controller (LMC) is a hardware peripheral specialized in high
accuracy hand tracking. Originally released in July 2013, the LMC was to provide
an alternative to the traditional mouse and keyboard as an input device for the
computer. Connecting to the computer via USB, the LMC was supposed to be
placed on a flat surface facing up and the user could then interact by moving their
hand above it. The original release had a mixed reception with some finding it
truly fascinating [6] while others found it gimmicky [23]. It wasn’t until commercial
VR really started to take off that a clear niche for the LMC was found. Providing
an alternative to the handheld controllers provided by the HTC Vive and Oculus
Rift, by attaching the LMC to the front of a pair of VR glasses the user could have
their hands added directly into the VR world. Leap Motion cemented their focus in
February 2016 with the release of Orion, an updated version of their hand tracking
software specialized for use with a VR headset.

Physically the LMC is a small, roughly rectangular box measuring 75×25×6.2mm
[75]. The hardware is made up of three infrared LEDs and two monochromatic infrared
cameras, pictured in Figure 4. With the Orion software the LMC has a maximum
hand tracking range of 80cm with a 150◦horizontal FOV and 120◦vertical FOV. [39]
The LMC is dependent on being attached through a USB cable to a computer, not
only for data transfer, but also to provide enough power to the LEDs for them to
shine with enough intensity.

The physical device only takes normal 2D images and sends them to the computer,
which is where the real work is done. Unlike what has been commonly guessed,
no depth data is generated [39]. The exact method used for producing the 3D
data is unknown and only described as “it applies advanced algorithms to the raw
sensor data” [39], but since the LMC provides data about each bone in each hand
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Figure 4: Components of the Leap Motion Controller [39]

a model-based technique probably needs to be used. The accuracy achieved with
the original software was measured by Weichert et al. [87] as being 0,7mm, but
this was using a rigid tool and not a real human hand. Valentini and Pezzuti [83]
performed another experiment with real people pointing at marked points on a piece
of Plexiglas at different distances from the LMC. This experiment also used the new
Orion software. The results of this experiment showed the accuracy to be in the
range of 4-5mm.

The actual data tracked by the LMC starts at the elbow. The LMC provides the
position of the elbow and wrist and the direction the forearm points towards. For
the hand you are told which side’s hand the object represents and given a list of
all the fingers of the hand. For the hand itself the position of the palm, including
a stabilized position with higher latency, is provided. The normal and velocity of
the palm, and a vector pointing from the palm towards the fingers is also provided,
see Figure 5a. Furthermore you can also access the grab angle of the hand, i.e. the
angle between the fingers and the hand, and the pinch distance which is the distance
between the thumb and the forefinger. For each finger you are able to access the
separate bones that make up the finger, as seen in Figure 5c. For the bone you are
able to access the position of the center of the bone, the direction from base to tip,
the length of it, and the position of each end of the bone. For the finger you are able
to access the (stabilized) position and velocity of the fingertip, the direction is the
finger is pointing (Figure 5b, if it is extended, and the length in millimetres. Finally,
you are also able to retrieve the actual images taken by the LMC cameras and the
distortion data needed to use the images. [38]

For this work the most interesting research using the LMC has been its use for
gesture recognition. One area in particular that has received a lot of attention is sign
language recognition. In 2014 both Mohandes et al. [59] and Elons et al. [20] studied
the use of the LMC for Arabic Sign Language Recognition (ArSLR). Mohandes et al.
collected data for the 28 different signs comprising the Arabic alphabet. They used
10 samples per sign with each sample being 10 frames of data. The actual data was
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(a) Palm vectors (b) Finger model (c) Bone model

Figure 5: Leap Motion data models [37]

made up of 12 features extracted from the provided Leap Motion data. This data
was then used to train a Nave Bayes Classifier (NBC) and a Multilayer Perceptron
(MLP) and the accuracy of the classifiers was compared. The NBC managed an
overall accuracy of 98.3% while the MLP achieved 99.1% accuracy. According to
Mohandes et al. the seemingly biggest cause of misclassification was cases where the
fingers were occluded by the rest of the hand. Elons et al. chose 50 words used in the
Arabic sign language and used four people to capture the data. Two of the captured
data sets were used to train the MLP and two were used for testing. They tested
using two different feature sets. The first was to use the position of the fingertips
relative to the LMC, and the second was to use the distance between the fingertips.
Of these two the second set turned out superior, producing an accuracy of 88%, since
it is not dependent on the exact position of the hands, just the relative position
between the fingers. Kumaar et al. [36] created a system where they combined
both an LMC and a Kinect for improved recognition. They chose 25 words from
the Indian sign language for testing and used the position of the fingertips and the
palm and also the direction of fingers as the features used for the recognition. The
data was gathered by having ten different signers repeat each word eight times with
25% used for validation, 50% for training, and the rest for testing. For recognition
they used Coupled Hidden Markov Model (CHMM) [10] and achieved an accuracy
of accuracy of 90.80%. Besides Kumaar et al., Marin et al. [54] also experimented
with combining the LMC with a Kinect. They used a multi-class SVM classifier
to recognise ten different gestures taken from the American Sign Language (ASL),
performed by fourteen different people ten times for each gesture. From the LMC
they extracted the angles of the fingers in relation to the plane made up by the
palm of the hand, the distance of the fingertips from the center of the hand, and the
elevation of the fingertips from the palm plane. On the side of the Kinect a histogram
of the distance of the hand points from the center of the hand is used as one feature
and as the second feature a multi-scale descriptor based on the hand’s curvature is
used. The combining of these two sensors achieved an accuracy of 91.28%.

For recognising dynamic hand gestures with just an LMC Lu et al. [52] built
on the work of Marin et al. by making use of their suggested feature vectors. Lu
et al. used these features with a Hidden Conditional Neural Field (HCNF) [21]
classifier to classify gestures in two gesture sets: a twelve gesture subset of the
ASL which they named LeapMotion-Gesture3D and a custom built ten gesture set
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based on movements used in pottery which they named Handicraft-Gesture. With
their proposed solution they were able to achieve 95.0% accuracy for the Handicraft-
Gesture set and 89.5% accuracy for the LeapMotion-Gesture3D set. Li et al. [50]
designed a system to help with rehabilitation for stroke victims using an LMC. They
designed a system for seven gestures used to improve hand functions and monitor
the progress of patients. For classification they tested both a multi-class SVM and
a k-nearest neighbour (k-NN) classifier. The features used for classification was
distance between the fingertips of the hand, the pitch, yaw, and roll of the palm,
and the angles between the fingers. The gesture data was gathered from a group of
seventeen healthy young people performing the gestures with k-fold cross-validation
used for validation. The accuracy achieved by the SVM was 97.29% and for the k-NN
classifier it was 97.71%. Wang et al. [86] explored the use of the LMC for recognising
Arabic numbers (0-9) drawn in the air using the index finger. For this they used the
change in position and direction of the user’s index finger’s fingertip over time to
create the feature vectors. For recognition they used a radial basis function (RBF)
neural network. Data was gathered from ten different people drawing each number
ten times and 2-fold and 10-fold cross-validation was used for testing. The accuracy
for each validation method respectively was 94.2% and 95.1%.

2.3 Calibration methods
A central problem for this work is how to transfer the 3D coordinates provided by the
LMC to the coordinate system of the HoloLens. To do it the pose, i.e. the rotation
and translation, of the HoloLens has to be determined in relation to the LMC. Pose
estimation is a well researched subject in AR and in OST HMD calibration, so the
research here is narrowed down based on the capabilities of the HoloLens and the
LMC. To do pose estimation involving two devices, feature correspondence has to
be established between features captured from each device’s point of view. Since the
LMC provides such high accuracy [83, 87] 3D hand tracking data it is natural to use
that data as the starting point. The focus of this review is how calibration has been
done using OST HMD devices and the usage of hands in markerless AR.

Since the data provided by the LMC is three-dimensional and one of the options
on the side of the HoloLens is to use its attached camera, i.e. to take 2D images,
one possible approach is treating the calibration as a Perspective-n-Point (PnP)
problem, illustrated in Figure 6. In computer vision PnP is a well researched subject
where the pose of a camera is estimated by using n 3D points in a world coordinate
system and the corresponding 2D points in an image produced by the camera to
determine its pose. Formally stated, let T be the homogeneous transformation matrix
that transforms points from from the world coordinate frame W to the camera’s
coordinate frame C. The structure of the matrix T is

T =
[
R t
0 1

]
(1)

where R is a 3 × 3 rotation matrix and t is a 3 × 1 translation vector. To get the
projected point x = (u, v, 1)T of the world coordinate X = (X, Y, Z, 1)T it has to
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Figure 6: Perspective-n-Point overview [64]

be multiplied with the transformation matrix T and the camera matrix K, which
contains the camera’s intrinsic parameters, that is defined as

K =

⎡⎢⎣px 0 cx

0 py cy

0 0 1

⎤⎥⎦ , (2)

where (cx, cy, 1)T is the point where the optical axis intersects the image plane and
px and py are the ratios between the camera’s focal length f and the size of the pixel
in each dimension, sx and sy, i.e.

px = f

sx

(3)

py = f

sy

. (4)

Therefore the full equation for the projected point’s homogeneous coordinates in the
image becomes

x = KTX. (5)
The camera’s intrinsic parameters are usually determined through an offline

calibration process. These parameters stay the same between uses, unless a change is
made to the physical structure of the camera, and therefore the calibration only has to
be done once. Once the intrinsic parameters are known and 2D-3D correspondences,
i.e. which 2D point corresponds to which 3D point, are determined the pose can be
determined by solving for T in equation 5. How to establish the point correspondences
in general is case dependant and beyond the scope of this work. Since the minimum
number of parameters needed to express the pose is six (three for the translation
vector and a three dimensional rotation vector expressed as Euler angles) three points
is in theory the minimum needed to solve for the pose, but using more points usually
yields a better result. For a more exact description how this is done, see [53]. The
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exact ways PnP has been solved is beyond the focus of this work, so for a more
detailed view of the different ways PnP has been solved, see the survey by Marchand
et al. [53], but one popular that can be mentioned is EPnP [49]. Several of the
techniques presented in the survey, including EPnP, have been implemented in the
open source computer vision library OpenCV.

Since the HoloLens is an OST HMD it is worth looking at what work has been
done with calibrating OST HMDs. OST HMD devices draw objects for users by
rendering objects in the path of the light rays entering the user’s eyes. As such
the position of the rendered object is dependent on the position of the user’s eyes
compared to the display. Therefore pose estimation has to be done to determine the
position of the eyes compared to the display. [25] One of the most popular calibration
methods is the Single Point Active Alignment Method (SPAAM) [81] and several
variations of it that has been produced. The basic principle of SPAAM is that a
2D marker is displayed to the user who then moves their head and body to align
it with a point which an attached tracking system can determine the position of in
relation to itself. An example of this task in progress, from the user’s point of view,
is shown in Figure 7. By repeating this alignment from various angles several 2D-3D

Figure 7: Example of view during SPAAM [81]

point correspondences are gathered that can be used to calculate the needed pose.
The process can both be done for one eye at a time or both at the same time. An
interesting variation on SPAAM was presented by Moser and Swan [60] where they
attached an LMC to use as the tracker for the headset. This removed the problem of
the traditional SPAAM of having to move around a fixed point but instead allowed
the user to use their finger or a stylus and align it with the points on the screen.
They also explored three different reticle designs for the finger alignment. The best
results was produced by the stylus alignment, probably because the LMC was able
to track its tip much more accurately than the index finger’s.

Though fingertips haven’t been used much for calibration, see [60] for an example
where they have been used, they have been used in markerless AR. Lee and Höllerer
[48] used the fingertips in a markerless AR application for displaying a virtual model
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on the user’s hand and moving it around. After extracting the fingertips from a
colour image a one time step using a chequerboard pattern and placing the hand next
to it was used to calibrate the camera, estimate its pose, and establish a hand model
that could then be used to define a coordinate system on top of it using the position
of the fingertips. This coordinate system could be moved around with the hand
by continuously tracking the fingertips and could be used to inspect virtual objects
placed in that coordinate system. Lee and Chun [43] used this same technique when
developing their system where the object could be further manipulated using gestures
performed by the other hand.

The closest work to this work is the one done by Garon et al. [22]. In their work
they combined an external depth sensor with the HoloLens to enable more advanced
object detection and tracking. The sensor was attached on top of the HoloLens and
calibration was needed to to correctly transform the depth data into the HoloLens
coordinate system. To achieve this they used a chequerboard pattern as a go-between
system with each device having their position determined in relation to the pattern.
These transformations can then be combined to establish the relationship between
the depth sensor and the HoloLens. The only other work close to the one presented
here is by Zhao and Seah [94], though it seems to only be a description of a planned
system that is not yet implemented. The suggested application combines a wide
range camera with an LMC to overlay Leap Motion data over the user’s hand in the
video feed. The system described by Zhao and Seah does calibration by extracting
the fingertips from an image and grabbing the fingertips from the LMC at the same
time and the two are then mapped through some unspecified procedure.

2.4 Hand segmentation
A huge amount of research has been into hand segmentation for colour images and a
huge amount of approaches have been developed, including Convolutional Neural
Networks [85], making use of temporal data [89], and Random Forest superpixel
classification [72], but most approaches make use of colour values to classify pixels as
skin or not at some point in the process. Since there have been so many approaches
developed a narrowing down of what to focus on has to be done for this work.
Therefore the focus will be on primarily colour based approaches since they are
easy to implement, and have a solid scientific background. Furthermore, because of
functional limitations and issues connected to synchronisation of devices the focus
will also be on those techniques operating on a single image and that don’t require
temporal data. For colour based segmentation there are two main factors that have
to be considered: the choice of colour space(s) and how to model and classify the
colours.

2.4.1 Colour spaces

The choice of colour space is an important first step since the distribution of skin
colours varies from representation to representation and this can help reduce the
overlap of skin and non-skin colours. RGB can be seen as the default representation
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from which other representations are calculated, since it is the most common format
provided by cameras and the most commonly used format for storing images. An
example of why a switch of colour space can be useful is that it can be used to
separate chrominance and luminance (light intensity) into separate channels and by
only using the chrominance the detection can be made more robust in regards to
changing lighting conditions. [89, 71, 47]

As mentioned, RGB is the most common format for saved images and images
produced by cameras. It is made up of three colour channels: red, green and blue
respectively. Since it is so common it would nice to be able to use RGB directly
for classification since it would save time in not having to perform any colour
transformations, but it does have some potential problems. As hinted to above
chrominance and luminance info is mixed together in the different components, but
this can at least partially be compensated for by normalising the channels so that
the sum of all channels is 1. If normalised RGB is used then dimensionality can
be reduced by dropping the third component, since it doesn’t contain any valuable
information. [90]. Other potential problems are the fact that RGB is not perceptually
uniform, i.e. a change to the colour value has a varying visual impact based on the
current value, and the values of the different channels are highly correlated. [84] Still,
RGB has been used as-is by for example Bhuyan et al. [9]

To describe colours in a numerical way more intuitive to people, a few different
colour spaces based on hue and saturation have been developed. Of these HSV (Hue,
Saturation, Value) is quite commonly used, for example by Yoo [92] and Rahman et
al. [71]. Hue defines what colour is being represented (e.g. red, green, or purple),
Saturation defines how colourful it is (i.e. how much it differs from grey), and Value
governs the intensity or brightness of the colour. The values can be calculated from
RGB with the following equations [84]:

H = arccos
1
2((R − G) + (R − B))√

((R − G)2 + (R − B)(G − B))
(6)

S = 1 − 3 × min (R, G, B)
R + G + B

(7)

V = 1
3(R + G + B). (8)

The biggest potential pitfall for HSV is the cyclic representation of the H -
component causing a discontinuity that might be a problem for techniques which
require that the skin colours are tightly grouped together. A colour space closely
related to the hue-saturation based spaces is TSL (Tint, Saturation, Lightness),
introduced by Terrillon et al. [77], which is calculated from normalized RGB values
and has also been used by Brown et al. [11].

A very popular colour space for skin detection is the YCbCr colour space. The
advantage of YCbCr is twofold. First, it explicitly separates the luminance and
chrominance components. Second, the transformation is very simple and efficient to
perform. [84] The Y-component contains the luminance data and is calculated as a
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weighted sum of RGB values [84]:

Y = 0.299R + 0.587G + 0.114B. (9)

The Cb and Cr components are the calculated by subtracting the chrominance from
the red and blue values of the original RGB representation [84]:

Cr = R − Y (10)
Cb = B − Y. (11)

YCbCr has been used in a great range of skin detection research with some
keeping the luminance component [65, 33], but many discarding it to make the
detection algorithm more robust to changes in lighting [43, 32, 47, 71, 14, 89].

As mentioned earlier, the RGB colour space is not perceptually uniform, i.e.
the same change to one of the colour channel values has varying perceived impact
on the colour depending on what the current value is. The colour spaces CIE-Lab
and CIE-Luv, suggested to and standardised by CIE (Commision Internationale de
L’Eclairage), were designed to deal with this at the cost of computationally heavy
transformations. [84] Both CIE-Lab and CIE-Luv separate luminance into its own
channel (L) and chrominance into the other two (ab and uv respectively). Both
CIE-Lab [12, 32, 33] and CIE-Luv [91] have successfully been used for skin detection.

Some researchers have experimented with not using just one colour space, instead
they have tried combining several spaces. Rahman et al. [71] experimented with
using the H and S components from the HSV colour space and the Cb and Cr
components from the YCbCr colour space, and Khan et al. [33] combined RGB,
normalized RGB, red-green (RG) and yellow-blue (YB) opponent colours, CIE-Lab,
HSV, YCbCr, and an improved version of HSV introduced in [27]. The opponent
colours are calculated as

RG = R − G (12)

Y B = (2B − R + G)
4 . (13)

2.4.2 Skin modelling and classification

The purpose of creating a skin colour model is so that a metric can be defined that
can be used to classify pixels into two groups: skin and non-skin pixels. The most
straightforward way of doing this is to explicitly define one or more ranges of accepted
values for each channel used. A pixel value whose every channel falls within these
pre-defined ranges is then classified as being part of a skin region. Chai and Ngan
[13] determined the ranges for Cb and Cr in the YCbCr space to be

77 6 Cb 6 127
133 6 Cr 6 173.
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Sobottka and Pitas [73] used the H and S components in HSV space to determine
the ranges

0◦ 6 H 6 50◦

0.23 6 S 6 0.68.

Kovac et al. [35] determined a set of rules for RGB values, both for uniform
daylight and flashlight illumination:

R > 95 and G > 40 and B > 20 and

max (R, G, B) − min (R, G, B) > 15 and

|R − G| > 15 and R > G and R > B

OR

R > 220 and G > 210 and B > 170 and

|R − G| 6 15 and

R > B and G > B.

The charm of this approach is the simplicity of it and can provide fast classification,
but determining the right colour space and the right boundary values can be difficult.
To avoid having to construct these rules manually, Gomez and Morales [24] presented
a machine learning based method for automatically constructing a simple rule with
only a few, easy-to-evaluate terms.

One way of modelling the distribution of skin colours is with the use of colour
histograms. The histogram is made up of a number of bins, with each bin corre-
sponding to one or more unique colour values. The histogram is then created by
iterating over a set of training data and for each value encountered the corresponding
bin is incremented. Once all the data has been processed the histogram is converted
to a probability distribution in the following way [84]:

P (c) = count(c)
Norm

(14)

where count(c) is the number of observations in the bin corresponding to colour c
and Norm is a normalisation coefficient, which can either be the sum of all observations
in the histogram or the largest count found in the histogram. Any pixel value whose
corresponding bin has a value over some manually chosen threshold is then classified
as being skin coloured. This approach has been used by Zarit et al. [93] and Chen et
al. [15].

The potential problem of the above approach is a mismatch in what’s calculated
versus what the question that is asked when doing classification. When calculating the
probability distribution what is actually being calculated is the probability that the
colour c is observed given that a pixel is skin coloured (P (c|skin)). When classifying
pixels the probability that is actually looked for is P (skin|c), the probability that
the pixel is skin given the colour c [84]. One way to calculate P (skin|c) is using
Bayes rule:

P (skin|c) = P (c|skin) × P (skin)
P (c|skin) × P (skin) + P (c|¬skin) × P (¬skin) , (15)
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where P (c|¬skin) can be calculated from training data the same way as P (c|skin)
is. If you are able to calculate a good estimate for P (skin) and P (¬skin) then you
can manually determine a probability threshold for classifying a pixel as skin. If
P (skin) and P (¬skin) are not so easily estimated, then instead of directly calculating
P (skin|c) one can use a Maximum Likelihood approach [93] and classify pixels based
on the ratio

P (skin|c)
P (¬skin|c) = P (c|skin)

P (c|¬skin) . (16)

Zarit et al. [93] classified a pixel as skin if the ratio was larger than 1, i.e. based on
the training data it is more likely than not that the pixel is skin, but one can manually
adjust the threshold to make the classifier more or less conservative with classifying
pixels as skin. This approach has been used a lot [93, 9, 24], since it is both simple,
fast, and doesn’t depend on the shape of the skin colour distribution and only comes
at the cost of memory during runtime and having a large and representative enough
training set.

A way to model the skin colour distribution in a way that is more generalisable
and that requires less memory is to use an elliptical Gaussian joint probability density
function (pdf). The probability p(c|skin) is defined as

p(c|skin) = 1
(2π) 1

2 |COV | 1
2

× exp
[
−1

2(c − µ)T COV −1(c − µ)
]

(17)

where c is a colour vector, µ is the mean vector of all the samples used for training,
and COV is the diagonal covariance matrix. µ and Σ are calculated from the training
data as

µ = 1
n

n∑
j=1

cj (18)

COV = 1
n − 1

n∑
j=1

(cj − µ)(cj − µ)T , (19)

where cj is jth colour vector sample. The value obtained from this calculation can
then be compared to a manually determined threshold for classification. Cai and
Goshtasby [12] and Kim et al. [34] have all used this approach successfully. A related
and similar way is to use the Mahalanobis distance λ and compare it to a chosen
threshold value. [71] Mahalanobis distance for a colour c is calculated as

λ(c) = (c − µ)T COV −1(c − µ). (20)

In many cases a single Gaussian is not accurate enough to model the distribtuion
of skin colours. In this case a Gaussian mixture model (GMM) can be used instead.
A GMM uses the weighted contribution of two or more individual Gaussians as a
function

p(c|skin) =
N∑

i=1
wi × pi(c|skin) (21)

where pi(c|skin) is the ith Gaussian and wi is the corresponding weight with the sum
of all weights being 1. [84] Classification is then done based on some chosen threshold.
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To approximate all the needed parameters (the mean, covariance matrix, and weight
of each individual Gaussian) a method known as Expectation Maximization (EM)
is used. A more detailed description of EM can be found in [91]. The choice of
how many Gaussians to use has varied greatly between researchers, from 2 [91], to 6
[46], to up to 16 [30]. Phung et al. [65] presented a unique, related method using
Mahalanobis distances to perform a variation on k-means clustering. Pixels are then
classified as skin coloured if their Mahalanobis distance to any cluster, clusters being
groups of samples with each sample only belonging to a single group, is below a
certain threshold.

Also self-organising maps (SOM) have been used as classifiers. Brown et al. [11]
trained two separate SOMs, one using only skin pixels and the other using both skin
and non-skin pixels. They also tried training the separate SOMs using four different
colour spaces. The results showed that neither the choice of using only skin nor the
choice of colour space had a large impact on the accuracy of the SOM.

An interesting note is the fact that in many of the studies mentioned in this
section the choice of colour space has been partially motivated by the possibility
of separating the luminance information from the chrominance information and
discarding the former, but the results from two separate comparative studies by
Phung et al. [66] and Nallaperumal et al. [61] indicate that including luminance
information improves accuracy.

2.5 Fingertip detection
In this work fingertip detection in a static image is needed for calibration. Fingertip
detection is a very important area within HCI and is required for e.g. virtual keyboards
[68] and vision-based gesture recognition [19], and touchless input systems. It also
finds uses in AR, e.g. by replacing other kinds of fiducial markers with fingertips
instead [43, 48]. Fingertip detection is a difficult problem because of the nature of
fingers. Because the hand and fingers have a high degree of freedom it is unfeasible
in practice to use fixed templates to accurately model all the possible shapes. Also,
the variation in finger appearance (short or long, thin or broad, etc.) between people
makes it hard to detect finger shapes and posture. This section will explore the
various approaches for markerless detection of fingertips in a static image. Most
methods described here require a hand segmentation step before fingertip detection
can be preformed. The techniques used for hand segmentation are described in
section 2.4.

A common approach for determining the position of fingertips is to make use of
the centroid of the detected hand. The centroid of a hand, or any other connected
area, is simply the mean position of all the points that make up the shape of the
area, as illustrated in Figure 8. This can be calculated as the following [14]:
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Figure 8: Example of centroid of an area [69]

Mtotal =
∑

x
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y

f(x, y) (22)
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x
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y

[x × f(x, y)] (23)

My =
∑

x

∑
y

[y × f(x, y)] (24)

C =
(

Mx

Mtotal

,
My

Mtotal

)
, (25)

where f(x, y) is the pixel value (0 or 1) at coordinates (x, y), Mtotal is the total
number of pixels that make up the hand shape, Mx and My are the sum of all x-
and y-coordinates respectively that are part of the connected area, and C is the
centroid point. The distance to the centroid can be used directly as the metric for
determining fingertips. Prasertsakul and Kondo [69] used the thin (compared to the
palm) nature of fingers by subtracting the morphological opening of the hand image
from the original image and choosing the five largest remaining areas as the fingers.
The centroid is then calculated for the fingerless hand image and for each finger the
point furthest away from the centroid is marked as a fingertip. This provided good
results even with fingers very close together. Wu and Kang [89] and Bhuyan et al. [9]
both used circles centred on the centroid to determine local regions where to find the
fingertips. Though not using the centroid directly, a similar approach using circles
was used by Baldauf et al. [8] where one circle of maximum size is fitted inside the
hand area and another one is fitted around the area. Potential fingertips are contour
points that are above certain threshold away from the inner circle compared to the
outer circle. The center positions of the circles are used to determine orientation and
the local maximum among potential points is chosen as the fingertips. Chen et al.
[14] used the difference between the hand region centroid and a convex hull centroid
to determine which region contains the fingertips. A convex hull is a polygon where
every line between each vertex lies entirely within the polygon and all the internal
angles are less than 180◦.
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A very popular way of finding fingertips is by analysing the curvature of the
hand shape. The basic approach is to extract the points that make up the contour
of the hand, and for each point Pi, where Pi is the ith point along the contour, the
curvature K at that point is calculated between two vectors v⃗1 = Pi−k − Pi and
v⃗2 = Pi+k − Pi as

K = v⃗1 · v⃗2

|v⃗1||v⃗2|
. (26)

The actual fingertips are then decided by choosing the local maximum curvature
value. [43] Choosing a static value for k is usually not good enough to handle the
varying scales and shapes of hands in images, so a multi-scale approach is used where
several values of k is used [16, 48]. A further improvement was made by Lee and Lee
[44] where k value used to represent the curvature is chosen as the maximum k-value
with an error value beneath some threshold, with the error value being calculated
as the difference between the chord and arc. Chen et al. [14] used an alternative
approach by using the Harris corner detection algorithm [28] to detect point with
high curvature. Song and Takatsuka [74] didn’t directly measure the curvature
but instead used it to determine the region in which the direction of the curvature,
modelled as a sequential chain of points, turns around.

Using a convex hull can also be very simple and fast way of finding fingertips.
By constructing the smallest possible convex hull around the hand area the vertices
making up the hull provide the candidate points for fingertips. [31, 29] Kato and
Kato [31] refined their results using the non-skin regions inside the convex hull to
determine the order of the fingers. Jiang et al. [29] used the defect points of the
convex hull to determine which vertices represented the fingertips. Chen et al. [14]
built a convex hull around their candidate points and used it in combination with
the hand centroid to separate the fingertips from the false positives.

Though there has been research done into fingertip detection in depth images
[26, 78, 63] and full body pose estimation using machine learning [80] so far there
seems to be very little research done for fingertip detection in a regular RGB image.
Liu et al. [51] used a cascaded pipeline of convolutional neural networks to do
fingertip detection in egocentric videos, but it is restricted to only finding the index
finger’s tip when performing a pointing gesture.
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3 Hand tracking for HoloLens
The purpose of this chapter is to describe the solution developed to determine the
feasibility of providing accurate hand tracking data for the HoloLens using a LMC
to enable the implementation of custom gestures and hand based interactions. The
accuracy of the raw tracking data is handled by the LMC, but there are several other
sub-problems that need to be solved and have their results measured. In this chapter
these sub-problems are made explicit and the way they are solved and their results
are measured is described. The chapter begins by describing the hardware setup
and the limitations it has to work around. Next, an overview of the of the system
architecture is provided. The requirements are explained, the choice of technology
is motivated, and the flow of information and the architecture is described. The
third section explains the role of calibration in this solution, describes the chosen
approach, and goes into detail how the sub-problems are solved and the results are
measured. The final section describes the way the Leap Motion data is streamed
and processed after successful calibration.

3.1 Hardware setup
The purpose of this work is to enable the implementation of new gestures and hand
based interactions for the HoloLens by providing accurate hand tracking data. To do
this a LMC needs to be attached to the HoloLens. There are two issues that need to
be solved on the hardware side of things:

1. How to physically attach the LMC to the HoloLens so it is kept stable, since
each time it moves calibration has to be redone before the Leap Motion data
can be used.

2. How to connect the LMC to the HoloLens so that the hand tracking data can
be accessed.

In addition to these two there is also the problem of how to transfer the data provided
by the LMC to the coordinate system of the HoloLens, but that is a software problem
that is presented later in this chapter. Of these two the second one is the bigger
problem. The current version of the LMC needs to be physically attached to a
computer using a USB-cable [42] to provide enough power to the infrared LEDs and
to have fast enough data transfer to send images taken by the cameras at a very high
frequency. On the side of the HoloLens, the only physical ports are the 3.5mm audio
jack and a Micro-USB 2.0 port [56]. Unfortunately the Micro-USB can currently only
be used for deploying and debugging apps, recharging, and accessing the Device Portal
[5]. There used to exist a hole where you could manipulate TCP port forwarding to
access the HoloLens using the Micro-USB port, but it was confirmed as unintended
and was patched away [2]. These two things combined mean that a separate computer
is needed for the LMC and the data provided by it then has to be streamed wirelessly
to the HoloLens.

Since one of the main selling points and what differentiates the HoloLens from
other similar products is the fact that it is wireless, its wireless nature should be



32

preserved in the completed version of this solution. The plan is to make use of a
setup similar to the one used by Garon et al. [22] where they combined a depth
camera with the HoloLens, with the LMC being attached to a stick computer that
can then be attached to the HoloLens with a custom 3D-printed mount. As can be
seen from Figure 9, at the time of writing there hasn’t been time to implement this

Figure 9: Hardware setup during development

setup and the LMC is attached to a laptop for development purposes.
As can be further seen in Figure 9, currently the LMC is attached on top of the

HoloLens with using double-side tape with a 3D-printed piece in between to angle
it down approximately 30◦. The reason for the angling of the LMC is that it is
attached at almost the same level as the top of the head and hands are primarily
used at a level closer to the chin or chest, so the angling helps to provide a better
view of this area. This use of double-sided tape is not an optimal solution, since a
large part of the HoloLens’s top side is quite non-stick which risks having the LMC
being knocked out of position and the exact position of the LMC varies too much
from time to time for previous calibration results to be reusable. The plan for the
future is to 3D-print a mount that can be attached, but since there are no obvious
attachment points and the current setup is good enough for development, priority
was given to other problems.

3.2 System architecture
Figure 10 gives and overview of the functionality, division of labour, and use process
of the designed system. Motivation for this design and a closer look at the structure
of each part is done later in this section, but first a brief walk through the system is
provided.

Initially the HoloLens application is started after which the Leap Motion client
is started and the IP-address for each device is entered in to the Leap Motion
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Figure 10: Process overview

client. This is preferred since inputting long sequences on the HoloLens can be quite
bothersome and clumsy. After the connection has been established the choice of
performing calibration or loading the most recent result is given. If calibration is
chosen the Leap Motion client is notified and the HoloLens’s camera is activated.
After this the user takes one or more (depending on chosen settings) images of both
of their hands. The hands are expected to be open, with straight fingers, and palms
facing towards the camera. Each time an image is taken it is sent to the Leap Motion
client and the client captures a Leap Motion frame corresponding to the image.
Once all images have been received, the fingertips are detected in each image and
calibration is done using the detected fingertips and the corresponding fingertips in
the captured Leap Motion frames. Finally the result is sent to the HoloLens and
data streaming is started.

As mentioned in the previous section, because of the hardware limitations a
separate computer has to be used for the LMC. This means that out of necessity
there has to be two separate applications: one for the HoloLens and one for the
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LMC. Before considering what functionality should performed by which application,
there is some functionality that is non-negotiable. Both applications must be able to
communicate wirelessly since you are not able to connect physically to the HoloLens,
accessing and formatting the Leap Motion data has to be done on the computer the
LMC is attached to, and the HoloLens is the only place where you can take the images
needed for calibration. In theory all other functionality, i.e. hand segmentation,
fingertip detection, and pose estimation, can be done on either device.

The choice of technology for developing the HoloLens application is, based on
Microsoft’s recommendations [57], Unity3D and Visual Studio. Unity3D is a cross-
platform game engine for both 2D and 3D games and has become the de facto tool
for developing for HoloLens. Visual Studio is Microsoft’s IDE and is needed to deploy
and debug HoloLens applications. The use of Unity3D requires that the HoloLens
application be written in C#. The choice of technology on the Leap Motion side is a
lot freer, with the only strict requirement being that it has to run on Windows, since
Leap Motion’s Orion software is currently only available for Windows. The choice
was made to use C++ based on two factors: the wish to keep the Leap Motion client
as fast as possible and the author’s past experience and comfortability with using
it. The calibration process requires the use of computer vision algorithms. A very
popular and well known computer vision library is OpenCV. It is an open source
library with interfaces for C, C++, Python, and Java. Because of this it makes sense
to do computer vision related processing on the side of the Leap Motion.

Figure 11 provides a high-level overview of the way the HoloLens side of the
solution is constructed. The central part is the Calibration Manager. It is responsible
for setting up the sockets needed to communicate with the Leap Motion client and
manages this communication. The Calibration Manager is also responsible for loading
and saving the calibration results. When doing calibration it calls on the Locatable
Camera Controller to take images. This class handles the use of the HoloLens’s
attached camera and extracts meta data such as the projection matrix from it when
images are taken. Once calibration is done the Calibration Manager provides the
result to the Leap Data Transformer. All incoming streamed data is also pushed
directly to this class. The way the streamed data is processed is described in more
detail in section 3.4. Once the data has been transformed it is pushed out for other
parts of the application to use. One such part is the Hand Data Visualiser which
can be used to visualise the provided data. During regular use this would probably
be distracting, but it is needed to verify the accuracy of the calibration.

Figure 12 gives an overview of the structure of the Leap Motion client. The Leap
Motion Client class is the entry point of application and manages the startup process.
Once the connections have been set up it also sets up the threads used for controlling
the application. Once calibration is done it also runs the main loop that determines
when to send the next Leap Motion data package. The Connection Manager handles
the details of setting up the sockets to use and establishes contact with the HoloLens
application. It also manages the calibration procedure, since it is closely coupled
with connecting with the HoloLens application and otherwise quite straightforward.
It also formats the Leap Motion data into a suitable format and sends. To help with
calibration there are three classes corresponding to the three central sub-problems
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Figure 11: HoloLens application architecture

described in more detail in section 3.3: hand segmentation, fingertip detection, and
pose estimation.

3.3 Calibration
In this work, the term calibration refers to the process of determining the real world
relationship between the HoloLens and the attached LMC. The reason for calibrating
the devices is so that the data provided by the LMC in its own coordinate system can
transformed to the HoloLens’s coordinate system, which is where all interactions take
place. Calibration is only needed once, unless the position of the LMC changes, since
even though the absolute position in the world of each device changes the position
and rotation relative to each other stays the same. The need for calibration depends
on the use case. If what you want to do is gesture recognition and the features used
are transformed in a way that they are view independent then you don’t necessarily
need to do calibration. On the other end of the spectrum if you want to interact with
virtual objects directly, i.e. “touch” them, then calibration needs to be as accurate as
possible to make the illusion of the hand actually touching the objects as convincing
as possible. Even though this work contains a description of an ongoing experiment,
the larger purpose of the work is to allow full exploration of interactions using hand
tracking data and as such as accurate as possible calibration is required to leave open
as many options as possible.
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Figure 12: Leap Motion client architecture

As was discussed in section 2.3, to calibrate the devices feature correspondence
has to be established between features detected by both devices. The spatial data
mesh provided by the HoloLens doesn’t usually contain hand data, and even if it
does the mesh is to imprecise for pinpointing features with a high enough accuracy.
This only really leaves the attached RGB-camera, so any chosen feature has to be
accurately detectable from a colour image. Of all the data provided by the LMC,
the fingertips are in, this authors opinion, the most well defined features, and as was
discussed in section 2.5, there are many ways of detecting fingertips in colour images.
This makes the fingertips a very good candidate for use in solving the PnP problem.
Taking into consideration requirement 3 in section 1.2, the following process was
decided on. The user takes one or more images (can be adjusted) of both their
hands. Their hands should be turned so that the palms are facing roughly towards
the HoloLens and all their fingers should be straight and slightly spread (see Figure
13 for an example). The user then takes a picture using a voice command and the
image is sent to the Leap Motion client where the actual calibration is done. The
only thing the user is responsible for is making sure that all ten fingertips are visible
in each image. Each image provides ten points of reference, so good results should
be possible with only a few images. Another alternative was using a SPAAM [81]
like process (discussed in section 2.3), but it has two disadvantages compared to this
approach. First, it is much more reliant on the user’s motoric skills and as such goes
against the aforementioned requirement. Second, since only one point is gathered at
a time it is much slower and any mistake has a larger price tag on it.

There are three central problems to solve in the calibration process: hand



37

Figure 13: Example of correct image for calibration

segmentation, fingertip detection, and pose estimation. These three problems, how
they will be solved, and how the success of the solution is measured will be looked
at in more detail in the next sections.

3.3.1 Hand segmentation approach

Before describing the method chosen for this work, the factors that influenced the
choice of approach are discussed. The nature of this work is above all a proof of
concept; a solution to show that the system as a whole is viable. Therefore the ease
of implementation and improvement is an important factor. Once the whole system
has been shown to work a more optimal and robust solution can be developed to
replace the current one. Training data is another important factor. Different cameras
produce different skin colours, so this solution should be trained with data produced
by the HoloLens. Segmenting hand images manually is a time consuming process,
so the amount of training data will be relatively low. As such, the chosen approach
should be able to generalise the data reasonably well.

With these factors in mind, the choice was made to use a colour based method.
Since the amount of training data is relatively low, a histogram based approach did
not seem like a good idea. Instead a mix of the approaches suggested by Rahman et al.
[71] and Phung et al. [65] was chosen as a starting point, but with k-means clustering
being done directly using the sample vectors instead of using the Mahalanobis
distances as in [65]. By using the Mahalanobis distances it doesn’t lock one into a
single colour model, but rather it can be explored to see which colour space(s) is the
best. Using clustering also helps take into account the non-continuous nature of the
distribution of skin colours.

To perform segmentation there are two stages that has to be performed: training
of the classifier and using the classifier for segmentation. The data used for training
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the classifier was collected manually with the HoloLens in varying places in an office
environment. All images used contain hands in the same pose as is expected during
actual use. The images have been manually segmented to produce the ground truths
used in training. For more details about the training data, see section 3.5.1.

The actual training process is as follows. For each image used for training, the
image and its corresponding ground truth is read from file. The image is then masked
using the ground truth to remove everything but the hand from the image. Before the
image is converted to any other colour space or sampling is begun, a slight Gaussian
blur with a kernel size of 5 and σ = 1.1 is applied to slightly smooth out the details in
the high resolution image. After this the image is transformed into whatever colour
space(s) used and sampling is started. There are three requirements for a pixel to be
sampled:

1. The ground truth for that pixel must be equal to 255, the maximum value.

2. The maximum value among the RGB colour channels must be above or equal
to 15, otherwise it is seen as being too close to black for accurate prediction.

3. The minimum value among the RGB colour channels must be below or equal
to 250, otherwise it is seen as being too close to white for accurate prediction.

If these three requirements are fulfilled a sample vector is built from all the chosen
colour channels and the sample is added to a vector containing all gathered samples.
Once all pixels have been sampled k-means clustering is run on all the gathered
samples. Each cluster is then processed in turn. For each cluster the Mahalanobis
distance is calculated for each sample in the cluster and the mean and standard
deviation of all the distances are calculated. The results for each cluster is written to
file. This includes the mean and standard deviation of the Mahalanobis distances and
the mean vector and inverse covariance matrix of the cluster. This is the information
needed during segmentation.

When doing segmentation the data for each cluster is read from file. For each
cluster a threshold T is calculated as

T = µ + n × σ, (27)

where µ is the mean of the Mahalanobis distances in the cluster and σ is the
corresponding standard deviation. n is a freely adjustable parameter to fine-tune
the results. For each pixel in the image the Mahalanobis distance to each cluster is
calculated and if the distance is under the threshold for that cluster then the pixel is
marked as skin.

Once the image has been segmented on the basis of colour post processing is
performed. First the same process as the one in [71] is used, but with a larger kernel,
since the images used are a much higher resolution. This leaves pixels that are
surrounded by equal values as they are and otherwise works roughly the same as a
median filter, but with an adjustable threshold instead of simply taking the majority
value. Then morphological closing is used to close remaining small gaps. At this
point the two largest areas are chosen as the hand regions and a slight linear blur is
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applied to the whole image and then it’s thresholded. This helps smooth out the
contours of the hands. Finally a slight morphological dilation is applied since the
overall result of all the earlier steps is tuned to be a bit conservative.

3.3.2 Feature selection

In the literature about skin colour modelling, several different colour spaces have
been suggested for hand segmentation. All the suggested options have been used
successfully at some point in some context, and with too many confounding factors
(e.g. what training and testing data was used) it is impossible to objectively say
which solution would be best for this work. Instead of choosing one, several different
options will be tested to figure out which one works best for the approach described
in section 3.3.1. This section describes what combinations of features are tested and
how they are obtained.

The method introduced by Rahman et al. [71] serves as one of the starting points
for this solution, and therefore the combination of H and S from HSV and Cb and
Cr from YCbCr, as suggested by Rahman et al., will be one option that is explored.
The use of only H, S, Cb, and Cr should make the classifier more robust against
variations in illumination, as described in section 2.4.1. For the other options, the
research done by [66, 61] claims that illumination data actually improves the results
during classification, and therefore other options tested are some of the more popular
colour spaces: RGB, HSV, YCbCr, and CIE-Lab. The final option considered is
based on the research of Khan et al. [33]. They suggested the use of a multitude
of colour spaces, including all those mentioned earlier. Therefore the final option
that is included in the testing is the combination of all the separate colour spaces
previously mentioned with normalised RGB and opponent colours added to them. If
this application had to be run in real-time this would probably not be an option,
because of the number of colour transformations that have to be performed, but
since the calibration only has to be done once with only a few pictures, the time cost
is not a problem.

Three different ways of building a feature vector representing the characteristics
of a pixel will be tested. The first way is the common way that is usually used and
that is to only look at the pixel itself and to build the feature vector only using that
single pixel’s colour value. Further possible improvements to the classification is also
considered. The second way expands on the first by taking into account the values
of the surrounding pixels also. This comes from the observation that pixel values are
usually heavily dependant on surrounding pixel values, since they usually make up
a part of the same object in the picture. To take this dependence into account, an
approach will be tested where the image being sampled has a corresponding blurred
version produced of it (in all relevant colour spaces) and whenever the non-blurred
image is sampled the blurred image is also sampled in the same position. Two
different types of blurring is considered. The first is to use a Gaussian blur with a
kernel size of 11 and σ = 2. The second is a type of blurring designed for this work
and is done with the use of a circular kernel with a diameter of 11. (28) shows an
example of this kind of kernel, but with a diameter of five. This kernel calculates
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the mean of all the values under it, but ignores the middle pixel, i.e. the one being
sampled. This is because the middle pixel is already represented by the data taken
from the non-blurred image(s). A feature vector constructed this way will have twice
the dimensionality as one built using only the single pixel, since for each colour
channel used it also includes a blurred version of that channel.⎡⎢⎢⎢⎢⎢⎢⎣

0 0 1
12 0 0

0 1
12

1
12

1
12 0

1
12

1
12 0 1

12
1
12

0 1
12

1
12

1
12 0

0 0 1
12 0 0

⎤⎥⎥⎥⎥⎥⎥⎦ (28)

The third way tested further builds on the second, and is an approach that as far
as this author knows hasn’t been tested. The observation this approach is based on
is that when blurring the image, pixels along the edge of the hand will have non-skin
colours mixed into them. Therefore when sampling some unnecessary noise is added.
The proposed approach is to use morphological erosion on the ground truth before
starting sampling during training, with a kernel the same shape and size as the one
used for blurring. This could make the classifier a bit more conservative along the
edges of the hands and could help separate the hands from the background. As long
as the area along the edges that is not classified as skin is more or less uniform in
width, then post processing can be used to compensate for the more conservative
results. What needs to be determined is the optimal size of the kernel used.

3.3.3 Fingertip detection

For fingertip detection the solution presented by Prasertsakul and Kondo [69] is
chosen for this application. As was described in section 3.3, the user is expected to
hold their hands open, all fingers stretched out and slightly spread, with palms facing
the camera. Figure 14 shows a comparison between the segmentation expected from
this solution and an example of detection done by [69]. The pose of the hand is very
similar so the proposed solution in [69] should work well for this work.

The implementation is done as follows. Since the centroid of each hand is needed
for this algorithm, the process is begun by separating each hand into its own image.
Then each hand is processed in turn in the same way, illustrated in Figure 15. First
morphological opening with a very large kernel is done to remove the fingers from
the hand. Then a separate image with only the fingers is obtained by subtracting
the opened image from the original image. Next the centroid of the opened image is
calculated as described in section 2.5, which will be located in the center of the palm
or a little lower if there is a lot of the forearm showing in the image. Now the five
largest connected areas in the image are chosen as the fingers, since there might be
some other small artefacts also included in the top hat image. Once the fingers have
been chosen, for each area choose the point on it that is the furthest away from the
centroid of the hand as the fingertip. Once all 10 fingertips have been found they are
sorted left to right, which means starting with the left thumb and ending with the
right thumb, so later the correspondence with Leap Motion fingertips can be done.



41

(a) Expected result from segmentation (b) Fingertip detection from [69]

Figure 14: Comparison of expected segmentation result from this application and
test data used in [69]

3.3.4 Pose estimation

Once both the 2D coordinates of the fingertips in the received images and the Leap
Motion frames corresponding to the images are known, pose estimation can finally
be done. The first thing to do is to extract the fingertips from the Leap Motion
frames. When doing this there are two things that have to be taken into account.
The first is that the unit that the LMC uses is millimetres, while the HoloLens uses
meters, so all the positions must changed from millimetres to meters, i.e. scaled
down by a factor of 1000. The other one is the orientation of axes of the coordinate
systems. Figure 16 shows the right-handed coordinate system of the LMC when
lying on a table. When attached to a HMD the system is rotated so that the z-axis
instead points down, that is the x-axis points to the left, the y-axis forward, and
the z-axis down. In OpenCV when doing pose estimation the assumed camera uses
a coordinate system where the x-axis points to the right, the y-axis down, and the
z-axis points forward. Therefore the positions must also have their x-value negated
and switch place between their y- and z-values. With all the values corrected, the
fingertips are gathered in to a vector starting from the left thumb and going in order
through both hands ending with the right thumb. This corresponds to the order of
the fingertips extracted from the images.

With the 2D-3D point correspondence established, there is one last piece of data
needed: the camera matrix containing the camera’s intrinsic parameters as described
in section 2.3. When an image is taken using the HoloLens’s attached camera you
are able to extract the projection matrix used by it, which according to Microsoft
[55] should contain the correct values and one should assume the picture does not
contain any distortion. But looking at the matrix provided by the HoloLens the
values seem to be expressed in some kind of normalised form rather than in pixels,
as is expected for the actual camera matrix. This observation has also been made
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(a) Segmented hand (b) Opened image (c) Top-hat image

(d) Centroid (e) Detected fingertips

Figure 15: Fingertip detection steps [69]

Figure 16: Leap Motion coordinate system when lying on a table. [37]

by other developers [4, 3], but no official answer has been provided. Because of
the uncertainty caused by this unexpected formatting, two options for the camera
matrix will be considered. The first is to use the calculations suggested by the user
DanAndersen[3] to see if this produces a usable camera matrix. This is compared to
the second option which is a manual calibration of the attached camera done with
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[76].
With the camera matrix, pose estimation is now possible. To maximise the

accuracy of the pose estimation OpenCV’s solvePnP [1] is run twice. First time it
is run using the EPnP method developed by [49]. The result of running solvePnP
is two vectors: one containing the translation and one containing rotation as Euler
angles. These two vectors are then used in the second run as the starting point for
an iterative method based on Levenberg-Marquardt optimization. The two resulting
vectors from this second run is then used to construct a single 4 × 4 transformation
matrix that directly transforms Leap Motion coordinates (with the modifications
mentioned earlier) to the camera’s coordinates.

3.4 Data streaming
When streaming the Leap Motion data the number one goal is to be as fast as
possible. Therefore the choice is to use UDP datagrams instead of a TCP connection
for streaming. UDP wins over TCP in raw speed at the cost of reliability, more
specifically the arrival of the sent datagrams is not guaranteed and neither is the
order in which they are received. For this application, this is not a problem since the
LMC runs at close to 100 fps. This helps deal with both issues. Potentially dropped
datagrams is directly compensated by the frequency they are sent with and since
each Leap frame has a unique, numerical ID that is constantly incremented the order
of the datagrams can also be handled.

Before sending the Leap Motion data to the HoloLens the Leap Motion coordinates
need to be modified so they are in the same form as when pose estimation was done,
i.e. negate the x-value, switch the y- and z-values, and change from millimetres to
meters. The Leap Motion data is then packed in to a JSON object which is then
sent to the HoloLens application.

Once the data is received it still needs to be processed. The first step is to apply
the transformation calculated during pose estimation to move the coordinates from
the Leap Motion’s coordinate system to the pinhole camera’s coordinate system. The
pinhole camera’s coordinate system is a right-handed coordinate system with x-axis
pointing right, y-axis pointing down, and z-axis pointing forward, but Unity uses a
left-handed coordinate system with the x-axis pointing right, the y-axis pointing up,
and the z-axis pointing forward. So the last transformation needed is to negate the
value of the y-component.

3.5 Testing and evaluation
To establish the validity of the solutions described earlier in this chapter the results
of the implementations needs to be measured and evaluated. The amount of time
available for this project and the fact it is a proof of concept, meaning the system
working as a whole is more important than individual parts working optimally, the
amount and level of detail of testing for individual parts has to be prioritised. The
highest priority is given to hand segmentation and pose estimation. Hand segmen-
tation is the backbone of the entire calibration process and since the implemented
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solution is not directly taken from any previous research, but is a modification of
it, testing has to be done in detail to ensure the performance of the solution. Pose
estimation is directly tied to one of the two central research sub-questions, so to
answer it a proper testing and measuring of the pose estimation results has to be
done. Fingertip detection and data streaming are given a lower priority. Fingertip
detection is a direct implementation of [69] where the accuracy of the solution is
studied in greater detail. For this work it is enough to evaluate the results visually
and see if they seem to correspond to the results shown in [69]. Data streaming only
needs to be fast enough for the delay to be barely noticeable, i.e. it is subjective, so
an initial evaluation is done through inspection.

3.5.1 Hand segmentation

As mentioned in section 3.3.1, there are two phases two hand segmentation: training
the classifier and using it. This section presents both the image data used for training
and for testing the hand segmentation implementation. Also the metrics used for
evaluation and the actual testing process is presented.

For training a data set containing 75 images with a resolution of 2048 × 1152
pixels is used. These images were taken using HoloLens’s attached camera and
are the same resolution as the images that need to be segmented in real use. The
total number of pixels sampled for skin colour data is between 57415715 (no ground
truth erosion) and 50642531 (ground truth erosion, size 19 square kernel), depending
on the technique used. Figure 17 shows two examples of training data and their

(a) Training image 15 (b) Image 15 ground truth

(c) Training image 27 (d) Image 27 ground truth

Figure 17: Example of training data and corresponding ground truths

corresponding ground truths.
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For testing the results of the hand segmentation a test set of 12 images, gathered
separately and processed the same way as the training data, is used to evaluate the
different feature combinations. At this point it is already worth noting one limitation
to this implementation. The training and validation data used only contains data
from a single Caucasian person’s hands. This comes back to the fact that this is a
proof of concept and either better training data or another solution can be produced
if the system is proven to work.

The evaluation is done by running the hand segmentation on each test image
using each combination of features with cluster counts starting at 1 and going up to
10. The result of the segmentation is then compared to the manually prepared ground
truth and the true positive rate (TPR) and false positive rate (FPR) is calculated by
taking the number of pixels classified as skin and dividing by the number of actual
skin and non-skin pixels respectively. These are of interest since in post processing it
is required that each hand is one single connected area and the assumption is made
that the two largest areas are the hands and as such there must not be any other
large areas that might confuse the classifier. The true to false positive rate ratio,
T P R
F P R

, is also tracked. Also, to take into account if there is some small number of
colours that are showing up a lot in the validation set and causing large amounts of
false positives, the number of unique colours that have been wrongly classified as
skin (unique false colours, UFC) is also tracked and expressed as a percentage of all
possible RGB colours. This measure is named False Colour Percentage (FCP) and
can be written as

FCP = UFC

2563 . (29)

The FPR and FCP are connected and to provide a single measure quantifying the
combination FPR and FCP a measure called False ID Score (FIDS) is introduced.
The FIDS for a combination of features using j clusters is calculated as

FIDSj = FPRj

FPRmax

× FCPj

FCPmax

, (30)

where FPRj is the FPR for that combination of feature at j clusters, FPRmax is
the highest FPR among all tested combinations of features and cluster counts in the
comparison, and FCPj and FCPmax are the corresponding FCP values. In other
words, it is a product of the normalised FPR and FCP at cluster count j. None of
these measurements are meant to be used alone but rather are meant to give different
perspectives on the performance of the classifier being tested.

In section 3.3.2 three ways of constructing a feature vector was described. Testing
every single way with all different combinations of colour features is not feasible with
the time constraints in place, so instead testing is done in the following order. First
the use of only the single pixel value is tested using all the different combinations
of features described in section 3.3.2. The top three results from this stage is then
chosen for testing the second aproach where surrounding pixels are taken into account.
The top result of the second round of testing is then chosen for the third stage where
ground truth erosion is tested using both Gaussian blur and surround averaging
using three different kernel sizes: 11, 15, and 19.
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3.5.2 Fingertip detection

Fingertip detection is evaluated based on visual inspection of the position of the
fingertips by drawing them on top of a segmented image, for a couple of reasons.
The first reason is that the implementation is done entirely based on [69] with no
modifications, and in [69] a more thorough testing of the method is already performed.
For this work it is therefore enough to visually compare if the results seem to line
up. The second reason is that when testing in [69] the authors themselves measured
the accuracy of the solution by defining the middle of the fingertip as the correct
position and visually evaluated the accuracy of the drawn fingertips. In this work the
correct position would be the point the LMC considers to be the fingertip, but there
is no way of knowing how the LMC calculates this or even how the correct position
that is aimed for is defined in the Leap Motion system. Therefore the middle of the
fingertip has to serve as a good enough target and evaluating this is done the same
way as in [69].

3.5.3 Pose estimation

The result of the pose estimation is directly tied to the first sub-question defined in
section 1.2. Therefore the consistency and accuracy of the calibration needs to be
evaluated. Consistency is determined by performing the calibration process 10 times
and recording the value of each component of the translation and rotation vector.
The mean and standard deviation are then calculated for each component. This is
done both with the camera matrix given by the HoloLens and the one produced by
the manual calibration. 10 data points is a bit low for a very accurate picture of the
performance, but the amount of time for gathering data is too low for gathering a
larger set.

The accuracy of the solution is evaluated visually by drawing holographic point
representing the positions of the fingertips and observing through the HoloLens how
well they line up with real-life fingertips. The reason for this is the difficulty in
creating a test setup where some kind of objective measurement can be performed.
Obviously you are not able to get the position of the real-life fingertips from the
HoloLens, otherwise this entire work would not be needed. The only realistic way of
measuring would be placing a holographic object as a marker and then aligning the
real-life fingertip with the marker and measuring the difference in position between
the marker and the holographic representation of the fingertip. But the question
is how to make sure the fingertip lines up well enough with the marker that the
measurement actually provides a better estimate of accuracy than visual inspection.
If the marker is just drawn in a spot in the air, then the trouble is placing the
fingertip in the correct spot, since exact depth can be hard to determine. To remove
this uncertainty you could mark a spot in the real world where the fingertip is placed
and then place the marker on top of that spot, but then you get uncertainty in how
well the physical and holographic markers are aligned. Overall this author argues
that these kinds of measurement do not provide a substantially better estimate of
accuracy than visual inspection, while requiring far more time to perform.
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3.5.4 Data streaming

To evaluate the speed of data streaming solution the fingertips are visualised using
holographic objects, the same way as in section 3.5.3, and by moving the hand and
fingers around the responsiveness is evaluated visually by observing how well the
holographic objects keep up with the real fingertips. This way of evaluating the
performance is chosen, instead of e.g. measuring the latency, since the requirement
for this work is for the delay to be barely noticeable, i.e. it is subjective. Optimally
this would be done with a small scale user study where several users get to rank the
observable delay from “Not at all noticeable” to “Extremely noticeable”, but because
of time constraints and higher priority of other aspects, at this point the evaluation
is done only by the author.
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4 Experiments and results
In this chapter the results from exploring the research questions defined in section
1.2 are presented based on the implementation and methods described in chapter 3.
First the results of the hand segmentation based on skin colour is presented. After
hand segmentation an inspection of the results of the fingertip detection is included.
Next, the consistency and accuracy of the pose estimation is evaluated. Finally, the
speed of the data streaming solution is inspected.

4.1 Hand segmentation
In this section the hand segmentation solution is evaluated. Twelve images, described
in section 3.5.1, are used for testing each set of parameters. In each comparison the
true positive rate (TPR), false positive rate (FPR), the ratio between them, the false
colour percentage (FCP), and the FIDS is measured. How these values are calculated
is described in section 3.5.1. These measures are plotted out against the number of
clusters used for segmentation, which ranges from one to ten. In addition to these
measurements the segmented images are also visually inspected to determine if there
are any qualitative differences in the results, e.g. the cohesiveness of the detected
regions. The n-value used for determining the threshold for each cluster, as described
in section 3.3.1, is 0.5. This value was chosen based on some initial manual testing
to not produce too extreme results for either TPR or FPR. The final n-value that
will be used is chosen based on testing once the set of colour features that will be
used has been chosen.

4.1.1 Colour features

In this section the TPR, FPR, and FCP for the different features are first inde-
pendently analysed, before then looked at as a whole. Figure 18 shows the TPR

Figure 18: TPR when using a single pixel value
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of the different features plotted against the number of clusters used. Looking at
the chart as a whole it is interesting to note that four out of the six features used
converge to within five percentage points of each other as the number of clusters
grow. Looking at the separate colour features, RGB is the overall worst performing.
Starting with one of the lowest TPR at 73.9965% when using only one cluster, at best
it is average, climbing to 78.2920% at 4 clusters, before the TPR starts plummeting
at higher cluster counts reaching as low as 67.1323% at 10 clusters. YCbCr also
starts low (73.8346%), but stays relatively stable regardless of cluster count, with a
peak TPR of 78.1573% at 5 clusters. CIE-Lab has a similar behaviour, but starts at
a higher value (77.3674%), with every value is within five percentage points of each
other and a slightly higher maximum TPR of 78.7966% at two clusters. Looking
at only TPR the combination of HS and CbCr seems rather promising, starting at
84.6610% TPR and then sinking as the cluster count goes up, ending at 79.1100%.
HSV and the combination of all features both start at very high TPRs (91.7024% and
93.1011% respectively), but both drop quite quickly as the number of clusters grow,
the combination of features more dramatically than HSV. In Figure 18 we noticed
that the TPR for HSV varies more noticeably between cluster counts compared to
other colour features.

In figure 19 the FPR for the features is shown. Several features have very similar

Figure 19: FPR when using a single pixel value

FPRs and there is a quite clear convergence at ten clusters. There are three things
that can be noticed. First, the very high FPR of the combination of HS and CbCr at
lower cluster counts before converging with other features at seven clusters. Second,
the high starting FPR for HSV which dramatically drops when going from two
to three clusters. Third, while otherwise being quite close to other features, the
combination of all colour features has a clear drop in FPR at both six and ten clusters.

Figure 20 shows that the FCP is virtually the same for the different features,
with the dramatic exception of HSV at one and two clusters, being almost twice as
high as the lowest FCP. Other than that the trend is for a very slight drop in FCP
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Figure 20: FCP when using a single pixel value

as the number of clusters increases, with all the features converging to within half a
percentage point at ten clusters.

Looking at both the ratio between TPR and FPR in figure 21 and the FIDS in

Figure 21: True to false positive rate ratio
(

T P R
F P R

)
for single pixel values

figure 22, at seven or more clusters the choice of feature doesn’t seem to matter too
much any more, so the focus is more on the left end of the chart. Looking at figure
21, the combination of all colour features has two peaks for the true to false positive
rate ratio, one at 2 clusters (high TPR and average FPR) and one at six clusters
(very low FPR and slightly below average FPR). Otherwise the ratio is about average
or a little above. Looking at figure 22 the FIDS for this choice of features stays quite
close to the other low scoring features (a low score being good, see section 3.5.1 for
how it is calculated). On the other hand, the figure also very clearly illustrates the
problems with HSV when using one or two clusters. The combination of both high
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Figure 22: FIDS when using a single pixel value

FPR and FCP causes it to score very high before plummeting to values closer to the
other spaces. The same bump is also noticeable in figure 21 where, even though the
TPR was very high the FPR drags the ratio down. When using three, four, or five
clusters HSV is near the top for true to false positive ratio.

Manual inspection of the segmented images revealed the issue at one and two
clusters, which is illustrated in figure 23. White signifies that a pixel is considered

(a) Image 5 (b) 1 cluster (c) 2 clusters

(d) Image 10 (e) 1 cluster (f) 2 clusters

Figure 23: Problematic images for HSV

skin and black that it is considered non-skin. Green regions in images 5 and 12
from the test set were almost entirely wrongly classified when using one or two
clusters. HSV was the only feature for which these colours caused trouble. Inspecting
figures 21 and 22 further, it is clear the combination of HS and CbCr underperforms
compared to the other features. This seems to validate the claim that removing the
illumination channels does not help with classification, but rather hurts it [66, 61].
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Based on these measurements three features needed to be selected for the next
stage. The first choice was the combination of all colours, since based on only using
a single pixel value it seems the best, with an overall high true to false positive
rate ratio, an average FIDS and FPR but with the potential for very low values,
and a very good best case TPR. RGB, YCbCr, and CIE-Lab all seems to have the
same kind of profile: a low TPR, FPR, and FCP combine to produce some rather
conservative results overall. Of these three CIE-Lab seems to be marginally better
than the other two using the measurements at hand. Therefore the second choice
was CIE-Lab as the best choice of the three conservative features. The final is HSV
since despite the dip at one and two clusters it does seem to have a high TPR and
the introduction of surrounding pixel values might help at low cluster counts and
with the FPR and FCP in general.

4.1.2 With surrounding values

In this section the results of taking surrounding pixels into account when doing
segmentation are presented. The combination of all colours, HSV, and CIE-Lab
were selected in the previous section to use for comparison. Starting with TPR,
there are three things that can be seen in Figure 24. The figure shows the TPR for

Figure 24: TPR when adding surrounding pixel values. The legends explain which
colour features are used (All colour features, HSV, or CIE-Lab) and which kind of
blurring has been applied (none, Gaussian or averaging kernel)

the different combinations of colour features and the kind of blurring (no blurring,
Gaussian blur, or averaging kernel) used at each cluster count. The first is the
consistency in TPR when adding data from surrounding pixels with most variations
being with five percentage points of each other. The second thing is that the choice
of using a Gaussian blur or an averaging kernel does not have a large impact on
the TPR, though the Gaussian blur does in general produce a marginally higher
one. The third and last one is that regardless of the features used for classification,
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the inclusion of surrounding pixel values always produces a higher TPR than not
including them.

When looking at FPR, figure 25 again shows that the choice of blurring technique

Figure 25: FPR when adding surrounding pixel values

does not have a large impact on the results, except for one big exception when using
HSV where the use of the averaging kernel causes the huge drop in FPR to happen
at three clusters instead of four. For CIE-Lab the Gaussian blur produces marginally
better results, while when using all colours the difference is practically non-existent.
A final note is that, the same as with TPR, the FPR is higher for every single feature
when using surrounding pixel values.

Looking at Figure 26 it can be seen that HSV is again the worst performing of

Figure 26: FCP when adding surrounding pixel values

all features. It can also be seen that the increase in FPR in Figure 25 compared to
not using surrounding pixels is also reflected in the FCP, with every feature having a
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worse FCP than when only using a single pixel value. It is interesting to note that
the actual FCP stays extremely stable when using surrounding pixels, regardless of
cluster count.

Based on the values in Figure 27 the use of only the single pixel value seems

Figure 27: True to false positive rate ratio when adding surrounding pixel values

promising, with the addition of of surrounding pixels causing the true to false positive
rate ratio to drop, with the exception of the combination of all colours at seven or
more clusters. But at the same time the addition of surrounding pixels does make
the ratio less erratic with changing cluster counts. Looking the FIDS in Figure 28
the use of all colours has the smallest jump in FIDS when compared to only using

Figure 28: FIDS when adding surrounding pixel values

the single pixel value.
Based on these measurements the use of all colours, with or without surrounding

pixels, seems like the best option. So the question is whether to use surrounding
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pixels or not. When only using a single pixel value the true to false positive ratio
is very high at six or fewer clusters, but the TPR itself drops very quickly after
three clusters, with a difference of ten percentage points already at four clusters
compared to using surrounding pixels. One difference does appear when doing visual
inspection of the validation images. This can be seen in figure 29 where the results

(a) Image 7 (b) Single pixel value

(c) Gaussian blur (d) Averaging kernel

Figure 29: Segmentation of image 7 using all colours and two clusters

from a universally difficult image is compared using two clusters. Even though all
the relatively uniformly coloured areas are causing problems, the use of surrounding
pixels does help differentiate skin from non-skin around the edges, which is a desirable
feature for post processing. This feature seems to be stronger when using an averaging
kernel than when using Gaussian blur. As such, the use of surrounding pixels seems
preferable and the use of the averaging kernel will be used for comparison in the
next step.

4.1.3 Ground truth erosion

In this section the effect of eroding the ground truth used for sampling during training
is presented. Both the use of a Gaussian blur and an averaging kernel is compared
with different kernel sizes: 11, 15, and 19. The combination of all colour features
is used as the feature used for classification and the results of using an averaging
kernel of size 11 but without ground truth erosion is included for comparison.

When looking at the TPR in Figure 30 the first thing that can be seen is the
fact that the ground truth erosion results in a lower TPR overall. This is partially
expected since, as mentioned in section 3.3.2, the inclusion of erosion is expected
to give a more conservative result along the edges of the hand. This can be seen in
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Figure 30: TPR when using ground truth erosion

Figure 31 where the edge contour of the hand becomes more prominent when the

(a) Image 7 (b) Kernel size 11, no erosion

(c) Kernel size 11 with erosion (d) Kernel size 19 with erosion

Figure 31: Segmentation of image 7 using averaging kernel

size of the kernel increases. This goes hand in hand with the next observation from
Figure 30, that an increase in kernel size produces a lower TPR. The last observation
is that the Gaussian blur produces higher TPR across the board.

Figure 32 further reflects the more conservative results of using ground truth
erosion, with it mirroring the TPR: the larger the kernel size the lower the FPR,
and Gaussian blur having a higher FPR than the averaging kernel. The FCP also
mirrors this in Figure 33 with it being very stable for all combinations regardless of
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Figure 32: FPR when using ground truth erosion

Figure 33: FCP when using ground truth erosion

cluster count. With the ordering of the features in the FPR and the FCP mirroring
each other so closely the FIDS in Figure 34 looks very similar to the FPR.

Figure 35 shows that two clusters seems to be the clearly best amount to use. It
is interesting to note that the true to false positive ratio changes more extremely
with respect to cluster count when using ground truth erosion, with it dropping a
lot at three and seven clusters but staying relatively stable between them. This is
caused by the jumps in FPR at the same cluster counts. It can also be noted that
the true to false positive rate ratio is higher at all cluster counts when using ground
truth erosion than when not using it. This reflects the small drop in TPR being
compensated by a much larger drop in FPR. So the question is again which of these
configurations to use. Gaussian with kernel size 19 and averaging with kernel size 15
both seem like good options. Based on the measurements used in this work they are
almost the same and visually inspecting the images they produce using two clusters
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Figure 34: FIDS when using ground truth erosion

Figure 35: True to false positive rate ratio when using ground truth erosion

show that qualitatively they are also extremely close to each other. After very close
observation of the images they produce, the averaging kernel is chosen since it seems
to be ever so slightly better at producing clear edges around the hands.

4.1.4 Threshold fine-tuning and post processing

This section presents the results of the last parts of hand segmentation: fine-tuning
the n-value used to calculate the thresholds for the clusters, as described in section
3.3.1, and tuning the post processing parameters. As mentioned at the end of the
previous section, the number of clusters being used is 2 and an averaging kernel of
size 15 is used for building the feature vector. For the n-value, here also called the
standard deviation multiplier, just looking at Figure 36 it would be easy to simply
choose n = 0.0, but using only the true to false positive rate ratio is misleading, since
it changes based on the relative change in each term, so even a small change in FPR
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Figure 36: True to false positive rate ratio for varying standard deviation multipliers

can cause a large change in the true to false positive rate ratio if the FPR is already
low. Looking at Figure 37 at n = 0.0 the TPR is only 70.3086%, which is too low to

Figure 37: TPR for varying standard deviation multipliers

be reliable, as it might leave gaps in the hand so big that a finger or a part of a finger
might be lost in post-processing. An example of this can be seen in Figure 38a. In
the image, the top of the right hand’s middle finger hangs on to the hand region with
just a single pixel. Instead, a TPR of at least 85% would be preferable. Looking at
the same image using a multiplier of 0.6, which corresponds to a TPR of 86.0743%,
in Figure 38b the fingertip is not at risk any more. Inspecting the validation set
manually it would seem 0.6 is a good standard deviation multiplier for the threshold,
having a good balance of skin detection while not having too much noise.

For post processing, as described in section 3.3.1, the size of the kernel used for
filtering using the technique in [71] is 9 × 9 and the threshold is set at 0.6 to make
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(a) 0.0 standard deviation multiplier. (b) 0.6 standard deviation multiplier.

Figure 38: Segmentation of image 5 with different standard deviation multipliers

it slightly more conservative than a median filter. Morphological closing is done
using an 11 × 11 square kernel, the blurring is done using a 11 × 11 normalised
box filter after which the image is thresholded so that only pixels with over 60% of
the maximum intensity are kept. The final morphological dilation is done using a
9 × 9 square kernel. Figure 39 shows some of the good results after post processing

Figure 39: Good results from post processing

and Figure 40 shows some bad results. The bad results show three different kind of
problems. The top image shows how a relatively small error at the boundary between
the fingers and the palm can cause a finger to not be included in the image. The
middle image shows the worst case scenario where the background almost entirely is
classified as skin. The third image shows how a background object can distort the
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Figure 40: Bad results from post processing

results if they happen to overlap the hand. Overall, after post processing the average
TPR is 89.7323% and the FPR is 14.2953% compared to a TPR of 86.0743% and a
FPR 12.3515% before it.

4.1.5 Difficult images

This section presents some images that caused problems to all combinations of colour
features and techniques. To demonstrate the issue, for each image the segmentation
results from three classifiers is shown: the combination of all colour features with 6
clusters, only looking at lone pixel’s value as presented in section 4.1.1; YCbCr with
2 clusters, only looking at lone pixel’s value; all colour features using an averaging
kernel of size 19 with 2 clusters and ground truth erosion as presented in section
4.1.3. These were chosen for having the lowest FPRs, FCPs, and FIDS of all the
tested classifiers.

Figure 41 shows the most problematic image in the entire test set, image 7.
In this image it is the red colours that are causing the problem. Not a single
permutation of parameters tested in section 4.1 was able to segment this image,
demonstrating how certain colours in the background are, using the approach in this
work, indistinguishable from skin.

Figure 42 shows another difficult image, image 11. This image demonstrates two
other problematic groups of colours: browns and grey-scale colours (i.e. those for
which the R-, G-, and B-components are all very close to each other in intensity).
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Figure 41: Segmentation of image 7. From left to right, top to bottom: original
image; single pixel value using all colours with 6 clusters; single pixel value using
YCbCr with 2 clusters; averaging kernel, size 19, with ground truth erosion and using
2 clusters.

The problem with grey-scale colours is even further demonstrated in Figure 43.

4.2 Fingertip detection
Fingertip detection was done according to the process described in section 3.3.3 and
the results of each step is illustrated in Figure 44. Figure 44a shows the original
segmented hand image, which is the right hand in image 4 of the hand segmentation
test data set. Morphological was done with a 81 × 81 elliptical kernel to produce
the result seen in Figure 44b. Figure 44c shows the position of centroid, calculated
as described in section 2.5. The top-hat image in Figure 44d shows how, after
subtracting the opened image from the original one, there also exists some small
noise apart from the fingertips. Figure 44e then shows how these are removed by
choosing the five largest connected areas. Figure 44f finally shows the positions
calculated for the fingertips with the centroid also drawn for reference.

Figure 45 shows close-ups of the results for each fingertip. As described in section
3.5.2, the target for the fingertip detection is the middle of the fingertip. Overall the
results are quite good, with all points serving at least as good approximations for the
fingertip. Figures 45e and 45c show that for the thumb and middle finger respectively
the results are very accurate. Figure 45b shows that the ring finger is also good,
but very slightly left of center. The results for the pinky (Figure 45a) and the index
finger (Figure 45d) are the worst of the five fingertips, but still decent and on larger
scale not too far off (see Figure 44f). This is probably caused by the direction from
the centroid to the furthest pixel not being the same as the finger’s actual direction.
If so, just spreading the fingers a little more would probably improve the results.
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Figure 42: Segmentation of image 11. From left to right, top to bottom: original
image; single pixel value using all colours with 6 clusters; single pixel value using
YCbCr with 2 clusters; averaging kernel, size 19, with ground truth erosion and using
2 clusters.

4.3 Pose estimation
Before doing pose estimation a manual measuring of the HoloLens’s intrinsic param-
eters was done to compare with the values produced by the HoloLens. The form of
the camera matrix K is (described in more detail in section 2.3)

K =

⎡⎢⎣px 0 cx

0 py cy

0 0 1

⎤⎥⎦ .

The camera matrix provided by the HoloLens, calculated as described in section
3.3.4, is KHL

KHL =

⎡⎢⎣1562.2 0 1014.5
0 1560.5 585.08
0 0 1

⎤⎥⎦ .

Manual calibration of the HoloLens’s camera using [76] gives a camera matrix Kman

Kman =

⎡⎢⎣1605.164063 0 1023.521851
0 1604.750732 543.316895
0 0 1

⎤⎥⎦ ,

with radial distortion coefficients 0.153665 and 0.107066, and tangential distortion
coefficients −0.008653 and −0.000786.

Calibration was repeated ten times each with each camera matrix and the mean
(µ) and standard deviation (σ) for each component of the rotation and translation
vectors produced was calculated. During testing a single outlier (values for several
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Figure 43: Segmentation of image 1. From left to right, top to bottom: original
image; single pixel value using all colours with 6 clusters; single pixel value using
YCbCr with 2 clusters; averaging kernel, size 19, with ground truth erosion and using
2 clusters.

components larger than µ + 2 × σ) was recorded while using the HoloLens’s camera
matrix. For completions sake both the results with and without the outlier is presented
here. The results for the rotation component of the pose estimation is presented
in tables 1 and 2. Looking at the tables, the effect of the outlier on the rotation

HL: x-rot HL: y-rot HL: z-rot Man: x-rot Man: y-rot Man: z-rot
µdeg: -33.035772 2.569956 0.001958 -32.866749 1.557460 -0.342879
σdeg: 1.961390 4.540942 1.810814 1.924294 1.946520 0.560311

Table 1: Mean and standard deviation for the rotation vector’s components, outlier
included. The unit of measure is degrees. HL means the HoloLens’s camera matrix
was used and Man means the manually calibrated one was used.

HL: x-rot HL: y-rot HL: z-rot Man: x-rot Man: y-rot Man: z-rot
µdeg: -33.113395 1.320808 -0.517662 -32.866749 1.557460 -0.342879
σdeg: 2.064012 2.375604 0.807072 1.924294 1.946520 0.560311

Table 2: Mean and standard deviation for the rotation vector’s components, outlier
excluded. The unit of measure is degrees. HL means the HoloLens’s camera matrix
was used and Man means the manually calibrated one was used.

around the y- and z-axis when using the HoloLens’s camera matrix is quite large,
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(a) Segmented hand (b) Morphological opening (c) Centroid of opened image

(d) Top-hat image (e) Only fingers chosen (f) Detected fingertips

Figure 44: Fingertip detection process

with more than a 1◦ difference in the mean and 2degree in the standard deviation
for the y-component, and the respective values for the z-component being 0.5◦ and
1degree. Though the outlier does distort the results, it is important to make note of
it as it shows that relatively large errors in the pose estimation can occur.

Ignoring the outlier and only looking at Table 2, the results are very similar
regardless of choice of camera matrix. The actual values look to be approximately
right, considering the hardware setup used (see section 3.1), with the only large
rotation being around the x-axis. The accuracy is also decent, with the highest
standard deviation being 2.375604◦ for the rotation around the y-axis when using
the HoloLens’s camera matrix.

Looking at the translation vector part of the pose estimation next, tables 3 and 4
show the results with the outlier included and excluded respectively. For translation

the biggest impact of the outlier on the results is on the x-axis translation, with
it causing a 1cm difference in the mean and over 1.5cm difference in the standard
deviation. Ignoring the outlier again, in terms of accuracy the choice of camera
matrix does not seem to have too much of an effect. The consistency along the x-
and y-axis are relatively good, but could be better. The means again look roughly
right, considering the hardware setup, with the largest translation being along the
y-axis. Looking at the actual placement, it is interesting to note that when using



66

(a) Pinky (b) Ring finger (c) Middle finger

(d) Index finger (e) Thumb

Figure 45: Close-up of fingertip detection results

HL: x-tra HL: y-tra HL: z-tra Man: x-tra Man: y-tra Man: z-tra
µcm: 1.59644 -13.3842 -2.0933 1.938465 -12.1941 -0.433657
σcm: 3.394040 1.612270 0.570424 1.526279 1.466716 0.702279

Table 3: Mean and standard deviation for the translation vector’s components, outlier
included. The unit of measure is centimeters. HL means the HoloLens’s camera
matrix was used and Man means the manually calibrated one was used.

the HoloLens’s camera matrix the LMC is calculated to be a little further above
and behind the HoloLens, compared to when using the manually calculated camera
matrix.

The visual results of the calibration is shown in figure 46. The red spheres in the
image show the positions of the fingertips after being transformed into the HoloLens’s
coordinate system. These images were captured using Microsoft’s Mixed Reality
Capture, a feature that takes an image using the HoloLens’s attached camera and also
renders the holographic objects in view and places them in the image. In capturing
these images it was noted that there seems to be a misalignment between the attached
physical camera and the virtual camera used for rendering the holographic objects,
causing a displacement of the holographic objects compared to the view through the
HoloLens. It also hard to perceive the depth in these images, since the hand does
not occlude the objects and they throw no shadows on the hand or arm. That being
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HL: x-tra HL: y-tra HL: z-tra Man: x-tra Man: y-tra Man: z-tra
µcm: 2.530888 -13.406555 -2.124333 1.938465 -12.1941 -0.433657
σcm: 1.770877 1.708426 0.596005 1.526279 1.466716 0.702279

Table 4: Mean and standard deviation for the translation vector’s components, outlier
excluded. The unit of measure is centimeters. HL means the HoloLens’s camera
matrix was used and Man means the manually calibrated one was used.

Figure 46: Pose estimation results using the HoloLens’s camera matrix. The red
spheres represent the fingertips

said, the result of the pose estimation is not perfect, with the holographic fingertips
not overlapping the real world ones. Some manual adjusting of the values suggests
the error is roughly a 5◦ rotation around the x-axis and a 4.5cm translation along
the z-axis.

4.4 Data streaming
The evaluation of the data streaming solution reported here was done subjectively
by observing the movement of the holographic points representing the fingertips. To
help illustrate the responsiveness of the solution, video was captured using Mixed
Reality Capture of moving the hand both slowly and quickly from right to left,
with the fingertips drawn the same way as in Figure 46. Frames were extracted at
four key points: when the movement begins, the middle of the movement, when
the hand stops, and when the points stop. The captured video has a frame rate
of 24 frames per second (fps). Before presenting the results, another point about
Mixed Reality Capture has to be mentioned. When recording the frame rate and
responsiveness of the current application drops adding extra latency to the movement
of the holographic objects. As such the images captured can be considered the worst
case scenario in respect to latency, since when not being recorded they are more
responsive.

Figure 47 shows the results from a slow movement. It takes the holographic
fingertips roughly 3 frames to catch up, which at 24fps corresponds to roughly 125
milliseconds. Figure 48 shows the same movement but done a little quicker. Here
it takes the holographic fingertips roughly 4 frames to catch up, corresponding to
roughly 166 ms, which is almost the same as the slow movement.
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(a) Frame 1 (b) Frame 15 (c) Frame 22 (d) Frame 25

Figure 47: Slow movement right to left. Captured at 24 fps.

(a) Frame 1 (b) Frame 8 (c) Frame 14 (d) Frame 18

Figure 48: Fast movement right to left. Captured at 24 fps.

Overall the speed of the solution is good enough that the delay caused by the data
streaming is barely noticeable, except when recording when the delay becomes much
more pronounced. When moving the hand at a slow to medium pace the holographic
points followed the hand closely enough that the displacement from their correct
position looked to be under a centimetre. Only when moving the hand rapidly did
the holographic points noticeably fall behind the movement. At times small (roughly
half a second) glitches would happen where the fingertips froze, probably caused by
interruptions in the connection.
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5 Discussion
The purpose of this chapter is to provide a broader discussion of the results of the
implementation of the solution, to discuss the limitations of it, and to look at future
directions for research. First an overall view of the system as a whole is given,
looking at how well it fulfils the requirements placed on it and how well it answers
the research questions of the work. Next, the results of the solving the sub-problems
are discussed and how they relate to the overall success of the work. For hand
segmentation the issue discussed are what can be learned about using purely colour
data for classification, how the choice of features could be improved, and limitations
and issues with the training and validation data. For pose estimation the possible
sources for inaccuracies in the calibration are considered. Finally, the possibilities
for future work is presented.

5.1 System as a whole
In this section the system is discussed wholistically and is evaluated against the
requirements and research questions in section 1.2. The first requirement listed is
that the solution should remain tetherless and portable. In its current state the
solution does not fulfil this requirement. A laptop is still required for the LMC and
though in theory you could argue that you could unplug the laptop and carry it
around, in practice this is not feasible. A solution is planned for replacing the laptop
with a stick computer, which the LMC can be plugged in to. The stick computer
can then be attached to the HoloLens. There is one unknown involved with this
solution and that is if the stick computer is able to provide enough power to the
LMC for it to function effectively. The second requirement is that the calibration
process must not require any additional equipment to perform. This requirement
has been fulfilled. The hands have successfully replaced the need for more or less
specialised markers. The third requirement is that the calibration process should
not require any special technical knowledge or fine motoric skills. This requirement
has also been fulfilled. The only task required by the user is that they make sure
that all ten fingertips are visible in the images they take. On the side of motoric
skills the only requirement on the user is that they are able to turn their hands so
their palms are roughly facing their face and keep their fingers extended. The last
requirement is that the calibration process should be fast. The time needed has
not been exactly measured, but when using two images for calibration the whole
process, from choosing to do calibration to it being done, in general takes less than
two minutes.

The main research question is stated as whether it is possible to provide accurate
hand tracking data for the HoloLens using a Leap Motion Controller. This question
was further divided into two sub-questions.

The first sub-question was if it possible to achieve both accurate and consistent
calibration without additional equipment or markers, with a focus on consistency.
The answer is a partial yes. The consistency of the process is quite good (see section
4.3), but after calibration there still remains a discrepancy between the real fingertips
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and the tracked ones. This discrepancy should not hinder gesture recognition, but
is large enough to probably block implementing e.g. pointing and touching virtual
objects.

The second sub-question was if data could be processed and streamed at a low
enough latency to be barely noticeable. The answer is yes, but with the caveat that
the evaluation was done subjectively through observation and only by the author. For
gesture recognition especially the speed of the data transfer should be high enough
that the gesture recognition system can be adequately responsive.

Based on all these factors, the overall answer to the main research question is
yes, especially from the perspective of enabling improved gesture interactions.

Next, the solutions to the sub-problems of this implementation are discussed.

5.1.1 Hand segmentation

In this section the results of the hand segmentation solution is discussed, since it
forms the backbone for being able to perform accurate fingertip detection, which
in turn is central for accurate pose estimation. Of special interest are the issues
pertaining to using skin colour in general, the choice of features, the variations
caused by varying numbers of clusters, and the data used for training and validation.
Starting with the problem of just using skin colour for segmentation, in section
4.1.5 three images that were universally difficult to segment were presented. These
image pointed to three rough categories of difficult colours: red, brown, grey-scale.
Regardless of the combination of parameters used, these three categories seemed to
cause trouble. Considering that the training and validation data is all from a single
person, and only the palms at that, and as such if anything the classifiers should
be overly specific in their classifications, it is hard to see how this problem could
be solved purely by improving the training data. Changing the type of modelling
and classifier used, e.g. to a histogram based approach, might help lower the false
positives, but if these colours really are almost identical to skin colour then it would
very probably also lower the true positives. Because of time constraints and the
focus of this work not being primarily on skin colour detection, a deeper analysis of
which exact colours cause these false positives and how they position in comparison
to the clustered skin colours is not done in this work, but might be an area for future
research.

Overall the combination of components from several colour spaces shows promise
compared to only using a single colour space. The price is mainly the processing cost
needed for converting the original RGB image to the needed colour spaces and the
extra memory usage from having several copies of the same image. For this work
it is not a problem, since it only has to be done as many times as the number of
images used for calibration and it doesn’t have to be done in real-time but rather in
a timescale of a few seconds.

Throughout chapter 4 there are two things that stand out in regards to the
number of clusters used. First, the TPR and FPR can vary quite drastically as the
number of clusters change. A good example of this can be seen in Figure 32 where
the FPR jumps drastically between 2 and 3, and 6 and 7 clusters. The second thing
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is that, with only a couple of exceptions, the FCP stays very stable despite varying
cluster counts. These two observations together point to the fact that a change in
cluster count doesn’t actually cause more colours to be wrongly classified, but it
might cause a switch where more common colours in the background are wrongly
classified instead of rarer ones (or vice versa). This could of course also be tied to
limited representation of colours in the background of the image, discussed more later
in this section. In general it is hard to rule out some of these issues being caused by
limitations in training and/or testing data.

The training and validation data used in this work is, as mentioned briefly in
section 3.5.1, very limited. For training, the skin data comes from a single person
and in all images the hands were turned with the palms facing the camera, since it
corresponds to the use case that the classifier is being trained for. This makes the
trained classifier unsuitable for general purpose skin detection in its current state
and even for the specific use case in this work it is restricted to people of similar
complexion as the person in the training data. If the training data was expanded to
have more variation then hopefully the use of k-means clustering would still keep
the classifier effective, though the optimal amount of clusters could very well change.

The validation data set has two limitations. First, the variation in illumination
levels is not as high as would be optimal, but it does correspond relatively well to the
levels found within an office building. Second, the variation in background should be
higher. It always hard to say if the background is varied and representative enough,
considering the incredible amount of possible locations, but with only twelve images
taken within the same office complex the variation could definitely be higher.

In the end the hand segmentation solution was able to reach a level of performance
that was good enough for the purpose of this work. Hand regions can be segmented
with a high enough accuracy and reliability, and the segmented images can be used
for fingertip detection. The TPR after processing reached 89.7323% with a FPR of
14.2953%. In comparison, the work [71] that this solution originally built on achieved
a TPR of 93.9% and a FPR of 10.7%, but using only fifty images for training and
ten images for testing.

5.1.2 Pose estimation

In this section the results of the rest of the calibration procedure are discussed,
including both the fingertip detection and the results of solving the PnP problem.
Accurate pose estimation is directly tied to answering the first of the two research
sub-questions. Therefore of specific interest here is discussing the potential sources
of noise for both the consistency and the accuracy of the pose estimation.

The fingertip detection was done based on the work in [69] and the approach was
confirmed to be a good fit for this work. One possible issue and source of noise for
the calibration process is that depending on the pose of the hand, e.g. how spread
the fingers are or how much the palms are rotated towards the camera, the exact
point on the top of the finger which is designated as the fingertip can change from
image to image. It is also an issue that it is unknown how the LMC calculates the
position of the fingertips, since it is the correspondence between the fingertips as
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given by the LMC and the position of the fingertips in the image that determines
how accurate the pose estimation is. Even if the way the LMC fingertips are defined
is unknown, noise in the process could still be reduced in future development by
creating a more strict definition for what should be considered the fingertip

As described in section 4.3, the consistency of the pose estimation is relatively
good with the caveat that the number calibration iterations used for calculating
the means and standard deviations is low, but there is an issue with the accuracy.
The error seems, from observing the results of several calibrations, to be a constant
combination of rotation and translation. The error changes a little depending on
if the camera matrix provided by the HoloLens is used or the manually calculated
one, but with the same camera matrix it stays a constant. A possible explanation
might be the HoloLens’s camera. The data used for calibration that comes from the
HoloLens is the image taken using the attached camera. Therefore the transformation
that is calculated in calibration is the one that transforms coordinates from the LMC
to the physical camera’s coordinate system, but the camera used for rendering the
holographic objects is a virtual one but one that has a corresponding position in
the real world. Therefore it is possible that there exists a misalignment between
the physical and virtual camera causing the error. This seems to be supported by
the observation that the holographic objects captured with Microsoft’s own Mixed
Reality Capture do not appear in the same position in the image as they appear
when seen through the HoloLens. The compensation for this error was determined
empirically by manual adjustment in this work, but a more exact exploration of this
issue is needed, as it could be a blocker for future AR development on the HoloLens.

Concerning the difference between the HoloLens’s camera matrix and the manually
determined one, it is hard to say which one to use. In general the one produced by
the HoloLens produced slightly more visually accurate results, with the manually
calculated one adding a slight rotational error around the y-axis that didn’t come
up with the HoloLens’s camera matrix, but neither one produced a really accurate
result. Without knowing where the error comes from it is probably better to use the
HoloLens’s own camera matrix, but it is interesting to note that the error caused
by the manually calculated matrix was qualitatively closer to the error seen in the
Mixed Reality Capture. What can be said is that Microsoft’s claims that the images
taken by the locatable camera are undistorted and should be treated as such [55]
doesn’t seem to entirely hold up, but further testing of this is needed.

5.2 Future work
For future work the most important thing would be to fulfil the last requirement and
make the solution fully tetherless. In its current state where the LMC has to stay
connected to a non-portable computer the HoloLens looses one of its most unique
features.

The next issue is improving the accuracy of the solution. The first step is to
determine the exact cause of the inaccuracy. If it turns out that the issue is the
locatable camera then the optimal solution would be to develop an automatic method
for correcting for the error, but other wise a lightweight procedure to manually refine
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the calibration result has to be developed.
Another crucial aspect that needs even further improvement is the hand segmen-

tation. For the method described in this work an even bigger learning set needs to
be constructed with more varied skin colours included, and a more varied test set
to verify the effectiveness. But even with better data, the problems discussed in
section 5.1.1 concerning using only skin colour would probably still be a problem.
Therefore for future research looking into using neural networks, e.g. convolutional
neural networks [85], seems like a good candidate for even more robust segmentation.

The system also needs to be tested in actual use to confirm if it really is usable
for gesture recognition. One option would be to use it in the context of a guessability
study, e.g. [67, 45], to determine the gestures users would prefer when interacting
with virtual objects.



74

6 Summary
The goal of this work was to implement a solution to the problem of not being able
to create new gestures for interacting with the HoloLens. To achieve this a system
incorporating a Leap Motion Controller was proposed where a separate computer
is used to stream the data produced by the LMC to the HoloLens. To do this two
problems had to be solved. First, a system for calibrating the two devices had to be
implemented so that the coordinates given by the LMC could be transferred to the
coordinate system of the HoloLens. One of the main requirements for the calibration
process was that it couldn’t involve the use of any specialised equipment or markers.
The second problem that had to be solved was the processing and streaming of the
Leap Motion data with a low enough latency.

Based on the above, the main research question was stated as

Q: Is it possible to provide accurate hand tracking data for the HoloLens using a
Leap Motion controller?

To answer this question two further sub-questions were also presented:

SQ1: Is it possible to achieve both accurate and consistent calibration without using
any additional equipment or markers?

SQ2: Can the Leap Motion data be processed and streamed with low enough latency
to be barely noticeable?

To answer the above questions, the solution was implemented by attaching the
LMC on top of the HoloLens and using a laptop to communicate between the
two devices. To calibrate the devices a process using the user’s hands, or rather
more specifically the user’s fingertips, to establish a feature correspondence was
implemented. The 3D positions of the fingertips are provided by the LMC and by
extracting the 2D positions of the fingertips in an image taken by the HoloLens’s
attached camera the required transformation could be calculated by solving the
Perspective-n-Point problem. To extract the positions of the fingertips in the image a
hand segmentation system was first developed, making use of several different colour
spaces to classify each pixel as skin or non-skin based on the pixel’s colour value and
the values of the surrounding pixels. The distribution of skin colours was modelled
using k-means clustering and Mahalanobis distances were used to determine the
thresholds for the clusters. Once the image was segmented into hand and non-hand
areas the fingertips were extracted using the method developed by Prasertsakul and
Kondo [69]. The streaming of the Leap Motion data was implemented using UDP
datagrams to keep the latency as low as possible.

The implemented hand segmentation system achieved a true positive rate of
89.7% and a false positive rate of 14.3%, but with a limited training and validation
set. The results of the hand segmentation illustrated some of the problems with
purely colour based segmentation, as quite a few colours in the environment overlap
with skin colours. Especially red, brown, and grey-scale colours caused problems.
The fingertip detection system provided good results, though there are possibilities
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for even further fine tuning of the final fingertip positions, and the consistency of the
calibration process achieved satisfactory results, but the accuracy was not quite good
enough, leaving an error large enough to cause problems with direct interactions,
e.g. pointing at and touching virtual objects, but not large enough to block gesture
recognition. A possible reason for the inaccuracy is a potential misalignment between
the HoloLens’s physical and virtual camera and a possible future line of investigation
is to determine if that is actually the case. The data streaming solution was able to
achieve adequate speed for being able to be used in real time.

There are three main points for future improvements. The first is to improve
the hardware setup so that the HoloLens can retain its tetherless capabilities. The
second is to implement an even more robust hand segmentation method that can be
used effectively in any environment. The last one is to develop a way to improve
accuracy of the solution, starting by pinpointing the source of the inaccuracy.
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A Hand segmentation training and
testing material

This appendix contains the training and testing data used in section 4.1. Figure A1
shows the 12 images used during testing for comparing the performance of different
classifiers. Figure A2 shows the 75 images used for training the classifiers.

(a) Image 1 (b) Image 2 (c) Image 3 (d) Image 4

(e) Image 5 (f) Image 6 (g) Image 7 (h) Image 8

(i) Image 9 (j) Image 10 (k) Image 11 (l) Image 12

Figure A1: Images used for testing the classifiers-
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Figure A2: Images used for training the classifiers.
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