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�The common strategy of trying to reason backward from behavior to 
underlying processes (analysis) has drawbacks that become painfully 
apparent to those who work with simulation models (synthesis). To have 
one’s hunches about how a simple combination of processes will behave 
repeatedly dashed by one’s own computer program is a humbling expe-
rience that no experimental psychologist should miss.� 

 

   – Douglas Hintzman
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1. Introduction 

Speech and language are extremely versatile phenomena, essential to human 
communication, culture, and identity. It is hard to imagine humanity without 
spoken language due to its power as a tool for teaching, arguing, questioning 
and, for example, storytelling. 

Every normally developing child learns the language his/her caregivers are 
using, be it spoken or signed. A long history of research has aimed at explain-
ing the language learning mechanisms of humans. What conditions are neces-
sary for a language to be learned successfully? Is it enough to be exposed to a 
language, or is interaction and active teaching needed? Do we have biologically 
evolved adaptations specific to speech to facilitate learning (such as a special-
ized ‘speech module’, see e.g. Liberman & Mattingly, 1985) or are domain-
general learning mechanisms also driving language learning? Advances in 
computational and experimental speech and language research are constantly 
producing more detailed evidence related to the speech learning process, but 
due to its extreme complexity, the mystery of speech learning still remains 
unresolved. 

Language learning theories have traditionally been divided into two main 
competing camps, the behavioral and the nativist approaches. Skinner (1957) 
provided one of the first theoretical scientific works to describe language 
learning as a behavioural process, where reinforcement and associating words 
to meanings in the learning environment drives language learning. The nativ-
ist approach, in contrast, claims that some universal adaptations specific to 
language processing are required to learn a fully functional language from a 
relatively small amount of language stimulus during childhood. The term Uni-
versal Grammar is often used to describe this hypothesized innate set of rules 
(e.g. Chomsky, 1980). 

One of the biggest challenges for a language learner is created by the large 
amount of ambiguity and variability in speech signals. The acoustic outcome of 
a word spoken by a single speaker varies across occasions due to the speaker’s 
speech rate, intonation, mood and context, for example, as well as environ-
mental factors such as background noise (car, street, restaurant etc.) and the 
acoustics of the space where the word is spoken. In addition to the acoustic 
variability of the speech of one speaker, there is also variability across speakers 
(for example male vs. female speakers). The nativist approach would offer an 
attractive solution for humans’ ease of dealing with the variability: if our 
brains were innately wired to deal with some sources of variability in speech, 



Introduction 

12 

for example, due to phonetic decoding (variance between different productions 
of a speech sound do not have to be learned) or speaker normalization (hu-
mans are innately able to generalize over the acoustic variability in speakers’ 
voices), the learning task would become much easier to solve. However, the 
last decades of speech research have provided an increasing amount of evi-
dence that relatively simple learning mechanisms in combination with a plen-
titude of cues in the learning environment may suffice for speech learning and 
thus obviate the need for a highly specified language acquisition device. 

A new trend in language acquisition research started in 1996 when Saffran, 
Aslin and Newport (1996) showed that infants are able to use statistical regu-
larities in speech signals to learn word forms from continuous speech streams. 
The following 20 years of research have confirmed this so-called statistical 
learning to take place in several language-related tasks, including phonetic 
learning (Maye, Werker and Gerken, 2002) and syntax (Gomez & Gerken, 
1999), as well as outside speech domain, e.g. in musical tones (Saffran, John-
son, Aslin & Newport, 1999) and visual patterns (Kirkham, Slemmer & John-
son, 2002), which together speak for a domain-general capability for extract-
ing statistical regularities from sensory input. 

Statistical learning is closely related to the concept of associative learning 
that describes learning of associations between different actions and effects, or 
sensory events in the environment. Associative learning is related to so-called 
Hebbian learning, i.e. the principle that if two neurons are activated simulta-
neously, their association with each other is strengthened (Hebb, 1949). For 
example, the term associative learning has been used to explain learning of 
word-meaning pairs, where accumulation of perceived associations between 
words and their possible meanings gradually lead to learning of the correct 
word-meaning pairs (e.g. Smith & Yu, 2008). Observing a statistically frequent 
co-occurrence between events A and B can lead to the learning of an associa-
tion between these two events, tying these two learning concepts closely to-
gether – statistical learning can thus be seen as a mediator of associative learn-
ing in some cases. However, associative learning can also occur between statis-
tically infrequenct events, for example in case of food aversion (see Thiessen, 
2009). In this thesis, statistically significant relations between sensory streams 
are learned, and thus both terms, associative learning and statistical learning, 
can be used to describe the learning mechanisms. 

 In addition to learning statistical structure from signals in one modality 
(such as speech) alone, other cues in the learning environment can be utilized 
in order to learn regularities or associations across modalities as well. Based 
on associative learning, being exposed to co-occurring sensory streams in 
more than one modality helps to learn relations between signals in different 
modalities (such as heard words and their visual referents), as well as to make 
distinctions in a single domain that are motivated by distinctions perceived in 
another domain. For example, Yeung and Werker (2009) showed that visual 
information consistently co-occurring with contrasting phonemes helps in-
fants to learn initially unknown phonetic contrasts in contrast to auditory 
stimulation only. 
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The statistical associative learning paradigm supports the behaviourist view 
that the learning environment offers cues that makes language learning possi-
ble without highly specified mechanisms for language learning. The universal 
patterns found across languages may also be a result of constraints in the gen-
eral learning mechanisms rather than innate adaptations specific to language 
(see Saffran, 2003). However, it is still unclear how much of the language 
learning process can be eventually explained in terms of statistical learning, 
and what kind innate factors are still necessary for successful language skills. 
This thesis investigates how environmental cues can facilitate language learn-
ing via the use of associative learning techniques. 

1.1 Computational modelling of speech acquisition 

Behavioural experiments can be used to evaluate how the human brain reacts 
to different kinds of stimuli in different predefined situations. Based on behav-
ioural studies, theories of the cognitive processes behind the observations can 
be proposed, but it is exceptionally difficult to pinpoint the exact mechanisms 
that lead to the observed actions. Human actions are dependent on a large 
number of different parameters, and while some of them can be controlled for 
(i.e. ruled out) in experiments, some may be too difficult to control for or may 
simply remain unacknowledged by the experimenters. Intuitive, conceptual 
theories made based on behavioural experiments often lack the process-level 
detail that is important when trying to understand cognitive processes (e.g. 
Sun, 2009). 

On the other hand, computational models attempting to explain human be-
haviour have to be explicit about the details of the processing chain. Even 
though computational models cannot prove that an implemented behavioural 
process (such as a hypothesized language learning mechanism) is the same as 
used by humans–a challenge faced by any model of the reality–they can still 
show what can be learned from the given input data with the given set of learn-
ing mechanisms and provide plausible candidate mechanisms and principles 
of information processing that may underlie human learning (see e.g. Alishahi, 
2010). Computational models can also make predictions that can be later veri-
fied or discarded in behavioural studies, help focus on intuitively non-obvious 
aspects of learning, as well as yield new learning concepts, such as showing 
that simple learning biases can lead to behaviours that appear remarkably 
complex (see e.g. Kaplan, Oudeyer & Bergen, 2007)  

When any complex system, such as human behaviour, is studied, a popular 
approach is to divide the problem into so-called Marr’s levels of analysis 
(Marr, 1982), each looking at the system with a distinct amount of detail. The 
upmost, computational, level describes the problem and the goal of the com-
putation. The second level describes the algorithms that can be used to solve 
the problem. The third level describes how the algorithms are implemented 
(for example in neurons or physically in computers). This thesis concentrates 
on the two upper levels of analysis, i.e. defining computational problems of 
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human speech acquisition and finding algorithms with which they can be 
solved. 

An important distinction has to be made between models that aim at discov-
ering language learning mechanisms and state-of-the-art speech processing 
technology, such as automatic speech recognition (ASR). Technological solu-
tions to speech-related phenomena mostly aim at solving constrained and 
well-defined sub-problems of language, such as speech-to-text recognition, 
often paying less attention to the cognitive plausibility of the used methodolo-
gy. A human learner has to learn a much wider array of speech tasks (e.g. 
speech articulation, word-meaning pairings, word recognition, prosody, 
rhythm, and indexical properties) simultaneously from often a smaller amount 
of more noisy and ambiguous learning material than what is used to train 
technical solutions to the sub-problems. For example, the Google speech rec-
ognizer is currently trained with 3 million utterances of an average duration of 
4 s, each distorted with 20 different kinds of noise, leading to a total of 7.6 
years of continuous speech for training (Sak, Senior, Rao & Beaufays, 2015). In 
addition to providing solutions to human speech acquisition, studying human 
learning mechanisms may also result in new ways to approach technological 
problems. Ultimately, machines could perform human-like situated learning 
rather than rely in manually selected and annotated precise learning data. 

In this thesis, computational models are used as a tool to explain descriptive 
observational findings related to perceptual and production aspects of human 
speech acquisition. Computational models are built in order to replicate effects 
found in human behaviour in general (such as learning of vocal imitation) or 
more constrained findings found in behavioural studies (such as learning of 
word-meaning mappings). Importantly, these models make use of the princi-
ples of statistical learning by assuming that the learner is capable of learning 
regularities within and across perceptual and motor domains, providing the 
basis for creating structured representations for perceiving and producing 
spoken language. By replicating human-like phenomena, the results provide 
detailed algorithms that lead to performance similar to that of humans, and 
thus provide us with more detailed information of how the brain could manage 
to learn language in the modelled tasks. 

1.2 Aims of this thesis 

Following the statistical and associative learning approaches to language 
learning, this thesis focuses on three learning tasks and suggests learning 
techniques that make use of natural environmental cues as an aid. The goal is 
to find learning mechanisms that make human-like speech learning possible 
from ambiguous input that approximates the characteristics of real learning 
environments. The three learning tasks are: 

 
1. Acquisition of the necessary skills for speech sound imitation. 
2. Acquisition of the first words from continuous acoustic speech. 
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3. Acquisition of word-meaning mappings in natural and referentially 
ambiguous learning situations. 

 
Human learning in these tasks is simulated using computational modelling, 
providing evidence that proper use of statistical associative learning meth-
ods allow for the exploitation of environmental cues in such a way that some 
rather complicated aspects of human-like speech processing can be learned, 
and human success in these tasks may thus not need highly specified innate 
mechanisms. 

1.3 Organization of the thesis 

Chapter 2 will introduce the human speech production and perception 
mechanism and the challenges that a human speech learner faces. Chapter 3 
introduces experimental findings of infant speech acquisition, forming a basis 
and motivation for the methodology used in the included publications. Chap-
ter 4 introduces previous computational models used to approach speech 
learning tasks. Chapter 5 summarises the publications of this thesis and Chap-
ter 6 concludes the research. 
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2. Speech and learning 

In simple terms, speech is a way of communicating using acoustic or gestural 
signalling. The acoustic speech communication process can be described with 
the so-called speech-chain that explains the processes necessary when a 
thought in the speaker’s mind is communicated to another person (see Figure 
1). The thought is first transformed into a desired linguistic form in the speak-
er’s brain, and further planned into a set of articulatory gestures (see below) 
that transform the linguistic signal into the acoustic domain in order to be 
transmitted to the listener. The articulation process is controlled by the speak-
er via acoustic and haptic feedback that results from the speech production. 

The transmitted acoustic signal is received by the listener, and the pressure 
variations in the air are transformed into neural signals in the ear. Ultimately, 
the different sources of information from the speaker (such as the visual inter-
pretation of the speakers’ facial movements (Sumby & Pollack, 1954) and the 
communicative context) are combined in the listener’s brain and decoded into 
the meaning of the message. 

 

 

Figure 1. Speech chain, showing how a thought in the speaker’s mind is transferred to the 
listener using acoustic speech. (Adapted from Gick, Wilson & Derrick, 2013. ©2013, Wiley-
Blackwell.) 
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Figure 2. The articulatory apparatus. 

Acoustic speech sounds are produced by shaping the acoustic characteristics of 
a sound source in the vocal and nasal tracts (see Figure 2) into a desired form. 
In acoustic and electrical engineering terms, this theory of speech production 
is often called the ‘source-filter’ theory, where the spectral characteristics of a 
sound source are modified in the supraglottal vocal tract by filtering (Fant, 
1970). Speech sounds can be roughly categorized in three main categories: 
voiced sounds, voiceless sounds, and plosives (or stop consonants). During 
voiced sounds, such as vowels, air flowing through the glottis causes a periodic 
sound source whose spectrum consist of the fundamental frequency (i.e. F0 or 
pitch) and its harmonics plus a spectral envelope. This spectrum is further 
modified in the supraglottal vocal tract. Voiceless sounds, such as consonants 
/s/ and /k/ do not incorporate vocal fold vibration, and the source is located in 
the upper parts of the vocal tract. During plosives, pressure is built up behind a 
closure in the vocal tract, whose opening releases a burst that is further modi-
fied by vocal tract resonance characteristics. Plosives can be either voiced (as 
in /b/) or voiceless (as in /p/).  

The vocal tract consists of several articulators involved in sound production, 
such as the tongue, lips, velum, and jaw, which can all be controlled by the 
speaker in order to modulate the air flow into a desired sound. Articulatory 
gestures are controlled movements of the speech articulators that result into 
an intended phonological unit (such as a velar closure for consonant /k/) (see 
Browman & Goldstein, 1989). These units can be further composed into a ‘ges-
tural score’, i.e. a series of gestures targeted at certain moments of time, creat-
ing dynamic articulatory trajectories, and resulting in larger linguistic units 
such as syllables or words (e.g. Saltzman & Munhall, 1989).  

The acoustic output of articulation is affected by the morphology of the vocal 
folds as well as the vocal tract. The fundamental frequency of the vibration of 
the vocal folds is on average higher for children and women than for men. The 
average pitch values reported by Fry (1979) are 120 Hz for men, 225 Hz for 
women and 265 Hz for children. The length of the vocal tract (approximately 
from 6 to 8 cm for infants to 15 to 18 cm for adults, see Vorperian, Kent, 
Lindstrom, Kalina, Gentry & Yandell, 2005) as well as variation in morphology 
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and control of the vocal apparatus affects the resonance characteristics of the 
vocal tract, rendering every speaker’s voice unique in character. 

When speech is perceived, the pressure variations in air are transmitted and 
filtered into the ear canal and the ear drum via the visible pinna of the ear. The 
ear drum’s vibration is transmitted to the cochlea via the ossicles, small bones 
in the middle ear, and finally transformed into neural signals in the organ of 
Corti due to the vibration of the basilar membrane within. The initial pro-
cessing of the acoustic speech in the ear is followed by processing in the brain, 
consisting of detection of acoustic cues, such as voice onset or offset times, 
which may indicate the presence of specific speech sounds in the auditory in-
put. However, due to a lot of variance in speech signals across different condi-
tions, there do not appear to be simple invariant cues for phoneme identity, 
and perception of speech sounds seems to be a very complex task incorporat-
ing multiple acoustic dimensions (see e.g. Holt & Lotto, 2016 for a review). 

2.1 Learning of speech perception and production 

In order to acquire a fully functional language, a language learner has to mas-
ter both the understanding and the production aspects of speech. Learning to 
understand speech requires discovery and recognition of acoustic patterns in 
other people’s speech that correspond to linguistic units in that language, and 
then learning of the relationships between the units and the conceptual repre-
sentations of the external world (as well as discovery of e.g. syntactic rules for 
language structure, which are not the focus of this thesis). Words as linguistic 
units have a considerable importance to a language learner, since isolated 
words carry a meaning of their own. In the context of most concrete noun and 
verb words, i.e., words that make up a large proportion of young children’s 
vocabulary, the meanings of words are often referred to as word referents. For 
instance, words such as ‘dog’ can have a direct visual counterpart in the listen-
er’s environment and their referents can thus be more easily learned than for 
abstract terms such as ‘and’, whose meanings can be harder to deduce from 
the context.  

In addition to words, important linguistic units to be recognized from speech 
may also be sub-word units such as syllables, phonemes, or allophones. Since 
words are composed of a series of articulatory gestures, robust speech recogni-
tion may benefit from learning to recognize these smaller ‘building blocks’ of 
speech. However, there is no clear agreement as to what, if anything, is the 
basic unit of speech perception (see e.g. Mitterer, Scharenborg & McQueen, 
2013; Goldinger & Azuma, 2003). It is possible that any acoustic pattern hav-
ing a functional role in a language will end up being recognized as its own 
speech unit. 

Learning robust recognition of a linguistic unit from acoustic signals requires 
learning the allowed levels of acoustic variation between its different produc-
tions that do not cause changes in the identity of the unit, also known as the 
categorization problem. Acoustic variation can be caused by speaker identity, 
speech rate, accent, or context (e.g. preceding and following words or pho-
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nemes), for example. Several repetitions of a word (or another pattern) with 
acoustic variation may help the infant to generalize over different productions 
of the same word (e.g. Estes & Lew-Williams, 2015). Another problem when 
learning acoustic patterns comes from the continuous nature of speech. In 
normal speech, linguistic units such as phones or words rarely occur in isola-
tion, but are tied together with no clear gaps in between. Detecting unit 
boundaries, for instance, segmenting words from speech, may require statisti-
cal analysis of speech signals (e.g. Saffran, 2001) and benefit from several oth-
er cues, such as referential information (e.g. Räsänen & Rasilo, 2015) or, for 
example, prosody (Shukla, White and Aslin, 2011).  

Learning of speech production requires learning to control the speech articu-
lators in order to produce native speech sounds and speech patterns in a con-
trolled manner so that they are understood by other listeners. From the vast 
amount of possible speech articulations, a speech learner has to find the subset 
used in his native language and finally learn to combine these articulations in 
order to produce fluent words or sentences. Learning precise articulation re-
quires practice: childrens’ articulation of repeated speech utterances shows 
more variability than that of adults (e.g. Sharkey & Folkins, 1985; Goffman & 
Smith, 1999), and adult-like motor control is reached only after 14 years of age 
(Smith & Zelaznik, 2004). Furthermore, in order to find ways to articulate na-
tive speech sounds, the learner has to know what the native speech sounds are. 
Due to different sizes and morphologies of adult and infant vocal tracts (as 
well as differences between adult speakers themselves, such as the mother’s 
and father’s voices) the infant cannot produce acoustically similar speech 
sounds to those of the parents. This is often referred to as the normalization 
problem, referring to the listeners’ need to somehow ‘normalize’ different 
voices before different speech sounds can be compared with each other. With-
out assuming that a learner would have some innate normalization mecha-
nism, the learner cannot just store an acoustic sample of a speech sound spo-
ken by a caregiver, and keep on practicing until the same acoustic pattern is 
produced through trial and error. Due to evidence reviewed in more detail be-
low, it appears that the normalization and imitation abilities have to be 
learned through interaction with caregivers. 

To conclude from above, human infants manage to learn robust speech per-
ception and production despite large amounts of variability and uncertainty in 
the still developing and growing articulatory apparatus, in the perceived 
speech signals, and in the environment. The research during recent decades 
has suggested and showed the existence of statistical learning mechanisms 
(See section 3.1. later) that help to cope with the complicated learning envi-
ronments though the details of how these mechanisms function and the extent 
of speech-learning-related problems they are able to solve still remain largely 
unknown. Given this background, the aim of this thesis is to study the power of 
statistical learning mechanisms in speech-related tasks: learning the articula-
tion of native speech sounds, learning phoneme recognition, learning of word-
referent pairs, and learning of word segmentation. In all the tasks the learning 
situations are corrupted with natural ambiguity, but the computational exper-
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iments presented suggest that the ambiguity can be dealt with by proper use of 
statistical associative learning methods. 
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3. Behavioural studies of infant speech 
acquisition 

This chapter introduces the main findings of behavioural studies of infant 
speech acquisition and helps to motivate the research questions that are dis-
cussed in the publications presented in this thesis. Since the publications I-III 
of this thesis focus on learning the articulatory gestures, imitation, and percep-
tion of native speech sounds, subsections 3.1. and 3.2., focus on behavioural 
findings on these topics. Section 3.3. describes infant word learning from 
heard speech and is related to publications IV and V. Publication VI introduces 
an algorithm for word-meaning mapping learning, and behavioural studies on 
this topic are discussed in section 3.4. 

3.1 Learning of phonetic perception 

The speech perception abilities of infants follow generic patterns across lan-
guages. At about 6 months of age infants are able to discriminate between 
phonetic contrasts across all languages, but soon afterwards adapt to the con-
trasts present in the native language and lose the ability to discriminate be-
tween non-native contrasts towards the end of the first year (Werker & Tees, 
1984). For example, Japanese infants lose the ability to distinguish between 
English phonemes /r/ and /l/, because in Japanese they are not contrasting 
phonemes (Kuhl, Stevens, Hayashi, Deguchi, Kiritani & Iverson, 2006). 

Statistical learning appears to take place when learning phonetic categories 
from speech signals alone (i.e. when category information for contrasting 
speech sounds is not available):  infants are able to utilize distributional char-
acteristics of speech sounds in their native language to learn about meaningful 
phonetic contrasts (Maye, Werker and Gerken, 2002). However, cross-modal 
information, such as discrimination of phonemes suggested by concurrently 
occurring visual or lexical contrasts is seen to affect categorization as well. Vis-
ual information providing a contrasting cue for otherwise indiscriminable 
phonetic contrasts affects the learning of phonetic discrimination (see Yeung & 
Werker, 2009; Teinonen, Aslin, Alku, Csibra, 2008). Thiessen (2007) showed 
lexically aided discrimination learning in that a /d/-/t/ phonetic contrast was 
learned better when habituated with dissimilar words ‘dawbow’ and ‘tawgoo’ 
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(each with their own differing visual referent) rather than with similar words 
‘dawgoo’ and ‘tawgoo’ (again with differing visual referents). Feldman, Myers, 
White, Griffiths and Morgan (2013) showed that adults and 8-month-olds use 
word-level information to learn phonetic contrasts also without having access 
to visual referents. Learning a small vowel contrast was easier when the differ-
ent vowels occurred in words that were non-minimal pairs than in the case of 
minimal pairs (i.e. gutah-litaw vs. gutah-gutaw, when the task was to learn 
the contrast between vowels ɑ [ah] and ɔ [aw]). When learning about phonetic 
categories, infants thus seem to interpret similar (word) patterns as belonging 
to the same category and generalize over their phonetic units, whereas diffe-
rent sounding patterns encourage separation of its phonetic parts into their 
own categories. 

One question that keeps on puzzling speech researchers is whether there is 
some basic unit of speech perception that helps listeners to abstract speech 
signals into these units, and to map them into their lexical meanings, rather 
than an amount of stored episodic traces of words (see e.g. Hawkins, 2003). 
Evidence for the existence of such units comes, for example, from research 
where listeners learn alternative acoustic representations for a given phoneme 
in an exposure phase, and the effect is seen to generalize to new words in the 
test phase. For example, in McQueen, Cutler, and Norris (2006) an ambiguous 
speech sound consistently replaces a certain phoneme in a training set, i.e. an 
ambiguous fricative [?] replaces the last fricative [f] of the Dutch word witlof. 
During testing, participants tend to interpret the ambiguous sound as [f] in a 
new set of words. When trained with the same ambiguous sound replacing [s] 
in words such as naaldbos, participants tend to interpret [?] as [s] during tes-
ting. Participants thus seem to have a prelexical unit representing these frica-
tives and the unit is adjusted based on training samples. 

The exact characteristics of such a unit of perception are not known. Eviden-
ce exists that a linguistically motivated phoneme is not a universal unit of per-
ception. For example Mitterer, Scharenborg and McQueen (2013) show that 
biasing the perception of one allophone (i.e. variant of a phoneme) of partici-
pants does not necessarily generalize to other allophones of the same phone-
me. Thus, in some cases, a context sensitive sub-word unit may be closer to the 
’true’ perceptual unit (see also Reinisch, Wozny, Mitterer & Holt, 2014). Addi-
tionally, there is evidence that phonological awareness (measured as the ability 
to segment words into sounds, or judging if two words include the same 
sound, for example) is affected by acquiring literacy (see Anthony & Francis, 
2005, for a review).  

Majorano, Vihman and DePaolis (2014) showed that also infants’ speech 
production experience affects their speech perception. Infants’ looking time at 
non-words including consonants from one of the four possible groups (p/b, 
t/d, k/g, f/v) did not show a preference for any consonant group around the 
age of 6 months. As soon as infants developed vocal motor schemes (VMS, i.e. 
frequent and stable consonants used by infants), their preferences changed. 
Infants with one VMS looked longer at non-words including the consonants 
corresponding to their own VMS, whereas infants with more than one VMS 
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looked longer at words with the other consonants. Infants thus seem to filter 
heard speech based on their own vocal production knowledge (see also Vi-
hman, 1993). 

Based on the evidence reviewed above, although speech perception is seen to 
reorganize based on distributional acoustic information alone, the perceptual 
units are shaped by information coming from outside the heard speech as well. 
Rather than learning categories for any contrasting speech sounds, the phonet-
ic learning mechanism seems to be tuned to learn meaningful contrasts, where 
the meaning can be conveyed through information available through other 
modalities. Such learning calls for associative statistical learning mechanisms 
capable of combining information across modalities. Publication III of this 
thesis suggests that auditory categorization of speech sounds into perceptual 
categories, but not necessarily into phonemes, may be necessary for phonetic 
learning based on babble-response type exposure. 

3.2 Early vocal learning 

From early after birth, infants start vocalizing sounds that do not resemble 
sounds of the native language. The vocalic abilities develop from quasivocalic 
sounds to clear vowels between one and eight months of age, reaching the ca-
nonical babbling stage around 5–10 months of age, and variegated babbling 
from 10–11 months on. Canonical babbling consists of repeated consonant-
vowel productions such as ‘bababa’ whereas variegated babbling consists of 
varying consonants and vowels. These basic patterns of infant vocal develop-
ment are reported for example in the works of Kuhl and Meltzoff (1996) and 
Oller (2000). Interestingly, babbling is not only limited to the vocal modality, 
but deaf children exposed to a signed language babble manually speaking for 
the domain generality of the particular language development mechanism (see 
e.g. Petitto & Marentette, 1991). 

The first words are produced at approximately 12 months of age, and their 
phonetic forms follow the speech sounds produced in late babble (see e.g. Vi-
hman, 2017; Vihman, Macken, Miller, Simmons & Miller, 1985). The onset of 
babble is also a significant predictor for the age of producing the first words 
(McGillion et al., 2016). Babble is thus often thought to be a sort of ‘practice’ 
towards word use. However, even with a sufficient phonetic repertoire in order 
to produce some words, infants do not start to use these words immediately, 
but possibly require practice and feedback from caregivers to help the infants 
to understand the communicative aspect of word use (McGillion et al., 2016; 
Vihman, 2017). 

Fine motoric control of infant speech articulation takes years to develop, and 
childrens’ articulations show a large amount of variability (e.g. Sharkey & 
Folkins, 1985; Goffman & Smith, 1999; Smith & Zelaznik, 2004). Feedback 
from caregivers has been shown to affect the development of infant vocal pro-
duction. In a study by Goldstein and Schwade (2008), when parents respond-
ed to infants’ vocalizations with moving closer, smiling, touching, and speak-
ing either vowels or words, infants’ vocalizations were seen to develop towards 
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the heard phonological structures, i.e. consonant-vowel-structured syllables, 
and resonant vowel sounds (but not phonetic content, i.e. the particular pho-
nemes spoken by the parents were not imitated). The phonological develop-
ment did not happen in a control group, where the parental responses were 
not synchronized with the infants’ vocalizations. Gros-Louis, West, Goldstein 
and King (2006) showed that mothers provide a great amount of contingent 
vocal responses to infant vocalizations, and that the quality of the mothers’ 
vocal responses depends on the quality of the infant babbles. Infants and their 
parents seem to be thus involved in some sort of a ‘loop of learning’, where the 
parents expect more advanced babble than what they are accustomed to from 
their child, and keep on reinforcing the ever-increasing babbling qualities. 

An increasing amount of behavioural evidence also suggests that infants 
cannot imitate speech produced by others without learning to do so (Pawlby, 
1977; Kokkinaki & Kugiumutzakis, 2000; Kokkinaki & Vitalaki, 2013; Jones, 
2009). The lack of imitation by infants during the first year could be due to the 
lack of the ability to match the acoustic outcomes of adult speech into their 
own articulatory gestures. Even if the infant were aware of the acoustic out-
comes of its own articulatory babbling, the acoustic characteristics of the par-
ents’ speech do not match with the acoustic characteristics of the infant’s 
speech due to differences in vocal tract sizes and morphologies (the normaliza-
tion problem). 

Imitative feedback by caregivers/peers may offer a solution to how infants 
learn to imitate speech. Several studies show that parents imitate their chil-
dren’s vocalizations significantly more than vice versa (Pawlby, 1977; Kokkina-
ki & Kugiumutzakis, 2000; Kokkinaki & Vitalaki, 2013; Masur & Rodemaker, 
1999). It appears that 60-80 % of vocal imitations during the first year of in-
fants’ lives are initialized by the infant and imitated by the parent (see also 
publication III, for a review). Pawlby (1977) concludes that: ‘Paradoxically our 
study suggests that the whole process by which the infant comes to imitate his 
mother in a clearly intentional way is rooted in the initial readiness of the 
mother to imitate her infant.’ (p. 220). Associating infants’ babbles to the imi-
tative responses by caregivers may provide important correspondence infor-
mation on which babbles correspond to which speech sounds produced by the 
parent and thus help to solve the normalization problem (e.g. Yoshikawa, Ko-
ga, Asada & Hosoda, 2003). 

Central to this thesis, it is also well known that parental responses can be ex-
pansions (such as response ‘ball’ after the infant babbled ‘ba’; see Tamis-
LeMonda, Bornstein & Baumwell, 2001) rather than exact imitations of the 
infant vocalization. Gros-Louis et al. (2014) mention that: ‘Imitations rarely 
took the form of imitating the sound that the infant made, but more often 
involved the mother modeling the word that the sound approximated and 
expanding on it (e.g., if the infant uttered ‘da-da-da,’ the mother would say 
‘Da-da is working. I am ma-ma.’)’ (p. 392). Also, Vigil, Hodges, and Glee 
(2005) report 1.21 imitations and 8.37 expansions in a 10 minute session with 
two-year old children. In these cases the babble and the response do not have 
exactly the same content, and thus memorizing individual babble-response 
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pairings may not suffice for learning speech imitation. Learning of the corre-
spondences between infant vocalizations and the caregiver’s speech sounds 
from such pairings, where the caregiver’s response includes some speech 
sounds vocalized by the infant but also additional non-matching sounds, calls 
for some kind of learning mechanism capable of handling the stochastic nature 
of the stimulus-response pairings, e.g., such as the statistical learning mecha-
nism investigated in all of the publications of this thesis. 

Such a method of phonetic learning would be in line with generalist theories 
of imitation learning in general (not only speech, but also gestures etc.), where 
the capability of imitating any action is enabled due to general learning and 
motor control mechanisms, rather than being innate (Brass & Heyes, 2005). 
The Associative Sequence Learning model (Heyes & Ray, 2000) states that 
imitation is learned when a general associative learning mechanism associates 
the perception of someone else’s actions in the motor commands of the learn-
er. The theory is supported by findings that learning affects the strength of 
motor activations when people observe actions (Brass & Heyes, 2005). An al-
ternative theory that imitation abilities are innate started with a study by Melt-
zoff and Moore (1977) that claimed that neonates are able to imitate facial ges-
tures such as tongue protrusion, mouth opening, and lip protrusion. The valid-
ity of these results have been widely questioned (Anisfeld, 1996; Jones, 2006 
and references therein), and a recent comprehensive study considering 11 ges-
tures and 106 infants at ages of 1, 3, 6 and 9 weeks found no evidence that in-
fants were imitating the specific gesture model they were shown (Oostenbroek, 
et al., 2016). 

Is imitation by other people then the only way infants can learn to produce 
native speech sounds? While it has been shown that parents do commonly 
imitate their children and that interaction with parents can shape babbling 
(see above), the necessity of imitative interaction is harder to study. Schiff 
(1979, as cited in Sachs, Bard, and Johnson, 1981) studied the children of deaf 
parents and found that their spoken language developed normally when they 
had 5 or more hours per week of interaction with hearing speakers. Thus, a 
relatively small amount of interaction seems to be sufficient for normal lan-
guage development. However, a rare case study of Sachs, Bard and Johnson 
(1981) indicates that a very small amount of interaction with speakers and be-
ing exposed to language only via television is not enough for normal spoken 
language development. Also, live social interaction seems to be a requirement 
for development of perception of foreign languages (Kuhl, Tsao, Liu, 2013). 
Additionally, several computational studies are beginning to reveal possible 
mechanisms that allow the learning of native phonemes based on associative 
learning (see section 4.4 of this thesis). If interaction and associative learning 
make phonetic learning possible in ontogeny, innate mechanisms specialized 
in vocalic imitation or speaker normalization may not be necessary.  
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3.3 Word learning 

Infants begin to understand common words in their native language at the 
age of 6 to 9 months old (Benedict, 1979; Bergelson & Swingley, 2015) and 
their receptive vocabulary (recognized words) is known to develop faster than 
productive vocabulary (produced words) (Benedict, 1979). It is currently not 
known what mechanisms children use in order to learn word forms from heard 
speech streams. From speech directed to infants, the proportion of one-word 
utterances (excluding filler words such as ‘yes’, ‘no’, ‘hm’, ‘oh’) is only about 7–
9% of all speech (van de Weijer, 1998; Brent & Siskind, 2001), indicating that 
infants are mostly exposed to words as parts of longer continuous utterances. 
However, the study of Brent and Siskind (2001) shows that a large proportion 
of infants’ first produced words were spoken to them in isolation. Brent and 
Siskind (2001) conclude that while hearing words in isolation helps to develop 
an initial small vocabulary and possibly aids in segmenting adjacent words in 
utterances, it is probably not an essential requirement for word acquisition. 
This is due to the evidence that word segmentation from continuous speech 
may be possible based on statistical patterns in speech signals. 

Infants have been shown to memorize frequently occurring sound patterns 
(usually corresponding to words) based only on exposure to ambient speech. 
Jusczyk & Aslin (1995) showed that when 7.5 month-old infants were familiar-
ized with word lists, they later looked longer at story passages containing fa-
miliar words than unfamiliar words. Also, if the infants were familiarized with 
the passages and tested on the word lists, they looked longer at the familiar 
words. These results show that young children are able to use statistical learn-
ing to discover frequently occurring word forms from continuous speech.  

Saffran, Aslin and Newport (1996) have shown that transitional probabilities 
between syllables can be learned and used by infants in order to segment 
words. They familiarized 8-month-olds with continuous streams of synthe-
sized speech consisting of artificial three-syllabic words such as bidagu or 
badoti. The transition probabilities between syllables between words (e.g. be-
tween gu and ba) were designed to be 0.33 whereas transition probabilities 
between syllables inside words (i.e. between da and gu) were set to 1.00. After 
just 2 minutes of familiarization streams, infants were able to discriminate 
between non-words and words in subsequent test trials. A follow-up study 
confirmed that infants indeed used transitional probabilities instead of joint 
probabilities of words in segmentation (Aslin, Saffran & Newport, 1998).  

In order to test if the short statistical learning laboratory experiments are vi-
able methods for real large-scale word acquisition, and not just short-term 
effects, Frank, Tenenbaum and Gibson (2013) performed a study where adults 
listened to a large amount of an artificial language stream for approximately 10 
days for one hour per day. Adults were shown to discover word patterns based 
on the speech stream alone, and retain the learned words for years. Such a 
study has not yet been conducted on infants and it remains unclear if infants 
can learn and retain a long-term vocabulary from speech streams alone. Cau-
tion has to be taken when evaluating if large robust vocabularies can be 
learned from statistical speech analysis alone: Adults’ performance may have 
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been facilitated by already developed phonetic coding, making statistical learn-
ing between well-defined phonetic units easier than between more variable 
speech sounds whose categorization is still unclear. For infants, learning of the 
phonetic representations themselves is possibly dependent on word learning 
(see, e.g. Feldman, Myers, White, Griffiths and Morgan, 2013). Thus, infants 
may require additional information, such as interaction or contextual cues, in 
order to derive and retain a vocabulary from continuous speech streams. 

The early word forms learned by infants are detailed considering the phonet-
ic information – even if only one phonetic feature of the familiarized words 
was changed in the test set of Jusczyk & Aslin (1995) (e.g. familiarized with 
‘gike’, tested with ‘bike’), infants no longer preferred the familiarized word 
forms. Houston and Jusczyk (2000) additionally showed that 7.5 month-olds 
familiarized with isolated words spoken by one speaker were not able to gen-
eralize these words to a speaker of the opposite sex. Generalization ability 
arose by the age of 10.5 months. Young infants’ word representations are thus 
also specific to some speaker-dependent indexical properties. Stager and 
Werker (1997) showed that 8-month-old infants notice a fine phonetic differ-
ence between bih and dih in an experiment where they are habituated with 
non-words co-occurring with visual images, whereas 14-month-olds fail to 
notice the difference. They hypothesize that older infants aim at learning a 
word-meaning pair, thus ignoring detailed phonetic information, whereas 
younger infants do not aim at learning the word meaning but only pay atten-
tion to the phonetic detail. Similarly, Hallé and de Boysson-Bardies (1996) 
found that word representations of 11 month-olds are phonetically underspeci-
fied (less sensitive to phonetic change). It thus seems that as soon as infants 
begin to understand speech in terms of words as meaningful entities, they pay 
less attention to phonetic detail (see also Halle & Christia, 2012).   

Even though frequently occurring patterns may be learned from speech 
streams alone, speech is often accompanied with related visual cues that may 
help to constrain and aid with the word segmentation task (see, Räsänen & 
Rasilo, 2015; François, Cunillera, Garcia, Laine, & Rodriguez-Fornells, 2016). 
Cunillera, Càmara, Laine and Rodríguez-Fornells (2010a) showed that contig-
uous visual information presented with an artificial speech stream helped 
adults to segment words from the stream. Cunillera, Laine, Càmara and 
Rodríguez-Fornells (2010b) showed that adults learn word meanings and 
word segmentation simultaneously from these audio-visual speech streams, 
and performance is better when the images are of meaningful (known) objects 
than when they are meaningless images. Shukla, White and Aslin (2011) 
showed that 6-month-old infants were able to learn word forms and their 
meanings simultaneously from continuous speech, but only when the words 
were aligned with an intonational phrase (i.e. in addition to transition proba-
bilities there was a prosodic cue for the location of the word). Concurrent in-
formation on possible word meanings may thus help even young infants to 
extract word forms from acoustic speech – an aspect that has been studied in 
publications IV and V of this thesis. 
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3.4 Learning of word-to-meaning mappings 

Another necessary task in language acquisition is the learning of meanings 
for acoustic word patterns. Word meanings are thought to be learned when 
infants hear words that are somehow related to the environment and learn to 
associate certain words with certain aspects/objects of the environment (e.g. 
Bloom, 2001). Learning situations are often ambiguous so that several possible 
meanings and words can be present simultaneously, i.e. one learning scenario 
is not enough to learn the correct word-meaning pairings. Learning occurs 
across several such situations, and thus is often called cross-situational learn-
ing (XSL, see Pinker, 1989).  

In behavioural XSL experiments, spoken words are often presented sequen-
tially with clear temporal gaps between them, and each learning trial typically 
consists of multiple spoken words and multiple objects that play the role of 
possible word meanings. The participant’s task is to learn correct word-object 
pairings. Observing several ambiguous trials gradually results in learning of 
statistically likely word-meaning pairs. Adults, infants (12 and 14 month-olds), 
and children have been shown to be able to use cross-situational statistics to 
learn word-meaning pairs (Yu & Smith, 2007; Smith & Yu, 2008; Suanda, 
Mugwanya & Namy, 2014). Infants younger than 12 months were not found to 
learn object-word pairings in such brief laboratory experiments (Werker, Co-
hen, Lloyd, Casasola & Stager, 1998). In behavioural experiments testing in-
fant XSL skills, learning patterns can be observed by tracking their eye-gaze 
and looking times during the training and testing trials (e.g. Smith & Yu, 
2008). See Figure 3 for an illustration of a possible cross-situational learning 
scenario. 

 

 

Figure 3. An example of two trials of a cross-situational learning experiment. After the first trial, 
the learner cannot learn correct referents for either of the words. After the second trial, a 
strong hypothesis for the correct referent for the word ‘cup’ can be made based on statisti-
cal association of objects to words. 

  
Yu and Smith (2012) showed that two alternative main theories of cross-

situational learning, the so-called hypothesis testing model and the associative 
learning model can both come close to human performance observed in the 
behavioural experiments of Yu and Smith (2007) if their learning parameters 
are adjusted properly. According to the hypothesis testing model, the learner is 
assumed to make hypotheses on correct word-meaning pairs based on seen 
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trials, and either confirm or reject hypotheses based on new trials (see e.g. 
Siskind, 2006; Xu & Tenenbaum, 2007; Medina, Snedeker, Trueswell and 
Gleitman, 2011; Trueswell, Medina, Hafri, Gleitman, 2013). According to the 
associative learning model, learners simply count co-occurrence statistics over 
all trials and use this information when selecting most likely referents for each 
word during test trials. 

The possible variables affecting human performance in XSL tasks include in-
formation selection (how many word-referent pairs participants can pay atten-
tion to per trial), familiarity bias, novelty bias, mutual exclusivity and different 
techniques of making decisions in the testing phase (e.g. probabilistic selection 
vs. strongest association) (Yu & Smith, 2012). Learning of new word-meaning 
pairs may be facilitated by the mutual exclusivity (ME) principle: if children 
are presented with a novel word and a novel and a known object, they show the 
ability to map the novel word to the novel object (Markman & Wachtel, 1988). 
This ability has been shown from children of 15-17 month old onwards 
(Markman, Wasow & Hansen, 2003). However, children are also able to learn 
synonyms and homonyms, so the ME principle can be overruled and should be 
taken only as a bias (see Nelson, 1988; Kachergis, Yu & Shiffrin, 2012). Ka-
chergis, Yu and Shiffrin (2016) systematically studied three factors in XSL 
tasks: word-referent frequency (how many times a correct pairing is seen), 
within-trial ambiguity (how many words and objects are seen per trial) and 
contextual diversity (when a given word-referent pairing is seen, how much 
variation is there in the concurrently seen other pairings across trials). The 
results showed interactions between the variables, but the general implications 
were that learning was improved if (keeping the two other variables constant) 
word-referent frequency was increased, within-trial ambiguity was decreased, 
or contextual diversity was increased. Also memory constraints may affect 
learning. For example Vlach and Johnson (2012) have found that 16-month-
old infants were able to learn word-referent mappings when the pairs were 
presented in close proximity to each other, but not when they were interleaved 
throughout the training trials. 20-month-olds were able to learn in both condi-
tions. 

Publication VI of this thesis aims at replicating human performance in be-
havioural cross-situational learning tasks of varying complexity presented by 
Yurovsky, Yu and Smith (2013) and Yu and Smith (2007). The computational 
model is able to hypothesize the existence of some variables that human par-
ticipants use in such XSL tasks. However, it has to be noted that when com-
pared to realistic human word-to-meaning learning, such cross-situational 
learning tasks are very limited – the learner has to induce word meanings 
without access to feedback, error correction, manual pointing at objects, or 
other natural phenomena that occur in real learning environments, possibly 
helping the learner. Behavioral and computational models of such limited XSL 
learning may bring about important information about mechanisms that hu-
mans use in such inductive tasks, but also more interactive agent-based word 
learning scenarios, or so-called language games have been introduced (e.g. 
Steels, 2003), but are out of the scope of this thesis. 
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3.5 Conclusions and the role of associative learning 

The above introduction to the main aspects of infant speech acquisition has 
introduced the complicated nature of the speech learning process, but also 
revealed a multitude of cross-modal cues that may help to solve the individual 
speech learning tasks. We have seen that parental reactions and vocal respons-
es shape infant vocal production and imitation ability, while visual and lexical 
information, as well as vocal production experience are seen to affect the 
learning of phonetic perception. Moreover, concurrent visual information is 
seen to help when extracting word patterns from continuous speech signals.  

Infant word learning appears to be a holistic task, where information from 
several domains is integrated to form a robust representation of speech that 
serves all aspects, from production and recognition to the referential meaning 
in the surrounding environment. The findings from word and speech learning 
studies in general seem to consistently emphasise the practicality of speech. 
For example, learning word forms from speech signals alone has little practical 
use for an infant without relating the word forms with some real-life meanings 
(Räsänen & Rasilo, 2015). When learning to recognize words robustly, it is 
practical to ignore small, otherwise perceivable, differences between similar 
speech sounds, when they evidently play the same role within a single word 
(Stager and Werker, 1997; Hallé & de Boysson-Bardies, 1996). Phonetic learn-
ing is thus probably at least partly dependent on word or meaning acquisition 
(see also ter Schure, Junge & Boersma, 2016). Also, when the infant realizes 
that words can also be produced, it may become beneficial to start evaluating 
heard word forms through production knowledge (Majorano, Vihman and 
DePaolis, 2014). Thus, the fact that phonetic categories have to be also robust-
ly produced (articulated) may bring additional constraints to the cognitive 
representations of phonetic categories. 

In order to find such relations between signals of different modalities, asso-
ciative or statistical learning across the modalities is needed. Most often the 
relations between these signals are ambiguous and thus just learning pairs of 
individual occurrences in two modalities is not possible. The cross-situational 
learning hypothesis, known mostly from word-referent learning to overcome 
referential ambiguity, can thus be generalized into several aspects of speech 
learning: in this thesis, it is generalized into speech production learning, 
acoustic pattern acquisition, and learning of word-referent mappings. Ambig-
uous parental responses (i.e. expansions) to babble can be associated with the 
babbled sounds and correct pairings are found across several trials. Ambigu-
ous acoustic utterances given a set of word meanings can be associated across 
trials, resulting in correct acoustic word models for each meaning. Finally, 
ambiguous sets of word meanings and words can be associated across trials to 
find correct word-meaning pairs. The success of a cross-modal associative sta-
tistical learning mechanism in these three tasks indicates that the learning 
environment may offer the necessary cues for the infant to converge into a 
functioning language system without the need for innate adaptations for each 
task. The next chapter introduces computational models that have been previ-
ously used in order to provide solutions to the speech tasks at hand. 
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4. Computational models of speech ac-
quisition 

In addition to behavioural and theoretical models of language acquisition, 
computational modelling has been used to investigate candidate processes 
underlying language acquisition in more detail. Such models can be used in 
evaluating hypotheses about learning processes, to show what can be learned 
from certain data with a certain learning mechanism and make predictions 
about behaviour in further experimental research, assuming that analogous 
mechanisms operate in real human learners. 

In this section, a number of previous computational studies on several 
speech learning tasks central to this thesis are reviewed.  The main findings of 
past research are reviewed, as well as their relation to the publications includ-
ed in the thesis. 

4.1 Computational models of learning phonetic categories from 
speech signals 

Computational models of phonetic learning have been used to automatically 
segment speech into phoneme-like units, as well as to label these segments 
into phonetic categories. Unsupervised computational algorithms aimed at 
segmenting continuous speech into phonemes have thus far reached about 70-
85% accuracy in finding phoneme boundaries within 20-ms distance from 
manually annotated boundaries (Räsänen, 2012; Scharenborg, Wan & Ernes-
tus, 2010). The performance is significantly worse when compared to the 
boundaries found by manual phonetic annotation performed by humans. For 
example, in a study by Wesenick and Kipp (1996), 96% of human annotated 
phoneme boundaries lay within 20 ms of each other in an annotation task for 
German speech. Supervised phoneme segmentation models that use phonetic 
transcriptions of the training speech data reach close to human segmentation 
performance (Toledano, Gómez & Grande, 2003). Although supervised meth-
ods have been shown to perform well in specified tasks, they may not tell us 
much about the cognitive mechanisms of speech learning where detailed su-
pervision information, such as phonetic transcriptions, is not readily available 
for speech learning humans. 
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Some computational algorithms aim at grouping pre-segmented speech 
sounds together in linguistically motivated phonetic categories. This task is 
complicated by the vast variability between different realizations of the same 
phoneme, depending on the speaker, speaking rate and phonemic context for 
example. Many algorithms in this field use simplified representations of 
speech, when compared to continuous spoken utterances. For example, De 
Boer and Kuhl (2003) have used the Expectation-Maximization (EM) algo-
rithm to automatically cluster vowels from infant and adult directed speech, 
showing that infant-directed speech might lead to easier vowel category learn-
ing. However, vowels were first isolated from continuous speech and the mod-
el was given the number of vowels to be learned beforehand, reducing the cog-
nitive plausibility of the learning model. Likewise, the unsupervised computa-
tional vowel discovery algorithm by Vallabha, McClelland, Pons, Werker and 
Amano (2007) has been shown to find vowel categories for English and Japa-
nese (/I, i, ε, e/ and /i, iː, e, eː/ correspondingly) from infant-directed speech, 
though its training data (50,000 individual vowel samples, following the sta-
tistical properties of vowel segments separated from stable portions of contin-
uous speech) can hardly be called cognitively plausible. Human infants are 
normally exposed to continuous speech (utterances or words), and estimating 
possible vowel locations reliably is a difficult task in itself due to the absence of 
unanimous cues to boundaries of linguistic units such as phones or words. 

As discussed in Chapter 3, there is experimental evidence that the phoneme 
might not be the basic unit of human perception (Mitterer, Scharenborg & 
McQueen, 2013). The task of automatic segmentation of phonemes and label-
ling them into linguistically defined phoneme categories based on some simi-
larity measure and without a priori knowledge of the category characteristics 
may thus be too difficult a task for even humans to perform. The computa-
tional unsupervised method of sub-word unit learning from continuous speech 
of Varadarajan, Khudanpur and Dupoux (2008), is seen to discover units that 
resemble allophones, i.e. context-dependent phonemes. The model is based on 
iterative splitting and merging of an initial one-state HMM towards an optimal 
multi-state topology. In order to use the resulting states in phoneme recogni-
tion, an additional supervised phase to train a state-to-phoneme transducer is 
needed, leading to over 85% speaker-dependent phoneme recognition accura-
cy. Similarly, a recent nonparametric Bayesian model by Lee and Glass (2012) 
simultaneously segments speech, discovers a set of sub-word units, and learns 
HMMs for the discovered units. The discovered units are seen to correlate with 
English phones and were shown to adapt towards the language used in train-
ing. However, in a phone segmentation task, only a 76.3% segmentation score 
is achieved when compared to manual annotation on the TIMIT database. 

The above studies suggest that computational algorithms that are trained 
without category information may not achieve high accuracy in phoneme cate-
gorization or phonetic segmentation. However, as discussed in Chapter 3, even 
humans may not naturally perceive phonemes as fundamental units of speech 
– the ability to annotate phonemes does not mean that we perceive phonemes 
as units when perceiving speech, but may rather be learned with supervision 
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information from various other modalities, such as articulation (Majorano, 
Vihman and DePaolis, 2014), lexicon (Thiessen, 2007) or literacy (Anthony & 
Francis, 2005). The learning of perceptual (but not necessarily phonetic) units 
is touched upon in the publication III of this thesis, where the acoustic percep-
tual categories of a learning infant are seen to adapt based on interaction with 
its caregiver as well as articulatory success in repeating the intended category. 

4.2 Computational models of word learning 

Computational algorithms of word learning from continuous speech utteranc-
es can be roughly divided in two main categories: algorithms that are fully un-
supervised and do not use any grounding information (only speech utterances 
are available for learning, i.e. no word meanings or possible word labels), and 
algorithms that use grounding information, such as an unordered set of word 
labels corresponding to some words in any given utterance (Räsänen, 2012). 
Several studies have focused on unsupervised word learning from transcribed 
speech, based on phonemic (e.g. Brent, 1999) or syllabic transcriptions (e.g. 
Frank, Goldwater, Griffiths & Tenenbaum, 2010). Although these studies can 
be used to evaluate hypotheses about the mechanisms that adults use when 
segmenting words out of artificial sentences, they may not be generalizable to 
infant word learning since the acquisition of robust phonetic categories is un-
likely to develop before word comprehension (Swingley, 2009; Feldman, My-
ers, White, Griffiths and Morgan, 2013). 

Unsupervised algorithms, aiming to cluster words occurring in continuous, 
untranscribed speech into correct categories, generally require storing of nu-
merous utterances and processing data in batch mode, and a series of opti-
mized hyperparameter values, such as thresholds for pattern similarity, in or-
der to optimize performance (e.g. Oates, 2002; Park and Glass, 2006; 
Räsänen, 2011; Räsänen, Doyle & Frank 2015; Kamper, Jansen & Goldwater, 
2017; see also the incremental models of McInnes and Goldwater, 2011 and 
Muscariello, Gravier & Bimbot, 2009 and the review of Räsänen, 2012). These 
models also often converge onto frequently occurring sequences of words, such 
as ‘doyousee’, since grounding information does not impose a separate mean-
ing for different constituent words. Although providing interesting solutions 
for technological applications, these algorithms may not be cognitively plausi-
ble models of how real infants learn words.  It is unlikely that infants are able 
to store detailed speech for batch processing and thus online (or incremental) 
models are more cognitively plausible. Also, since (weak) grounding infor-
mation (e.g. word meanings) is generally available in the learning environ-
ments of infants, it can be used to provide weak supervision in real-world word 
learning tasks (e.g. Shukla, White & Aslin, 2011; Räsänen & Rasilo, 2015; 
Cunillera et al. 2010a). 

Computational algorithms for such weakly supervised word discovery tasks 
use grounding information to help learning of word models from continuous 
speech utterances. Usually utterances are accompanied with a set of meanings 
or word labels that correspond to some words in the utterance, but they are 
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not ordered or aligned to the speech signal. For example, an utterance ‘Here is 
a sad cookie and an eagle’ may be accompanied with tags related to words 
{‘sad’, ‘eagle’ and ‘cookie’} that simulates the visual information available to a 
child hearing the utterance (example, from the Caregiver corpus, Altosaar et 
al., 2010). The labelled words will be called keywords in this thesis. Every ut-
terance is thus ambiguous towards its labelling, and several utterance-label 
pairs are needed to statistically learn acoustic models for words. Non-negative 
Matrix Factorization (NMF) has been successfully used in such weakly super-
vised word recognition tasks in both batch (e.g. Van hamme, 2008; Driesen 
2012) and incremental mode (Driesen, 2012; Versteegh, Ten Bosch & Boves, 
2010). However, one drawback of NMF is that it does not readily provide 
speech segmentation or keyword locations on novel utterances, but only pro-
vides a hypothesis about which keywords exist in a given utterance (even 
though a sliding window decoder (Van hamme, 2008) or time-coded NMF 
(Van hamme, 2012) have been introduced as possible methods to detect word 
locations during recognition, but have not been extensively evaluated in their 
performance). In contrast, another weakly supervised word learning algorithm 
by Räsänen and Laine (2012), the Concept Matrix (CM) algorithm, is able to 
detect also word locations. The algorithm gathers statistics about transitions 
between acoustic elements of speech, and thus performs transitional probabil-
ity analysis. CM is an incremental algorithm, since transition frequencies can 
be accumulated by analysing training utterances one at a time. 

Based on the above studies, making use of the weak labelling of utterances in 
word discovery algorithms seems to lead to smaller word error rates than the 
completely unsupervised algorithms. When it comes to infant word acquisi-
tion, the weak labelling of utterances can be considered as a simplified simula-
tion of the concurrently available visual or contextual cues about word mean-
ings perceivable to the learning infant. Additionally, as infants are exposed 
gradually to novel utterances, incremental weakly supervised algorithms, such 
as the incremental version of NMF or CM, can be considered more cognitively 
plausible models of human infant learning than the unsupervised or batch 
algorithms. Since this thesis aims at introducing cognitively plausible algo-
rithms of infant speech acquisition, publications IV and V aim at improving 
the CM algorithm by introducing a new method of estimating word lengths 
and their segmentation in an incremental manner. 

4.3 Computational models of word-meaning acquisition 

The possible mechanisms that humans use in cross-situational isolated word-
meaning learning tasks have also been studied via computational modelling. 
When implementing computational models for simplified XSL tasks such as 
those by Yu and Smith (2007), it is easy to implement an ideal model capable 
of storing all co-occurrences of words and meanings, and thus outperforming 
human performance. However, in order to learn about human XSL mecha-
nisms, computational models should aim at replicating effects found in exper-
imental studies, such as those explained in section 3.4. of this thesis. 
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Similarly to the word discovery tasks above, XSL can be modelled in batch or 
incremental mode. Yu and Ballard (2007) and Frank, Goodman & Tenenbaum 
(2007) propose batch models that are able to learn some word-meaning pairs 
from transcribed real interaction data between children and their mothers.  
Although their batch processing method, which iterates several times over the 
training data, can be considered an approximation of incremental learning 
with a limited amount of data and variation, incremental XSL algorithms can 
be considered more cognitively plausible models of human learning. For in-
stance, Fazly, Alishahi and Stevenson (2010) implemented an incremental 
probabilistic cross-situational learning model that is robust against noise and 
ambiguity in the learning data and replicates effects found in human behav-
iour such as fast mapping (see e.g. Trueswell et al., 2013) as well as synonym 
and homonym learning. Kachergis, Yu and Shiffrin (2012) show in an experi-
mental and computational study the existence of a mutual exclusivity bias in 
early stages of learning, but a relaxation of that bias later in order to enable 
learning of homonyms or synonyms. 

Lately, Kachergis, Yu and Shiffrin (2016) showed that their model performed 
better than that of Fazly et al. (2010) or a hypothesis-testing model of Medina 
et al. (2011) in replicating the effects of within-trial ambiguity, contextual di-
versity, and word-referent frequency found in their own experimental study 
discussed earlier in section 3.4. Similarly, Yurovsky and Frank (2015) conduct-
ed an experimental study showing that participants gather statistical infor-
mation about several referents (when hearing a word paired with several refer-
ents), but also have a stronger bias for previously made word-referent hypoth-
eses. They also fit a computational model on the obtained experimental re-
sults, showing that implementing an exponential memory decay helps to repli-
cate the effect that a previously seen word-referent pairing is selected with less 
accuracy when the time interval between the two word-referent exposures 
grows. 

Taken together, cognitively plausible computational XSL models that are 
able to replicate findings of human behaviour can be used to test alternative or 
complementary learning mechanisms that play a role in human XSL learning. 
Publication VI of this thesis describes a novel incremental XSL model that rep-
licates accurately the behavioural results of Yu and Smith (2007) and Yurov-
sky, Yu and Smith (2013) and hypothesizes several mechanisms behind the 
behavioural observations. 

4.4 Computational models of articulatory-phonetic acquisition 

One of the first models to simulate the complete process of infant phonetic 
acquisition of speech is the HABLAR model of Markey (1997). The model seg-
ments speech automatically into phoneme-sized units, and learns motor con-
trol strategies to produce these units based on reinforcement learning. The 
model shows some developmental effects comparable to human learning. 
Guenther’s neural network model, DIVA (Guenther, 1995; Guenther & Vladu-
sich, 2012) learns the relation between auditory and somatosensory feedback 
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and motor commands in a babbling stage, and also replicates human speech 
phenomena such as speech rate effects and coarticulation. The model learns to 
imitate novel speech sounds by storing the target acoustic production and at-
tempting to imitate the acoustic target gradually with the help of error correct-
ing motor commands.  

Both of these models reveal possible mechanisms of human learning of 
speech motor control, but neither work addresses the speaker normalization 
problem directly. The speech that is used to train the HABLAR model is syn-
thesized and the reinforcement learning of motor control would suffer if the 
acoustic characteristics of the model and the heard adult speech sound do not 
match. For the same reason, the DIVA model may have difficulties in judging 
whether a produced speech sound is a match with the target speech sound. 
Additional information might thus be needed to inform the learner if the pro-
duced and intended sounds, although spectrally different, match in the pho-
netic sense. The same limitation can be observed in the neurocomputational 
models of Kröger, Kannampuzha and Neuschaefer-Rube (2009), where vowels 
to be imitated are matched to the vowel space of the vocal tract model. Direct 
spectral matching is possible also in the learning models of Westermann and 
Miranda (2004) and Murakami, Kröger, Birkholz and Triesch (2015). 

One of the first models to use imitative reactions by a peer in order to teach 
vowels to a vocalizing robot was implemented by Yoshikawa, Koga, Asada and 
Hosoda (2003). They used a physical vocal tract model producing vowel 
sounds that were interpreted and responded to by a Japanese speaker. They 
used a self-organizing map (or Kohonen map) (Kohonen, 1982) to learn con-
nections between an articulatory layer and an auditory layer of the robot, the 
latter of which is activated by the participant’s responses to the robot’s random 
articulations. When the robot imitates vowels spoken by the participant, a sub-
set of the articulations used in the learning phase are activated. If an addition-
al facility of articulation criteria is used, a smaller number of different articula-
tions are used to imitate specific vowel sounds, thus approaching one-to-one 
articulatory-to-acoustic mapping. 

A series of studies (e.g. Miura, Yoshikawa & Asada, 2007; Ishihara, Yoshika-
wa, Miura and Asada, 2008; Vaz, 2009) have followed the parental imitation 
hypothesis to approach the normalization problem, but have simplified real 
speech acquisition by providing the learner with a number of given vocal prim-
itives (e.g. the vowels do not have to be fully discovered by the learner), and 
parental imitations that consist of only the one vowel they heard the learner 
produce. Plummer (2012) maps caregiver’s and infant’s vowel productions 
together using a manifold alignment technique, but again equivalent vowel 
productions are manually selected from the caregiver’s and the infant’s syn-
thesized production data, simplifying real interactive situations. 

Similar limitations regarding vowel discovery are seen in the studies of 
Hörnstein (Hörnstein & Santos-Victor, 2007; Hörnstein, 2013; see publication 
III for a review), although real human speech is used as input to the infant. In 
the study of Hörnstein, Soares, Santos-Victor and Bernardino (2007), the 
learning infant babbles articulatory trajectories instead of static vowel sounds, 
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and is responded to by a human caregiver, but the babble and the response 
have to be manually time-aligned, thus limiting the robustness of the used 
methodology in real interactive learning agents. 

In the abovementioned studies, the caregivers are always imitating the learn-
ing infant with the same phonetic content, thus leaving no room for ambiguity 
in the parental responses that might make learning of babble-response pairs 
more complicated. As discussed in section 3.2, caregivers often respond to 
infant vocalizations using expansions rather than exact imitations. Anantha-
krishnan and Salvi (2011) have approached the speaker normalization problem 
by estimating a topological mapping between the infant and the adult acoustic 
domains based on more general statistical properties of the sounds produced. 
The optimal parameters of the mapping are estimated using caregiver rein-
forcement. However, the acoustic features to be mapped are produced by the 
same babbling procedure for the infant and the adult vocal tract, thus not fol-
lowing real infant speech behaviour, whose acoustic characteristics are very 
different from adult speech. 

The model of Miura, Yoshikawa and Asada (2008) allows for additional 
sounds in the caregiver’s responses and the infant then learns imitation detec-
tors in order to detect which of the heard sounds are actual imitations. The 
detectors are learned in a weakly supervised manner from human caregivers’ 
responses to the agent’s vowel productions. Vowels are produced from five 
vowel categories, each having three variants, thus leading to a total of 15 ‘vocal 
primitives’ having different probabilities to be imitated correctly by the care-
giver. Simulations show that depending on the nature of the caregivers’ re-
sponses, the probability of correct imitations and the number of iterations 
through the training data, the infant learns to detect imitations correctly with 
60-100% accuracy. The study provides a solution to weakly supervised vowel 
recognizer learning, but lacks the articulatory exploration component and 
simplifies the babbling procedure by readily providing a number of vocal prim-
itives. The importance of detecting imitations is also discussed in the simula-
tions of Hörnstein, Gustavsson, Santos-Victor and Lacerda (2008). 

In the work by Howard and Messum (2011, 2014) a vocal learning infant first 
discovers rewarding articulations in a babbling phase and is later responded to 
by human caregivers of different languages. The learner associates its syllabic 
motor patterns to the caregivers’ imitations and can later imitate approximate 
phonetic characteristics of words spoken by caregivers. The learner’s imitation 
performance has not been accurately evaluated based on the phonetic system 
of any particular language, but its imitation accuracy considering the general 
‘archiphoneme’ categories of all studied languages is in the order of 60% for 
vowels (five vowel categories) and 40% for consonants (18 categories) (see 
Appendix S2 of Howard & Messum, 2014). 

In conclusion, due to the large number of sources of variability in the real-
world phonetic acquisition process (such as the infants’ articulatory explora-
tion and still developing motor system; unmatching acoustic speech character-
istics of the learner and caregivers; phonetic variability in caregivers’ speech 
and only partially imitative responses of caregivers; as well as the long time 
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span of real infant phonetic learning), all simulations discussed have simpli-
fied the learning problem to some degree, but still provided plausible ways to 
deal with some sources of variability. In this thesis, publications I–III show the 
development of an associative learning model that aims to provide the most 
comprehensive and well-evaluated study of vowel acquisition to date that can 
deal with all the mentioned sources of ambiguity, and still learn to imitate 
eight Finnish vowel categories with 70-80% accuracy. 
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5. Summary of publications 

Publication I: Feedback and imitation by a caregiver guides a virtual 

infant to learn native phonemes and the skill of speech inversion 

 

This publication introduces a learning mechanism where a computational 
Learning Virtual Infant (LeVI) interacts with a computational caregiver (CG), 
and aims to learn to imitate all Finnish vowels and consonants, initially mas-
tered by the caregiver but not by LeVI. The learning happens in two sequential 
phases. First LeVI learns to produce Finnish phonemes on an articulatory ex-
ploration phase where random babbling is evaluated and reinforced by the 
caregiver. In the second phase, LeVI babbles the learned phonemes and the 
caregiver responds with a synthesized VCVC or CVCV (C=consonant, V=vowel) 
sequence consisting of the same phonemes that LeVI initially babbled. Based 
on weakly supervised associative learning using the CM algorithm (Räsänen & 
Laine, 2012), LeVI learns to imitate the virtual caregiver’s vowels perfectly and 
all phonemes with approximately 88% accuracy. It is also seen that direct 
mapping from the caregiver’s speech’s acoustic characteristics to LeVI’s articu-
lation leads to better imitation results than indirect mapping first from CG’s 
acoustic production to LeVI’s auditory domain and then from LeVI’s auditory 
domain to LeVI’s articulatory domain. 

In the vocal exploration phase, LeVI babbles by either creating random ar-
ticulations or aiming to reproduce previously produced sounds. LeVI is not 
given the correct number of native phonetic categories in advance. The study 
assumes that the caregiver can evaluate babbles produced by the infant and 
thus gives positive feedback whenever a babbled sound is a better exemplar of 
the caregiver’s phoneme category than what LeVI has produced previously. 
Some phonetic categories discovered by LeVI are forgotten due to lack of posi-
tive feedback and more categories are created when the caregiver reacts posi-
tively to productions corresponding to previously unheard phonetic categories. 
As a result, in the end of the exploration phase, only articulations that match 
with the caregiver’s known phoneme categories keep on getting positive feed-
back and LeVI is seen to converge at the correct number of categories.  

The study assumes that the caregiver is able to invert LeVI’s vocalizations to 
their articulatory representations, and give feedback based on the proximity of 
LeVI’s articulatory productions and the native phonemes known by the care-
giver. In reality, caregivers have to evaluate infants’ babbles based on their 
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acoustic characteristics. However, as long as the caregiver is capable of evalu-
ating if a sound produced by the infant is a better exemplar of a native phonet-
ic category than what the infant has produced previously, the same learning 
strategy by LeVI should provide similar results – only the evaluation of LeVI’s 
babbles would be done based on acoustic rather than articulatory signals. The 
simplified articulatory representation was used by the virtual caregiver in this 
study due to the difficulty of automatically evaluating the quality of LeVI’s 
babbles based on acoustic signals alone, a task that we assume human speak-
ers to be able to do. 

Also, using synthesized caregiver speech to train LeVI and to create the 
speech that LeVI tries to imitate is a simplification, since synthesized speech 
signals tend to lack the acoustic variability present in real speech. If the care-
giver’s responses were spoken by a real human caregiver we would expect 
much weaker imitation performance due to the inability of the used weakly 
supervised speech recognition system to robustly recognize natural speech 
phonemes, especially consonants. However, the results of the study can be 
taken as proof of concept that if the infant were equipped with human-like 
speech sound discrimination abilities, and if the caregiver were able to evalu-
ate the quality of the infant vocalizations based on their acoustic representa-
tions, the implemented vocal exploration by the infant, and the reinforcement 
and imitation by a caregiver could lead to the learning of speech imitation by 
the infant. This idea is explored further in the third publication of this thesis, 
where we have limited the learning scenario to consider vowel sounds, but 
used real humans acting as LeVI’s caregivers, thus having more natural varia-
tion in the imitative responses to LeVI. 

 

 

Figure 4. A schematic overview of the LeVI vocal tract model (see the supplementary material 
of publication I for model description), used in the simulations of publications I-III. 
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Publication II: Virtual infant’s online acquisition of vowel categories 

and their mapping between dissimilar bodies 

 

In this publication, effort has been made to make the interaction between 
LeVI and the caregiver more natural. Both LeVI and the caregiver are still 
computational, but instead of CG having access to the articulatory configura-
tions of LeVI, here CG evaluates LeVI’s random babbles based on their acous-
tic characteristics. The auditory perception of CG is modelled as a kNN classi-
fier taking in an acoustic vector produced by LeVI and classifying it into one of 
eight Finnish vowel categories. The classifier is trained by the first author by 
listening and classifying 1000 babbles produced by LeVI in their correspond-
ing consonant and vowel categories (see Figure 5). The learning scenario is 
limited to Finnish vowel sounds due to the difficulty of training reliable auto-
matic consonant classifiers based on the annotated babbling data. 

In the training phase, random vocalic babbles by LeVI are classified with the 
obtained kNN classifier, and responded to by the simulated caregiver using 
consonant-vowel utterances of different lengths with partially matching pho-
netic content. LeVI clusters its vowel productions based on acoustic vectors 
consisting of the normalized first and second formant frequencies, and associ-
ates the activated cluster on each babble into the acoustic characteristics of the 
caregiver’s response. Because several different acoustic clusters created by 
LeVI can be interpreted as the same vowel by the caregiver, LeVI learns about 
40 vowel clusters. However, when LeVI is set to imitate utterances produced 
by the caregiver after training, the vowel used in imitation is recognized as the 
original vowel with about 95% accuracy. It is thus seen that imitation can still 
be successful even if the learner does not converge on the same number of 
vowel categories as the caregiver – the learner just has several possible ways to 
pronounce the heard vowels and imitation is successful whenever the caregiver 
interprets the imitation as the original vowel. 

 

Figure 5. Scatterplot of 758 of LeVI’s babbles perceived as a Finnish vowel sound plotted in the 
F1-F2 space. Each vowel is marked with the Finnish vowel perceived and annotated by the 
author. This categorization is used as a basis of simulating the caregiver’s auditory 
perception in publication II. 
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Publication III: An online model for vowel imitation learning 

 

This study extends the learning model of the previous publication to real 
speech signals, and introduces a fully online learning algorithm that allows 
LeVI to learn to imitate Finnish vowels present in real speech with good accu-
racy. Again, reinforcing positive/negative type feedback is not used in this 
study, i.e. learning is based only on weakly supervised associative learning. 
LeVI explores its acoustic-articulatory domain by babbling static vowel sounds 
pseudorandomly, and a human caregiver responds to each babble using an 
expansion. Babbles are responded to with CVCV words with only one vowel 
matching with the caregiver’s interpretation of the vowel that LeVI babbled 
initially, in order to simulate the ambiguity in parental responses. 

Inaccuracy in LeVI’s babbling is implemented by adding noise to LeVI’s in-
tended articulatory target in order to model still developing motor control and 
the variability in children’s articulation, reported to exist until late childhood 
(see, e.g., Smith & Zelaznik 2004; Walsh, Smith & Weber-Fox, 2006; Chung et 
al., 2012). After every babble, LeVI associates the acoustic characteristics of 
the caregiver’s response to its own sound category, whose identity is chosen 
based on the babbled sound and that is defined in LeVI’s auditory domain. 
LeVI’s babbles have to be clustered or categorized, since weakly supervised 
associative learning requires several caregiver’s responses to be associated 
with a single entity in order to gain statistical power to recognize the most con-
sistently occurring speech sound in the responses. Due to the variability in 
LeVI’s babbles, this entity cannot be an individual articulatory or acoustic tar-
get vector, since due to the articulatory inaccuracy a new intended vocalization 
on the target may cross the perceptual boundary of a phoneme to the caregiv-
er, leading to an incorrect response to be associated to the intended target. 
LeVI thus assigns the acoustic result of each babble into an acoustic category, 
with which the caregiver’s response is associated. 

LeVI’s learning is evaluated by asking Finnish human participants to first 
train (individual initializations of) LeVI and then to evaluate LeVI’s imitation 
ability. During training participants listened to 1000 babbles resulting from 
LeVI’s (online) vocal exploration and responded with CVCV words that includ-
ed the Finnish vowel sound that was perceived. During testing, LeVI uses its 
learned associations in order to articulate vowels included in a new test set of 
CVCV words spoken by the same participant as during training, and partici-
pants evaluate which vowels they heard (without knowing the word selected by 
LeVI). LeVI is seen to learn to imitate all eight Finnish vowels with 70-80% 
accuracy on average, depending if the first (stressed) vowel or last vowel (less 
clearly articulated) of the CVCV words is imitated. As a vowel classifier, the 
obtained accuracy may appear less than impressive, but taking into account 
the ambiguous nature of the training data and the fully online training proce-
dure (including articulatory exploration, articulatory noise, ambiguous care-
giver responses, and only 1000 training trials), the imitation accuracy can be 
considered satisfying. Also, a big proportion of the imitation errors are related 
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to imitating the vowel /æ/ due to a difficulty of the articulatory exploration 
algorithm to find pure exemplars of this vowel (see the attached publication III 
for more details). 

The result suggests that phonetic learning is possible based on general asso-
ciative learning despite ambiguity concerning parental responses and inaccu-
racy in the infant’s babbles. With the used methodology, associative learning 
required clustering of LeVI’s productions in the acoustic (as opposed to articu-
latory) domain. Learning rate was also seen to increase if LeVI aimed at active-
ly detecting the imitative portions in the participants’ responses and weighting 
learning more for these sounds (i.e. aiming to reduce phonetic ambiguity in 
the responses, see publication IV for further investigation of this effect in the 
case of word learning). 
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Figure 6. Development of LeVI’s vowel imitation accuracy during 1000 babble-response training 
pairs. 

 

Publication IV: Weakly-supervised word learning is improved by an 

active online algorithm 

 

In weakly supervised pattern-learning tasks, where signals are accompanied 
with class labels that are not aligned with the signals or ordered according to 
their order in the training signals, statistical learning over several trials is re-
quired to discover the correct patterns corresponding to a given set of labels. 
Such a learning task was considered in the previous study, where the virtual 
infant babbled, for example, a vowel sound /a/ and the caregiver responded 
using a word ‘kani’. Based on one such trial alone, the infant cannot learn the 
corresponding acoustic features to the vowel label /a/ due to ambiguity. When 
several learning situations are seen, and /a/ co-occurs with words ‘kani’, ‘kova’ 
and ‘tina’ for example, statistical association of acoustic features of the given 
words to the label /a/ would result into the acoustic features of the vowel 
sound /a/ to dominate in the statistics. In the previous study, it was observed 
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that learning could be improved based on actively detecting the locations of 
the labels in new training signals, i.e. using the current acoustic models for all 
vowels, the location of /a/ would be detected in the new word heard, and train-
ing of the label /a/ could be weighted more at the given location. This publica-
tion focuses on studying this active learning method more using a weakly su-
pervised word-learning task. 

The algorithm developed in this study is a variant of the Concept Matrix 
(CM) weakly supervised word-learning algorithm by Räsänen and Laine 
(2012). The task is to learn acoustic word models for a set of keywords that 
occur in continuous acoustic utterances. Every utterance is accompanied with 
an unordered set of keyword labels. Using the same example as before, an ut-
terance ‘Here is a sad cookie and an eagle’ may be accompanied with word 
labels {‘sad’, ‘eagle’ and ‘cookie’}. In the original CM algorithm, counts of tran-
sitions between acoustic events in the utterance are stored in all word models 
that are indicated to be present in the utterance by the given list of word labels. 
Consequently, the word model for ‘eagle’ gathers acoustic information from all 
the words in the utterance, including ‘here’, ‘sad’ etc. Due to variation in the 
context where each keyword occurs, CM is able to learn accurate word models 
across several learning trials. However, this publication aims to improve learn-
ing by detecting probable locations of each given word label in the utterance 
and weighting training at the given locations. 

The improved algorithm is called a Dynamic Concept Matrix algorithm 
(DCM), since its training depends on the previously seen learning trials. Every 
utterance is recognized with the word models obtained thus far, and word 
models that are present in the list of word labels are updated with double 
weight on locations where they are the most activated word models in the 
recognition result. It is shown that on two datasets, the TIDigits corpus and 
Caregiver Y2 UK corpus, DCM outperforms CM and learns word models more 
rapidly (see Figure 7). Thus active learning may help to reduce ambiguity pre-
sent in weakly supervised learning trials. 
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Figure 7. Comparison of the word recognition accuracy of the original CM and the dynamic CM 
algorithm on the Caregiver Y2 UK and the TIDigits databases. It is seen that DCM con-
verges faster and results into better accuracy than CM. If the model updates are weighted 
relative to their probabilities in the training utterances, the recognition score stays low 
(dashed line on the left). 
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Publication V: Weakly supervised word segmentation and HMM 

bootstrapping algorithm 

 

This publication provides another variant to the CM algorithm. Whereas the 
previous publication introduced a method of weighting information in the 
training data depending on word models learned thus far, in this publication 
the word segmentation ability of the CM algorithm is investigated. With the 
introduced variant, it is possible to estimate average word durations online 
from the training data (see Figure 8), as well as word segmentation. A novel 
technique of smoothing instantaneous word model activations is proposed for 
the CM algorithm’s recognition property, making use of the estimated word 
lengths. The new smoothing technique is seen to bring significant improve-
ment on the Caregiver corpus, where the average lengths of the 50 included 
keywords have a lot of variation (compare ‘airplane’ vs. ‘sad’ for example), but 
not on the TIDigits corpus, where word lengths have less variation.  

Word onset and offset estimation shows approximately 60 ms average error 
on the Caregiver corpus and 71 ms error on the TIDigits corpus, when com-
pared to data annotation obtained with forced alignment. With the obtained 
segmentation ability, word exemplars can be extracted from the weakly la-
belled utterances with good accuracy. These exemplars can be further used for 
training standard Hidden Markov Model word recognizers. Over 98% word 
recognition accuracy is reached after HMMs are trained based on the obtained 
word segmentation on both the Caregiver and TIDigits corpora.  

The results suggest that having a database of speech and related weak label-
ling (e.g. some unordered word labels per utterance), the proposed weakly 
supervised training technique can be used as a front end to bootstrap HMM 
word recognizers. The proposed technique can reduce the amount of manual 
labour needed when annotating data corpuses before training state-of-the-art 
HMM models, as well as allow for implementation of situated learners that can 
learn signal patterns from ambiguous, weakly grounded, learning data. 
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Figure 8. The development of the RMS error between the estimated and annotated word 
lengths (left) and the correlation between the final word length estimates and the average 
word lengths from the Caregiver data annotation (right). The final word length estimates are 
seen to correlate strongly with the ground truth. On the left figure, the increase in the word 
length error after 6000 utterances is due to the use of lags up to 150 ms in the CM algo-
rithm. This tends to spread model activations over filler words and silence in the last stages 
of training (see section 6.1 of publication V for more details). 
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Publication VI: Computational evidence for effects of memory de-

cay, familiarity preference and mutual exclusivity in cross-

situational learning  
 
This publication focuses on computational modelling of word-meaning map-

ping learning using discrete words and meanings, such as in the cross-
situational learning experiments explained in section 3.4. The aim of the study 
was to investigate what learning components would be necessary to replicate 
the experimental findings of Yu and Smith (2007) and Yurovsky, Yu and Smith 
(2013) accurately using a computational model representing a human learner.  

Based on experimental findings in cross-situational word-meaning learning, 
the model is implemented by combining familiarity preference, associative 
learning, mutual exclusivity and memory decay components (thus, the model 
is called FAMM). Mutual exclusivity is needed to bias learners towards one-to-
one word meaning mappings. However, in the experiments of Yurovsky, Yu 
and Smith (2013), participants were able to violate the mutual exclusivity 
principle and learn double words (i.e. homonyms, or words with two mean-
ings). This aspect is taken into account using the associative learning compo-
nent, so that the learner can learn connections between all the words and 
meanings present. The familiarity principle is introduced to consolidate word-
meaning pairings that are remembered from previous trials. If the learner thus 
remembers having seen a word-meaning pairing on a trial, and sees the same 
pairing on a later trial, this is taken as a strong evidence that the pairing is cor-
rect. Exponential memory decay is included to simulate the limited memory 
capabilities of learners. 

The experimental conditions of both Yu and Smith (2007) and Yurovsky, Yu 
and Smith (2013) are repeated using the computational model as a learner. A 
grid search is performed to find the optimal parameter values for three free 
parameters, one defining the memory decay function shape, one defining a 
random association component affecting each trial, and one defining the total 
amount of association given to all word-referent pairings not ruled out by the 
mutual exclusivity principle. The performance of the FAMM model is com-
pared to the model by Kachergis et al. (2012). The FAMM model is seen to 
achieve good accuracy when the three parameters are optimized globally to fit 
all 14 conditions of the two experimental studies. The error obtained with the 
FAMM model is approximately half of that of the model of Kachergis et al. 
(2012).  
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6. Conclusions 

 
The studies selected for this thesis consider three separate aspects of infant 
language acquisition: learning to imitate native speech sounds (articulatory-
phonetic acquisition), weakly supervised word learning from continuous 
speech signals, and learning of word-meaning mappings. A common factor for 
all these tasks is the ambiguity in the learning situations, where some aspects 
of the sensory and motor streams are coupled at above-chance probabilities. 
As often in real-world learning scenarios, the learner in these simulations is 
presented with such noisy learning data, and statistical learning is required in 
order to learn consistently occurring patterns over several learning trials. In all 
the work presented here, a weakly supervised associative learning mechanism 
is seen to cope well with all the three learning tasks. 

In publications I-III that focus on speech imitation learning, computational 
modelling was used to investigate the hypothesis that infants learn to imitate 
their parents due to the parents imitating initially meaningless babble by the 
infants (Pawlby, 1977; Yoshikawa, Koga, Asada and Hosoda, 2003; Messum & 
Howard, 2015). The study aimed at relaxing some of the limitations of previ-
ous computational work, such as providing the learner with an initial set of 
vocalizations or the caregiver responding with exact imitations of the infant 
production (e.g. Miura, Yoshikawa & Asada, 2007; Ishihara, Yoshikawa, Miura 
& Asada, 2008; Vaz, 2009). Associative weakly supervised learning allows the 
caregiver’s imitative responses to include additional phonemes. Also, the in-
fant evaluating and clustering its own productions in the acoustic domain 
helps to cope with variability in its own babble. Based on the online vocal ex-
ploration and associative learning mechanism, the virtual infant learned to 
imitate the eight Finnish vowels of real human participants with 70-80% accu-
racy. 

The same online associative learning mechanism that was used in the above 
imitation learning study to associate vowel sounds with babbled vowel catego-
ries was used in a weakly supervised word acquisition task in publications IV 
and V. In this task, a continuous utterance was accompanied with an unor-
dered set of word labels, and statistical learning over multiple trials made 
learning of acoustic word models possible. Also word segmentation was 
learned simultaneously, with an average error of 60-70 ms on word onsets and 
offsets. Actively detecting the possible location of the words to be learned from 
each training utterance is seen to bring significant improvement to the word-
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learning rate. It is also shown that the word segmentation obtained is accurate 
enough to bootstrap learning of HMM word recognizers. The weakly super-
vised bootstrapping technique could reduce manual labour required to initial-
ize training of HMMs for big datasets. 

Finally, an associative learning mechanism was presented in publication VI 
in order to model human performance in an isolated word-referent mapping 
task. The experimental findings of Yu and Smith (2007) and Yurovsky et al. 
(2013) could be accurately repeated with an associative learning model that 
consists of general associative learning between heard words and seen refer-
ents, the mutual exclusivity principle, the familiarity principle, and an expo-
nential memory decay component. The presented model was shown to provide 
approximately half the error rate of an alternative model by Kachergis et al. 
(2012) when compared to human performance in the same tasks. Also, a detail 
considering the learning of double meanings for words present in the experi-
ments of Yurovsky et al. (2013) was replicated. 

Taken together, the findings of this thesis support the view that associative 
statistical learning between sensory streams can be a powerful tool to learn 
speech imitation, acoustic word patterns, speech segmentation as well as 
word-to-meaning mappings. Together with existing literature showing that 
statistical learning may take place when learning phonetic structure (Maye, 
Werker and Gerken, 2002) and syntax (Gomez & Gerken, 1999) for example, 
statistical learning mechanisms may be capable of explaining a large part of 
the full language acquisition process. As statistical learning benefits from a 
minimal amount of ambiguity in the learning environment, additional mecha-
nisms aiming to reduce ambiguity were also presented in this thesis. 

The following list summarizes the main findings presented in this thesis, be-
ginning with speech tasks that were approached by using statistical associative 
learning and followed by further details that were used to reduce ambiguity in 
the learning scenarios. 

 
Findings considering associative statistical learning in speech 

 
• A cross-situational associative learning mechanism can be successful-

ly used to approach three language-learning related problems: learn-
ing of speech sound imitation, learning of word segmentation from 
continuous speech, and learning of word-meaning mappings. 

• Statistical learning may result in infants being able to cope with the 
different acoustic characteristics between the infant’s and the par-
ents’ voices. Human learners may thus not need innate speaker nor-
malization mechanisms in order to compare spectral characteristics 
between different speakers. Computational modelling shows that, at 
least initial normalization ability can be learned due to imitative in-
teraction, where the parents provide correspondence information be-
tween the two differing voices through imitation. However, the learn-
ing requires that infants do receive statistically frequent phonetically 
matching parental imitations to their own babble. This enables learn-
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ing of correct mappings between the two acoustic spaces or between 
the caregiver’s acoustic outputs and the infant’s own articulatory con-
figurations. Although this claim is difficult to verify experimentally, a 
few rare cases indicate that lack of spoken interaction but only hear-
ing language through TV leads to severe articulatory inability (Sachs, 
et al., 1981). 

• Weakly supervised associative learning between continuous utteranc-
es and related but ambiguous word labels can be used to learn word 
segmentation and acoustic word models. The presented solution to 
word segmentation is accurate enough to bootstrap learning of 
HMMs for better recognition accuracy in technological solutions.  

• Associative learning with active components (familiarity preference 
and mutual exclusivity) may be present in human cross-situational 
learning between isolated words and images. Decaying memory may 
contribute to differences in learning for example between the scenar-
ios where correct associations are stacked close to each other in time, 
or interleaved over longer time intervals. 

 
Coping with ambiguity for more efficient statistical learning 

 

• At least in online machine learning solutions, ambiguity in the learn-
ing trials can be reduced by active learning, i.e. more attention can be 
assigned on each trial to likely correct (familiar) pairings, measured 
based on learned associations thus far. The active learning compo-
nent is seen to boost learning rate in simulations of both vowel imita-
tion learning and simultaneous word segmentation and meaning 
mapping learning. Similarly, in the learning of word-meaning map-
pings from isolated words, a familiarity principle component is nec-
essary to obtain human-like performance. In human learning, this ac-
tive learning component may show as increased attention to already 
familiar associations, as studied for example in the case of word-
referent pairings (e.g. Yu, Zhong & Fricker, 2012). 

• In order to learn the vocal imitation ability, computational models 
indicate that parental imitations of infants’ babbles do not need to 
consist of exact imitations of infant utterances, but can be expansions 
and thus include additional speech sounds. The cross-situational as-
sociative learning mechanism, with possible attentional biases, helps 
the infant to cope with ambiguity in parental imitations. 

• Since the infant’s motor control is still developing, creating noise in 
the babbling process, computational modelling shows that cross-
situational learning can help to cope with this problem as well. As-
suming that the caregivers analyse mainly the acoustic outcomes of 
infants’ babbles, the infant benefits from analysing its own produc-
tions in the acoustic domain as well (rather than the articulatory do-
main for example) in order to maximise correlations between the two 
domains. If the infant would group its productions based on their ar-
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ticulatory proximity, a single region in the acoustic domain could be 
associated with several of these articulatory categories (as many dif-
ferent articulations can result in similar acoustic outputs). Now if the 
caregiver’s imitations, having phonetic content matching this acous-
tic region, would be associated with these multiple articulatory cate-
gories instead of one acoustic category, the infant would require 
much more babble-imitation learning trials to learn reliable infant ar-
ticulation-caregiver phoneme pairings. 

• Weakly supervised learning of speech sounds seems to require some 
sort of grouping of the infant’s own acoustic speech sounds. Only by 
categorizing can evidence be gathered over several ambiguous care-
giver responses. In our computational model, discrete categorization 
of the infant’s acoustic vocal productions is used, but in real-life sys-
tems, non-linear density based categorization may achieve the same 
result. As our computational simulations show, for communicational 
success, these infant’s perceptual categories do not need to match ex-
actly with the speech sound categories of the parent, and they can 
presumably be further shaped by lexical or other pressures in later 
phases of learning, or for instance due to sounds occurring in se-
quences. Further analysis of these pressures is left for future work. 

• Categorizing infant productions in the acoustic domain also leads to 
learning of several ways to articulate each caregiver’s phoneme cate-
gory. This is not considered a problem since (for example) coarticula-
tion causes several alternative articulations of phonemes to be used 
in different contexts. Also, Guenther (1995) has noted the necessity of 
variance in speech sound articulation in order to replicate some 
speech-related phenomena, such as coarticulation effects. In his im-
plementation, the allowed variance shows as convex phonetic target 
regions (rather than target points) in the articulatory domain. 

• Non-verbal positive/negative type feedback can help infants to bring 
their vocal babbles closer to the phoneme targets valued by the care-
givers (i.e. to approach native phonemes). In a computational model 
this can be implemented as articulatory variation around the intend-
ed targets and shifting the target based on the positive/negative type 
caregiver response. 

6.1 Discussion and open questions for future research 

In the speech imitation learning studies presented in this thesis, each initiali-
zation of the learning infant is only interacting with one caregiver. In natural 
learning environments, infants tend to interact with more than one caregiver 
with often differing acoustic voice characteristics (e.g. male vs female). This 
learning scenario has not been simulated in this thesis, but there are two pos-
sible ways to cope with multiple caregivers. Even though the caregivers’ voices 
may have different acoustic characteristics, the caregivers’ recognition of the 
babbled vowel produced by the infant is likely to be the same (see the con-
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sistency of the annotated infant babbles by all participants in Figure 6 of pub-
lication III). Thus the infant’s babbles would receive acoustically different but 
phonetically consistent parental imitations. If the acoustic models to be 
trained for the infant’s vowel categories were caregiver-independent (com-
pared to caregiver-specific recognizers), correct vowel recognition can still be 
expected as long as both caregivers’ voices are used for training. However, in 
this case the initial vector quantization should be performed with speech ut-
terances from all speakers. A more accurate way to approach imitation of mul-
tiple speakers would presumably be to train separate acoustic models for each 
individual speaker, first detecting visually or based on overall voice character-
istics which caregiver is currently speaking.  

One simplification in the presented vowel imitation learning study is the 
ability of the learner to extract the first two formant frequencies of their own 
babbles for acoustic analysis. Further studies should aim at using more general 
spectral measures to process the babble. As has been described in publication 
III, the vocalizations produced by the infant should be grouped in the acoustic 
space in categories that are (in the optimal case) consistently perceived as a 
single vowel by the caregiver. In order to simplify the categorization proce-
dure, we have used spherical categories in the F1-F2 domain that lead to good 
category purity (the more sounds from the category are interpreted as a single 
phoneme by the caregiver, the purer the category), whereas hyperspherical 
grouping in the MFCC space seems to require smaller, and thus a larger num-
ber of, categories in order to acquire the same purity. This requires a larger 
number of training samples in total in order to have the same amount of 
acoustic evidence from the caregiver’s responses per perceptual category. Den-
sity-based estimation techniques in the infant’s acoustic space or automatic 
estimation of the allowed variances of the different MFCC dimensions might 
offer a way to use more general acoustic representations of the infant’s percep-
tual categories. 

In publications II and III, LeVI calculates distances between its babbles 
based on Euclidean distance between the two first formant frequencies that 
are first scaled linearly to lie in the range [0, 1]. Any scaling aiming to achieve 
speaker or vowel normalization (such as proposed by Miller, 1989, or Lobanov, 
1971) are intentionally avoided in order not to take stand on if such scaling 
procedures are innately available to infants or perhaps learned. It has to be 
noted that LeVI uses Euclidean distances and formant frequencies only to 
classify its own productions, and can be considered a simple way to perform 
discrete clustering or perceptual adaptation to its own acoustic productions. 
More perceptually motivated, for example logarithmic, scaling could be inves-
tigated in the future. In the current simulations, all analysis of caregivers’ 
speech is however based on more perceptually motivated MFCC frequencies, 
again without mathematical speaker normalization methods. 

In publication III, the analysis of the imitation learning technique was also 
limited to vowel sounds. In publication I, a similar weakly supervised tech-
nique was able to learn consonants, but from synthesized speech instead of 
natural speech. The used CM algorithm does not seem to provide the necessary 
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acoustic definition to recognize consonantal sounds reliably. Also, during vocal 
exploration, finding the dynamic parameters in order to produce natural 
sounding consonantal sounds is an exhaustive process. This is probably due to 
lack of physical detail in the vocal tract model used. For example, the accelera-
tions and velocities of the articulators of the vocal tract model affect the per-
ceived quality of the consonant. Many of these variables may be constrained by 
the physiology of the human vocal tract, and thus the exploration process for a 
real infant may be easier than for an implemented vocal tract model of limited 
accuracy. Future studies should aim at building more physically plausible vo-
cal tract models and better acoustic features suitable for consonant recogni-
tion. 

In publications IV and V, the acoustic feature space is discretized using vec-
tor quantization before word model training is begun. This process simulates 
the unsupervised reorganization of an infant’s perceptual domain, but in the 
current experiments this initial categorization stays unchanged throughout 
word learning. When the model begins to discriminate between different 
words, presumably the acoustic features could be further adjusted to consoli-
date the word discrimination. Future research should look at the possibility to 
adjust initial speech features based on the meaningful distinctions learned, 
and to reduce the impact of hard categorization decisions that are unlikely to 
take place in the human perceptual system. 

The CM word recognition algorithm has this far been tested only with rela-
tively small lexicons when compared to full languages. When lexicon sizes 
grow, computational requirements in normalizing and storing the concept 
matrices will grow as well. Further research is needed to address the usability 
of the CM mechanisms for large-scale word learning. 

Overall, even though the publications of this thesis have aimed at reducing 
the simplifications present in previous computational work on the topic of in-
fant speech learning, several questions remain unresolved, and several im-
provements can be further studied in order to improve the cognitive plausibil-
ity and the performance of the learning models in the simulated learning tasks. 
In the simulations a relatively high number of fixed parameter values are used, 
related to codebook sizes, sound category sizes, parameters to optimize vocal 
exploration speed etc. These parameter values are coarsely selected in prelimi-
nary small-scale simulations in order to minimize simulation time. For practi-
cal reasons, in language acquisition experiments with human participants, 
language learning that is normally seen to develop in the course of several 
months has to be squeezed in experiments lasting for a few hours. Many of the 
fixed parameter values chosen are indeed related to learning rate, fast rates or 
high amount of discretization (e.g. in codebook sizes or perceptual category 
sizes) leading to faster simulation but being more prone to errors. In simula-
tions of longer durations, conservative, slow learning rate values should be 
used to make learning slower but more robust. 

In real-life language learning, several other aspects can have a facilitating ef-
fect on learning that have been left untouched in this thesis. To name a few 
examples, parents explicitly pointing out errors in speech sound production or 
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word comprehension may provide a shortcut through some errors occurring 
during learning. Also, clustering of the infant’s sound categories based on 
higher-level information (for example about word meanings) may limit the 
number of sound categories of the learning infant. In general, many simplifica-
tions and assumptions used in the simulations if this work may be overcome in 
real-life by much more complicated feedback structures (compared to what is 
used in this thesis) from caregivers or peers that also provide the goal or the 
“sufficiency” constraint of learning. 

Simulation of complex language-related learning processes with several in-
teracting components requires careful algorithm design and optimization pro-
cedures, and the journey is likely to be interrupted by several unexpected diffi-
culties that are hard to predict based on intuition only. However, as this thesis 
has tried to emphasize, difficulties when solving individual detailed speech 
tasks may often be overcome by looking at these detailed tasks as a part of a 
larger problem, whose components may be more easily solved jointly than in-
dividually. 

 
 

 
�
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