
Helsinki University of Technology Networking Laboratory
Teknillinen korkeakoulu Tietoverkkolaboratorio

Espoo 2005 Report 6/2005

PERFORMANCE EVALUATION OF MULTICAST

NETWORKS AND SERVICE DIFFERENTIATION

MECHANISMS IN IP NETWORKS

Eeva Nyberg-Oksanen

Dissertation for the degree of Doctor of Science in Technology to be presented
with due permission for public examination and debate in Auditorium S5 at
Helsinki University of Technology (Espoo, Finland) on the 13th of January,
2006, at 12 o'clock noon.

Helsinki University of Technology

Department of Electrical and Communications Engineering

Networking Laboratory

Teknillinen korkeakoulu
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Verkon suorituskyky määräytyy sen mukaan, kuinka hyvin verkko on suunniteltu tarjoamaan verkkoa käyttävän lii-
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yhden käyttäjän mallista.

Avainsanat TCP, palvelunlaatu, DiffServ, reiluus, vuoronjako, PS, MLPS, viive,
jakeluliikenne, estotodennäköisyys, OR-konvoluutio
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1 INTRODUCTION

Performance analysis of communication networks is based on the three-way
relationship between the network system, its level of service and the traffic
arriving at the system. Teletraffic theory has concentrated on modeling
and analyzing this relationship. Presently, there is a variety of traffic to be
serviced by communication networks, and though the relationship between
the traffic load, design of the system and quality of service still remains,
the type of traffic in question imposes new demands on the modeling and
design of networks.

Traditionally, networks are divided into circuit-switched and packet-
switched networks. In a circuit-switched network, the resources, i.e. cir-
cuits, are reserved and admission control functions are performed on traffic
before a given service level can be guaranteed. In a packet-switched net-
work, as originally designed, all traffic is admitted to the network and traffic
receives best-effort service dependent on the load and congestion level of
the network.

With the success of packet switching for transportation of all kinds
of traffic, concerns on the quality requirements of real-time traffic have
brought on proposals for packet switched Quality of Service (QoS) net-
works. Packet-switched networks are then not necessarily best-effort net-
works anymore. It is thus more appropriate to make a distinction between
whether a packet switched network uses resource reservations and admis-
sion control to give delay guarantees at the expense of blocking some con-
nections and whether no blocking occurs, but service is offered to traffic
classes by applying class specific traffic handling mechanisms at the packet
level. As the different traffic types have different service requirements, we
concentrate on the traffic types and their service requirements and study
how these can be achieved, given the present network architectures. We
divide traffic types in the packet-switched Internet to streaming traffic and
elastic traffic. Streaming traffic is real-time traffic and the transmission rate
is independent of the traffic conditions of the network. Elastic traffic is data
traffic, which adapts its transmission rate to the network traffic conditions
by a congestion control mechanism.

In this thesis, we consider packet-switched QoS networks and multi-
cast networks that apply resource reservations. The networks service ei-
ther elastic traffic or streaming traffic or both. We study the offered service
under three different scenarios. For persistent elastic traffic and stream-
ing traffic differentiated without using admission control, we evaluate the
achieved service in terms of flow bandwidth shares. We study the mean de-
lay, when non-persistent elastic traffic is differentiated based on age. When
distribution-type streaming traffic is serviced using multicast connections,
we give algorithms for calculating the blocking probability.
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1.1 Communication networks

A network provides a platform for setting up connections between sub-
scribers desiring to communicate with each other. A subscriber is typically
represented by a terminal, e.g. a telephone or a computer. In this work
we consider two networks: the Internet, a set of interconnected networks
using packet switching, and a circuit-switched network for distribution-type
applications. The networks are characterized by the traffic type they are
designed for and whether they give or do not give performance guarantees
through resource reservations and admission control.

When circuit switching is used, a whole physical line or channel is
reserved for the call. The whole line is reserved until the call ends, even
if pauses occur during transmission. In packet switching, the data to be
sent, called a flow, is divided into packets, and the packets are transmitted
through the network sharing the physical links with packets of other flows.
The physical transmission medium is used more efficiently, as there is no
need to reserve a circuit for each connection. Instead, packets are sent
when there are data to be sent, and, during idle periods, other flows may
use the capacity of the links. Because each router handles the packets in a
different way, the packets may be routed to different links, they may arrive
in a different order, and delays between them may occur. Packet switching
is appropriate for data transmission, as data can easily be constructed from
the packets, as long as no packets have been lost. Packet switching may not
be appropriate for transmitting real-time voice or video if the transmission
delays of packets exceed a limit that the human ear and eyes can tolerate.

Circuit-switched network
In a circuit-switched network, end systems are connected to a switch and
the switches are connected to each other by links. The links are divided into
a given number of circuits. When two end hosts desire to communicate
with each other, a circuit is formed between the end hosts for the duration
of the connection, even if, at times during the connection, the end hosts
do not have traffic to send. In this way, performance guarantees on delays
can be given, but some arriving calls may not be admitted to the network
due to lack of resources.

Circuit-switched networks are modeled as loss networks. In a loss sys-
tem, flows or connections arrive stochastically to the system and have hold-
ing times given by a probability distribution. Because the flow reserves a
circuit for the whole duration of the call, in a loss system the performance
measure of interest is the probability that an arriving call finds all circuits
reserved and is blocked.

Packet-switched network
The original packet-switched IP network offers only best-effort service, i.e.
all packets are admitted to the network without giving performance guaran-
tees. If resources are scarce, packets waiting to be serviced are delayed due
to queuing. Best-effort service has been designed to be undemanding and
is suited for data delivery in IP where any underlying physical network can
provide the service. The delivery is achieved through a connectionless data-
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gram mode, where every packet contains the complete address to enable a
router to decide how the packet is forwarded to its destination. The packet
can be sent anywhere at any time. There are no guarantees of delivery, as
packets are forwarded independently of each other and the network capac-
ity is not reserved beforehand. As a consequence, packet-switched networks
are more efficient in the use of network capacity. The delivery is unreliable,
as messages may be dropped, reordered, delayed and delivered as duplicate
copies. However, the delivery is also resilient: if a failure occurs at a router
or on a link, an alternate route can be found, as each packet contains the
complete address of the destination.

On the packet level, packet-switched networks can be modeled as a
queuing network, where packets arrive stochastically to the system and have
a given size distribution. The service time is then the time the link with a
given capacity processes the packet with a probabilistic packet size distribu-
tion. The total time spent in the system depends on the service time and
the waiting time of the packet. If routers have infinite buffers, i.e. infinite
waiting space, the system can be modeled by a queuing system, where the
performance measure of interest is the expected delay of a packet traversing
the system. In a real packet-switched network the capacity of the buffer is
finite, and thus a mixed model is used, where packets may be delayed due
to waiting time in queues and losses may occur due to insufficient buffer
capacity.

Internet QoS network
The success of the Internet has also increased the transportation of real-time
traffic in packet-switched networks. However, real-time applications suffer
from variable queuing delays and large losses due to congestion. On the
other hand, aggressive real-time applications may starve bandwidth from
elastic TCP traffic. Quality of Service (QoS) networks are designed in order
to use packet switching and at the same time bring quality guarantees to the
various traffic types using the Internet.

Two main architectures for Internet QoS networks are IntServ and Diff-
Serv. The Integrated Services (IntServ) architecture [BCS94, Wro97b,
Wro97a, SPG97] aimed at providing control over end-to-end packet de-
lays. The QoS requirements of the admitted flows are met through admis-
sion control, an explicit resource reservation setup mechanism, per flow
state in the routers and advanced packet scheduling mechanisms. The
performance measures used are latency, fidelity, reordering and/or delay
of packets. The Differentiated Services (DiffServ) architecture [BBC+98]
was designed to provide service in a scalable way. Service is defined as a set
of significant characteristics of packet transmission in one direction across
a set of one or more paths within a network. The characteristics may be
in terms of relative priority in accessing network resources or in terms of
quantitative or statistical performance measures, such as throughput, de-
lay, jitter and/or loss. Scalability of DiffServ, compared to the less scalable
requirement of per flow state in IntServ routers, is achieved by perform-
ing complex classification and conditioning functions at network boundary
nodes to flows that are aggregated to forwarding classes. Simple forwarding
and discarding functions are then performed on the aggregates inside the
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network.
The objective of IntServ, as given in [BCS94], is to offer guaranteed

and predictive services in addition to best-effort service, and thus implicitly
change the Internet best-effort service model. The new model uses con-
trolled link sharing, implemented by resource reservations and admission
control. The service model of IntServ was created to integrate real-time
services with existing elastic services of the Internet. The service model
is thus concerned with the time of delivery of packets, i.e. the per packet
delay. Quantitative service commitments are given as bounds on the max-
imum and minimum delays. To calculate the delay bounds and make the
admission control decision, flows need to be characterized and the service
requirements of the flow need to be specified. The flow specification is
carried by the reservation setup protocol and is passed to the admission
control. If the flow is admitted, the flow specification is used to parame-
terize the packet scheduling mechanisms in order to meet the given delay
bounds. Scheduling packets flow-by-flow ensures that the requirements of
the admitted traffic are met to the required precision. Packet scheduling
and admission control are also used for resource sharing between entities
of many flows.

Differentiated Services is designed to achieve assured or relative service
between flows without scheduling packets using a per flow state. Traffic
classification and conditioning is achieved at the boundary nodes, where
flows are divided into per hop behaviors (PHB) and drop precedences in-
side PHBs. Inside a DiffServ node, scheduling and discarding are per-
formed on aggregates based on the given PHB. In general, a contracted
or assured rate is assigned to the flows. With this contracted rate, a charge
may be associated. Based on this contracted rate, flows are classified into
priority aggregates at the boundary nodes and are then scheduled packet-
by-packet inside the core network. In addition, congestion control mech-
anisms designed for the Internet, such as TCP, and active queue manage-
ment algorithms, such as Random Early Detection (RED) [FJ93], may be
used to achieve Quality of Service in the Internet. In this work, we as-
sume that classification of packets into PHBs corresponds to classification
of packets into delay aggregates, and metering and marking packets into
drop precedence levels corresponds to marking into priority aggregates. In
the scheduling unit, two main elements affect the service experienced by
the PHBs: the scheduling policy of the buffers and the realization and re-
lationship between the discarding thresholds of the buffers.

The DiffServ proposals considered here are Expedited Forwarding (EF)
[JNP99], Assured Forwarding (AF) [HBWW99] and the Simple Integrated
Media Access (SIMA) proposal [RK98]. EF and AF have the status of an
IETF RFC and give a conceptual service model of the PHB groups that
could be implemented. SIMA has not gained RFC status, but gives a more
thorough implementation and end-to-end view on how to achieve service
differentiation.

We can categorize EF and AF as assured-services type and SIMA as the
type that offers relative services. AF can, however, due to its broad defi-
nition, be implemented to be of the relative-services type also. In assured
services, the flow should receive a rate at least equal to the contracted rate,
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while, in relative services, the rate of the flow should be proportional to the
contracted rate. Relative services are easier to realize in the sense that no
capacity reservation is needed; in overload situations, it suffices that capac-
ity is divided into shares based on the contracted rate. In this case, each
flow receives less than its contracted rate, but by an amount proportional to
its contracted rate. With assured services, capacity reservations are needed.
When reservations are not used and conditioning is performed only at the
edge of the network, it may happen that, at a core link, the total capacity is
less than the sum of assured rates. Then capacity is divided equally and no
differentiation results.

Multicast network
A unicast transmission is designed for point-to-point communication, where
a source sends a message to only one receiver. If the message is intended
to be received by a group, using one of the point-to-multipoint transmis-
sions, either multicast or broadcast, is more effective. In broadcasting, a
message is transmitted to all users on the network and may therefore re-
quire unnecessary bandwidth and/or a limit to the number of recipients.
A multicast transmission originating at a source is selectively replicated at
various network nodes to form a tree-and-branch structure. The transmis-
sion reaches the end-users requesting the transmissions without a separate
transmission required for each user, as would be the case in a unicast trans-
mission. A multicast connection has therefore a bandwidth saving nature
(figure 1.1). A multicast transmission is sent to a multicast group, a group
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Broadcast

Figure 1.1: Difference between unicast, multicast, and broadcast. Circles
represent end-users and squares network nodes. In all three networks, the
source is the leftmost square.

of users, requesting the transmission. The multicast groups are dynamic,
receiver-controlled groups, where a host can join or leave the group at any
time. Traditionally, the use of multipoint connections has been limited to
Local Area Network (LAN) applications. Applications on the Internet re-
lying on multicast transmission have increased in the past few years. Due
to the Internet Multicast Backbone (MBone), IP-multicast has become a
widely-used multicast protocol.

1.2 Traffic types in communication networks

We concentrate here on the different traffic types in the Internet. On the
flow level, traffic can be divided into two categories, based on the transport
layer protocol used: elastic traffic using the Transmission Control Protocol
(TCP) or streaming traffic using the User Datagram Protocol (UDP).
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Streaming traffic
Streaming traffic is real-time traffic and the transmission rate is indepen-
dent of the traffic conditions in the network. In general, real-time traffic
uses UDP instead of TCP, as TCP flow control and congestion control re-
quire the flow to accept drops and retransmits and to control its sending
rate. TCP is thus not suited to transporting delay-critical streaming traf-
fic. UDP is a transport protocol that adds demultiplexing functionality,
allowing multiple application processes on each host to share the network.
Processes indirectly identify each other using an abstract locater, e.g. the
port. The UDP header includes the source and the destination ports. UDP
thus provides a connectionless datagram service, as opposed to TCP, which
is connection oriented. For example, multicast transmissions use UDP, as
the sender of the multicast transmission does not know the address of the
receiver and therefore cannot establish a connection at the transport level.

Elastic traffic
TCP traffic is elastic traffic, as it uses flow control and congestion control
to adjust its sending rate according to the feedback signals, e.g. missing ac-
knowledgments of a lost packet, from the receiver or the network. TCP is
a connection-oriented protocol that assures that the service is reliable, by
guaranteeing message delivery, delivering the messages in the order they
were sent and delivering, at most, one copy. TCP also supports arbitrarily
large messages, synchronization between sender and receiver, multiple ap-
plication processes on each host and allows the receiver to apply flow con-
trol to the sender. By introducing congestion control, the source can adapt
the sending rate to the congestion level of the network. On the flow level,
elastic traffic is modeled as traffic that divides bandwidth equally. This is
due to the interaction of the source with the network feedback signals; ide-
ally, if all sources adapt their sending rate to the network state and all flows
receive information on congestion at the same time, all flows have the same
sending rate.

The equilibrium sending rate of elastic traffic depends inversely on the
Round Trip Time (RTT) of the connection and, inversely, on the square
root of the packet loss probability of the route. This is based on the addi-
tive increase multiplicative decrease sawtooth model for TCP congestion
control. When a TCP connection is in congestion avoidance mode, the
congestion window is increased by one segment per RTT and halved upon
a packet drop notification.

The TCP models in the literature are often based on the ideal and
canonical form of the TCP congestion control algorithm [MSMO97]. It
is assumed, for example, that the sender is persistent, it has always a con-
gestion window amount of traffic to send, all segments are of size Maximum
Segment Size (MSS), the connection does not contribute to delays and that
the RTT is independent of the window size and that loss intervals are from
a defined process, e.g. deterministic.

As the research has advanced, some modeling assumptions have been
relaxed, e.g., recovery from lost segments does not interact with congestion
avoidance and that the network is the bottleneck not the receiver. At the
same time, the focus of the design of TCP congestion control has been
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on pushing the algorithms towards the ideal model by introducing fast re-
covery and retransmit algorithms, limited transmit and Delayed Selective
Acknowledgments (D-SACK).

It can be further noted that the ideal model assumes that the connection
is in congestion avoidance mode. The slow start phase, where the sending
window is initially one segment and increased exponentially, is ignored as
it is usually of short duration; with new developments to TCP congestion
control, slow start should only occur at the beginning of a connection.

When traffic is not persistent, the slow start phase at the beginning of
the connection cannot be ignored. However, once the flow is in conges-
tion avoidance mode, the bandwidth is divided equally among flows and
is often modeled as an M/G/1/PS system [HLN97, FBP+02], where the
flow arrivals constitute a Poisson process and flow sizes are generally dis-
tributed. Then the delay of the flow depends linearly on the flow size, and
the throughput is then the same for all flows.

Recently, however, it has been pointed out that the multiplicative de-
crease is too drastic, and the additive increase too slow, in the case of
large congestion windows, which require very small packet loss probabil-
ities to keep the equilibrium sending rate large enough for full link uti-
lization. New versions of TCP for high-speed links have been proposed
in [Flo03, Kel03, JWL04, CGM+02], resulting in a linear or near-linear
relationship between the TCP sending rate and the inverse of the loss prob-
ability.

1.3 Outline of the thesis

In this thesis, we study three different problems concerning the relation
between the arriving traffic, the network system and the level of service.
For persistent elastic traffic in a packet-switched Internet with a Differenti-
ated Services (DiffServ) architecture, we compare the weighted bandwidth
shares of flows when flows are differentiated and grouped to aggregates ac-
cording to weights given to the flows. We extend the study of the network
to the case where both streaming UDP traffic and persistent elastic TCP
traffic are present. For non-persistent elastic TCP traffic in the Internet,
we study the mean delay when flows are differentiated based on their age.
For distribution-type streaming traffic in a multicast network with resource
reservations, we calculate blocking probabilities when there is a set of chan-
nels the users can choose from.

The thesis is organized as follows. In chapter 2, we consider persistent
elastic and streaming traffic in the packet-switched Internet implementing
a DiffServ architecture. We model the proposed DiffServ mechanisms and
their interaction with TCP control functions, both on the packet level and
the flow level. We study how the proposed DiffServ traffic conditioning
and handling mechanisms affect the sending rate of elastic TCP flows and
how the mechanisms can be used to divide bandwidth in a weighted fair
manner between persistent elastic TCP traffic and between elastic TCP
and streaming UDP traffic.

In chapter 3, we consider non-persistent TCP traffic in the Internet. We
introduce differentiation by favoring flows at the beginning of a connection,
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i.e. with small attained service, and study how scheduling of flows based
on their age can reduce the overall mean delay of the network and favor
short TCP flows, which are more prone to time-outs than longer flows. We
propose an implementation of a PS+PS discipline, a two-level age-based
scheduling discipline using PS discipline inside both levels, and study its
performance by simulations. We are also able to prove that the PS+PS
discipline reduces the mean delay compared to the PS discipline. The
proofs are extended to include multi-level PS disciplines.

In chapter 4, we study streaming traffic in a multicast network for distri-
bution-type applications offering a set of channels to choose from. We study
the blocking probability of a user trying to subscribe to a channel, assuming
that there is no more than one copy of each channel transmission in a link
of the network. Traditionally, there is a separate end-to-end connection and
thus multiple copies of the same channel transmission for each user. As a
result, we present an exact blocking probability algorithm for multicast net-
works. The algorithm is based on a convolution and truncation algorithm
similar to that for unicast traffic. We present a new convolution principle,
OR-convolution, suited to multicast traffic, and modify the truncation op-
erators for the case of both unicast and multicast traffic in the network. We
also consider a set of user models based on the model for a single user.
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2 DIFFERENTIATION AND INTERACTION OF INTERNET TRAFFIC

2.1 Introduction

Internet is a packet-switched network that is best suited to the transport of
elastic data. When streaming real-time traffic is also transported, rules and
service characteristics of the packet transmission are needed. Differenti-
ation of traffic and Quality of Service (QoS) guarantees are designed to
accommodate heterogeneous traffic types and quality requirements. The
service requirements can be for packets or flows, they can be in terms of
quality guarantees for throughput, delay, jitter and loss, they can be in terms
of statistical bounds or in terms of hard guarantees, and they can be in terms
of bandwidth shares or in terms of price paid for transmission.

We consider here differentiation using the Differentiated Services (Diff-
Serv) architecture [BBC+98]. In DiffServ, flows are conditioned and clas-
sified at the edge of the network to aggregates based on some reference
weight, e.g. a contracted rate, price paid or a classification decision made
by a network administrator. Inside the network, forwarding and discarding
are performed to these aggregates. In the best-effort Internet, each packet
is treated similarly. In DiffServ, each packet of an aggregate is treated sim-
ilarly, but, between aggregates service differentiation may occur. The re-
sulting differentiation should then depend on the reference weight of the
flow.

Previous research in the field of DiffServ has had two approaches: the
mechanism-oriented approach, which aims to create new traffic handling
mechanisms such as conditioning and scheduling inside the network, and
the traffic-oriented approach, which aims to study how differentiated con-
gestion signals could be used to influence the sending rate of TCP traffic.
The approaches have been studied in isolation. However, as TCP traffic is
elastic adjusting its sending rate according to implicit or explicit congestion
notifications, any new mechanism that marks, delays or discards packets
must take into account the reaction of TCP flow and congestion control
mechanisms to the congestion signals it produces. Furthermore, the inter-
action of different traffic types, e.g. elastic and streaming, with each other,
and with the proposed QoS mechanisms, also needs to be quantified.

Of great importance in evaluating DiffServ mechanisms is the position-
ing of the mechanisms relative to the service requirements. We consider the
share of bandwidth a flow receives, i.e. the relationship between the send-
ing rate and the contracted rate of a flow, and distinguish two main service
requirements of DiffServ: relative services and assured services. In rela-
tive services, the rate of the flow should be proportional to the contracted
rate, while, in assured-services, the flow should receive a rate at least equal
to the contracted rate. We claim that the relative services requirement is
a more appropriate DiffServ service requirement than the assured services
requirement.

We model service differentiation mechanisms, study how bandwidth is
divided between different traffic groups and how design choices affect the
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resulting Quality of Service. We divide the mechanisms into flow-level
mechanisms at the boundary nodes for metering and marking of flows into
priority aggregates and packet-level mechanisms inside the Diffserv nodes
for forwarding and discarding packets of aggregates. We model service dif-
ferentiation on two levels of abstraction, packet level and flow level, and
compare the results given by the two models.

On the packet level, we present models for the TCP sources that adjust
their sending rate, for the conditioner that marks the flows to aggregates
and for network routers that forward and handle the aggregates. We study
how the sending rate of TCP flows affects the dropping probabilities of the
network and vice versa. Our models also include the effect of UDP flows in
the network. We then evaluate the differentiation mechanisms based on the
relationship between the contracted rate, which will be called the weight,
of the flow and the share of bandwidth the flow actually achieves.

On the flow level, we study the fairness of greedy TCP flows. We assume
that TCP flows try to realize max-min fair bandwidth allocation, i.e. tend
to maximize the minimum bandwidth allocation. In a best-effort flow-level
setting with no priorities, it is then optimal for greedy TCP flows to divide
bandwidth equally among themselves. When a priority mechanism based
on relative services is added to the network, a flow is classified into a priority
level based on a given weight, such that, ideally, the achieved bit rate of the
flow should be proportional to its weight. Our goal is to study what kind of
weighted fairness is achieved between TCP flows, with the effect of UDP
flows also included in the model.

We present closed-loop models with an end-to-end view, which, to our
knowledge, has not been done before. As a result, we identify the key dif-
ferentiation mechanisms, provide design guidelines for delivering relative
services and point out some shortcomings of the proposed mechanisms.

2.2 Related research

Previous analytical research has focused on modeling either the mecha-
nism-oriented or traffic-oriented approach: buffer models with various sche-
duling and discarding mechanisms to quantify delay and loss probabilities
as a function of given sending rates for different priority classes, or quanti-
fying TCP sending rate as a function of marking decisions and given loss
probabilities for different priority classes. The problem with these models is
that they do not quantify the interaction of both the QoS mechanisms and
the TCP congestion control.

A TCP traffic-oriented approach is taken, for example, in [SNT+00]
and [YR01], where an analytical relationship between the contracted rate
and the transmission rate of TCP flows is studied. The works include a
model for TCP and a model for the priority marker, under the assumption
of deterministic loss rates for different priorities, without an explicit buffer
model for how the loss probabilities depend on the TCP rates.

The mechanism-oriented approach is taken, for example, in
[MBDM99], [STK99] and [NEC00]. In [MBDM99], a model for assured
service that includes a buffer model with different discarding levels for dif-
ferent priorities is studied, but the paper does not include a TCP model nor
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a marking model for the traffic. A similar model is given in [STK99] and
[NEC00], with some considerations on modeling TCP flows. These pa-
pers, however, still lack combining both a TCP model and a buffer model.

The effect of having both TCP and UDP flows in the network have only
be seen studied by simulations. The study by Goyal et al. [GDJL] simulate
different factors related to differentiation using Assured Forwarding (AF).
These include number of priority levels, percentage of highest priority traf-
fic, buffer management and traffic types. The simulations assume many,
but a fixed number of TCP flows. The system model is similar to the ones
of assured-services presented in the analytical studies. Elloumi et al. [ECP]
give similar results. Pieda et al. [PSN99] study the claim made by Goyal
et al. and Elloumi et al. that TCP flows can be protected from UDP flows
by marking out-of-profile UDP flows to lowest priority, but out-of-profile
TCP flows to middle priority. They divide the study of priority levels into
six scenarios. In each scenario, three priority levels are used, but packets of
a flow are only marked in or out of profile. As a result they show that none
of the six scenarios is able to meet all three differentiation targets: that in
an over-provisioned network both UDP and TCP target rates are achieved,
that UDP and TCP out-of-profile packets should have a reasonable share
of excess bandwidth, and that in an under-provisioned network TCP and
UDP flows experience degradation in proportion to the assured rate.

The Simple Integrated Media Access (SIMA) proposal [RK98] does not
aim at assuring a certain contracted rate for each flow, but aims at assuring
that the bandwidth is divided in relation to the contracted rate. SIMA with
TCP flows has been studied with the help of simulations in [KR98] and
using a test network in [LSLH00] and [HKL+00]. The above studies show
that SIMA is able to achieve differentiation, and that the order relation
between flows in terms of the contracted rates is kept in the level of quality
received by the flows.

In [HA02], an approach similar to Publication 1 is taken. The pa-
per concentrates on studying different buffer management policies on the
packet level in a weighted fair queuing scheduler, where loss feedback to
TCP traffic is also taken into account.

Recently new buffer management and marking policies have been pro-
posed to overcome the shortcomings of assured rate based mechanisms, see
e.g. [HG04], [LC02] and [PC04]. Though these mechanisms are designed
to be scalable and robust, they are much more complicated than mecha-
nisms based on relative services.

Studies on how to provide differentiated services in other ways have also
been proposed, such as congestion pricing [GK99] and proportional delay
differentiation [DSR99] to name but a few.

2.3 Contribution

Publications 1–3 contribute in three main ways to the research on Differ-
entiated Services. Firstly, to address the lack of models that combine both a
traffic and a buffer mechanism model, the emphasis of both the packet and
flow level studies is in modeling the interaction between the various dif-
ferentiation mechanisms and traffic flows of type TCP and non-TCP, e.g.
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UDP.
Secondly, previous research on AF has concluded that without admis-

sion control assured services cannot be achieved. Early on in our research,
we focused on studying schemes, such as SIMA, where the objective is to
divide bandwidth relative to flow weights, in order to broaden the view on
how bandwidth can be divided in a packet switched QoS network.

Thirdly, we propose a novel flow level model as an abstraction of the
packet level model. By introducing abstract flow level models for the packet
level differentiation mechanisms, we concentrate on studying the interac-
tion of the flows and the network. Then the optimal bandwidth share of
flows is the result of a game, where the TCP flows optimize their priority
level based on the network conditions, i.e. number of other TCP flows and
the load of non-TCP flows.

In Publication 1, a packet level model is proposed to show how mark-
ing at the DiffServ boundary node and scheduling and discarding inside a
DiffServ node affect the division of bandwidth between two delay classes:
elastic TCP flows and streaming non-TCP flows. As an abstraction of the
packet level model, a flow level model for TCP traffic is given in Publi-
cation 2. In Publication 3, the flow level model is extended to include
non-TCP traffic.

2.4 Models for differentiation mechanisms

Introducing differentiation to the Internet has two main motives: separat-
ing delay sensitive real-time traffic from elastic non-real-time traffic and di-
viding available bandwidth in proportion to given weights. The purpose
of DiffServ is to introduce delay and priority aggregates, instead of per
flow state, to achieve the differentiation goals of flows. Inside an aggre-
gate, which we call a class, we assume that the received service is equal.
Adopting the relative-services approach introduced in [RK98], the goal is
to obtain a clear dependency between the marking of flows into priorities
and the resulting actual sending rate or share of bandwidth.

To identify how delay and priority aggregates can be used to achieve rel-
ative differentiation of flows, we formulate a generic DiffServ architecture
based on such DiffServ proposals as Expedited Forwarding (EF)[JNP99],
Assured Forwarding (AF)[HBWW99] and SIMA [RK98], and identify the
main QoS mechanisms used to achieve differentiation.

The main elements of DiffServ, depicted in figure 2.1, are conditioning
of flows and classification to priority aggregates at the boundary nodes and
flow aggregate forwarding through scheduling and discarding of packets at
the DiffServ interior nodes. Considering the requirements of real-time traf-
fic, we assume that UDP traffic is in one delay class and TCP traffic in
another. TCP traffic could further be divided into two delay classes, one
for interactive short transfers and another for long file transfers, but we do
not make such a distinction in this section, as we assume that all TCP flows
are persistent. Inside a delay class, traffic is divided into priorities. For TCP
traffic that reacts to packet drops, the priority class of the flow determines at
what buffer load level a packet of the flow is dropped and how often a TCP
source has to adjust its sending window due to a missing acknowledgment.
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Figure 2.1: Components of a DiffServ network including feedback to TCP
sources

The interaction between the elastic TCP traffic and the service differ-
entiation mechanisms can be modeled on the packet level by a fixed point
equation on the relationship between traffic class sending rate, resulting
priority level mark and discarding probability. On the flow level, we equate
the relationship between traffic class bandwidth share, resulting priority
level and number of flows. As the focus is on understanding how the sep-
arate mechanisms interact and influence the resulting differentiation, sub-
models for these mechanisms are needed. Conditioning mechanisms at the
DiffServ boundary nodes are performed per flow, therefore sub-models for
the metering and marking of flows to priority aggregates do not depend on
the level of abstraction. Inside the DiffServ domain, the level of abstrac-
tion, packet or flow level, determines in which way the scheduling unit and
its interaction with TCP traffic sources, is modeled.

We consider two delay classes: real-time streaming traffic and non-real-
time elastic traffic, d = 1, 2, respectively. Within each delay class there
are I priority levels, i = 1, . . . , I . Level I refers to the highest priority, i.e.
flows at that level encounter the smallest packet loss probability. Each flow
is given a weight φ that reflects the value of the flow, i.e. the contracted rate
of the flow, and flows are grouped according to this weight. There are Ld

different groups of flows of delay class d, each group l with a characteristic
packet sending rate ν(l) and weight φ(l). Let Ld denote the set of such
flow groups. Finally, let n(l) denote the number of flows in any group l.
For TCP flows the equilibrium sending rate ν(l) depends on the network
state, while for UDP flows ν(l) is fixed and does not change even if the
network congestion level changes.

Conditioning flows at the boundary nodes
In order to mark packets of flows into priority classes, we need a flow me-
tering and marking mechanism. According to the DiffServ proposal, this
conditioner function is situated at the boundary nodes of the network, al-
lowing per flow state information to be used. We assume here that the delay
class of a flow is given and is based on the transport protocol used by the
flow.

Flow sending rate is metered and compared to a marking threshold rate.
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In DiffServ proposals and in Publication 1, two metering and marking al-
ternatives to mark flows to priority levels are presented: Token Bucket and
Exponential Weighted Moving Average (EWMA).

• Token Bucket: To mark flows into I priorities, I − 1 buckets are
needed. Buckets are filled with tokens at a given marking rate. Pack-
ets are marked in-profile if the bucket holds enough tokens upon
arrival and out-of-profile otherwise.

• EWMA: The measured bit rate of previous time instants are expo-
nentially dampened according to the time interval that has passed
since the measurement was done multiplied by a parameter α. This
bit rate is then compared to a given marking rate threshold.

To determine the marking rate thresholds, we consider conditioning
alternatives that mark flows belonging to a group l to priority levels based
on the relationship of the contracted rate φ(l) and the sending rate ν(l).
More specifically, we adopt the relative-services approach, and assume that
a flow sending at its contracted rate has middle priority [RK98]. Analogous
to the TCP congestion control model where upon a packet drop a TCP
flow halves its sending rate, a flow is able to move up in priority by halving
its sending rate. The corresponding marking thresholds t(l, i) for priority
level i are

t(l, 0) = ∞,

t(l, i) = φ(l)a(i), i = 1, ..., I − 1, (2.1)
t(l, I) = 0,

where, a(i − 1)/a(i) = 2 for all i and is, for example, in the SIMA specifi-
cation [RK98], defined as a(i) = 2I/2−i−0.5.

In [NAS02], we show through simulations that the Token Bucket can
be modeled as per packet marking and that EWMA can be modeled as per
flow marking:

• Per packet marking: Only those packets of a flow that exceed the
marking threshold t(l, i) are marked to the priority level i. The pack-
ets that have priority i form a substream and their proportion of the
sending rate ν(l) is

min[ν(l), t(l, i − 1)] − min[ν(l), t(l, i)]
ν(l)

. (2.2)

• Per flow marking: Once the measured rate of a flow exceeds a mark-
ing threshold t(l, i), all packets of the flow are marked to the priority
level i,

pr(l) = arg min
i

[ν(l) ≥ t(l, i)]. (2.3)

Figure 2.2 depicts the resulting marks given to the packets of a flow.
When per packet marking is used, the flow is divided into I + 1 − i sub-
streams each having a different priority, with per flow marking all packets
of a flow have the same priority mark.
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Figure 2.2: Differences in marking, for three priority levels

Scheduling packets inside the DiffServ nodes
After flows and their packets are divided into delay and priority classes,
scheduling and discarding functions are performed to these aggregate class-
es. Note that, the weight or contracted rate of a flow affects the priority
class, which in turn determines the discarding decision, and, as a result, the
bandwidth share of the flow. The delay requirements, on the other hand,
are satisfied by scheduling the delay classes into separate buffers.

On the packet level, we have a system with two delay classes, serviced
by two separate buffers, where the buffer sizes are chosen according to the
delay requirements of the delay aggregates. Both buffers have I discarding
thresholds, one for each priority class. Traffic that is not discarded is placed
in either one of the two buffers. The buffers can be serviced using a given
scheduling mechanism. We restrict the analysis of scheduling mechanisms
to Weighted Fair Queuing (WFQ) and the different weights possible in
the WFQ scheduling principle. WFQ is a packet level approximation of
Generalized Processor Sharing (GPS) [PG93]. In WFQ, the capacity of the
link is divided among the delay classes according to predetermined weights
w1 and w2, with w1 + w2 = 1. If one of the buffers is empty, the other
buffer has use of total link capacity.

On the packet level, we consider two different discarding mechanisms:

• Independent discarding: Each buffer acts locally as a separate buffer,
discarding appropriate priority levels according to its buffer content.

• Dependent discarding: The content of both buffers determines which
priority level is discarded, in both buffers.

For example, when one buffer is heavily loaded and the other is almost
empty, independent discarding would discard traffic belonging to high pri-
ority level in the heavily loaded buffer and only low priority traffic or no
traffic in the lightly loaded buffer. Dependent discarding, on the other
hand, would discard traffic of high priority also from the buffer that is al-
most empty. Figure 2.3 illustrates this difference with the help of a two-
dimensional plot of the buffer occupancies. Instead of fixed discarding
thresholds a push-out buffer management could also be considered, as was
done in [HA02].
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Figure 2.3: Discarding alternatives based on buffer occupancy of two delay
classes

On the flow level, we model the bandwidth share that results from
the scheduling decisions of the DiffServ interior node, without a detailed
packet level model of the scheduling unit. We model the division of band-
width between priority levels as a strict priority, where a higher priority
level has strict priority over the lower class. Note that, this does not cause
a flow of the higher class to use up all the bandwidth and starve the flows
of the lower class, as the assignment to priority level depends both on the
contracted rate φ(l) and the sending rate ν(l) of a flow in group l. Be-
tween delay aggregates, we model a priority system assuming dependent
discarding, and the bandwidth is divided so that UDP sources always first di-
vide among themselves the remaining bandwidth, but only up to the given
boundary rate of their priority level. Elastic TCP flows then divide among
themselves the capacity that is left over by higher priority flows and UDP
flows of the same priority level. We assume that dependent discarding is
used, then UDP flows of lower priority levels do not affect the bandwidth
share of TCP flows of higher priorities.

2.5 Packet and flow level models for differentiation

To model the interaction of TCP traffic with QoS mechanisms of the In-
ternet, we build on models for TCP with congestion control. Elastic TCP
traffic is greedy in the sense that it tries to fill all the available capacity, but
it is conforming as it adjusts the sending rate according to congestion noti-
fications. On the flow level, assuming one bottleneck link, TCP flows then
divide bandwidth equally. The resulting bandwidth share θ of an elastic
TCP connection is modeled as Processor Sharing (PS), where bandwidth
C is divided equally among n competing TCP flows,

θ =
C

n
.

Figure 2.4 depicts the resulting relationship.
On the packet level, we are able to characterize the relationship in more

detail, where the sending rate of TCP packets is expressed in terms of the
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Figure 2.4: Abstraction model of TCP equilibrium, when the network is
modeled on the flow level

round trip time and the probability that packets are lost due to congestion.
The most common equilibrium models for TCP congestion control are
the heuristic model by Floyd [Flo91] and [FF99], a more detailed model
by Padhye et al. [PFTK98] and the model by Kelly [Kel99] for a collection
of TCP connections. These steady state models for the TCP congestion
control all have in essence the same 1

RTT
√

p relation for the TCP sending
rate. The basic assumptions behind these models are that the TCP flow is
persistent, it is in the congestion avoidance mode and has always a conges-
tion window amount of traffic to send.

We use the model by Kelly as the differential equation and rate control
framework is best suited to our work. The TCP equilibrium rate reads,

ν =
1

RTT

√
2
1 − q

q
, (2.4)

where ν is the resulting sending rate, when the loss probability is q and
the round trip time is RTT . Assuming that the loss probability of the net-
work depends on the sending rates of the TCP connections through a given
buffer model q = q(ν), we obtain a fixed point equation, where the sending
rate satisfies ν = f(ν). Figure 2.5 depicts the resulting closed-loop model

Figure 2.5: Abstraction model of TCP equilibrium, when the network is
modeled on the packet level

Referring to figures 2.4 and 2.5, if we introduce differentiation inside a
non-real-time traffic class using TCP, we condition flows to given priority
levels and these priority levels in turn determine the level of service of the
flows. The conditioning is based on comparing the sending rate to the
contracted rate of the flow. The priority levels assigned to the packets of
the flow depend on the ratio of these rates. On the other hand, the way we
mark flows to priorities and how we handle the resulting priority aggregates
inside the network, determines the packet drops experienced by the TCP
flows and thus affects the resulting sending rate and bandwidth share.

Figure 2.6 depicts the modeling approach on the flow level. Flows in
class l choose the priority level i so that the share of bandwidth θ(l, i) is
maximized. The result is a game, where each flow tries to maximize its
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sending rate constrained by the network state, i.e. the number of flows in
each priority class n(l, i). The maximization is constrained by the maxi-
mum sending rate allowed inside a priority level, e.g. for priority level i + 1
it is t(l, i).

Figure 2.6: Abstraction model of TCP equilibrium, when the DiffServ net-
work is modeled on the flow level

Figure 2.7 depicts the modeling approach on the packet level. The loss
probability q(l) of a flow group depends on the sending rate ν(l) of the TCP
connections through a given buffer model and through a given metering
and marking model assigning priority levels to achieve differentiation. The
sending rate and loss probability for priority aggregate i are λ(i) and p(i),
respectively.

Figure 2.7: Abstraction model of TCP equilibrium, when the DiffServ net-
work is modeled on the packet level

Using two different modeling levels, packet level and flow level, it is
possible to study and quantify how delay and priority aggregates can be used
to achieve relative differentiation of flows, how traffic with different service
requirements, e.g., delay and drops, can be protected from each other and
what the resulting bandwidth share or throughput of a flow is.

Packet level model for TCP and UDP flows
On the packet level, we construct a fixed point equation to calculate the
TCP equilibrium sending rate, given that packets are classified into pri-
ority aggregates and that forwarding and discarding decisions at the buffer
depend on the packet’s priority level. Non-TCP flows are assumed to be
streaming flows that do not adjust their sending rate to network conditions.
However, the loss probability of non-TCP flows is dependent on the net-
work condition and thus dependent on flow and packet priority level. Fig-
ure 2.8 gives a more detailed picture of the modeling approach introduced
in figure 2.7.

In modeling the buffer, we assume that the packet arrival process of
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Figure 2.8: Packet level model

delay class d and priority aggregate i is Poisson, with intensity λd(i). There-
fore, our model does not cover the case of bursty packet arrivals. This re-
strictive assumption has to be made, in order to be able to derive the fixed
point equation. Furthermore, we also assume that packet lengths are expo-
nentially distributed, which is not necessarily the case for Internet packet
traffic. However, the buffer model should be a reasonable choice, as we are
studying aggregated arrivals of a fixed, sometimes large, number of flows to
the buffer. The packet bursts of individual flows are evened out when the
flows are aggregated and packet arrival intervals at the buffer can be con-
sidered exponentially distributed. As the focus of our packet level model is
in modeling the interaction of the buffer forwarding and discarding mecha-
nisms with TCP congestion control, the relationship between buffer man-
agement policies and the marking to priorities of packets plays a greater role
in our model than the details of the packet arrival process to the buffer.

Let us, first consider UDP flows, to better understand the packet level
modeling approach. UDP traffic is sent at a constant rate ν(l) and classified
into appropriate priorities, resulting in aggregate arrival intensities λUDP(i).
As an example, consider the case when all packets of a flow are marked to
the same priority level, then λUDP(i), when the priority level is i, is

λUDP(i) =
∑

l∈LUDP:pr(l)=i

n(l)ν(l), (2.5)

for all i = 1, . . . , I . For the definition of variables, see section 2.4. The
buffer either forwards or discards the arriving traffic. Depending on the
buffer content some packets with a given priority level are discarded. The
loss probabilities pUDP(i) for priority levels i = 1, . . . , I are then solved
from the buffer model assuming state dependent arrival intensities. If we
have one buffer, we apply an M/M/1/K model with state dependent ar-
rival intensities. For the two buffer case, we apply a model of two dependent
M/M/1/K queues and the loss probabilities can only be solved numeri-
cally. We then need to regroup the loss probabilities that are a function of
the priority levels i to loss probabilities as a function of user group l. To
do this, we need to know how the marking scheme divided the flow into
priority levels. Assuming per flow marking, the packet loss probability, q(l),
for a flow belonging to group l, is

q(l) = pUDP(pr(l)), l ∈ LUDP. (2.6)
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For TCP flows that elastically adjust their sending rate according to the
loss probability feedback of the buffer, we have a fixed point equation that
we solve,

ν(l) =
1

RTT (l)

√
2
1 − q(l)

q(l)
, l ∈ LTCP, (2.7)

where RTT (l) is the round-trip time of flows in group l ∈ LTCP.
To solve this equation, we note that under per flow marking the priority

levels, as given in equations (2.1) and (2.3), have discrete values depending
on the sending rate ν(l) and thus the aggregate arrival intensity λTCP(i) is
a discontinuous function. If we have per packet marking, equations (2.1)
and (2.2), all packets of a flow do not jump to a new priority level, as only
overflow packets are marked to lower priorities. Then packets are divided
to substreams and the resulting functions are continuous.

In order to solve equation (2.7), when per flow marking is used, we
need to make the aggregate arrival intensities piecewise continuous by pa-
rameterizing ν(l) and introducing a linear function between adjacent pri-
orities. For a detailed explanation see [Nyb02]. Let x = {xl, l ∈ L}, where
xl is an auxiliary variable used for parametrization. The priority function,
equation (2.3), is made smooth and piecewise continuous by introducing a
linear function between adjacent priorities levels. As an example, consider
the parameterized expression pr(l, xl) for the priority level of group l. If
�pr(l, xl)� > pr(l, xl), the fraction �pr(l, xl)� − pr(l, xl) of the flows’ traf-
fic is in priority level pr(l, xl) and the rest in priority level pr(l, xl)+1. Let
ν(x) = {ν(l, xl), l ∈ LTCP}, λTCP(i,x), let q(l,x) denote the packet loss
probability of flow group l and pd(i,x) the packet loss probability for delay
class d at priority level i. The fixed point equation is then

ν(l, xl) =
1

RTT (l)

√
2
1 − q(l,x)

q(l,x)
, l ∈ LTCP. (2.8)

The arrival intensity of priority level i using per flow marking is,

λd(i,x) =
∑

l∈Ld:|pr(l,xl)−i|<1

n(l)ν(l, xl)(1− | pr(l, xl) − i |). (2.9)

In the same fashion, the loss probability of flow group l is obtained from
the loss probability pd(i) given by the buffer model,

q(l,x) = pd(�pr(l, xl)�,x)(�pr(l, xl)� + 1 − pr(l, xl)) (2.10)
+ pd(�pr(l, xl)� + 1,x)(pr(l, xl) − �pr(l, xl)�), l ∈ Ld.

In order to study how relative services is achievable by the given mech-
anisms, we solve equation (2.8) for the TCP equilibrium sending rate and
calculate the throughput θ(l) of the flow

θ(l) = ν(l) · (1 − q(l)).

By studying two flow groups, we are able to study the relationship between
the ratio of contracted rates of flows to the ratio of throughputs of the flows
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under varying scenarios. We study one buffer with TCP traffic, two buffers
with TCP traffic and two buffers with TCP and UDP traffic. Furthermore,
we compare per flow and per packet marking and dependent and indepen-
dent discarding.

Flow level model for TCP and UDP flows
Assume that the packet handling in a bottleneck buffer can be approxi-
mated on the flow level as a Processor Sharing mechanism, which divides
capacity equally among all flows, β = 1/n. On the flow level, we are not
concerned with a more detailed model of packet arrivals to the buffer. The
flows with the highest priority level I have, in our flow level model, a strict
priority over all the other flows. Among these high priority flows, the band-
width is divided as fairly as possible, i.e. each flow receives an equal share
unless this exceeds the corresponding threshold rate. We are then able to
study the conditioning mechanisms by modeling how the introduction of
priority levels i and flow groups l affect the actual bit rate of a flow, β(l, i).

Assume two TCP flow groups, φ(1) > φ(2) and one buffer. The flows
in the same priority level share bandwidth equally up to their threshold rate.
Because the threshold rate for group 1 is higher than for group 2, t(1, i) >
t(2, i), group 1 flows share also among themselves the extra bandwidth left
over by group 2 flows in the same priority level. If per flow marking is used,
then the general rule to determine the bandwidth shares β(l, i) for all the
n(l, i) flows in group l and at level i is, cf. Publication 3,




β(1, i) = min{max{C(i)
n(i)

,
C(i) − n(2, i)t(2, i − 1)

n(1, i)
}, t(1, i − 1)},

β(2, i) = min{C(i)
n(i)

, t(2, i − 1)},
(2.11)

where C(I) = C = 1 and

C(i) = max{C(i + 1) − n(1, i + 1)t(1, i) − n(2, i + 1)t(2, i), 0}

refers to the remaining capacity for the flows with mark i, n(i) = n(1, i) +
n(2, i). Under per flow marking, since t(l, 0) = ∞ all flows in the lowest
priority receive the same share β(l, 1) = C(1)

n(1) .
Assume now that, instead of two TCP flow groups sharing the same

buffer, there is one group in each delay class, so that group 1 consists of
UDP flows, sending at a fixed rate of ν(1) and group 2 consists of TCP
flows. Assume further that packet discarding in the buffers is dependent.
Now the UDP flows in group 1 divide the remaining capacity among them-
selves, but never receive more than their boundary rate. The TCP flows in
group 2 then divide among themselves the capacity that is left over by the
flows in higher priority levels and by the UDP flows or substreams of the
same priority level. Assuming dependent discarding, UDP flows on lower
priority levels than the TCP flows do not affect the bandwidth share of the
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TCP flows. The equations are then for per flow marking1,


β(1, i) = min{ C(i)
n(1, i)

, t(1, i − 1), ν(1)},

β(2, i) = min{max{C(i) − n(1, i)ν(1)
n(2, i)

, 0}, t(2, i − 1)},
(2.12)

where

C(i) = max{C(i + 1) − n(1, i + 1)t(1, i) − n(2, i + 1)t(2, i), 0}

as before.
In general, to model the interaction between TCP and the marking

mechanisms the priority levels pr(l) need to be determined as a function of
the number of flows n(l) in each group l. These priority levels, in turn, de-
termine uniquely the network state n = (n(l, i); l = 1, 2; i = 1, 2, . . . , I),
which in turn determines the actual bit rate of a flow, β(l).

Flows belonging to the UDP group do not adjust their sending rate,
while at level pr(l), TCP group l ∈ LTCP decides to raise the level by one
if pr(l) < I and the resulting bandwidth share β′(l, pr(l) + 1) is higher
than the original one β(l, pr(l)). If the level is not raised, group l decides
to lower the level by one if pr(l) > 1 and the resulting bandwidth share
β′(l, pr(l)−1) is higher than the original one. Equilibrium is found when-
ever it is beneficial for all TCP groups to keep the current priority levels.
The final bandwidth share θ(l) for a flow in group l will be β(l, i) corre-
sponding to the final level pr(l) = i. In principle, it may happen that
the iteration does not end, but remains in a loop consisting of a number
of states. However, our numerical experiments suggest that such a unique
final state is always achieved.

Similar to the packet level, we study two flow groups and characterize
the relationship between the ratio of contracted rates of flows to the ratio
of bandwidth shares θ(l) of the flows under varying scenarios. We study
bandwdith shares for two competing TCP traffic groups and for two TCP
and UDP traffic groups. Furthermore, using the above models, we can
compare the packet and flow level models to each other.

2.6 Summary of work and Publications 1–3

Publications 1–3 consider how traffic differentiation can be performed in
the Internet when traffic interacts with differentiation mechanisms. On the
packet level we model the interaction with the help of a detailed packet
level TCP model and packet level buffer model of the traffic handling
mechanism. On the flow level we base the models on the Processor Sharing
model of TCP, assuming that flows inside a class divide bandwidth equally.
With the help of these two models, we study how flow weights and traffic
classification based on these weights at the edge of the network influence
the resulting share of bandwidth. The investigated scenarios in each of the

1The equation in Publication 3 had C(i)−n(1, i)t(1, i−1) instead of C(i)−n(1, i)ν(1).
The original equation did not take into account the case where t(1, i) < ν(1) < t(i, i − 1).
See Appendix A.1 for more detail.
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three publications are comparable and Publication 3 includes, compares
and extends the packet level model of Publication 1 and the flow level
model of Publication 2.

The packet level and flow level models both conclude that, in a net-
work with both TCP and UDP traffic, to provide relative services the key
differentiation mechanisms are per flow marking and dependent discard-
ing. When modeling only TCP traffic, we assume one buffer and we do
not consider discarding alternatives. Then, when modeling on the flow
level, we conclude that packet marking is better, while on the packet level
we cannot make such a clear distinction. The two modeling levels give
qualitatively similar results and the minimum of the ratio θ(1)/θ(2) is sim-
ilar, but the differences are due to the numerical values of the maximum of
θ(1)/θ(2). When per flow marking is used, capacity is more often divided
equally between flow groups, as at each priority level there is a network
condition when flows belonging to different flow groups will have the same
priority and bandwidth is divided equally. Under per packet marking this
occurs only at the highest priority level and thus if we consider the mini-
mum of the ratio θ(1)/θ(2), per packet marking is better. However, when
modeling on the packet level and assuming per flow marking, bandwidth
is divided at times according to the ratio of the flow group weights while
under per packet marking the ratio θ(1)/θ(2) is always less than that of the
weights. Thus no definite conclusion can be made. On the flow level, the
maximum ratios are almost the same or at times under per packet marking
closer to the ratio of the weights, and thus per packet marking seems to
divide capacity better as shown by the numerical results in Publication 3.
For more numerical results to illustrate this and a more thorough analysis
of the effect of parameter choices on the results, see [Nyb02].

The basic assumptions in each publication is that the number of TCP
flows is fixed and that a single backbone link is considered. When the buffer
is modeled on the packet level, the packet arrival process is assumed to be
Poisson. Further research could relax these assumptions, namely introduc-
ing a dynamic flow model, where the number of flows varies randomly.
Extending the TCP model to a more detailed and dynamic traffic model
would allow for the study of the stability of the interaction of the DiffServ
mechanisms and the TCP congestion control. Considering larger networks
on the flow level would also be an interesting topic for further research. Val-
idation of the models through detailed packet level TCP simulations have
not been done; in [NAS02] the simulations used a simplified TCP model
of the congestion avoidance phase, and the main focus was in validating
that the EWMA and Token Bucket marking mechanisms can be modeled
as per flow and per packet marking, respectively.

Each publication is separately summarized below.

Publication 1: How to achieve fair differentiation
Publication 1 presents a packet level model to study how marking at the
DiffServ boundary node and scheduling and discarding inside a DiffServ
node affect the division of bandwidth between two delay classes: elastic
TCP flows and streaming non-TCP flows. A static case, where the number
of TCP flows is fixed, on a single backbone link is considered.
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The packet level model includes expressions for aggregated arrival in-
tensities based on the marking to priority levels, loss probabilities of these
aggregates and resulting loss probabilities as seen by flows in different de-
lay classes. These expressions together with a fixed point equation for TCP
sending rate are used to solve the resulting equilibrium TCP sending rates
and priority levels given the number of flows in the network.

The results show that, in a network with both TCP and non-TCP flows,
only per flow marking together with dependent discarding thresholds across
both delay classes is able to divide bandwidth fairly and in a TCP friendly
way. Furthermore, the numerical results illustrate that there is no clear
one-to-one relationship between the ratio of WFQ scheduler weights and
flow group weights. Per flow marking and dependent discarding seems to be
more powerful in controlling the resulting bandwidth shares. When non-
TCP flows are in the highest priority level, i.e. the marking and discarding
have little effect, the WFQ weights play a larger role, and they give a fixed
upper bound for the bandwidth share achievable by non-TCP flows.

Publication 1 is written by the present author. The packet level model
in section 2 is mainly by the present author, but joint work with the co-
author. Numerical calculations are by the present author.

Publication 2: Flow level models of DiffServ packet level mechanisms
Publication 2 presents a flow level model to illustrate the effect of various
DiffServ traffic conditioning methods on bandwidth sharing among elastic
TCP flows. A static case, where the number of TCP flows is fixed, on a
single backbone link is considered.

The flow level model includes expressions for resulting bandwidth share
in terms of the number of flows in a priority level and the boundary rate of
a priority level. The resulting equilibrium bandwidth share is solved by it-
eration, until the bandwidth share of TCP flows is in accordance with the
number of flows in the network.

The results show that per packet marking yields a slightly better approx-
imation of the relative-services approach compared to per flow marking.
With per packet marking bandwidth shares are equal only when both flow
groups are in the highest priority level. Under per flow marking, bandwidth
shares may be equal whenever both flow groups are in the same priority
level. For both marking schemes, however, the approximation is the better,
the more there are priority levels.

Publication 2 is co-authored by the present author. The flow level
model was proposed and section 2 written by the principal author, Dr.
Samuli Aalto, but is joint work with the present author.

Publication 2 has not been subject to a peer review.

Publication 3: Differentiation and interaction of traffic: a flow level
study
Publication 3 first reviews the main results of Publication 1, a packet level
model and then introduces the flow level model of Publication 2 including
the case of two delay classes. The models are compared with each other,
with emphasis on evaluating the differentiation that can be achieved using
DiffServ without admission control. The relative-services approach, i.e. the
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rate of the flow should be in proportion to the contracted rate, is adopted.
Differentiation mechanisms proposed, such as AF and Simple Integrated
Media Access (SIMA) are modeled analytically with emphasis on modeling
the interaction between various differentiation mechanisms and traffic flow
types TCP and UDP.

The packet level model is presented in more detail including some con-
siderations on the parametrization form needed to solve the resulting fixed
point equation. For the flow level model, expressions for bandwidth shares
is given for both the case of one delay class, i.e. only TCP traffic, and two
delay classes, i.e. TCP and non-TCP traffic.

The results show that the flow level models are powerful in explaining
how marking thresholds and mechanisms determine the differentiation in
a network. The flow level models are able to produce results similar to the
packet level models, and can be used as an abstraction of a DiffServ network
and give system level guidelines for both network and differentiation design.

Publication 3 is written by the present author. The publication is based
on Publications 1 and 2, with the flow model extended to include non-TCP
traffic. The extended flow model is joint work by the authors. Numerical
calculations are by the present author.
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3 SCHEDULING AS MEANS TO DIFFERENTIATE INTERNET TRAFFIC

3.1 Introduction

In the previous chapter, we considered persistent TCP flows that always
have data to send. Given such flows, we studied the resulting equilibrium
state of the network, assuming that differentiation based on given reference
weights is deployed in the network. In this chapter, we consider the ser-
vice requirements of TCP flows that have a finite flow size. Such flows are
called non-persistent flows. The resulting long-term equilibrium differenti-
ation of the previous section does not address the difference in short-term
delay requirements between short and long TCP flows and the effect of
random arrivals of flows. Randomly arriving TCP flows may be long FTP
or E-mail data transfers or short Web and Telnet transactions that are inter-
active, therefore, inside a TCP traffic delay class, the transfer time and loss
requirements of flows may vary.

The perceived quality in terms of transfer time is more prone to high
variations for short flows than for long flows. TCP applications react to con-
gestion and losses by reducing their window sizes either with certain fluidity
through fast retransmit procedures or after a timeout. For short connections
with small window sizes, there are not enough packets to activate the du-
plicate ACK mechanism; a loss is then often detected only after a timeout
and possibly after all data have been sent to the network [BPS+98, PA00]. A
loss occurrence for a short TCP transfer may thus increase the transfer time
manyfold, while, on the other hand, a reduction in the delay of the order
of one second would be a significant improvement for short transactions.

We propose to differentiate between non-persistent TCP flows on the
basis of the flow size. From a queuing theory point of view, it has been
shown that choosing an appropriate scheduling policy may significantly im-
prove the performance of the system. One of the classical results of queuing
theory says that the Shortest Remaining Processing Time (SRPT) policy is
optimal as it is able to reduce the overall mean delay of the flows [Sch68].
This is only applicable, however, if the flow sizes are known, which obvi-
ously is not the case in the current TCP/IP architecture.

When the flow sizes are not known, age-based scheduling policies can
be used as an approximation. Age-based scheduling policies infer the re-
maining size of a job from the attained service of the job. Their optimality
is critically dependent on the distribution of the job sizes. For example, if
the distribution has a decreasing hazard rate, the more service a job has at-
tained the smaller the probability it has received all the service it requires.
One can then reduce the mean delay of the system by favoring short jobs
that have a high probability of finishing. Internet flow-size distributions
exhibit heavy tailed behavior and can often be modeled by a distribution
with a decreasing hazard rate, e.g. Pareto distribution. For instance most
TCP sessions, e.g. interactive sessions, are of small size but a small number
of large flows, e.g. from data applications, are responsible for the largest
amount of transferred data. As a consequence, age-based scheduling poli-
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cies that favor jobs with small attained services would increase the overall
mean throughput of jobs by reducing the mean delay of flows.

In designing scheduling mechanisms for Internet traffic, or for any other
implementation in general, optimizing the overall mean delay of flows
may not be enough. Predictability and fairness of the scheduling policy
must also be taken into account. The reduction in the mean delay may
come at the expense of larger variance, where large flows see a manifold in-
crease in their delay. We propose to use threshold-based mechanisms and
show through simulations and analytical considerations that they are able
to reduce the maximum delay of flows compared to the Foreground Back-
ground (FB, also called Least Attained Service (LAS)) discipline, which
strictly schedules jobs according to their age.

To implement age-based differentiation in the Internet, one needs to
mark flows into priorities based on their age and schedule the flows based
on this priority marking. We propose a stateless implementation for such
a mechanism and show that threshold-based mechanisms are also easier
to implement than mechanisms based on FB, which can be considered a
threshold-based mechanism with an infinite number of levels.

We study more closely the family of age-based scheduling mechanisms
called Multi Level Processor Sharing (MLPS) disciplines with thresholds, a
given scheduling discipline inside a level and strict priority between levels.
We model TCP traffic at the flow level and assume that resulting best-effort
scheduling of TCP flows can be modeled as an M/G/1/PS queue. Building
on this M/G/1/PS model, the packet-level priority discipline for TCP flows
can be modeled on the flow level as an MLPS discipline, with PS used as
the internal discipline within each level. We compare MLPS disciplines to
the Processor Sharing (PS) discipline, and show that MLPS disciplines are
always better than the PS discipline when the hazard rate of the flow-size
distribution is decreasing. Furthermore, we give guidelines and proofs for
choosing the thresholds and scheduling disciplines inside a level.

3.2 Related Research

Seminal work on one server scheduling disciplines was made in the 1960’s
and 1970’s. Schrage [Sch68] proves that the Shortest Remaining Processing
Time (SRPT) discipline minimizes the mean delay, i.e., the expected time
in the system. The SRPT discipline, however, requires the knowledge of
the remaining service times of all jobs. Recently SRPT has been proposed
to be used in scheduling web requests [HBSBA03] and [SHB05], as there
the size of the request is often known.

Harchol-Balter et al. have studied SRPT extensively in [BHB01] and
more generally together with different scheduling policies in [HBSW02]
[WHB03] and [WHB05]. In these papers, scheduling policies are classified
according to slowdown, fairness and predictability. The work by Harchol-
Balter et al. has highlighted the need for different optimality metrics in
evaluating scheduling policies.

A new scheduling discipline, Fair Sojourn Policy (FSP), has been pro-
posed in [FH03] by Friedman and Henderson. It is a preemptive schedul-
ing policy, where the priority of a job is determined by the remaining pro-
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cessing time the job would have if all jobs were scheduled under PS. The
FSP scheduler then devotes full capacity to the job that would, under PS,
have the smallest remaining processing time until it departs or until a new
job with higher priority arrives. FSP is claimed to be fair and efficient, as
no job performs worse under FSP than under PS.

In several recent works [NT02, GM01, GM02a, GM02b, RUKB02,
RUKB03], the authors address the differentiation between short and long
flows in the Internet. In [NT02], the authors suggest two approaches based
on simulation studies. The first approach is application-based and it is pro-
posed in the framework of Differentiated Services (DiffServ), with Assured
Forwarding (AF) and RED with In and Out (RIO). This approach requires
a non-trivial choice of the numerous AF and RIO parameters. The sec-
ond approach is TCP state based, using each connection’s window size and
relying on the compliance of the end hosts. Furthermore, this approach
requires tuning of weighted round robin (WRR) parameters, which again is
neither evident nor robust.

In [GM01, GM02a, GM02b], the authors propose a two-class based ar-
chitecture to provide better service to short TCP flows. At the edge router,
state information is kept for active flows. Packets are marked with high
priority if the current length of the flow is below some threshold and in-
side the network service differentiation is performed by RIO routers or
WRR scheduling. They evaluate the gain obtained on mean response times
through simulations. The results presented show reasonable gain in the
average performance, but without an indication to the worst case perfor-
mance or on the variance of the performance. In [GM02a, GM02b], the
authors also discuss analytical modeling of their approach, but are only able
to give approximate numerical results based on the use of the Kleinrock’s
conservation law [Kle76].

In [RUKB02], and ensuing work [RUKB03], the authors study the FB
scheduling policy on the flow level and what the FB policy would produce
in the context of a TCP network if packets from TCP flows were sorted in
decreasing order of attained service.

Theoretical work on MLPS disciplines and scheduling disciplines based
on the attained service of jobs is studied in [Yas87], [RS89], [RSY90] and
[WBHB04]. Yashkov [Yas87] proves that FB minimizes the mean delay
among such disciplines when the service time distribution is of type DHR
(Decreasing Hazard Rate). Righter and Shantikumar [RS89] prove that,
under the DHR condition, FB minimizes the queue length even stochas-
tically. Righter et al. [RSY90] show that FB minimizes the mean delay
when the service time distribution is of type IMRL (Increasing Mean Resid-
ual Life), which is a weaker condition than DHR.1 Recently, Wierman et
al. [WBHB04] prove that FB is better than PS with respect to the mean
delay whenever the service time distribution is of type DHR, and vice versa
if the service time distribution is of type IHR (Increasing Hazard Rate).

1There seems, however, to be a subtle deficiency in [RSY90] regarding the proof of FB’s op-
timality. Instead of the truncated unfinished work Uπ

x (t), Righter et al. [RSY90] consider the
corresponding untruncated random variable V π

x (t). Therefore, while FB minimizes Uπ
x (t),

see Proposition 5 in Publication 5, FB does not minimize V π
x (t) nor V

π
x . See Publication 5,

section 3 for more detail.
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3.3 Contribution

FB has been compared to the PS scheduling discipline, and it is a known
result that FB is optimal in terms of minimizing the overall mean delay
when service time distributions have a decreasing hazard rate. However,
similar comparisons among age based disciplines in general have not been
done. In Publication 5, we prove that the MLPS disciplines with two levels
are better than PS with respect to the mean delay whenever the hazard rate
of the service time distribution is decreasing, and vice versa if the hazard
rate is increasing and bounded. In Publication 6, we show that these results
are valid for a general MLPS discipline with any number of levels.

Implementation proposals to favor short flows exist, but the previous
work has not thoroughly analyzed the underlying models nor simulated
all relevant metrics, such as maximum delay. In Publication 4, we pro-
pose a stateless packet level implementation of a two-level MLPS disci-
pline, called RuN2C, where the age of a TCP flow is inferred from the
sequence numbers of TCP packets. Through simulations, we show that
RuN2C is able to both reduce the mean delay compared to traditional tail
drop routers and the maximum delay of TCP flows compared to a packet
level implementation of FB.

In Publication 5 and Publication 6 we study and prove some of the
theory on MLPS disciplines introduced in Publication 4. The numbering
of the publications represents the order they were written and published,
but it seems more natural, in the next section, to first present the theory
behind the implementation proposal.

3.4 Age-based scheduling

Full information on flow size is not necessarily available, and age-based
policies have therefore been proposed for differentiation in the Internet.
Furthermore, due to the slow start function of TCP congestion control,
packets of TCP flows should receive priority at the beginning of a con-
nection when window sizes are small and TCP performance is sensitive to
losses, regardless of the total size of the flow.

To study the effect of scheduling on reducing the overall mean delay of
flows in the Internet, we need to consider how a new scheduling mecha-
nism compares to the best-effort Internet and how it changes TCP fairness.
On the flow level the Processor Sharing (PS) discipline and M/G/1/PS
model is a natural point of comparison, since it has been proposed as an
ideal model for the bandwidth sharing among TCP flows in a bottleneck
router [HLN97, FBP+02]. PS is a fair policy, as all flows receive a mean
delay in proportion to their size. Other scheduling policies that favor short
flows to reduce the overall mean delay achieve it usually at the expense of
long flows. Thus, in introducing a scheduling policy for TCP traffic, one
needs to consider the fairness and predictability of the policy. Studying the
mean delay, the maximum delay and the variance of the delay for flows,
conditioned on the flow size, can give indications on fairness.

It is not enough to compare an age-based scheduling policy to PS, one
needs to consider which age-based scheduling policy is best suited to TCP
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traffic. Necessarily the policy that is optimal in terms of the mean delay,
is not optimal in terms of fairness and predictability. Simulations and nu-
merical results indicate that threshold-based policies, i.e. ones with a finite
number of priority levels, are able to reduce the variance of the delay. A
topic for further research is to quantify how the benefits in reducing the
mean delay by an infinite level discipline is achieved by a finite class or
threshold-based scheduling policies and, furthermore, how threshold-based
policies offer better predictability for the mean delay of flows.

Multi Level Processor Sharing disciplines
To understand how age-based scheduling mechanisms can be used to re-
duce the mean delay, we consider a family of Multi Level Processor Sharing
(MLPS) scheduling disciplines. Building on the M/G/1/PS model, we as-
sume that inside a priority class bandwidth is shared at the flow level equally
according to the PS discipline, thus the packet level priority discipline for
TCP flows can be modeled on the flow level as an MLPS discipline with PS
used as the internal discipline within each level. More precisely, an MLPS
discipline is defined by a set of thresholds

0 = a0 < a1 < · · · < aN < aN+1 = ∞,

which define N + 1 levels. Jobs are classified into levels based on their
age or attained service. Between these levels, a strict priority discipline is
applied at the level with the lowest index, having the highest priority. Thus,
those jobs that have attained service less than a1 time units are served first.
Inside a level any scheduling discipline could be used, but we restrict the
analysis to Processor Sharing (PS) and Foreground Background (FB). As
N → ∞ and ai − ai−1 → 0 ∀i the discipline becomes the Foreground
Background (FB) discipline.

In evaluating proposed scheduling mechanisms, we have studied the
mean delay T (x), conditioned on the job size x, and the overall mean delay
T . We have studied by numerical means some qualitative arguments con-
sidering the variance of the delay. Wierman and Harchol-Balter have clas-
sified scheduling policies according to fairness [WHB03] and predictability
[WHB05], which they define in terms of mean and higher moments of the
conditional delay respectively. For age-based policies only FB is included,
as the analytical expressions for MLPS policies have only been solved for
exponential job-size distributions.

To illustrate the range of policies under MLPS, we consider, as an ex-
ample, a Two-Level Processor Sharing (TLPS) policy: PS+PS. In PS+PS
the PS scheduling discipline is used at both levels. When appropriate we
indicate the value of the threshold a between the two levels by using the no-
tation PS+PS(a). Figure 3.1 shows the mean delay for flows for PS, PS+PS,
and FB scheduling policies, as a function of their size. The flow-size distri-
bution is bounded Pareto with parameters BP(13, 3500, 1.1). We observe
that, even though large flows do not suffer much with PS+PS, the average
time in the system is reduced significantly (see Figure 3.2). Even though
the benefit FB and PS+PS provide to short flows are comparable, PS+PS
causes a smaller degradation of the performance for large flows than FB.
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Figure 3.1: Mean conditional delay T
π
(x), π =

{PS, FB, PS + PS(1000)} under service time distribution
BP(13, 3500, 1.1) and load ρ = 0.9

In Figure 3.2, the mean delays of the two-level PS disciplines PS+PS(a)
and FB+PS(a) are depicted as a function of the threshold a. In addition,
the mean delay values for the PS and FB disciplines are also depicted. The
service time distribution is bounded Pareto BP(13, 3500, 1.1).
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Figure 3.2: Mean delay E[T π], for π =
{PS, PS + PS(a), FB + PS(a), FB}, as a function of a under service time
distribution BP(13, 3500, 1.1) and load ρ = 0.9

These numerical examples show that MLPS disciplines should be bet-
ter than PS, but worse than FB in minimizing the mean delay, when the
hazard rate of the service time distribution is decreasing. This is indeed the
case and has been proven in Publications 5 and 6 and is discussed below.

Mean delay analysis
We study the relationship between MLPS disciplines in terms of the mean
delay. We present a summary of the main results of Publications 5 and
6 marked by a bullet. The proofs are based on a mixed approach of both
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meanwise and pathwise arguments on the unfinished truncated work. Con-
sider any work-conserving discipline π. Let A(t) denote the number jobs
that have arrived up to time t, Nπ(t) denote the number of jobs in the
system at time t when discipline π is used, and denote the service times of
these jobs by Si and their attained services by Xπ

i (t), i ∈ {1, . . . , Nπ(t)}
under discipline π. Let us introduce the notation a∧ b = min{a, b}. Then
Uπ

x (t), the unfinished truncated work at time t, is the sum of remaining
truncated service times of those jobs in the system at time t with attained
service less than x units,

Uπ
x (t) =

A(t)∑
i=1

((Si ∧ x) − (Xπ
i (t) ∧ x)). (3.1)

For age-based scheduling disciplines in an M/G/1 queue, the mean
unfinished truncated work can be described in terms of the mean condi-
tional delay T (t) and the complementary probability distribution function
F (t) = 1−F (t), where F (t) =

∫ t

0 f(y) dy, and f(t) is the density function
(cf. [Kle76] equation (4.60)),

Ux = λ

∫ x

0

F (t)T (t) dt. (3.2)

Differentiating and averaging over x, we have the following result for the
mean delay E[T ]:

E[T ] =
∫ ∞

0

T (x)f(x) dx =
1
λ

∫ ∞

0

(Ux)′h(x) dx, (3.3)

where h(x) = f(x)/F (x) is the hazard rate of the distribution.
We can then study the mean delay of scheduling disciplines in terms of

unfinished truncated work and the hazard rate of the job-size distribution.
The following results follow from equation (3.3). Let π1, π2 ∈ Π be two
scheduling disciplines (cf. Publication 5).

• If U
π1

x ≤ U
π2

x for all x ≥ 0 and the hazard rate h(x) is decreasing,
then

E[T π1] ≤ E[T π2].

• If U
π1

x ≤ U
π2

x for all x ≥ 0 and the hazard rate h(x) is increasing
and bounded, then

E[T π1] ≥ E[T π2].

A numerical example of Uπ
x (t) for a bounded Pareto service time distri-

bution BP(13,3500,1.1) is depicted in figure 3.3. Here we see that for FB
the mean unfinished truncated work is minimized and that for PS+PS it is
always smaller than for PS.

A sufficient condition for U
π1

x ≤ U
π2

x for all x ≥ 0 is that the mean
delay curves, see e.g. figure 3.1, cross each other at most once (cf. Publica-
tion 5).

• If there exists some x∗ ≥ 0 such that T
π1(x) ≤ T

π2(x) for all x < x∗

and T
π1(x) ≥ T

π2(x) for all x > x∗, then U
π1

x ≤ U
π2

x for all x ≥ 0.
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The following result then follows for a TLPS discipline (cf. Publication 5).

• The mean unfinished truncated work under TLPS disciplines is less
than under PS.

For MLPS disciplines, at every threshold there is a discontinuity in the
mean delay curve, and though the above sufficient condition seems to hold
for MLPS disciplines in general, the proofs are based on another approach
(cf. Publication 6).

• For x ≥ aN , there exists x∗ ≥ aN such that T
π1(x) ≥ T

π2(x)
implies U

π1

x ≤ U
π2

x for all x ≥ x∗. For x ≤ aN we can show that for
the sample paths Uπ1

x ≤ Uπ2
x (see below). Then by induction and

the proof for the TLPS case above, the meanwise case follows.

The following result then holds (cf. Publication 6).

• The mean unfinished truncated work under all MLPS disciplines is
less than under PS.

For some cases, we can relax the assumption of Poisson arrivals and
give pathwise arguments on the unfinished truncated work Uπ

x , which are
stronger than the meanwise arguments U

π

x above. All proofs considering
delay are based on the mean delay (cf. equation (3.3)).

Consider equation (3.1), which can be written as

Uπ
x (t) =

A(t)∑
i=1

(Si ∧ x) −
∫ t

0

σπ
x (u) du, (3.4)

where σπ
x (t) refers to the rate at which such jobs that have attained service

less than x units are served at time t. The first term in (3.4) is indepen-
dent of the scheduling discipline and it suffices to study σπ

x (t) in order to
compare scheduling disciplines. We have, for any t,{

σπ
x (t) = 0, if Nπ

x (t) = 0,
σπ

x (t) ≤ 1, if Nπ
x (t) > 0. (3.5)
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Here Nπ
x (t) is the number of jobs with attained service less than x at time

t and Nπ(t) is the total number of jobs in the system at time t.
For example, for the PS discipline this rate is as follows:

σPS
x (t) =




0, if NPS
x (t) = 0,

NPS
x (t)

NPS(t)
≤ 1, if NPS

x (t) > 0.
(3.6)

FB is a work conserving scheduling discipline that gives full priority to
jobs with attained service less than x. Thus

σFB
x (t) =

{
0, if NFB

x (t) = 0,
1, if NFB

x (t) > 0. (3.7)

From this it follows that FB is always better than PS or any MLPS disci-
pline regarding the sample path of the truncated unfinished work.

By defining order relations between disciplines used inside an MLPS
level n, πn  π′

n′ , we can compare MLPS disciplines that have the same
thresholds, but different scheduling disciplines inside a given level (cf. Pub-
lication 5).

• Assume that π ∈ MLPS(a1, . . . , aN ), π′ ∈ MLPS(a′
1, . . . , a

′
N ′),

n ∈ {1, . . . , N + 1} and n′ ∈ {1, . . . , N ′ + 1} such that for a fixed
x > 0,

an−1 = a′
n′−1 ≤ x ≤ an = a′

n′ .

(i) If πn = π′
n′ , then Uπ

x (t) = Uπ′
x (t) for all t ≥ 0.

(ii) If πn  π′
n′ , then Uπ

x (t) ≤ Uπ′
x (t) for all t ≥ 0.

In our work, we study FB and PS scheduling policies inside a level, obeying
the ordering

FB  FB, FB  PS, PS � FB, PS  PS.

Thus, if πn = FB and π′
n′ = PS, then Uπ

x (t) ≤ Uπ′
x (t) for all t ≥ 0.

If we restrict the analysis to MLPS disciplines with N levels, and PS
at every level, denoted by NPS, we can show that adding a new level,
with threshold aN reduces the unfinished truncated work for all thresh-
olds x ≤ aN , assuming that the original and new discipline follow the
same scheduling rule for jobs with attained service time less than aN−1 (cf.
Publication 6).

• Let N ≥ 1, π ∈ (N + 1)PS with thresholds {a1, . . . , aN}, and
π′ ∈ NPS with thresholds {a1, . . . , aN−1}. Then Uπ

x (t) ≤ Uπ′
x (t)

for all x ≤ aN and t ≥ 0.

Though PS+PS is better than PS regarding the mean value of the un-
finished truncated work, the pathwise version of this result is not true.

MLPS scheduling policies are able to reduce the mean delay compared
to the PS policy, with FB being the optimal policy under decreasing hazard
rates of the job-size distribution. Furthermore, for PS+PS it has been shown
in [AAB05] that the mean conditional delay has an asymptote as the job size
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goes to infinity, which is not the case for FB, as shown in Publication 4. In
view of this, the theoretical considerations on scheduling policies show that
PS+PS is able to reduce the mean delay compared to PS and has better
predictability for large jobs than FB, even though FB is optimal in terms of
the mean delay.

3.5 Scheduling TCP packets based on sequence number

TCP sequence numbers are used for reliable transfer to keep track of which
bytes have been sent and which have been acknowledged. The sequence
number of a TCP segment is the byte-stream number of the first byte con-
tained in the packet incremented from one segment to the next by the
number of bytes in the packet’s workload. The initial sequence number is
chosen at random from a 32 bit field to minimize the possibility that a seg-
ment from a terminated connection between two hosts, still present in the
network, is mistaken for a valid segment of an ongoing connection between
the two hosts. Furthermore, for security reasons, misbehaving users should
not be able to infer the initial sequence numbers of other connections.

Sequence number lookup
The difference between the initial sequence number and the sequence
number of the newest TCP packet represents the age of the connection.
We thus propose that routers infer the served amount of bytes by only look-
ing at the current TCP sequence number. If the mechanism is to be used
in routers which may not allow for sequence number lookup, the lookup
may be performed already in the edge routers that may then set the Type of
Service (TOS) bits in the IP header to indicate the age of the connection by
using priorities. As our implementation retains the per byte nature of TCP
flow control, the number of high priority bytes of each connection will be
fixed and independent of the Maximum Segment Size (MSS) of the con-
nection. In packet count based schemes, e.g. [GM01], the number of high
priority segments is fixed and the number of high priority bytes depends
on the MSS. Sequence number lookup provides well-defined fairness with
respect to other users and at the same time it prevents misbehaving users
from getting preferential treatment since, whatever the value of MSS a con-
nection chooses, only the number of bytes defines the degree of preferential
treatment obtained.

Sequence number lookup provides a method to infer the age of the
flow, while retaining the characteristics of TCP transfer. With this in mind,
to propose age-based scheduling, we wish also to take into account how
the use of one or a finite number of threshold compares to FB, a policy
with an infinite number of levels. We propose the use of threshold-based
mechanisms. There are three reasons for this. First, TCP transfers are
byte oriented but scheduling is performed per packet, the priority mecha-
nism should therefore be coarse grained with a finite number of levels so
that the number of bytes falling inside a level are at least larger than the
largest MSS possible in the network. Secondly, as discussed in the previ-
ous section, reducing the overall mean delay is not the only criterion in
proposing scheduling disciplines. The reduction in the overall mean delay
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is achieved almost always at the expense of longer delays for long flows and
higher variability in delay. Threshold-based policies penalize long flows less
than FB, but seem to be able to reduce the overall mean delay compared
to PS. Thirdly, a two-level policy is easier to implement than FB, as one bit
is needed to keep priority information in the header and the routers need
only to maintain two queues and consider if a packet has priority or not.

Implementation at routers
We propose a scheduling mechanism based on PS+PS, with one threshold
th. The threshold th must be chosen in such a way that short flows benefit
from the differentiation mechanism while keeping the load of high priority
low in order not to harm longer flows. To find a compromise solution, we
note two facts. First, short TCP flows are prone to timeouts upon packet
losses, see e.g. [BPS+98]. The impact of timeouts can be extremely im-
portant on the response time of short flows since its minimum value is 1 s
[PA00]. Thus, to avoid timeouts, packets should be given priority until the
congestion window reaches a value of 3 or 4. This is the case if approxi-
mately 8 packets are transmitted. This corresponds to a threshold th of 12
KBytes for MSS of 1460 KBytes. Second, since TCP flow sizes are heavy
tailed, even though flows shorter than 8 packets may represent a signifi-
cant number of TCP flows, they will account for only a small proportion
of the total load. Hence, giving priority to short flows, will not lead to the
starvation of longer flows.

In order to infer from the TCP sequence number the amount of bytes
sent, we need to know the initial sequence numbers of the TCP flows.
We propose to divide the 32 bit TCP sequence number space into R bits,
giving use 2R Possible Initial Numbers (PIN). They are equally spaced in
the sequence number field ranging from 0 to 232 − 1, and denoted by
PINi where i ∈ {1, . . . , 2R}. These numbers should be spaced not too
far to allow for the initial sequence number of a TCP connection to be
picked sufficiently at random. They must be spaced far enough to reduce
the probability (or the occurrence rate) of running over to the next PIN.

Let th be the value in bytes of the threshold, packets for which the se-
quence number is between PINi and PINi +th will be classified as priority
packets in contrast to packets for which the sequence number lies between
PINi + th and PINi+1, where PINi+1 is the next possible initial number
(see Figure 3.4).

With this structure, the sequence number expressed in binary code is
divided into three parts (see Figure 3.4). The R = 32− (L+TH ) most sig-
nificant bits are picked at random, providing 2R different PIN values. The
next L bits and the following TH bits, where TH = log2 th, are set to zero
when the TCP connection is established. This scheme permits one to infer
the priority of the packet by a simple mask-based comparison, since when
the sequence number belongs to the low priority range [PINi+th, PINi+1]
the L intermediate bits will be equal to 0. Packet sequence numbers from
a given connection will overflow to the next PIN after 2L+TH bytes which
can be chosen quite large.

Note that, since the sequence number is counted in bytes, the interval
2TH is divided into MSS (Maximum Segment Size) disjoint sets. This
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Figure 3.4: Structure of the sequence number for RuN2C

allows us to choose at random also the first log2 MSS bits of the initial
sequence number. We can thus increase the randomness of the scheme
allowing both the first R bits and the log2 MSS least significant bits to be
random.

The packet level implementation, which we call RuN2C requires main-
taining a two-class priority queue and knowledge of the value of the thresh-
old parameter between high and low priority queues. If standard TCP
connections share RuN2C enabled routers, the TCP connections will not
benefit from the priority queue except if they randomly start their sequence
number to do so. Our analytical models and simulation results show that
long TCP connections obtain equivalent performance with tail drop rou-
ters and RuN2C routers as long as the load of the priority traffic remains
small. One may expect for a similar result to stand for non-adapted short
TCP flows if the volume of priority traffic is sufficiently small. RuN2C
routers can thus be considered compatible with current TCP implemen-
tations. In addition, TCP connections implementing RuN2C are not af-
fected by tail drop routers. We thus conclude, that RuN2C can be pro-
gressively deployed in a network, as it is always beneficial for all adapted
TCP connections and never worse than the current implementation for
non-adapted connections.

3.6 Summary of work and Publications 4–6

In Publications 4–6 we consider MLPS disciplines with thresholds and
compare them to the PS discipline. We show that MLPS disciplines are
always better than the PS discipline when the hazard rate of the flow-size
distribution is decreasing. Through theoretical considerations and simula-
tions we give guidelines and proofs for choosing the thresholds and schedul-
ing disciplines inside a level.

Recently, it has been proven in [AA06], that for a flow-size distribution
with decreasing hazard rate the more levels there are in an MLPS disci-
pline the better it is. Most recent unpublished results on the mean delay
show that FB is not always optimal when the flow-size distribution is of type
Increasing Mean Residual Life (IMRL), but MLPS disciplines with FB or
PS inside a level are better than PS also for distributions of type IMRL.
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Thus far we have considered optimality in relation to overall mean delay
and job-size distributions with decreasing hazard rate, then FB is optimal in
minimizing the mean delay. Two interesting questions to answer remain.
Are MLPS policies with a finite number of thresholds better than FB in
relation to the variance or higher moments of the conditional delay, i.e.,
should a resulting larger mean delay for jobs under TLPS be accepted if at
the same time the variance of FB can be reduced? Our simulation results
seemed to hint towards this, but it remains to be proven analytically.

Secondly, could age-based policies be defined in terms of general classes
of distributions and loss measures, and thus prove the optimality of the
policies in a more general way? An example of a general definition is the
Smallest Rank (SR) sequencing policy named Shortest Imminent Process-
ing Time (SIPT) in Kleinrock [Kle76]. Sevcik has proven in [Sev74] that
SR is optimal in minimizing expected total loss, defined as the sum of ex-
pected completion times of jobs, under full information of arrivals and con-
jectured that it is also optimal under random arrivals. However, as this is
an age-based policy the job-size distribution or at least some relevant mo-
ments of the distribution beyond the mean have to be known, in order to
determine the optimal priority scheme. In SR, the processor services the
job that has the current minimum rank. Under full preemption the rank of
a job is updated at regular preemption intervals ε or at every instant ε → 0.
At time t, the rank of a job R(ε, t) is the ratio of the expected investment of
processor time I(ε, t) to the expected payoff P (ε, t), i.e. given that the job
has received t units of service, the rank is the ratio of expected remaining
service time in the next interval ε and the probability that the job finishes
during this interval of length ε,

R(ε, t) =
I(ε, t)
P (ε, t)

=
Xε+t − Xt

F (ε + t) − F (t)
.

For a job that requires a total service time of t, F (t) is the distribution
function of the flow service times and Xt is the mean service time of a job
truncated at t units of service with limit X .

Assuming that ε → ∞, the rank becomes the mean residual life time of
the job

R(t) =
X − Xt

1 − F (t)
= E[X − t | X > t].

It remains to be shown, how the rank and loss measure of SR relate to the
mean delay under FB and other age-based scheduling disciplines, given
conditions on the job-size distribution. Classes of interest include distribu-
tions with decreasing hazard rate, and distributions with weaker conditions
such as New Worse than Used in Expectation (NWUE) or Increasing Mean
Residual Life (IMRL). Note that, a distribution with decreasing hazard rate
is of type NWUE and IMRL, but the converse is not true.

To study more thoroughly the implementation proposal, simulations of
the network in the case of RuN2C compliant traffic and non-compliant,
i.e. standard TCP flows, would be interesting. It could be that even though
some flows do not start their initial sequence numbers at predefined PINs,
they might still experience shorter delays when sufficiently many connec-
tions are RuN2C compliant.
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Publication 4: Differentiation Between Short and Long TCP Flows:
Predictability of the Response Time
Publication 4 proposes a packet level, stateless, and threshold-based sche-
duling mechanism for TCP flows, called RuN2C. An implementation of
this mechanism is considered. The behavior of RuN2C is compared with
FB-based mechanisms through analytical models and simulations. As an
analytical model for RuN2C, a two-level priority Processor Sharing PS+PS
discipline is used.

Both simulations and analytical results show that RuN2C has a very
beneficial effect on the mean delay of short flows, while treating large flows
as the current TCP implementation does. In contrast, FB-based mecha-
nisms can lead to pathological behavior in extreme cases, as illustrated by
considering the maximum delay of flows and the number of flows in the
network.

Publication 4 is a result of joint work with all the co-authors. The im-
plementation proposal of section 3 is by the co-authors. Simulations in
section 4 and all numerical calculations are by the present author, based
on joint planning of simulation scenarios.

Publication 5: Two-Level Processor-Sharing Scheduling Disciplines:
Mean Delay Analysis
Publication 5 considers a mean delay analysis of MLPS scheduling disci-
plines in the context of M/G/1 queues.

The proofs are based on a mixed approach of both meanwise and path-
wise arguments on the unfinished truncated work. FB is always better than
any PS or any MLPS discipline regarding the sample path of the unfinished
truncated work. On the other hand, PS+PS is better than PS regarding the
mean value of the unfinished truncated work; the pathwise version of this
result is, however, not true. The analysis shows that two-level PS (TLPS)
disciplines, e.g. FB+PS and PS+PS, are better than PS, but worse than FB
scheduling when the hazard rate of the job-size distribution is decreasing.
The analysis is further extended to study local optimality within a level of
an MLPS scheduling discipline.

We also point out a common mistake of earlier proofs, which instead of
considering the unfinished truncated work, have considered the unfinished
untruncated work.

Publication 5 is joint work by the authors. Numerical calculations are
by the present author.

Publication 6: M/G/1/MLPS compared to M/G/1/PS
Publication 6 extends the pathwise and meanwise results of TLPS disci-
plines of Publication 5 to the general case of MLPS disciplines. We prove
that, for M/G/1 queues, MLPS disciplines are better than the Processor
Sharing discipline with respect to the mean delay whenever the hazard rate
of the service time distribution is decreasing.

Publication 6 is a follow-up to publication 5. It is joint work by the
authors, with the main contribution to the new proofs by the co-authors.
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4 BLOCKING IN MULTICAST NETWORKS

4.1 Introduction

In the previous sections, we considered IP networks where capacity is not
reserved for a flow. In this case, scarce capacity may delay the transfer of
some number of individual packets while other segments of the flow are
transferred; however, in theory, no connection is entirely blocked. In this
section, we consider streaming traffic in a network, where capacity is re-
served for the whole route. In such a case, we are interested in the proba-
bility that a connection is blocked, i.e. that there is not enough capacity for
the connection on at least one link on the route.

Bandwidth may be saved when one transmission reaches many differ-
ent end-users. For a unicast transmission, the same information streams are
replicated separately for each user. A multicast transmission uses less band-
width, as a single copy of the information stream is delivered to each branch
leading to at least one user. This kind of streaming multicast transmission
is particularly suited to distribution-type applications, such as distribution
of radio or TV programs, or, for example, push-type services in 3G mobile
networks, where certain information is delivered to all the subscribers of
the service.

The multicast one-to-many connections form a tree-type structure. For
unicast traffic, there exists algorithms for calculating blocking probabili-
ties in hierarchical multiservice access networks [Ros95]. The basic idea
behind the algorithms is the convolution truncation recursion. The trun-
cation principle states that we can convolve independent leaf link distribu-
tions assuming no capacity constraints, and then truncate and normalize
the distribution according to the capacity constraints. For multicast traffic,
there is always at most one copy of the transmission on a given link, while,
for a unicast transmission we need to know how many copies are on the
link. Thus, to suit multicast traffic characteristics, the convolution opera-
tion is modified, and we introduce the OR-convolution operation. If both
unicast and multicast traffic are present in the network, the truncation step
is also modified. As a result, we present new algorithms suited to calculating
blocking probabilities in multicast networks.

The algorithm can be used with many different user population models.
All user models can be expressed in terms of a single-user model that we
introduce. The finite population models can then be constructed using
our proposed algorithm and, more specifically, using the OR-convolution
operation on a given set of single users. We are thus able to broaden the
class of finite user population models. Furthermore, at the limit, we obtain
the infinite user population model with exponentially distributed arrivals.

4.2 Related research

Most of the previous research has focused on blocking probabilities in mul-
ticast capable switches. Kim [Kim96] studies blocking probabilities in a
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multirate multicast switch. Three stage switches are studied by Yang and
Wang [YW98] and Listanti and Veltri [LV98]. Stasiak and Zwierzykowski
[SZ98] study blocking in an ATM node with multicast switching nodes
carrying different multi-rate traffic, unicast and multicast, using Kaufman-
Roberts recursion and Reduced-Load Approximation. Admission control
algorithms are studied in [SY97].

The paper by Almeroth and Ammar [AA97] investigates multicast group
behavior in the MBone. From this data, they conclude that interarrival
times are exponentially distributed while group membership duration times
are exponentially distributed for small networks and Zipf distributed for
larger networks. The study of intersession data suggests that simultaneous
sessions, where a user subscribes to more than one channel, occur, but not
frequently.

Multicast is also used in parallel computing applications, e.g, the par-
allel algorithm for the Fast Fourier Transform (FFT) and write update/in-
validate in directory based cache coherence protocols. The paper by Yang
[Yan96] discusses multicast for parallel computing applications.

The model by Chan and Geraniotis [CG96] is a multipoint-to-multi-
point model for a network with subscriptions arriving from single users.
They explore the tradeoff between blocking and dropping in multicast net-
works. The model is based on two main characteristics of video transmis-
sion in a multicast network: receivers share part of the connections and a
source may transmit video signals at the same time to a group of receivers
with different receiving capabilities and/or requirements. The model is
based on subband coding, where a signal is encoded into several layers
each containing a part of the information. The lowest layer contains essen-
tial information for transmitting a low quality version of the video signal.
Higher layers add information to the signal. As long as all the lower level
signals are received, a higher layer adds to the resolution of the signal. The
traffic class is defined by the triplet: physical path (p), source node (s),
and class of video quality (t). The behavior of each user is modeled as a
two state Markov chain, with unique transition rates defined for each traf-
fic class triplet. Chan and Geraniotis give a closed form expression for the
time blocking probability in the network, but as prohibitive computational
effort would be required they use the Reduced Load Approximation (RLA)
for numerical calculations.

The model by Karvo et al. [KVAM98] is a point-to-multipoint model for
a network, with subscriptions arriving from an infinite user population. The
source is called the service center and it can offer a variety of channels, e.g.
TV-channels. The users subscribing to the network may, at any time, join or
leave any of the several multicast trees, each carrying a separate multicast
transmission or channel offered by the source. The behavior of the user
population defines the state probabilities at the links of the tree-structured
network. The user population is assumed infinite and the requests to join
the network arrive according to a Poisson process. Karvo et al. give exact
solutions for blocking probabilities for the special case of all but one link
in the network having infinite capacity. A network with more than one
link having finite capacity is considered in [KVAM01], there RLA is used
as well. The single link case was further broadened by Bousseta and Beylot
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[BB99] by including both multirate multicast and unicast traffic.
After the present author’s contribution to the field, papers based on

Publication 8 have been published mainly by Karvo and the other two co-
authors of Publication 8. In [AV00], the algorithm from Publication 8,
called the basic algorithm, is simplified, by considering that the channels
are statistically indistinguishable and no specific channel requirements are
needed. In [AKV02], the combinatorial algorithm of [AV00] is extended to
include multiple groups of statistically indistinguishable channels. The ba-
sic algorithm is extended in [KAV01] and [KAV02] to the case where mul-
ticast transmissions use two-layer and multiple layer hierarchical coding,
respectively. Fast simulation techniques to simulate blocking in multicast
networks are presented in [LKV01] and [Kar02].

4.3 Contribution

The analytical model introduced in [KVAM01] is extended to the network
case in Publication 7 by introducing an exact algorithm. The new algo-
rithm for calculating blocking probabilities in multicast networks is based
on the known algorithm for unicast hierarchical networks [Ros95]. In Pub-
lication 7, we present a mathematical model for calculating blocking prob-
abilities in a multicast network with any number of finite capacity links and
an infinite user population. We also consider the case with background
unicast traffic on the links of the network. The main result is an exact algo-
rithm for calculating the time and call blocking probabilities. The accuracy
of the RLA algorithm, considered in [KVAM01], is compared to the exact
algorithm. In Publication 8, we extend the user population model to in-
clude arbitrary sized, i.e. also finite, user populations, give a more unified
account of the algorithm and provide a proof for the insensitivity properties
of the results.

4.4 Convolution and truncation in tree-structured multicast networks

Assume a tree-structured multicast network depicted in figure 4.1, with one
root link J , leaf links and intermediate links connecting the root link to
the leaf links. Behind a leaf link, we have a user or a group of users
u ∈ {1, . . . , U}. Each user has a selection of I channels to choose from
and the capacity requirement of channel i is di, i ∈ {1, . . . , I}. A new
subscription to channel i requires the capacity di only on those links where
channel i is not yet carried. The state space is then of size 2UI , as any
channel at any user may be on or off.

Consider first unicast traffic in a tree network, then the state space is
only of the size 2U , as we only need to consider the link occupancy in
terms of the capacity required by each user.

A new unicast connection may be blocked if there is not enough capac-
ity on one or more links to accept the connection. The blocking probability
is a function of two sets of state probabilities: the set of non-blocking states
and the set of allowed states. In order to calculate the blocking probabil-
ity in a network with finite link capacities we would need to keep track of
all the possible states in the network. By using recursive convolution and
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Figure 4.1: Example tree-structured multicast network. Users u are repre-
sented by circles, network nodes by boxes, and the source is the leftmost
node, from where the root link J originates. NJ denotes the set of down-
stream links connected to the root link J .

truncation steps, the computational complexity can be reduced.
Assume all links have infinite capacity. We can deduce the link occu-

pancy probabilities by convolving links pairwise starting from the leaf link
up to the root link. Then the complexity is linear in terms of the number
of users, as we need U − 1 convolution operations to calculate the root link
occupancy probabilities.

When the link capacities are finite, we use the truncation principle to
recursively convolve and truncate the state probabilities. The truncation
principle states that we can convolve independent leaf link distributions
assuming no capacity constraints and then truncate according to the capac-
ity constraints. This procedure of convolution and truncation is repeated
step by step until the root link J . The truncated state probabilities at the
root link are the joint state probabilities of all links in the network with
the capacity restrictions taken into account. The original unicast algorithm
[Ros95] for a tree network with U users is then able to calculate the block-
ing probability in U−1 convolution operations compared to the brute force
approach of going through all 2U states.

For multicast traffic we can apply the same procedure, with the main
exception that for each user we need to keep track of which individual chan-
nel the user is subscribed to, and thus the computational complexity is still
exponential in terms of the number of channels. For unicast traffic, we
are solely interested in the probability that the end user occupies a given
amount of capacity, but for multicast traffic, we only have at most one copy
of each channel on each link. Throughout the network, we thus need the
individual channel information, in order not to calculate the required ca-
pacity of a channel more than once.

The algorithms we consider are all based on this truncation principle,
the approach requires calculating two state probability sums: one over the
set of non-blocking states Ω̃k and another one over the set of allowed states
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Ω̃. The time blocking probability bt
k for traffic class k is then,

bt
k = 1 − P (X̃ ∈ Ω̃k) = 1 − P (X ∈ Ω̃k)

P (X ∈ Ω̃)
=

∑
y Qk

J(y)∑
y QJ(y)

, (4.1)

where
X = network state without capacity constraint,
X̃ = network state with capacity constraint,
Ω̃ = set of states satisfying capacity constraints,
Ω̃k = set of non-blocking states for traffic class k,

y is the link state and J is the root link. In the case of unicast traffic, k = u
and in the case of multicast traffic, k = (u, i). The probabilities QJ(y) and
Qk

J(y) are calculated recursively for traffic class k,

Qj(y) =




Tjπj(y) , if j leaf link

Tj[
⊗

n∈Nj

Qn](y) , otherwise,

and

Qk
j (y) =




T k
j πj(y) , if j leaf link

T k
j [

⊗
n∈Nj

Qk
n](y) , otherwise.

The truncation operators Tj and T k
j and the OR-convolution

⊗
are ex-

plained below, πj(y) are the leaf link state probabilities and Nj is the set
of downstream links connected to link j.

As mentioned above, the convolution operation is different for multicast
traffic than for unicast traffic. Our contribution is an exact algorithm to
calculate blocking probabilities in a multicast network with only multicast
traffic or multicast and background unicast traffic. The algorithm is based
on equation (4.1) with modifications to the convolution operation and the
truncation operator.

For unicast traffic, the convolution operation is defined in terms of the
link occupancy c instead of the link state y,

[Qj1 ⊗ Qj2 ](c) =
c∑

cj1=0

Qj1(cj1)Qj2(c − cj1).

For multicast traffic, we define the OR-convolution as

[Qj1 ⊗ Qj2 ](y) =
∑

yj1⊕yj2=y

Qj1(yj1 )Qj2(yj2),

where yj1 ⊕ yj2 = y is the OR-operation taken componentwise.
The truncation operator Tj discards the state probabilities of those states

that do not satisfy the capacity constraint of the link j. The truncation
operator T k

j discards the state probabilities of those states that do not satisfy
the capacity constraint when a new connection k is admitted on the link j.
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Set S̃j refers to those states of link j for which the capacity constraint is
satisfied. The corresponding truncation operator acting on any real valued
function f is defined as

Tjf(y) = f(y)1y∈S̃j
.

For T k
J , the set is replaced by a tighter set S̃k

j where the extra capacity
required by the new connection k is taken into account.

If independent background unicast traffic is present in the network, the
truncation operation must be modified to alter the state probabilities of the
states that satisfy the capacity restriction of the link, as the available capacity
on the link depends on the amount of non-multicast traffic on the link.
This means altering the set of admissible states and associating a probability
for each state in the set, based on the state probabilities of unicast traffic.
Assume that multicast and unicast traffic are independent. The truncation
operator is modified by taking into account the joint probability of the two
traffic types, i.e. replacing 1y∈S̃j

by the probability P (Zj ≤ Cj −d ·y) that
unicast traffic occupies the capacity left over by multicast traffic. Vector d
holds the capacity requirements of all multicast channels. The modified
truncation operator is then

T̂jf(y) = f(y)P (Zj ≤ Cj − d · y),

and T̂ k
j is modified correspondingly. Recall that for multicast traffic k =

(u, i).

4.5 Multicast user models

In order to use the truncation principle and thus our algorithm, we need
the state probabilities of the leaf links πj(y). We restrict the analysis to
multicast user models. If the user model forms a reversible process, then
the truncation of the state space only alters the normalization constant and
the truncation principle applies. As an example if the idle and holding time
distributions are exponential, the state vector is reversible. In the appendix
of Publication 8, we show that the truncation principle applies for general
channel holding times and user idle times resulting in a reversible semi-
Markov process.

Consider a model where the user population consists of a single user.
There is an idle state, where the user is not connected to any channel. The
user u can either be in the idle state 0 or connected to some channel i.
All transitions by user u are made via the idle state. Note that, the mean
idle time can be arbitrarily small, in which case the user switches almost
directly from one channel to another. However, by having the idle state,
we emphasize the fact that the capacity reservation related to the current
channel has to be first released, before a new reservation can be made.

The transition rate from state 0 to state i is denoted by λu,i = αiλu,
where αi is the probability of choosing channel i among the channel set I,∑

i∈I αi = 1. The transition rate from state i to state 0 is denoted by µi.
The model proposed is thus a Markov process with I + 1 states. The state
transition diagram is shown in figure 4.2.
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Figure 4.2: The Markov process used to model user behavior.

For the truncation principle to hold, the channel holding times as well
as the user idle times can be generally distributed with means 1/µi and
1/λu, respectively.

Assume that behind each leaf link we have one user and the link at
the next level combines N leaf links. Assume further that the leaf link has
enough capacity to admit any channel request of the user and a user only
requests one channel at a time. Then the second level link sees a user
population of size N . Thus using our algorithm, we can define a set of user
models based on the single-user model.

We consider the single-user model and the following derivatives

• The channel user model is constructed as a special case of the single-
user model. The single user is defined to be connection specific,
i.e. having only the possibility of choosing a given channel i. The
leaf link distribution is then constructed by combining the I channel
specific single users.

• The most general user population model, the finite user population
model is a model for a population consisting of N users each having
the whole selection of channels to choose from.

• Lastly the user population for a finite number of users results in the
infinite user population as the number of users N tends to infinity.

4.6 Summary of work and Publications 7 and 8

Publications 7 and 8 present an exact algorithm for calculating blocking
probabilities in a tree-structured multicast network. Using the convolution
principle the computational complexity of the exact algorithm is linear in
terms of the number of users. The exact algorithm, however, depends crit-
ically on the number of channels in the network, in contrast to the RLA
algorithm. The two algorithms were compared in Publication 7. For the
small networks considered the RLA algorithm overestimated the blocking
probability by 15%. The larger the network and the more links there are
on a route the larger the overestimation of the RLA algorithm is. Thus the
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exact algorithm is powerful for even large networks, as long as the number
of channels is sufficiently small.

Since Publications 7 and 8, various extensions have been developed to
the original exact algorithm, as discussed in section 4.2. In [AV00], the
algorithm is simplified, by considering that the channels are statistically
indistinguishable and no specific channel requirements are needed. In
[AKV02], the combinatorial algorithm of [AV00] is extended to include
multiple groups of statistically indistinguishable channels. The basic algo-
rithm is extended in [KAV01] and [KAV02] to the case where multicast
transmissions use two-layer and multiple layer hierarchical coding, respec-
tively. Fast simulation techniques to simulate blocking in multicast net-
works are presented in [LKV01] and [Kar02]. These aforementioned pa-
pers have studied the field in detail, not leaving much room for further
research.

Publication 7: An Exact Algorithm for Calculating Blocking Probabili-
ties in Multicast Networks
Publication 7 deals with tree-structured point-to-multipoint networks, where
users from infinite user populations at the leaf nodes subscribe to a variety
of channels, offered by one source. The users joining the network form
dynamic multicast connections that share the network resources.

An exact algorithm for calculating end-to-end call blocking probabili-
ties for dynamic connections in a multicast network is presented. The algo-
rithm is based on the truncation principle for calculating blocking probabil-
ities in hierarchical multiservice unicast traffic networks, where link occu-
pancy distributions are alternately convolved and truncated. The resource
sharing of multicast connections requires the modification of the convolu-
tion step by using a new type of convolution, the OR-convolution.

The exact algorithm for end-to-end call blocking probabilities enables
the study of the accuracy of earlier results based on Reduced Load Approxi-
mation. The numerical results show, that the RLA algorithm overestimated
the blocking probability in a network with many finite links.

The model is further extended, by modifying the truncation operation,
to include background traffic, allowing the analysis of networks carrying
mixed traffic e.g. multicast and unicast traffic.

The mathematical model and resulting algorithm in Publication 7 are
joint work by the authors. The paper is written and the numerical analysis
in sections 3 and 4 was performed by the present author.

Publication 8: An Exact End-to-End Blocking Probability Algorithm for
Multicast Networks
Publication 8 considers the calculation of blocking probabilities in multi-
cast trees with dynamic membership. The algorithm for calculating end-
to-end call blocking exactly is from Publication 7. In Publication 8, it is
presented in a more detailed manner and extended to be applied for sev-
eral different user population models. The user population models are de-
scribed in detail.

Publication 8 is based on Publication 7. It was written as joint work by
the authors, with the appendix written by Dr. Samuli Aalto.
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