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VUR  voiced-to-unvoiced ratio 

 



11

Figure 1.1. Overview of the topical contribution of the individual papers in 
this thesis, spanning both the fields of human perception and practical 
applications in speech technology, and investigating prominence at the 
acoustic prosodic and lexical levels. ........................................................... 18 

Figure 2.1. Schematic diagram of the human speech production system 
(adapted from Deller, Hansen, & Proakis, 2000). .................................... 22 

Figure 2.2. Left: Larynx cross-section as viewed from the front (adapted from 
O’Shaughnessy, 2000). Right: The entrance of the larynx (adapted with 
minor modifications from Gray, 1918). ..................................................... 24 

Figure 2.3. The top panel shows a schematic diagram of the vocal folds’ 
motion during one phonation cycle with illustrations 1–8 depicting the 
changing shape of the glottis (adapted from Hofmans, Groot, Ranucci, 
Graziani, & Hirschberg, 2003). The bottom panel shows the glottal 
volume-velocity waveform estimated from a real speech signal using 
glottal inverse filtering (Airaksinen, Raitio, Story, & Alku, 2014). ........... 24 

Figure 2.4. IPA classification of pulmonic consonants. The symbols to the 
right in a cell are voiced and those to the left are voiceless. Shaded areas 
denote articulations judged impossible (International Phonetic 
Association, 2005). .................................................................................... 26 

Figure 2.5. IPA classification of vowels. The symbols appear in pairs, where 
the element to the right represents a rounded version of the vowel 
(International Phonetic Association, 2005). ............................................. 26 

Figure 2.6. Anatomy of the human ear (adapted from Chittka & Brockmann, 
2005). ......................................................................................................... 28 

Figure 2.7. Equal loudness contours (adapted from the standard ISO 
226:2003). .................................................................................................. 29 

Figure 4.1. Schematic overview of the design and task-specific factors 
involved in supervised prominence detection. .......................................... 45 

Figure 4.2. Schematic overview of system parameterizations for 
unsupervised prominence detection. ......................................................... 51 



12 

Figure 5.1. Overview of how the individual components of prominence, 
attention, and predictability are assumed to interact, based on a 
combination of findings from the literature, where dashed lines represent 
feedback paths that update the expectations and the double-ended arrow 
in the center indicates potential trade-offs between prosodic and lexico-
syntactic models. ........................................................................................ 56 

Figure 5.2. Alignment of the publications in this thesis in terms of the 
potential theoretical interactions identified in the literature as well as the 
observed relationships identified through the experiments. The overall 
framework depicts an overview of the end-to-end processes from speaker 
to listener that frame the PRUN hypothesis. ............................................. 61 

Figure 6.1. Left: Overview of the attention temporal filter (ATF) structure 
from P-I. Right: An example of an ATF filtering output for the utterance 
“Mommy takes the happy cookie” from P-I. The binary mask shows 
passed samples (high value) and filtered samples (low value). ................ 63 

Figure 6.2. Histograms with normalized frequency counts for energy (left) 
and F0 (right) from P-II. Red solid line: all prominent words, black dash-
dotted line: all non-prominent words, blue dashed line: non-prominent 
excluding function words. .......................................................................... 64 

Figure 6.3. Comparison of the extreme-feature-value baseline (blue dashed 
line: max values, black dotted line: min values) to the predictability model 
(red solid line) using the three features of energy (left), F0 (middle), and 
spectral tilt (right) from P-III. The mean pair-wise Fleiss kappa between 
the model’s output and the human listeners’ annotations is shown as a 
function of the detection threshold k using an n-gram order n = 2. ......... 65 

Figure 6.4. Overview of the processing steps during training and testing for 
the proposed algorithm from P-IV. ........................................................... 66 

Figure 6.5. Schematic diagram of the processing steps of the unsupervised 
algorithm from P-V consisting of an acoustic model and a language 
model: H denotes the word hypothesis and S the word score. ................ 67 

Figure 6.6. Example output of the proposed algorithm for a Dutch broadcast 
excerpt from P-VI. Top panel: the original signal waveform. Middle panel: 
the syllable signal. The vertical dashed lines denote the word boundaries. 
Bottom panel: the predictability contour (Y(t)) for combined energy and 
F0, where the thick red lines mark the word-level human-annotated 
sentence prominence and the green lines mark the algorithm hypotheses.
 .................................................................................................................... 69 

Figure 6.7. Left: F0 trajectories for the two prosodic conditions. Top panel: 
the contour for the rising trajectory (RT), Bottom panel: the contour for 
the falling trajectory (FT). The dashed vertical line represents the vowel 
onset. Right: An overview of the experimental setup from P-VII. ............ 70 

 



13

Table 4.1. Examples of acoustic, lexical, and syntactic features. ................... 46 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 



14 

 
 
 
 
 



15

The human perceptual experience can be described in an astounding richness 
where an abundance of stimuli constantly overwhelm one’s senses. The five 
commonly recognized senses are considered to be vision, audition, gustation, 
olfaction, and somatosensation. All sensory modalities seamlessly and unin-
terruptedly contribute information to perception, delivering the impression of 
a holistic and continuous representation of the surrounding world. Yet, despite 
the intricacy of the human sensory machinery, there is one particular aspect 
that makes the experience richer and distinctly unique, that is, language. To 
describe language as merely a system of communication, is a simplification 
that does not befit its true essence. Rather, language, at its very core, has al-
lowed an efficient way to communicate and exchange information, but more 
so, has enabled an unequivocal degree of abstract thinking that is unparalleled 
among other beings. From a structural-morphological perspective, language 
can be seen as a symbolic system used to encode meaning that utilizes a 
unique set of about 20 to 40 non-identical sound units in order to compose the 
variety of word forms that define it (O’Shaughnessy, 2000; Kuhl, 2004). An-
other distinctive aspect of language is the property of being modality inde-
pendent, meaning that language can be encoded through different forms—
such as visual or tactile forms—where, however, the primary encoding channel 
is through speech and the respective primary perceptual channel is hearing. 

Spoken language, in contrast to written language, allows a broader and more 
descriptive way of expression enabling the inclusion of several layers of repre-
sentation that can convey general perceptual interpretations and, in the con-
text of language, semantic interpretations. For instance, the spoken form con-
tains characteristics such as the emotional state or gender of the speaker that 
cannot be directly encoded and reproduced through written language. In gen-
eral, not all meaning in speech can be coded within a structural and linguistic 
form, but other forms of expression are used in parallel with the structured 
word descriptions. These forms reflect qualities that are always present in 
speech and can be encountered under the concepts of paralinguistics and 
prosody (for related definitions see, e.g., Schuller et al., 2013; Shattuck-
Hufnagel & Turk, 1996). Additional aspects, reflecting situational and contex-
tual factors that affect the meaning in language, can be also encountered and 
are defined under the concept of pragmatics (for related definitions see, e.g., 
Birner, 2012). Therefore, the spoken form of a language contains a multiplicity 
of elements that go well beyond the meaning conveyed by the individual lex-
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emes in the sentences. Thus, the overall information conveyed through acous-
tic speech is much more extensive than what is available in the written coun-
terpart. This also means that the investigation of phenomena that take place 
during spoken language production and perception may also inherently bear 
more complex relations. Consequently, understanding the functional origins of 
these phenomena might assist in both formulating better interpretations and 
also more concrete theories around their perceptual basis. One such aspect in 
spoken language, belonging to the range of phenomena observed in prosody 
and one that is central in this thesis, is that of prominence. 

Prominence is a prosodic phenomenon that evokes the perceptual impres-
sion of a certain linguistic unit being highlighted or standing out (for related 
definitions see, e.g., Terken & Hermes, 2000). For instance, prominent words 
have been interpreted to carry more information relative to other words in a 
sentence through the introduction of information that is new in the discourse 
(see, e.g., Wagner & Watson, 2010). In general, prominence has been studied 
for many years, with the focus being primarily on understanding (i) the acous-
tic nature of the phenomenon and (ii) its functional role in language percep-
tion. Even though there is an abundance of evidence in the literature regarding 
these aspects, little is known about the actual cognitive basis or what makes 
prominence perception possible. In recent years, however, there has been ac-
cumulating evidence for a connection between prominence, attention, and 
predictability factors (see, e.g., Cole, Mo, & Hasegawa-Johnson, 2010). More 
specifically, one view is that prominence may draw the attention of the listener 
to, for instance, a specific word as a result of the relative unpredictability (Cole 
et al., 2010) or saliency (Kalinli & Narayanan, 2009) during that word. How-
ever, beyond specifying or utilizing the observed potential connection, there 
has been no systematic investigation into the process that drives prominence 
perception. 

In general, predictability effects have earlier been observed at the level of 
language processing where probabilistic information about words, phrases, 
and other linguistic structures have been shown to play a role in language 
comprehension, production, and learning (for a discussion see, e.g., Jurafsky, 
Bell, Gregory, & Raymond, 2001). For instance, words that have a higher 
probability to appear are more likely to be produced in shorter duration (see, 
e.g., Baker & Bradlow, 2009). Moreover, there are increasing evidence and 
theories of probabilistic processing at the level of human cognition (see, e.g., 
Knill & Pouget, 2004). Therefore, prominence, as a language phenomenon, 
could also comply with a probabilistic description. Furthermore, the function 
of attention also connects with predictability where various models of atten-
tion seem to be based on the concept of predictability (see, e.g., Itti & Baldi, 
2009) connecting further the previous observation between prominence, at-
tention, and predictability. Such an assumption and interpretation seems 
plausible, especially considering the nature of the prominence effect through 
the general and intuitive observation that prominence attracts the attention of 
the listener (see, e.g., Cutler & Foss, 1977). In general, the use of probabilistic 
information to make judgments and guide actions can be critical from two 
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viewpoints: (i) being able to form predictions about upcoming events or stimu-
li that take place in the near or immediate future can facilitate the speeding up 
of responses and optimizing the chosen actions, and (ii) in a similar manner, 
being able to detect discrepancies can be important for learning something 
that has not been experienced before or something otherwise rarely encoun-
tered that is likely to need special attention and more processing resources. 
Thus, a similar type of cognitive process might explain the workings of promi-
nence and could also be described through a probabilistic representation, con-
necting prominence, attention, and predictability. 

Given the above motivation, the focus of this thesis is to investigate the cog-
nitive mechanisms that are responsible for the perception of prominence in 
speech. This entails an exploration of the cognitive (attentional) theories that 
can best describe prominence as a perceptual phenomenon and computational 
simulations aimed at probabilistically mimicking the process. Furthermore, as 
prominence reflects an aspect of speech that is important in discourse, and 
consequently makes up an essential component in natural language applica-
tions and speech research, another target of this work is to develop efficient 
and scalable algorithms for the automatic detection of prominence in speech. 

The primary aim of this thesis is to investigate the cognitive and probabilistic 
basis of human prominence perception in speech. On the basis of the acquired 
knowledge, the second aim is to develop algorithms for the automatic detec-
tion of prominent entities in an unsupervised manner. The research questions 
that this thesis is seeking to address are the following: 

 
• Can basic attentional theories, such as Broadbent’s filter theory (1958) 

or Treisman and Gelade’s feature-integration theory (1980), benefit 
speech processing applications? 

 
• Does the statistical structure at the acoustic prosodic level have an im-

pact on the perception of prominence in speech? 
 
• Can the probabilistic nature of prominence be utilized in practical algo-

rithms for the unsupervised detection of prominence in speech? 
 
• Is there evidence for a statistical learning mechanism at the supraseg-

mental acoustic level in human listeners? 
 
These questions are addressed in a series of studies published as conference 

and journal papers (publications P-I to P-VII) whose common background is 
described in the introductory part of the thesis. 
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This thesis consists of an introductory part, six peer-reviewed publications, 
and one submitted journal manuscript. The introductory part is comprised of 
four chapters that describe the overall background for the work that has been 
carried out in the publications. Specifically, chapter 2 presents an overview of 
the human speech production and perception mechanisms, gradually intro-
ducing the aspects of perception that are important for understanding proso-
dy. Next, chapter 3 focuses on defining the multiple facets of prosody, followed 
by definitions of prominence and a brief look into the existing research on the 
perception of prominence by listeners. Chapter 4 presents an overview of the 
existing technological methods for the automatic detection of prominence in 
speech, as described through a division into supervised and unsupervised ap-
proaches. Finally, chapter 5 introduces an amalgam of theories on attention, 
prominence, and probabilistic learning and processing in order to link the in-
dividual elements into the central theoretical contribution of this thesis. 

The second part of the thesis consists of three journal papers and four con-
ference papers. Figure 1.1 presents an overview of the topical contribution of 
each paper covering the subjects of speech perception and applications in 
speech technology, and including investigations at both the lexical and acous-
tic level. Specifically, the thesis first focuses on evaluating the potential of im-
plementing algorithms based on attention theories for the processing of gener-
ic speech signals (P-I). The investigation then continues by evaluating the 
acoustic correlates of prominence in a corpus of infant-directed speech (P-II), 
followed by simulations that test the connection between the predictability of 
prosodic acoustic features and judgments of prominence by human listeners 
(P-III, P-IV). In P-V, the findings are extended to a computational model that 
includes acoustic and lexical predictabilities both independently and in com-
bination. P-VI introduces an algorithm for the automatic unsupervised detec-
tion of sentence prominence on the basis of the findings in the previous publi-
cations. Finally, P-VII is an investigation of statistical learning at the level of 
the acoustic prosodic features utilizing both behavioral and electrophysiologi-
cal experiments. 

 

 

Acoustic Lexical 

Research in Human 
Speech Perception 

Speech Technology 
Applications 

(II) 

(VI) 

(V) 

(VII) (IV) 
(III) 

(I) 
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The main technical contributions of this thesis can be summarized in the fol-
lowing: 
 

• An algorithm for data redundancy reduction in generic multivariate 
signals, making use of classical theories of attention (P-I). 

• An algorithm for the automatic unsupervised detection of sentence 
prominence in speech on the basis of the predictability of acoustic fea-
tures (P-VI). 

• An algorithm for the automatic unsupervised detection of sentence 
prominence in speech that also utilizes predictability at the lexical level 
in addition to the acoustic level (P-V). 

 
The main scientific contributions of this thesis can be summarized in the fol-
lowing: 
 

• A computational model that was developed in order to investigate the 
impact of acoustic probabilities in the detection of prominent words, 
showing that acoustic predictability has a strong inverse correlation 
with prominent words (P-III). 

• A behavioral and electrophysiological experiment that provides strong 
evidence of a statistical learning mechanism operating at the supra-
segmental acoustic prosodic level (P-VII). 

• An investigation of the acoustic correlates of prominent words in in-
fant-directed speech (IDS) showing that prominence in IDS is con-
veyed by similar acoustic characteristics to those that are relevant for 
adult-directed speech (ADS) (P-II). 

• A computational model which shows that when acoustic probabilities 
are evaluated independently of the sentential context, at the domain of 
individual lexemes, they contribute to prominence detection to a much 
lower degree compared to when evaluated against a model that takes 
acoustic context into account (P-IV). 

• A computational model showing the relative contribution of the proba-
bilities of acoustic and lexical features (independently and in combina-
tion) in the task of prominence detection. The model indicated that 
both acoustic and lexical predictabilities affect prominence detection 
but their combination does not bring about important improvements 
(P-V). 
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Human language is a complex system of communication that has evolved to 
enable the exchange of information between individuals and groups. The pri-
mary ways for communication are through speaking, writing, and non-
articulatory gesturing. This thesis focuses solely on speech, and the present 
chapter provides an overview of the speech production and perception mecha-
nisms. 

In its simplest form, speech communication involves a speaker who uses 
their articulatory apparatus to produce a time-varying signal of a sound pres-
sure wave that then propagates through the air to the listener’s ears. The ap-
parent simplicity of the aforementioned sentence is only matched by the intri-
guing complexity involved in every step of the process: At the speaker’s end, 
non-identical sounds, serving as a symbolic representation that encodes words 
into concepts that are respectively associated with reality, are combined in a 
systematic way to produce meaningful messages. At the listener’s end, the 
sound pressure wave is decoded from its physical form to meaning through an 
array of steps starting from the hearing system and ultimately reaching high-
level cognitive processes. The procedures involved at both ends are elaborated 
in the following subsections. 

The speech signal is an acoustic sound pressure wave that is at the center of 
human speech communication: It is the end point of speech production and 
the starting point of speech perception. This section focuses on the anatomical 
structures whose coordination and movements make the production of the 
speech waveform possible. The principal organs involved in speech production 
are the lungs, trachea, vocal folds, tongue, lips, teeth, velum, and jaw—see Fig-
ure 2.1. In terms of the source-filter model of speech (Fant, 1970), the lungs, 
trachea, and the larynx (“the source”) work together to produce an excitation 
signal from pulmonary pressure that is then modified (“filtered”) by the su-
pralaryngeal anatomical components of the vocal tract, also known as the ar-
ticulators, in order to produce speech sounds with different perceptual quali-
ties. 
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During speech production, air is initially inhaled into the lungs by expanding 

the thoracic cage and lowering the diaphragm, a process that results in an in-
creased lung volume. Following this preparatory step, the lung volume is com-
pressed as the diaphragm relaxes by contracting the thoracic cage and through 
the elastic recoil of the lung. This causes an airflow that is directed through the 
trachea towards the larynx, creating a pulmonic egressive (outflowing) air-
stream. In general, the majority of the sounds in most languages are pulmonic 
and egressive with ingressive (inflowing) sounds being relatively rare 
(O’Shaughnessy, 2000; for a definition and example see, for instance, Suomi, 
Toivanen, & Ylitalo, 2008). The larynx is an organ containing several cartilage 
structures and has multiple roles: breathing, sound production, and protection 
against food aspiration. The thyroid, cricoid, and arytenoid cartilages of the 
larynx can move in order to affect changes in the vocal folds that modify the 
passing airstream. Different laryngeal configurations and their impact on vocal 
folds can then induce different styles of phonation or just allow the airstream 
to pass through. These will be further described in the next section. 

2.1.1 The larynx and the vocal folds 

The larynx houses the vocal folds, where voicing can occur when the path of 
the airstream is narrowly constricted or totally occluded. This interrupts the 
airflow from the lungs and creates either turbulent noise or pulses of air pres-
sure (or volume velocity) variation. More specifically, the larynx contains carti-
lage structures (thyroid, cricoid, arytenoid, epiglottis) that are joined by liga-
ments and membranes that allow them to move and affect changes to the vocal 
folds (see Figure 2.2). The vocal folds are a pair of elastic structures of tendon, 
muscles, and mucous membrane that are attached to the arytenoid cartilage 
(posteriorly) and thyroid cartilage (anteriorly). The muscles of the larynx can 
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then affect the vocal folds by rotating and tilting the cartilages. In that way, 
they can open and close the glottis (the variable orifice between the vocal 
folds) and regulate their tension.  

Periodic, or more specifically quasi-periodic, fluctuation of the vocal folds 
produces glottal flow excitations of varying types which, when filtered by the 
vocal tract, give birth to different speech sounds. However, vocal folds can also 
leave the airstream unaffected. During normal breathing, for instance, the vo-
cal folds need to allow for an unobstructed airflow that does not create sound. 
This is achieved by sufficiently parting the vocal folds. When the vocal folds 
are adducted and the air pressure below them is sufficiently high, the vocal 
folds are forced open. Through elastic and aerodynamic forces (the Bernoulli 
effect), the vocal folds close and open again when enough pressure builds up. 
This periodic process, called phonation or voicing (see Figure 2.3), can contin-
ue as long as the folds remain closed and the subglottal pressure is main-
tained, resulting in a quasi-regular sequence of air flow pulses that proceed to 
the supralaryngeal vocal tract. Males and females have different vocal fold siz-
es (in terms of mass, length, and thickness) that cause different characteristic 
vibration frequencies of the vocal folds, the rate of vibration also known as the 
fundamental frequency (F0) of speech. In addition, natural glottal cycles are 
not entirely periodic as they may have across-cycle variations in duration (jit-
ter) and amplitude (shimmer). Moreover, during a typical vocal fold cycle 
there is an asynchrony in the opening and closing of the vocal folds (see Figure 
2.3), due to the pressure difference on different sides of the folds. The result-
ant glottal air pulses are therefore the outcome of laryngeal muscle movement 
and subglottal air pressure. Normal speech typically uses an F0 range of ap-
proximately one octave, although a speaker may be capable of employing an 
overall range of about two octaves (O’Shaughnessy, 2000). 

Beyond the vocal folds vibration rate, the degree of constriction of the glottal 
aperture (while expelling air through it) can be also varied, resulting into dif-
ferent phonation types. These types can be seen as residing on a continuum 
between the glottis being mostly open and mostly closed. Specifically, breathy 
or murmur phonation is at the beginning of the continuum and involves main-
taining a posterior part of the glottis open while the anterior portion of the 
vocal folds vibrate. Modal phonation is at the middle of the continuum and it is 
the normal state of voicing for vowel and sonorant production, and it repre-
sents most of typical speech. At the end of the continuum is the production of 
creaky voice that involves a tight adduction of the vocal folds that only allows a 
small part of the folds to vibrate. Furthermore, turbulent noise can be also 
produced by the vocal folds. For instance, when the vocal folds are adducted 
sufficiently, the subglottal airstream can be obstructed enough to create a tur-
bulent noise at the glottis that is called whisper or aspiration. A similar type of 
turbulent noise can be created utilizing a supraglottal narrow constriction in 
the vocal tract. As the majority of speech sounds are produced through an ar-
rangement of both laryngeal and supralaryngeal articulatory components, the-
se will be further described in the next section. 
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2.1.2 Vocal tract 

The vocal tract is a tubular passageway that enables the production of the di-
verse sounds that characterize spoken language. It consists of supralaryngeal 
structures with the primary functional division being between the pharynx, the 
oral cavity, and the nasal cavity. Airflow passing through the larynx and phar-
ynx meets a movable tissue structure called the velum that directs the air-
stream to either the oral or nasal cavity. The parts of the vocal tract that partic-
ipate in sound production are called the articulators. These can be further di-
vided into active and passive components, with the former referring to struc-
tures that move (such as the tongue) and the latter to structures that are fixed 
(such as the hard palate). The shape of the vocal tract can be altered through 
muscular movement (“articulation”) that affects the active components and 
results in (i) a modification of the spectral distribution of the energy of the 
excitation and (ii) sound generation for so-called obstruent sounds (section 
2.1.3). 

The vocal tract can be thought of as an acoustic tube that branches into the 
oral and nasal cavities and whose walls vary in shape based on articulatory 
motion, amplifying energy around resonant frequencies, and, potentially, at-
tenuating energy around anti-resonant frequencies (for instance, due to the 
coupling of the oral and nasal cavities). The resonant frequencies are called the 
formants and they represent the spectral peaks in the sound spectrum (Fant, 
1970). The structure of the formants can be used in order to distinguish speech 
sounds from one another. The dimensions and shape of the vocal tract vary 
across individuals, making the spectral characteristics of speech slightly differ-
ent for each individual (Hillenbrand, Getty, Clark, & Wheeler, 1995). Next, the 
different sound categories will be described in more detail. 

2.1.3 Classification of speech sounds 

Speech sounds can be classified from many different viewpoints but can be 
broadly divided into two main categories, namely, vowels and consonants. In 
articulatory phonetics, a consonant describes a speech sound that is produced 
with a complete or partial closure of the vocal tract whereas a vowel is pro-
duced with an open vocal tract. As the vocal tract is not a discrete system and 
has the capacity to change in numerous different ways, humans have the ca-
pacity to effectively produce a diversity of sounds. The smallest sound unit that 
discriminates meanings in a language is called a phoneme. Most languages 
consist of approximately 20–40 phonemes (O’Shaughnessy, 2000; see also 
Kuhl, 2004) that are the building blocks for words in a language. Due to its 
dependency on the lexicon of the language, a phoneme is an abstract concept 
that does not have a physical form. In contrast, an acoustic realization of a 
phoneme through articulation (sound production) is called a phone. As the 
shape of the vocal tract can be different for each realization of a phoneme in 
different contexts or even in the same context, numerous phones may corre-
spond to the same phoneme with, however, within-speaker phone variability 
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being smaller than across-speaker phone variability (see, e.g., Ladefoged, 
2001). 

The number of possible distinct sounds across languages is extensive, some-
thing that makes the systematic classification of the different sounds essential. 
To allow a unique symbolic mapping between the distinct sounds of the hu-
man language, the International Phonetic Association created a notational 
standard for phonemic representation termed the International Phonetic Al-
phabet (IPA) (see Figures 2.4 and 2.5 for examples). 

Specifically, consonant categories include plosives (stops), approximants, 
flaps, trills, nasals, and fricatives. For instance, plosives involve a complete 
occlusion of the vocal tract that ceases the airflow (the closure) and is subse-
quently followed by a sudden release (the burst). The occlusion can take place 
at different places in the vocal tract—such as on the tongue blade (producing 
[t], [d]), the tongue body ([k], [g]), the lips ([b], [p]), and the glottis ([ ])—with 
the general articulatory configuration and the place of occlusion affecting the 
acoustic characteristics of the speech before the closure and following the re-
lease. Nasal sounds are produced when the velum is lowered, allowing the air-
stream to flow through the nostrils, combined with an occlusion at the lips 
([m]) or at the tongue ([n]). On the other hand, fricatives are produced by forc-
ing air through a narrow constriction that creates a turbulent frication sound, 
such as during a constriction of the lower lip with the upper teeth ([f], [v]) or 
by placing the tip of the tongue at the alveolar ridge ([s], [z]). 
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Vowels can be characterized in terms of the tongue position and lip round-
ing. In the IPA vowel chart (see Figure 2.5) the rows define tongue position on 
a scale ranging between open and close, where in an open vowel the tongue is 
positioned as far from the roof of the mouth as possible and the reverse holds 
for close. The columns also define a scale based on tongue position between 
front and back, where in a front vowel the tongue is positioned as far to the 
front of the mouth as possible and the reverse holds for back. Partials can be 
then defined based on lip rounding, such as rounded, unrounded, and pro-
truded lips. For instance, [i] can be described as a close front unrounded vowel 
and [a] as open front unrounded vowel. 

Beyond the phonetic (segmental) level of representation, speech contains 
acoustic aspects that can cue information beyond the phonological content of 
the words. The domain of interpretation extends the segment and involves 
relationships in terms of duration, F0, and amplitude, which reflect the supra-
segmental aspects of speech acoustics (Lehiste, 1970), also known as prosody. 
The role of prosody in language is diverse, including linguistic properties such 
as intonation and rhythm but also reflecting characteristics of the speaker, 
such as her or his emotional state. In general, prosody encodes information 
that is not captured by means of grammar and vocabulary. This will be de-
scribed in more detail in chapter 3. 

This section focuses on the mechanisms involved in converting the physical 
speech signal to the perception of speech in the brain. The first step that can be 
identified in this process is audition, where the continuous sound pressure 
waveform of speech is transcoded through biomechanical and neurobiological 
processes into neural activity. The second step involves neural processes that 
transform the low-level neural activity caused by the acoustic signal into vari-
ous perceptual representations of the input that characterize different aspects 
of the signal, including the meaning of speech. 

2.2.1 The auditory system 

Hearing begins when sound, with the assistance of the pinna (which collects 
and funnels the sound), enters the ear canal and excites the eardrum. The ear-
drum is at the beginning of the middle ear, which contains three ossicular 
bones that perform a mechanic impedance transformation between the air in 
the outer ear and the liquid medium that resides inside the cochlea (see Figure 
2.6). The three ossicles—namely, the incus, malleus, and stapes—transfer the 
mechanical vibration from the outer ear to the oval window membrane of the 
inner ear. The inner ear contains the cochlea, which is a coiled tube enclosed in 
a hard shell, filled with gelatinous fluids known as perilymph and endolymph. 
The cochlea is a complex structure that transforms the mechanical vibrations 
at the oval window into neural activity. One component structure that runs 
throughout almost the entire length of the cochlea is the basilar membrane 
(BM).  The  BM  is  narrow and stiff at the base of the cochlea  (near  the  round  
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and oval windows) and wide and floppy at the far (apical) end. This organiza-
tion allows different locations along the BM to have characteristic frequencies 
where the membrane vibrates maximally in response to a sound of a specific 
frequency: higher frequencies are located towards the basal end and lower 
frequencies towards the apical end of the cochlear coil (see, e.g., Schnupp, 
Nelken, & King, 2011). On top of the BM is positioned the organ of Corti (OC) 
that contains two different types of mechanoreceptors, the inner (IHCs) and 
outer hair cells (OHCs). Respectively, at the top of the hair cells are located 
mechanosensing organelles, the stereocilia, that transform the mechanical 
energy from the sound waves to electrical signals. The stereocilia are in contact 
with the tectorial membrane of the OC. When a sound wave enters the cochlea, 
this causes the BM to vibrate creating a shearing force between the basilar and 
tectorial membrane that respectively causes the hair cell stereocilia to bend. 
This subsequently creates neural firings that are transmitted to the central 
nervous system through the cochlear nerve. The neural impulses follow a 
complex branching through the auditory pathway where various properties of 
the acoustic signal are extracted and where sounds are grouped according to 
their sources, ultimately reaching the cerebral cortex where the higher-level 
processing of language is considered to take place (see, e.g., Moore, 2012). 

2.2.2 Perception of speech 

As hearing reflects the ability to perceive sound through the detection of sound 
pressure waves and their conversion into neural activity, the focus in this sec-
tion is on the higher-level, perceptual phenomena that take place as a result of 
the acoustic signal. The perception of speech sounds has multiple components 
and factors that can be analyzed at various levels, including the acoustical 
properties of the speech sounds, their representation at different stages of the 
auditory system, how these representations can be used to extract phonetic 
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information, how representations of meaning are extracted from the phonetic 
sequences, and how these are linked to the construction of higher-level linguis-
tic representations (Moore, Tyler, & Marslen-Wilson, 2008). In general, while 
listening to speech, the primary focus is on deriving meaning from the detect-
ed sounds and, potentially, the perceived context. As there is a wealth of 
knowledge examining how human listeners recognize speech sounds and spo-
ken language, here the focus of presentation is on two areas: the perception of 
the physical properties of sound and the perception of linguistic properties. 

Two important qualities can be first distinguished in sound, namely, the 
sound’s intensity (the sound pressure level; SPL) and spectrum. The first re-
flects the perceptual quality that is known as loudness and determines the 
strength of the auditory sensation as perceived by the listener. To quantify this 
perceptual attribute, the actual sound pressure level of a pure tone—as related 
to the perceived loudness of the same tone (measured in phons; the number of 
phons is equal to the number of decibels of a pure 1kHz tone judged to be 
equally loud) over the range of human hearing (20 Hz to 20 kHz)—can be 
measured (Rabiner & Schafer, 2007). This relationship is visualized in the 
equal-loudness curves (see Figure 2.7; see also Fletcher & Munson, 1933) 
where the frequency-dependent nature of sound intensity can be observed. 
The greatest sensitivity is observed for frequencies ranging from around 3 kHz 
to 4 kHz, which is also the range of frequencies occupied by most of the sounds 
of speech (Rabiner & Schafer, 2007). In general, the loudness of a sound is 
roughly proportional to the logarithm of sound intensity. 

Next, the sound spectrum represents the distribution of signal energy across 
frequencies and, together with the temporal evolution of these energies, con-
tains characteristics that are critical for the identification of sounds. For in-
stance, the information contained in the spectral peaks (formant frequencies) 
can be used to distinguish between different speech sounds. In addition, the 
periodic modulation caused by the F0 of speech is reflected by the harmonic 
relationship of the high-energetic components in the spectrum if a sufficiently  
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long analysis window is used. The corresponding perceptual quality of F0 is 
called pitch and can be defined as a subjective attribute that characterizes the 
relative positions of sounds on a frequency-scale (e.g., a low-pitched voice hav-
ing a low F0 in Hz). In addition, pitch can also be distinguished between tonal 
and spectral pitch. The distinction is used in order to differentiate between the 
perception of single sinusoids as opposed to a sound with several harmonic 
components. The functional role of pitch in speech perception is diverse, al-
lowing, for instance, the listener to distinguish between male and female voic-
es, or adult and child voices. 

In addition to carrying speaker-related information, pitch plays a very im-
portant role in language as it is one of the main carriers of prosodic structure 
(chapter 3) and can also convey intended meaning in speech. For instance, the 
gradual rising of the F0 towards the end of a sentence signifies a question in 
English (“Did you see the movie?”). Furthermore, the so-called tonal lan-
guages, such as Mandarin Chinese, use modifications in pitch in order to alter 
the meaning of an otherwise identical phonological word form. As with loud-
ness, the relationship between the physical quantity of F0 and the percept it 
produces is not straightforward for complex sounds, and therefore standard 
measures of perceptual pitch are based on measurements with tones (e.g., Ste-
vens, Volkmann, & Newman, 1937). One standard perceptual subjective pitch 
scale is known as the mel scale (with the reference of 1 kHz being 1000 mels) 
on which equidistant sounds are also perceptually at an equal distance from 
each other. The relationship between frequency (Hz) and pitch (mel) can be 
approximated with the equation (see O’Shaughnessy, 2000) 

m = 2595 log10(1 + f / 700)

where f denotes the frequency of a tone and m is the corresponding pitch in 
mels. Thus, the relationship between frequency and pitch is almost linear until 
1000 Hz and becomes nonlinear for higher frequencies. 

Sound frequency is also related to another perceptual phenomenon that is 
connected with the non-uniform frequency analysis carried out by the BM and 
is referred to as the critical bands (CBs) of hearing, typically measured in 
terms of the Bark scale (Zwicker, 1961) or in terms of equivalent rectangular 
bandwidths (ERBs) (Moore & Glasberg, 1983). CBs are closely related to the 
concept known as simultaneous masking, in which the basic idea is that a 
stronger sound that is close in frequency to a weaker sound can mask the latter 
from being perceived (see O’Shaughnessy, 2000). CBs were first proposed by 
Fletcher (1940) and can be generally described as the bandwidths of band-pass 
auditory filters located in the BM. The bandwidths of CBs become broader 
with an increasing frequency, the full frequency range of hearing consisting of 
approximately 25 logarithmically spaced CB filters between 0 and 20 kHz 
(Rabiner & Schafer, 2007). Finally, another perceptual attribute of frequency 
are the just-noticeable differences (JNDs) that define the smallest change in 
frequency that the average listener can perceive when listening to single sine 
tones (see, e.g., Schnupp et al., 2011). 
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Beyond the perception of the physical aspects of sounds, there are other 
types of perceptual phenomena that are critical for speech understanding that 
are related to the interpretation of linguistic elements. The listener’s primary 
task during speech comprehension is to figure out the words and the syntactic 
relationships present in the sound stream that make up the meaning of the 
message. The correct interpretation of words is assisted by the resolution of 
smaller units that make up the words, including, for example, phones, sylla-
bles, or morae. The process that allows the discrimination of acoustic events 
and makes the distinction of phonetic units possible, at least for consonants, is 
called categorical perception (Kuhl, 2004). The study of Liberman, Harris, 
Hoffman, and Griffith (1957) was one of the first to demonstrate that catego-
ries influence the perception of speech sounds. The central claim is that 
changes that take place along an acoustic continuum (e.g., formant frequen-
cies) are not perceived as gradual but rather as occurrences of discrete catego-
ries. Furthermore, the sensitivity to the acoustic changes is at its highest at the 
phonetic boundaries between categories, with shifts from one category to the 
other being very abrupt and acoustic change within categories indistinguisha-
ble (see Liberman et al., 1957). Thus, categorical perception is an important 
part of language as it reflects the fine-tuning of the perceptual system, con-
ducted to account for important acoustic distinctions in the ambient language. 
For instance, a person exposed to the sounds of an unfamiliar language will 
face the problem of categorizing known acoustic changes in unknown ways. As 
an example, in Japanese, the phonetic units of [r] and [l] belong to one pho-
nemic category whereas in English the difference between the two is preserved 
(see Kuhl, 2004). Language-learning infants already develop the selective pro-
cessing of native-language speech sounds at a young age, a skill that is thought 
to be critical for learning the native language (for an overview see, e.g., Kuhl, 
2004). 

Categorical perception has been primarily observed for consonant sounds 
(Liberman et al., 1957; Liberman, Harris, Kinney, & Lane, 1961; Kuhl, 2004). 
Vowel sounds seem to be perceived in a finer and much more continuous 
manner than consonants (Feldman & Griffiths, 2007). In the study of Fry, 
Abramson, Eimas, and Liberman (1962) it was first suggested that as vowels 
and consonants exhibit functional and qualitative differences these might ex-
pand to a number of different levels, including perception. Extending that 
idea, they investigated the perception of vowel sounds, concluding that vowels 
exhibit continuous perception and also that vowel perception makes wide use 
of its context. The latter means that listeners have a strong tendency to judge a 
vowel through comparison with vowels in the context of what they have just 
heard. In a more recent work, Kuhl, Williams, Lacerda, Stevens, and Lindblom 
(1992) tested the perception of prototype vowel sounds and showed that na-
tive-language prototypes pull neighboring sounds towards them like magnets, 
a phenomenon termed the perceptual magnet effect (PME) (Kuhl & Iverson, 
1995). In addition, they found evidence of poor phonetic discrimination near 
category boundaries. The differences in perception of vowels and consonants 
are of particular interest as they also reflect a level of functional perceptional 
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organization. One such organization that is of central interest in the next chap-
ters is that vowels seem to be the carriers of rhythm and intonation in speech 
and, in general, of characteristics that are delivered at much slower rates than 
the phonemic rate (Fry et al., 1962), characteristics that extend segmental 
acoustics and are referred to as prosody. 
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The speech signal contains a multiplicity of elements contributing to the com-
munication of meaning from speaker to listener. Extending from the vocabu-
lary and grammar that constitute the lexical form of communication, prosody 
is an intrinsic factor of the form of spoken language (Cutler, Dahan, & van 
Donselaar, 1997). This division is often seen as the difference between what is 
spoken as opposed to how something is spoken (prosody). The information 
that prosody can convey includes features such as the emotional state of the 
speaker and the type of sentence. Prosody encompasses a range of phenomena 
that will be briefly presented in the next section with the central focus being on 
prominence. 

Segmental acoustics allow the detection of individual phonemes that are criti-
cal for the recognition of words and their meaning. However, when we listen to 
speech, the information that is passed from the speaker through the speech 
signal is not only restricted to individual lexical items. There is information 
that is conveyed through longer sound segments, surpassing the phonemic 
rate, and reflecting suprasegmental relationships. This is known as prosody 
and can be roughly described as a level of representation where the acoustic-
phonetic properties in a phrase may vary relatively independently of its lexical 
items (Wagner & Watson, 2010). In general, the acoustic form imposes a level 
of structural organization that can be partly influenced by the morphosyntactic 
hierarchy of the utterance but that is not available in its written form. The su-
prasegmental properties correlated with prosody are the ones that give the 
auditory impression of pitch, loudness, duration, and rhythm and are respec-
tively connected in the acoustic signal with the physical measures of F0, inten-
sity, and timing (Cole, 2015)—see also section 2.2.2 for a more detailed presen-
tation of the perceptual qualities of pitch and loudness. As there are many per-
spectives on prosody, here the working definition is based on the work of Shat-
tuck-Hufnagel and Turk (1996) who specified prosody from two primary as-
pects: (i) the phonetic aspect and (ii) the phonological aspect. The phonetic 
aspect relates to the acoustic patterns of F0, energy, duration, and spectral tilt 
that can be best accounted for with respect to the higher-level organization 
imposed by prosody, whereas the phonological aspect refers to the higher-level 
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linguistic structures that can best describe the perceptual organization im-
posed by prosody (Shattuck-Hufnagel & Turk, 1996). 

The manifestation of prosody can be elaborated further into distinct compo-
nents where, according to Werner and Keller (1994), four principal levels can 
be identified: (i) the linguistic intention level, (ii) the articulatory level, (iii) the 
acoustic realization level, and (iv) the perceptual level. Specifically, at the lin-
guistic intention level the speaker can be assumed to employ certain prosodic 
coding with the purpose of influencing a certain type of linguistic or paralin-
guistic expression. At the articulatory level, the prosodic choices are physically 
manifested as a series of articulatory movements that respectively lead to the 
emission of sound pressure waves during the acoustic realization level. Finally, 
at the perceptual level the listener decodes the prosodic information in order 
to infer the linguistic and paralinguistic content of the acoustic speech signal. 

During perception, prosody can be observed through a number of prosodic 
phenomena that can take place at different temporal domains. The first pro-
sodic phenomenon, intonation, reflects the variations of F0 that take place 
during a sentence (Lehiste, 1970) and produces the impression of speech mel-
ody (Werner & Keller, 1994). Intonation can cue the sentence mode (such as 
interrogative or declarative; for instance, “He went home?” versus “He went 
home!”) but can also convey paralinguistic information such as doubt or sar-
casm. The second prosodic phenomenon, rhythm, relates to variations in the 
rate of speech production (Werner & Keller, 1994) and gives rise to the im-
pression of cadence (speech tempo). Abercrombie (1967) suggested that spo-
ken languages could be distinguished based on observed isochronous units of 
speech that cue speech rhythm and can be categorized as either stress-timed or 
syllable-timed. However, the mapping between the two time-categories and 
the perception of rhythm seems to show a weak categorical distinction (Grabe 
& Low, 2002), with a recent work suggesting that the study of rhythm should 
entail a decoupling from timing (Arvaniti, 2009). The third prosodic phenom-
enon, pausing, reflects breaks that can take place during transitions between 
words, sentences, or longer phrases. The duration of pauses varies, with the 
longest typically found between phrases and with across-word duration in-
creasing during the progression in a phrase (Werner & Keller, 1994). Finally, 
the fourth prosodic phenomenon, prominence, represents the degree of per-
ceived emphasis and can be observed primarily at the level of word and sen-
tence (see, e.g., Cutler, 2005). The same phenomenon can be also encountered 
under the term stress or accent. However, in this work the term prominence 
will be used with reference to the perceived emphasis and will be further elab-
orated in the next section. In all, prosody and prosodic phenomena aid the 
communicative function and allow the speaker to direct and influence aspects 
of the listener’s perception (Cutler, 1987). 

A general definition for prominence was provided by the work of Terken and 
Hermes (2000) who described prominence as the property of a linguistic enti-
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ty to stand out from its environment with reference to an entity, or sets of enti-
ties, in the context in which it occurs. This domain-general definition can be 
made more specific with reference to individual lexemes where prominence is 
defined as an accentuation of syllables within words (Cutler, 2005) or with 
reference to the level of a sentence where one or more words can carry greater 
prominence than others (Cole et al., 2010). It is important to note that, in the 
literature, several terminological variants can be encountered that encompass 
the same or similar definitions as the one provided by Terken and Hermes 
(2000). Specifically, the term prominence can be often seen used synony-
mously with that of prosodic focus, stress, emphasis, and accent to name a few 
(see Wagner et al., 2015, for a discussion). In this work, the term prominence 
is used throughout as per the definition provided by Terken and Hermes 
(2000)—note that only P-II and P-III use the term stress as it was later decid-
ed to use prominence instead to reflect the well known definition by Terken 
and Hermes (2000) but also to avoid potential ambiguity with other uses of 
the term for speech (e.g., psychological stress). 

3.2.1 The physical correlates of prominence 

The investigation of the acoustic-phonetic correlates of prominence has been 
the focus of several studies, with the early works of both Fry (1955, 1958) and 
Lieberman (1960) indicating that duration, F0, and intensity are the cues that 
are important in the perception of prominence in speech. Specifically, several 
studies in English indicate that variations in duration are important for prom-
inence, with increased duration reflecting a stronger influence on prominence 
judgments (Fry, 1955; Lieberman, 1960; Beckman & Edwards, 1994). The role 
of F0 in encoding prominence seems to be more complex, since simply the 
magnitude of F0 change or the distance of F0 maxima to the baseline cannot 
sufficiently describe the relationship between perception and production 
(Terken, 1991). Evidence shows that differences in pitch-excursion size can 
lead to differences in the perception of prominence (Rietveld & Gussenhoven, 
1985; Eady, Cooper, Klouda, Mueller, & Lotts, 1986), a finding that raised the 
question of the categorical nature of the perception of prominence as evoked 
by pitch (similar to the categorical perception of consonant categories in sec-
tion 2.2.2—see Liberman et al., 1957). In order to investigate the existence of a 
category boundary between normal and prominent pitch excursion, Ladd and 
Morton (1997) carried out a series of experiments and concluded that listeners 
can discriminate between small changes in pitch-excursion size and also cate-
gorically interpret prominence, but the relationship between the two was not 
clear. The complex relationship between F0 and prominence was also indicat-
ed by Terken (1991) who noted that the expectations of the F0 slope might 
hold a role in this complex interaction. 

As to the function of signal amplitude, Kochanski, Grabe, Coleman, and Ros-
ner (2005) investigated the role of different acoustic correlates in predicting 
prominence in English and found that F0 contributed little to the task, with 
loudness being the primary predictor and duration the secondary predictor. 
However, there seems to be a degree of perceptual interaction between intensi-



36 

ty and duration, with listeners judging the same degree of prominence for low 
intensity and long syllables as compared to high intensity and short syllables 
(Fry, 1955). Turk and Sawusch (1996) examined this interaction and found a 
negligible independent influence of loudness, with prominence judgments 
being primarily affected by duration. Another aspect in the study of loudness 
was raised by Sluijter, van Heuven, and Pacilly (1997) who noted that loud-
ness, in the task of prominence perception, should not be based on a uniform 
amplification of the sound spectrum. Instead, as prominence may reflect an 
increase in vocal effort (Sluijter & van Heuven, 1996a; see also Lehiste & Pe-
terson, 1959; Lehiste, 1970) with intensity level differences concentrating in 
the higher parts of the spectrum, Sluijter et al. (1997) suggested that intensity 
differences should be more realistically implemented by only amplifying the 
higher frequency bands. Respectively, a measure that can capture such varia-
tions in the spectrum and can be used as a cue for prominence is spectral tilt 
(Sluijter & van Heuven, 1996a). Sluijter and van Heuven (1996a) investigated 
the potential for spectral tilt to differentiate between prominent and non-
prominent syllables in Dutch and found that the most reliable cues were firstly 
duration and secondly spectral tilt (see also Sluijter & van Heuven, 1996b). 
However, in a similar attempt with American English, Campbell and Beckman 
(1997) could not replicate the result (see also Ortega-Llebaria & Prieto, 2010), 
attributing the finding to the differences in the use of vowel reduction between 
the two languages (Dutch and English). Overall, there seems to be an intricate 
interaction in the form of a trading relationship between the acoustic corre-
lates of prominence (see also Lieberman, 1960). Where one acoustic feature 
may dominate prominence perception, others might subside, with the specific 
implementations of prominent elements varying in form both within and 
across languages. 

Many other studies have investigated the acoustic correlates of prominence 
across a number of languages (for Polish see Malisz & Wagner, 2012; for Ger-
man see Tamburini & Wagner, 2007; Jessen, Marasek, Schneider, & Claßen, 
1995; for Spanish see Ortega-Llebaria, 2006; Ortega-Llebaria & Prieto, 2010; 
for Swedish see Eriksson, Barbosa, & Åkesson, 2013; Heldner, 2003; for 
American English see Campbell, 1995; for Finnish see Vainio & Järvikivi, 
2006). In all, it seems that languages share the same pool of acoustic features 
but the language-specific realization may vary in terms of which features and 
the extent they are used in order to encode prominence (see, e.g., Andreeva, 
Barry, & Koreman, 2014; Koreman, Andreeva, Barry, Sikveland, & van Dom-
melen, 2008). As Vaissière (1983) posited, all speakers, irrespective of the lan-
guage they speak, are equipped with the same production and perception ap-
paratus that enables certain capabilities but also imposes certain restrictions 
(see also chapter 2 for a description of the production and perception mecha-
nisms). In the case of prosody, evidence for language-independent similarities 
can be observed, for instance, at the level of pauses (Vaissière, 1983) as well as 
at the level of word segmentation (Endress & Hauser, 2010). For prosodic 
prominence, beyond the evidence for similarities at the level of the individual 
acoustic features, there is little knowledge on the language-specificity or uni-
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versality of prominence production and perception (see Wagner et al., 2015)—
more so, for any type of domain-general mechanism that could potentially 
describe prominence production and perception (in a manner similar to what 
is known for, e.g., the production and perception of phonetic units as de-
scribed in chapter 2). 

Finally, the presentation of the correlates of prominence would not be com-
plete without reference to studies utilizing additional dimensions of the voice 
source as well as studies that make use of visual (facial, arm, body) cues. Be-
yond the variation of F0, there are other characteristics of the voice source that 
may impact the subjective perception of prominence that are not directly 
measurable. One such feature is the airflow produced by the vibrating vocal 
folds, the so-called glottal flow (Airas, Alku, & Vainio, 2007). The glottal flow 
is typically parameterized in order to numerically represent the studied phe-
nomenon and, for instance, in the time-domain, parameters can take the form 
of the open quotient (OQ) and normalized amplitude quotient (NAQ) (Alku, 
Bäckström, & Vilkman, 2002). For instance, Airas and colleagues (2007) 
found that NAQ values were higher for prominent cases than for non-
prominent cases, also suggesting that prominence is expressed with a breathi-
er voice quality (see also Vainio, Airas, Järvikivi, & Alku, 2010). In general, for 
prominence, there is evidence that characteristics that have to do with varia-
tions of the entire voice source may impact perception (Ní Chasaide, 
Yanushevskaya, Kane, & Gobl, 2013; see also Yanushevskaya, Murphy, Gobl, & 
Ní Chasaide, 2016), with, however, limited findings. With respect to facial 
movements as a visual cue for prominence, there is currently accumulating 
evidence indicating that when facial gestures are superimposed onto promi-
nent syllables they can enhance perception and make speech more intelligible 
(see, e.g., Al Moubayed, Beskow, & Granström, 2009; Granström & House, 
2005; for a discussion see also Al Moubayed, Beskow, Granström, & House, 
2011). In general, it seems that when a word is accompanied by a visual ges-
ture it is spoken with a higher degree of emphasis and on the perception side 
listeners perceive the word as more prominent (Krahmer & Swerts, 2007). 

3.2.2 The functional aspects of prominence 

The acoustic encoding of prominence in speech has effects at the level of the 
listener’s perceptual processing. These effects can be observed through their 
communicative role as well as through their linguistic functionality. Prosodic 
prominence can therefore convey information about the pragmatic context of 
the discourse where prominence can be seen as reflecting the speaker’s intent 
and prominent words as the targets of information focus (Bolinger, 1972). The 
most widely accepted role of prominence is, however, in signaling the infor-
mation status of a word or a constituent in discourse (see Wagner & Watson, 
2010). Words bearing acoustic prominence are thus seen as referring to new 
information in the context of the discourse whereas words with less acoustic 
prominence are seen in relation to prior discourse or universal givens (see, 
e.g., Brown, 1983; Cole et al., 2010). In general, a given can refer to infor-
mation that can be retrieved either situationally or anaphorically, while new 
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can refer to information that cannot be retrieved in the preceding discourse 
(Brown, 1983). Another interpretation of the newness and givenness effects 
can be described based on the relationship between acoustic prominence and 
the degree of the referents’ accessibility (Watson, Arnold, & Tanenhaus, 2006; 
Arnold, 2008). In this case, accessibility refers to the degree that referents 
have been activated during the discourse, with results suggesting that changes 
in the activation of information hold a role in the implementation of acoustic 
prominence (Watson et al., 2006). This means that simply a previous mention 
does not suffice to describe a word as given where accessibility can be influ-
enced, for instance, by syntactic factors (Wagner & Watson, 2010). In all, evi-
dence of speakers’ strategies in demarcating prominence may vary, with some 
studies also showing that reduced acoustic prominence does not always signal 
givenness (Bard & Aylett, 1999; Watson et al., 2006). A further explanation 
attempting to describe this relationship is based on the predictability and con-
versational importance of words (Watson, Arnold, & Tanenhaus, 2008). The 
work of Watson et al. (2008) suggests that non-predictable words are imple-
mented with a longer duration and greater pitch movement, whereas im-
portant words are implemented with more intensity. 

Earlier experiments have also investigated the syntactic role of prominence 
as well as differences in the processing cost during sentence comprehension. 
For instance, the relationship between prominence and syntactic function was 
investigated by measuring reaction times (RTs) where it was found that RTs 
were shorter for prominent targets, irrespective of their syntactic function 
(function or content words) (Cutler & Foss, 1977). Additionally, prominent 
new information seems to be understood faster when compared to prominent 
given information (Bock & Mazzella, 1983). In general, prominence seems to 
allow the sentence processing mechanism to direct attention to the most im-
portant elements in speech (Cutler & Foss, 1977; see also Cole et al., 2010). 
Beyond the correspondence between prominence and information status in 
discourse, prominence seems to also be affected by the information status of 
the word (Cole et al., 2010). Therefore, different levels of probabilistic effects 
may affect the manifestation of prominence. These will be further discussed in 
the next section. 

3.2.3 Predictability and prominence 

Predictability and frequency have been the focus of several studies on language 
production and comprehension (see, e.g., Bell, Brenier, Gregory, Girand, & 
Jurafsky, 2009; Jurafsky, 1996). The interactions between the frequencies of 
elements (such as words, syllables) and language production and comprehen-
sion have been long observed with studies such as that of Lieberman (1963), 
noting the relationship between linguistic redundancy and language produc-
tion, and indicating the central role that these interactions hold in ensuring 
the efficiency of a language as a coding system (see also Zipf, 1929). The gen-
eral proposal is that probabilistic information about linguistic structures, such 
as those of words and phrases, are represented in the minds of language users 
and hold a role in language production and comprehension (Jurafsky et al., 
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2001). Specifically, at the level of language comprehension, probabilistic in-
formation seems to hold a role in accessing linguistic structure from mental 
representations of lexicon or grammar where the probability of a structure 
may have an impact on, for instance, speed of access (with more frequent 
words or syntactic constructions being accessed faster—e.g., Jurafsky, 1996). 
Other roles for probability in comprehension can be identified in disambiguat-
ing speech input (selecting between several combinations of linguistic struc-
tures to correctly parse input; Jurafsky, 1996) and in explaining processing 
difficulty (Jurafsky, 2003). 

At the level of language production, studies indicate that word frequency and 
word predictability affect the acoustic realization of words (Fowler & Housum, 
1987; Gregory, Raymond, Bell, Fosler-Lussier, & Jurafsky, 1999). For instance, 
words that are repeated seem to be shortened during production (Fowler & 
Housum, 1987) whereas words that are less predictable in context seem to be 
longer (Bell et al., 2009; Jurafsky et al., 2001; Lieberman, 1963). One proposal 
that combines the probabilistic effects on production that are derived from the 
overall informativeness of words is the Probabilistic Reduction Hypothesis 
(PRH) (Jurafsky et al., 2001). The PRH posits that word forms are reduced 
when they have a higher probability of occurrence (Jurafsky et al., 2001). This 
means that lexical predictability can account for the reduction of word forms, 
as indicated by, for example, vowel reduction and durational shortening (see 
also Baker & Bradlow, 2009), such as words with a high probability typically 
being produced in shorter duration. Similar types of phenomena are also ob-
served in the segmental content of the utterances. According to van Son and 
Pols (2003), there is a very strong correlation between the redundancy (high 
probability) of a phoneme and the level of acoustic reduction (see also van Son 
& van Santen, 2005). Van Son and Pols (2003) argue that the drive behind this 
type of inverse relationship between language redundancy and the acoustic 
characteristics of speech is to make speech an efficient communication chan-
nel (in an information-theoretic sense; cf., Shannon, 1948). Therefore, fre-
quently encountered elements (e.g., words) would require less articulatory 
effort from the speaker, whereas elements with low redundancy (infrequent 
elements) would respectively need more effort. 

Beyond the discussed interactions, there is also a close relationship between 
frequency, predictability, and prominence (see, e.g., Aylett & Turk, 2004; Lam 
& Watson, 2010). Watson and colleagues (2008), for instance, investigated the 
effects of predictability and importance on acoustic prominence production 
using task-based constraints. Their results indicated that both importance and 
predictability have an impact on the acoustic realization of a word where in-
tensity was greater for important words, and duration was longer and pitch 
movement was greater for unpredictable words (Watson et al., 2008). In an-
other task-based study, Lam and Watson (2010) found repeated words to be 
less acoustically prominent with repetition being a strong predictor of dura-
tion. Additionally, predictability was found to primarily affect word intensity 
concluding that repetition and predictability may play independent roles in 
prominence production (Lam & Watson, 2010). The probabilistic effects corre-
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lating with prominence also extend to contextual interactions that derive from 
the relations of words with their surrounding context. Therefore, words that 
are least predictable from their local context seem to be more likely to carry an 
accent and be perceived as prominent (see Pan & Hirschberg, 2000). In gen-
eral, both frequency and predictability factors seem to all affect the production 
of prosodic prominence. 

The relationship between the predictability of linguistic elements and acous-
tic prominence has also resulted in models that attempt to explain these inter-
actions. One such model was proposed by Aylett and Turk (2004) whose 
smooth signal redundancy hypothesis (SSRH) is based on a similar proposal 
that word forms are reduced when there is a higher probability of recognition. 
However, their work extends the earlier studies (e.g., the PRH, see Jurafsky et 
al., 2001) and proposes that acoustic differences are linguistically implement-
ed through prosodic prominence structure (see also Aylett & Turk, 2006). The 
general proposal of the SSRH is that prosodic prominence is employed in or-
der to manage unpredictable elements in speech and therefore smooth the 
information profile of a word. For instance, this means that frequently encoun-
tered words or words occurring in a highly predictably context would most 
likely be acoustically reduced. On the other hand, a less predictable word 
would be most likely accompanied by more acoustic information in terms of its 
duration and spectral distinctiveness and would also be likely to bear phrasal 
prominence (see, e.g., Aylett & Turk, 2006; Turnbull, 2016; for SSRH over 
words see also Turk, 2010). To give an example, in the case of the utterance, 
“she points at the door,” the word “at” would be most likely reduced having 
high language redundancy while the word “door” would have more acoustic 
information and would likely also bear phrasal prominence. Overall, the main 
claim in the SSRH is that the information transferred through speech should 
be evenly distributed over time (it should have a smooth signal), consequently 
rendering speech communication an efficient communication channel. 

A more recent information-theoretic model proposed by Jaeger (2006), and 
Levy and Jaeger (2007) is uniform information density (UID). UID posits that 
speakers structure utterances in order to optimize their information density 
over time (Levy & Jaeger, 2007). Similarly to the SSRH, if speakers would be-
have optimally they would be expected to avoid fluctuations in the information 
density during the course of an utterance and seek a uniform information pro-
file. The means of achieving UID is by manipulating the lexical and syntactic 
options in the language. Thus, speakers will plan utterances so that elements 
with high information value are lengthened (spread over a longer period of 
time) and elements with low information value are shortened (Frank & Jaeger, 
2008). This can be achieved, for instance, through the insertion or omission of 
an additional morpheme or word or even through the use of contractions (a 
shorter version of a word created by letter omission, e.g., “I’ve got” as opposed 
to “I have got”). To give an example of word omission through syntactic reduc-
tion, in the sentence “How good is the book that you are reading?” the relativ-
izer “that” can be removed without altering the meaning, but modulating the 
information density (removal of “that” is more likely when the probability of 
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occurrence in the sentence is high—see Levy & Jaeger, 2007). In all, predicta-
bility seems to impact on several aspects of language production and compre-
hension (also learning; see Saffran, Aslin, & Newport, 1996) with prosodic 
prominence being one of the language phenomena that seem to also manifest 
through probabilistic interactions. 

3.2.4 Prominence annotations 

The results of the research on prosody and prosodic phenomena are also af-
fected by the procedures utilized by human experimenters in order to label 
prosodic events in speech corpora. The extent to which human coders agree on 
their annotations may therefore have an impact on the investigation of proso-
dy and the development of computational tools for prosody analysis and pro-
cessing. For instance, the reliability of prominence markings in a speech cor-
pus can pose limitations to the development of supervised systems for the au-
tomatic detection of prominence as this affects the best performance that the 
system can reach. Transcription standards provide a systematic way of annota-
tion, allowing better reliability (see, e.g., Yoon, Chavarria, Cole, & Hasegawa-
Johnson, 2004) and also the sharing and analysis of similar phenomena. The 
most widely adopted annotation standard for prosodic transcription is the 
Tones and Break Indices (ToBI) system (Silverman et al., 1992; see also Breen, 
Dilley, Kraemer, & Gibson, 2012 for a description and comparison of ToBI to 
another annotation system). ToBI consists of parallel tiers that represent the 
different components of prosody. Several variations of ToBI are available that 
are developed to account for language-specific requirements but also to serve 
as extensions including additional tiers that contain supplementary descrip-
tions. However, the tiers that are typically encountered in most prosodic tran-
scriptions are those of (i) the orthographic tier, (ii) the tone tier, (iii) the break 
index tier, and (iv) the miscellaneous tier (see also Beckman & Ayers, 1997). 
The orthographic tier contains the orthographic transcription of the text 
whereas the tone tier contains a transcription of the tonal events, pitch ac-
cents, boundary tones, and two levels of phrasing: intermediate phrase (ip) 
and intonational phrase (IP). Finally, the break index tier contains information 
about pauses and lengthing (e.g., boundaries between words, ip’s, and IPs) 
whereas the miscellaneous tier contains complementary descriptions of ob-
served speech effects such as hesitations, disfluencies, and laughs (Silverman 
et al., 1992). 

Prominence labeling can be carried out on the basis of an annotation stand-
ard such as ToBI but can also be performed following procedures that do not 
require training or experience with the coding practices of a given standard. 
However, differences can be observed in the annotation performance in terms 
of the inter-transcriber agreement rates. Specifically, naïve subjects seem to 
have inter-transcriber agreement rates—measured in terms of Fleiss’ kappa 
(Fleiss, 1971)—of approximately 0.46 (±0.16) (for American English see Mo, 
Cole, & Lee, 2008; for Korean see You, 2012; for French see Smith, 2011; for 
German see Baumann, 2014), which corresponds to a fair to moderate agree-
ment level (Landis & Koch, 1977). Trained or expert transcribers applying a 
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formal transcription framework have higher agreement rates, with kappa av-
eraging at about 0.72 (±0.05), corresponding to moderate to substantial 
agreement (for Dutch see Buhmann et al., 2002; for American English see 
Yoon et al., 2004; Breen et al., 2012; for French see Avanzi, Simon, Goldman, 
& Auchlin, 2010). Therefore, the choice of the annotation procedure may have 
an impact on the quality of the annotation with, however, good ratings (utiliz-
ing a transcription standard) not reaching perfect agreement. This variability 
in agreement has led to an examination of the influence of the linguistic level 
on which prominence is rated as well as the scale of the prominence ratings 
(for studies on naïve listeners see, Arnold, Wagner, & Möbius, 2012; Arnold, 
Möbius, & Wagner, 2011). In general, it seems that, for naïve listeners, word 
prominence can be better handled as a perceptual concept, also leading to a 
better correlation between prominent words and their acoustic correlates, 
while multiple levels of prominence ratings (extending the binary separation of 
prominent/non-prominent) may provide further insights into the perception 
of prominence (Arnold et al., 2012). The latter also poses an open topic for 
investigation, as discussed also in section 3.2.1, with the focus being on wheth-
er prominence perception is categorical in nature (similar to the categorical 
perception of consonants), and, if so, what are the prominence categories that 
describe it? The problem or defining prominence categories will be discussed 
also in the next chapter, where several approaches to the automatic detection 
of prominence will be briefly reviewed. 
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The automatic detection of prominence in speech is an important task in many 
natural language applications. In addition, the development of algorithms for 
prominence detection can be also important for the study, evaluation, and 
analysis of language resources. As prosodic phenomena, in general, and prom-
inence, in particular, encode higher-level information that cannot be obtained 
from the acoustic properties of individual segments alone, their automatic de-
tection and processing can be valuable in several areas of speech technology. 
Specifically, applications can be found in the area of natural speech synthesis 
where prominence prediction has been shown to enhance the naturalness and 
expressiveness of synthesized speech (Mehrabani, Mishra, & Conkie, 2013; see 
also Szaszák, Beke, Olaszy, & Tóth, 2015). Additionally, in the area of automat-
ic speech recognition (ASR), the inclusion of prominence information in 
speech recognizers can contribute to the improvement of the overall recogni-
tion performance (see, e.g., Chen et al., 2006; Ananthakrishnan & Narayanan, 
2007). The applications also extend to particular topics in ASR, such as spoken 
content retrieval (SCR) (Racca & Jones, 2015; Larson & Jones, 2011) and topic 
tracking (Guinaudeau & Hirschberg, 2011), but also to video navigation (Patil, 
Arsikere, & Deshmukh, 2015) and speech summarization (Chen & Withgott, 
1992). Beyond speech technology applications, the automatic detection and 
annotation of prominences in speech corpora can also be a valuable tool for 
linguistic analysis. In the next sections the most common approaches used for 
the automatic detection of prominence will be presented under the typological 
division of supervised and unsupervised methods. Additionally, the potential 
and methods for cross-language prominence detection will be also discussed. 

In its most trivial form, the task of supervised prominence detection involves 
learning the statistics that connect the prosodic features in speech to the man-
ual annotations of prominence. This process can be posed as a standard ma-
chine learning problem comprising feature extraction, labeling, training, and 
classification. A diversity of treatments is available in the literature addressing 
the problem in several aspects of the learning process (see also Figure 4.1). 
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One of the first divisions that is encountered in most studies is the linguistic 
domain in which the prominence analysis and evaluation takes place. Specifi-
cally, acoustic feature analysis can take place at the level of word (Nenkova & 
Jurafsky, 2007), syllable (Ananthakrishnan & Narayanan, 2008), and vowel 
(Tamburini, Bertini, & Bertinetto, 2014). The grounds for this type of linguistic 
partitioning is likely based on the observation that accents are typically aligned 
with the lexically prominent syllable of a prominent word. Additionally, as 
intensity, F0, spectral tilt, and durational differences are better observed in the 
most sonorant part of the syllable (that is typically the syllable nucleus), vow-
els have often been the choice for feature analysis (see, e.g., van Kuijk & Boves, 
1999; Sluijter & van Heuven, 1996a; Ying, Jamieson, Chen, Michell, & Liu, 
1996). Another aspect reflecting the choice of linguistic level is the domain at 
which prominence is evaluated. Studies evaluating lexical prominence restrict 
the selection to syllables and vowels, whereas for sentence prominence, words, 
syllables, and vowels can all be potential levels of interest. Rosenberg and 
Hirschberg (2009) addressed the problem of the optimal level of analysis for 
prominence (accent) detection with their results indicating that a word-based 
approach is superior to a syllable- or vowel-based approach and also that syl-
lable-based classification is significantly better when compared to vowel-based 
classification, reporting accuracies of 68.5% for vowels, 75.6% for syllables, 
and 82.9% for words. Therefore, the longer the linguistic unit, the more dis-
criminative information it seems to hold. This could be due to the increased 
susceptibility to noise in narrow windows of analysis (e.g., due to imprecise 
boundaries—syllable segmentation is a particularly challenging task—or acous-
tic noise) but also due to potentially neglecting relevant prominence-related 
information that occurs outside the boundaries of the studied linguistic unit 
(see Rosenberg & Hirschberg, 2009; see also Gregory & Altun, 2004). The lat-
ter seems to be one important factor in this regard as, taking into account that 
prominence is defined with reference to the surrounding context, that is, a 
linguistic unit that stands out from its environment (Terken & Hermes, 2000), 
it would be reasonable to assume that context would hold a critical role in in-
terpreting the manifestation of prominence. Thus, quantifying prominence 
locally and independently of the surrounding context may exclude important 
and relevant information for the task. To test this, Rosenberg and Hirschberg 
(2009) included acoustic information from the surrounding context, leading to 
performance improvements in all domains of analysis, with accuracies reach-
ing 77.1% for vowels, 81.9% for syllables, and 84.2% for words. In all, it seems 
that including information from longer temporal segments is important for 
prominence, both when considering the selection of the type of linguistic unit 
and also when including information from the surrounding context. 
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In order to objectively study prominence, the perception of prominence 

needs to be quantified on a scale that reliably and proportionately maps the 
effect of the perceived phenomenon. In the literature, there is a great diversity 
of prominence scales that have been used across studies. The most common 
and most straightforward discrete categorization of prominence is a binary 
distinction between prominent versus non-prominent linguistic units (for in-
stance, words or syllables; see, e.g., Ananthakrishnan & Narayanan, 2007; Ka-
linli & Narayanan, 2009). Other categorizations go beyond the binary scale to, 
for instance, a ternary scale (Al Moubayed, Ananthakrishnan, & Enflo, 2010), a 
quaternary scale (Rosenberg, 2010a), a denary scale (Grover, Heuft, & Coile, 
1997), and even a scale of 31 divisions (Portele & Heuft, 1997). Specifically, Al 
Moubayed and colleagues (2010) used a three-class prominence classification 
scheme in order to account for the inherent partial ambiguity of prominences 
that was divided into: prominent, not prominent, and maybe prominent 
words. Other prominence categorizations are based on the ToBI standard (Sil-
verman et al., 1992) where the five discrete types of pitch accents (H*, L*, 
L+H*, L*+H, H+!H*) can be used as the basis for producing prominence clas-
ses. For instance, Rosenberg (2010a) grouped the ToBI tone labels into four 
classes: unaccented, high, low, and downstepped (see also Ross & Ostendorf, 
1996)—downstep refers to a lowering of the pitch in subsequent tones—
whereas Kalinli and Narayanan (2009) reduced the labels further into a two-
class problem by including all pitch accent types into the prominent category 
and the rest into the non-prominent category. For prominence detection and 
classification, a finer partitioning of the perceived space of prominences that 
goes beyond the ToBI accent classes can be challenging, especially considering 
the ambiguity in annotating prominences for as few as two classes (see, e.g., 
Mo et al., 2008). In addition, ToBI already provides a finer way of discriminat-
ing accent through an analysis of the intonation contours, something that 
might be complex for naïve listeners. However, in applications such as promi-
nence-based speech synthesis, a more graded approach (e.g., Portele & Heuft, 
1997) could allow control over the strength of the desired effect. 

Linguistic 
level 

word 

syllable 

vowel 

Prominence 
quantization 

binary 

ternary 

quaternary 

…n levels 

Feature type 

acoustic 

lexical 

syntactic 

other… 

Domain 

local 

short-term 

long-term 
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Decision 
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The next important parameterization for supervised methods is based on the 

types of features employed (see also Table 4.1 for some examples). As men-
tioned earlier, the manifestation of prominence has been associated with 
acoustic features such as those of energy, F0, spectral tilt, and duration (Shat-
tuck-Hufnagel & Turk, 1996). However, these phonetic descriptors do not 
seem to simply encode prominence in terms of their absolute feature magni-
tude. For instance, a local F0 maximum does not necessarily indicate a promi-
nent location in an utterance but needs to be interpreted based on the sur-
rounding context (see, e.g., Gussenhoven, Repp, Rietveld, Rump, & Terken, 
1997; Terken, 1991). In general, a complex interaction takes place between the 
features (Lieberman, 1960) and within but also across different linguistic lev-
els (Rosenberg & Hirschberg, 2009). In addition, linguistic aspects such as 
lexical and syntactic factors may also impact on prominence where, for in-
stance, emphasis is more likely to take place on a noun or adjective (see, e.g., 
Calhoun, 2007). For this reason, a multitude of features and specifications 
thereof have been proposed and used in the literature. Approaches may vary 
but typically propose the design and utilization of novel prosodic measures 
based on the well-established correlates of prominence in an attempt to better 
capture the relative differences that take place at different linguistic levels. For 
instance, Mishra, Sridhar, and Conkie (2012) suggested going beyond the 
standard aggregate descriptive statistics (such as mean, max, min, and stand-
ard deviation) of the acoustic prosodic features and onto features that are sim-
ple to compute and carry more descriptive and predictive capability. On this 
basis, they proposed features such as the area under F0 curve (AFC), the 
voiced-to-unvoiced ratio (VUR), and the F0 curve shape (SHP), showing that 
these novel features are substantially more predictive for prominence than 
standard aggregate acoustic measures (see, e.g., Brenier, Cer, & Jurafsky, 
2005). Other work has suggested the use of parametric representations such as 
the Tilt intonation model (Taylor, 2000) and rise/fall/connection (RFC; Tay-
lor, 1994) for modeling prominence (Wang & Narayanan, 2007). Parametric 
representations provide a system that allows the description of the intonation-
al phenomena observed in the F0 contour. Unlike schemes like ToBI that im-
pose a categorical classification of the observed events, Tilt and RFC make use 
of continuous parameters that allow their utilization in learning algorithms 

Acoustic Lexical Syntactic 
Energy1,2  n-gram probability3 Part-of-speech3 

F01,2 Reverse n-gram probability3 Position4 
Duration1 Joint probability3 Animacy4 

Spectral tilt1,2 Self information4 
Accent ratio4 

1 Typically computed over words, syllables, or phones 
2 Common statistical descriptors are mean, max, min, standard deviation 
3 Gregory & Altun, 2004 
4 Nenkova et al., 2007 
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(see, e.g., Wang & Narayanan, 2007). Beyond the acoustic prosodic feature 
specifications, there is also a wide range of features that has been used to de-
scribe lexical and syntactic properties. For instance, Nenkova and colleagues 
(2007) described a variety of features including the information status of a 
word (new versus old), part of speech (POS), unigram and bigram probability, 
length (the number of characters in the word), and the accent ratio (the likeli-
hood of a word being accented). All these features have been shown to have a 
good correlation with the occurrence of prominence (Brenier et al., 2006; Pan 
& McKeown, 1999; Pan & Hirschberg, 2000; see also Sridhar, Nenkova, Nara-
yanan, & Jurafsky, 2008). Therefore, supervised methods may employ acous-
tic, lexical, and syntactic features both independently and also in various dif-
ferent combinations of their potential specifications. Selection, however, can 
sometimes be restricted by limitations in the accessible resources as, for in-
stance, POS information or the accent ratio require the prior availability of 
annotations. In cases where multiple features are available, feature selection 
techniques can be applied in order to find the subset of features that is most 
suitable for the task (see, e.g., Brenier et al., 2005; Obin, Rodet, & Lacheret-
Dujour, 2008). 

Context holds a particularly important role when it comes to the understand-
ing and detection of prosodic prominence. Discriminative information regard-
ing prominence typically extends the segment and includes syntagmatic rela-
tionships that span through different temporal lengths at both the linguistic 
and acoustic levels. Therefore identifying ways to include contextual infor-
mation in the learning process can allow a more holistic and accurate repre-
sentation of the prominence phenomenon. In earlier works, prominence detec-
tion was primarily treated locally, at the level of the syllable (see, e.g., Anan-
thakrishnan & Narayanan, 2008) or word (see, e.g., Chen, Hasegawa-Johnson, 
& Cohen, 2004). Recent approaches place more focus on accounting for con-
textual short- and long-term relations. For instance, Cutugno, Leone, Ludusan, 
and Origlia (2012) investigated the effect of context size in determining prom-
inence by varying the contextual length ranging from the minimum of one syl-
lable up to five syllables. Their results indicated that a context of two to three 
syllables was sufficient to reach maximum performance (Cutugno et al., 2012; 
for an example over words see Rosenberg & Hirschberg, 2009). Other contex-
tual effects may originate from latent structures that can emerge through the 
rhythmic grouping of prominences in speech (see, e.g., Arvaniti, 2009). There-
fore, patterns of sequences of prominent and non-prominent units can under-
lie speech, which can also assist in the task of prominence detection. Cutugno 
and colleagues (2012), for instance, investigated this effect and found im-
portant improvements in performance. Overall, the selection of a suitable 
temporal context can critically impact on the performance of prominence de-
tection. It is therefore important to utilize learning methods that can account 
for dependencies that may take place at different temporal lengths. 

The final parameterization that is encountered in the studies on prosodic 
prominence is based on the type of machine learning method that is employed 
for the task of learning and classification. Selecting one method over the other 
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is often dependent on a multitude of factors that include the accuracy of the 
method, training time, the number of parameters, the number and type of fea-
tures, and also task-specific factors such as the capability of the learning algo-
rithm to model context and also the potential depth of the context. These fac-
tors are interdependent and therefore a clear preference in the methods uti-
lized in the literature cannot be easily distinguished, however, certain trends 
can be identified. One of the early methods used for prominence detection was 
that of decision trees (also known as classification and regression trees 
[CARTs]) (see, e.g., Hirschberg, 1993; Wightman & Ostendorf, 1994; Ross & 
Ostendorf, 1996). CART provides a simple, non-parametric approach that al-
lows classification with qualitatively different features and without requiring 
assumptions about the independence of the features. For instance, Hirschberg 
(1993) used CART to detect prominence at the word level based on features 
that were evaluated locally and independently for each word. More recent 
methods also operate at the local level (word or syllable) but many times with 
the inclusion of features from neighboring syllables or words in an attempt to 
add contextual information without explicitly incorporating contextual de-
pendencies into the model (for an example using Gaussian mixture models see 
Obin et al., 2008). In general, the machine learning techniques that are com-
monly used for prominence detection include Gaussian mixture models 
(GMMs) (see, e.g., Obin et al., 2008; Li, Zhang, Li, Lo, & Meng, 2011), logistic 
regression (LR) (see, e.g., Rosenberg & Hirschberg, 2009; Nenkova & Juraf-
sky, 2007), neural networks (NNs) (Streefkerk, Pols, & ten Bosch, 1999; Jeon 
& Liu, 2009), support vector machines (SVMs) (see, e.g., Christodoulides & 
Avanzi, 2014; Levow, 2005), maximum entropy (ME) models (see, e.g., Sri-
dhar, Bangalore, & Narayanan, 2008), hidden Markov models (HMMs) (see, 
e.g., Ananthakrishnan & Narayanan, 2005), and memory-based learning 
(MBL) (see, e.g., Al Moubayed et al., 2010). To improve performance and 
avoid potential problems with overfitting the training data, ensemble learning 
has also been utilized, where, for instance, a multitude of decision trees can be 
used—this is known as random forests (RFs) (see, e.g., Arnold, Wagner, & 
Baayen, 2013; Mishra et al., 2012; Christodoulides & Avanzi, 2014). Addition-
ally, hybrid machine learning techniques are another way to apply perfor-
mance improvements where different classification methods can be used in 
combination, with the distinct classifiers focusing on the training of specific 
aspects of the learning problem. For instance, Chen and colleagues (2004) 
used a GMM-based acoustic-prosodic model, coupled together with an NN-
based syntactic-prosodic model with the former model providing predictions 
based on acoustic observations and the latter based on syntactic observations. 
Recent approaches place a strong focus on utilizing models that can inherently 
account for contextual dependencies at different temporal lengths. Probabilis-
tic graphical models (PGMs) are one such family of models that can express 
the conditional dependence between the prominence classes in the observed 
sequences of events. Specific models that have been used include, for instance, 
conditional random fields (CRFs) (see, e.g., Christodoulides & Avanzi, 2014; 
Gregory & Altun, 2004; Fernandez & Ramabhadran, 2010) and conditional 
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neural fields (CNFs) (see, e.g., Tamburini et al., 2014). To include longer con-
texts and potential effects from latent structures, latent dynamic CRFs and 
CNFs (LDCRFs and LDCNFs, respectively) (see, e.g., Tamburini et al., 2014) 
have also been used. However, these models also pose certain constraints in 
the context representation. First, they only include the previous context, and 
second, the length of the context needs to be pre-defined. To address this is-
sue, Rosenberg, Fernandez, and Ramabhadran (2015) proposed the use of bi-
directional recurrent neural networks (BiRNNs), demonstrating important 
performance improvements. 

In all, there is a diverse set of parameterizations that are possible when it 
comes to the design of a system for the automatic detection of prominence. 
Moreover, it is difficult to make direct comparisons between the specific meth-
ods in order to infer the optimal set of parameters as factors such as the use of 
different corpora and speaking styles render such evaluations relatively chal-
lenging. However, certain components that are central for the development of 
efficient prominence detection systems emerge through the studies: (i) a rep-
resentation of the context is critically important (either through local feature 
representation or incorporation into the model design), (ii) words are likely to 
carry more discriminative information than syllables or phonemes, (iii) acous-
tic, lexical, and syntactic features all carry relevant information for the task, 
and (iv) a binary distinction between prominent and non-prominent catego-
ries is the simplest and most straightforward abstraction of the prominence 
phenomenon. 

Supervised methods for prominence detection rely on the availability of hand-
labeled prosodic annotations for training. In general, the manual transcription 
of speech is an expensive and time-consuming process, restricting accessibility 
to only very limited, highly resourced languages. Moreover, manual prosodic 
annotations are an even more rare resource than typical phonetic transcrip-
tions and are available for very few speech corpora. They are also known to 
have an inherent high variability in the subjective inter-annotator agreement 
of the prominence ratings (see, e.g., Mo et al., 2008). Furthermore, human 
perception does not operate using labeled training data, and therefore, unsu-
pervised models of prominence detection can illuminate the principles behind 
the perceptual processing of speech. Thus, the development of unsupervised 
methods for prominence detection is potentially very useful, especially consid-
ering also that the majority of the automatic labeling approaches are based on 
supervised learning scenarios. Overall, unsupervised methods do not require a 
priori prosodic annotations and are typically based on utilizing prosodic fea-
tures to partition the feature space into prominent and non-prominent classes. 
The techniques that are typically encountered in the literature include score-
based methods (see, e.g., Tamburini & Caini, 2005; Tamburini & Wagner, 
2007; Wang & Narayanan, 2005, 2007), clustering methods (see, e.g., Anan-
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thakrishnan & Narayanan, 2006; Levow, 2006), and cognitively motivated 
methods (see, e.g., Kalinli & Narayanan, 2007)—see also Figure 4.2. 

Score-based methods involve the extraction of different acoustic features 
from the speech signal that are then utilized in combination for the construc-
tion of linear functions computing a continuous prominence score that is as-
sumed to be representative of the realized perceived level of prominence. For 
instance, Tamburini and Caini (2005) proposed a prominence function that 
combined band-limited energy (300–2.2 kHz), overall energy, duration, and 
three tilt parameters (Taylor, 2000), all computed over the syllable nucleus, in 
order to compute prominence scores for individual syllables—the score of the 
nucleus represented the score of the entire syllable. In order to categorize syl-
lables into prominent/non-prominent classes, a rule-based scheme was ap-
plied: the prominence level of each syllable was compared to its neighbors and 
if it represented the maximum, the corresponding syllable was marked as 
prominent. Additional rules were also applied, including the rule that all sylla-
bles with over 70% of the max score for the utterance were also considered 
prominent (Tamburini & Caini, 2005). Other score-based approaches follow a 
similar way of constructing the prominence score, with, however, differences 
in the selection of features and in the scheme applied in determining the 
prominence categories (see, e.g., Wang & Narayanan, 2007). 

A more natural way to induce prominence classes for units of speech is to use 
distributions of acoustic feature values, not as evoked through a linear combi-
nation of select feature descriptors but through grouping the features in inter-
nally coherent clusters. This can be achieved by applying clustering techniques 
such as the k-means algorithm. For instance, Ananthakrishnan and Narayanan 
(2006) used a combination of acoustic features based on intensity, F0, and 
duration to form feature vectors that capture the acoustic information over 
individual syllables. These features were then used in a variety of model-free 
clustering methods (k-means, fuzzy k-means) and model-based (GMM) clus-
tering methods in order to partition the feature space into two clusters: prom-
inent and non-prominent. To improve the class separation, they also utilized 
lexical and syntactic features that are most representative of their respective 
categories in order to reassign cluster labels (Ananthakrishnan & Narayanan, 
2006). Other clustering approaches, similarly to the score-based methods, 
make use of different features and feature combinations and also different 
techniques for clustering (see, e.g., Levow, 2006; Mehrabani et al., 2013). 

Another way to approach the problem of unsupervised prominence detec-
tion, also aligning with the perspective of language acquisition, is through un-
derstanding and modeling how humans can learn and perceive prominent cat-
egories without explicit instruction and only through the observation of natu-
ral language communication. The work of Kalinli and Narayanan (2007), for 
instance, was centered on such a cognitive-based approach where prominent 
syllable detection was modeled as auditory saliency. The work was based on 
the assumption that prominent syllables are more conspicuous and therefore 
draw the attention of the listener. In their study, the underlying cognitive ap-
paratus was assumed to be a  neural  mechanism  that  selects  a  subset  of  the 
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available sensory information. This mechanism was modeled as an auditory 
saliency map that was constructed using multi-scale auditory features (e.g., 
intensity and frequency contrast) extracted on the basis of the processing stag-
es in the early auditory system (Kalinli & Narayanan, 2007). To identify rele-
vant locations in the saliency map, local maxima that were above a given 
threshold were detected and the syllables corresponding to those time points 
were marked as prominent. Other cognitively inspired approaches are moti-
vated by different theories that are potentially involved in the cognitive pro-
cessing that takes place during prominence perception (see, e.g., Ludusan, 
Origlia, & Cutugno, 2011). 

Overall, the existing approaches and parameterizations for unsupervised 
prominence detection systems are much more limited than the supervised 
methods. One potential reason is the relatively limited understanding that we 
have of the actual cognitive processes behind the perception of prominence. 
Respectively, this limits the extent of the developed computational models 
mimicking the process. Another challenge is the difficulty of representing long 
temporal contexts in a manner that would allow discrimination between the 
prominence categories. This has only become possible for the supervised 
methods during recent years through, for example, the introduction of NN 
models with an extended temporal memory. Finally, unsupervised methods 
generally perform worse than their supervised counterparts, restricting their 
applicability and therefore potentially posing a constraint in the impetus to 
develop new methods, especially since the latest supervised methods have 
been shown to have high performance levels. However, unsupervised systems 
bring important benefits, such as the ability to detect prominent units without 
prosodic labels, the potential applicability across languages, and the potential 
to understand human speech perception, and therefore research in this area is 
essential. 

To partially realize the benefits of unsupervised methods and overcome the 
shortcomings of supervised methods, there are also two additional directions 
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that can be encountered in the literature. First, semi-supervised techniques 
address the problem of limited resources by requiring a small amount of la-
beled data for bootstrapping that can be then used within a larger amount of 
unlabeled data in order to improve classification performance (see, e.g., Jeon 
& Liu 2012; Levow, 2006). Second, an emerging direction of research that ad-
dresses both resource limitations and the cross-language applicability of the 
methods is that of approaches for the cross-language detection of prominence. 
The central assumption in these methods is based on the observation that, 
even though languages differ in the degree to which they employ the four 
acoustic prosodic dimensions of prominence, the same acoustic dimensions 
are used across languages to signal prominence (see, e.g., Andreeva et al., 
2014; Koreman et al., 2008). Therefore, the possibility of training a classifier 
in a language where linguistic resources are available in order to detect promi-
nence in another is explored. For instance, Moniz and colleagues (2014) ap-
plied AuToBI (automatic ToBI annotation; Rosenberg, 2010b) on European 
Portuguese using a model trained on American English and achieved perfor-
mance similar to state-of-the-art results for the language. In another study by 
Rosenberg, Cooper, Levitan, and Hirschberg (2012) it was also found that 
cross-language prominence detection is possible, however, the authors noted 
that there were significant language dependent differences. Thus, more re-
search is still needed in order to further leverage the benefits of language re-
sources from one language to another. In all, gaining a better insight into the 
cognitive underpinnings of prominence can assist in improving both super-
vised and unsupervised methods as understanding the actual processes that 
take place during prominence perception will allow more accurate representa-
tion of the phenomenon in the developed algorithms. 
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Many years of research have led to a good understanding of the acoustic corre-
lates of prominence in speech (chapter 3) and how they can be utilized in au-
tomatic detection of prominence, especially in supervised machine learning 
settings (chapter 4). In addition, the importance and relevance of lexical and 
syntactic features in cuing prominence have been widely studied. In this re-
spect, a number of features have been identified as important in the task (see 
also Table 4.1) and have been used for the automatic detection of prominence 
in speech. Thus, both low-level acoustic features and higher-level lexical and 
syntactic features carry important information in discriminating between 
prominent and non-prominent units in speech. In addition, a better under-
standing of the importance of context in interpreting prominence has led to 
incorporating such information in model development, bringing important 
benefits in detection performance. 

However, a central question that has been left partly untreated in the exist-
ing research is what is the cognitive mechanism or mechanisms that allow the 
differential processing of prominent elements in speech and how is promi-
nence perception acquired in the absence of explicit feedback (“labeling”) dur-
ing language development? In other words, how do humans learn whether 
something should be considered acoustically prominent or not? For instance, 
why does the perceptual system consider certain acoustic features as promi-
nent in some contexts and not in others? Is this highlighting caused by an in-
dependent linguistic module evolved for the task, or is it connected to some 
more general cognitive machinery responsible for the recognition and inter-
pretation of sensory stimuli? Increasing our understanding of the cognitive 
foundations of the perception of prominence could potentially also lead to bet-
ter algorithms in the future for the detection of prominence. 

A central topic of the present thesis is to investigate a potential mechanism 
that could explain how prominence perception manifests, namely, that unpre-
dictable events in an otherwise predictable context trigger the listener’s auto-
matic attentional mechanisms and are therefore considered as prominent. In 
the next sections, the components that comprise the theoretical background 
for the role of predictability and attention in prominence perception will be 
presented. In the final section of this chapter, one hypothesis to describe the 
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prominence mechanism is proposed that is aligned with the findings of the 
publications in this thesis, and also linking the individual theoretical compo-
nents of attention, prominence, and probabilistic learning. This theoretical 
proposal is termed the prosodic probabilistic uncertainty (PRUN) hypothesis. 

5.1.1 Prominence and attention 

Beyond the production and manifestation of prominence, there is also the as-
pect of the perceptual interpretation that defines the functional importance 
but also the conceived nature of the phenomenon. From this viewpoint, prom-
inence is often described through the subjective impression of salience (see, 
e.g., Terken & Hermes, 2000) and is also seen to convey importance in terms 
of the relative information that a unit in speech carries with reference to a con-
text or situation (see, e.g., Watson et al., 2006). The perceptual and functional 
interpretation of prominence draws parallels at several different levels with 
the concept of perceptual attention, in other words, the selective and poten-
tially enhanced processing of some aspects of the available sensory input with 
respect to other aspects (see, e.g., Broadbent, 1958; Treisman & Gelade, 1980; 
Deutsch & Deutsch, 1963). First, the occurrence of a novel stimulus has been 
shown to trigger a series of neural responses that results in enhanced attention 
and memory (Ranganath & Rainer, 2003). This connects with the newness 
versus givenness interpretation of prominence (Watson et al., 2006) where 
prominent words are seen as carrying new information in the discourse. Se-
cond, Koch and Ullman (1985), based also on experiments by Treisman and 
colleagues (see, e.g., Treisman & Gelade, 1980), suggested that selective visual 
attention requires a cascade of processing stages that is aimed at selectively 
inspecting the information in the most salient locations of a visual scene (for 
vision see also Itti & Koch, 2001; Bruce & Tsotsos, 2009; for an example of 
auditory salience see Tsuchida & Cottrell, 2012). Similarly, for prominence, the 
perception of a unit in speech as standing out in its context (Terken & Hermes, 
2000) can be seen as a direct analogy to saliency, as in the case of the saliency-
based auditory attention model of Kalinli and Narayanan (2007). The third 
analogy, augmenting the saliency parallel, is based on the observation that 
features can become more conspicuous because of the context where they oc-
cur (and not purely based on their absolute values), which renders them sali-
ent and attracts attention (Kayser, Petkov, Lippert, & Logothetis, 2005). Re-
spectively, the importance of context for the interpretation of prominence has 
been long recognized (see, e.g., Terken & Hermes, 2000) with contextual de-
pendencies becoming increasingly central in the development of models and 
methods for prominence detection (see, e.g., Rosenberg et al., 2015). The 
fourth and last parallel between prominence and attentional orientation draws 
on a concept semantically close but terminologically distinct from novelty, that 
is, the concept of surprisal. Humans are known to be highly sensitive to devia-
tions from their expectancies (Horstmann, 2015) with discrepancies between 
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the expectations and the observed reality causing surprisal that results in a 
shift of the focus of attention to the event causing the discrepancy (see, e.g., 
Itti & Baldi, 2009). To elucidate further on the distinction between novelty and 
surprisal, Barto, Mirolli, and Baldassarre (2013) wrote: “detecting novelty re-
quires examining (by one means or another) the contents of memory to de-
termine if the stimulus has or has not previously been experienced and attend-
ed to. Surprise, on the other hand, is the result of a discrepancy between an 
expectation and an observed actuality.” Surprisal therefore connects with the 
concept of prominence. For instance, Cole and colleagues (2010) noted that a 
word can be judged as prominent due its relative unpredictability that attracts 
the listener’s attention. Furthermore, a variety of predictability-based accounts 
of prominence can be encountered in the literature (see, e.g., Pan & 
Hirschberg, 2000). In all, prominence and attention seem to be inherently 
linked with evidence of their connection found at several levels. 

5.1.2 Prominence, attention, and predictability 

The different parallels drawn between attention and prominence find a point 
of juncture in the concept of deviance, or more generally, stimulus or sensory 
unpredictability. If we view the task of sensory selection as an optimization 
task where the human brain, located within an environment of high sensory 
uncertainty, needs to select the information that would best guide decisions 
and actions, the question that arises is what type of sensory representation and 
strategy would be the most informative given the current model of the situa-
tion? One hypothesis supported by a growing amount of evidence is that the 
brain represents sensory information probabilistically (see, e.g., Knill & Pou-
get, 2004). For instance, Rao and Ballard (1999) proposed a predictive coding 
framework for the visual domain where they suggested that “neural networks 
learn the statistical regularities of the natural world, signaling deviations from 
such regularities to higher processing centers. This reduces redundancy by 
removing the predictable, and hence redundant, components of the input sig-
nal.” Predictive coding suggests a bidirectional interaction between low- and 
high-level representations, where predictions (high level) for a given sensory 
input (low level) are provided to the low-level processing in order to compute 
the degree of mismatch between expected and perceived sensory input (see 
also Friston, 2010). The prediction error, or surprisal, can then influence rele-
vant responses through attention (Zarcone, van Schijndel, Vogels, & Demberg, 
2016; for the Goldilocks effect see Kidd, Piantadosi, & Aslin, 2012), allowing 
the focusing of both perceptual and learning resources on the aspects of the 
sensory input that have the highest information value or highest information 
gain given the current predictive model of the brain. This means that sensory 
information can be modeled in a probabilistic way with attention-capturing 
stimuli represented through their overall unpredictability in an otherwise pre-
dictable context (see also Kaya & Elhilali, 2014; Tsuchida & Cottrell, 2012). In 
the context of prominence, a predictability-based mechanism seems natural 
since prominent units are always embedded in a lexical, syntactic, prosodic, 
and pragmatic context where multiple probabilistic relations and the related 



56 

perceptual expectations are in place, and it is known that listeners already use 
these predictive dependencies in many ways. In addition, together with the 
judgment that prominent units are more informative (see, e.g., Calhoun, 
2010), a probabilistic interpretation of prominence seems possible. Figure 5.1 
provides a visualization of the possible interactions described where the expec-
tations at different levels can be seen to lead to different perceptual interpreta-
tions. 

As discussed in the previous chapters, the predictability of the linguistic ele-
ments seems to affect their acoustic realization during speech production (see, 
e.g., Jurafsky et al., 2001; Baker & Bradlow, 2009; Turnbull, Burdin, Clopper, 
& Tonhauser, 2015). Similarly, contextual information at multiple levels of 
representation (lexical, syntactic, semantic, pragmatic) seems to have an im-
pact on perceptual processing, allowing predictions about upcoming linguistic 
input (see also Zarcone et al., 2016, for a discussion). For instance, McDonald 
and Shillcock (2003) found evidence of probabilistic effects from distribution-
al lexical regularities that allowed readers to form predictions about upcoming 
words. Correspondingly, at the level of prosodic prominence, there is also a 
growing amount of evidence for predictability-based interpretations. For in-
stance, Aylett and Turk’s SSRH (2004) showed evidence of an inverse rela-
tionship between predictability and prosodic prominence as implemented 
through syllable duration. A similar observation but for F0 was demonstrated 
by Turnbull (2016) who showed that less predictable words were produced 
with higher F0. In all, these studies seem to give a good account of the proba-
bilistic link between context and the upcoming linguistic input as well as the 
probabilistic connection between the predictability of linguistic elements and 
their acoustic realization. It is also therefore possible to hypothesize that the 
probabilistic deviant formulation of sensory attention might share a connec-
tion with the probabilistic deviant findings of linguistic studies on prominence. 
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One limitation of the existing probabilistic models of language processing, 
such as the SSRH (Aylett & Turk 2004), seems to be that these models are fo-
cused on explaining the general structural characteristics of language at differ-
ent levels, which means that they may not be capable of capturing exceptions 
that stem from situated intentions of the speaker, especially in relation to 
prominence. Instead, the models described can explain the co-variation of dif-
ferent linguistic elements and levels in a normal train of speech. However, if 
we would like to account for the speaker’s intentions and the motivational fac-
tors that influence the production of speech, we would need to better under-
stand the cognitive mechanisms that actually allow the differential processing 
of certain parts of the speech stream. The aim therefore would be to under-
stand the acoustic factors that influence the listener’s perceptual processing 
and allow the placement of emphasis on specific words in an utterance render-
ing them as prominent. To give a concrete example, in the utterance “they 
were on the house,” the speaker might choose to make the word “house” prom-
inent, which would also be the most expected word to have prominence given 
its low language redundancy according to SSRH. Nonetheless, if the speaker 
had wanted to highlight the fact that they were “on” rather than “in” the house, 
the emphasis would be placed on the highly redundant “on” instead. There-
fore, the intrinsic motivation of the speaker to make a certain part of the utter-
ance prominent cannot be directly reflected in the high-level linguistic struc-
ture through a redundancy constraint as otherwise it would be impossible to 
emphasize frequent but, in a specific context, important words in order to con-
vey communicative intent. Importantly, the speaker is relatively free to apply 
prosodic modulation on top of any position in the sentences. 

This leads to two important implications: First, the listener has no way of 
predicting the temporal position of the prosodic variation that the talker intro-
duces to the speech stream, although the listener can have expectations about 
the typical prosodic trajectories in different utterance types (questions, state-
ments, etc.) or for the given speaking style of the talker in question. Second, 
assuming that the speaker shares similar expectations as the listener about the 
typical prosodic patterns in speech due to the largely shared experiences with 
the language, it is sufficient for the talker to emphasize a specific part of the 
utterance by simply deviating from the standard prosodic pattern during the 
given part, thereby “surprising” the listener. Hence, there must be other 
means, beyond the literal linguistic representation, that the speaker employs 
in order to draw the listener’s selective focus to a certain word in the utterance 
that the listener is capable of identifying. This means that we might need to 
look beyond the predictability of the linguistic elements, such as words or syn-
tactic constructions, and investigate what phenomena take place during the 
manifestation of prominence in the prosodic acoustic domain as it might pro-
vide important cues that add in our understanding of prominence perception. 
To this extent, one relevant aspect to consider is which acoustic aspects of 
speech the speaker is relatively free to manipulate in order to acoustically im-
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plement prominence. In addition, variations in these acoustic aspects should 
not be directly reflected or identified through the linguistic content. The acous-
tic correlates of prominence (such as energy and F0) are good candidates as 
the speaker may choose to alter them with relative independence to the lin-
guistic content. Therefore, beyond the predictability of the linguistic elements, 
it is also important to investigate what predictability effects take place at the 
acoustic prosodic level (see P-III to P-VII). 

To connect the findings in the publications (P-I to P-VII), a central framework 
is suggested in this thesis that can be summarized in the so-called PRUN hy-
pothesis. As discussed earlier, most of the theories utilizing probabilistic in-
formation rely mostly on analyzing the linguistic content of utterances and 
investigating trade-off relationships between the predictability of the linguistic 
content and the produced acoustic signals. However, not all acoustic variation 
associated with prominence can be explained by differences in the predicta-
bility of the linguistic units alone. For instance, in the example below (where 
capitalized words denote the placement of emphasis), while the linguistic con-
tent remains the same, as does the probabilistic predictions for the individual 
lexemes, the semantic interpretation for each sentence variant differs. 

 
• The CAT is sitting on that table. • The cat is sitting ON that table. 
• The cat IS sitting on that table. • The cat is sitting on THAT table. 
• The cat is SITTING on that table. • The cat is sitting on that TABLE. 

 
Contrary to the earlier work, the investigations in this thesis are focused on 

the predictability of the acoustic prosodic features that take place during the 
utterances and suggest that listeners may perceive prominence as a deviation 
from their expectations of the most probable prosodic trajectory (see Figure 
5.1 and Figure 5.2). These violations to the expectations respectively trigger the 
allocation of listeners’ attentional resources to the specific temporal location 
within a sentence where the deviation took place. Therefore, for different 
acoustic features, the probabilities of the temporally evolving prosodic feature 
trajectories could be evaluated on the basis of a given temporal context. Sur-
prisal could be then elicited through an unpredictable prosodic trajectory. For 
bottom-up attention this could translate as an unexpected energy or F0 trajec-
tory in the normal train of speech that captures the attention of the listener 
and places the selective focus on that certain part of the utterance. 

The PRUN hypothesis comprises an amalgam of the probabilistic accounts of 
prominence at the linguistic level together with the probabilistic findings at 
the acoustic level. Thus, PRUN attempts to incorporate the predictability ob-
servations across levels into a single unified framework. In computational 
terms (across levels), prominence, as an attention-capturing trigger, would be 
related to low-likelihood data observations taking place in an otherwise pre-
dictable context, likelihoods being evaluated on a previously learned model of 
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prosodic expectations from either short-term or long-term experience with the 
language. Overall, different types of predictability effects are likely to play a 
role, with lexical and acoustic already being quantified. Consequently, we 
could summarize the hypothesis in the following: 

 
Prominence is likely to occur where there is an unexpected change in the 

evolution of the prosodic features in a temporally defined context. 
 
To further explicate, an unexpected change (at the acoustic level) is assumed 

to reflect a relatively rare instance of an acoustic prosodic feature contour. As 
discussed also earlier, surprisal in this context suggests a discrepancy between 
expectation and observed reality (Barto et al., 2013) and not a truly random or 
entirely new (novel) observation. However, where a novel (unobserved) pro-
sodic contour could well signify a potential point of attentional focus without 
risking being incomprehensible, a truly random prosodic form would also 
draw attention but would also likely decrease the intelligibility of the speech. 
Another aspect that is important to note is that a highly informative or highly 
surprising stimulus is not always the preferred candidate for attentional focus 
if it is embedded in a generally highly unpredictable context. Kidd et al. (2012) 
showed that when infants were exposed to visual scenes that varied in com-
plexity, the infants indicated preference (through attention shift) for scenes 
that were neither too simple (highly predictable) nor too complex (highly un-
predictable – this effect is known as the Goldilocks effect). Arguably, a highly 
complex stimulus could be too demanding for further processing whereas a 
very simple stimulus could be entirely uninformative. For the case of the 
PRUN hypothesis and the prosodic features contours, this would mean that a 
truly random prosody might be potentially too complex and demanding for 
processing and the listener would not be able to separate predictable from un-
predictable. Within PRUN, surprisal could thus be reflected through devia-
tions from the expected prosodic forms. 

The surprisal assumption in PRUN has implications at both the production 
and perception side. Specifically, as can be also seen at the left side of Figure 
5.2, the speaker is initially responsible for the production of an utterance with 
the purpose of conveying a certain intent that is then delivered to the listener 
by manipulating linguistic and paralinguistic expression (Werner & Keller, 
1994). Prominence cues could thus be delivered through lexico-syntactic and 
acoustic cues in a top-down and bottom-up manner respectively. Thus, the 
speaker’s intent is formulated into a message by manipulating the acoustic and 
linguistic structure through a model of previously learned prosodic and lin-
guistic expectations. Using the vocal apparatus this finally leads to the acoustic 
realization of the message. The speaker is therefore capable of manipulating 
the acoustic content and inducing changes in the signal that would be expected 
to draw the listener’s attention to specific parts of the acoustic input. Similarly, 
the speaker may choose to utilize specific linguistic structures (for instance, a 
change in word) in order to cue prominence in a top-down manner. This ma-
nipulation is most likely based on the speaker’s previous expectations of the 
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typical prosodic trajectories. Thus, deviations from them can be devised in an 
ad hoc manner in order to satisfy a communicative intent. As also indicated in 
Figure 5.2, there may be interactions between the acoustic and linguistic 
prominence where either or both of them may influence the perception of 
prominence. In some sense, the speaker can be seen as conveying his or her 
own surprisal or conflict with respect to his or her own baseline expectations 
of the discussed topic or the listener’s characteristics (see, e.g., theory of mind 
[Frith & Frith, 2005]) when encoding the spoken message,1 leading to an al-
tered realization of the acoustical, lexical, and/or grammatical speech content. 

At the listener’s end, the speech signal is initially decoded into its acoustic 
parameters, describing different aspects of the acoustic signal. Based on a 
learned probabilistic model of the evolution of the prosodic features, expecta-
tions are formed about the forthcoming feature values (see Figure 5.2). In this 
case too, the learned model could be acquired during earlier exposure to 
speech from various different speakers. Then, based on the evaluated expecta-
tions, the listener’s attention could be guided to the specific temporal segment 
that would create acoustic or lexical/syntactic surprisal, that is, the segment 
presenting the lowest overall expectation. Furthermore, as can also be seen in 
Figure 5.1, the listener, through continuous exposure to new linguistic and 
acoustic input, can update the linguistic and acoustic models and thus adapt 
perception to the changing requirements of the discourse or communicative 
context. 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

1
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This chapter summarizes the main results of the publications presented in this 
thesis. 

 

 

 

 
Modern computational devices produce an ever-increasing amount of data 
that is difficult to store and process. Algorithmic means of reducing the large 
volume of data to a relatively small, meaningful, and manageable level by only 
retaining information that is relevant are therefore essential. P-I proposes a 
simple algorithm for data redundancy reduction that is based on cognitive 
theories of attention and memory. The algorithm, driven by the assumption 
that human attention reflects a process of input selectivity that delineates a 
system with limited processing resources, attempts to draw a parallel to the 
level of the modern computational systems that are equipped with finite com-
putational resources but are overwhelmed by a growing, and largely unman-
ageable, amount of data. The proposed algorithm utilizes the signal properties 
purely at the time domain and implements a context-based saliency detection 
system, termed the attention temporal filter (ATF). The ATF was evaluated as 
a pre-processing stage, effectively functioning as a voice-activity detector 
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(VAD), in a weakly supervised keyword learning experiment with the results 
showing a 29% reduction in word error rate in comparison to a baseline sys-
tem without data cleaning. As a result, the performance of the system was sub-
stantially improved when the ATF was applied to speech data used in the 
codebook generation stage. This shows that processing based on classical theo-
ries of attention can be used to discard the irrelevant and temporally redun-
dant aspects of the speech data. In the framework of the PRUN hypothesis 
(Figure 5.2) the results of this work provide initial evidence that an algorithmic 
implementation of fundamental attentional principles has functional im-
portance for generic speech processing applications through the refinement of 
the acoustic input. This brings a bridge between the human basic auditory per-
ception, attention, and speech applications, also extending the current under-
standing on ways to operationalize attentional theories for computational ap-
plications. 
 

 

  

 
The investigation of the acoustic correlates of prominence has been the focus 
of several studies in the literature with results emerging primarily from exper-
iments on ADS. In contrast, investigations on the basis of IDS are substantially 
limited. In both ADS and IDS the acoustic features that can drive the percep-
tual changes are the same, while in IDS it has been also observed that speech is 
produced with an increased perceptual clarity. However, even though there 
have been some investigations in the acoustic differences between ADS and 
IDS, studies examining the characteristics of prominence in IDS are rare. 
Moreover, IDS corpora with prosodic or prominence annotations are also very 
rare. To address this problem, P-II analyzed sentence prominence in IDS as 
perceived by adult listeners and provided inter-annotator agreement ratings as 
well as an acoustic analysis of the most common correlates of prominence. 
Specifically, energy, F0, word duration, and spectral tilt were all evaluated at 
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the word level in order to provide insights into the differences between promi-
nent and non-prominent words. To achieve this, data were collected through 
an interactive application interface with the participation of 13 subjects who 
each manually labeled prominent words in a subset of an IDS corpus contain-
ing 600 utterances. Analysis of the data suggested that longer durations and 
increased range in the values employed for energy, F0, and tilt, seemed to be 
all correlated with the incidence of prominent words. The results revealed an 
overall Fleiss kappa agreement between the annotators of 0.4 and also showed 
that all the analyzed acoustic features correlated with the perception of promi-
nence, while additionally indicating that sentence prominence in IDS is con-
veyed by similar acoustic characteristics that are relevant for ADS. In the con-
text of PRUN, this study provided an insight into how the acoustic prosodic 
features of energy, F0, tilt, and duration behave with respect to the judgments 
of prominence by human listeners when the predictability of the signal is not 
taken into account (c.f., the PRUN hypothesis in section 5.3). 

 

 

 

 
P-II and several other studies have earlier examined the acoustic correlates of 
prominence as well as the functional role of prominent elements in speech. 
However, the underlying cognitive mechanism that makes prominence percep-
tion possible has not been widely addressed or studied. Moreover, even though 
there are studies in the literature associating prominence with attention, this 
connection has not been systematically investigated. P-III proposes a hypothe-
sis that perceived sentence prominence in speech is related to the unpredicta-
bility of prosodic features that respectively captures the attention of the listen-
er. To investigate this idea, computational simulations were performed where 
n-gram models were utilized in order to describe the temporal prosodic trajec-
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tories in speech on the basis of the acoustic features of energy, F0, spectral tilt, 
and mel-frequency cepstral coefficients (MFCCs). In addition, word duration 
was also included in the model but was not considered independently of the 
acoustic features. Experiments were performed where 4000 utterances were 
used in order to build statistical models of the evolution of the discretized 
acoustic features over sequences of different temporal lengths. The models 
were subsequently used in order to provide predictability estimates of the 
learned acoustic trajectories in 600 novel utterances. The probability esti-
mates during the words were then compared to prominence judgments from 
20 naïve participants that listened to the same set of sentences. The results 
showed that low-probability regions of energy and F0 trajectories are strongly 
correlated with the perception of prominence in speech with model output 
reaching Fleiss kappa agreement of 0.55 with the human annotations of prom-
inence. These findings provide initial evidence that attention, prominence, and 
the unpredictability of the acoustic cues are all connected, providing the initial 
basis for the development and further investigation of the PRUN hypothesis. 

 

P-III showed that predictability at the acoustic prosodic level correlates with 
the perception of prominence in speech. In addition, predictability at the lin-
guistic level has been shown to have an impact on the interpretation of promi-
nence. For instance, prosodic prominence can be employed in order to manage 
unpredictable linguistic elements in speech. However, even though there is 
evidence from P-III that predictability at the acoustic prosodic level correlates 
with prominence, there is currently no knowledge about how the predictability 
of the acoustic features, when considered independently at the lexical level, 
affects prominence perception. Therefore, the aim in P-IV was to investigate 
the relationship between sentence prominence and the predictability of word-
specific statistical descriptors of prosody. To accomplish that, context-
independent lexeme-specific models were built on the basis of the most com-
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mon acoustic correlates of prominence: energy, F0, spectral tilt, and word and 
syllable duration. A vocabulary-based acoustic parameters (VAPs) approach 
was proposed that implements a dictionary of discrete lexical items where each 
item was described using a number of statistical descriptors for prosodic fea-
tures. Each descriptor was then modeled using a parametric and a non-
parametric distribution in order to allow the inference of the typicality of the 
word realization, respectively allowing the detection of prominent words by 
discovering atypical (unpredictable) prosodic characteristics. An evaluation of 
VAP was performed on a corpus of continuous English speech where data from 
4000 utterances were used to populate the vocabulary and tested on 600 novel 
utterances. The results indicated that when prosodic unpredictability is only 
conditioned by the lexical content, it delivers weak cues to prominence and 
inferior performance to a context-based approach, providing first evidence of 
the relationship between lexical decoding and acoustic prosodic expectations 
in the context of the PRUN hypothesis (see also Figure 5.2). To illustrate, 
based on the VAP approach, the best performance for energy and F0 reached a 
Fleiss kappa of 0.32 and 0.3 respectively, whereas, in comparison, a context-
based approach similar to P-III reached 0.65 and 0.6 respectively. The im-
portance of context for generic attentional processing was already apparent in 
P-I and was exemplified further in the current study. 

 

 

 
Earlier studies have shown that predictability at the linguistic level affects the 
perception of prominence. In addition, evidence from P-III indicates that the 
predictability of the acoustic prosodic features in speech also correlates with 
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prominence. However, the interaction between the acoustic and linguistic pre-
dictabilities is currently unknown. Moreover, measures of linguistic predicta-
bility have been rarely used in supervised prominence detection with their 
overall contribution in the detection task being also unknown. P-V therefore 
aimed at contributing to the understanding of how linguistic and acoustic 
probabilities contribute to the task of prominence detection independently and 
also in combination, and in both supervised and unsupervised scenarios. In 
addition, the degree of contribution of each feature utilized in the detection 
task was evaluated. To accomplish that, a number of acoustic and lexical fea-
tures were first computed. The acoustic features utilized were the energy, F0, 
spectral tilt, and word duration, whereas the linguistic features were the POS 
tags and word n-gram statistics (from unigrams to five grams). In the unsu-
pervised case, the algorithm evaluated the overall unpredictability at the 
acoustic and lexical level on the basis of an acoustic and language model re-
spectively. Thus, words with low acoustic or lexical predictability were consid-
ered as more prominent than highly predictable words. In the supervised case, 
two standard classifiers were utilized—namely, SVMs and k nearest neighbors 
(KNNs)—and were trained using word-level acoustic descriptors, word proba-
bilities, and POS tags as features in the classification. To evaluate the algo-
rithms, a corpus of continuous Dutch speech was utilized comprising 5088 
news broadcasts. The results suggested that predictability is a strong cue for 
prominence at both the lexical and acoustic level, reaching prominence detec-
tion accuracy of 87% for a system trained without prominence labels. For su-
pervised classification, performance using lexical predictability alone reached 
81% accuracy whereas a combination of all features led to 88% accuracy. 
Overall, the combination of acoustic and linguistic cues led to only a small per-
formance improvement whereas word predictability and POS information 
proved to be useful features in standard supervised classification. This work 
provided further evidence for the PRUN hypothesis, linking the unpredictabil-
ity at both the acoustic and lexical level with the incidence of prominence (see 
Figure 5.2). 
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Automatic detection of prominence in speech is an important task for many 
natural language applications. As prominence encodes information that goes 
beyond segmental acoustics and is also the primary way to signal the relative 
information value of different units in speech, methods for detecting promi-
nence are essential. However, a common constraint to the majority of the 
available methods is that they require manual labeling of the prominent units, 
a resource that is both expensive and time-consuming to produce. P-VI pro-
poses a novel unsupervised algorithm for the automatic detection of promi-
nence in speech named 3PRO (Prominence from Prosodic Probabilities). The 
3PRO algorithm was based on the finding from P-III that the unpredictability 
of the acoustic prosodic features can cue prominence. Therefore, the algorithm 
was implemented as an unsupervised method that measures the predictability 
of prosody utilizing the acoustic n-gram models of the acoustic correlates of 
prominence. Acoustic surprisal was then combined with syllable duration in 
order to provide estimates of the prominent words. Experiments were con-
ducted in both a temporally unconstrained manner, where the algorithm se-
lected segments in utterances on the basis of their overall surprisal, and with 
restricted temporal boundaries defined by lexemes. The 3PRO algorithm was 
evaluated on Dutch and French corpora of continuous speech with baseline 
performance estimated through a supervised learning scenario on the same 
data using SVMs, CRFs, and KNNs as the classifiers. The results showed that 
the performance of the unsupervised 3PRO method over words is close to su-
pervised classification methods operating on the same data providing addi-
tional support to the PRUN hypothesis (see also Figure 5.2). For instance, 
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Fleiss kappa performance for 3PRO over the Dutch data was 0.72 whereas for 
SVMs was 0.75 and using CRFs was also 0.75. These results also further sug-
gest that the low-level acoustic predictability provides a useful cue for promi-
nence. 

 

  

 

 
Publications P-III to P-VI connected the concept of attention and predictabil-
ity with prominence perception, suggesting the hypothesis that low-probability 
acoustic prosodic and lexical cues are perceived to be more prominent due to 
their surprisal within a context. This hypothesis implies that the listeners may 
be sensitive to the relative probabilities of different prosodic alternatives and 
that these probabilities could actually be learned from language experience 
(c.f., the PRUN hypothesis in section 5.3 for more details). P-VII investigates 
this further by asking whether it is possible to influence the acoustic cues that 
human listeners use in the perception of prominence by manipulating the 
probabilities of the prosodic trajectories that the listeners are exposed to dur-
ing a brief listening period. This question was investigated both through a be-
havioral experiment and an electrophysiological experiment. In the behavioral 
experiment, 16 subjects were exposed to five minutes of speech with uneven 
distributions of rising and falling F0 trajectories positioned on sentence-final 
words. After the exposure stage, subjects were asked to evaluate prominence in 
novel utterances with similar pitch patterns. In the electrophysiological exper-
iment, a similar setup was employed with the main difference being the exclu-
sion of the testing stage. Specifically, electroencephalograms (EEGs) were rec-
orded from 16 subjects listening to similar utterances with manipulated pro-
sodic probabilities described with predominantly rising or falling F0 on sen-
tence-final words. Speech stimuli in both experiments were developed from a 
Finnish corpus of IDS. The results from both experiments indicated that lis-
teners perceived words with less frequent F0 trajectories as prominent inde-
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pendently of the absolute direction of the F0 change, a finding that further 
supports the PRUN hypothesis (see also Figure 5.2). For the EEG recordings, 
analysis of the event-related potentials (ERPs) revealed significant differences 
in N200 and N400 ERP-component amplitudes for standard and deviant 
prosody also independently of the absolute direction of the F0 change. These 
results provide further support that prominence perception could be driven by 
a statistical learning mechanism operating at the suprasegmental acoustic lev-
el, in a manner similar to that observed in early word learning studies. 
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This thesis presents an investigation into the cognitive and probabilistic foun-
dations of prominence perception in speech through the study of the acoustic 
and probabilistic properties of prominence as well as their connection with 
attention. As prominence has been traditionally studied by examining the 
acoustic and linguistic features that correlate with the manifestation of promi-
nent entities, this work proposed to take another route in the investigation and 
focus instead on understanding the cognitive underpinnings of the phenome-
non. The first step in this direction was to connect the perceived nature of 
prominence, as judged through its functional interpretation but also through 
the overall perceived impression, to the cognitive process known as stimulus-
driven attention. To this extent, attention seemed to be conceptually very close 
to both the functional role and also the judged nature of prominence. Building 
on this basis, the general acoustic correlates of prominence were initially in-
vestigated (P-II) in parallel with an initial attempt to implement a computa-
tional version of generic attentional mechanisms (P-I). Then, the acoustic cor-
relates of prominence were evaluated under a probabilistic (attentional) 
framework through different perspectives and in different setups (P-III to P-
VII). 

The PRUN hypothesis presented in 5.3 is an attempt to connect the distinct 
findings from the current studies (P-III to P-VII) and the previous literature 
into a unified framework. PRUN proposes that prominence perception mani-
fests due to a violation of the listener’s predictions about the upcoming pro-
sodic input. As this implies that speakers and listeners alike are sensitive to the 
statistical properties of the suprasegmental characteristics of speech, it also 
presupposes a learning mechanism capable of acquiring and maintaining such 
a statistical representation. Therefore, one of the findings in this work, 
through both the behavioral and computational experiments, is that there are 
strong indicators of a statistical learning mechanism taking place at the supra-
segmental acoustic prosodic level. The earliest evidence for statistical learning 
come from the study by Saffran and colleagues (1996) who observed that in-
fants are able to learn the statistical relationship between subsequent syllables, 
even with a very brief exposure to language. A similar finding was observed in 
P-VII of this thesis where subjects were able to learn the typical prosodic tra-
jectories in a prosodically controlled language input, and only after a brief ex-
posure started to perceive low-probability intonation patterns as prominent. 
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A statistical learning account also brings several important implications for 
the potential workings of prominence both in terms of speech production and 
perception. At the production side, the human speech apparatus is allotted 
with the task of conveying a multitude of different types of information that go 
well beyond the individual phonetic units, including different layers of prosod-
ic descriptions as well as speaker-specific and situational communicative as-
pects. For a constrained production system such as speech, the way to convey 
such a comprehensive array of information requires the utilization of different 
means that can extend from the acoustic to linguistic domain but also across 
relationships between different sound segments. For prosody, the acoustic 
cues of energy, F0, and duration seem to signal a range of phenomena such as 
speech melody, rhythm, pauses, and prominence. As prominence delineates a 
more clearly defined cognitive outcome, that is, drawing ones attention to spe-
cific units in speech, this might also imply a different underlying mechanism 
that can be described and modeled using generic attentional theories. A pre-
dictability-based account could thus present an ecologically valid way to pro-
duce prominence. This gives the flexibility to the speaker to selectively place 
emphasis on any given part of an utterance by introducing deviant prosody. 
Moreover, as suggested in P-VII, the learning of the acoustic prosody observed 
within a relatively short exposure to speech would effectively allow a speaker 
to adapt to different communicative situations by modifying the production to 
match the listener’s (potentially) differing prosodic characteristics. Similarly, 
at the perception side, a general-domain statistical learning mechanism could 
also allow adaptation of the prominence “detector” to different communicative 
contexts and language environments. Importantly, such a formulation implies 
that listeners can learn to identify prominent units without any explicit feed-
back and simply through exposure to the language—an aspect that might also 
be important for pre-linguistic infants’ learning. 

As this work is only a first step towards the understanding of the nature of 
the statistical phenomena that take place at the suprasegmental acoustic level, 
future tracks for research can be identified in many directions. For instance, 
this thesis evaluated only a small subset of languages and speaking styles. A 
more extensive evaluation would be desirable by extending the languages in-
volved. Moreover, the utilization of experimental paradigms that go beyond 
specific languages would be also of interest, where, for instance, prosodically 
manipulated non-words could be utilized in order to detach entirely the under-
lying semantic structure from the prosodic manipulations. Other potential 
directions also extend to the inclusion of different types of acoustic features, 
possibly through combined investigations including more extensive setups of 
linguistic and acoustic features. Since prosodic phenomena are critically im-
portant in conveying speech in a natural way, utilizing the knowledge obtained 
in applications for natural speech processing and understanding would also be 
valuable. In the context of this thesis, the developed hypothesis and findings 
allowed the implementation of an unsupervised method for the automatic de-
tection of prominence in speech with performance that reached high agree-
ment with the human annotations and that is also comparable to supervised 
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classifiers on the same data. The same hypothesis could potentially be extend-
ed in order to address the problem of introducing prominence during speech 
synthesis. Thus, if we assume that listeners hold a baseline expectation about 
the suprasegmental features of speech, it may be also possible to introduce 
such deviations in order to make select words more prominent and thus per-
ceptually more salient. To summarize, the key findings and contributions of 
this thesis can be briefly presented in the following points: 

 
• Listeners seem to form predictions about the upcoming prosodic input. 

If these predictions are violated, a mechanism is triggered that leads to 
a subjective impression of prominence. 

• There is now initial evidence for a statistical learning mechanism oper-
ating at the suprasegmental prosodic level that is notably similar to the 
statistical learning observed at the lexical level in earlier studies of lan-
guage learning, suggesting that prominence perception may be sup-
ported by generic cognitive mechanisms without specialized linguistic 
functions. 

• It is possible to detect prominence in an unsupervised manner by 
simply utilizing the probabilities of the acoustic feature trajectories. 
Lexical n-grams can also be used for the detection of prominence. 
However, a combination of the two does not bring a substantial in-
crease in performance. 

• A theoretical framework was proposed that attempts to explain how 
prominence is manifested in speech at both the lexical and acoustic 
level. 
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