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Temperature compensation gain for measurement of IMU axis i
Measurement axis index
Joint index
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Number of measurements in the impact window
Offset calibration of IMU axis i
Reference angle of joint i
Estimated angle of joint i
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Raw measurement of IMU axis i
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Introduction

In the past 50 years, the basic tasks of forestry - felling, cutting, and forwarding
- have been mechanised. Hellström et al have produced an excellent overview of
the next step in forestry technology [1] . To move from mechanised to entirely or
partially automated forestry machines, they have identified three main areas of
research: Support for human operator decision-making, automation of repetitive
work elements, and autonomous navigation in terrain. They envision benefits in
productivity through increasing work hours per year and decreasing salary costs,
which are generally 30 to 40 percent of forestry machines’ operating costs. As the
capabilities of the machines themselves are rarely the limiting factor in work speed,
productivity is bottlenecked at the human operator’s decision-making and work
speed, producing a stressful work environment. Autonomous forestry machines could
also do away with the cabin and eliminate usability concerns regarding placement
of the crane and the load bed. This would make possible lighter designs with lower
ground pressure and greater power-to-weight ratio, reducing environmental impact
from both ground stress and engine emissions.
Control of the hydraulic crane is a widely-researched field (e.g. [2,3,4] ) of the
autonomous or automation-aided operation of both harvesters and forwarders. Harvesters use a tool at the end of the crane’s boom to fell trees, delimb them, and cut
them to length, and forwarders have a claw crane to load the resulting logs into a
tray, to transport them out of the forest for collection and transport to a sawmill.
Closed-loop control of the crane requires the pose of the crane’s boom to be measured,
which is usually accomplished with position transducers on the crane hydraulics or
encoders at the joint axes [5] , which can be costly or cumbersome to install on an
existing crane [3] or not suited to the vibrations and impacts of heavy forestry work [6] .
The aim of this thesis is to present a way to estimate the pose of the crane boom,
and detect and locate impacts on it, using low-cost sensors that are easy to install
on an existing boom. For this purpose, inertial measurement units were chosen.
Section 2 presents the scientific background of inertial measurement, hydraulic crane
motion sensing, and contact detection. Section 3 presents the experimental platform
the research was conducted on, and the instrumentation and data systems used
to conduct the research. Section 4 details the mathematical and computational
methods used to process the data and obtain the results, which are then presented
and discussed in section 5. Finally, Section 6 contains an overview of what was
accomplished in this thesis.
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2
2.1

Background
Inertial Measurements

Inertial measurements are the measurements of a body’s specific force and angular
momentum. The specific force is measured with an accelerometer. In the case
of microelectromechanical systems (MEMS) the accelerometer usually contains a
proof mass on a spring, and the deflection of the spring due to accelerations of the
accelerometer is measured, e.g. by capacitance between a fixed component and a
component attached to the proof mass. The accelerometer measures acceleration
relative to a single axis. A MEMS-based gyroscope uses a vibrating proof mass to
measure angular momentum. Rotating the vibrating mass results in a transverse
Coriolis force, which deflects the mass, and this deflection is then measured [7] . The
gyroscope measures angular momentum around an axis that is perpendicular to both
the axis of vibration and the axis of deflection.
A modern MEMS-based inertial measurement unit (IMU) includes three accelerometers and three gyroscopes with one measuring along or around one of the
three principal axes, and optionally magnetometers for each axis as well.

2.2

Attitude Estimation

The attitude of a body is its orientation with respect to some reference frame [8] .
For a spacecraft, this reference frame may be fixed to the Sun or a planet or moon;
the coordinate system may be Cartesian, spherical or cylindrical. On Earth, the
coordinate system used for pose estimation is often Cartesian, with the vertical axis
of the reference frame assigned parallel and opposite to the direction of Earth’s
gravity, and the other frame fixed to the body. If the reference frame is nonmoving,
it is commonly called an inertial frame.
One frame is mapped to another by a rotation matrix, which is an orthonormal
matrix, i.e. it is both orthogonal and normal. This rotation matrix describes the
attitude of the body with respect to the reference frame. As an orthonormal matrix its
inverse is its transpose, making it trivial to reverse a known coordinate transformation.
This matrix can be parametrised in many ways [9] . Minimal parametrisations (ones
with three parameters) such as Euler angles, have the problem of singular points, which
make some attitudes non-resolvable [10] . However, some choices of Euler angles are
popular for being intuitive to understand; in particular, the yaw-pitch-roll angles are
commonly used. They can also be used to easily represent single revolute joints. Since
the 1980s the parametrisation more commonly used in science is the quaternion [11,10] ,
which has four parameters, avoiding singularities. Its major disadvantages are its
unintuitiveness and, particularly in robotics, its less clear relationship with revolute
joints.
Many implementations of attitude estimation are based on the extended Kalman
filter (EKF), divided into three categories: the minimal representation extended
Kalman filter, multiplicative extended Kalman filter , and additive extended Kalman
filter [8] . The minimal representation EKF implementation uses Euler angles, which
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cause gimbal lock at the singularity where the middle angle is 90 degrees, and so is
most appropriate for cases where the attitude stays around some reference angle.
The multiplicative EKF and additive EKF both employ a non-singular attitude
representation, such as the quaternion, and a three-vector that represents the small
deviation from that angle in some non-redundant form. Their difference is that in
the additive EKF, the quaternion components are treated as independent, which
requires additional calculation to renormalize the attitude estimation quaternion,
while in the multiplicative EKF the attitude representation is the product of a unit
reference quaternion and a rotation parametrized in terms of the deviation [12] .
A recently developed variant of EKF attitude estimation based on Directional
Cosine Matrix (DCM) is able to provide estimates for roll and pitch angles even
under large temporary accelerations and rotations [13] . The algorithm uses a state
containing only the bottom row of a DCM representation of rotation, from which the
pitch and roll angles can be estimated. The yaw angle is not included in the estimated
states, because it can’t be estimated from only acceleration and angular velocity
measurements. With this choice of states, using quaternions would be difficult since
the yaw is inseparably part of the quaternion representation of attitude. With the
choice of DCM, the state space can also be expanded to include the gyroscope biases,
which can be accurately estimated in the EKF. This reduces the sensitivity of the
filter to temporary accelerations. As a side product, given the estimated direction of
gravity and its magnitude, the direction and magnitude of temporary accelerations
can be obtained by subtracting the gravitational acceleration from the measured
accelerations.
Attitude estimation algorithms not based on EKFs also exist, for example unscented Kalman filters, other filter algorithms such as complementary filters [14] ,
gradient descent algorithms [15] , and some geometric models, although most algorithms are Kalman filters, and those are usually EKFs [13] .

2.3

Temperature Sensitivity of Consumer-grade IMUs

Microelectromechanical systems have several error sources, which can be divided
into deterministic and random errors. Random errors include white noise, random
walk, Gauss-Markov processes, etc. [16] , while deterministic errors include biases, scale
factor errors, and non-orthogonality of the measurement axes. MEMS are sensitive to
temperature-dependent errors, and in inertial sensors this degrades the measurement
accuracy [17] . Over a temperature range of -25 to +70 degrees Celsius, a low-cost
MEMS IMU can have an accelerometer bias drift of 1m/s2 and a gyro bias drift of
5deg/s [18] . Thus, if the IMU is not maintained at a constant temperature, calibration
must take into account the temperature-dependent error sources.
The two main approaches to thermal testing are the Soak method, where the
IMU temperature is allowed to stabilize in a thermal chamber before measuring, and
the Ramp method, where the temperature is increased while taking measurements [19] .
The temperature dependency can be modelled for example with a piecewise linear
interpolation model [18] . Other temperature compensation models have used for
example backpropagation neural networks [20] and third-order polynomial models [21] .
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As an example, Aggarwal et al. [18] used a piecewise linear model, which they
described as simple to implement. The model was formed from recording the IMU
output in six positions - three orthogonal ones and their inversions - using the Soak
method. The biases from these points were recorded and the bias of any given
temperature within the full range was estimated as the linear interpolation of the
adjacent higher and lower measured biases. In a test where the IMU was used to
estimate a vehicle’s position during GPS signal outages, the reduction in error with
only room-temperature six-position calibration was 3.3%, compared to the factory
bias calibration of the IMU. With the piecewise linear temperature calibration, the
positional error was reduced by 16.5%, showing the benefit of acknowledging the
temperature dependence of errors. The non-orthogonality of the measurement axes
was found to have a negligible effect on the error in comparison to the temperature
effects.

2.4

Hydraulic Crane Motion Sensing

The pose and motion of a hydraulic manipulator (crane, earth-mover bucket, etc.)
have traditionally been sensed through displacements at the crane’s joints with two
methods: position transducers inside or outside the hydraulic actuators that rotate
the joints, or joint resolvers at the joints that directly measure displacement [5] . The
pose of the crane is then reconstructed using a kinematic chain representation and
the measured joint angles. However, these sensors can be expensive or structurally
impossible to retrofit onto an existing crane [3] . Optical encoders are sensitive to
vibration and shock, and magnetic encoders require special magnetic coupling and
magnetic shielding [6] . These methods are also sensitive to errors at the root of the
kinematic chain and bending of parts that are assumed rigid in the model due to the
weight of the crane and possible transient loads [22] .
Other possible means of detecting the crane pose are inertial methods, radio
frequency location methods, optical methods (from video or laser scanner), and
satellite positioning methods [23] . Of these, the subject of this thesis concerns inertial
methods, so they will be examined more closely below.
Inertial methods are based on sensing the position and speed of a body. Individual
accelerometers and gyroscopes, or more commonly for modern applications, MEMS
IMUs can measure the attitude of a boom segment. The joint angle between two
segments can be obtained from the difference of their attitudes using commonmode rejection (CMR), possibly using gyroscope integration to improve short-term
precision when temporary accelerations interfere with the attitude estimate from the
accelerometers [6] . Then, the positions of joints and other points on the boom, and
their velocities and accelerations, can be calculated from the joint angles.
Notable results from inertial methods include the work of Kalmari et al. and
Honkakorpi. Honkakorpi [3] achieved a maximum error of under one degree and RMSE
of 0.6-0.16 degrees for a boom in a vertical planar configuration using IMUs, and
demonstrated feedback control of a hydraulic crane. Kalmari et al [24] used IMUs to
estimate the swaying of a tool from a two degree of freedom shackle with a controlled
rotator. They were able to estimate the rotator angle to within the 2-degree accuracy
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of their reference measurements, using only the inertial measurement information
from the tip of the boom and the swaying tool. Their results for the sway angles of
the tool also displayed matching amplitudes and timing, but had absolute errors of
1-2 degrees.

2.5

Impact Detection

The environment of a forest can be hard for an autonomous machine to understand,
as foliage can inhibit visual and time-of-travel based distance measurement such as
stereo cameras and laser scanners. Thus there is a risk of the crane contacting parts
of the environment such as the ground and trees. There is little research on hydraulic
crane contact forces, but some generalisable results have been obtained with robotic
manipulators. The main strategies for detecting contact are external sensors, such
as sensitive skin, strain gauges, force load cell etc., and proprioception sensing such
as joint torque modeling [25] .
A sample MEMS tactile sensor that incorporates strain gauges attached to a
contact element can detect contact forces, but breaks under a force greater than 3
N [26] . Force load cells can measure collision forces up to thousands of kilonewtons [27] ,
and would thus be more suited for a forestry crane. However, these external sensors
have the disadvantage that they need to be installed on all the surfaces where a
collision should be detected, or else behind collision bars or plates covering the
surfaces, requiring large additional hardware.
A model where the commanded joint torques of a robotic manipulator were
compared to the model-based joint torques in the absence of a collection was able in
a simulation to identify the link which had collided with an obstacle [28] . However, it
assumed direct measurement of the joint angles, which can be impractical for forestry
machines as discussed in Section 2.4, and the model was tested at low joint velocities
and compliant contacts. These assumptions may not hold in a forestry machine, but
control force model-based collision detection is certainly worth considering.
An interesting bird collision detection system developed for wind turbines used
contact microphones [29] . The microphones were attached to the turbine stem at
different heights. Bird collisions were separated from unrelated sounds originating at
ground level, such as slamming a door, by comparing the amplitude of anomalous
sounds recorded by different microphones. If the signal was stronger at the microphone
placed higher on the stem, the sound was estimated to have originated some distance
up the stem, and thus a possible bird collision.
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3

Experimental Setup

3.1

Equipment and Environment

The platform examined in this work is a Kesla 305T hydraulic crane mounted on a
modified Valtra T132 tractor. The tractor and crane are shown in Figure 1. The
crane is powered by hydraulics from the tractor and controlled from the cockpit using
manual controls. The tractor and crane are controlled using an ISO 11783 compatible
data network [30] . The technical details of the crane’s operation are outside this work’s
scope, but this section contains an overview of the crane’s movement capabilities.

Figure 1: The tractor and hydraulic crane in overview at the experiment site.
During all experiments in this work, the tractor was kept as stationary as possible
to limit the variables to be considered. As the tractor lacks outriggers and other
stabilizers, it was possible for the chassis to sway on the suspension and due to tyre
deformation.
The crane consists of an articulated boom and an exchangeable tool. Available
tools include harvester heads for felling trees, claws for moving logs, planting tools,
and various weeding, cleaning and thinning tools. The tool used in this work’s
experiments is a passive steel weight at the end of a one metre pole. The crane
has five controllable degrees of freedom and two free degrees of freedom. Beginning
from the base, which is connected to the tractor chassis, the controllable degrees of
freedom are the following:
1. slew angle (rotary)
2. lift angle (rotary)
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3. transfer angle (rotary)
4. extension (prismatic)
5. tool rotator angle (rotary)
The two free rotary degrees of freedom are the tool sway angles. They are in
between the head of the boom and the powered tool rotator joint. The positions and
positive directions of rotation of each degree of freedom are shown in Figure 2.

Figure 2: (a) The directly controlled joints of the crane. (b) The free joints of the
tool sway linkage.
The control system of the tractor is based on the ISO 11783 standard. The
standard specifies the data network for control and communications on agricultural
vehicles [31] . Its underlying structure is based on the CAN 2.0b protocol with extended
message identifiers, and further includes its own protocol for multipart messages.
The crane and tractor have been instrumented with magnetostrictive sensors and
electronic control units (ECUs) according to the standard, which are used to measure
the boom pose based on the joint angles [30] .
All experiments were carried out at an agricultural testing facility ("Vakola") in
Vihti, operated by the Finnish Ministry of Agriculture’s Natrural Resources Institute.
The tractor was standing on asphalt, and depending on the experiment, the crane
operated either over approximately flat asphalt or a mild slope of tall grass. The
weather during the experiments varied from overcast to cloudless and the ambient
temperature from 20◦ C to 30◦ C.

8

3.2

Physical Infrastructure

This section explains the components added to the crane beyond its standard
equipment. To obtain measurements from the crane, a system of computers, cables
and sensors was installed on the crane. All new equipment for this project was
mounted using steel pipe clamps and plastic cable ties ("zip ties") to make them easy
to remove for maintenance and additional development.
Previously existing instrumentation on the crane included a measurement ECU
on the crane, visible on the side of the boom next to IMU unit 4 in Figure 3, an
ECU installed in the cabin, and a CAN bus network connecting the ECUs and the
magnetostrictive sensors at each powered joint.
3.2.1

Sensor Overview

Sensing of the crane’s pose and contact with obstacles was attempted with a set of
inertial measurement units (IMUs) attached to parts of the crane. Locations for the
measurement units were chosen so that each separately actuated part of the crane
had an attached unit. The positions of the IMUs are shown in Figure 3.

Figure 3: The placement of inertial measurement units 1-6 on the boom and the
positive directions of their axes. Long axes are in the plane of the crane and short
axes can be determined using the right-hand rule. Unit 1 rotates with the simulation
tool, so its horizontal axes are not constant.
The units are numbered 1 to 6 in order from the tool to the tractor chassis. Unit
1 was attached to the vertical shaft of the simulation tool, near the bottom where
the movement of the tool around the joint is greatest in magnitude. Unit 2 was
mounted at the forward head of the extending boom and Unit 2 at the base of it.
This boom was instrumented with two units to account for the possibility that the
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extended joint would flex enough to observe a difference in the measurements from
the two units, and to increase accuracy of the contact location measurement in the
vicinity of the elbow joint of the crane. Unit 4 was mounted on the first boom near
the elbow joint, to maximize the magnitude of motions when the shoulder joint is
actuated. Unit 5 was mounted behind the laser scanner, where it measured the
vertical boom’s accelerations. Finally, unit 6 was mounted on the tractor chassis to
provide a measurement of the base of the crane and the pose of the tractor.
3.2.2

Inertial Measurement Unit Package Structure

Each complete measurement unit consists of a MPU-6050 [32] inertial measurement
unit with triaxial accelerometer and gyroscope measurements, an Arduino-compatible
Teensy 3.2 [33] microcomputer, and a small circuit board enclosed in a watertight
aluminum enclosure. An outside view of a unit with the IMU axes marked is shown
in Figure 4, and an internal view in Figure 5.

Figure 4: Inertial measurement unit
accelerometer positive axes displayed
in relation to the enclosure. Positive
direction for gyroscopes is obtained by
the right-hand rule around the same
axes.

Figure 5: Inside the enclosure is a
board with the Teensy microcontroller
(T5), IMU (F5) and passive components required for the I2 C bus.

Each Teensy microcomputer is powered via a USB cable that enters the enclosure
through a watertight seal. The microcomputer provides the inertial measurement
unit board with a ground and a 3.3V connection, as well as a serial data line and a
data clock line for an I2 C (Inter-Integrated Circuit) bus. Pull-up resistors connect
the data and clock lines to the microcomputer’s 3.3V source.
Locating and steadying the circuit board inside the enclosure is accomplished by
cutting and filing the board to a size where it barely fits into the enclosure, sitting
on flanges on each of the inside walls. It protrudes slightly above the edge of the
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enclosure’s bottom half, and is kept firmly in place by the pressure of the foam seal
on the enclosure lid. A voltage regulator provides the PC with 5V operating voltage.
3.2.3

Mini PCs and Recording Laptop PC

Two Mini-PCs were chosen to read data from the inertial measurement unit package
USB interfaces, because the length of the boom exceeded the maximum recommended
length of USB cables. Mini PCs could be connected to longer Ethernet cables, and
enable expanding the system with other devices for future research. The chosen
computers were RKM MK802 V5 LE Mini PCs [34] with pre-installed Ubuntu Linux,
chosen for their small form factor and easy software deployment.
A laptop computer running Linux was used in the cabin to record measurements.
A consumer-grade laptop with multiple USB ports was sufficient for recording the
measurements, as no real-time processing beyond simple error checking took place.
3.2.4

Cabling

An overview of the cabling infrastructure is shown in Figure 6. Units 1 and 2 are
connected via their USB cables to a mini PC in an aluminium enclosure on the tip
of the crane boom. The cables enter the enclosure through a watertight circular
connector. Another circular connector provides the mini-PC with power and Ethernet
wires.

Figure 6: Schematic drawing of the network structure and hardware components of
the system. Expanded from previous work on the same platform [35] .
Units 3 and 4 are connected to a second mini PC in a plastic enclosure with a
clear lid on the upper portion of the boom. This enclosure also houses an Ethernet
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switch and a voltage regulator, which receives power from a cable coming from the
cabin. The voltage regulator provides the PC and Ethernet switch with 5V power.
The switch is connected to three Ethernet cables, one continuing down the boom
to the other mini PC, one for the mini PC in the enclosure, and the last going to
the cabin of the tractor. Due to the bending of the boom joints and exposure to
sunlight, the Ethernet cable is a reinforced type with two layers of outdoor-rated
plastic shielding and a steel braid between them. The power cables running alongside
the Ethernet cables are also outdoor-rated with thick multi-strand conductors.
Measurement units 5 and 6 are directly connected to the laptop computer via
USB cables entering through a gasket in the back of the cabin. The computer is
connected to the Ethernet cable coming from the switch on the boom. Also the
CAN bus and laser scanner are connected to the computer. The cabin contains a DC
power supply that provides operating voltage for the 5V voltage regulators in the
plastic enclosure on the boom arm and the aluminium enclosure on the boom tip.

3.3

Software Infrastructure

This section describes the code-level work undertaken to convey the measurements
from the instruments to a single computer, and how they are interpreted from raw
sensor readings to SI-compatible units.
3.3.1

Arduino Program

The function of the Arduino program is to read inertial measurement data from the
MPU 6050 triaxial inertial measurement unit. To communicate with the IMU, the
program uses the I2Cdev library collection [36] . This library manages the I2 C (InterIntergated Circuit) [37] serial bus that connects the Teensy microcomputer to the IMU
and provides functions to set or get parameter values and retrieve measurements.
The Arduino program is comprised of two main parts: an intialization part where
communication with the IMU and a receiving PC is established and settings are sent
to the IMU, and a looping part where a measurement is read from the IMU and sent
to the PC.
In the initialization part, the integrated LED on the board is first turned on to
show that the program is running. The serial bus communication with the receiving
PC is initialized using Arduino’s Serial library. Then the I2 C bus is set up using
Arduino’s Wire library, after which the IMU communication is initialized and tested
using the I2Cdev library’s functions. The IMU is configured to use ranges for the
acceleration measurements that are as accurate as possible while containing the
range of measurements that are expected. The values used in this work are a range
of 8g, giving a change of 4096 least significant bits for an acceleration equal to the
gravitational acceleration, and 500 deg/s, giving a change of 65.5 least significant
bytes per degree per second [32] . Unfortunately the value used for gravitational
acceleration was not specified, and as it changes in different positions on the surface
of the Earth, the reliability of all accelerational measurements is limited by this
factor.
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The hardcoded calibration offsets for the three accelerometers are read from
the device, and a 64-bit provisional serial number is formed from their values. The
provisional serial number is not guaranteed to be unique, but it persists through
powering down the system and is likely to be unique among a reasonably small set
of IMUs. It is formed according to equation 1,
Ns = 216 · oX + 28 · oY + oZ

(1)

where Ns is the serial number and oi is the factory offset for accelerometer axis i.
A known problem with the initialization part is that if an electrical fault prevents
the IMU from starting or disrupts the I2 C bus, the code "hangs", i.e. does not
proceed. The initialization function in the I2Cdev library does not time out or return
a checkable value.
The loop part begins with requesting the IMU measurement values and a temperature measurement. These values are updated at 1000 Hz in the IMU, but are
not synchronised. Since the breakout board used for the circuit board does not have
an interrupt pin, the values are simply read at a frequency of approximately 2700
Hz. Then the values are checked against the previously read ones, and if they are
duplicates, i.e. the measurement cycle has not updated, they are discarded and the
program returns to the start of the loop.
If the measurement values were new, they are saved into memory for the next
loop iteration. A microsecond timestamp is taken, and the values are sent in the
order defined in table A included in Appendix A. Each byte sent, except for the
checksum bytes themselves, is also added to a running checksum sent after the values
and then zeroed for the next measurement cycle.
Finally, the serial bus buffer is flushed and the LED state changed so that it
blinks once per second.
3.3.2

IMU Communication Server

The purpose of the IMU communication server program is to read data from the PC
serial bus, check it and add a timestamp, and forward it to another computer via
Ethernet. It connects to one IMU and one client program. The program is operated
from the command line, but in this system the appropriate commands were saved in
shell scripts which contain the correct command line parameters.
The communication server program is modified and expanded from a previous
general purpose version by Heikki Hyyti. Its function is presented here as an overview,
leaving out technical details such as the configuration of serial bus and Ethernet
connections.
The program needs four parameters to send and receive data. A fifth parameter
for UDP packet size can be given but the default value is calculated automatically,
and with the employed version of the program gave a correct size. The four necessary
parameters are the dot-decimal notation IP address of the client that the data is
sent to, the UDP port of the client, the serial port on which the data is received and
the baud rate of the serial port. The baud rate was fixed at 38400, which is enough
to pass a thousand measurements per second as long as the measurement message
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is 38 bits or less, not accounting for possible overhead. In practice this was found
reliable and fast enough that no corrupted packages were received over a period of
several minutes (over 100 000 packages) and there was no congestion of the bus.
The program sets up callback functions to a message handler and a user input
handler. Data is continuously received from the serial bus and gathered in a buffer.
When a complete message is received, identified as starting with the delimiter byte
and ending in a correct checksum, the message is passed to the callback function
which composes a UDP packet and sends it to the client port and IP address, adding
a current timestamp of UTC time down to the microsecond. If the checksum does
not match, the message is discarded and the program looks for the next delimiter
byte.
It is possible that when the program begins reading the serial bus, the first byte
matching the delimiter byte received is a data byte with the same value, resulting in
a misaligned read. A detailed examination of this risk is in appendix B.
The program will also print on screen any TCP messages received from the client
on a port that is one higher than the data message port. This command channel can
be used for remote operation of the server from the client.
3.3.3

IMU Communication Client

This program receives measurement messages and either prints them in the terminal
or writes them into a file, as directed by the command that starts the program.
The program is started from the command line, but in this system the appropriate
commands were saved in shell scripts which contain the correct command line
parameters.
There are three ways to configure the ports and IP addresses of the servers to
connect to. The first is to give one IP and port on the command line. The second is
to give the number of servers to connect to. This creates connections to the default
IP address for ports beginning at the default port, and incrementing by two for each
server, each server requiring one data message port and one TCP message port. The
last way, and one which was used in the system, is reading in a text file with servers
and ports listed in it. The format of the file defining the server IP addresses and
ports is to define each server on its own line, giving first the IP address in dot-decimal
notation, then a space, followed by the port number for the data messages in decimal
notation, and ending with a line break.
A parameter can be entered to print the received measurements into a file on
the screen. By default, it prints to the terminal window in which the program is
run, but it can be directed to a file. The user-chosen filename is postfixed with the
current timestamp. Unlike the timestamps used in the messages, which are in UTC,
this time is modified according to the local timezone and daylight savings time.
The program’s main loop reads all data message and TCP message ports that
have unread data, as well as user input. The only user command recognized is ‘quit’
to shut down the program. Any messages from the TCP ports are printed on screen.
Incoming data messages are parsed and printed. Each data message includes one
IMU’s measurements at one time. Each message printed to a file or on screen is
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a tab-separated text row, the format of which is specified in table A in Appendix
A. Some of the fields may contain preceding spaces to force alignment. The output
assumes 8-character tabulation and a monospace font for neat human-readable output,
but the MATLAB code to read it in does not depend on that.
If the measurement was output to a file, the unit’s serial number is compared with
a hardcoded list to match with the unit number (see equation 1) and its temperature
in Celsius is saved into an array. Every second, the contents of the array are printed
on screen to display the most recent temperature of all six units, or ‘–Error–’ if no
message for that unit has been received in the last second. This allows the operator
to both monitor the connection status of the units and to conduct temperature
calibrations easier, when heating the units is required.
3.3.4

Data Preprocessing in MATLAB

The process for transforming a text file containing raw measurements into one or more
MATLAB data files in SI-compatible units has two steps. The first one is executed in
the data splitter script, where the recorded file is sorted and split according to which
unit the data is from. The single-unit recordings are saved to disk. The second step
is executed in either the motion data loader script or calibration data loader script,
depending on whether the recording is of a series of motions(see sections 3.4.2-3.4.3)
or calibration pose (see 4.1), respectively. There the raw data is filtered if necessary
and scaled to the correct units.
The first step of sorting the measurements from different units is done based
on column 8 of the text file, which is the unit serial number described in 3.3.1.
Depending on whether the measurement is a calibration or motion measurement, the
separated data are then saved into separate files. Calibration data files are saved
under filenames with the unit number at the start and timestamp after it, and vice
versa for the motion data files. This difference is due to the ways each file type is used.
For the calibration data, as shown later in 4.1, each unit’s measurements in different
poses are grouped together; for a recorded series of motions, the measurements of
each unit describing the same motion are grouped together. This naming scheme
groups files used together in groups that are sorted together alphabetically.
For loading calibration data, the measurements are first corrected into the possible
temperature range if they have been shifted due to integer overflow or underflow
errors in the client program. Then, each measurement is scaled according to the range
and precision set in the Arduino program (see 3.3.1). Accelerations are converted
from the raw values to metres per second squared and angular velocities to radians
per second. Temperatures are converted to degrees Celsius. The measurement is
filtered to remove sudden and implausibly large spikes in temperature, acceleration,
and angular velocity, assuming these to be errors. A gaussian filter is also applied to
the temperatures to smooth any remaining noise. The length of the filter is set at
20001 measurements (approximately twenty seconds) with the standard deviation set
to one eighth of the length, giving four sigmas on each side for a reasonably smooth
cut-off. The filter is applied in a manner eliminating delay. All measurements, for
which the filter is not entirely within the measurement space, are assigned a value of
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NaN (not a number). Finally, the timestamp from the sending computer is offset to
move the seconds part to zero at the start of the measurement, making it easier to
read graphs of the calibration.
For a motion data file, the accelerations, angular velocities and temperatures
are scaled into SI-compatible units as above. Temperature is smoothed in the same
way as well. For interoperability with older versions of measurements, if timestamps
from the Arduino program are not present, they are manufactured, with the first
and last timestamps matching the first and last server timestamps, and the rest
distributed evenly between them. No such measurements were used to obtain the
final results in this work, but they were used to refine the algorithms. If the Arduino
timestamp overflowed, after approximately 711/2 minutes since powering up the unit,
the overflow is corrected. As no measurements had a duration approaching this time
interval, correction for multiple overflows is not attempted. Finally, the accelerometer
and gyroscope measurements are corrected to remove bias and offset. The correct
values are calculated as
âi = (si − bi )/gi

(2)

Where si is the raw measured value for the acceleration or angular velocity i,
bi is the bias corresponding to that measurement, gi is the gain corresponding to
that measurement, and âi is the approximated true value of the measured quantity.
The methods used to obtain the calibration values (gain and bias) are described in
section 4.1.
3.3.5

Timing

As the measurement data is generated first by six microcontrollers, two ECUs, and
the laptop computer, a method of fitting the measurements to a common timing is
required. As the laptop would receive direct messages from the ECUs, laser scanner,
and two of the microcontrollers, its system time was chosen as the basis of timing.
The Ethernet network is not time-deterministic. Using only NTP (Network Time
Protocol) to synchronize the Linux operating systems could not limit network lag
or lag jitter to acceptable levels. Thus, the microcontrollers would timestamp each
measurement with their own internal timestamps, which would be used to synchronise
the measurements.
When processing a measurement data file, each IMU’s timestamps were linearly
interpolated to match the range of timestamps of one of the IMUs directly connected
to the laptop computer. Thus all IMUs would have the same time interval between
the first and last measurement. Due to the Ethernet network’s asynchronous nature,
it was possible that the measurement intervals were of different lengths, and those of
the Ethernet-connected IMUs would lag behind. The stretching of intervals was not
considered a large problem, as it would be on the order of tens of milliseconds across
a measurement of many minutes.
To compensate for the lag, a manually edited time offset file could be used to
set the starting points based on some signal recorded in the IMUs. The offset file
used for all results was a recording where all IMUs were mounted on a test bench in
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contact with each other, using the same computers and Ethernet switch as in the
field experiments. The units’ enclosures were tapped with a tool, and the recording
of vibrations was examined in MATLAB. The time offsets were chosen to match the
recorded times of each tap as closely as possible, keeping in mind the asynchronous
recording and 1kHz measuring frequency. Time delays from the vibrations moving
through the stack were considered insignificant. In practice this proved insufficient,
as evidenced in Section 5.2.

3.4
3.4.1

Measurements and Data
IMU Basic Calibration Measurements

Calibration measurements for use in temperature calibration (see section 4.1) of
the acceleration and angular velocity measurements were obtained by cooling the
IMUs down to approximately -25 degrees Celsius and mounting them in a vise to
keep them steady. The recording of measurements was started, and the units were
heated up to over 50 degrees Celsius, first by allowing them to absorb heat from the
environment and then with a hot air gun.
The lower limit was established based on what was reachable with the available
cooling equipment (a standard household freezer) and the upper limit based on a
reasonable upper margin for the operating temperatures of the system. This range
covers most temperatures encountered over the local year, including a ten degree
Celsius margin for the metallic enclosure heating up in direct sunlight.
The IMUs that were used have settings for the scale of accelerations and angular
velocities. Due to limited data length, a decision has to be made between accuracy
and range. The gyroscope measurements were set to give a range of ±500deg/s with
a discretization step of 1/65.5deg/s. The accelerometer measurements were set to a
range of ±8g with a discretization step of 1/4096g. Unfortunately the datasheet did
not define the value of g used. It was assumed to be exactly 9.81m/s2 for calibrating
the units. [32]
3.4.2

Crane Pose and Motion Calibration Measurements

Two kinds of boom poses were recorded for calibration: static and motion recordings.
The static recordings were recorded to obtain reference vertical and horizontal
orientations for the IMU measurements. Two poses were recorded: In the first pose,
the lift angle was adjusted until the bottom of the first segment of the boom was
horizontal, and the transfer angle until the second segment was vertical. In the second
pose, the transfer angle was increased as high as possible, and then the lift angle was
increased until the bottom of the second segment of the boom was horizontal. As
the booms’ upper and lower surfaces are not parallel, only the lower surfaces were
used, because the IMUs are mounted on those surfaces. The poses were matched
to the horizontal and vertical by aligning them visually with the wall and roof of a
building in the measurement environment, moving the observer’s viewpoint until the
relevant boom surface was in front of the reference structure, and then commanding
the crane operator to adjust the joint angles until the boom surface and structural
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feature matched. While the accuracy of this method is not easily defined, it was
preferable to manually operating measuring devices in close proximity to the moving
crane. The error is expected to be under one degree.
The motion calibration recording was taken in one continuous session, containing
motions defined as elemental, of which all motions of the crane consist. Some
measurements contain redundant components. The first class of measurements is
moving each controllable joint in each direction, including slow and fast variations
for the slew axis. The second class is pendulum motions of the tool, both parallel
and perpendicular to the boom. The third class is impacts with the tool. A vertical
impact with the ground were recorded, as well as impacts with an obstacle in a
motion parallel and perpendicular to the boom. Soft and hard variations of each of
these impacts were recorded. The fourth class is dragging the tool along the ground,
both parallel and perpendicular to the boom direction, and dragging the side of the
tool along an obstacle by rotating the tool around its axis.
It is obvious that the more complex motions contain in some combination the
simpler motions in the list. For example, tool impact parallel to the boom was
achieved by first inducing pendulum motion with the transfer joint, then lowering
the tool with the lift joint until it impacted the test obstacle. The simpler motions
were recorded separately to make it possible to separate non-impact motions of all
kinds from impact motions.
3.4.3

Measurements for Classification

Two main types of data sets were taken for classification. The first type was an
extended and randomized version of the motion recording described in the previous
section. The list of motions was triplicated and then shuffled to create a long series of
motions for classification. Otherwise each motion was the same as in the calibration
measurement, in the limits of the crane operator’s skill.
The second data set was a recording of impacts on the crane boom. The impacts
were manually induced with a piece of firewood, striking the boom from the righthand side in different places, approximately every 0.5m from the tool to the slew
axis. This was done twice, with a separating marker action at the start, end, and
between the impact series. The marker action was lifting the tool with the crane
and lowering it on the ground forcefully. For this recording, the markers for the laser
scanner were removed from the crane’s joints, so that the location of impacts would
appear on the scan as the impactor crossed the laser scanner plane.
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4
4.1

Methods
Temperature Calibration

The IMU accelerometer biases and gains and gyroscope biases were calibrated for the
required temperatures. Due to recording failure, the full scale achievable with our
equipment was not used. The scale of successful measurements from -3 degrees Celsius
to +35 degrees Celsius covered the temperatures of the calibration and classification
recordings. Temperature calibration was necessary as the temperature-dependent
biases were at their largest quite significant, up to 2 m/s2 for a measurement axis
perpendicular to gravity, so mostly unaffected by gain. An example of the extreme
temperature dependecy is shown in Figure 7. To mitigate this problems, calibrations
were performed using a modified calibration algorithm based on a method by Won
and Golnaraghi [38] .

Figure 7: IMU accelerometer temperature dependency when the IMU was held
stationary and its temperature increased.
The calibration calculations were executed in MATLAB, beginning from the
calibration data files for each IMU, obtained as described in section 3.3.4 from the
measurement data splitter. They were converted to intermediate calibration files
by a temperature bias calibration script which processed each source file. Then
the resulting intermediate calibration files were passed to the multipoint calibration
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script, which produced the final calibration files containing biases and gains for each
unit. The process is visualized in Figure 8. The operation of each script is explained
below.
In the calibration data processing script, all calibration data files in the working
directory are listed, and a subset of them are chosen. They are loaded with the
calibration data loader as described in 3.3.4, and then with passed to the temperature
bias script. This second script first chooses a lower and upper temperature bound,
such that there are measurements spanning the interval and a half degree Celsius
margin on either side. For calibration points at each even degree Celsius between the
lower and upper bounds inclusive, a regression line is fit for each axis of acceleration.
This line is fit based on a one-degree window centred on the calibration point. The
value c of the regression line at the center point, i.e. the calibration point temperature
T , is evaluated and saved. The same process is repeated for the angular velocities.
Then control returns to the calling script which saves the values c at the calibration
points and the lower and upper bounds of the temperature ranges into an intermediate
calibration file file. These saved values represent the approximate accelerations and
angular velocities recorded at and around that temperature with the unit at rest.
In the parameter estimation script, the files from the previous paragraph are
processed into the final calibration parameters that can be used to translate raw
measurements to temperature-compensated ones. This script executes a modified
version of Won and Golnaraghi’s triaxial accelerometer calibration method [38] . In
essence, a triaxial accelerometer has six unknown parameters, so a minimum of six
measurements is needed. The unknown parameters are the gain and bias for each
axis, modelled as
si = ai · gi + bi

(3)

Where ai is the true acceleration along the axis i, gi is the true gain factor for
that axis, bi is the true bias for that axis, and si is the measured acceleration. Then,
from six poses where the acceleration measurements of the unit at rest are different
from each other, an iterative approach is used to converge upon the best estimate for
the calibration parameters. As acceptable limits for convergence were not proposed
in the original paper, the algorithm used here terminates at the 1000th iteration or
when the sum of the differences of the gain and bias parameters between iterations
becomes smaller than 10−6 . In practice the latter was the case. This is repeated for
all temperatures for which all six measurements are available.
As the gyroscope readings between poses corresponded only to zero angular
velocity due to experimental limitations, determining the gains of the gyroscope was
deemed impossible. Unity gain is assumed for all temperatures. Thus, only the biases
were calculated using a trimmed mean [39, pp. 34, 42] , which in this case is calculated as
NC
∑

b̂i,T = (

ci,T − max(ci,T ) − min(ci,T ))/(Nc − 2)

(4)

i=1

where ci,T are the six angular velocity measurements around axis i at temperature
T , Nc is the number of calibration poses (same for each axis), and bi,T is the bias
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Figure 8: Procedure by which calibration values for the IMUs are obtained from
measurement data. Boxes shaded in green represent files saved on disk.
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for that axis at that temperature. This removes the largest and smallest value and
averages the rest, in effect ignoring a single anomalous reading in either direction.
This calculation is repeated for each temperature for which all six measurements are
available, producing a series of biases corresponding to each temperature.
Finally, the calculated acceleration and angular velocity biases and gains for each
temperature, together with the temperature range for which they are valid, are saved
into a file named with the unit serial number. These files are read in when a motion
data file is loaded, as described in section 3.3.4, and used to calculate the estimated
accelerations and angular velocities based on the temperature recorded by the unit.

4.2

IMU State Estimation With Separation of Gravity from
Transient Acceleration

Very few IMU attitude estimation algorithms have freely available implementations. Among these are non-Kalman filter based algorithms by Madgwick [15] and
Mahoney [14] , as well as a Kalman filter based solution by Hyyti and Visala [13] .
As many results presented later required either the direction of the gravitational
acceleration vector in the IMU coordinate frame, or the transient acceleration resulting
from movement of the boom and tool, they had to be separated from each other.
The algorithm chosen is the one by Hyyti and Visala described in section 2.2, using
the freely available implementation made available by the authors [40] .
The algorithm was deemed serviceable after merely updating calibration variables
for the gyroscope and acceleration variances. Except in the case of one IMU, this
resulted in obtaining a transient acceleration measurement varying around zero when
the boom was at rest. With one IMU, a constant total acceleration varying around
10.9 m/s2 at rest was observed, which was not replicated in benchtop measurements.
This was a clear measurement error, since a constant non-gravitational acceleration is
incompatible with the unit remaining in place. As the unit was wedged between spars
in the tractor chassis, hypothetical causes are heavy resonant vibration transmitted
through the chassis components from the boom hydraulics or the engine, or a spar
impinging on the lid of the unit enough to cause pressure on the IC board resulting
in tensions in the measurement unit.
This algorithm provided two important matrices of width 3 and length equal to
the number of measurements, one giving the estimated nongravitational accelerations
in the unit frame, the other giving the bottom row of the DCM, which happens to
be exactly the estimated direction of gravitational acceleration in the unit frame
expressed as a unit vector. The vector of nongravitational transient accelerations
was important for the impact detection and classification in Section 4.4, while the
direction of the gravitational acceleration was used in the following section to estimate
the attitudes of the boom segments and the angles of the joints between them.

22

4.3
4.3.1

Boom Pose Estimation
Denavit-Hartenberg Kinematic Chain

The model used to describe the pose of the boom is a Denavit-Hartenberg kinematic
chain, with the notation used in the Springer Handbook of Robotics [41, ch. 2.5] devised
by Khalil and Dombre [42] . This notation model was chosen for its choice to number
lengths and angles such that the i:th link was calculated using only values with the
subscript i. Previous work on the same platform [24] provided some code that could be
modified to suit this purpose, and retaining the same notation prevented confusion
in maintaining the codebase, especially when used with pre-existing code.
Functions were added to calculate the kinematic chain up to the IMUs numbered
2-5, as the poses of those varied compared to the tractor pose, unlike unit 6, and
only needed the rotation and extension values available from previously existing
code, unlike unit 1, which depended also on the unmeasured tool rotation. The
kinematic links were copied from the previous code up to the joint preceding the
IMU, and then the last link was modified, and a new link added where necessary,
to extend the chain to the location and mounting angle of the IMU in question.
The chains used to calculate the positions are shown in Figure 9. The values of the
Denavit-Hartenberg parameters are shown in Table 1 for the boom tip location, as
implemented in previous research [35] , and in Table 2 for the branching continuations
for the IMUs. The distance parameters a and d of the IMU positions are subject to
error, as they were obtained with a tape measure from only a few reference points.
Should additional work be performed on the pose estimation that requires precise
positioning, the measurements should be refined.
Table 1: Denavit-Hartenberg parameters for calculating the position of the tip of the
boom [35] .
i
1
2
3
4

4.3.2

αi
0◦
90◦
0◦
−90◦

ai
0m
−0.09m
2.99m
−0.24m

di
1.59m
0m
0m
q4

θi
θ1
θ2
θ3
0◦

Calibration Measurement

A calibration measurement was obtained by executing a series of motions with the
boom as described in Section 3.4.2. These motions included actuating all the boom
controls, with short intervals of no control input, ensuring that a variety of poses
and temporary accelerations were included.
For each time instant of the recorded test, two poses were saved. The first was
the pose of Unit 4 relative to Unit 5 in the plane of the boom. The two-dimensional
angle of the gravitational acceleration vector in the plane was calculated using the
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Figure 9: Boom Denavit-Hartenberg joint parametrisation visualized with the controllable values labeled.
Table 2: Denavit-Hartenberg parameters for calculating the positions of the IMUs.
The chain for each IMU is formed by prepending links from Table 1 until continuing
with the first available links from this table, not returning to the previous table.
unit
IMU
IMU
IMU
IMU
IMU
IMU
IMU

2
3
3
4
4
5
5

i
5
4
5
3
4
1
2

αi
−90◦
−90◦
90◦
−90◦
0◦
0◦
−87.5297◦

ai
−0.1m
−0.24m
0m
2.30m
0m
0m
0m

di
−0.1m
0.47m
−0.10m
0m
−0.10m
1.48m
0m

θi
−135◦
−90◦
0◦
0◦
−90◦
θ1 − 90◦
0◦

four quadrant inverse tangent function with the two DCM states of the IMU axes
along the plane as inputs. As only the difference of the angles would be used, and it
would be compared to the angle of the relevant joint estimated from cylinder lengths,
it was not important what the absolute angle of a unit compared to the boom was.
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The first calibration value β2 , that of the lift angle q2 , was obtained by the formula
β2 =

n
1∑
(γ4 (t) − γ5 (t) + q2 (t))
n t=1

(5)

and the second value β3 , that of the transfer angle q3 , by the formula
n
1∑
(γ3 (t) − γ5 (t) + q2 (t) + q3 (t))
β3 =
n t=1

(6)

Where γk (t) is the angle of the gravity vector in the plane of the crane measured
by unit k at measurement index t, and n is the number of measurements in the
calibration data. Equations 5 and 6 are simple averages of the measured differences
of the angles. The effect of the entire tractor leaning forward or back in the observed
plane has been reduced by subtracting the measurement of Unit 5.
4.3.3

Comparison to Reference Measurement

The accuracy of the pose estimate was compared to the previously existing code’s
estimate of the pose. While using an internal estimate as a reference is not ideal,
the results apply to the comparative accuracy of the IMU-based pose estimate in
comparison to the currently used solution.
A different recorded series of motions of the boom was used for the comparison.
This recording, like the one used for calibration, included a variety of motions and
control inputs.
The error of the measurement is defined as
q˜j = qˆj − qj

(7)

where qj is the j:th reference actuator angle, qˆj is the estimate of the angle, and
q˜j is the error of the estimate. The estimate for the lift angle was calculated as
q̂2 (t) = β2 − γ4 (t) + γ5 (t)

(8)

using the calibration value β2 obtained in equation 5 and the measured angle of
gravity as before. Likewise, the estimate for the transfer angle was calculated as
q̂3 (t) = β3 − γ3 (t) + γ5 (t) − q̂2 (t)

(9)

using the calibration value Cal(q3 ) obtained in equation 6 and the measured
angle of gravity, as well as the estimate of the lift angle from equation 8.

4.4

Detection and Location of Impacts on Boom

Impacts were detected and localised on the boom with a method using vibrations and
their time delays. This is similar to the microphone-based bird collision detection
system [29] in Section 2.5. However, IMUs were used instead of microphones, since
they are capable of detecting vibrations as well, and were already installed for the
pose estimation purpose. The vibrations were detected with the accelerometers of
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the IMUs, using the units as essentially low-frequency microphones. To remove the
effects of gravitational acceleration on the readings, the transient acceleration values
given by the attitude estimation algorithm described in Section 4.2 proved very
useful. These were used throughout the impact estimation process.
4.4.1

Detection of Impact Events

First, the impacts must be detected. At this stage of the research, discarding false
detections caused by sudden control changes was not attempted. The initial detection
was executed on the data interpolated into the laser scanner time, as this was found
to miss no impacts while reducing the data to be examined to a fraction of the full
IMU dataset’s length. An impact was recorded when the magnitude of acceleration
recorded by the IMU, calculated as the Euclidean norm, crossed a threshold of 2.5
m/s2 . For unit 5, this limit was lowered to 1.5625 m/s2 (62.5%), because its mounting
on the laser scanner supports dampened vibrations originating in the boom.
For each detected impact, a time interval of 20 measurements in the laser scanner
time system was selected for more detailed examination. As the laser scanner
measurement frequency was approximately 75 Hz, this corresponded to 0.2667 seconds,
enough to contain a section of the base level of accelerations, the impact, and most
of the following vibrations. Sections with impacts detected only on one IMU were
discarded as anomalous readings. The remaining sections were then examined in the
1 kHz IMU measurement data to extract features.
4.4.2

Calibration of Impact Localisation

In the calibration phase, the detailed measurement was examined to find which unit’s
accelerometer had detected the impact first. This was designated the primary unit.
The time of detection for each unit was defined as the measurement for which the
magnitude of transient acceleration exceeded a threshold τ defined as
τ = max(

w /3
1 N∑
mt + 3σm + 0.5, τmin )
Nw /3 t=1

(10)

where Nw is the number of measurements in the measurement window, mt is the
magnitude of acceleration at measurement index t, σm is the standard deviation of
the magnitude across the first N/3 measurements, and τmin is 3.0 m/s2 for unit 5,
which had a higher noise floor, and 2.6 m/s2 for the others. The first two terms are
the mean and three standard deviations of the pre-impact accelerometer signal, which
in a normally distributed variable would represent the 99.87% lowest measurements.
Then a small, experimentally obtained constant part is added such that the stochastic
noise and general vibration of the crane does not exceed the threshold. Finally, in
case of minor vibrations in an otherwise well-behaved pre-impact measurement, a
minimum for the threshold is established. Time differences from impact detection
in the primary unit to impact detection in the adjacent units on either side were
recorded.
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Impacts were divided into twelve categories by the primary unit and which side
of the unit the impact was on according to a reference table. The location of the
impact was observed from the laser scanner data, where the striking object crossed
the scanner’s measurement plane during the impact time window. The locations were
represented by two parameters; the number of the span between two IMUs where
the impact occurred, and the location of the impact along the span as a percentage.
The spans were numbered from one to five from the tip, so that each span ended at
the IMUs with the same and next number as the span. Cases where the primary unit
was not at either end of the span were discarded, as all of these were unintentional
detections caused by rapid crane motions when adjusting its pose for the test.
For each combination of which primary unit and which side the impact was on,
a linear function was fitted to the time and distance data. This was the line of
best fit from the time difference of the primary and next unit’s detections to the
distance along the span. The parameters of the line were saved separately for each
combination of primary unit and side. These would be used to estimate the distance
of the impact from the IMUs on each side of it based on the difference in time
between their detectipons.
Separately, conditions were hand-tuned to decide the side the impact was on.
These conditions were based on examining the time differences of the impact registering on the units adjacent to the primary uni. These conditions were decided
individually for each unit as listed below:
• For units 1 and 6, the choice of span was self-evident from them being placed
at the ends of the boom. Impacts detected first on unit 1 were allocated to
span 1 (i.e. between units 1 and 2), because the 20cm extension of the test tool
below the IMU was not relevant at this measurement accuracy. Hypothetical
impacts on unit 6 were allocated to span 5, as impacts on the tractor chassis
away from the crane were not considered. In practice, the distance of unit
6 from the crane mount and its proximity to sources of unrelated vibration
prevented it from conclusively detecting any impacts.
• For unit 2, the time differences between impacts on either side were so small
and varied that with the limited data set the best result was to assume all
impacts were on the upper span (toward unit 3). Thus, only impacts detected
first on unit 1 would ever be allocated to span 1.
• For unit 3, the time difference towards unit 4 was halved and had 4 milliseconds
added to it. Then the unit with the smaller adjusted time difference was
chosen as the side where the impact occured. This method was decided upon
experimentally and post-hoc, and is very susceptible to overfitting errors from
the small data set.
• For unit 4, the time difference towards unit 3 was divided by three, and again
the side of the unit with the smaller adjusted time difference was chosen. As
no method of determining the length of the extension joint was developed for
the IMU system, and the intent was to not rely on the joint measurements, no
compensation for the extension length was included, since it was not known.
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• For unit 5, if the time difference to unit 4 was less than 3.5 milliseconds, the
span on that side was chosen. This was because it was rare for unit 6 to actually
detect an impact at all, as it was located on the tractor chassis and not directly
connected to the boom. The reasoning for this method was that if the impact
reached unit 4 after a longer time than it took the vibrations to traverse the
span between units 4 and 5, the impact must have occurred further away, i.e.
on the span between unit 5 and unit 6.
4.4.3

Feature Extraction

In the confirmation phase, the impacts were detected as before and again examined
in the more precise dataset. The primary unit, more precise time of impact, and
time differences to each adjacent unit were defined as above using the the threshold
in Equation 10.
The magnitude of the impact was recorded as the largest transient acceleration
recorded by the primary unit. While another unit might have recorded a higher
maximum magnitude, this could be affected by vibration dynamics and effect of
the impact on the macroscopic motion state of the boom. For example, hitting a
tree when slewing the boom could result in a whip-like motion that would result
in larger accelerations toward the tip despite the impact occurring toward the base.
The largest magnitude reading was used instead of the first one that exceeded the
threshold in Equation 10 because often the peak would occur on the second or third
measurement that did so, or the second peak would be higher than the first, possibly
due to the discretisation effect masking higher-frequency vibrational components.
The span on which the impact occurred was estimated by comparing the time
differences adjusted according to the limits in Section 4.4.2. Then the unadjusted
time difference of that side was input into the linear equation for which the parameters
were estimated in the previously mentioned section. This gave the location of the
impact along that span.
From the transient accelerations along each axis of the primary unit, it could be
possible to attempt to estimate the direction of the impact, but that was left for
further research.
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5
5.1

Results and Discussion
Pose Estimation

It was possible to accurately estimate the pose of the crane boom in the presence
of transient accelerations. The angle estimate followed the reference angle closely,
as seen in Figure 10. Aside from larger errors at the beginning and end, during
periods when the reference angle did not change, the estimate error appeared to
be mostly noise with a small bias, as seen in Figure 11. The errors q̃2 and q̃3 had
a mean of -0.22 degrees and 0.12 degrees, with a RMSE of 0.42 degrees and 0.30
degrees respectively. A box-and-whiskers of the results is shown in Figure 12.
The largest errors were observed at the beginning and end of the recording. These
times corresponded with wide movements of the crane around the slew axis, which
were used to gather an image of the surroundings with the laser scanner. The errors
are due to centripetal acceleration, which remained approximately constant for the
duration of the sweeps. As the algorithm used to estimate the IMUs’ attitudes can
not handle constant nongravitational accelerations, these errors need to be dealt
with in another way. If the distance of the IMUs from the slew axis were known,
the attitude estimation algorithm could be modified to consider that distance with
the gyroscope readings to estimate the centripetal acceleration, and subtract that
from the measurements. However, as the distance from the axis depends on the joint
angle estimates, which are dependent on the attitude estimates, a loop is formed.
Resolving this would require a more complex estimation algorithm including a model
of the motion state of the crane. This is left as a subject for future research.

Figure 10: True trajectories (blue) and estimates (red) of the lift and transfer angles.
The errors in lift angle at the start and end are likely due to slew motions causing a
centripetal acceleration.
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Figure 11: The error of lift and transfer angle estimates with respect to time. The
negative spikes at the beginning and end are likely due to slew motions causing a
centripetal acceleration.

5.2

Location of Impacts on Boom

In this preliminary examination it was possible to locate a majority of the impacts
to a certain part of the boom, and the error was larger than half a span for only four
of the 66 recorded impacts. Results are shown in Table 3 for classification into spans,
and in Figure 13 in finer detail, taking into account the estimated location along the
span. The absolute error distribution of this fine classification is shown in Figure
14. The mean absolute error was 0.1731 spans and the variance of error was 0.0419
spans. The measurement unit of "span" instead of "metre" was chosen because the
error appeared to be related to the distance between the IMUs, i.e. the span.
Table 3: Confusion matrix for the impacts on each span. The total number of correct
spans is 49 of 66 (approx. 74%).

Estimated span

Actual span
S1 S2 S3 S4 S5
S1 5
0
0
0
0
S2 6 16 2
0
0
S3 0
2 10 6
0
S4 0
0
0 15 1
S5 0
0
0
0
3

Due to issues in sychronising the IMU measurements, it was not possible to obtain
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Figure 12: Results for the boom angle estimate error. The transfer angle error
includes the cumulative error from the lift angle estimate. The red lines represents
the median, the blue box contains the interval between the 25th and 75th percentiles,
and the whiskers extend to the furthest results.
more accurate or robust results. Furthermore, due to only having one data set, the
calibration and classification were executed on the same data set. The ad-hoc nature
of the calibration results raises the concern of overfitting the model.
Obtaining a larger dataset would enable separate calibration and classification
measurements. Even if the concern of overfitting proves to be unfounded, there is
the issue of improving the timing of impact detection on different measurement units.
The accuracy of each unit could be improved with higher-frequency measurements,
such as microphones instead of accelerometers, because the measured time delays are
on the order of the measurement frequency of the IMU. Another important concern is
improving the accuracy of synchronising the different signals. For further research, the
recommendation is to implement a synchronisation signal, and use IMUs which can
be interrupt triggered. When the same interrupt signal is relayed to all IMUs through
reasonably short wires (with nano- or microsecond delays), the remaining problem is
to align the simultaneous measurements. This could be accomplished for example
through some secondary signal superimposed on the interrupt that is detected by the
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microcontroller. The secondary signal would be repeated once for some large number
of measurements. Then, when the unit-by-unit variance in communication delays
is smaller than the secondary signal’s looping time, measurements can be reliably
aligned for processing.

Figure 13: The correlation between the impact location estimated from recorded
impact times and the reference impact location from the laser scanner. The spans
in the top image represent the spacings between each IMU, which are not equal.
The bottom plot shows locations in metres. The tip of the tool is at 0m, and the
marks show distance along the crane. Blue crosses are with the extension boom fully
retracted, and red circles with it fully extended.
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Figure 14: The absolute error of the impact location in span lengths (left) and
metres (right). The red line represents the median, the blue box contains the interval
between the 25th and 75th percentiles, and the whiskers extend to the last data
value at less than 1.5 times the interquartile distance from the box.
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6

Conclusions

A forestry crane was instrumented with inertial measurement units to test the
possibility of estimating its pose, as well as detecting and locating impacts along the
crane boom.
A method was developed to estimate the pose of the forestry crane boom, achieving
good results for the lift and transfer joint angles. The errors in angle estimates were
less than one degree under transient acceleration, with the means of the errors being
-0.22 degrees and 0.12 degrees and their RMSEs being 0.42 degrees and 0.30 degrees.
These results can be considered excellent for such a simple and low-cost system. In
comparison, the results of Honkakorpi [3] were similar, although there were differences
between the tests, such as his measurements containing only 2D motion, as well
limitations on placement of the IMUs in his system. Also of note is that Honkakorpi’s
solution does not account for changing gyroscope biases [3, pg.10] in their integration of
gyroscope and accelerometer measurements. On the other hand, Honkakorpi’s peak
absolute errors were much smaller. In this work constant accelerations, such as the
centripetal acceleration from slewing the boom at constant speed, caused errors up
to three degrees in the lift angle estimate.
A method was proposed for detecting and locating impacts on the crane’s boom
and tool based on time delays of impact-induced vibrations. The method showed
promising results, but the lack of a proper validation dataset and issues in measurement frequency and synchronisation require additional research to conclusively show
the accuracy and robustness of the method. An improvement to the measurement
infrastructure including separate synchronisation of IMUs was suggested.
These results suggest that at least part of the expensive instrumentation required
in automating a forestry crane can be replaced with inexpensive commercial inertial
measurement units, which are easy to install on an existing crane. According to the
initial results, it should be possible to obtain information on impact location that is
not available from conventional joint angle measurements.
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Appendix A

Data formats

Table A1: Byte allocation of the USB messages from IMU package to PC
Byte
1

2-4
5-6
7-8
9-10
11-12
13-14
15-16
17-18

19-22
23-24

Value
0x0D
(serial » 16) & 0xFF;
(serial » 8) & 0xFF;
serial & 0xFF
(ax » 8);
ax & 0xFF
(ay » 8);
ay & 0xFF
(az » 8);
az & 0xFF
(gx » 8);
gx & 0xFF
(gy » 8);
gy & 0xFF
(gz » 8);
gz & 0xFF
(temperature » 8);
temperature & 0xFF;
((usec » 24) & 0xFF);
((usec » 16) & 0xFF);
((usec » 8) & 0xFF);
usec & 0xFF
(checksum » 8);
checksum & 0xFF

Purpose
Delimiter (ASCII carriage return)
Largest,
middle,
smallest byte of serial number
x-acceleration
y-acceleration
z-acceleration
Angular velocity around x
Angular velocity around y
Angular velocity around z
Temperature

Time in microseconds
since powering on
Checksum
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Table A2: Data saved on disk or printed on screen for each message received over
Ethernet, tab-separated. All timestamps are in UTC epoch (seconds since 00:00 1.1.
1970)
Quantity
X-acceleration
Y-acceleration
Z-acceleration
Angular speed around X
Angular speed around Y
Angular speed around Z
Temperature measurement
Serial number of the IMU
Timestamp from sending PC
Timestamp from sending PC
Timestamp of message reception time
Timestamp of message reception time
Microsecond counter from the IMU

Unit
Raw value,
scale depending on IMU setting [32]
"
"
Raw value,
scale depending on IMU setting [32]
"
"
Raw value, fixed scale [32]
see section 3.3.1
seconds part
microseconds part
seconds part
microseconds part
see section 3.3.1

40

Appendix B

Chance of misaligned frame read

The checksum character for a USB message is one byte (8 bits). The chance that a
random byte matches the delimiter is 1/256, and conversely the chance that it does
not is 255/256, so the chance that a sequence of n bytes does not have an accidental
match is
p0 = (255/256)n

(B1)

So the chance that there is at least one accidental match is
p1 = 1 − (255/256)n

(B2)

There are 24 bytes in the message frame. Assuming that there is an equal chance
to start at any of the bytes, we add up the accidental match chances for the 23 wrong
starting bytes according to B2 and divide with the 24 possibilities for which byte of
the frame is received first, ending up with the sum
Pmisalign =

23
∑

(1 − (255/256)n )/24 ≈ 0.043661

(B3)

n=1

The checksum bytes for a misaligned read can be considered independent of the
other bytes, since at least the latter of them is by necessity part of a different actual
frame than the start of the misaligned frame. The measurement is noisy enough
at the level of the lowest bytes that there appears no correlation between the sum
of a chain of 22 bytes and the following two except when the frame is aligned. If
we make the assumption that they are independent, there is a one in 65536 chance
to accidentally match the two-byte checksum. Multiplying with the chance of a
misaligned read from B3, the chance of a false message being passed as correct at
the start of a serial bus read is
Pmisread = Pmisalign · 1/65536 ≈ 6.6621 · 10−7 .

(B4)

This possibility was considered too small to justify a longer checksum, especially
since the usual small values of most of the data bytes would necessitate a more
complex checksum calculation to make use of the high bytes of a longer checksum.
Furthermore, the chance of receiving more than one false message in a row decreases
exponentially, and once the correct delimiter is detected even once, only missing
bytes could cause another misaligned read. In practice an obviously wrong initial
message could be discarded and a subtly wrong one would not affect the performance
of the system, so no further safeguards were implemented.

