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Abstract
Metabolites are small molecules involved in biological process of organisms. For example, ethylene serves as plants hormone to stimulate or regulate the opening of ﬂ owers, ripening of fruit and
shedding of leaves. Metabolite identiﬁcation is to ﬁgure out the molecular structure of the metabolite contained in some biological sample, which is considered as a major bottleneck for metabolomics. The backbone analytical technology for metabolite identiﬁ cation is tandem mass spectrometry. It consists two rounds of mass spectrometry: In the ﬁrst round all the metabolites in a sample
are measured and one particular metabolite being interested is selected and fragmented by a process of dissociation. In the second round, the fragments as well as their abundance are measured.
The resulting tandem mass spectra contain the information on the structure and composition of
the molecules.
This thesis aims to solve the problem of identifying the molecular structures that produce the
observed tandem mass spectra from some biological sample. The traditional methods are mostly
based on matching the observed tandem mass spectra to the reference spectra in some database.
However, these methods could fail if there are no reference spectra for the molecules in the underlying sample, which is not uncommon especially considering only 220,000 spectra representing
20,000 molecules are measured and annotated according to a recent study while the number of
molecules recorded in a compound database PubChem is more than 60 million. To alleviate this
problem, many recent works has been focusing on the approach so called in silico fragmentation
where the fragmentations are ﬁ rst simulated in computer for the molecules in some molecular database. Then the simulated fragments are compared to the measured tandem mass spectra.
The main contribution of this thesis is to open a novel direction to bridge the gap between the
limite d sp e ctral database and the vast mole cular database w ith the he lp of mole cular ﬁ nge rp rints.
Molecular ﬁ ngerprints are a binary representation to encode the structures or properties of a molecule. Kernel based machine learning methods are used to predict the molecular ﬁngerprints from
tandem mass spectra. Then the predicted ﬁ ngerprints are used to match the ﬁ ngerprints of molecules in some molecular database to derive an identiﬁ cation. Multiple kernel learning are also proposed to combine different views of tandem mass spectra. Finally, a one-step approach based on
input output kernel regression is also applied to solve this problem, which becomes the new state
of the art as demonstrated in several benchmarks including the recent Critical Assessment of Small
Molecule Identiﬁ cation (CASMI) 2016 challenge.
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1. Introduction

Metabolites are small molecules involved in the biological processes of organisms. For example, ethylene serves as a plant hormone to stimulate or
regulate the opening of ﬂowers, ripening of fruit and shedding of leaves.
Esmethylated trimetazidin together with other metabolites found in human urine samples can be used to test the taking of trimetazidine, which
has been classiﬁed as a prohibited substance by the World Anti-Doping
Agency since 2014 (Sigmund et al., 2014).
Metabolite identiﬁcation, which is to identify the molecular structure
of the metabolites, is a prerequisite to understanding biological processes
including human metabolism or plant metabolism. It is considered to
be a major bottleneck (Kell, 2004; Wishart, 2009; Scheubert et al., 2013)
for metabolomics, which is the comprehensive, qualitative, and quantitative study of all the small molecules in an organism (Fiehn, 2002; Daviss,
2005).
The backbone analytical technology for metabolite identiﬁcation is tandem mass spectrometry (Book, 2014). Nuclear Magnetic Resonance (NMR)
spectroscopy can also be used as shown in Krishnan et al. (2005) but it is
not the concern of this thesis. Tandem mass spectrometry usually consists
of two rounds of mass spectrometry: In the ﬁrst round all the metabolites
in a sample are measured and one particular metabolite of interest is selected and fragmented by a process of dissociation. In the second round,
the fragments as well as their abundance are measured. The resulting
tandem mass spectra contains the information on the structure and composition of the molecules.
This thesis focuses on the computational part of metabolite identiﬁcation from tandem mass spectrometry (Neumann and Böcker, 2010; Wishart,
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2011; Scheubert et al., 2013; Schymanski et al., 2014). Traditional approaches mainly based on spectral matching, where the measured tandem
mass spectra are matched against the spectra recorded in some spectral
database (database of spectra where we know which molecules they are
measured from). These methods can only identify the “known unknowns”
since only the molecules inside the database will be identiﬁed and the
molecules outside the database will be missed. Unfortunately, the size
of the spectral databases are very limited, according to da Silva et al.
(2015), around 220,000 spectra representing about 20,000 molecules are
measured and annotated. Therefore, a more interesting case is to identify
the “unknown unknowns” by searching beyond the spectral database.
The recent trend to tackle the problem of identifying the “unknown unknown” is to use in silico fragmentation for the molecules in some much
larger compounds database, for example PubChem (Kim et al., 2016),
which has more than 60 million molecules. The in silico fragmentation
predicts the fragments of a molecule based on the molecular structure.
These simulated fragments are compared to the observed tandem mass
spectra to score the candidate molecules. The in silico methods can be
broadly divided into three categories (Hufsky et al., 2014a): rule based
methods, combinatorial methods and machine learning methods. These
methods for in silico fragmentation will be reviewed later in Chapter 2.
The methodology contribution of this thesis is to create two novel machine learning based metabolite identiﬁcation pipelines through the usage of a molecular ﬁngerprint presentation of the molecules. Molecular
ﬁngerprints are a binary representation of certain structures or properties
of a molecule. In a two-step approach, the molecular ﬁngerprints are ﬁrst
predicted from tandem mass spectra and are then matched against the
molecular ﬁngerprints of molecules in some compound database to produce a ranked list of the candidate molecules. In a one-step approach, the
ranking of the candidate molecules are directly produced without ﬁngerprint prediction and matching. The Figure 1.1 demonstrates the proposed
pipelines.
The technical contributions of this thesis are mainly in the scope of kernel methods in machine learning due to the structured nature of the problem (mass spectra on the input side, molecular structures on the output
side). The contributions include inventing kernel functions for mass spec-
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Figure 1.1. In a two step approach, kernel functions are created for tandem mass spectra and SVM is used to predict each molecular ﬁngerprint, then the predicted
ﬁngerprints are matched to the molecules in some compound database with
pre-deﬁned scoring function. In a one step approach, kernels are used for
both mass spectra and molecular structures and Input Output Kernel Regression (IOKR) is used to solve the problem.

tra and fragmentation trees (another view of mass spectra), evaluating as
well as improving multiple kernel learning algorithms to combine different kernels, comparing scoring functions to match molecular ﬁngerprints
and applying a kernel based structured output prediction method to the
metabolite identiﬁcation task.
The organization of the thesis is as follows: the background knowledge
of tandem mass spectrometry and related works on metabolite identiﬁcation from them are introduced in Chapter 2. The background of kernel
methods in machine learning is provided in Chapter 3. The applications
of the kernel based methods to metabolite identiﬁcation, which are the
main contribution of the thesis, are reviewed in Chapter 4 followed by
conclusion in Chapter 5.

11

Introduction

12

2. Metabolite identiﬁcation

Metabolites are small molecules in a cell used to form the macromolecular structures or participating in important metabolic functions. They
are usually up to 2000 Daltons (one Dalton, denoted as Da, is deﬁned
as one twelfth of the mass of a carbon-12 atom) (Verdegem et al., 2016).
Metabolites can be products of metabolism such as ethylene which is produced in a large-scale by industrial microbiology or intermediates such as
formaldehyde which is transformed from methanol in the liver and turned
into formic acid.
Metabolite identiﬁcation is the identiﬁcation of metabolites in a biological samples. It is a prerequisite for further biological interpretation and
metabolic modelling and considered as a major bottleneck in Metabolomics
(Kell, 2004). The identiﬁcation can be broadly divided into two kinds: targeted identiﬁcation where a pre-deﬁned group of interested metabolites
are available and untargeted identiﬁcation where no prior knowledge is
present. The latter one is the main concern in this dissertation. A metabolite is identiﬁed if its molecular structure can be determined. The backbone technology for metabolite identiﬁcation is tandem mass spectrometry
(MS/MS or MS2 ) which is explained in more detail in Section 2.1.
This thesis concerns the problem of: given a MS/MS spectrum, what is
the molecule structure most likely to produce the observed spectrum. One
simple way to achieve this goal is to collect MS/MS spectra from as many
metabolites as possible to form a spectral database and search the spectrum to be identiﬁed against the reference spectra in the database. Many
spectral databases have been set up for the same reason such as Metlin
(Smith et al., 2005), Massbank (Hisayuki et al., 2010), HMDB (Wishart
et al., 2007, 2009, 2012), NIST MS/MS (Lowenthal et al., 2013) and re-
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cent GNPS (Wang et al., 2016). Many methods have been studied including Stein and Scott (1994); Stein (1994); Jeong et al. (2011); Koo et al.
(2011); Kim et al. (2012); Stein (2012) to compare two spectra.
According to da Silva et al. (2015), there are 220,000 MS/MS spectra
representing about 20,000 molecules which are measured and annotated
and can be served as reference spectra but more than 60 million molecules
in PubChem (Kim et al., 2016). If the MS/MS spectrum comes from some
metabolite that does not have a reference spectrum (spectrum that we
know the molecule it is measured from) in the spectral database, the
metabolite will not be identiﬁed correctly. Therefore, to bridge between
spectral database and compound database becomes the main trend of
the computational method development for metabolite identiﬁcation, especially in untargeted setting where no prior knowledge of the sample
exists.
Many algorithms have been focused on simulating fragments (in-silico
fragmentation) for the molecules in some compound database. A web
page listing the available tools for in-silico fragmentation can be found at
https://omictools.com/in-silico-fragmentation-category. They are
broadly divided into rule based methods, combinatorial methods and machine learning based methods. The fragmentation rules can be either
learned from data (Lindsay et al., 1980) or curated from mass spectrometry literature by experts. Many commercial tools including Mass Frontier (ThermoScientiﬁc), ACD/MS Fragmenter (Advanced Chemistry Labs,
Toronto, Canada) and MOLGEN-MS (Kerber et al., 2001, 2004) are rule
based methods. The problems of rule based methods are obvious: the rules
are continually discovered and they requires update every now and then.
Also, it is not likely that the human experts can cover all the fragmentation patterns and ﬁre the correct rules for each spectrum. On the other
hand, the combinatorial methods and machine learning based methods
for in silico fragmentation do not assume any pre-deﬁned rules and they
are reviewed in more detail in Section 2.2 and 2.3 separately.
The computational mass spectrometry community has put much effort
to establish the Critical Assessment of Small Molecule Identiﬁcation (
CASMI, http://www.casmi-contest.org) challenge. It allows method comparison on common datasets for small molecule identiﬁcation from mass
spectrometry data. It encourages knowledge sharing and collaboration to
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bring advancement to the ﬁeld. It has been organised since 2012. The
challenge provides a good overview and trace of development on the related methods for metabolite identiﬁcation. Two special issues related
CASMI challenge are available including Neumann and Schymanski (2013);
Nishioka (2014). Also, several good recent review papers on the computational methods for metabolite identiﬁcation exist for example: Scheubert
et al. (2013); Hufsky et al. (2014b); Johnson et al. (2014); Hufsky and
Böcker (2016).

2.1

Tandem mass spectrometry

An introduction to the process of acquiring tandem mass spectra from
a biological sample using tandem mass spectrometer is revisited in this
section. It contains the following steps: sample preparation, sample ionization, ﬁrst-stage mass spectrometry (MS1), fragmentation and secondstage mass spectrometry (MS2). An overview is shown in Figure 2.1.
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Figure 2.1. The process to acquire a tandem mass spectrum. The sample usually is a
mixture of metabolites and it needs to be prepared properly and then ionized. A precursor ion is selected in MS1 and fragmented substructures are
measured in MS2. The ﬁgure credits to Eric Bach.

Sample preparation. A biological sample usually contains a mixture of
metabolites. Liquid Chromatography (LC) is a popular technology to separate them (Wang et al., 2014). The general scheme is as follows: First
the sample is dissolved with solvent of a distinct polarity (for example a
mixture of water and methanol). If the metabolites in the sample are of
different polarities, when passing through the column, one metabolite will
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migrate faster than the others and the metabolites are separated into distinct bands within the column and leave the column at a different time.
The other common technology is Gas Chromatography (GC) where the
sample is ﬁrst brought into the gas phase and mixed with the carrier
gas (for example helium or hydrogen). Then the mixture is injected into
the column and interacts with the column. In the end, each metabolite
will elute at a different time, known as the retention time of the metabolite. For untargeted metabolite identiﬁcation, LC is of particular interest
due to straightforward sample processing and high sensitivity (Verdegem
et al., 2016). However, metabolites with different structures may still
have the same or similar retention times.
Sample ionization. Only charged metabolites can be measured in a mass
spectrometer. Therefore, a sample needs to be ionized before being moved
into the detector in the mass spectrometer. Two common techniques are
electrospray ionization (ESI) often combined with LC and electron ionization (EI) often combined with GC. ESI applies a high voltage to the liquid
sample to create an aerosol of ionized sample either with an additional
hydrogen cation in positive mode ([M+H]+ ) or removal of a hydrogen nucleus in negative mode ([M−H]− ). ESI ionization is soft in the sense that
the molecules in the sample are not fragmented (Banerjee and Mazumdar, 2012). EI hits the sample in gas phase with high energy electrons
and this leaves the sample ionized. EI ionization is hard in the sense that
the molecules in the sample are usually fragmented (Siuzdak, 2004). For
the following discussion, LC-ESI is assumed as the preprocessing step.
First-stage mass spectrometry (MS1). After the sample is prepared and
ionized, depending on the type of the mass spectrometer, the metabolites
in the sample with different mass to charge ratio (m/z), which is mass
of a metabolite divided by its charge, will be detected in the detector
of the mass spectrometer either at different times (Time of Flight mass
spectrometer) or different locations (magnetic sector mass spectrometer)
together with the abundance of the metabolites with a certain mass to
charge ratio. In the end of the MS1, all the metabolites in the sample
with different mass to charge ratio and their abundance can be retrieved
and this is called a full MS scan. Thereupon, one metabolite called a
precursor ion or parent ion can be selected manually or automatically for
subsequent analysis. Notice the separation of metabolites based on mass
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(if the charge is the same) is still not perfect because metabolites with
different structures may have the same mass.
Fragmentation. The mass alone could not determine the metabolite
since metabolites with different structures can share the same mass. Thus
collision-induced dissociation (CID, other techniques are also available for
example in source fragmentation and electron capture and transfer methods) is applied to fragment the metabolite into substructures and this provides additional information about the structures of the metabolite. The
selected metabolite (precursor ion or parent ion) is accelerated again to
pass through a collision cell ﬁlled with neutral gas and the bonds of the
precursor ion are broken by the collision between the neutral gas and the
metabolite (Shukla and Futrell, 2000). The level of the fragmentation can
be controlled by collision energy which is the voltage used in the acceleration. The generated fragments are to be measured in the second-stage
mass spectrometry.
Second-stage mass spectrometry (MS2). The same technology will be
used in the MS2 as in MS1 to measure the fragments of the original
metabolite. Only the charged part after fragmentation will be measured
in the MS2. The uncharged part will not be measured in the detector
and it is called a neutral loss. The fragments can be further fragmented
and measured. Sometimes the metabolite is not fragmented at all and
the whole charged molecule is measured, this is called the parent peak.
The resulting spectrum is called an MS/MS spectrum and contains many
substructures of the original metabolite.

2.2

Combinatorial methods

As mentioned earlier, the number of reference MS/MS spectra is very limited, especially compared to the number of molecules. In contrast to rulebased fragmenters, combinatorial methods such as FiD (Heinonen et al.,
2008) and MetFrag (Wolf et al., 2010) enumerate all possible fragments
by systematically breaking the bonds. MetFrag, which can be accessed
from http://c-ruttkies.github.io/MetFrag/, ﬁrst retrieves a set of candidates from some compound database, for example PubChem, KEGG
(Kanehisa and Goto, 2000) or ChemSpider (Pence and Williams, 2010),
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based on the exact mass. Then for each candidate, it enumerates fragments by breaking the molecule at a given bond. The fragments generated can be further broken but the number of allowed fragmentation is
restricted making it faster than FiD. The process is explored in a breadth
ﬁrst search (BFS) strategy. The fragments are matched against the observed peaks in the MS/MS spectrum and the matched fragments are
used to compute similarity scores which the ﬁnal ranking of the candidates is based on. A recent update on MetFrag includes fragmentation
algorithm reﬁnement and addition of more information such as retention
time, literature references, presence of certain elements or substructures,
etc. into the candidate ﬁltering and scoring phase (Ruttkies et al., 2016).
MIDAS (Wang et al., 2014) fragments the molecule in a depth ﬁrst search
(DFS) strategy. The advantage of using DFS is that the matched branch
can be discarded and the memory requirement is lower than using BFS.
Also, when computing the matching score between the in silico produced
fragments and measured peaks, the bond dissociation energy is ignored
and the similarity function is deﬁned differently as well.
Ridder et al. (2012) represents the non-hydrogen atoms of the molecule
as bit-strings and the fragments are generated by removing the atoms
sequentially. The possible fragments are explored in a BFS strategy as
in MetFrag. The bit-strings representation is memory efﬁcient and it allows fast test on whether the fragments have already generated or some
fragment is a subset of another fragment. The matching between in silico
fragments and observed MS/MS peaks is simpler than MetFrag. It can
also be used to match multistage MS data where the hierarchical information is available. An online tool named MAGMa is also provided by the
authors (http://www.emetabolomics.org/magma).
The main differences between the above three methods are the matching score deﬁnition. They are all based on some pre-deﬁned parameters
or rules to calculate the similarity between simulated fragments of some
candidate molecules and the observed MS/MS peaks. Verdegem et al.
(2016) investigated a data driven approach to estimate the related parameters in the matching step. Improved identiﬁcation results are reported
for MAGMa and MIDAS with a data dependent parameter optimization
approach.
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2.3

Machine learning methods

Recently, with the accumulation of measured tandem mass spectra such
as GNPS (Wang et al., 2016), machine learning methods including FingerID (Heinonen et al., 2012; Shen et al., 2013), CSI-FingerID (Shen et al.,
2014; Dührkop et al., 2015), CFM-ID (Allen et al., 2014, 2015) and the
latest one-step approach based on input output kernel regression (IOKR,
Brouard et al. (2016a)) have been proposed and they empirically outperformed traditional methods by a large margin. The Competitive Fragmentation Modelling (CFM-ID), available at http://cfmid.wishartlab.com,
uses machine learning algorithms for in silico fragmentation and it is
shortly reviewed in the following. The molecular ﬁngerprint based machine learning methods, including FingerID, CSI-FingerID and IOKR, are
the main contribution of this thesis and they are described in more detail
in Chapter 4.
CFM-ID predicts not only the fragments but also the intensity by a generative probabilistic model. Its identiﬁcation rate bypasses the rule based
and combinatorial methods. The fragmentation is modelled as a stochastic, homogeneous, Markov process (Cappé et al., 2009). It ﬁrst enumerates
all the fragments up to a maximum depth. For every possible fragmenting
path, several chemical features describing the fragments on the two sides
are used in a linear model to predict how likely the fragmentation is to
happen. A softmax function is applied on top of the output of the linear
function to convert it to a probability. The peak mass is assumed to come
from a narrow Gaussian distribution around the fragment mass. The parameters are estimated by the EM algorithm (Demrsrsa et al., 1977) on
Metlin and Massbank ESI MS/MS spectra.
After training, the peaks can be drawn from the generative model multiple times and the marginal distribution of the peaks gives the intensities
of the peaks. According to Allen et al. (2014), this is the ﬁrst method that
can predict the intensities of ESI MS/MS spectra. The author recently
applied the method on EI-MS spectra with the linear model replaced by
an artiﬁcial neural network (Allen et al., 2016) and the improvement is
clear comparing to the competitors.
The main contribution of this thesis is also applying machine learning
methods to the metabolite identiﬁcation task, but in a totally different
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path than in silico fragmentation. The machine learning background is
ﬁrst reviewed in Chapter 3 followed by its application to metabolite identiﬁcation in Chapter 4.
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Kernel methods (Schölkopf and Smola, 2001; Shawe-Taylor and Cristianini, 2004) are a class of algorithms in machine learning. They are characterized by a user deﬁned kernel function which measures the similarity between two data points. The kernel function allows one to compute
the inner product implicitly in a high-dimensional feature space without
ever computing the coordinates of the data in that space. This leads to
wide application for structured objects (Gärtner, 2003; Bakir, 2007) such
as strings, trees, graphs and computational efﬁciency gains for tasks in
very high or even inﬁnite dimension feature spaces.
In this thesis, we consider the kernel methods in supervised learning
by empirical risk minimization (ERM). Assume we have some input space
X , output space Y = {+1, −1} and the training data as input output pairs
D = {(xi , yi )}ni=1 , xi ∈ X , yi ∈ Y. Notice that the input space can be Rd or a
structured space.
We would like to learn a function f : X → Y. To do so, we deﬁne a loss
function L(ŷ, y) which measures how different the prediction ŷ is from the
true output y. The f can be learned by ERM:
R̂(f ) =

n


L(f (xi ), yi ).

(3.1)

i=1

One problem of ERM is overﬁtting, especially when the number of features
is much larger than the number of training examples. To overcome this
issue, a regularizer is often used to control the complexity of f :
R̄(f ) =

n


L(f (xi ), yi ) + Ω(||f ||),

(3.2)

i=1

where Ω(·) : [0, ∞) → R is a strictly monotonically increasing real-valued
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function. In the following, we will show how to use kernels to avoid explicit computations in the feature space.

3.1

Kernels

We start with a recap on inner product spaces. An inner product space
is a vector space V with an additional structure called an inner product
deﬁned as:
·, · : V × V → R,
which satisﬁes the following three conditions:

1. Symmetry:
u, v = v, u, ∀u, v ∈ V.
2. Linearity:
αu + βv, w = αu, w + βv, w, ∀u, v, w ∈ V, ∀α, β ∈ R.
3. Positive deﬁniteness:
u, u ≥ 0, ∀u ∈ V,
u, u = 0 ⇔ u = 0.
An Hilbert space, denoted as H, is an inner product space with the following conditions:
1. Complete: every Cauchy sequence of elements in H converges to an
element of H.
2. Separable: there is a countable subset of elements S ⊆ H such that
∀h ∈ H, ∃s ∈ S, ||h − s|| <  (dense).
Let f : X → R and k : X × X → R, f ∈ H and k(x, ·) ∈ H, ∀x ∈ X . H is
a Reproducing Kernel Hilbert Space (RKHS) if k satisﬁes the reproducing
property:
f (x) = k(x, ·), f (·)H .
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We denote the Hilbert space H with reproducing kernel k as Hk . If we let
x ∈ X , f = kx = k(x , ·) ∈ H, an immediate consequence is following:
k(x, x ) = kx (x) = k(x, ·), k(x , ·)Hk .
By the deﬁnition of inner product, we know the function k is symmetric
and positive deﬁnite. Actually the reverse is also true by the following:
Theorem 1 (Moore-Aronszajn theorem, Aronszajn (1950)) Suppose k
is a symmetric, positive deﬁnite kernel on a set X , then there is a unique
Hilbert space of functions on X for which k is a reproducing kernel.
Now we are ready to deﬁne kernel function. A function k : X × X → R is
a valid kernel function if it corresponds to an inner product in RKHS:
k(x, x ) = ϕ(x), ϕ(x )Hk , ∀x, x ∈ X
where ϕ : X → Hk is a feature map. Equivalently, if k is a symmetric, positive deﬁnite function, it is also a valid kernel by Moore-Aronszajn
theorem. In the following, we introduce one important theorem in kernel methods which allows solving of the regularized ERM R̄ without any
computation in the feature space.
Theorem 2 (Representer theorem, Schölkopf et al. (2001a)) Let the
training dataset and regularized ERM R̄ be deﬁned as in (3.2). Let k be
a positive-deﬁnite real-valued kernel on X × X with corresponding reproducing kernel Hilbert space Hk . Then for any f ∗ ∈ Hk satisfying:
f ∗ = argmin R̄(f ),
f ∈Hk

(3.3)

f ∗ admits a representation of the form:
f ∗ (·) =

n


αi k(·, xi )

(3.4)

i=1

where αi ∈ R for i = 1, . . . , n.
The proof is omitted and can be found in the original paper. As we will
see later, the solutions of both the support vector machine (SVM) and
structured prediction algorithm Input Output Kernel Regression (IOKR)
can be written in this form.
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There are many valid ways to create kernel functions from other kernel
functions, here we list the three most common ones (Shawe-Taylor and
Cristianini, 2004). Let k1 and k2 be two valid kernel functions over X × X ,
x, x ∈ X and a ∈ R+ , the following functions are also valid kernels:
1. k(x, x ) = k1 (x, x ) + k2 (x, x ),
2. k(x, x ) = ak1 (x, x ),
3. k(x, x ) = k1 (x, x )k2 (x, x ).
These properties ensure that the multiple kernel learning (MKL) algorithms, which will be introduced later, return valid kernels. The MKL is
a main component used in Publication III, Publication IV and Publication
V.

3.2

SVM and IOKR

The Support vector machine (SVM, Cortes and Vapnik (1995)) is probably the most well known kernel method. Its popularity comes from an
intuitive idea, strong theoretical background, good performance, and an
efﬁcient solver via convex optimization (Boyd and Vandenberghe, 2004).
It is a linear classiﬁer in the feature space with the classifying function:
f (x) = sign(w, ϕ(x) + b).

(3.5)

There may be potentially many such classiﬁers, SVM seeks the one maximizing the minimum geometric margin from the training data points to
the separating hyperplane deﬁned by:
γ = min{γ1 , . . . , γn },

(3.6)

in which the geometric margin for each data point is deﬁned by:
γi =
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.
||w||

(3.7)
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Notice the geometric margin is scaling invariant to the solutions w and b.
As a result, the SVM problem can be equivalently written as:
max γ

w,b,γ

s.t. yi (w, ϕ(xi ) + b) ≥ γ, i = 1, . . . , n,
||w|| = 1.
The constraint ||w|| = 1 deﬁnes a non-convex set. This can be alleviated
by replacing variables w =

w
γ ,b

= γb , leading to the following hard-margin

SVM formulation:
min
w,b

1
||w||2
2

s.t. yi (w, ϕ(xi ) + b) ≥ 1, i = 1, . . . , n.
One problem of this formulation is that, in the real world, many datasets
are not linearly separable due to their nature or noise, and the constraints
can not be satisﬁed. This problem can be addressed by introducing a slack
variable ξi for each data point and this leads to the following soft-margin
SVM formulation:

1
||w||2 + C
ξi
2
n

min

w,b,ξ

i=1

s.t. yi (w, ϕ(xi ) + b) ≥ 1 − ξi , i = 1, . . . , n,
ξi ≥ 0, i = 1, . . . , n.
By using the slack variables ξi , we allow the constraints to be violated
but in the same time penalize the violations in the objective function.
The parameter C controls how much violation is allowed: a very large
C pushes ξi to be as close to zero as possible and a very small C allows ξi
to be fairly large.
If we assume there is a kernel function k such that k(x, x ) = ϕ(x), ϕ(x ),
applying the standard Lagrangian technique, the dual of the soft-margin
SVM can be formulated as following:
max
α

n

i=1

αi −

n


αi αj yi yj k(xi , xj )

i,j=1

s.t. 0 ≤ αi ≤ C, i = 1, . . . , n,
n


αi yi = 0.

i=1
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By the representer theorem introduced in Section 3.1, when reaching the
optimal solutions, the weight vector can be represented as
w=

n


(3.8)

αi yi ϕ(xi ).

i=1

Therefore, the classiﬁcation function can be represented as:
f (x) = sign(w, ϕ(xi ) + b) = sign(

n


αi yi k(xi , x) + b).

(3.9)

i=1

Notice that only the data points with αi > 0 contribute to the classiﬁcation function and they are called as support vectors. The SVM has been
widely used for single label prediction due to its simplicity, convexity and
matured implementation and it is used in Publication I, Publication II,
Publication III and Publication IV.
We now shift to a more general setting with structured objects in both input and output spaces such as the metabolite identiﬁcation task with tandem MS/MS spectra on the input side and molecule structures on the output side. Structured output prediction algorithms (Collins, 2002; Roller,
2004; Tsochantaridis et al., 2005; Rousu et al., 2006; Bakir, 2007; Marchand et al., 2014) are designed to tackle the problems with structures.
Input Output Kernel Regression (IOKR, Brouard et al. (2016b)) is one recently developed method which can handle the structure and is used in
the metabolite identiﬁcation task as shown in Publication V. The main
ideas of IOKR are introduced in the following.
Instead of a binary output space as presented in the beginning of this
chapter, we will have a structured output space Y. Assume we have a
kernel function ky such that for ∀y, y  ∈ Y:
ky (y, y  ) = φ(y), φ(y  )Fy ,

(3.10)

in which Fy is output feature space and φ : Y → Fy is a feature map from
output space to output feature space. The method contains two steps:
ﬁrst learning a function h : X → Fy than recovering the prediction ŷ by a
pre-image step. Notice the value of the function h is a vector in Fy , as a result, an important component of IOKR is to use RKHS theories for vector
valued functions (Micchelli and Pontil, 2005; Senkene and Tempel’man,
1973). In this theory, a kernel for the input Kx : X × X → L(Fy , Fy ) is
a function with value as linear operator from Fy to Fy . If Fy has ﬁnite
dimension d, the linear operator L(Fy , Fy ) becomes a matrix of size d × d.
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Let the space of the function h be H. The function h can be learned via
the following minimization problem:
argmin
h∈H

n


||h(xi ) − φ(yi )||Fy + λ||h||H ,

(3.11)

i=1

with λ > 0. Micchelli and Pontil (2005) generalized the representer theorem to operator-valued functions. The proof can be found in the Theorem
4 in the original paper. According to the theorem, the function h can be
expressed as:
h(x) =

n


Kx (x, xi )ci , ci ∈ Fy .

(3.12)

i=1

It can be seen that by replacing h in the minimization problem with the
formulation in the representer theorem, the solutions ci , i = 1, . . . , n can
be recovered by the following system of equations ∀j = {1, . . . , n}:
n


(Kx (xj , xi ) + λδij )ci = φ(yj ),

(3.13)

i=1

in which δij = 1 if i = j, otherwise, δij = 0. The prediction step involves
solving a pre-image problem:
f (x) = argmin ||h(x) − φ(y)||.

(3.14)

y∈Y

If we assume a ﬁnite dimension output feature space Fy ∈ Rd and
decomposable operator valued kernel (Álvarez et al., 2012; Baldassarre
et al., 2012) of the following form:
Kx (x, x ) = kx (x, x ) ∗ Id ,

(3.15)

in which kx : X × X → R is a normal scalar valued kernel with kx (x, x ) =
ϕ(x), ϕ(x ) and Id is an identity matrix of size d × d, then the solution
ci ∈ Rd , i = 1, . . . , n can be written in closed form:
vec(C) = (KX + λInd )−1 vec(ΦY ),

(3.16)

in which the vec(·) operation stacks all the columns of a matrix, C ∈ Rd×n
contains all the solutions ci , i = 1, . . . , n on the columns, KX ∈ Rnd×nd is a
block matrix of size n × n with k(xi , xj ) ∗ Id in the block of ith row and j th
column, Ind is an identity matrix of size nd × nd and ΦY ∈ Rd×n contains
features vectors of φ(yi ), i = 1, . . . , n on the columns.
In this simpliﬁed setting, the prediction function (also called the preimage) can be solved via a closed form expression if we further assume
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normalized output feature space, i.e. ||φ(y)|| = 1. The prediction function
becomes:
fˆ(x) = argmax kY (y)T (λIn + KX )−1 kX (x),

(3.17)

y∈Y

in which

⎤
⎤
⎡
ky (y1 , y)
kx (x1 , x)
⎥
⎥
⎢
⎢
⎥
⎥
⎢
⎢
..
..
kY (y) = ⎢
⎥and kX (x) = ⎢
⎥
.
.
⎦
⎦
⎣
⎣
ky (yn , y)
kx (xn , x)
⎡

are two column vectors, KX ∈ Rn×n is the input kernel matrix associated
with kernel kx and In ∈ Rn×n is an identity matrix. It is clear that the
ﬁnal prediction involves both input kernel kx and output kernel ky and
it is very similar to the solution of kernel ridge regression, this explains
why the method is named Input Output Kernel Regression.
The pre-image (3.17) needs to solve a maximization problem over the
output space Y which could be extremely large and ﬁnding the maxima
could be very expensive. Fortunately, in metabolite identiﬁcation, the
search space can often be restricted to no more than tens of thousands
molecules as shown in Section 4.3 in which a single computer is usually
enough to solve the problem.

3.3

Multiple kernel learning

Multiple kernel learning (MKL), or learning kernels used in Publication
III, Publication IV and Publication V, concerns the problem of combining different kernel functions. Compared to a single kernel, MKL can
reduce the bias introduced by kernel selection and it can be used to combine the data from different sources or views. It can be broadly divided
into two categories: one-stage algorithms that solutions of MKL and the
actual learning algorithms are solved in the same time, two-stage algorithms that MKL is solved independently of learning algorithm and any
kernel based model can be used in the later stage. MKL is the backbone
technology used by the author to tackle the metabolite identiﬁcation task
with kernels and applying it to metabolite identiﬁcation is one of the main
contributions of this thesis.
In the following, we will give a short recap on the main methods in
the ﬁeld (Gönen and Alpaydın, 2011). First, let us assume we have a
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set of kernel functions k1 , . . . , kq on the input side. The goal is to ﬁnd a
combination of the base kernels kμ =

q
p=1 μp kp

such that the measured

performance is maximized. We denote the kernel matrices computed from
applying kernel functions on data D by Kk ∈ Rn×n , k = 1, . . . , q for base
kernel functions and Kμ =

q
k=1 μk Kk

for combined kernel function kμ .

The seminal work in the ﬁeld was proposed by Lanckriet et al. (2004),
in which learning kernels is combined with a different formulation of the
SVM to maximize the margin. For example, according to Theorem 21
in their paper, the solutions of the kernel weights and the solutions for
soft margin SVM can be solved via the following semi-deﬁnite programme
(SDP):
min

μ,t,γ,β,δ

t

s.t. trace(Kμ ) = c,
Kμ  0,
⎛
G(Kμ )
⎝
(e + β + γy − δ)T

e + β + γy − δ
t − 2Cδ T e

⎞
⎠  0,

β ≥ 0, δ ≥ 0,
in which G(Kμ )ij = yi yj (Kμ )ij . The solution α can be recovered using
Theorem 16 in Lanckriet et al. (2004) by the following:
α = G(Kμ )−1 (e + β + γy − δ).
Solving a SDP (Vandenberghe and Boyd, 1996) is computationally too expensive for practical applications. If we restrict μ ≥ 0, then Kμ will always be positive semi-deﬁnite (PSD), thus the constraint Kμ  0 can be
omitted. In this case, Lanckriet et al. (2004) showed the problem can be
reduced to a quadratically constrained quadratic program (QCQP).
Many following works had focused on improving the efﬁciency. Bach
et al. (2004) converted the convex non-smooth problem to a smooth version where the sequential minimization optimization (SMO, Platt et al.
(1998)) technique can be applied. Sonnenburg et al. (2006) reformulated
the problem as a semi-inﬁnite linear program which can be efﬁciently
solved using an off-the-shelf LP solver and a standard SVM solver. Similarly, Rakotomamonjy et al. (2008) also used a wrapper algorithm simpleMKL which uses existing SVM solvers and updates the kernel weights
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by a projected gradient update compared to the LP in Sonnenburg et al.
(2006).
Kloft et al. (2011) proposed a more general constraint on the kernel
weights, i.e. ||μ||p ≤ 1, μ ≥ 0. Compared to other works that produce
sparse solutions, they focused on the cases with p > 1 which produces
non-sparse solutions and demonstrated theoretical and empirical advantages. When combined with the hinge loss, Kloft et al. (2011) showed the
problem can be solved by a wrapper algorithm in which the solutions α of
SVM and the solutions μ for kernel weights are solved alternatively. The
α can be computed by any SVM implementation and the μk (k = 1, . . . , q)
can be computed as:
2

μk =

||wk || p+1

2p
1
q
 p+1 ) p
k =1 ||wk ||

(

,

in which ||wk ||2 = μ2k αT Kk α is computed with μk taken from previous
iteration.
A more general framework of multiple kernel learning (GMKL) was
studied by Varma and Babu (2009), where they consider the following
general form:

1
||wμ ||2 +
(yi , wμ , ϕμ (xi )) + r(μ)
2
n

min

wμ ,μ

i=1

s.t. μ ≥ 0
in which ϕμ is the feature mapping corresponds to kμ and r(μ) is any
regularizer. It can be solved, if ∇μ kμ and ∇μ r exists and is continuous, by
a wrapper algorithm for the SVM and the kernel weights are updated by
gradient descent with projection onto the feasible set in every iteration.
As a result, non-linear combinations and the product of base kernels such
as kμ = (μ0 +

q
d
k=1 μk kk )

are possible under this framework. Cortes et al.

(2009) also considered a polynomial combination of kernels and proposed
a one-stage algorithm for kernel ridge regression (KRR, Vovk (2013)).
A similar idea was explored by Li and Sun (2010) where they explicitly
constructed new base kernel matrices after a nonlinear combination and
learned the weights for a linear combination of the new kernel matrices
using the algorithm proposed in Lanckriet et al. (2004).
All the above MKL methods are one-stage algorithms. In the following,
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we revisit several two-stage algorithms, especially kernel target alignment
(KTA) based ones (Cristianini et al., 2002; Cortes et al., 2012; Kumar
et al., 2012).
Kernel target alignment was ﬁrst proposed by Cristianini et al. (2002)
for binary labels. Let y ∈ Rn be the vector contains all the label for dataset
D, the target kernel is computed as Ky = yyT . It can be thought of as
an ideal kernel where data points in the same class have similarities 1
and data points in different class have similarities −1. The kernel target
alignment between two kernel matrices K, K is deﬁned as
Â(K, K ) = 

K, K F
K, KF K , K F

,

where ·, ·F is the Frobenius inner product. The alignment score Â is a
measure of similarity of two kerne matrices. The alignment of an input
kernel matrix K to the target kernel matrix Ky is a heuristic for how
good the kernel will be for the later classiﬁcation performance. Let I be
T

the identity matrix, and 1 be a unit vector and U = [I− 11n ]. The centered
version of a kernel matrix can be computed with the simple formula:
Kc = UKU.
Cortes et al. (2012) found that the centered input kernel matrices correlate better with the later classiﬁcation performance than uncentered ones.
The alignment for centered kernels are computed as the following:
Kc , K c F
.
ρ̂(K, K ) = 
Kc , Kc F K c , K c F
Based on this observation, they suggested the combined kernel matrix can
be simply computed as (ALIGN):
Kμ ∝

q


ρ̂(Kk , Ky )Kk .

k=1

A variant is to seek a non-negative linear combination of kernels such
that ρ̂(Kμ , Ky ) is maximized (ALIGNF):
max ρ̂(Kμ , Ky ),

μ∈M

(3.18)

where M = {||μ|| = 1, μ ≥ 0}. Let M and a be deﬁned by:
(M)k = Kk c , K c F ,
(a)k = Kk c , Ky c F ,

k, = 1, . . . , q,
k = 1, . . . , q.
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The following proposition, proved by Cortes et al. (2012), shows that the
optimization (3.18) can be solved via quadratic programming (QP).
Proposition 1 Let v∗ be the solution of the following QP:
min vT Mv − 2vT a.
v≥0

(3.19)

Then, the solution μ∗ of the Optimization (3.18) is given by μ∗ = v∗ /||v∗ ||.
The following proposition is proved in Publication VI, sec. 3:
Proposition 2 The dual of the following problem coincides with (3.19):
min W, WF
W

s.t. 2W, Kk F ≥ 2Ky , Kk F , k = 1 . . . , q.
This formulation is basically a one-class SVM (Schölkopf et al., 2001b)
type problem. Based on this observation, Publication VI used the similar
trick as soft margin SVM to make the algorithm more robust to outliers
and noise. It ﬁrst adds slack variables to the constraints and the objective:
min
W,ξ

W, WF + C

p


ξk

k=1

s.t. 2W, Kk F ≥ 2Ky , Kk F − ξk , k = 1 . . . , q,
ξk ≥ 0, k = 1 . . . , q.
The dual of the above problem proposed in Publication VI is derived as
follows (ALIGNF+):
min vT Mv − 2vT a
v

s.t. 0 ≤ vk ≤ C, k = 1 . . . , q.
The effect of the upper bound C is shown in Figure 3.1. In fact, by controlling the upper bound of ALIGNF+, we interpolate between ALIGNF
and the simple uniform combination of kernels (UNIMKL), where every
kernel receives the same weight. The ALIGNF+ reduces to ALIGNF when
C → +∞ and it reduces to UNIMKL when C → 0.
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Figure 3.1. The change of angles between the solutions of ALIGNF+ and UNIMKL (on
the Y-axis) against increasing upper bound in ALIGNF+ (on the X-axis),
shown in the blue line. The angle between the solution of ALIGNF and
UNIMKL is shown in the red dashed line.
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4. Metabolite identiﬁcation with kernel
methods

Given a tandem MS/MS spectrum, metabolite identiﬁcation concerns identifying the molecular structure that produced the spectrum. From a machine learning point of view, the input will be the MS/MS spectrum and
the output will be the molecular structure. Notice that both input and
output are structured objects and kernel methods have been widely used
to tackle the problems of this kind (Bakir, 2007). Therefore, kernel methods were chosen to tackle the metabolite identiﬁcation task in this thesis.
The kernels for mass spectra and another view of mass spectrum named
as fragmentation tree are introduced in Section 4.1. The concept of molecular ﬁngerprints and kernel based molecular ﬁngerprints prediction are
described Section 4.2. The rankings of the candidate molecular structures
based on ﬁngerprint prediction is covered in Section 4.3. The one-step approach based on input output kernel regression (IOKR) is introduced in
Section 4.4 followed by available implementations in Section 4.5.

4.1

Kernels for mass spectra and fragmentation trees

In a tandem MS/MS spectrum, a peak containing the abundance of certain fragment is represented as a tuple of mass to charge ratio (m/z) and
intensity. Although modern mass spectrometers are very accurate with
high resolution, measurement error can not be avoided. In Publication
I, a mass spectrum is represented by a collection of peaks, each peak is
modelled as a 2-dimensional Gaussian distribution centered around the
observed position with isotropic covariance. Formally, a spectrum conx
where nx is the number of peaks in the
tains a set of peaks x = {x( )}n=1

spectrum x. A peak is represented as x( ) = (x( )m , x( )i ) where x( )m is
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Figure 4.1. The actual peaks are showed in black bars. The Gaussian distributions
around the observations are showed in the grey contour lines. The variance
for intensity should be much larger than the variance for the mass to charge
ratio.

the mass to charge ratio and x( )i is the intensity for

th

peak in x. The

peak is assumably drawn from a normal distribution px() ∼ N (x( ), Σ),
⎤

⎡

where

Σ=⎣

σm

0

0

σi

⎦

with σm as variance for mass dimension and σi for intensity dimension.
The probability of a given mass spectra thus can be represented as px =
nx
=1 px() .

Figure 4.1 illustrates the idea for a sample mass spectrum.

The kernel function between two mass spectra is then applied on two
mixtures of Gaussian distributions. Using probability product kernels
(PPK) proposed in Jebara et al. (2004) (used in Publication I), the PPK
kernel can be formally deﬁned as:
k(x, x ) = k(px , px )

px (z)px (z)dz
=
R2

=

nx ,nx

1
1
1
exp(− (x( ) − x (  ))T Σ−1 (x( ) − x (  ))).
nx nx 4πσm σi 
4
, =1

The variance parameters σm , σi are tuned by cross validation in practice.
As found in Publication III, the current best parameters are σm = 1 × 10−5
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and σi = 1 × 105 .
The peaks of a mass spectrum are the result of fragmentation of the
molecule. Even though the actual fragmentation process is very complicated, computational models are still available to explain the tandem
MS/MS spectra in a hypothetical way. Fragmentation trees (Böcker and
Rasche, 2008; Rasche et al., 2011; Böcker and Dührkop, 2016) are one
such example and they can be used to identify the molecular formula of
the unknown molecules.
Fragmentation trees aim to explain every peak with a molecular formula having the same mass and the root of the fragmentation tree will be
the molecular formula of the unknown molecule. The computation of fragmentation tree using maximum colorful subtree is shortly revisited here.
It is possible that several chemical formulas can have the same mass, so
the set of possible chemical formulas corresponding to a peak mass are
ﬁrst enumerated and assigned a color, they form the vertices of the graph.
Then direct edges are assumed if one chemical formula contains another
chemical formulas in terms of atom counts. Given some weighting on the
vertices and the edges and also the constraint that only one chemical formula can be chosen for one color and each color has to be used exactly
once, the goal is to seek a subtree with maximum weights. This is a NPhard problem as shown in Böcker and Rasche (2008) and recent advances
solve this problem with integer linear programming (Rauf et al., 2013).
The weight for a vertex can be the intensity. The weight for an edge
can be based on the neutral loss from the parent peak to the child peak
due to the fact that certain neutral losses are more common than others.
In Böcker and Rasche (2008); Rasche et al. (2011), the edge scores are
based on expert-curated knowledge while the scoring has been replaced by
a probabilistic model where the neutral losses and their frequencies are
learned from the data (Böcker and Dührkop, 2016). Figure 4.2 illustrates
one example of a fragmentation tree computed from one mass spectrum.
Fragmentation trees can be considered as another view of mass spectra.
Many kernel functions based on fragmentation trees has been proposed
in Publication III as well as in Publication IV. These kernels are mostly
based on the nodes, edges (losses) and substructures of the fragmentation
tree. In total, 24 kernels are invented and the details can be found in
Publication III and supplementary material in Publication IV.
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Figure 4.2. An example of MS/MS spectrum and its fragmentation tree. Each node of
the fragmentation tree corresponds to a peak and is labeled by the molecular formula of the corresponding fragment. The root of the tree is labeled
with the molecular formula of the unfragmented molecule. Edges represent
the losses. Two nodes and one edge are colored to show the correspondence
between the MS/MS spectrum and the fragmentation tree. Figure credits to
Céline Brouard.

4.2

Molecular ﬁngerprints prediction

Some representations of the molecules have to be used to identify them in
a machine learning framework. The most straightforward way is to represent the molecule as a labeled graph. Even though it can be handled as
shown later in this chapter, classical machine learning algorithms including kernel based methods still assume the outputs are represented by binary variables, categorical variables (classiﬁcation) and continuous variables (regression). Chemists use binary vectors to represent molecules,
known as molecular ﬁngerprints.
Molecular ﬁngerprints are a representation of the structures or properties of a molecule. The most common type of a molecular ﬁngerprints
is a bit vector where each bit describes the presence or absence of a particular, ﬁxed molecular structure or property. Fingerprints have been extensively used in the ﬁeld of virtual screening, in particular, they can be
used to estimate the structural similarity of two molecular structures using the Tanimoto coefﬁcient (Jaccard index). 528 molecular ﬁngerprints
are used in Publication I, Publication II and Publication III and a total of 6269 molecular ﬁngerprints are used in Publication IV and Publication V. The detailed description of the used molecular ﬁngerprints
can be found in the supplementary material in Publication IV (http:
//www.pnas.org/content/112/41/12580?tab=ds). All the molecular ﬁn-
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gerprints are generated by freely available software such as OpenBabel
(O’Boyle et al., 2011) and CDK (Steinbeck et al., 2003; May and Steinbeck, 2014).
The metabolite identiﬁcation task is composed of two steps as proposed
in Publication I: The ﬁrst step is that given a tandem MS/MS spectrum,
predict the binary molecular ﬁngerprints. Then the predicted ﬁngerprints
are matched against some molecule structure database. The second step
will be explained later in the next section. By using the molecular ﬁngerprint representation, if they are predicted individually, a set of standard
binary classiﬁcation problems is posed and SVM (Section 3.2) can be used
as the classiﬁer as used in Publication I, Publication II, Publication III
and Publication IV.
In Publication I, many other kernels on mass spectra are explored and
compared. For example, binning the peak mass to charge ratio to the
closest integer to give the feature index and the peak intensity as the feature value and then taking the inner product as a linear kernel. The loss
from the parent peak (corresponds to the precursor ion) and the differences between every two peaks in a mass spectrum are also considered
in some kernel functions. The evaluations in Publication I demonstrated
that simply applying the PPK kernel (Section 4.1) on the peaks achieved
competitive performance. The issue of mass spectra for multiple collision
energies is also investigated in Publication I in which combining the peaks
from different collision energies outperformed combining the kernels of
mass spectra measured in different collision energies. This method was
used to attend the CASMI challenge (Publication II).
To combine the information from fragmentation tree, multiple kernel
learning (MKL, introduced in Section 3.3) is used to merge the PPK kernel for mass spectra and other fragmentation tree based kernels. In Publication III, both one-stage methods including

p -norm

multiple kernel

learning (Kloft et al., 2009, 2011) and quadratic combination of kernels
(Li and Sun, 2010) as well as two-stage methods ALIGNF and ALIGNF
(Cortes et al., 2012) are evaluated. The experiments promoted ALIGNF
as the best MKL algorithm and this is adopted in Publication IV and Publication V. After the kernels are combined, SVM can be used to predict
molecular ﬁngerprints as in Publication I, Publication II, Publication III
and Publication IV.
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There is an important detail to use ALIGNF for multilabel task such as
molecular ﬁngerprints prediction. ALIGNF is initially proposed for a single label dataset, as a result, one can compute the target kernel independently and apply ALIGNF for each ﬁngerprint. One can also use ALIGNF
in a multilabel dataset by computing the target kernel as KY = YY ,
where Y ∈ Rn×m is a molecule ﬁngerprints matrix with n examples and
m ﬁngerprints. The later strategy showed empirically better performance
and was used by Publication III, Publication IV and Publication V. The
soft ALIGNF algorithm (ALIGNF+) introduced in Publication VI (also see
Section 3.3) can improve over ALIGNF in the case where the target kernel
is independently computed for each ﬁngerprint, but not in the case when
the target kernel is jointly computed from all the ﬁngerprints.

4.3

Ranking candidates

Given a tandem MS/MS spectrum to be identiﬁed, after the molecular
ﬁngerprints are predicted, they are used to match the ﬁngerprints generated in the same way as the training data for the molecules in some
compound database such as KEGG, PubChem or ChemSpider. Since the
mass of the unknown molecule is known, one can reduce the search space
of the molecules in the database to a much smaller set based on mass ﬁltering where molecules with large mass difference are discarded as used
in Publication I, Publication II and Publication III. If a fragmentation
tree for the tandem MS/MS spectrum is available, one can further assume to know the molecular formula of the unknown molecule since it is
the root of the fragmentation tree. Thus, fragmentation tree allows molecular formula ﬁltering where only the molecules in the database with the
same molecular formula remain as candidate molecules. The molecular
formula ﬁltering is used in Publication IV and Publication V.
To compare a predicted molecular ﬁngerprints ŷ with ﬁngerprints y of
some molecule in the candidates set, the simplest way is to count how
many ﬁngerprints are matched:
suni (ŷ, y) =

m


1ŷi =yi .

i=1

This score assumes the ﬁngerprints are equally important, which in general is not true due to the fact that one often predicts the ﬁngerprints
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with different conﬁdence. If the ith ﬁngerprint is predicted with accuracy
γi , then the scoring based on accuracy as used in Publication I, Publication II and Publication III can be deﬁned as a Poisson binomial probability
for the ﬁngerprint vector y given the prediction ŷ. Often, the logarithm of
the score is used to avoid numerical issue:
spb (ŷ, y) =

m


log(γ 1ŷi =yi ) + log((1 − γ)1ŷi =yi ).

i=1

It is also possible to convert the label predictions of SVM into probabilities called Platt probabilities. The detail of this conversion can be found
in Schölkopf et al. (2001b) and it is available in many implementations
such as LIBSVM (Chang and Lin, 2011). The Platt probabilities can be
used as another conﬁdence score to replace accuracies. Borrowing the
idea of likelihood ratios in diagnostic testing (van der Helm and Hische,
1979) and combining it with Platt probabilities, Publication V proposed
the following scoring (modiﬁed Platt scoring):
smp (ŷ, y) =


i∈A

ai +


i∈B

bi +


i∈C

ci +



di

i∈D

where A = {i|ŷi = +1, yi = +1}, B = {i|ŷi = +1, yi = −1}, C = {i|ŷi =
−1, yi = +1} and D = {i|ŷi = −1, yi = −1} with the coefﬁcients:
1
3
ai = log(pi ) + log(1 − tpi )
4
4
3
bi = log(1 − pi )
4
3
ci = log(pi )
4
3
1
di = log(1 − pi ) + log(1 − tni )
4
4
where pi is the Platt probability for ith ﬁngerprint estimated from the
training data and tpi , tni are the true positive rate (sensitivity) and true
negative rate (speciﬁcity) for ith ﬁngerprint separately. Empirically it outperforms others by a large margin as reported in Publication V.

4.4

One step approach with IOKR

Recently, the metabolite identiﬁcation task is solved with a one-step approach using Input Output Kernel Regression (IOKR) as shown in Publication V. The IOKR (Brouard et al., 2016b) can learn a mapping from
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structured input to structured output through the usage of kernels. For a
recap, the prediction of IOKR can be obtained via the following:
fˆ(x) = argmax kY (y)T (λIn + KX )−1 kX (x),
y∈Y

where

⎤
⎤
⎡
ky (y1 , y)
kx (x1 , x)
⎥
⎥
⎢
⎢
⎥
⎥
⎢
⎢
..
...
kY (y) = ⎢
⎥and kX (x) = ⎢
⎥
.
⎦
⎦
⎣
⎣
ky (yn , y)
kx (xn , x)
⎡

are two column vectors, KX ∈ Rn×n is the input kernel matrix associated
with kernel kx and In ∈ Rn×n is an identity matrix. More detail of IOKR
can be found in Section 3.2.
Notice that the prediction is simply dependent on the choice of input and
output kernel functions kx and ky . For the metabolite identiﬁcation task,
the input are mass spectra (or fragmentation trees computed from them)
for which many kernels have been introduced in Section 4.1. These input
kernels can be combined using MKL as in 4.2. The output are molecular
structures which needs more attention. As a start, molecular structures
can be modelled as an undirected graph with labeled nodes and edges.
Then graph kernels (Vishwanathan et al., 2010) such as shortest path
kernel (Borgwardt and Kriegel, 2005) and graphlet kernel (Shervashidze
et al., 2009) can be applied on the output side.
Molecular ﬁngerprints, as an alternative to graph kernels, can also be
used to build a kernel for the molecular structures on the output. They
simply compute a linear kernel (or polynomial kenrel, RBF kernel) on the
ﬁngerprint vectors of two molecules ky (y, y  ) = φ(y), φ(y  ) = y, y  where
y and y are molecular ﬁngerprint vectors for y and y  . In Publication
V, it is empirically demonstrated that they performs better than graph
kernels and RBF kernel on top of ﬁngerprint features revealed the best
identiﬁcation rates.
The IOKR also needs to solve a pre-image problem which is to ﬁnd an
output object y from the output space Y that maximize fˆ. It is usually
a hard problem since the output space can be very large, however, in
metabolite identiﬁcation, the output space for searching molecules is relatively small due to the fact that the searching space can be restricted to
the molecules with similar mass or the same molecular formula.
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4.5

Implementations

A web server using only mass spectra information to predict molecular
ﬁngerprints and then search the KEGG database provided by the author
is available at http://research.ics.aalto.fi/kepaco/fingerid/index.
html. The author implemented a python package to integrate fragmentation tree information via multiple kernel learning which can be found
at the author’s github page https://github.com/icdishb/fingerid. A
python implementation of the proposed soft ALIGNF algorithm is also
provided by the author at https://github.com/icdishb/softALIGNF. Another web server built by co-authors using the same pipeline as the fingerid
python package with more input kernels and a ﬁne-tuned scoring function
to search PubChem is available at http://www.csi-fingerid.org.

43

Metabolite identiﬁcation with kernel methods

44

5. Concluding remarks

In this thesis, a summary of the published articles written or co-written by
the authors on the topic of metabolite identiﬁcation with machine learning methods is presented. Metabolite identiﬁcation concerns the problem
of, given a tandem mass spectrum, identifying the molecule that most
likely produced the observed spectrum. It is considered to be the major
bottleneck of computational metabolomics.
Tandem mass spectrometry is shortly reviewed as well as computational
methods for metabolite identiﬁcation from tandem mass spectra. The traditional methods are mainly based on spectral matching where the observed spectrum are compared with some spectral database. However,
the number of measured tandem mass spectra is much smaller than the
number of molecules in modern compound databases, which means, when
searching a spectrum of a molecule that does not have any reference spectra in a spectral database, it undoubtedly fails. Many combinatorial methods and recently machine learning methods have been proposed to simulate the tandem mass spectra from molecules to overcome this problem.
The main contribution of this thesis is to open a new direction for metabolite identiﬁcation through molecular ﬁngerprints, which is a binary vector
encoding presence or absence or certain properties such as substructures
of a molecule. Instead of simulating spectra from molecules, molecular ﬁngerprints are ﬁrst predicted from tandem mass spectra and then matched
against the molecular ﬁngerprints of molecules in a compound database.
As shown in the publications, this novel identiﬁcation pipeline achieved
state of the art metabolite identiﬁcation performance and it outperformed
the other traditional methods by a large margin.
At the technical side, due to the nature of the structured objects in both
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input (mass spectrum) and output (molecule), kernel methods were applied to solve the problem. Kernel functions for tandem mass spectra as
well as fragmentation trees, which can be considered as another view of
mass spectra, were proposed. Different multiple kernel learning algorithms were evaluated to combine the kernels. For one multiple kernel
learning algorithm ALIGNF, a robust version was also suggested and was
empirically proven to be useful. The combined kernel was then used as
input to SVM to predict each molecular ﬁngerprint individually. After
the prediction, several scoring functions to match the predicted ﬁngerprints with the ones in a compound database were also introduced and
compared. Last but not least, a one-step approach based on a structured
prediction algorithm Input Output Kernel Regression (IOKR) was applied
to the metabolite identiﬁcation task and achieved competitive identiﬁcation performance with, amazingly, 7,000 times faster training time.
Throughout the thesis, the search space of the pre-image problem (ﬁnding the molecule giving the highest conﬁdence score) is restricted to some
compound database such as KEGG or PubChem. This pre-image problem is very hard in theory. According to Kind and Fiehn (2007), there
are estimated almost 8 billion molecular formulas with mass up to 2000
Daltons, not mentioning the number of molecular structures. However,
in practical application, only a subset of these molecules may be relevant
and ﬁltering in any level can be helpful. For example, in some application,
only molecules observed in nature are relevant and in this thesis, only the
molecules having certain molecular formula are considered.
With the increasing amount of tandem mass spectra recorded and publicly available through such as GNPS database, machine learning methods for metabolite identiﬁcation have a great potential. For future work,
to improve the identiﬁcation by the use of more powerful kernels for the
tandem mass spectra is yet to be discovered. On the other hand, incorporating orthogonal information such as retention time of a spectrum to
ﬁlter the candidate molecules set may be beneﬁcial if the retention time of
the molecules can be reliably predicted. In the end, learning a representation of the molecules with the heated deep learning approach to replace
molecular ﬁngerprint can also be promising.

46

References

Allen, F., Greiner, R., and Wishart, D. (2015). Competitive fragmentation modeling of esi-ms/ms spectra for putative metabolite identiﬁcation. Metabolomics,
11(1):98–110.
Allen, F., Pon, A., Greiner, R., and Wishart, D. (2016). Computational prediction
of electron ionization mass spectra to assist in gc/ms compound identiﬁcation.
Analytical chemistry, 88(15):7689–7697.
Allen, F., Pon, A., Wilson, M., Greiner, R., and Wishart, D. (2014). Cfm-id: a web
server for annotation, spectrum prediction and metabolite identiﬁcation from
tandem mass spectra. Nucleic Acids Research.
Álvarez, M. A., Rosasco, L., Lawrence, N. D., et al. (2012). Kernels for vectorR in Machine Learning,
valued functions: A review. Foundations and Trends
4(3):195–266.
Aronszajn, N. (1950). Theory of reproducing kernels. Transactions of the American mathematical society, 68(3):337–404.
Bach, F. R., Lanckriet, G. R., and Jordan, M. I. (2004). Multiple kernel learning, conic duality, and the smo algorithm. In Proceedings of the twenty-ﬁrst
international conference on Machine learning, page 6. ACM.
Bakir, G. (2007). Predicting structured data. MIT press.
Baldassarre, L., Rosasco, L., Barla, A., and Verri, A. (2012). Multi-output learning via spectral ﬁltering. Machine Learning, 87(3):259–301.
Banerjee, S. and Mazumdar, S. (2012). Electrospray ionization mass spectrometry: A technique to access the information beyond the molecular weight of the
analyte. International Journal of Analytical Chemistry, 2012.
Böcker, S. and Dührkop, K. (2016). Fragmentation trees reloaded. Journal of
Cheminformatics, 8(1):5.
Böcker, S. and Rasche, F. (2008). Towards de novo identiﬁcation of metabolites
by analyzing tandem mass spectra. Bioinformatics, 24(16):i49–i55.
Book, G. (2014). Compendium of chemical terminology. International Union of
Pure and Applied Chemistry.

47

References

Borgwardt, K. M. and Kriegel, H.-P. (2005). Shortest-path kernels on graphs. In
Fifth IEEE International Conference on Data Mining (ICDM’05), pages 8–pp.
IEEE.
Boyd, S. and Vandenberghe, L. (2004). Convex optimization. Cambridge university press.
Brouard, C., Shen, H., Dührkop, K., d’Alché Buc, F., Böcker, S., and Rousu, J.
(2016a). Fast metabolite identiﬁcation with input output kernel regression.
Bioinformatics, 32(12):i28–i36.
Brouard, C., Szafranski, M., and d’Alché Buc, F. (2016b). Input output kernel
regression: Supervised and semi-supervised structured output prediction with
operator-valued kernels. Journal of Machine Learning Research, 17(176):1–48.
Cappé, O., Moulines, E., and Rydén, T. (2009). Inference in hidden markov models. In Proceedings of EUSFLAT Conference, pages 14–16.
Chang, C.-C. and Lin, C.-J. (2011). LIBSVM: A library for support vector machines. ACM Transactions on Intelligent Systems and Technology, 2:27:1–
27:27. Software available at http://www.csie.ntu.edu.tw/~cjlin/libsvm.
Collins, M. (2002). Discriminative training methods for hidden markov models: Theory and experiments with perceptron algorithms. In Proceedings of
the ACL-02 conference on Empirical methods in natural language processingVolume 10, pages 1–8. Association for Computational Linguistics.
Cortes, C., Mohri, M., and Rostamizadeh, A. (2009). Learning non-linear combinations of kernels. In Advances in neural information processing systems,
pages 396–404.
Cortes, C., Mohri, M., and Rostamizadeh, A. (2012). Algorithms for learning
kernels based on centered alignment. Journal of Machine Learning Research,
13(1):795–828.
Cortes, C. and Vapnik, V. (1995). Support-vector networks. Machine Learning,
20(3):273–297.
Cristianini, N., Kandola, J., Elisseeff, A., and Shawe-Taylor, J. (2002). On kerneltarget alignment. In Advances in Neural Information Processing Systems 14,
pages 367–373. MIT Press.
da Silva, R. R., Dorrestein, P. C., and Quinn, R. A. (2015). Illuminating the dark
matter in metabolomics. Proceedings of the National Academy of Sciences,
112(41):12549–12550.
Daviss, B. (2005). Growing pains for metabolomics: the newest’omic science is
producing results–and more data than researchers know what to do with. The
Scientist, 19(8):25–29.
Demrsrsa, A., Lamb, N., and Rubin, D. (1977). Maximum likelihood from incomplete data via the em algorithm. Journal ofthe Royal Statistical Society. Series
B (Methodological), 39(1):1–38.

48

References

Dührkop, K., Shen, H., Meusel, M., Rousu, J., and Böcker, S. (2015). Searching
molecular structure databases with tandem mass spectra using csi: Fingerid.
Proceedings of the National Academy of Sciences, 112(41):12580–12585.
Fiehn, O. (2002). Metabolomics–the link between genotypes and phenotypes.
Plant molecular biology, 48(1-2):155–171.
Gärtner, T. (2003). A survey of kernels for structured data. ACM SIGKDD Explorations Newsletter, 5(1):49–58.
Gönen, M. and Alpaydın, E. (2011). Multiple kernel learning algorithms. The
Journal of Machine Learning Research, 12:2211–2268.
Heinonen, M., Rantanen, A., Mielikäinen, T., Kokkonen, T., Kiuru, J., Ketola,
R., and Rousu, J. (2008). Fid: a software for ab initio structural identiﬁcation
of product ions from tandem mass spectrometric data. Rapid Comm. mass.
spectrom., 22:3043–3052.
Heinonen, M., Shen, H., Zamboni, N., and Rousu, J. (2012). Metabolite identiﬁcation and molecular ﬁngerprint prediction through machine learning. Bioinformatics, 28(18):2333–2341.
Hisayuki, H., Masanori, A., Shigehiko, K., Yoshito, N., Tasuku, I., Suwa, K.,
Ojima, Y., Tanaka, K., Tanaka, S., Aoshima, K., Oda, Y., Kakazu, Y., Kusano,
M., Tohge, T., Matsuda, F., Sawada, Y., Hirai, M. Y., Nakanishi, H., Ikeda,
K., Akimoto, N., Maoka, T., Takahashi, H., Ara, T., Sakurai, N., Suzuki, H.,
Shibata, D., Neumann, S., Iida, T., Tanaka, K., Funatsu, K., Matsuura, F.,
Soga, T., Taguchi, R., Saito, K., and Nishioka, T. (2010). Massbank: a public
repository for sharing mass spectral data for life sciences. Journal of Mass
Spectrometry, 45(7):703–714.
Hufsky, F. and Böcker, S. (2016). Mining molecular structure databases: Identiﬁcation of small molecules based on fragmentation mass spectrometry data.
Mass spectrometry reviews.
Hufsky, F., Scheubert, K., and Böcker, S. (2014a). Computational mass spectrometry for small-molecule fragmentation. TrAC Trends in Analytical Chemistry,
53:41–48.
Hufsky, F., Scheubert, K., and Böcker, S. (2014b). New kids on the block: novel
informatics methods for natural product discovery. Natural product reports,
31(6):807–817.
Jebara, T., Kondor, R., and Howard, A. (2004). Probability product kernels. Journal of Machine Learning Research, 5:819–844.
Jeong, J., Shi, X., Zhang, X., Kim, S., and Shen, C. (2011). An empirical bayes
model using a competition score for metabolite identiﬁcation in gas chromatography mass spectrometry. BMC bioinformatics, 12(1):392.
Johnson, C. H., Ivanisevic, J., Benton, H. P., and Siuzdak, G. (2014). Bioinformatics: the next frontier of metabolomics. Analytical chemistry, 87(1):147–156.

49

References

Kanehisa, M. and Goto, S. (2000). Kegg: Kyoto encyclopedia of genes and
genomes. Nucleic Acids Research, 28(1):27–30.
Kell, D. (2004). Metabolomics and systems biology: Making sense of the soup.
Current Opinion in Microbiology, 7:296–307.
Kerber, A., Laue, R., Meringer, M., and RUCKER, C. (2004). Molecules in silico: The generation of structural formulae and its applications. Journal of
Computer Chemistry, Japan, 3(3):85–96.
Kerber, A., Laue, R., Meringer, M., and Varmuza, K. (2001). Molgen-ms: Evaluation of low resolution electron impact mass spectra with ms classiﬁcation and
exhaustive structure generation. Adv Mass Spectrom, 15(939-940):22.
Kim, S., Koo, I., Wei, X., and Zhang, X. (2012). A method of ﬁnding optimal
weight factors for compound identiﬁcation in gas chromatography–mass spectrometry. Bioinformatics, 28(8):1158–1163.
Kim, S., Thiessen, P. A., Bolton, E. E., Chen, J., Fu, G., Gindulyte, A., Han, L.,
He, J., He, S., Shoemaker, B. A., Wang, J., Yu, B., Zhang, J., and Bryant, S. H.
(2016). Pubchem substance and compound databases. Nucleic Acids Research,
44(D1):D1202–D1213.
Kind, T. and Fiehn, O. (2007). Seven golden rules for heuristic ﬁltering of molecular formulas obtained by accurate mass spectrometry. BMC bioinformatics,
8(1):105.
Kloft, M., Brefeld, U., Laskov, P., Müller, K.-R., Zien, A., and Sonnenburg, S.
(2009). Efﬁcient and accurate lp-norm multiple kernel learning. In Advances
in neural information processing systems 22, pages 997–1005.
Kloft, M., Brefeld, U., Sonnenburg, S., and Zien, A. (2011). p -norm multiple
kernel learning. Journal of Machine Learning Research, 12:953–997.
Koo, I., Zhang, X., and Kim, S. (2011). Wavelet-and fourier-transform-based spectrum similarity approaches to compound identiﬁcation in gas chromatography/mass spectrometry. Analytical chemistry, 83(14):5631–5638.
Krishnan, P., Kruger, N., and Ratcliffe, R. (2005). Metabolite ﬁngerprinting and
proﬁling in plants using nmr. Journal of experimental botany, 56(410):255–
265.
Kumar, A., Niculescu-Mizil, A., Kavukcuoglu, K., and Daume III, H. (2012). A
binary classiﬁcation framework for two-stage multiple kernel learning. In Proceedings of the 29th International Conference on Machine Learning.
Lanckriet, G. R., Cristianini, N., Bartlett, P., Ghaoui, L. E., and Jordan, M. I.
(2004). Learning the kernel matrix with semideﬁnite programming. The Journal of Machine Learning Research, 5:27–72.
Li, J. and Sun, S. (2010). Nonlinear combination of multiple kernels for support
vector machines. In International Conference on Pattern Recognition, pages
2889–2892.

50

References

Lindsay, R. K., Buchanan, B. G., Feigenbaum, E. A., and Lederberg, J. (1980).
Applications of artiﬁcial intelligence for organic chemistry: the DENDRAL
project. McGraw-Hill advanced computer science series. McGraw-Hill Inc.,US.
Lowenthal, M. S., Phillips, M. M., Rimmer, C. A., Rudnick, P. A., Simón-Manso,
Y., Stein, S. E., Tchekhovskoi, D., and Phinney, K. W. (2013). Developing qualitative lc-ms methods for characterization of vaccinium berry standard reference materials. Analytical and bioanalytical chemistry, 405(13):4451–4465.
Marchand, M., Su, H., Morvant, E., Rousu, J., and Shawe-Taylor, J. S. (2014).
Multilabel structured output learning with random spanning trees of maxmargin markov networks. In Advances in Neural Information Processing Systems 27, pages 873–881.
May, J. W. and Steinbeck, C. (2014). Efﬁcient ring perception for the Chemistry
Development Kit. J Cheminform, 6(1):3.
Micchelli, C. A. and Pontil, M. A. (2005). On learning vector-valued functions.
Neural Computation, 17:177–204.
Neumann, S. and Böcker, S. (2010). Computational mass spectrometry for
metabolomics: identiﬁcation of metabolites and small molecules. Analytical
and bioanalytical chemistry, 398(7-8):2779–2788.
Neumann, S. and Schymanski, E. (2013). Critical assessment of small molecule
identiﬁcation (casmi 2012). Metabolites, 3(Special Issue).
Nishioka, T. (2014). Critical assessment of small molecule identiﬁcation (casmi
2013). Mass Spectrometry, 3(Special Issue 2).
O’Boyle, N., Banck, M., James, C., Morley, C., Vandermeersch, T., and Hutchison,
G. (2011). Open babel: An open chemical toolbox. Journal of Cheminformatics,
3(1):33.
Pence, H. E. and Williams, A. (2010). Chemspider: An online chemical information resource. Journal of Chemical Education, 87(11):1123–1124.
Platt, J. et al. (1998). Sequential minimal optimization: A fast algorithm for
training support vector machines.
Rakotomamonjy, A., Bach, F. R., Canu, S., and Grandvalet, Y. (2008). Simplemkl.
Journal of Machine Learning Research, 9(Nov):2491–2521.
Rasche, F., Svatoš, A., Maddula, R. K., Böttcher, C., and Böcker, S. (2011). Computing fragmentation trees from tandem mass spectrometry data. Anal Chem,
83(4):1243–1251.
Rauf, I., Rasche, F., Nicolas, F., and Böcker, S. (2013). Finding maximum colorful
subtrees in practice. Journal of Computational Biology, 20(4):311–321.
Ridder, L., van der Hooft, J. J. J., Verhoeven, S., de Vos, R. C. H., van Schaik,
R., and Vervoort, J. (2012). Substructure-based annotation of high-resolution
multistage msn spectral trees. Rapid Communications in Mass Spectrometry,
26(20):2461–2471.

51

References

Roller, B. T. C. G. D. (2004). Max-margin markov networks. Advances in neural
information processing systems, 16:25.
Rousu, J., Saunders, C., Szedmak, S., and Shawe-Taylor, J. (2006). Kernel-based
learning of hierarchical multilabel classiﬁcation models. Journal of Machine
Learning Research, 7(Jul):1601–1626.
Ruttkies, C., Schymanski, E. L., Wolf, S., Hollender, J., and Neumann, S. (2016).
Metfrag relaunched: incorporating strategies beyond in silico fragmentation.
Journal of Cheminformatics, 8(1):1–16.
Scheubert, K., Hufsky, F., and Böcker, S. (2013). Computational mass spectrometry for small molecules. J Cheminform, 5:12.
Schölkopf, B., Herbrich, R., and Smola, A. J. (2001a). A generalized representer theorem. In International Conference on Computational Learning Theory,
pages 416–426. Springer.
Schölkopf, B., Platt, J. C., Shawe-Taylor, J., Smola, A. J., and Williamson, R. C.
(2001b). Estimating the support of a high-dimensional distribution. Neural
computation, 13(7):1443–1471.
Schölkopf, B. and Smola, A. J. (2001). Learning with Kernels: Support Vector
Machines, Regularization, Optimization, and Beyond. MIT Press, Cambridge,
MA, USA.
Schymanski, E. L., Jeon, J., Gulde, R., Fenner, K., Ruff, M., Singer, H. P., and
Hollender, J. (2014). Identifying small molecules via high resolution mass
spectrometry: communicating conﬁdence. Environmental science & technology, 48(4):2097–2098.
Senkene, E. and Tempel’man, A. (1973). Hilbert spaces of operator-valued functions. Lithuanian Mathematical Journal, 13(4):665–670.
Shawe-Taylor, J. and Cristianini, N. (2004). Kernel Methods for Pattern Analysis.
Cambridge University Press, New York, NY, USA.
Shen, H., Dührkop, K., Böcker, S., and Rousu, J. (2014). Metabolite identiﬁcation through multiple kernel learning on fragmentation trees. Bioinformatics,
30(12):i157–i164.
Shen, H., Zamboni, N., Heinonen, M., and Rousu, J. (2013). Metabolite identiﬁcation through machine learning—tackling casmi challenge using ﬁngerid.
Metabolites, 3(2):484–505.
Shervashidze, N., Vishwanathan, S., Petri, T., Mehlhorn, K., and Borgwardt,
K. M. (2009). Efﬁcient graphlet kernels for large graph comparison. In AISTATS, volume 5, pages 488–495.
Shukla, A. K. and Futrell, J. H. (2000). Tandem mass spectrometry: dissociation
of ions by collisional activation. Journal of Mass Spectrometry, 35(9):1069–
1090.

52

References

Sigmund, G., Koch, A., Orlovius, A.-K., Guddat, S., Thomas, A., Schänzer, W.,
and Thevis, M. (2014). Doping control analysis of trimetazidine and characterization of major metabolites using mass spectrometric approaches. Drug
Testing and Analysis, 6(11-12):1197–1205.
Siuzdak, G. (2004). An introduction to mass spectrometry ionization: An excerpt
from the expanding role of mass spectrometry in biotechnology, 2nd ed.; mcc
press: San diego, 2005. Journal of the Association for Laboratory Automation,
9(2):50–63.
Smith, C. A., Want, E. J., Qin, C., Trauger, S. A., Br, T. R., Custodio, D. E.,
Abagyan, R., and Siuzdak, G. (2005). Metlin: A metabolite mass spectral
database. Drug Monit, 27:747–751.
Sonnenburg, S., Rätsch, G., Schäfer, C., and Schölkopf, B. (2006). Large scale
multiple kernel learning. Journal of Machine Learning Research, 7(Jul):1531–
1565.
Stein, S. (2012). Mass spectral reference libraries: an ever-expanding resource
for chemical identiﬁcation. Analytical chemistry, 84(17):7274–7282.
Stein, S. E. (1994). Estimating probabilities of correct identiﬁcation from results
of mass spectral library searches. Journal of the American Society for Mass
Spectrometry, 5(4):316–323.
Stein, S. E. and Scott, D. R. (1994). Optimization and testing of mass spectral
library search algorithms for compound identiﬁcation. Journal of the American
Society for Mass Spectrometry, 5(9):859–866.
Steinbeck, C., Han, Y., Kuhn, S., Horlacher, O., Luttmann, E., and Willighagen, E. (2003). The Chemistry Development Kit (CDK): An open-source Java
library for chemo- and bioinformatics. J Chem Inf Comput Sci, 43:493–500.
Tsochantaridis, I., Joachims, T., Hofmann, T., and Altun, Y. (2005). Large margin methods for structured and interdependent output variables. Journal of
Machine Learning Research, 6(Sep):1453–1484.
van der Helm, H. J. and Hische, E. A. (1979). Application of bayes’s theorem to
results of quantitative clinical chemical determinations. Clinical Chemistry,
25(6):985–988.
Vandenberghe, L. and Boyd, S. (1996). Semideﬁnite programming. SIAM review,
38(1):49–95.
Varma, M. and Babu, B. R. (2009). More generality in efﬁcient multiple kernel learning. In Proceedings of the 26th Annual International Conference on
Machine Learning, pages 1065–1072. ACM.
Verdegem, D., Lambrechts, D., Carmeliet, P., and Ghesquière, B. (2016). Improved metabolite identiﬁcation with midas and magma through ms/ms spectral dataset-driven parameter optimization. Metabolomics, 12(6):1–16.

53

References

Vishwanathan, S. V. N., Schraudolph, N. N., Kondor, R., and Borgwardt, K. M.
(2010). Graph kernels. Journal of Machine Learning Research, 11(Apr):1201–
1242.
Vovk, V. (2013). Kernel ridge regression. In Empirical inference, pages 105–116.
Springer.
Wang, M., Carver, J. J., Phelan, V. V., Sanchez, L. M., Garg, N., Peng, Y., Nguyen,
D. D., Watrous, J., Kapono, C. A., Luzzatto-Knaan, T., et al. (2016). Sharing
and community curation of mass spectrometry data with global natural products social molecular networking. Nature Biotechnology, 34(8):828–837.
Wang, Y., Kora, G., Bowen, B. P., and Pan, C. (2014). Midas: A databasesearching algorithm for metabolite identiﬁcation in metabolomics. Analytical
Chemistry, 86(19):9496–9503. PMID: 25157598.
Wishart, D. S. (2009). Computational strategies for metabolite identiﬁcation in
metabolomics. Bioanalysis, 1(9):1579–1596.
Wishart, D. S. (2011).
3(15):1769–1782.

Advances in metabolite identiﬁcation.

Bioanalysis,

Wishart, D. S., Jewison, T., Guo, A. C., Wilson, M., Knox, C., Liu, Y., Djoumbou, Y., Mandal, R., Aziat, F., Dong, E., et al. (2012). Hmdb 3.0?the human
metabolome database in 2013. Nucleic acids research, page gks1065.
Wishart, D. S., Knox, C., Guo, A. C., Eisner, R., Young, N., Gautam, B., Hau, D. D.,
Psychogios, N., Dong, E., Bouatra, S., et al. (2009). Hmdb: a knowledgebase
for the human metabolome. Nucleic acids research, 37(suppl 1):D603–D610.
Wishart, D. S., Tzur, D., Knox, C., Eisner, R., Guo, A. C., Young, N., Cheng, D.,
Jewell, K., Arndt, D., Sawhney, S., et al. (2007). Hmdb: the human metabolome
database. Nucleic acids research, 35(suppl 1):D521–D526.
Wolf, S., Schmidt, S., Muller-Hannemann, M., and Neumann, S. (2010). In silico
fragmentation for computer assisted identiﬁcation of metabolite mass spectra.
BMC Bioinformatics, 11(1):148.

54

Errata

Publication III
The constant inside the exponential function of the PPK kernel function
should be
2

1
4

not 12 . The nominator in equation (4) is wrong. It should be

||wk || p+1 .

Publication VI
The denominator in equation (2) is wrong. The denominator should be

Kc , Kc F K c , K c F
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