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Mathematical Notation and Preliminaries

This section describes the notation used in this work, in addition to some

background knowledge in probability theory and calculus required for un-

derstanding the concepts presented.

Vectors are denoted by bolded lower case letters (x,y, etc.) while ma-

trices are denoted by bolded upper case letters (W,H, etc.). Scalars are

denoted by lower case letters that are not bolded (x,α, etc.). The vector

θθθhas a special meaning, and always indicates the set of the parameters

of the model, in vector form. Individual vector and matrix elements are

indicated by a subscript, which means that thei:th element of vectorx

is denoted byxi, while the element at rowiand columnjof matrixW is

denoted byWi,j. Thej:th column of matrixW is denoted byW:,j, while

thei:th row is denoted byWi,:. Functions with multidimensional outputs

are denoted by bolded letters (for examplef(x)), unless the function is ap-

plied elementwise to its arguments which implies that each dimension in

the input arguments is treated as a separate input to a univariate func-

tion with the output consisting of a vector with these univariate function

outputs concatenated. The number of elements in a vectorxis denoted by

|x|.

Most models presented in this work involve multiple layers. A super-

script in parenthesis indicates the layer number, for exampleh(l)is typi-

cally a vector of hidden states of layerl. A subscript in parenthesis typ-

ically indicates a particular step in a sequence, for examplex(t)would

typically refer to the value of the inputxat time stept. Some variables

are iterated in multiple steps. The value of a variable at iterationiis typ-

ically indicated by a subscript in brackets, for exampleθθθtindicates the

value ofθθθat iterationt.

The gradient∇f(x)of a function with a vector-valued inputxis the

vector-valued partial derivative offwith respect to all its inputs, where
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thei:th element of∇f(x)is∇f(x)i=
∂f(x)
∂xi
. If it is unclear which argu-

ment vector the gradient is taken with respect to, the vector is indicated

with a subscript in the gradient operator:∇θθθf(x|θθθ)i=
∂f(x|θθθ)
∂θi
. The crit-

ical points of a functionf(x)are pointsxwhere the gradient is zero or

undefined.

If the output of a functionf(x)is multidimensional, the notation∇f(x)

indicates the Jacobian matrix. The Jacobian matrix of a functionf:IRn→

IRm wherenis the dimensionality of the inputxandmand the dimen-

sionality of the output offis

∇f(x)=

⎡

⎢
⎢
⎢
⎢
⎣

∂f1
∂x1

···
∂f1
∂xn

...
...

...
∂fm
∂x1

···
∂fm
∂xn

⎤

⎥
⎥
⎥
⎥
⎦
.

The Hessian matrixHor∇2fis the second-order derivative of a function

f(x)with a vector-valued input. The Hessian matrix is defined as

H=

⎡

⎢
⎢
⎢
⎢
⎢
⎢
⎢
⎢
⎢
⎢
⎢
⎢
⎢
⎣

∂2f

∂x21

∂2f

∂x1∂x2
···

∂2f

∂x1∂xn

∂2f

∂x2∂x1

∂2f

∂x22
···

∂2f

∂x2∂xn

...
...

...
...

∂2f

∂xn∂x1

∂2f

∂xn∂x2
···

∂2f

∂x2n

⎤

⎥
⎥
⎥
⎥
⎥
⎥
⎥
⎥
⎥
⎥
⎥
⎥
⎥
⎦

.

The probability density functionp(x)of a continuous random variable

xis denoted by a lower casep. The probability distributionP(x)of a

discrete random variablexis denoted by an upper caseP. However, in

formulas that apply to both continuous and discrete random variables,

the probability density or distribution is denoted by a lower casep.

If two random variables areindependent, the realization of one does

not affect the probability distribution of the other. Formally, the joint

probability distribution of two independent variablesxandycan be ex-

pressed asp(x, y)=p(x)p(y). If two random variables areconditionally

independentconditioned on some random variablez, the realization of

one does not affect the probability distribution of the other if we already

know the realization of the variablez. Stated in another way, the re-

alization of one does not add any information on the distribution of the

other, in addition to the information already provided by the realization

ofz. Formally, for the joint probability distribution of two variablesx

andythat are conditionally independent givenzcan be expressed as
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p(x, y|z)=p(x|z)p(y|z). For a vector of independent random vari-

ables, the joint distributionfactorizes, which means thatp(x)=
|x|
i=1p(xi)

where|x|is the number of elements in the random vectorxwhere each

element inxis independent of the other elements in the random vector.

If a joint distribution factorizes, it also has a diagonal covariance matrix,

which means that all elements outside of the diagonal in the covariance

matrix are zero.

Amarginal distributionis the distribution of a subset of the random

variables in a probability distribution. If we for example marginalize out

yfrom the distributionp(x, y), we acquirep(x)= p(x, y)dy.Aconditional

distributionis the probability distribution of some random variables (for

examplex) given the realization of some other random variables (for ex-

ampley) is already known, and is denoted byp(x|y).

TheKullback-Leibler divergence(KL-divergence) is a measure of the dif-

ference between two distributions,pandq. The KL-divergence is not a

distance metric as it is not symmetric in the order ofpandq. The KL-

divergence is defined as

DKL(p q)= p(x)log
p(x)

q(x)
dx.

The expectation of a random variablexis denoted byEx. If the distri-

bution of the random variable is not clear, it will be stated as a subscript

of the expectation operator. For exampleEx∼pdataxis the expected value

ofxover the data distribution, whileEx∼pmodel xis the expected value ofx

over the model distribution. The precise difference between the data and

model distributions will be elaborated in Chapter 3.
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1. Introduction

The field ofdeep learning,ordeep neural networks, has in the past years

received a lot of attention in the Machine Learning community for en-

abling breakthrough performance in a wide array of machine learning

tasks. Since the introduction of layerwise pretraining proposed by Ge-

offrey Hinton in 2006 (Hinton and Salakhutdinov, 2006), the field has

evolved rapidly. Today, deep learning techniques have been used to reach

breakthroughs in multiple fields including visual object recognition, speech

recognition, image segmentation, and machine translation (Bengio, 2009;

Goodfellow et al., 2016).

The increase in computational power and size of available datasets are

some of the factors that have enabled advances in such a high variety

of applications (Goodfellow et al., 2016). An important development has

however also occurred through innovations in the structure of deep neural

networks. Each model type, defined for example by the network structure,

is capable of effectively modeling certain kinds of data, and often mod-

els embed some simplifying assumptions that also fundamentally restrict

what is possible to represent with the models. By introducing possibly

minor but crucial changes to existing model structures, deep neural net-

works have been used to effectively tackle a very diverse range of problem

domains.

Therefore, in this dissertation, after elaborating on what deep learn-

ing is in Section 1.1, different network structures are described in Chap-

ter 2. An exhaustive list of all used structures is beyond the scope of this

work, but emphasis is placed on novel structures that use stochastic hid-

den states in some form. Stochastic hidden states are useful for captur-

ing distributions that would be difficult to represent using deterministic

hidden states. One drawback of using stochastic hidden states is that

the networks are generally more difficult to train. Chapter 3 therefore
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presents optimization of the parameters of deep neural networks, with

novel ideas that apply to both networks with stochastic and deterministic

hidden states.

After the discussion in Chapter 4 there are eight publications that present

the novel ideas in this dissertation in more detail in addition to more in-

depth experimental results. The aim of the chapters before the publica-

tions is to present sufficient background and the main ideas in a way that

is comprehensible even for a reader that is possibly not very familiar with

the state of the art in deep learning, leaving the most intricate technical

details to the publications.

1.1 Deep Learning

Early implementations in the field ofartificial intelligencewere particu-

larly successful at solving tasks that involved a limited set of mathemati-

cally well specified formal rules, which are tasks that are typically difficult

for humans to solve. They were however less successful at solving tasks

that are easy for humans to solve, but more difficult to describe. Such

tasks include recognizing objects in vision or understanding the words

uttered in audio. (Goodfellow et al., 2016)

One approach to artificial intelligence is to formulate a large data base

of knowledge in some formal language, based on which an inference en-

gine can reason about statements. Theseknowledge baseapproaches have

however generally failed at reaching a performance level acceptable for

practical applications. (Goodfellow et al., 2016)

Another approach is to avoid hand crafting features and specific knowl-

edge into the system, but rather provide the system with a set of examples

from which the system is allowed to learn to infer what is expected from

it. This is themachine learningapproach, in which a system improves its

performance on some task with increased experience, which in practice

means more training examples (Bishop, 2006).Deep learningis a subfield

of machine learning that studies deep models. In particular, the models

in deep learning are almost exclusivelyartificial neural networks, which

is why the field of deep learning is also refered to as the field of studying

deep neural networks(Goodfellow et al., 2016).

A model can be considered deep if it fulfills the following two criteria:

it should consist of multiple layers of abstraction, and each layer should

be adaptable by the training data. In other words, features or concepts
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learned at lower levels are progressively combined into more abstract fea-

tures at the higher levels (Bengio and Lecun, 2007). This means that the

features learned in lower layers of the model are reused in the upper lay-

ers, so there are multiple computational paths from a lower layer feature

to the output of the model (Cho, 2014).

1.2 Supervised, Semi-supervised and Unsupervised Learning

Machine learning applications are typically divided into three different

types:supervised learning,unsupervised learning, andreinforcement learn-

ing. Application types that combine supervised learning and unsuper-

vised learning are further calledsemi-supervised learning.

Of these types, reinforcement learning is concerned with the problem of

finding actions that maximize reward based on trial and error of an ac-

tive learning agent (Bishop, 2006). Reinforcement learning is beyond the

scope of this work. In what follows, the other types of machine learning

are explained.

1.2.1 Supervised learning

In supervised learning, the task is to learn a mapping fromxtoyin a

dataset of (x,y) pairs. In other words, the dataset consists of the inputs

X={xi}Ni=1and thelabelsY={y
i}Ni=1.

One typical supervised learning task isclassification. In classification

tasks each samplexis assumed to belong to one out ofmdiscrete classes,

that is each labelyis a value in the set{0,...,m−1}. Another typical

supervised learning task isregressionwhere the outputyis continuous

instead of a set of discrete classes.

1.2.2 Unsupervised Learning

In unsupervised learning, the dataset does not have any labels and only

consists of samplesX ={xi}Ni=1. The task of unsupervised learning is

then to extract some regularity information in the data, possibly by fitting

a model to the data. In this work, the unsupervised tasks typically has the

explicit or implicit goal of modeling the distributionp(x), which is called

density estimation.
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1.2.3 Semi-supervised Learning

In semi-supervised learning, the dataset contains both inputsX={xi}Ni=1

and labelsY = {yi}Mi=1 as in supervised learning. In semi-supervised

learning however, not all inputsxhave a label, and the sizeM of the set of

labels is smaller than the number of inputsN. The dataset therefore con-

tains bothunlabeleddata with only input values, andlabeleddata. The

task in semi-supervised learning is then to find the mapping fromxtoy,

but to also use the unlabeled data to hopefully improve the performance

compared to only using the labeled data with a supervised method. Typi-

cally, the number of unlabeled examples is much larger than the number

of labeled samples.

One approach to semi-supervised learning is to use a supervised learn-

ing objective and an unsupervised learning objective and train the model

as some combination of the two. Semi-supervised learning is often con-

sidered difficult, as it requires finding both an effective supervised and

unsupervised method that furthermore have to be compatible with each

other for the task and data at hand. The difficulty can easily be seen from

an example: especially in complex real-world data, there are typically

multiplefactors of variation, or “causes” that explain the datax. How-

ever, most of these factors are likely to be irrelevant for determining the

labely, and therefore for the supervised objective. If the unsupervised ob-

jective however explicitly or implicitly modelsp(x), model capacity will be

used to model the factors of variation inxthat are irrelevant forywhich

might even hamper the performance of the model.
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Within the field of deep learning, there are a myriad of model structures

that typically have different strengths and weaknesses and possible lim-

itations for what kind of data they are able to model. Some structures

implicitly or explicitly include assumptions on the structure of the data to

be modeled. A complete account of all structures commonly used in deep

learning is beyond the scope of this work, but the purpose of this section

is to describe the most common model structures used, in addition to a

number of novel structures or structures further developed in research

that the author has been a part of.

All models in this work are neural networks, and their structures de-

fine how the values of the neurons of the network are determined. The

structure sets the limits for how and which parts of the model directly

interact with each other. For reasons that will be described in Section 3.2,

the models in this work are trained such that they either modelp(x)in

the case of unsupervised learning, orp(y|x)in the case of supervised

learning. This modeling is either explicit or implicit.

The network structures presented in this section are parametric mod-

els. In parametric models, there is a fixed number of parameters in the

parameter setθθθthat define the specific functional approximation forp(x)

orp(y|x), within the limits set by the model structure. Intuitively, the

model structure defines what the different parametersθθθdo, while a par-

ticular set of values forθθθdetermine what the model actually outputs. It is

worth noting that the structures presented in this section can all be im-

plemented in different sizes, which means that the number of parameters

inθθθcan differ between two instances of the same model type.

After the network structure has been set, the practitioner typically op-

timizes the values of the parametersθθθso as to modelp(x)orp(y|x)as

well as possible for some data that the practitioner is interested in. This
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Table 2.1.A list of models presented in this section along with a brief list of their prop-

erties. 1. Deterministic modeling ofp(y|x)simultaneously with stochastic

modeling ofp(x)is possible using only a part of the Ladder network or Tagger

models to modelp(y|x). For further details, see Section 2.4 and Section 2.5.

Model structure family Models Data type Hidden states

Restricted Boltzmann Machine p(x) Static Stochastic

Multilayer Perceptron p(y|x) Static Deterministic

Binary Stochastic Feedforward Network p(y|x) Static Stochastic

Ladder Networks1 p(x) Static Stochastic

Tagger1 p(x) Static Stochastic

Recurrent Neural Network (RNN) p(y|x) Sequential Deterministic

Bidirectional RNN p(y|x) Sequential Deterministic

Bidirectional RNN as generative model p(x) Sequential Stochastic

step is called training the model, and how this is done will be covered in

detail in Section 3.

Table 2.1 gives an overview of the model families presented in this sec-

tion, along with a brief list of their properties. The table lists whether

the model is mainly designed for modelingp(x)orp(y|x), whether the

model is designed to model static data or sequential data, and whether

the hidden states of the model are stochastic.

What is meant by stochastic hidden states of the model in this context

is that the output of the model is determined by internal variables that

are stochastic, but where the marginal distribution of the output with the

hidden states marginalized out is not tractable to compute without con-

siderable simplifying assumptions. For stochastic models used in practice

it is however generally possible to sample from the output, although it is

not possible to analytically express the output distribution. One reason to

use a model with stochastic hidden states even though obtaining a deter-

ministic output distribution is not tractable is that models with stochastic

hidden states are often capable of modeling output distributions that do

not factorize, and can therefore capture rich interactions between output

elements.

2.1 Restricted Boltzmann Machines

Boltzmann machines are a family of models that can be used to model a

distributionP(x). They are therefore directly suitable for unsupervised

learning. Boltzmann machines are part of a larger family of models, called
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x

Figure 2.1.Illustration of the structure of a Boltzmann machine with only visible units.

energy-based models. In energy-based models, the data distribution is of

the form

P(x)∝exp (−E(x)), (2.1)

whereE(x)is called anenergy function. A distribution of the form in

Equation (2.1) is an example of aBoltzmann distribution, and hence many

energy-based models are called Boltzmann machines (Fahlman et al., 1983;

Ackley et al., 1985; Hinton et al., 1984). Although other variants have

been proposed that are called Boltzmann machines, in what follows we

will only cover Boltzmann machines wherexis a vector of binary vari-

ables.

2.1.1 Boltzmann Machines

Let the data we want to model be of the formx∈{0,1}dwheredis the

length of the binary vectorx. Each element inxis also called a visi-

ble unit, as we assume that the elements are observed at least for some

sample in the data. The probability distribution over the possible config-

urations ofxis

P(x)=
1

Z
exp (−E(x)), (2.2)

whereZis the normalizing constant, called thepartition function, which

is defined such that xP(x)=1. In a Boltzmann machine, the energy

function is defined as

E(x|θθθ)=−xUx−bx, (2.3)

where the model parametersθθθ={U,b}include the weight matrixU∈

IRd×dand the bias vectorb∈IRd. The structure of a Boltzmann machine

is illustrated in Figure 2.1.

A limitation with this formulation is that the model only captures second-

order interactions between the different data dimensions. The formula-

tion of the Boltzmann machine is such that the distribution of an element
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Figure 2.2.Illustration of the structure of a Boltzmann machine with both visible and

hidden units.

of the data vectorxidepends linearly on the values of the other elements.

Any deviations from that assumption can therefore not be modeled with

such a Boltzmann machine.

One way to alleviate the problem and add model capacity is to introduce

hidden variables to the model. Intuitively, we extend the input dataxby

concatenating it with a new vectorh∈{0,1}dhthat represents values that

we never observe, which is why we call them hidden units. The structure

is illustrated in Figure 2.2, and the energy function then becomes

E(x,h|θθθ)=−xWh −xUx−hSh−bx−ch, (2.4)

whereθθθ={W,U,S,b,c}are the parameters of the model. The probabil-

ity of an observationxis

P(x)=
1

Z
h

exp (−E(x,h|θθθ)), (2.5)

whereZ= h,xexp (−E(x,h|θθθ)).

It is worth noting that the energy function in Equation (2.4) is equiv-

alent to Equation (2.3), but the vector of units is split into two, and we

assume that some of them are hidden. A Boltzmann machine with hidden

units is no longer restricted to only modeling second-order interactions in

the data. In fact, it can model any distribution over{0,1}dwith an arbi-

trarily small KL-divergence provided that the number of hidden units is

large enough (Le Roux and Bengio, 2008), and is hence a universal ap-

proximator of binary probability mass functions.
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The Boltzmann machine is an example of aMarkov random field(MRF)

or anundirected graphical model. A MRF is an undirected graphical

model that consists of a set of nodes (or random variables), and a set of

pairwise edges that connect some of the nodes (see, e.g., Murphy, 2012).

The probability mass function can be expressed as

P(x)=
1

Z
c∈C

ψc(xc), (2.6)

whereCis the set of allcliques1in the graph,ψcandxcare the potential

and values of the nodes, respectively, of cliquec∈C, andZis a partition

function that makes the probabilities sum up to one. In the Boltzmann

machine without hidden units, the potential functionsψcfor cliques that

include any pair of nodes is defined by the matrixUin Equation (2.3),

and for cliques with only one node byb. The structure of the graph is

fully connected in the sense that all nodes are connected pairwise to all

other nodes.

One of the main challenges with Boltzmann machines is thatP(x|θθθ)

is computationally intractable except for very small networks due to the

partition functionZ. There is no analytical form for summing the prob-

abilities over all possible configurations, and withdunits the number

of configurations2dquickly grows intractably large for enumerating and

summing over all possible configurations.

It is however possible to sample from the model, where the samples

can also be used to approximate statistics of the distribution it models.

A feature of the Boltzmann machine is that we can easily draw samples

from the conditional distributionP(xi|x−i,θθθ), wherex−iis the value

of all nodes except forxi. One can therefore useGibbs sampling, which

is aMarkov chain Monte Carlo (MCMC) method (see, e.g., Neal, 1993),

where each element of the data is sequentially sampled, and the process

is repeatedtsteps until convergence. As long as the Markov chain is

ergodic, the chain will in the limitt→∞yield unbiased samples from the

distributionP(x|θθθ).

In practice, it would be computationally efficient if we could draw sam-

ples for more than one node at a time. If some of the nodes were condition-

ally independent given the values of the other nodes, their values could be

sampled in the same step in one block. The method is calledblock Gibbs

sampling. Unfortunately, as the structure of a Boltzmann machine is fully

connected, all nodes always depend on all other nodes, and their values

1A clique is a set of nodes where all nodes in the set are pairwise connected
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Figure 2.3.Illustration of the structure of a restricted Boltzmann machine (left) and deep

Boltzmann machine with two hidden layers (right).

have to be sampled sequentially.

In order to simplify the computational complexity in practical applica-

tions, several structurally restricted variants of the Boltzmann machine

have been proposed. Famous examples include the restricted Boltzmann

machine (Smolensky, 1986) and Deep Boltzmann machine (Salakhutdi-

nov and Hinton, 2009).

2.1.2 Restricted Boltzmann Machines

The restricted Boltzmann machine was proposed by Smolensky (1986),

and it was originally called aharmonium. It is a Boltzmann machine with

visible and hidden unitsxandh, but it differs from the fully connected

Boltzmann machine in that it has no edges between any two visible units

and no edges between any two hidden units. The structure is illustrated

in Figure 2.3, and the energy function in Equation (2.4) therefore loses

two terms:

E(x,h|θθθ)=−xWh −bx−ch. (2.7)

From the conditional independence property of Markov random fields,

we know that for three sets of nodesA,B, andC, the nodes inAare

conditionally independent of the nodes inBiffCseparatesAfromBin

the graph (see, e.g., Murphy, 2012), that is there is no path in the graph

from the nodes inAto the nodes inBwithout passing a node inC.

What this means is that in a restricted Boltzmann machine, all hidden

units are independent of each other given the visible units, and all visible

units are independent of each other given the hidden units. The condi-
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tional probabilities of the hidden units are therefore

P(xi=1|h,θθθ)=
P(xi=1|h,θθθ)

P(xi=0|h,θθθ)+P(xi=1|h,θθθ)
(2.8)

=
1
Zexp (Wi,:h+bi)

1
Zexp (0) +

1
Zexp (Wi,:h+bi)

(2.9)

=σ(Wi,:h+bi), (2.10)

and equivalently for the visible units

P(hi=1|x,θθθ)=σ(xW:,i+ci), (2.11)

whereσ(x)=1/(1−ex)is the sigmoid function.

This conditional independence has two important implications. Firstly,

block Gibbs sampling can now be done for all visible or all hidden units in

one block in parallel, which in practical applications speeds up sampling

significantly. Another implication is that inferring the distribution over

the hidden nodes given the visible nodesP(h|x,θθθ)is both trivial and

tractable, which is useful when training the parametersθθθof restricted

Boltzmann machines (see Section 3.6.2).

2.1.3 Deep Boltzmann Machines

Another well known structurally restricted Boltzmann machine is the

Deep Boltzmann machine (DBM) proposed by Salakhutdinov and Hinton

(2009). The DBM stacks multiple additional layers of hidden neurons on

the top of an RBM, where each additional layer is fully connected to the

layer below, while there are no edges between neurons in the same layer,

as in an RBM. The structure of a DBM is illustrated in Figure 2.3.

The energy function of a DBM is

E(x,h|θθθ)=−bx−c(1)h(1)−xWh(1)+
L

l=2

−c(l)h(l)−h(l−1)U(l−1)h(l) ,

whereLis the number of hidden layers. The probability of each state

is assigned as in Equation (2.5). The weight matricesU(l)and biases

c(l)have sizes compatible with the hidden layer sizes, which means that

U(l)∈IRql×ql+1 andc(l)∈IRqlwhereqlis the number of the neurons in the

l-th layer.

Compared to an RBM, in a DBM it is no longer possible to infer the

hidden unit probabilities given the visible units, as the hidden units are

no longer conditionally independent given the visible units. This property

makes DBMs difficult to train and use.
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2.2 Multilayer Perceptrons

Arguably the simplest and most typical network structures in deep learn-

ing aremultilayer perceptrons(MLPs) (Rosenblatt, 1961), which belong

to the family offeedforward neural networks. MLPs are models that map

some inputxto an outputy, and are hence suitable for supervised learn-

ing.

In feedforward networks there are no feedback connections in the sense

that the computation flows fromx, to intermediate stepsh, to the output

y. Feedforward networks consist of artificial neurons that are connected

to each other in a directed graph. The activation of a neuronhiis typically

hi=φ(ai)=φ

⎛

⎝bi+

j∈pa(hi)

wj,ihj

⎞

⎠, (2.12)

wherepa(hi)is the set of neuron activations that are “parents” ofhiand

hence affect its value,φis a nonlinear scalar function,wj,i∈IRis the

scalar weight that defines the strength of the connection between neuron

jandi, andbi∈IRis the bias of neuronhi.aiis sometimes called the

pre-activationof neuroni, as it is the value before theactivation function

φ.

In MLPs, the topology is typically such that thehidden neurons, which

are the neuron activations that are not inputsxor the final outputy, are

organized in layers where each neuron in each layer only affects all of the

neurons in the following layer. The first layer is connected to the inputx,

while the last layer is the final outputy. If we denote the set of neuron

activations in one layeribyhi, the activations in the network therefore

become

h(1)=φ(1) b(1)+W(1)x (2.13)

h(i)=φ(i) b(i)+W(i)h(i−1) i∈{2,3,...,L−1} (2.14)

y=φL b(L)+W(L)h(L−1) , (2.15)

whereφ(i)is the nonlinearity of layeriapplied elementwise to the argu-

ment vector, W(i)is a matrix of weightswj,iandb
(i)a vector of biases

bifrom Equation (2.12), and the MLP hasLlayers, including the hidden

layers and one output layer. The activation of a neuron is hence a non-

linearity applied to a linear mapping from the neuron activations of the

previous layer. The structure of an MLP with two hidden layers is illus-

trated in Figure 2.4.
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Figure 2.4.Illustration of the structure of a multilayer perceptron with two hidden lay-

ers.

Another way to express this is to see that the MLP consists of a chain of

functionsfiwhere the final output is

y=f(L)(f(L−1)(...f(2)(f(1)(x))...)), (2.16)

where eachf(i)is the activation of one layer of the network,h(i)ory

for the final layer. It is worth noting that if no nonlinearity was applied

to the hidden layers, the multilayer structure would not add modeling

capacity to the network as a composition of multiple linear mappings can

be collapsed into one linear mapping.

There are multiple choices for nonlinearities that have been used in

MLPs. A traditionally used nonlinearity is the sigmoidfunction, which

is

φ(x)=σ(x)=
1

1−ex
. (2.17)

The sigmoid nonlinearity has the property that it is monotonically in-

creasing with a value that ranges from 0 to 1.

Another traditionally used nonlinearity is the hyperbolic tangent, or

tanhnonlinearity, where

φ(x)=tanh(x)=
ex−e−x

ex+e−x
. (2.18)

The tanh nonlinearity is basically a rescaled sigmoid nonlinearity, but its

value ranges from -1 to 1. It can be shown thattanh(x)=2σ(2x)−1.
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A nonlinearity that has become popular more recently is the rectified

linear unit, or theReLU(Glorot et al., 2011),

φ(x)=max(0,x). (2.19)

For the output layer, the choice of nonlinearity depends on the assump-

tion of what the output layer is supposed to represent. For example in

classification problems, it is useful if the outputycan be interpreted as

a probability distribution over different classes. For such cases, a typical

nonlinearity is thesoftmaxnonlinearity, where

yi=φ(ai)=
eai

N
j=1e

aj
, (2.20)

whereaiis the pre-activation of neuroniandNis the number of neurons,

or classes, in the output layer. What the softmax does is that it normalizes

the values of the output layer to sum up to one, while keeping all of them

positive, which is convenient for representing a probability distribution of

discrete variables.

If the network has no hidden layers, which means thaty=φ(b+Wx),

the capability of the network is limited. If the network however has at

least one hidden layer with a squashing nonlinearity, which is a nonlin-

earityφ(x)with the properties thatφ(x):IR→ [0,1], whereφis non-

decreasing andlimx→−∞φ(x)=0,limx→∞φ(x)=1, the network has a

universal approximator property (Hornik et al., 1989). Loosely speaking,

this means that given enough hidden neurons in each layer, one can in

theory approximate any functiony=f(x)with arbitrary precision given

some fairly weak assumptions.

Although an MLP with only one hidden layer can in theory represent

any function, MLPs are usually deeper than so. One theoretical justifica-

tion for deeper models is that with piecewise linear activation functions,

an MLP can represent a number of linear regions in the output that grows

exponentially with the depth of the network. Empirically, greater depth

(at least to some limit) tends to improve generalization performance of the

network (Goodfellow et al., 2016).

2.2.1 Convolutional Neural Networks

Also other network topologies that differ from the typical MLP case pre-

sented above are called feedforward networks. One common topology is

theconvolutional neural network(LeCun, 1989) that has been used very

successfully particularly in computer vision tasks. Convolutional neural
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networks are useful for data that has a known grid-like topology (Good-

fellow et al., 2016). The most common use case is images, where neigh-

boring pixels are clearly related and arranged in a two-dimensional grid.

Another example is any time-series data such as audio or text, that can

be interpreted as points arranged in a one-dimensional grid, where that

dimension is time.

The basic idea of a convolutional neural network is that thefeature map,

which is the output of a layer, is computed by sliding akernelover the in-

put, which is the output of the previous layer or the datax. Two main

factors makes this different from the standard MLP topology. Firstly, the

filters are local in the sense that feature maps preserve the spatial struc-

ture of the input2, and their activation is only affected by input values in

the vicinity of the equivalent location in the input. Secondly, the kernel

weights are shared across the locations of the input.

Mathematically, for a two-dimensional inputI, a standard convolution

with a two-dimensional kernelKhas a feature mapS(i, j)

S(i, j)=(I∗K)(i, j)=
m n

I(m+i, n+j)K(m, n), (2.21)

for each spatial coordinate(i, j). Equation (2.21) is the most basic build-

ing block of a convolutional neural network, and practical applications

often include variations to it in addition to operations that are not con-

volutional. For further details on convolutional neural networks, see for

example (Goodfellow et al., 2016).

2.3 Binary Stochastic Feedforward Networks

A property of MLPs is that they deterministically map each input into

an output. This is generally a good thing: for a particular input, it is

desirable that the network output does not depend on any random factors,

and any uncertainty regarding the precise configuration of the output can

be modeled by formatting the output of the network so that it is explicitly

interpreted as a distribution.

Suppose for example that the output we model with an MLP is a vector

of binary values, for example the pixel values in a black and white im-

2The feature map might have a different size than the input due to possible

downsampling where the kernel is not applied to every location in the input

but for example to every second location. In addition, the choice of how image

borders are handled can alter the shape of the feature maps. The basic spatial

relationships in the input are nevertheless preserved.
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age. If the output layer of the MLP consists of sigmoidal units, the value

of each output unityimight represent the probability of that pixel being

white, give the inputx. The problem with such a setup is that it is implic-

itly assumed that the elements of the output are independent given the

input, which means that

P(y)=

|y|

i=1

P(yi|x). (2.22)

If we want the MLP to explicitly output a distribution, it is typically

straightforward to output a simple unimodal distribution such as an isotropic

Gaussian3or a fully factorial Bernoulli distribution. If the mappingx→h

is deterministic, the conditional distributionP(y|x)belongs to the same

simple distribution as the MLP output, typically an isotropic Gaussian or

fully factorial Bernoulli distribution.

For many problems, the assumption of a unimodal distribution is how-

ever too restricting an assumption to model the data reasonably. One solu-

tion to the problem is to define the hidden states as stochastic rather than

deterministic values. A feedforward network where the hidden states are

stochastic is called astochastic feedforward neural network(SFNN). In

this section we will present the binary version, thebinary stochastic feed-

forward neural networkwhere the hidden states are binary random vari-

ables (Neal, 1990, 1992).

Binary SFNNs are defined in the same way as MLPs, with one crucial

modification. Recall from Equation (2.12) that in MLPs, the output of a

hidden unit ishi=φ(ai). In binary SFNNs, the output of a hidden unit is

a stochastic distribution over{0,1}, where

P(hi=1)=φ(ai)=σ(ai)=
1

1−eai
(2.23)

P(hi=0)=1−P(hi=1). (2.24)

Another way to interpret the activation is to see a SFNN as an MLP with

sigmoid nonlinearities for the hidden neurons, where the value after the

sigmoid nonlinearity defines the probability that the unit is “on”, and has

a value of 1 instead of 0. It is also possible to use a hybrid model, where

only a part of the neurons are stochastic, and the other neurons are de-

3The output of an MLP can be interpreted as an isotropic Gaussian by for ex-

ample using two output values for each output element, where one value is the

mean and the other the variance of the corresponding output element. Alterna-

tively the variance can be assumed to be constant, which naturally restricts the

family of distributions that can be modeled but simplifies the modeling.
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fined as standard neurons in MLPs (see, e.g., Tang and Salakhutdinov,

2013).

SFNNs overcome the fundamental limitation of MLPs that cannot triv-

ially model interactions between the output units. Although the output

distribution for one particular set of hidden stateshin the SFNN has

the same structural limitations as the output of an MLP4, the output of a

SFNN is a mixture of these outputs over all possible configurations ofh.

This mixture can therefore model arbitrary interactions over the output

units, given enough capacity through a large enough model.

Binary outputs of SFNNs have other advantages in certain settings.

Conditional computations have been proposed to enable the use of large

models where parts of the model are stochastically not evaluated, en-

abling the use of larger models for the same computational cost. The

idea is that certain parts of the network are never computed based on

activations in earlier stages of the model (Bengio, 2013). As conditional

computations require hard decisions, a binary unit could be used to limit

the activations of certain parts of the network. In addition, some hard-

ware solutions are restricted to binary outputs (e.g. the IBM SyNAPSE,

Esser et al., 2013).

Despite the advantages, SFNNs are much rarer to use than MLPs. The

main reason is that the network parametersθθθare harder to train due to

the reasons that are outlined in Section 3.6.3. In addition, although it is

straightforward to sample mixture components fromP(y|x)using ances-

tral sampling in the feedforward graph, the value ofP(y|x)is intractable

to compute exactly.

2.4 Ladder Networks

In semi-supervised learning (see Section 1.2.3), the challenge is to make

use of both labeled and unlabeled data. One way to do that is to first train

the network with an unsupervised method that does not need labels, and

then continue training, orfinetune, with a supervised method that uses

the parameters learned by the unsupervised method as a starting point,

to the extent the network architecture similarity between the supervised

and unsupervised methods permit. An example of such an approach is

greedy layerwise pretraining (see, e.g., Hinton and Salakhutdinov, 2006).

4the output is typically an isotropic Gaussian or fully factorial Bernoulli distri-

bution
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The use of greedy layerwise pretraining relies on two assumptions: the

initialization of the parameters for the supervised training has a signifi-

cant regularizing effect on the model, and that learning about the distri-

bution ofxcan help to learn about the mapping fromxtoy. The current

understanding of these assumptions is however limited, and the ability

to characterize what aspects of the pretrained parameters should be re-

trained in the supervised learning stage is limited. (Goodfellow et al.,

2016)

A more natural way to combine a supervised and an unsupervised method

is therefore to simultaneously train the model with an unsupervised and

supervised objective function. In practice, in such methods there is gen-

erally both a separate supervised and a separate unsupervised network

that however share at least some of the model parametersθθθin a meaning-

ful way. Typically this sharing is implemented such that the hidden layer

features learned by the two networks are the same. The Ladder network

proposed in Publication VI is one example of such an implementation.

One way to interpret the Ladder network is that it uses some network

structure for a supervised task, such as an MLP, and attach a separate

unsupervised objective to it. This objective is based on denoising. The

derivation and motivation for the specific form of denoising done in the

Ladder network is involved and combines multiple ideas. This section

presents the main ideas and justifications behind the architecture of the

Ladder network. For interested readers, further implementation details

can be found in Publication VI and (Rasmus et al., 2015).

The Ladder network is heavily based on denoising. In denoising, the un-

supervised task is to reconstruct the original inputxfrom a corrupted ver-

sioñx. In other words, a corrupted versioñxof the input is fed as an input

to the network, which outputs a reconstruction̂x. The network is trained

such that the reconstruction̂xis as close to the original inputxas possi-

ble. This approach has been used successfully for unsupervised learning

in for example denoising autoencoders (Vincent et al., 2010, 2008).

Denoising is a good unsupervised task as it requires the network to find

features that capture the distribution ofx. Let us suppose the denois-

ing task is minimizing the squared error cost functionx̂−x2, which

means that it learns the mappingx̂=f(̃x)such that the squared error is

minimized. This squared error is minimized if the denoising model man-

ages to findx̂=E(x|̃x). For the denoising model to be able to infer

E(x|̃x)however, it needs to implicitly model the entire distributionp(x).
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Figure 2.5.A conceptual illustration of the Ladder network with two hidden layers. The

feedforward path (x→ z(1)→ z(2)→ y) shares the mappingsf(l)with the

corrupted feedforward path, or encoder (x→ z̃(1)→ z̃(2) → ỹ). The de-

coder (̃z(l)→ ẑ(l)→ x̂) consists of the denoising functionsg(l)and has cost

functionsC
(l)
d on each layer trying to minimize the difference betweenẑ(l)

andz(l). The output̃yof the encoder can also be trained to match available

labels.

One benefit of using denoising as a task is therefore that the process of

training is fairly simple, as the corruption and cost to minimize are well

defined, but learning the denoising task still has the potential to force the

network to learn features that help to implicitly capture the entire data

distribution. It is worth noting that we are not interested in denoising as

such, but rather in the features that have to be learned to do denoising

successfully. Denoising is only used as an auxiliary task, where the main

task is a supervised task.

As an example, suppose that we want to denoise the noisy versionx̃of

a variablexwhere the corruption has the formx̃=x+n. Let us further

assume that in our data,xhas a Gaussian distribution with varianceσ2x,

andnis Gaussian noise with varianceσ2n.

We now want to estimate x̂, a denoised version of̃x, so that the estimate

minimizes the squared error of the difference to the clean valuesx.In

general, the optimal denoising function outputsx̂=g(̃x)=Ep(x|̃x)x.It

can be shown that the functional form of̂x=g(̃x)has to be linear in order

to minimize the denoising cost, with the assumption being that both the

noise and the latent variable have a Gaussian distribution (Valpola, 2015,
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Section 4.1):

x̂=g(̃x)=υ̃x+(1−υ)μ=(̃x−μ)υ+μ. (2.25)

Specifically, the result will be a weighted sum of the corruptedx̃and a

priorμ. The weightυof the corrupted̃xwill be a function of the variance

ofxandnaccording to:

υ=
σ2x

σ2x+σ
2
n

.

The functional form of the denoising function in Equation (2.25) has a

nice interpretation. If the noise has a high variance compared to the data

variance, which means thatσ2nis large compared toσ
2
x, the termυwill be

small. A smallυmeans that the denoised value will be more influenced by

the meanμthan the corrupted valuẽx, as the corrupted value contains

mainly noise and little signal. On the other hand, if σ2nis very small,

υwill be close to one and the denoised estimate will be almost entirely

determined by the corrupted valuex̃as it will contain only little noise

compared to the signal.

In general, the optimal denoising function is as complicated, or has as

many parameters, as the input distributionp(x). One way to model a com-

plicated input distribution is to use a hierarchical latent variable model.

Specifically, let us use a probabilistic graphical model, where the graph

connectivity is similar to an MLP in whichp(x)is modeled hierarchically

so that the upper layers affect the probability distribution of the lower

layers:

p(x)=p(x|h(1))p(h(1)|h(2))...p(h(L−1)|h(L))p(h(L)), (2.26)

whereh(l)is the hidden layer activation of layerlfor a model withL

hidden layers. The variablesh(l)are not observed and therefore called

latent variables, and they are organized in a hierarchy ofLlayers, which

is why the formulation is called a hierarchical latent variable model.

For training such a probabilistic model, we would however need to in-

fer the distribution of the hidden states given the input, which we could

in theory calculate using Bayes’ rule. The reason we would need to re-

sort to for example Bayes’ rule is that the model has components such

asp(h(l)|h(l+1)), but there is no trivial way to invert this mapping to

obtainp(h(l+1)|h(i)), which would be needed for training. In practice, us-

ing Bayes’ rule in this setting is however not generally tractable without

making fairly limiting and unrealistic assumptions about the form of the

distribution.
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In the Ladder network, we do not explicitly modelp(x), but rather try

to capture it through the denoising function̂x=g(̃x)=Ep(x|̃x)x. The

denoising function is setup as a hierarchical latent variable model. In the

Ladder network, the inference needed for training the network is solved

using a modified version of a denoising autoencoder.

A denoising autoencoder (Vincent et al., 2010, 2008) is an autoencoder

trained to reconstruct an original inputxfrom a corrupted versioñx. The

typical structure of an autoencoder is an MLP, where the desired output

yis set to be the original datax, while the input is a corrupted version

of the original datax. A straightforward way to use an autoencoder for

semi-supervised learning would be to use an autoencoder structure that

has twice as many hidden layers as the MLP used for the supervised task:

the firstLlayers would share the parameters of the MLP for the super-

vised task, while the lastLlayers would be exclusive for the autoencoder.

If for example the MLP had three hidden layers of sizes 100, 200, and

300 for the first, second and third hidden layer, respectively, the autoen-

coder would be another MLP with hidden layer sizes of 100, 200, 300,

300, 200, 100, respectively. This structure differs somewhat from a typi-

cal autoencoder structure, where it is customary to have one “bottleneck”

layer in the middle. The representation learned in the space of the bot-

tleneck layer would be thecode(hence the name autoencoder), while the

first half of the autoencoder would be called theencoderand the latter

half thedecoder. As such code is not relevant in the Ladder network,

the autoencoder structure presented here does not include a bottleneck

layer, but we will still refer to the first and second half of the autoencoder

as the encoder and decoder, respectively. The model parametersθθθwould

then be trained to maximize the (weighted) average performance of the

reconstruction by the autoencoder and the performance of the supervised

task by the MLP. Therefore, unlabeled data could be used to compute the

performance measure of the autoencoder, as it does not require labeled

data.

One issue with using autoencoders for semi-supervised learning as out-

lined above is that the performance of the autoencoder is dependent on

reconstructing the details of the inputx, while it is often beneficial for

the supervised task to specifically discard information that is irrelevant

for the supervised task. A solution used in the Ladder network is to add

lateral connections between the encoder and decoder such that each hid-

den layer in the encoder has a lateral connection to a hidden layer in the
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decoder such that the first encoder layer is laterally connected to the last

decoder layer, the second encoder layer connected to the second to last de-

coder layer and so on. This means that detailed information can be passed

directly from the lower layers of the encoder to the decoder without having

to be passed all the way through the encoder, hopefully allowing the ca-

pacity of upper layers of the encoder to model more abstract and invariant

features. If the abstract features learned by the unsupervised task used

for modelingp(x)are useful for the supervised task in modelingp(y|x),

the unsupervised task can help the performance of the supervised task.

How does the denoising autoencoder in the Ladder network relate to

latent variable models, and how does it solve inference of the latent vari-

ables given the input? The autoencoder can be seen as an inference ma-

chine, where the encoder contains both the noisy input activatioñxand

the noisy latent variable activations̃h(l). The decoder then does denoising

of first the latent variables from the top down, where the denoised activa-

tion̂h(l)is a function of both the noisy activation for the same layer̃h(l)

and the denoised activation of the layer above,ĥ(l+i).

This interpretation is further enforced by the Ladder having cost func-

tions on each layer: the denoising cost is not only implemented on the

observationx, but also on each layerh(l). This pushes each layer of the

decoder to find an activationĥ(l)that matches the cleanh(l). On the other

hand, it pushes each layer of the encoder to find representations that have

distributions that are easy to denoise (Särelä and Valpola, 2005). In order

to evaluate the loss and train the model one can therefore run the encoder

twice: once with corrupted inputs and once with clean inputs. The clean

encoder activations work as targets for the denoising.

It is worth noting that one way for the network to do perfect denoising

of the hidden layers would be to find a trivial activationh= ĥ=con-

stant. This potential problem is avoided in the Ladder network by using

batch normalization. Batch normalization (Ioffe and Szegedy, 2015) was

originally proposed to improve convergence of training feedforward net-

works, the details of which we will not elaborate on further in this work.

Formally, batch normalization for the layersl=1...Lis implemented as

zl=NB(W
lh(l−1)) (2.27)

hl=φγ(l)(z(l)+β(l)) (2.28)

NB(xi)=
(xi−μ̂xi)

σ̂xi
, (2.29)

whereh0=x,NBis a neuron-wise batch normalization,̂μxiandσ̂xiare
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estimates calculated from the data5,γ(l)andβ(l)are trainable parame-

ters, andφ(·)is the activation function such as the rectified linear unit or

the softmax activation.

In the Ladder network, the lateral connections are unitwise: if the en-

coder and corresponding decoder layer have 300 hidden neurons each,

there are 300 connections from the encoder to the decoder layer. This

differs from standard connections between layers for example in a fully

connected MLP, where the connection is fully connected such that each

neuron in the layer below is connected to each neuron in the layer above.

The implication of the limitation of unitwise lateral connections is that

the Ladder is only able to model denoising functions that factorize, that is

where

p(h(l)|h(l+1))=

|h(l)|

i=1

p(h
(l)
i |h

(l+1)), (2.30)

whereh
(l)
i is thei:th neuron of layerl. For an optimal denoising, this

formulation therefore pushes the hidden features to conform to the above

formulation.

Another limitation set by the formulation in the Ladder network is that

the denoising function only supports optimal denoising of hidden states

with a Gaussian distribution, given the hidden states of the above layer.

In practice, this is done by setting the denoising function to be linear as in

Equation (2.25), but allowingμandυto depend on the value of the latent

variables in the layer above. Although the distributionp(h(i)|h(i+1))is

therefore assumed to be a Gaussian that factorizes, any correlations and

non-Gaussianities can be modeled in layers above: the marginal distribu-

tionp(hl)is not restricted to be either factorizable or Gaussian.

Let us recap what we have just learned. In the Ladder network, we

start with a hierarchical feedforward neural network that is appropriate

for supervised learning such as an MLP, and call it the encoder. We attach

a decoder to the encoder, which has a similar hierarchical structure, but

where the graph flows from upper layers to lower layers. The objective

that the model is optimized for is a combination of a supervised and unsu-

pervised objective. The supervised objective is the same as for the original

feedforward network used as the encoder. The unsupervised objective is

a weighted sum of the squared error between the clean and reconstructed

input and hidden states,x−x̂2and z(l)−ẑ(l)2. In the hidden states we

5In batch normalization these estimates are calculated from themini-batch, the

meaning of which will be explained in Section 3.3.
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Table 2.2.A collection of previously reported MNIST test errors in the permutation in-

variant setting followed by the results with the Ladder network. Standard

deviation in parentheses.

Test error % with # of used labels 100 1000 All

Semi-sup. Embedding (Weston et al., 2012) 16.86 5.73 1.5

Transductive SVM (from Weston et al., 2012) 16.81 5.38 1.40

MTC (Rifai et al., 2011) 12.03 3.64 0.81

Pseudo-label (Lee, 2013) 10.49 3.46

AtlasRBF (Pitelis et al., 2014) 8.10 (±0.95) 3.68 (±0.12) 1.31

DGN (Kingma et al., 2014) 3.33 (±0.14) 2.40 (±0.02) 0.96

DBM, Dropout (Srivastava et al., 2014) 0.79

Adversarial (Goodfellow et al., 2015) 0.78

Virtual Adversarial (Miyato et al., 2015) 2.12 1.32 0.64 (±0.03)

Baseline: MLP, BN, Gaussian noise 21.74 (±1.77) 5.70 (±0.20) 0.80 (±0.03)

Ladder 1.06(±0.37) 0.84(±0.08) 0.57(±0.02)

use the activationzimmediately after batch normalization instead of the

final hidden state activationhas the activationszare more likely to follow

a Gaussian distribution, as assumed in the formulation of the denoising

function. In each layerl, the denoising functiongoutputs a reconstruc-

tion of the clean representation as a function of the noisy representation

z̃(l)and the reconstructed values of the layer above,̂z(l+1).

The autoencoder used in the Ladder network can therefore be viewed

as a machinery for inferring the value of the hidden states in a hierarchi-

cal latent variable model. A hypothesis for why the features extracted by

training the hierarchical latent variable model are useful for a supervised

task is that a hierarchical latent variable model finds abstract features

that correspond to the underlying causes of the observed data. When

trying to modelp(y|x)in supervised learning, ifyis among the most

“relevant” causes ofx, hierarchical latent variable models should be able

to find representations that support supervised learning. The way the

unsupervised task affects the supervised task is by using the same struc-

ture and parameters as the supervised network in the encoder. For an

illustration of an example Ladder network, see Figure 2.5.

The Ladder network performs very well, and reached state-of-the-art

results in multiple benchmarks. As can be seen in Table 2.2, in the task

of classifying handwritten digits using the MNIST6dataset, the Ladder

network outperformed existing networks using all, 1000 or 100 labeled

6http://yann.lecun.com/exdb/mnist/
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Table 2.3.Convolutional Ladder network results for the MNIST dataset. In theΓ-model,

the denoising cost is only applied to the top layer of the decoder.

Test error, no data augmentation in training

% with # of used labels 100 all

EmbedCNN (Weston et al., 2012) 7.75

SWWAE (Zhao et al., 2015) 9.17 0.71

Baseline: Conv-Small, supervised only 6.43 (±0.84) 0.36

Conv-FC 0.99 (±0.15)

Conv-Small,Γ-model 0.89(±0.50)

Table 2.4.Test results for convolutional Ladder network on the CIFAR-10 dataset with-

out data augmentation. In theΓ-model, the denoising cost is only applied to

the top layer of the decoder.

Test error % with # of used labels 4 000 All

All-Conv ConvPool-CNN-C (Springenberg et al., 2014) 9.31

Spike-and-Slab Sparse Coding (Goodfellow et al., 2012) 31.9

Baseline: Conv-Large, supervised only 23.33 (±0.61) 9.27

Conv-Large,Γ-model 20.40(±0.47)

samples if only comparing with other permutation invariant7networks.

When using a convolutional network as an encoder, the Ladder network

also reached state-of-the-art results in semi-supervised learning in both

the MNIST dataset and the CIFAR-10 (Krizhevsky, 2009) dataset, which

consists of small RGB images from 10 different classes. The results can

be found in Table 2.3 and Table 2.4, respectively.

2.5 Tagger model

Humans perceive naturally that the world is structured into different ob-

jects. In Publication VII, we introduce a model, called theTagger, with

this capability that we callperceptual grouping. The segmentation done

in perceptual grouping is useful in multiple problems in multiple modal-

ities including image segmentation (visual), the cocktail party problem

(audio), or when separating the sensation of a grasped object from the

sensation of fingers touching each other (tactile). The Tagger is a combi-

7Permutation invariance means that the network is invariant to random permu-

tations in the data prior to training. For example a convolutional network is not

permutation invariant, as it relies on prior information of spacial connections

between nearby elements.
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nation of a general proposed framework for efficient iterative inference for

perceptual grouping callediTerative Amortized Grouping(TAG) and the

Ladder network presented in Section 2.4.

The TAG framework entails a mechanism for iteratively grouping the

inputs and internal representations into several different parts. In the

TAG framework, the objective of the model is to denoise the inputx.

For doing so the TAG framework includes a mechanism for splitting both

the input and the internal representations into largely independent parts

that are processed separately, called groups. The hypothesis is that if the

dataxis generated by multiple different sources, where the dataxis for

example an image with multiple objects in the scene, it is easier for the

model to process the different objects separately.

In the TAG framework, the input is therefore processed inGdifferent

groups. There is no a priori assumption for how the input is split into the

groups, and the model is free to learn the grouping that is most beneficial

for the optimization criterion of denoising the input. In practice, there

is a discrete latent variableKj∈{1,...,G}assigned to each element of

the inputxjthat defines which group the element belongs to. In the TAG

framework, the groups are symmetric in the sense that the model that

processes the input assigned to each group is identical.

A difficulty with segmenting the input into groups is that we have to

infer two different kinds of information: what groups do the different el-

ements of the input belong to, and what are the objects that we observe

in each group. In order to effectively perform this inference over both

the group assignments and the object representations, the TAG frame-

work resorts to iterative inference that alternates between updating the

two sets. This iterative approach is similar to all EM-type algorithms

(Dempster et al., 1977). The assumption is that inferring one set of latent

variables if we know the other set is easy, but that inferring both at the

same time is difficult.

In EM-type algorithms, it is typical to devise algorithms for updating

one set of latent variables given the other, and then iterate for as long

as is deemed necessary. In the TAG framework however, the network is

trained so as to infer a solution in a pre-defined and limited number of

steps. Such an approach is calledamortized inference(Gregor and LeCun,

2010).

More formally, the output in each iteration of the TAG framework is

an approximationqi(x)of the true probabilityp(x|̃x), wherẽxis the
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Figure 2.6.An illustrative example of a Tagger with a Ladder network of three hidden

layers as its parametric mapping to perform its iterationi+1. Note the

optional class prediction outputyigfor classification tasks.

noisy version of the inputxthat the model is trained to denoise, and

the approximationqi(x)is refined over the iterations indexed byi.The

indexiis dropped from the formulas that follow in order not to clutter the

equations.

In the TAG framework, the model maintains an internal representation

for each group that includes both

•a probabilitymg,j=q(gj)=q(Kj=g)that the elementxjbelongs to

groupg

•zg, which is the expected value of the input if only groupgwas

present in the input.

The dimensionality of bothmgandzgis the same as for the inputx. The

value ofzgis used to form a probability distributionq(xj|Kj=g)=q(xj|

gj)for the value of each element of the input. This distributionq(xj|

gj)represents the distribution of the elementxjgiven that the element

belongs to groupg. For example, if the input is an image that consists of a

car and a table, and the car is processed in its own group, the distribution

q(xj|gj)for the group that represents the car is the best guess of the

model of what the elementxjwould look like if only the car was present

in the scene.

For continuous data,zgdefines the mean of a Gaussian distribution

where the variance is a separate fixed, but trained parameter. For bi-
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nary data, the probability of elementxjhaving a value of 1 is defined as

Q(xj|gj) = sigmoid(zg,j). This method of parametrizing and representing

the distributionq(xj|gj)is somewhat arbitrary, and can be changed if

needed.

The internal representation is updated in each iteration. The final pre-

diction that the model outputs for the distribution of each element of the

inputxjis

q(xj)=
G

gj=1

q(gj)q(xj|gj)=
G

gj=1

mg,jq(xj|gj) (2.31)

The probabilityq(xj)is therefore the weighted average of the predictions

of the output for each group, where the weight is the probability that the

output belongs to the group. The weightsmg,jare therefore limited to be

non-negative and sum up to one:

mg,j≥0 (2.32)

G

g=1

mg,j=1. (2.33)

In the iterative inference, in each iteration the model outputs both the

group meanszgand the group assignmentsmgfor each group. For infer-

ring the next step of the iteration, the model receives as inputs the group

meanszgand group assignmentsmgfrom the previous iteration. In the

first iteration, the input ofzgis set to the data mean for allg, andmgare

randomized. In addition to the group means and assignments, the model

receives as inputs two quantities:L(mg)andδzg. The purpose ofL(mg)

andδzgis to give the model a signal on how to improve the approximation

qi(x)given the noisy inputx̃. It is worth noting that without these two

quantities, the inputs of the model would not depend on the value of the

noisy inputx̃in any way, and would therefore clearly not be able to output

a good denoising approximationq(x).

BothL(mg)andδzgconvey information of the likelihood of the corrupted

inputp(̃x|z,g)and specifically of how they could be used to improve

the group assignments throughL(mg), and the group means throughδzg.

As the group assignments are discrete variables, it is feasible to express

the complete likelihood table forgjassuming other values constant. This

function is therefore

L(mg,j)∝q(̃xj|z:,j,gj). (2.34)

The value ofL(mg,j)is normalized to sum up to one over all groups for

each elementj. The value is therefore a likelihood ratio rather than a
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pure likelihood term, and intuitively represents how well each group re-

constructs each individual input element compared to the other groups.

For continuouszgit is not feasible to evaluate and represent the likeli-

hood over all possible values ofzg. The termδzgis therefore used, which

is proportional to the gradient of the negative log likelihood:

δzg,j=mg,j(̃xj−zg,j) (2.35)

∝
∂

∂zg,j
[−logq(̃xj|z:,j,gj)]. (2.36)

Intuitively, the termδzg,jtherefore represents the remaining modeling

error.

The above accounts for the elements of the TAG framework: group as-

signments and group means are iterated over a predefined number of

steps with the goal of denoising a noisy inputx̃. For each iteration and

each group, the inputszg,mg,L(mg)andδzgare provided as inputs to

a model that outputs the valueszgandmgfor the next iteration, after

normalizing the group assignmentsmgto sum up to one for each ele-

ment. The final element of the TAG framework is therefore the paramet-

ric model that maps these inputs to the outputs.

As the parametric model outputs both the estimate of the group means

zgof the clean input and the group assignmentsmg, it simultaneously

does two tasks. Firstly, the model makes denoised estimates of the dis-

tribution of the clean input in each group, and therefore does the task of

denoising. Secondly, the model updates the group assignmentsmg, effec-

tively updating the belief of which elements of the input belong to which

group. As the network must infer the value of the outputs based on the

noisy inputx̃, it is effectively doing posterior inference for the estimated

outputs. It is worth repeating that the same model is used for each itera-

tion and each group, which means that one generic function approximator

is shared in each step of the process.

The parametric model we chose to use is the Ladder, as the structure of

the Ladder is designed to have a structure compatible with computations

required for posterior inference in hierarchical latent variable models (see

Section 2.4). The TAG framework with a Ladder network as the paramet-

ric model is called theTagger, and is illustrated in Figure 2.6.

In Publication VII, we constructed a synthetic dataset, called TextureM-

NIST2, by sequentially stacking two textured handwritten digits from the

MNIST dataset, but shifted two pixels left and up, and right and down, re-

spectively, on top of a background texture. The textures for the digits and
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Table 2.5.Test-set classification errors for textured one-digit MNIST (chance level: 90 %)

and top-2 error on the textured two-digit MNIST dataset (chance level: 80 %)

using 50 000 or 1 000 labeled samples. Mean and sample standard deviation

are reported over 5 runs. FC = Fully Connected

Dataset Method Error 50k Error 1k

TextureMNIST1 FC MLP 31.1±2.2 89.0±0.2

FC Ladder 7.2±0.1 30.5±0.5

FC Tagger (ours) 4.0±0.3 10.5±0.9

ConvNet 3.9±0.3 52.4±5.3

TextureMNIST2 FC MLP 55.2±1.0 79.4±0.3

FC Ladder 41.1±0.2 68.5±0.2

FC Tagger (ours) 7.9±0.3 24.9±1.8

ConvNet 12.6±0.4 79.1±0.8

background were randomly shifted samples from a bank of 20 sinusoidal

textures with different frequencies and orientations. We also constructed

a synthetic dataset with only one textured MNIST digit on a textured

background, called TextureMNIST1.

Figure 2.7 illustrates how Tagger separates the background and both

digits in samples from the TextureMNIST2 dataset into different groups.

In the left column there are seven different samples from the test set

along with the resulting grouping, where each group is presented in a

different color. On the right is an illustration of the iterative inference

process, where the group meanszgand group assignmentsmgare shown

for four groups over four iterations. The rightmost column also illustrates

the classification prediction of what digit each group represents when the

model is trained to also classify the digit identities in the original image.

The illustration shows how the model separates the digits and the back-

ground to their own groups, and does not represent almost anything in

the redundant fourth group.

We also tested the performance of the Tagger in supervised and semi-

supervised learning by letting the model classify the original digit iden-

tities in both TextureMNIST1 and TextureMNIST2. The results are pre-

sented in Table 2.5 and show that Tagger achieves the lowest error rates

especially in the semi-supervised case. Only with one textured digit in

TextureMNIST1 in the fully supervised case is a comparison model, a
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Figure 2.7.Results for the TextureMNIST2 dataset.Left column: 7 examples from the

test set along with their resulting groupings in order of descending grouping

performance, and 3 hand-picked examples (D, E1, E2). D: An example from

the TextureMNIST1 dataset. E1-2: A hand-picked example from TextureM-

NIST2. E1 demonstrates typical inference, and E2 demonstrates how the

system is able to estimate the input when a certain group (topmost digit 4) is

removed.Right column: Illustration of the inference process over iterations

for four color-coded groups;mgandzg.
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convolutional neural network, on par with Tagger. As briefly explained

in Section 2.2.1, the convolutional neural network is however implicitly

provided a prior on the spatial arrangement of pixels in the input image

which the fully connected Tagger is not.

Based on the results, the Tagger is indeed able to use the mechanism of

splitting the input into groups to simplify its task of denoising, and also

for classification of a cluttered or multi-object input. For further experi-

ments and technical implementation details, please see Publication VII.

2.6 Recurrent Neural Networks

Recurrent Neural Networks (RNNs) (Rumelhart et al., 1986) are appro-

priate for modeling data that has a sequential structure such thatx=

(x(1),x(2),...x(τ)). Here each elementx(i)is assumed to reside in the same

space, but different observationsxmight have different lengthsτ. Exam-

ples of such data include text, where each element is a word or letter,

audio data or genome data.

In practice, an RNN differs from an MLP in that it includes cyclical con-

nections. These cyclical connections are used to sequentially process data

that has a sequential structure. In other words, the RNN can maintain

some “memory” of the history of the sequence so far that can be used to

process the current input value. For an RNN that only has recurrent con-

nections to the previous time stept−1, the hidden state of the RNN at

timetis therefore

h(t)=f(x(1),x(2),...,x(t))=g(h(t−1),x(t)|θθθ), (2.37)

whereθθθare the parameters of the RNN. One important aspect to notice

from this definition is that the functiong(h(t−1),x(t)|θθθ)is the same for

each time step, where only the arguments consisting of the hidden state

of the previous time step and the current input differ. We therefore share

the parametersθθθacross all the time steps. As the RNN processes the

information one element at a time, there is no problem to computeh(t)for

all time steps of variable length sequences.

An analogy can be drawn to convolutional neural networks that also use

parameter sharing across locations sweeping over the entire sequence. A

critical difference though is that in convolutional neural networks, the

value at steptis only affected by its neighbors at a distance defined by

the filter sizes. In RNNs however, the entire past can in principle affect
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the hidden state at timet.

The output of the RNN,y=fy(h,x), can take many possible forms. Typ-

ical examples include one fixed-size vector at the end of the sequencex

(for example classification of variable length text snippets into predefined

classes), one outputy(t)for each elementx(t)(for example prediction of

control outputs based on observations from the environment) and predic-

tion of a sequence generated at the end of sequencexwith some length

that might vary (for example machine translation).

Although the RNN is a dynamical model, it is useful to also view it in

anunfoldedform. In the unfolded form, the RNN can be seen as a special

case of an MLP, where each time step adds another layer on the MLP. The

notion of a previous and next layer is not as simple as in an MLP that can

be seen as a one-dimensional chain of layers, but the RNN in unfolded

form is nevertheless acyclic and feedforward. Inferring the values ofy

and training the parameters is therefore similar to an MLP, with the main

difference that the weights are shared (or tied) between parts that belong

to different time steps.

In contexts where it is natural to include also “future” steps in the se-

quence to infer the value ofy(t), it is possible to use a bidirectional RNN.

In a bidirectional RNN, the value ofh(t)does not only depend on the his-

tory, but on the entire sequencex:

h(t)=f(x(1),x(2),...,x(τ))=g(h(t−1),h(t+1),x(t)|θθθ) (2.38)

In this formulation the bidirectional RNN is not acyclic though, since the

hidden states of different time steps are both dependent on each other.

This is circumvented in practice by limiting the connectivity of the hidden

states. If for instance the hidden state is divided into two layersh(t)=

(h1(t),h
2
(t)), the connectivity might be

h1(t)=f(x(1),x(2),...,x(t))=g
1(h1(t−1),x(t)|θθθ) (2.39)

h2(t)=f(x(t),x(t+1),...,x(τ))=g
2(h2(t+1),x(t)|θθθ), (2.40)

in which case there is a separate layer that runs “forward” and “backward”

in the sequence, respectively. In that case if the outputy(t)is a function

ofh1(t)andh
2
(t),y(t)depends on the full sequencex.

2.6.1 Bidirectional Recurrent Neural Networks as Generative

Models

Using the standard unidirectional RNN as a generative model is fairly

easy. Let us suppose that the structure of the RNN is such that for each
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y(t+1)

x(t+1)

y(t)y(t-1)

x(t)x(t-1)

h(t+1)h(t)h(t-1)

y(t+1)y(t)y(t-1)

h2 (t+1)h2 (t)h2(t-1)

x(t+1)x(t)x(t-1)

h1 (t+1)h1 (t)h1(t-1)

Figure 2.8.Left: Structure of a simple unidirectional RNN that can be used as a gener-

ative model. The input is at the bottom row, and the output at the top row,

where the output is the same as the input, but shifted one time step to the

left.Right: A bidirectional RNN that can be used as a generative model. The

input is at the bottom row, and the output at the top row. Note that the output

at steptindirectly depends on all inputs except for the one at stept, which

means that the model structure is suitable for modelingp(x(t)|{x(i)}i=t}).

time stept,p(y(t))=f(x(1),x(2),...,x(t)). If we train the RNN to model the

distribution of the following input given the history by setting the target

fory(t)tox(t+1), the output of the RNN models the conditional distribution

p(x(t)|{x(i)}
t−1
i=1)=f(x(1),x(2),...,x(t−1)). (2.41)

Without loss of generality, the joint probability of the entire sequence x

can therefore be expressed as a product of conditional probabilities:

p(x)=

τ

j=1

p(x(j)|{x(i)}
j−1
i=1). (2.42)

Sampling from this distribution is easy using ancestral sampling, as sam-

pling each element sequentially usingp(x(t)|{x(i)}
t−1
i=1)is directly ob-

tained from the model.

Using bidirectional RNNs as generative models is unfortunately not as

easy. Let us first suppose that the network is configured such that the

prediction forp(x(t))is a function of both the pastx(1),...,x(t−1)and the

futurex(t+1),...,x(τ), which means that

p(x(t)|{x(i)}i=t})=f(x(1),...,x(t−1),x(t+1),...,x(τ)). (2.43)

In that case, the bidirectional RNN models the conditional probability

distribution for some element in the sequence, given the values of all other

elements in the sequence. This can be achieved for example by defining

the topology of the RNN such that the outputy(t)is a function ofh
1
(t−1)and

h2(t+1)as defined in Equation (2.40). In that case we can note that there

is no similar sequential formulation forp(x)as in Equation (2.42) for the

unidirectional case. Nevertheless, if there is access to a model that models
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p(x(t)|{x(i)}i=t}), in Publication I we propose two methods to sample

from the distributionp(x)defined by the conditional distribution of the

model. Figure 2.8 illustrates the architecture of a simple unidirectional

and bidirectional RNN that can be used for generative modeling.

The first method draws inspiration from Generative Stochastic Net-

works (GSN) (Bengio et al., 2013). GSNs use a denoising auto-encoder

to estimate the data distributionp(x)as the asymptotic distribution of

the Markov chain that alternates between corruption and denoising. The

distributionp(x)is therefore only defined implicitly and cannot be written

explicitly.

In order to use the GSN approach with bidirectional RNNs, we can de-

fine the corruption as masking out one element of the inputx(t), and

denoising as reconstructing the element using the distributionp(x(t)|

{x(i)}i=t})estimated by the bidirectional RNN. Based on the results pre-

sented by Bengio et al. (2013), it turns out that such an approach indeed

implicitly captures the data distributionp(x).

The second method draws inspiration from the Neural Autoregressive

Distribution Estimator (NADE) (Larochelle and Murray, 2011; Uria et al.,

2014). The NADE defines a probabilistic model by reconstructing missing

components of a vector one at a time in random order, starting from a

fully unobserved vector. Each reconstruction is given by an auto-encoder

network that takes as an input the reconstruction so far and an auxiliary

mask vector that indicates which values are still missing.

In order to use the NADE approach with bidirectional RNNs, we recon-

struct each elementx(t)one at a time, in random order. The information

on what elements are still missing from the reconstruction is passed by

concatenating each input vectorx(t)with a binary token that indicates

whether that input element has already been reconstructed.

The joint distribution of the sequence is therefore defined by first draw-

ing a random permutationodof positions in the sequence1...τand then

defining the probability distribution one by one of each element in that

order, starting from a fully missing sequence:

P(x|od)=
τ

d=1

P(x(od)|{x(oe)}
d−1
e=1). (2.44)

One advantage of both the GSN and NADE approach compared to using

a unidirectional RNN is that sampling from the conditional distribution

ofxgiven some elementsx(t)is no more difficult than sampling the entire

sequence. If there are for instance missing values in the middle of a se-
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Table 2.6.Negative Log Likelihood (NLL) for gaps of five time steps using different mod-

els (lower is better). In the experiments, the proposed methods GSN and

NADE perform well, although they are outperformed by Bayesian MCMC.

Inference strategy Wikipedia Nottingham Piano Muse JSB

GSN 4.60 19.1 38.8 37.3 43.8

NADE masked 4.86 19.0 40.4 36.5 44.3

NADE 4.88 18.5 39.4 34.7 44.6

Bayesian MCMC 4.37 NA NA NA NA

One-way inference 5.79 19.2 38.9 37.6 43.9

One-gram 23.3 145 138 147 118

quence that need to be reconstructed using an RNN, the GSN and NADE

approaches are highly suitable. With unidirectional RNNs, this is only

practical for cases where all elements are missing from some time stept

to the end of the sequenceτ.

In order to demonstrate the performance of the different methods on

conditional inference, in Publication I we compared different methods to

infer the value of a gap of five consecutive elements in different time se-

ries. We tested the GSN approach in addition to two versions of the NADE

approach that differ slightly with respect to a few training details. They

are compared to a unidirectional RNN, to Bayesian MCMC, which can

roughly be seen as emulating Equation (2.43) using a unidirectional RNN

with a computationally expensive method, and to a naive one-gram model

that does not take any temporal dynamics into account. As can be seen

from the results presented in Table 2.6, the bidirectional methods outper-

form the unidirectional RNN (one-way inference in the table). Although

Bayesian MCMC performs the best, it is also tractable only for data where

each elementx(t)can obtain a finite number of configurations, and the

computational cost of the method grows linearly with the number of these

possible configurations. Further details of the experiments can be found

in Publication I.
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In optimization, we generally try to find a value ofθθθthat maximizes or

minimizes the value of some function1f(θθθ):IRd→ IR. To keep a stan-

dard notation, optimization problems are generally set up as minimiza-

tion problems. This can be done without loss of generality, as maximizing

−f(θθθ)is equivalent to minimizingf(θθθ). The functionfis called anob-

jective function, but especially in a machine learning context the function

we want to minimize can also be called acost functionorloss function.

Formally, we try to find

θθθ∗=argmin
θθθ
f(θθθ), (3.1)

whereθθθ∗is the minimum point of the function.

In parametric models in machine learning, we can denote our model

parameters byθθθ, and the loss function is a function of the data we try to

fit the model to. Formally, the minimum pointθθθ∗of the loss functionLwe

want to minimize is typically of the form

θθθ∗=argmin
θθθ
Ex∼pdataL(x|θθθ), (3.2)

in the case of unsupervised learning2and

θθθ∗=argmin
θθθ
E(x,y)∼pdataL(x,y|θθθ), (3.3)

in the case of supervised learning. Herepdatais thedata-generating distri-

bution, which is the probability distribution of the data we are interested

in modeling. The expected loss in Equation (3.2) and Equation (3.2) is

called thegeneralization error(Goodfellow et al., 2016).

1This assumes the domain of our function is ad-dimensional real-valued vector.
2See Section 1.2 for details on the difference between supervised and unsuper-

vised learning
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3.1 Empirical Risk and Generalization

In machine learning, we want to minimize the generalization error, which

is also calledrisk. One of the central challenges of machine learning is

however that we practically never know the data-generating distribution.

What we typically have instead is a set of observationsX={xi}Ni=1
3that

we assume are identically and independently distributed samples from

the data-generating distribution. If we replace the true data-generating

distribution with the set of observationsXwe do have, we can find pa-

rameterŝθθθthat minimize thetraining error,orempirical risk(Vapnik,

1995)

θ̂θθ=argmin
θθθ
Ex∼p̂dataL(x|θθθ) (3.4)

=argmin
θθθ

1

N

N

i=1

L(xi|θθθ), (3.5)

where p̂datais called the empirical distribution that is defined by uni-

formly4distributing the probability density over the observations inX.

By doing so, we hope to minimize the generalization error as well. The

main problem with this approach is that we mightoverfitthe model. To

give an intuition on overfitting, remember that we are interested in gen-

eralizing to samples frompdata, but only have access to a different dis-

tributionp̂data. If the model has enough capacity to exactly model the

distributionp̂data, it will not have learned anything about valuesxwith

non-zero probability inpdatabut that have not appeared in the datasetX.

Stated in another way, in machine learning we are not interested in ex-

actly modeling the training data, but want to model the underlying data

generating distribution. Preferably the model would capture as much of

the underlying structure of the data as possible, and as little noise as

possible.

A useful perspective for understanding overfitting is thebias-variance

dilemma(Geman et al., 1992). Let us assume that we have a super-

vised regression task with a one-dimensional output, and our dataD=

{(xi,yi)}Ni=1 is a set ofNidentically and independently distributed sam-

ples from our data-generating distribution. Let us further assume that

3In the case of supervised learning we also have access to the labelsY={yi}Ni=1.

However, we will only consider the unsupervised case for now, although the ex-

tension to the supervised case is trivial.
4Note that observations that occur multiple times in the observations are corre-

spondingly assigned a higher probability density.
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our loss is the sum of squared errors, whereby the expected loss given a

draw of the dataDis

E[(y−g(x|D))2|x,D], (3.6)

whereg(x|D)is the output of a network for inputxthat already has been

trained with the datasetD, where the task is to output as close a value to

the correctyas possible. We can further decompose this expression into

E(y−g(x|D))2|x,D (3.7)

=E(y−E[y|x]+E[y|x]−g(x|D))2|x,D (3.8)

=E(y−E[y|x])2|x,D+(g(x|D)−E[y|x])2 (3.9)

+2E[(y−E[y|x])(E[y|x]−g(x|D))|x,D] (3.10)

=E(y−E[y|x])2|x,D+(g(x|D)−E[y|x])2. (3.11)

We now want to analyze the performance of the model g(x|D). As

E[(y−E[y|x])2|x,D]is simply the variance ofyinherent in the data

which cannot be predicted fromx, and is hence not dependent on the

estimator, we can ignore that term when evaluating the performance of

g(x|D). The expectation of the second term over all possible draws of the

dataDis hence (Duda et al., 2000)

ED (g(x|D)−E[y|x])
2 =ED[g(x|D)−E[y|x]]

2

bias2

+ (3.12)

ED (g(x|D)−ED[g(x|D)])
2

variance

. (3.13)

The performance of the model is now split into two separate terms: the

bias (squared) and the variance. The bias term is the difference between

the expected output of our network and the true outputyover all possible

draws of the dataD. Basically it is a measure of how much systematically

“wrong” our estimatorgis. On the other hand, the variance is a measure

of how much our estimatorgwould differ depending on the particular

drawDwe used as a training set. Although this derivation applies to a

regression task with a squared error, the general idea also applies to the

other problems presented in this dissertation.

There is a tradeoff between bias and variance as increasing model ca-

pacity will generally decrease bias but increase variance, and vice versa.

There is generally an optimal model capacity that balances between bias

and variance to yield the lowest generalization error. If the capacity of

the model is too large for the particular dataset, the generalization error

53



Optimization in Deep Learning

Model capacity

Error

Generalization
error

Training error

High varianceHigh bias

Figure 3.1.An illustration of the bias-variance dilemma, where there is a tradeoff be-

tween bias and variance for the optimal generalization error.

is higher than necessary due to overfitting, where the bias is low but the

variance is high. On the other hand, if the capacity of the model is too

small for the particular dataset, the generalization error is higher than

necessary due tounderfitting, where the bias is high but the variance is

low. The dilemma is illustrated in Figure 3.1.

One way to control the capacity of the model is to adjust the number

of parameters of the model. Another method isregularization, that en-

compasses different strategies to restrict the model capacity. Different

regularization methods will be covered in more depth in Section 3.4.

In practical applications, the training dataset is generally split into

three separate sets: thetraining set,validation setand thetest set. The

training set is used directly to optimize the empirical risk outlined in

Equation (3.4). The validation set is used to evaluate the result of the

minimization of the empirical risk on the training set. As the validation

and training sets are disjoint, the loss on the validation set is an unbiased

estimate of the generalization error. The performance on the validation

set is used to adjust the design choices on the network structure including

the number of parameters, or on regularization. If the performance on the

validation set is used to make any changes on the network or training, it is

no longer unbiased. Therefore, the test set is used after the final network

has been trained to obtain an unbiased estimate of the generalization er-
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ror of the final network. This method is called thehold out methodas the

validation set is “held out” from the training set (see, e.g., Bishop, 1995b).

One method that utilizes the training and validation sets more effectively

iscross-validation, where the training is repeated on multiple different

splits between the training and validation sets (Stone, 1974). The method

is however computationally considerably more costly, and is therefore of-

ten not used for large problems in deep learning. For a more thorough

review of validation methods, see for example (Bishop, 1995b).

3.1.1 Interpretation and Implementation of the Loss Functions

In most deep learning applications, the loss function can be interpreted

as some form of the likelihood function. Let us assume that the data

X={xi}Ni=1is identically and independently distributed. Let us further

assume thatq(x|θθθ)is some family of parametric probabilistic models,

where each instance of the family has a different value of the parameter

θθθ. The likelihood is then

L(θθθ|X)=

N

i=1

q(xi|θθθ). (3.14)

In order to simplify the practical implementation of the optimization,

we take the logarithm of the likelihood function. By doing so, we get rid

of the product. As we are interested in maximizing the likelihood, and we

typically specify optimization problems as minimizations, we further take

the negative value of the log-likelihood:

−logL(θθθ|X)=−

N

i=1

logq(xi|θθθ). (3.15)

This objective function is therefore anegative log-likelihoodfunction. The

value ofθθθthat minimizes this function is called themaximum likelihood

estimate:

θ̂θθMLE =argmin
θθθ
[−logL(θθθ|X)] (3.16)

=argmin
θθθ

−
N

i=1

logq(xi|θθθ) . (3.17)

In the case of supervised learning, it is trivial to extend the negative log-

likelihood function, assumingY={yi}Ni=1are the labels:

−logL(θθθ|X, Y)=−
N

i=1

logq(yi|xi,θθθ). (3.18)
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Intuitively, we find the valuêθθθMLE that maximize the probability that

we had observedX(and possiblyY) givenX(andY) were sampled from

q(x|θθθ)(orq(y|x,θθθ)).

Another way to interpret the maximum likelihood estimate is from an

information theoretic perspective. In information theory (see, e.g., Pierce,

1961), the informationI(xi)of one observationxigivenx∼p(x)is

I(xi)=−logp(x). (3.19)

The information of an observation represents how many bits (ornatsif

we use the natural logarithm) we need to transmit the information in the

observation5. The expected information of an observation is the same as

the entropyhof the distribution the observation originated from

h(p)=Ex∼p(x)I(x
i)=− p(x)logp(x)dx . (3.20)

However, if we use a coding scheme optimized for another distribution

q(x|θθθ)which is here parametrized byθθθ, we will on average need more

bits to transmit the same information. The cross-entropyh(p, q)measures

how many bits are needed if we usedq(x|θθθ)for the coding scheme:

h(p, q)=− p(x)logq(x|θθθ)dx . (3.21)

The difference betweenh(p)andh(p, q)is called the Kullback-Leibler

divergence (S. Kullback, 1951):

DKL(p q)=h(p, q)−h(p)=− p(x)log
p(x)

q(x|θθθ)
dx . (3.22)

One criterion for choosingq(x|θθθ)is to minimize the expectation of

the additional bits needed to transmit the information sampled fromp(x)

when using a coding scheme optimized forq(x|θθθ). This criterion is there-

fore the same as minimizing the KL-divergence:

θ̂θθ=argmin
θθθ
h(p, q)−h(p) (3.23)

=argmin
θθθ
h(p, q) (3.24)

=argmin
θθθ

− p(x)logq(x|θθθ)dx (3.25)

=argmin
θθθ
Ex∼p(x)−logq(x|θθθ). (3.26)

Translating this into the empirical risk, we obtain the exactly same result

as the maximum likelihood objective

θ̂θθ=argmin
θθθ

−

N

i=1

logq(xi|θθθ) . (3.27)

5For continuousxthe intuition is slightly more complicated. The details are

however not relevant for our discussion.
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3.2 Choice of Loss Function

The choice of the loss function is not trivial. Firstly, the appropriate loss

function depends on the task. Secondly, the loss function we care most

about is not necessarily practical to use as a loss function for an optimiza-

tion task. Four loss function types for four different tasks will be covered

in this section: density estimation, regression, structured prediction and

classification.

Indensity estimation, the task is to find a functionf(x|θθθ):IRd→ IR+

where f(x|θθθ)dx=1is a proper probability density function. The loss

we are interested in is therefore

Ex∼pdata[−logf(x|θθθ)]. (3.28)

Inregression, the task is to findf(x|θ):IRdx → IRdy that predicts

the true labely∈IRdyas well as possible. A typical loss function is the

expected squared error orL2-norm:

E(x,y)∼pdata f(x|θθθ)−y
2
2. (3.29)

The squared error can also be interpreted from a probabilistic perspec-

tive. If we assume that the predictionf(x|θθθ)is the mean of a Gaussian

distribution with an identity matrix covariance structure, the loss is the

logarithm of the likelihood ofysince for one sample(x,y)∼pdata,

p(y|x,θθθ)=
1

(2π)d
exp −

1

2
(y−f(x|θθθ))(y−f(x|θθθ)) , (3.30)

wherey∼N(f(x|θθθ),I).

Therefore

−logp(y|x,θθθ) (3.31)

=−log
1

(2π)d
+
1

2
(y−f(x|θθθ))(y−f(x|θθθ)) (3.32)

=c+
1

2
f(x|θθθ)−y22, (3.33)

wherecis a constant. This objective function clearly has the same mini-

mum as the squared error.

If we assume that the elements in a multidimensional output vector

p(y|x)are not independent and we want to model the dependencies

among the elements ofy, the task is called astructured predictiontask.

The goal is to minimizeE(x,y)∼pdata−q(y|x,θθθ)whereqis a distribution.

In classification, the task is to classify each samplexinto one out ofm

classes:f(x|θθθ):IRd→{0,...,m−1}. Each samplexis then assumed to
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belong to one classy. In some applications we are mainly interested in the

misclassification rate, which is the share of samples where the predicted

classes were wrong:

E(x,y)∼pdataIf(x)=y. (3.34)

Some loss functions we care about the most are however not necessarily

practical to use for optimization. The misclassification rate is one example

of such a function. One reason it is impractical is that the gradient of the

misclassification rate with respect toθθθis zero almost everywhere, which

we will see later renders useless most algorithms most commonly used in

practice. In cases the loss function we care about the most is not practical

to use, we can resort to asurrogate loss function. A surrogate loss function

is a substitute for the true loss function, which is designed such that by

minimizing it, the true loss function also reaches a sufficiently low value.

In the case of classification, even if we were mainly interested in the mis-

classification rate, it is possible to use the negative log-likelihood as the

surrogate loss function:

E(x,y)∼pdata−logp(f(x)=y), (3.35)

where the output of the model is probabilistic, assigning a distribution

over the class labels to each input. Despite the above example, it is worth

noting that in some applications, the log-likelihood is in fact the measure

we are most interested even in the case of classification.

3.3 Stochastic Gradient Descent

For deep neural networks, solving the optimization task of Equation (3.4)

to obtain̂θθθanalytically is generally not feasible. The most widely used

method for learning the parametersθθθof large neural network models is

gradient descent. Gradient descent is an iterative method where the pa-

rameters are adjusted in each step using gradient information of the loss

function with respect to the parameters. In the supervised case6, the gra-

dient is

E(x,y)∼p̂data∇θθθL(x,y|θθθ). (3.36)

As the value ofθθθis updated iteratively, let us denote the value ofθθθat

iterationtasθθθt. In the most basic form of gradient descent, the parame-

6In unsupervised learning we simply dropyfrom the equations.
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ters are updated according to

θθθt+1 =θθθt−ηtE(x,y)∼p̂data∇θθθL(x,y|θθθ=θθθt), (3.37)

whereηtis the learning rate that defines the step size in relation to the

size of the gradient. The algorithm therefore updates the parameters in

each iteration in the direction of steepest descent, where the learning rate

ηtmodulates the size of the step.

Gradient descent as presented in Equation (3.37) is however also rarely

used in practice for large datasets. The reason is that the method requires

evaluating the gradient of the loss function over the entire training set.

We can see from the equation that it contains the expectation of the gra-

dient over the training set. It is therefore possible to obtain an estimate

of the gradient by only evaluating it on a random subset of the training

data. Such a sample is called amini-batchand the method of using ran-

dom subsamples of the training data for each iteration is calledstochastic

gradient descent(SGD). Using all of the training data for each iteration is

also calledbatch gradient descentto distinguish it from SGD.

It is worth noting that the estimates in SGD are unbiased estimates of

the value in Equation (3.37). One fundamental reason is that our loss

function decomposes into a sum over each sample, and further into an

expectation over the distribution defined by the training data (Goodfellow

et al., 2016). The samples can therefore be treated “separately” and no

bias is introduced by only using a subsample of the training data for each

iteration. It can be shown that under some conditions, SGD does converge

to critical points of batch gradient descent (Bottou, 1998).

One way to justify the computational savings of using SGD compared to

batch gradient descent is to consider that the standard deviation of the

mean of a variable when estimated withnsamples isσ/
√
nwhereσis

the true standard deviation of the value of the variable. Assuming that

the computational cost of calculating the gradient is proportional to the

number of samples while the gains through a lower standard deviation of

the estimate are sublinear (due to the square root), it makes sense to use

a smaller mini-batch (Goodfellow et al., 2016). Due to hardware archi-

tectural reasons there are however usually some gains from evaluating

multiple samples in parallel, which is the main reason why very small

mini-batch sizes of for example one sample are practically never used.
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Figure 3.2.An illustration of the benefit of using curvature information for optimization,

where the ellipses represent equivalue curves of the objective function. The

red solid arrow is the gradient direction if the parameter value isθθθwhich

is perpendicular to the equivalue curve, while the red dashed arrow is the

gradient adjusted by curvature information pointing more directly towards

the minimum.

3.3.1 Speeding Up SGD with Curvature Information

One criticism of gradient descent is that it does not take into account the

second-order information. Second-order information contains information

on the curvature of the loss function. To get an intuition of what the sec-

ond order information contains, imagine that we want to find the lowest

point of a surface that we walk on. In gradient descent, we choose the

direction that points the most steeply downwards and take a step in that

direction, the size of which is proportional to how steep the direction is.

However, if the surface is very curved, the error might start increasing

after a relatively small step in that direction, in which case we would like

to limit the size of the step. On the other hand, if the curvature is small

we might want to take a larger step in that direction. The problem is

illustrated in Figure 3.2.

More formally, the simplest second-order method,Newton’s method, fits

a second-order Taylor expansion of the loss function atθθθtand solves ana-

lytically for the extreme point of that expansion. The update ofθθθtthere-
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fore follows

θθθt+1 =θθθt−H
−1
tE(x,y)∼p̂data∇θθθL(x,y|θθθ=θθθt), (3.38)

whereHtis theHessianwhich is the multivariate generalization of the

second derivative:

Ht=E(x,y)∼p̂data∇
2
θθθL(x,y|θθθ=θθθt). (3.39)

Second-order methods are rarely used in practice for neural networks.

One issue is that the problems in deep learning are rarely convex. How-

ever, a basic second-order algorithm will gravitate towards critical points,

irrespective of whether they are saddle points, minima or maxima. Al-

though this issue can be solved to some extent with different tricks (see,

e.g., Martens, 2010; Dauphin et al., 2014), a more fundamental problem in

deep learning applications is that the Hessian becomes very large: it has

the size of the number of parameters squared. As the number of parame-

ters easily reaches millions, especially inverting this matrix is practically

intractable.

A method related to second-order methods that uses the geometry of the

underlying parameter manifold is natural gradient (Amari, 1998). As the

curvature information, the natural gradient uses the Fisher information

matrix. The Fisher information matrixFis defined as

F=Ex∼pmodel [(∇logp(x|θθθ))(∇logp(x|θθθ))]. (3.40)

Intuitively, the Fisher information matrix indicates how much the dis-

tributionp(x|θθθ)changes with respect to the parametersλλλ, where the

change is measured by the Kullback-Leibler divergence (Pascanu and Ben-

gio, 2013). If we modelp(y|x,θθθ)instead ofp(x|θθθ), the Fisher information

matrix becomes

F=Ey∼pmodel(y|x,θθθ)[(∇logp(y|x,θθθ))(∇logp(y|x,θθθ))]. (3.41)

In natural gradient descent, the update therefore becomes

θθθt+1 =θθθt−F
−1
tE(x,y)∼p̂data∇θθθL(x,y|θθθ=θθθt), (3.42)

whereFtis the Fisher information matrix given the parameters at step

t, that isθθθ=θθθt. Although different, a similarity between second-order

methods and natural gradient descent is that they both enable jumping

over plateaus where large changes inθθθare required to change the output

of the model (Pascanu and Bengio, 2013). As a computational drawback,
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Figure 3.3.Left: Traditional structure for a feedforward multilayer perceptron network

with two hidden layers.Right: Network with two hidden layers and shortcut

connections included. Note also the shortcut connections that skip several

layers.

the Fisher information matrix is however also expensive to compute and

to invert, and has the same size as the Hessian.

Other methods not covered in depth in this section have also been pro-

posed that use curvature information. Hessian-Free optimization (Martens,

2010) and Krylov subspace descent (Demmel, 2004; Vinyals and Povey,

2012) use an approximation to compute the product of the inverse Hes-

sian and the gradient. TONGA (Roux et al., 2008) on the other hand re-

lies on approximating the gradient uncertainty, and is related to natural

gradient descent (Pascanu and Bengio, 2013).

Considering the high computational cost of using second-order informa-

tion, in Publication VIII we circumvent the problem by proposing to add

transformations to the network itself that push the Fisher information

matrix closer to the identity matrix. We can note from Equation (3.42)

that if the Fisher information matrix indeed were an identity matrix,

the natural gradient descent update would be identical to normal SGD

in Equation (3.37).

In order to transform the network, shortcut connections are introduced

so that each layer is connected to every other layer in the network. The

shortcut connections are illustrated in Figure 3.3. The second change is

that a linear component is added to each nonlinearityφ(ai)so that the
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transformed nonlinearityφ(ai)is

φ(ai)=φ(ai)+αiai+βi, (3.43)

where the parameterαiandβiare considered fixed by the gradient de-

scent algorithm. Instead, the parametersαiandβiare set outside of the

gradient descent algorithm, where the changes inαiandβiare compen-

sated for exactly by changing the shortcut connections and biases in the

network. The result is that the mapping from the input to the output

stays exactly the same even when changing the transformation param-

etersαiandβi, but the parametrization of the network changes so that

the Fisher information matrix is closer to the identity matrix. Based on

empirical results, the method indeed pushes the update directions closer

to methods that use curvature information, and speeds up learning.

3.4 Regularization

As a rule of thumb, when training a parametric model, we can decrease

the variance at the cost of increased bias in two ways: we can either re-

strict the model capacity by reducing the number of parameters or the

way they are connected, or we can resort toregularization. Regulariza-

tion is a term used for strategies in machine learning that aim to reduce

generalization error, possibly at the cost of an increased empirical risk

(Goodfellow et al., 2016). Regularization strategies come in many forms

that differ quite a lot from each other7. Examples of regularization strate-

gies include hard or soft constraints on the parameter values, injection of

noise into different parts of the network including inputs, activations and

weights (Sietsma and Dow, 1991; Vincent et al., 2008), penalty terms for

statistics on the activations (Pascanu et al., 2013), ensemble methods that

combine predictions of different models (Breiman, 1996), early stopping of

training the parameters (Bishop, 1995a), etc. A well chosen regularization

strategy lowers the generalization error by introducing less bias than it

reduces variance. In what follows, some commonly used regularization

methods that are most relevant for the problems treated in this work are

briefly introduced. For a more extensive and thorough treatment of regu-

larization methods and further theoretical justifications, see for example

7Exactly what strategies are classified as regularization differs somewhat be-

tween different authors (see, e.g., Goodfellow et al., 2016; Bishop, 1995b). The

definition of regularization used in this work encompasses a fairly broad range

of strategies.
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(Goodfellow et al., 2016).

One common way to regularize neural networks is to optimize the sum of

the original loss function and an additional regularization loss function.

In that case the optimization objective becomesL(x,y|θθθ)+λΩ(x,y,θθθ)

whereλdetermines the strength of the regularization penaltyΩ(x,y,θθθ).

TheL2andL1penalties belong to this family, whereΩis theL2orL1norm

of all or a subset of the parameters inθθθ. TheL2orL1penalties add a soft

constraint on the network parameter values. The bias introduced by the

L2penalty pushes the weights of the network towards zero, especially for

weight that obtain a large value. TheL1penalty on the other hand pushes

the weights towards zero, but so that some weights become exactly zero

which promotes a sparse representation where not all network weights

are used.

A related method is to introduce a hard constraint on some or all of the

parametersθθθ. This can be seen as a soft constraint where the penalty

Ωis zero for the allowed values ofθθθand infinite elsewhere. In practice

hard constraints are usually implemented such that in each iteration of

the optimization algorithm, the parameter valueθθθt+1 is projected back

to the allowed set of values forθθθ.

Another commonly used regularization strategy is to add noise to the

network. The noise can either be added to the input data, the hidden

activations, the weights, or the outputs. Typical noise types are additive

Gaussian noise or multiplicative noise (Srivastava et al., 2014).

Adding noise to the inputs can be seen as a form ordata augmentation.

As increasing the size of the training dataset is a very effective form of

regularization, data augmentation refers to methods where the existing

dataset is transformed in order to increase its size. By adding noise to the

inputsx, the network is trained to be less sensitive to small perturbations

in the inputs. In unsupervised learning tasks one has to be careful with

how the method is applied though, since perturbing the targetxnaively

might introduce a large bias (Goodfellow et al., 2016).

3.5 Hyperparameter Selection

In addition to the model parameters, there are always a number of free

parameters that either control the training algorithm or the model capac-

ity. Examples of the former include learning rates, strengths of regular-

ization terms and mini-batch size, while examples of the latter include
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the number of layers and the number of neurons in each layer. These

parameters are calledhyperparameters, and they are generally set before

the training of the model parametersθθθand kept fixed during training. In

what follows, we will call the model parametersθθθelementary parameters

(Maclaurin et al., 2015) and denote the hyperparameters by the vectorλλλ.

To date, two different strategies have been used for selecting the hyper-

parameters: outer-loop methods and hypergradient-based methods. The

most common strategy to date is to use an outer-loop method.

3.5.1 Outer-loop Methods

In outer-loop methods, a set of hyperparameter values are iteratively se-

lected in an outer loop. In each step of the outer loop, the elementary

parameters are trained in the inner loop, where the particular set of hy-

perparameter values for that outer loop iteration is kept fixed. The inner

loop, which is one full training of the network parameters, is treated as a

black box that outputs a final performance measure to the outer loop.

More formally, let the dataD={(xi,yi)}Ni=1
8be split into at least two

disjoint setsDtrainandDvalidfor the training and validation set, respec-

tively. Furthermore, let our training algorithmA be a functional that

mapsDtrainto a set of elementary parameter valuesθθθgiven some hyper-

parametersλλλ(Bergstra and Bengio, 2012):

θθθ=A(Dtrain|λλλ). (3.44)

We can get an unbiased estimate of the generalization error

E(x,y)∼pdataL(x,y|θθθ)by evaluating the error on the validation set

Lvalid(Dvalid|Dtrain,λλλ)=
1

|Dvalid|
(xi,yi)∈Dvalid

L(xi,yi|θθθ=A(Dtrain|λλλ)),

(3.45)

where|Dvalid|is the number of samples in the validation set. As the

training algorithmAis generally solved iteratively with SGD, it is called

the inner loop. The outer loop encompasses selecting different values for

λλλcalledtrials(Bergstra and Bengio, 2012) and evaluating the validation

error in Equation (3.45) to evaluate the particular trial. If cross-validation

methods are used, multiple splits of the dataDintoDtrainandDvalidation

can be evaluated for the same trial, where the validation errors acquired

with the different splits are averaged.

8For unsupervised learning,yican simply be omitted.
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The optimization problem of the outer loop is to select hyperparameters

that give the lowest validation error:

λ̂λλ=argmin
λλλ∈Λ

Lvalid(Dvalid|Dtrain,λλλ), (3.46)

whereΛis the set of possible hyperparameter values. It is worth noting

that although the validation error is an unbiased estimator of the gen-

eralization error, it is still possible to overfit the hyperparameters in a

similar way as it is possible to overfit the elementary parameters (Cawley

and Talbot, 2010). As with elementary parameters, this problem can be

alleviated by restricting the capacity of the hyperparameter optimization,

for example by not running a very large number of trials.

Different outer-loop methods differ in the way the trials are chosen for

each of the iterations in the outer loop. In addition to manual hand-

tuning, common methods includegrid search,random searchandBayesian

methods. Of these methods, grid search and random search are the most

naive in the sense that the performance of previous trials do not affect the

sampling of future trials. Nevertheless they are popular as they are sim-

ple to use. Bayesian methods attempt to be more informed in the choice

of trials based on previous trials by modeling the performance of different

hyperparameter values.

In grid search9, the user pre-defines a finite discrete set of possible val-

ues for each hyperparameter,(l1...l|λλλ|), whereliis the set of values to

try for hyperparameterλiwhere the values in the set are typically evenly

spaced, or evenly spaced in log-space. A trial is run for each combination

of possible hyperparameters defined by this set. The challenge is that the

number of trials grows exponentiallly with the number of hyperparame-

ters, as the number of trials is
|λλλ|
k=1|lk|. The grid can therefore not be set

that densely, and the number of hyperparameters to optimize for needs to

be fairly constrained.

In random search, the user also pre-defines possible values for each hy-

perparameter. The difference to grid search is that the possible values can

now be defined as continuous distributions over ranges of values. In the

outer loop, in each trial a new set of hyperparameter values are then sam-

pled from these distributions, which also has the implication that in ran-

dom search the number of trials is not predefined by the range of possible

values for the hyperparameters. The greatest difference to grid search is

however that the trials in random search cover a more evenly distributed

9Also called exhaustive search
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range of values for each individual hyperparameter at the expense of sam-

pling points less evenly in the entire hyperparameter space. Surprisingly,

in practical applications this tends to be more efficient than grid search

(Bergstra and Bengio, 2012). The reason is that some dimensions in the

hyperparameter space tend to have a much smaller impact on the perfor-

mance than other dimensions. In that case, it is wasteful to ensure an

even distribution in the entire hyperparameter space.

If we for instance have two hyperparameters,λ1andλ2, but onlyλ1has

a practical impact on the validation error, grid search would run|l2|prac-

tically identical trials for each value ofλ1. If we knew a priori that onlyλ1

mattered, we could run a grid on onlyλ1, which would be more efficient.

However in random search, also samplingλ2does not waste any trials

sinceλ1is still randomly sampled in exactly the same way as it would

if we only sampledλ1. Therefore adding insignificant hyperparameters

does not hamper the efficiency of random search, while it exponentially

increases the cost of grid search.

In Bayesian methods, a separate model is fit that maps the set of hy-

perparameters to the validation error (Snoek et al., 2012; Bergstra et al.,

2011). The most common model structure for mapping the hyperparam-

eter space to validation error is to use a Gaussian process (Rasmussen,

2006; Mockus et al., 1978). Based on the predictions the model makes on

the value and uncertainty of the validation error over the hyperparam-

eter space, a new trial is chosen based on the performance of previous

trials. For a more thorough treatment of Bayesian methods, see for exam-

ple (Snoek et al., 2012).

3.5.2 Hypergradient-based Methods

Hypergradient-based methods differ from outer-loop methods in that they

do not treat the inner loop as a black box, but instead extract gradient

information on the performance with respect to the hyperparameters. The

term hypergradient refers to the gradient of some measure with respect to

the hyperparameters. This information can be used to make an informed

adjustment of the hyperparameters, either in an outer loop or as seen in

Publication IV even during training of the elementary parameters.

Hypergradient-based methods have not historically been used in prac-

tice. A major issue is that the proposed solutions either require computa-

tion of the inverse Hessian of the cost with respect to the elementary pa-

rameters (Larsen et al., 1998; Bengio, 2000; Chen and Hagan, 1999; Foo
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et al., 2008) which is too costly, or propagation through the entire history

of the parameter updates (Maclaurin et al., 2015) which is also compu-

tationally expensive and tedious. Moreover, the proposed methods adjust

the hyperparameters only at the end of elementary parameter training.

Let us denote the optimization objective for training the elementary pa-

rameters asJ(θθθ|λλλ, Dtrain), which is assumed to include the loss to op-

timize for in addition to any regularization. Let us further rewrite the

validation cost in Equation (3.45) as

Lvalid(Dvalid|θθθT)=
1

|Dvalid|
(xi,yi)∈Dvalid

L(xi,yi|θθθ=θθθT), (3.47)

whereθθθT =A(Dtrain|λλλ, T)is the value of the elementary parameters

after the optimization algorithm for the elementary parameters has iter-

ated forTsteps with the goal to findθθθ=argmaxθθθJ(θθθ|λλλ, Dtrain). Please

note that in this formulation we assume that the hyperparametersλλλdo

not affect the validation cost directly, but only indirectly through the ef-

fect on the learned parameterθθθT, which is a reasonable assumption in

most practical applications. If we use gradient descent to optimize for the

hyperparameters, the update rule for the hyperparametersλλλbecomes

λλλt+1 =λλλt−ηvalid ∇θθθT Lvalid(Dvalid|θθθT,λλλ) ∇λλλθθθT . (3.48)

Evaluating the gradient of the validation cost with respect to the el-

ementary parameters is a similar operation to evaluating the gradient

when training the elementary parameters, and is generally feasible. The

difficulty arises in evaluating the Jacobian∇λλλθθθT. Different solutions

have been proposed, that have been derived from different assumptions

or approximations.

Bengio (2000) and Foo et al. (2008) assume that the hyperparameters

are adjusted after training the elementary parameters has converged,

which means that∇θθθT J(θθθT |λλλ, Dtrain)=0. By differentiating this ex-

pression we acquire

∇λλλ∇θθθT J(θθθT |λλλ, Dtrain) (3.49)

=∇2θθθT J(θθθT |λλλ, Dtrain)∇λλλθθθT +∇λλλ∇θθθT J(θθθT |λλλ, Dtrain)=0. (3.50)

By rearranging this expression we can solve for the hypergradient:

∇λλλθθθT =− ∇2θθθT J(θθθT |λλλ, Dtrain)
−1
∇λλλ∇θθθT J(θθθT |λλλ, Dtrain).(3.51)

One issue that the method faces is that neural networks are practically

never trained until convergence, which makes the assumption behind the
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method an approximation that we know does not hold exactly. A more

fatal issue is however the problem outlined previously, that inverting the

Hessian∇2θθθT J(θ
θθT |λλλ, Dtrain)is not feasible for deep neural networks

used in practice.

A more recent proposal by Maclaurin et al. (2015) is to collect the hy-

pergradient elements from the entire training procedure. The parameter

θθθT can be written as

θθθT =θθθ0+
0<t<T

−ηt∇θθθtJ(θθθt|λλλ, Dtrain), (3.52)

whereηt∇θθθtJ(θθθt|λλλ, Dtrain)is the update to the elementary parameters

assuming the elementary parameters are updated using gradient descent

with learning rateηtat iterationt. The hypergradient then becomes

∇λλλθθθT =
0<t<T

−ηt∇λλλ∇θθθtJ(θθθt|λλλ, Dtrain)+O(η
2
t), (3.53)

whereO(η2t)contains the terms that are ignored that arise due to the

fact that each iteration of the parameter updates are not independent, but

rather continue where the previous iteration left off. By utilizing certain

computational tricks, the authors are able to scale the method to reason-

ably sized models without having to explicitly store the entire history of

elementary parameters over the iterations.

The method seems interesting, but suffers from certain potential pit-

falls. Firstly, it is unclear how large models the method scales to. Sec-

ondly, the implementation is not straightforward. One severe limitation

is also that the method is basically an outer-loop method, as one iteration

of updating the hyperparameters requires an entire run of the inner loop.

At least for a small number of hyperparameters, it is therefore an open

question whether the gradient information can be utilized effectively in

practice compared to for example Bayesian methods. It is therefore still

unclear how applicable the method is in practice.

T1-T2: Approximations for a Scalable Hypergradient

In Publication IV, we proposed to approximate the Jacobian of the ele-

mentary parameters with respect to the hyperparameters in a way that

makes the method scale to large models. The method, calledT1-T2,is

basically similar to the method proposed by Maclaurin et al. (2015), but

the hypergradient is only evaluated for the previous step of the training

of the elementary parameters. The method is also similar to the method

proposed by Bengio (2000) and Foo et al. (2008), but where the Hessian
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is approximated with an identity matrix. The hypergradient therefore

becomes

∇λλλθθθt≈−ηt−1∇λλλ∇θθθt−1J(θθθt−1 |λλλ, Dtrain) (3.54)

≈−ηt−1∇λλλ∇θθθtJ(θθθt|λλλ, Dtrain), (3.55)

where the second approximation assumes that the elementary parame-

ters do not change too quickly. The update rule for the hyperparameters

therefore becomes

λλλt+1 =λλλt−ηvalid ∇θθθtLvalid,θθθt −ηt−1∇λλλ∇θθθtJθθθt (3.56)

=λλλt+̃ηvalid ∇θθθtLvalid,θθθt ∇λλλ∇θθθtJθθθt , (3.57)

whereLvalid,θθθt =Lvalid(Dvalid|θθθt,λλλ),Jθθθt =J(θθθt|λλλ, Dtrain)andη̃validis

the new combined learning rate for the hyperparameters.

Due to the approximations, the method has low computational and mem-

ory costs. The computational cost of calculating ∇θθθtLvalid,θθθt ∇λλλ∇θθθtJθθθt

depends on the hyperparameter, though. ForL2regularization, the cost is

practically negligible, while for Gaussian noise added to the hidden layer

activations the cost scales comparably to backpropagation.

Another benefit is that the hyperparameters can be updated during

training of the elementary parameters as the hypergradient is only eval-

uated based on the current iteration. This means that the total compu-

tational overhead of adjusting the hyperparameters is easily in the order

of magnitude of one training pass of training the elementary parameters.

Scaling to large models is therefore not a problem.

The main drawback is that there are no convergence guarantees for the

method. From Equation (3.57) we can see that the method converges

when ∇θθθtLvalid,θθθt ∇λλλ∇θθθtJθθθt =0. This means that that the method

converges if for each hyperparameterλi,

∇θθθtLvalid,θθθt ⊥
∂∇θθθtJθθθt
∂λi

. (3.58)

Furthermore, if the learning rate for the elementary parameters differ,

the above orthogonality criterion must hold in the space stretched out by

the learning rate differences, which means that rescaling the learning

rates differently for different parameters changes the convergence point.

As the method is hence not guaranteed to work even asymptotically in

theory, the applicability of the method is an empirical question.

Another related drawback is that the approximation of only taking the

last elementary parameter update into account does not, by definition,
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Figure 3.4.Left: Values of additive input noise andL2penalty during training using the

T1−T2method for hyperparameter tuning. Trajectories are plotted over the

grid search result for the same regularization pair. Initial hyperparameter

values are denoted with a square, final hyperparameter values are denoted

with a star.Right: Similarly constructed trajectories, on a model regularized

with input and hidden layer additive noise.

take into account long-term effects of adjusting hyperparameters. In ad-

dition to the lack of convergence, it is therefore also not guaranteed to

find the best hyperparameter for the entire elementary parameter train-

ing procedure.

Experimental results on the method have however been encouraging.

Figure 3.4 illustrates the trajectory of two regularization hyperparame-

ters in two experimental settings. In both settings the hyperparameters

converge to values that would be close to optimal from multiple initial

values of the hyperparameters.

In another experimental setting, different values for multiple hyperpa-

rameters are randomly sampled for three different datasets. For each

experiment, both the elementary parameters and the hyperparameters

are then trained. The final hyperparameter values of that result are then

fixed and used to train the model with reinitialized parameters. The test

error of that model is then compared to the test error of a model that was

trained with fixed hyperparameters from the original randomly sampled

hyperparameter values. The results of the experiments are shown in Fig-

ure 3.5, where all data points below the diagonal line indicate that T1-T2

has improved the results. The results indicate that there is a fairly consis-

tent improvement over just randomly sampling the hyperparameters, but

that the magnitude and consistency of the improvement depends on the

model and dataset complexity. Further details of the experimental setup

can be found in Publication IV.
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Figure 3.5.Comparison of test performances when training with fixed hyperparameters

before and after tuning them withT1−T2. Results for MNIST are shown

on thetop left, SVHN on thetop right, CIFAR-10 on thebottom. Points are

generated on a variety of network configurations, where equal symbols mark

the same experimental setup.

3.6 Gradient Estimation

Most optimization methods in deep learning use gradient information of

the loss function with respect to the parameters. Let us recall that the

gradientGθθθ(x,y)of the optimization criterion is

Gθθθ(x,y)=E(x,y)∼p̂data∇θθθJ(x,y|θθθ), (3.59)

whereJ(x,y|θθθ)is the objective or cost function to minimize for.

In feedforward neural networks we can compute the gradient efficiently

usingback-propagation(Linnainmaa, 1970; Werbos, 1974; Rumelhart et al.,

1986), which is a method based on dynamic programming. The method

can be used to compute the gradient of a node in an acyclic directed graph

with respect to its ancestors.
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The way back-propagation is generally used in neural networks to eval-

uate the gradient in Equation (3.59) is to begin withforward propagation

to compute the value ofJ(x,y|θθθ), after which the gradient is obtained

by back-propagating the error gradient signal to the parametersθθθ. The

error gradient is propagated through the graph in back-propagation by

applying the chain rule of calculus, and the computation is made efficient

by reusing duplicate calculations for the different parameters inθθθin a

dynamic programming fashion.

Back-propagation is an exact method in the sense that it can be used to

evaluate the gradient in Equation (3.59) exactly down to limitations im-

posed by the numerical precision. In some network structures however

there is no method with a feasible computational complexity to compute

the gradient exactly. In those cases we generally have to resort to an esti-

mate of the gradient in Equation (3.59). In what follows, we will elaborate

on some of the properties of such methods and describe gradient estima-

tion methods for the networks introduced in Chapter 2 that need gradient

estimation.

3.6.1 Variance and Bias of the Gradient Estimate

In Section 3.1 we introduced the bias-variance dilemma when training

the parametersθθθof a parametric model that arose from the fact that we

do not have an infinite amount of training data and computational re-

sources. In methods that require us to estimate the gradient in Equa-

tion (3.59), the gradient estimator is an additional source of either bias or

variance or both. The bias or variance introduced by the gradient estima-

tor is however somewhat different from the bias and variance introduced

in Section 3.1. The bias and variance introduced by the gradient estima-

tor generally refers to the bias and variance of one iteration of the training

algorithm, and does not trivially extend to predictions on the compound

effect over iterations on generalization error after the training algorithm

has finished. Nevertheless, an increase in bias or variance of the gradient

tends to slow down the optimization algorithm.

The variance introduced by the gradient estimates presented in this

work arises due to an inherent stochasticity in the models to be trained.

In these cases the user has to resort to estimating the gradient as enu-

merating all possible values of the stochastic components of the models is

not feasible. The estimate arises from the fact that only a subset of the

possible values of the stochastic components of the model are sampled for
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the gradient estimate. For this reason there is a trivial strategy available

that lowers the variance without affecting the bias, namely to increase

the number of samples in the gradient estimate. A similar strategy is to

increase the mini-batch size or run more iterations of the optimization al-

gorithm. The cost of all of these methods is an increased computational

burden. One could therefore say that there is a variance-computational

cost dilemma, where it is possible to trade one for the other. This is why

the variance of the gradient estimator can be said to slow down the opti-

mization algorithm.

The practical effect of a bias introduced by a gradient estimate on the

final parameter estimateθ̂θθdepends on the nature of the bias. As an ex-

ample, let us denote the gradient estimate by

G̃θθθ(x,y)≈Gθθθ(x,y). (3.60)

Let us further assume that the gradient estimate is always “directionally

correct” in the sense that∀(θθθ,x,y),G̃θθθ(x,y),Gθθθ(x,y)>0. By using a

small enough learning rate, SGD will asymptotically converge to the min-

imum value ofθθθ, although such bias will nevertheless almost invariably

slow down learning. On the other hand, it is possible that bias that does

not fulfill this property results in convergence to a completely different

set of parameter values than if the exact gradient was available and used

for optimization. This kind of bias is therefore more similar to the bias or

variance introduced in Section 3.1.

3.6.2 Gradient Estimation in Restricted Boltzmann Machines

Restricted Boltzmann Machines are undirected graphical models, and the

gradient can not be evaluated using back-propagation. Recall from Sec-

tion 2.1 that

P(x|θθθ)=
1

Z
h

exp (−E(x,h|θθθ)), (3.61)

whereZ= h,x|θθθexp (−E(x,h|θθθ))and the energy function is defined by

E(x,h|θθθ)=−xWh −bx−ch, (3.62)

as in Equation (2.7). Using the negative log-likelihood as the training

cost, the expression for the gradient with respect to the parametersθθθ=
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{W,b,c}is (Bengio, 2009)

∂

∂θθθ
[−logP(x|θθθ)] =

∂

∂θθθ
−log

1

Z
h

exp (−E(x,h|θθθ)) (3.63)

=E
∂

∂θθθ
E(x,h|θθθ)x −E

∂

∂θθθ
E(x,h|θθθ), (3.64)

where the first term is the expectation of the gradient of the energy term

with respect to the parameters under the conditional distribution of the

hidden units given the samplex. The second term is similar but under

the model distribution defined by the restricted Boltzmann machine. The

first expectation is called the positive phase, while the second term is

called the negative phase. The intuitive explanation for the gradient is

that the positive phase increases the probability of observing the sample

xthat we know exists in the data, while the negative phase reduces the

probability of every configurationx.

Evaluating the positive phase in restricted Boltzmann machines is easy

since the conditional distributionP(h|x,θθθ)factorizes, which means that

the hidden units are independent of each other given the visible units. As

the visible units are clamped in the conditional distribution, we can easily

calculate the probability of each hidden unit in addition to evaluating the

gradient, since we do not have to enumerate all possible combinations of

hidden unit configurations. To see this, let us rewrite Equation (2.10) and

Equation (2.11) as

μi=P(xi=1|h,θθθ)=σ(Wi,:h+bi) (3.65)

νi=P(hi=1|x,θθθ)=σ(xW:,i+ci) (3.66)

which yields as a joint probability for all hidden and visible units, respec-

tively the following form:

P(x|h,θθθ)=

|x|

i=1

μxii(1−μ
xi
i) (3.67)

P(h|x,θθθ)=

|h|

j=1

ν
hj
i(1−ν

hj
i). (3.68)

The positive phase for one samplexis therefore

E
∂

∂θθθ
E(x,h|θθθ)x =

∂

∂θθθ
E(x,ν|θθθ), (3.69)

where we have replaced the expectation over the distribution ofhwith

the expectation ofh,ν, due to the linear form of the energy function.

Evaluating the negative phase on the other hand is not easy. In fact, it

is intractable to evaluate exactly. The reason is the same as whyP(x,h)
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is intractable to evaluate in Boltzmann Machines and restricted Boltz-

mann machines: as the variables over which the expectation is calculated

over cannot be treated as independent, an exact evaluation would require

enumerating over all possible model configurations. The negative phase

therefore has to be estimated.

The most common way to estimate the negative phase is to use sam-

pling, where we try to sample fromP(x,h)and use the sample statis-

tics instead of the statistics over the trueP(x,h). The gradient in Equa-

tion (3.64) is therefore approximated by

∂

∂θθθ
[−logP(x)]≈E

∂

∂θθθ
E(x,h)x −E(x,h)∼P̃(x,h)

∂

∂θθθ
E(x,h), (3.70)

whereP̃(x,h)is the distribution defined by the sample(s) fromP(x,h|θθθ).

Block Gibbs sampling is generally used to practically sample fromP(x,h|

θθθ), where the block of all hidden or the block of all visible units are sam-

pled in parallel, where the sampler alternates between sampling the vis-

ible and hidden units. The state of all units are therefore updated every

two steps. The block Gibbs sampling is conducted using Equation (3.67)

and Equation (3.68), and we know for the reasons outlined in Section 2.1

that such a chain will converge to a sample from the true distribution

P(x,y|θθθ). The challenge is that convergence can require a lot of steps

of Gibbs sampling. In addition, there is no reliable way of evaluating

whether the chain has converged, which means that the number of steps

required is unknown.

One proposal to solve the dilemma is to only run the Gibbs sampler a

small pre-defined number of steps. The method is called Contrastive Di-

vergence (CD) (Hinton, 2002; Hinton and Salakhutdinov, 2006), where

running the Gibbs sampler forkfull updates of the variable states is

called CD-k. For example CD-1 means that the negative phase is esti-

mated using a Gibbs sampler where the hidden states are first sampled

using the observationx, then the visible units are resampled using those

hidden state values, and finally the hidden state probabilities are evalu-

ated using those resampled visible state values. CD-2 adds one more step

of sampling the hidden states and visible states before evaluating the final

hidden state probabilities, etc. Empirical results have been surprisingly

good withkas small as 1, and CD-1 is arguably the most common way

to use Contrastive Divergence in practice when training restricted Boltz-

mann machines.

More formally, let the observed data point bex0 =xwhere the sample
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at steptof updating both the hidden and visible states of the restricted

Boltzmann machine is denoted byxtandht
10. The samples therefore

follow the following distribution:

ht∼P(h|x=xt,θθθ) (3.71)

xt+1 ∼P(x|h=ht,θθθ)≡Pt+1 . (3.72)

The term Contrastive Divergence can be understood by first noting that

the maximum likelihood solution would imply minimization of the term

DKL(P0 P∞ ), since if these distributions were the same, the model

would perfectly model the data distribution. Contrastive Divergence is

however the difference betweenDKL(P0 P∞ )andDKL(Pk P∞ ),

which we see is equivalent to the maximum likelihood criterion whenk→

∞sinceDKL(P∞ P∞ )=0(Cho, 2014).

A popular alternative to Contrastive Divergence isStochastic Maximum

LikelihoodorPersistent Contrastive Divergence(PCD) (Younes, 1989; Tiele-

man, 2008). The difference between the methods lie in howx0 is ini-

tialized: in CD,x0 is initialized to the same observed sample as in the

positive phase,x. In PCD however,x0 is sampled fromPk+1 from the

previous iteration of the training algorithm11, often Stochastic Gradient

Descent. Stated in another way, the data samples for the positive phase

are calledpositive particleswhile the samples for the negative phase are

callednegative particles. In CD, each negative particle is sampled using

Gibbs sampling starting from the corresponding positive particle. In PCD,

each negative particle is sampled using Gibbs sampling starting from the

negative particle from the previous SGD iteration. In PCD, it is worth

noting that the parameters of the model are updated between the itera-

tion steps. In contrast to CD, the negative particle in PCD is therefore not

independent of the history of parameter updates.

Contrastive Divergence is popular due to the large computational gains

from only running the Gibbs sampler for a small and limited number

of steps. The cost of the approximation is however that estimating the

gradient using Contrastive Divergence yields a biased gradient estimate

(Bengio and Delalleau, 2009; Carreira-Perpinan and Hinton, 2005). Em-

pirical results suggest that the estimator is generally directionally correct

10Note that the step in this notation includes one step of updating both the visi-

ble and hidden states, which in practice includes two updates, one for the visible

and one for the hidden states.
11except for the first iteration of the training algorithm that has to be initialized

with an observation from the data
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(Bengio and Delalleau, 2009), although there is no guarantee that using

Contrastive Divergence for training the parameters converges near the

maximum likelihood solution (MacKay, 2001). Empirical results indicate

that CD does not perform as well as PCD in reducing the probability of

values that are far from the data manifold (Tieleman, 2008), which is in

line with the kind of bias CD is expected to introduce.

The main theoretical benefit of PCD over CD is that it does not bias

the gradient estimate. Empirical studies however indicate that training

with gradient estimates using PCD require a smaller learning rate and

take longer to train than using CD (Tieleman, 2008). In Publication V

it is argued that the reason is that PCD has a higher variance than CD.

Specifically, PCD introduces an unwanted “momentum” in the gradient

estimates as the negative particles between two parameter updates will

be correlated. This implies that subsequent parameter updates will also

be correlated, which means that the learning rate has to be decreased

due to the unwanted “momentum” that amplifies noise introduced by the

sampling procedure.

It is also argued that the variance of the CD estimate is further de-

creased by the fact that the positive and negative particle will be corre-

lated for a finitek. As the gradient estimate is the difference between the

gradient under the distribution defined by the positive and negative par-

ticle, respectively, the correlation means that some of the sampling noise

introduced by a limited mini-batch size cancels out.

Experiments run on three different datasets support both of these hy-

potheses. The problem is especially pronounced in later parts of training

when the model is not expected to mix that well. The practical implication

of poor mixing is that one iteration of the Gibbs sampler is less likely to

change the state of the visible and hidden units significantly, which re-

sults in pronouncing effects that are caused by correlation between sub-

sequent Gibbs sampling steps. The magnitude of the variance difference

between CD and PCD will therefore depend highly on the parameter val-

ues and the dataset. Further details of the experiments can be found in

Publication V.

Features of a Successfully Trained Restricted Boltzmann Machine

It is generally considered difficult to train restricted Boltzmann machines

well (Cho et al., 2013a,b), arguably due to the approximations that have to

be made when estimating the gradient. An inappropriately setup training
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algorithm can easily fail completely to learn anything useful about the

data distribution.

The most direct measure for evaluating a Boltzmann Machine would be

the log-likelihood, which however is intractable to compute exactly due to

the normalization constantZ. Although it is difficult to obtain even ap-

proximations to the normalization constant (Salakhutdinov, 2008), there

are methods for estimating it with reasonable complexity (Desjardins et al.,

2011).

Sometimes it would however be useful to gain insights into how well a

Boltzmann Machine has been trained beyond a scalar performance mea-

sure. In Publication II, a mutual information measure is proposed for

evaluating an upper bound on the importance of each individual hidden

neuron. The upper bound is particularly useful for identifying “useless”

hidden neurons that cannot possibly contribute significantly to the mod-

eling capacity of the Boltzmann Machine. In completely failed cases of

training, all hidden neurons are useless. Identifying such problems early

during training can save a lot of time as it indicates that the training

is not progressing and the learning algorithm should be tuned. Further-

more, if the model performs well, but a majority of the hidden neurons do

not contribute significantly to the modeling capacity, it might be possible

to achieve a similar performance with fewer hidden neurons, which would

save memory and computational capacity in use.

The relevant activity of a single hidden neuronhjis measured with the

mutual information between the observation vectorxand the hidden neu-

ronhj. The mutual information measure for hidden neuronj,MIjis

MIj=

hj∈{0,1} x

P(x,hj)log2
P(hj,x)

P(hj)P(x)

=

hj∈{0,1} x

P(x,hj)log2
P(hj|x)

P(hj)

=

hj∈{0,1}

−P(hj)log2(P(hj)) +
x

P(x)P(hj|x)log2(P(hj|x))

≈

hj∈{0,1}

N

i=1

1

N
P(hj|x

i)−log2

N

k=1

1

N
P(hj|x

k) +log2 P(hj|x
i) ,

(3.73)

where xis the sum over all possible configurations ofxandx
iis thei:th

data point in the dataset of sizeN. Note that the final step is an approxi-

mation whereP(hj)andP(x)are replaced with empirical estimates that

are based on the dataset.
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It can be shown that the measureMIjranges from 0 to 1 bit, and defines

the upper bound on the information the hidden neuron can convey about

the state of the visible neuronsx. It is worth keeping in mind though that

the measure is only an upper bound - even if all neurons in a Boltzmann

Machine had MIj=1, the model might still be useless if for example

all hidden neurons are identical to each other and hence model the exact

same information in the data.

3.6.3 Gradient Estimation in Binary Stochastic Feedforward

Networks

Binary stochastic feedforward fetworks introduced in Section 2.3 map an

inputxto outputsythrough stochastic binary hidden unitsh. Using the

standard negative log likelihood cost, the cost for one data point(x,y)is

L(x,y|θθθ)=−logEh∼P(h|x,θθθ)P(y|h,θθθ). (3.74)

This cost requires summation over all possible configurations ofh, which

is intractable. The gradient of the cost also requires a summation over

all possibleh, and furthermore the gradient with respect to discrete vari-

ables cannot be directly defined. The reason the latter is a problem when

training the weightsθθθis that in backpropagation, we need to propagate

through the stochastic units if the distribution of hidden unit activations

P(h|x,θθθ)depends onθθθ. Both these challenges of an intractable summa-

tion and of undefined gradients need to be solved to estimate the gradient

of the cost with respect to the parametersθθθin binary stochastic feedfor-

ward networks.

To estimate the intractable summation we can first notice that it is easy

to draw samples from the exact distributionP(h|x,θθθ)since we can use

ancestral sampling in the feedforward network. We can therefore esti-

mate the loss function using sampling. An approximate lossL̃M(x,y|θθθ)

usingM samples to represent the distributionP(h|x,θθθ)is therefore

L̃M(x,y|θθθ)=−log
1

M

M

m=1

P(y|h(m),θθθ) (3.75)

h(m)∼P(h|x,θθθ). (3.76)

One could hope that just usingM =1sample as in many other stochas-

tic networks would work. However, we show in Publication III that if

M =1is used for estimating the loss, the optimal solution will always

be one wherehare deterministic, if the parametrization of the model al-
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lows. This non-trivial result has fairly profound implications for training

stochastic models in general. It basically says that in any situation where:

1. Stochastic units are mapped to an output

2. The training criterion is the negative log likelihood

3. The loss (or gradient) is estimated using sampling

4. The parametersθθθaffect the effective stochasticity of the model with-

out increasing the training cost in some other way, directly or indi-

rectly,

we cannot useM =1sample to estimate the gradient.

Although the gradients with respect to discrete variables are not directly

defined, we can still propagate the gradient in back-propagation until the

first layer of discrete variables. There is therefore no problem in obtaining

a gradient for the weights that connect the last hidden layer to the output

layer, so we can trainP(y|h,θθθ)using conventional back-propagation.

Letŷ(m)be the final output of the network for samplem, wherêy(m)

is the shorthand notation for the deterministic mappinĝy(h(m)), which is

the mapping from drawmof the discrete random variables to the output of

the network. The gradient of the loss with respect to one of these outputs

is

G(̂y(m)):=
∂̃LM(x,y|θθθ)

∂̂y(m)
(3.77)

=
∂

∂̂y(m)
−log

1

M

M

m=1

P(y|̂y(m),θθθ) (3.78)

=−
1

M
m=1P(y|̂y

(m),θθθ)

∂P(y|̂y(m),θθθ)

∂̂y(m)
(3.79)

=−
P(y|̂y(m),θθθ)
M
m=1P(y|̂y

(m),θθθ)

∂logP(y|̂y(m),θθθ)

∂̂y(m)
(3.80)

=−
w(m)

M
m=1w

(m)

∂logP(y|̂y(m),θθθ)

∂̂y(m)
, (3.81)

wherew(m)=P(y|̂y(m),θθθ)can be interpreted as unnormalized weights.

In other words, we can interpret1M
M
m=1P(y|̂y

(m),θθθ)as a mixture model

ofMcomponents, and can obtain the gradient in this mixture by summing

up the contribution of each componentmto the gradient after weighting

each contribution with the normalized weight w(m)
M
m =1w

(m )
.

As an example, letŷ(m)=φ(Vh
(m)
l +c)whereVhl+cis the incoming

signal to the activation functionφ(·)of the final layer of the network,V

a matrix of weights,ca bias vector, andhlthe activations of the highest

stochastic layer of the network. In this case, the gradientsG(V)and
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G(c)can be computed fromG(̂y)= M
m=1G(̂y

(m))using the chain rule

of derivatives just like in standard back-propagation. More generally, it

is easy to compute the gradientGfor any weight in the final layer using

back-propagation, as long as the effect of that weight on the output is

deterministic given the samplesh, and the weight does not affectP(h|

x,θ).

The more difficult part in obtaining the gradient relates to training the

other weights that actually influenceP(h|x,θθθ), due to the problem of

undefined gradients with respect to discrete variables. This means that it

is not trivial to obtain a gradient forP(h|x,θθθ)that could be used to train

the parameters inθθθthat affectP(h|x,θθθ). Recall that we denote the acti-

vation probability of a binary stochastic unitibyP(hi=1)=σ(ai)where

σ(·)is the sigmoid nonlinearity andaiis the pre-activation value of the

stochastic unit. In order to train the weights of the network that affectai,

the value∂̃LM(x,y|θ
θθ)

∂P(hi=1)
needs to be evaluated for back-propagation to be used

for training these weights. This is the value that is not directly defined,

but different solutions have been proposed for estimating the value.

Bengio (2013) proposed two estimators for the gradient for trainingP(h|

x,θθθ). The first estimator is unbiased, but it suffers from high variance. It

is defined as

G(ai)≈(hi−σ(ai))(̃LM(x,y|θθθ)−L̄i) (3.82)

L̄i=
E (hi−σ(ai))

2̃LM(x,y|θθθ)

E[(hi−σ(ai))2]
, (3.83)

where both the numerator and the denominator ofL̄ican be estimated

with an exponential moving average. The only purpose ofL̄iis to decrease

the variance of the estimator, and the estimator would be unbiased for any

value ofL̄iincluding zero.

The second estimator is biased but it has lower variance. It is based on

back-propagation, but with the simplification that∂hi∂ai=1. The estimator

therefore simplifies into

G(ai)≈G(hi). (3.84)

In this proposal, the undefined part of the gradient is simply assumed

not to exist and back-propagation is done with the assumption that the

pre- and post-activation values are the same. Note that in the forward

propagation, the values forhare still sampled as usual.

In Publication III we proposed two additional estimators: one biased

and one unbiased. The biased estimator is similar to the above biased
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estimator proposed by Bengio (2013). In the estimator, we considerhias

a continuous random variable with additive noisei

hi=σ(ai)+i (3.85)

i∼

⎧
⎪⎨

⎪⎩

1−σ(ai) with probability σ(ai)

−σ(ai) with probability 1−σ(ai)
. (3.86)

Note thathistill has the same distribution as before: it can only have

values 0 or 1, andP(hi=1)=σ(ai). In the proposed estimator back-

propagation throughhiis done assuming it is continuous with additive

noise:

G(ai)≈σ(ai)G(hi), (3.87)

whereσ(·)is the derivative of the sigmoid nonlinearity. This estimator

therefore differs from the previous biased estimator in that it corrects for

the slope of the nonlinearity. The reason this gradient is biased is that

we ignore the fact that the structure of the noise idepends on the input

signalai. The fact thatiis zero-mean for any value ofaimight limit the

magnitude of the bias, though.

Tang and Salakhutdinov (2013) propose an unbiased estimator of the

gradient. They rely on variational training, and use a variational lower

boundL(Q)on the true negative training criterionL(x,y|θθθ)as

−L(x,y|θθθ)=logP(y|x,θθθ) (3.88)

=
h

P(h|y,x,θθθ)log
P(y,h|x,θθθ)

P(h|y,x,θθθ)
(3.89)

≥
h

Q(h)log
P(y,h|x,θθθ)

Q(h)
(3.90)

=:L(Q), (3.91)

Although the inequality above holds for any distributionQ(h), the closer

Q(h)is toP(h|y,x,θθθ), the closer the inequality becomes to an equality

which makes the estimator more useful. To understand why to do this

trick, we have replaced the original intractable loss functionL(x,y|θθθ)

with a different loss functionL(Q)that is related to the true loss function

in such a way that we know that the true loss is always lower than the

variational lower boundL(Q). Therefore, if we are able to optimize forθθθ

such that the lower bound is “good”, the true loss will also be at least that

“good”.

We cannot sample directly fromP(h|y,x,θθθ)using the feedforward net-

work, as we have to samplehbefore samplingy. We can however resort
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Table 3.1.Results obtained on MNIST and TFD structured prediction using various

number of samplesM during training and various estimators of the gradi-

entG. Error margins are±two standard deviations from 10 runs. Lower

numbers indicate better results for both datasets.

MNIST Neg. test

log-likelihood

TFD test Sum of

Squared Errors

M =1 M =20 M =1 M =20

Publication III, biased 59.8±0.1 53.8±0.2 31.7±0.7 26.3±3.7

Tanget al.(2013) na 64.0±1.7 na 51.4±0.1

Publication III, unbiased na 63.2±1.2 na 51.3±0.1

deterministic 68.4±0.1 na 35.3±0.4 na

to importance sampling fromP(h|y,x,θθθ)using a proposal distribution

R(h|y,x,θθθ)12:

P(h|y,x,θθθ)∝P(y|h,θθθ)P(h|x,θθθ) (3.92)

=
P(y|h,θθθ)P(h|x,θθθ)

R(h|y,x,θθθ)
R(h|y,x,θθθ). (3.93)

We can therefore constructQ(h)based on this expansion:

Q(h)=
M

m=1

w̄(m)δ(h(m)) (3.94)

h(m)∼R(h|y,x,θθθ) (3.95)

w(m)=
P(y|h(m),θθθ)P(h(m)|x,θθθ)

R(h(m)|y,x,θθθ)
(3.96)

w̄(m)=
w(m)

M
m=1w

(m)
, (3.97)

whereδ(h(m))is the Dirac delta function centered ath(m), andw(m)and

w̄(m)are called the unnormalized and normalized importance weights.

The intuitive explanation for importance sampling is that we sample

different values ofhfromQ(h), and then give them weights based on the

value ofP(h|y,x,θθθ), thereby reweighting the importance of the samples

to adjust for the difference betweenQ(h)andP(h|y,x,θθθ). Recall that we

cannot sample directly fromP(h|y,x,θθθ), but since we know thatP(h|

y,x,θθθ)∝P(y|h,θθθ)P(h|x,θθθ)we can evaluate the relative probability to

have sampledh(m)had we actually used the trueP(h|y,x,θθθ)to sample

from.

12the proposal distribution may or may not depend onθθθ
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Tang and Salakhutdinov (2013) chooseR(h|x,y,θθθ):= P(h|x,θθθ),

which means that the proposal distribution does not takeP(y|h,θθθ)into

account. In that case the importance weights simplify tow(m)=P(y|

h(m),θθθ). They use a generalized EM algorithm, where they compute the

gradient for the lower boundL(Q)given thatQ(h)is fixed.

G(θθθ):=
∂

∂θθθ
h

Q(h)log
P(y,h|x,θθθ)

Q(h)
(3.98)

=
∂

∂θθθ
h

Q(h)logP(y,h|x,θθθ) (3.99)

=
∂

∂θθθ
h

Q(h) [logP(y|h,θθθ)+logP(h|x,θθθ)] (3.100)

=
∂

∂θθθ

M

m=1

w̄(m)logP(y|h(m),θθθ)+logP(h(m)|x,θθθ). (3.101)

The use of a generalized EM algorithm results in a quite different algo-

rithm from traditional back-propagation, as the samplesh(m)are kept

fixed. Instead of incrementally adjusting the individual samplesh(m), the

training algorithm rather attempts to adjust the weights so that samples

h(m)that yield a high probability for the outputyoccur more often (the

second term in Equation (3.101)). The first term in Equation (3.101) on

the other hand is the same as in Equation (3.81), although derived quite

differently, and is trained using more traditional back-propagation.

The second estimator proposed in Publication III is similar to the above

estimator proposed by Tang and Salakhutdinov (2013), but uses a vari-

ance reduction technique (Weaver and Tao, 2001; Mnih and Gregor, 2014).

First, we note that

EP(h|x,θθθ)
∂

∂θ
logP(h|x,θθθ)= P(h|x,θθθ)

∂
∂θP(h|x,θθθ)

P(h|x,θθθ)
dh (3.102)

=
∂

∂θ
P(h|x,θθθ)dh (3.103)

=
∂

∂θ
1=0. (3.104)

That is, when trainingP(h|x,θθθ)with samplesh(m)∼P(h|x,θθθ)drawn

from the model distribution, the gradient is on average zero. Therefore

we can change the estimator ofP(h|x,θθθ)by subtracting any constantc

from the weights̄w(m)without introducing any bias.

We chosec=E w̄(m) = 1
M which is empirically show to be sufficiently

close to the optimum (see Figure 3.6). Therefore, the proposed estimator
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Figure 3.6.The norm of the gradient for the weights of the first hidden layer as a func-

tion ofcMwhere the proposedc= 1
M
in Equation (3.105) corresponds to

cM=1. The norm is averaged over a mini-batch, after {1,7,50} epochs of

training (curves from top to bottom). Varyingconly changes the variance of

the estimator, so the minimum norm corresponds to the minimum variance.

is

G(θθθ):=
∂

∂θθθ

M

m=1

w̄(m)logP(y|h(m),θθθ)+ w̄(m)−
1

M
logP(h(m)|x,θθθ).

(3.105)

Based on empirical results which can be found in Table 3.1, both pro-

posed estimators perform well. Particularly using the biased estimator

resulted in good performance. It is likely that the unbiased estimator has

such a high variance that it slows down training significantly compared

to the biased estimator. For further details on the experiments please see

Publication III.
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4. Discussion

Deep neural networks have been used to successfully tackle a wide array

of machine learning problems in domains of complex high-dimensional

data. Arguably, most of the recent successes have however been achieved

using supervised learning. Obtaining large numbers of labeled data is of-

ten costly though, and for an even more widespread use of deep neural

networks it is important to develop methods that can also learn from un-

labeled data. It is therefore important to further develop unsupervised

and semi-supervised methods that can make use of unlabeled data that is

often abundant and cheap to acquire, at least compared to labeled data.

This dissertation has presented some of the developments both in terms

of novel architectures for unsupervised or semi-supervised learning, and

in methods to train these networks and deep neural networks in general.

A particular emphasis has been placed on stochastic networks, that in

one way or another use stochastic hidden states. In restricted Boltzmann

machines and binary stochastic feedforward networks, the stochasticity

is used to enable modeling distributions with complex interactions. On

the other hand, even inferring the output of the model can only be done

through sampling, and training the models is not straightforward and of-

ten slow. The novel gradient estimators for feedforward networks and the

analysis of training Boltzmann machines presented in this dissertation

have alleviated some of the difficulties when training these networks, but

they are still far from the efficiency and simplicity of for example deter-

ministic feedforward neural networks.

In the Ladder and Tagger networks, the stochasticity is more implicit,

forcing the model to learn to denoise the states of the model, which is

therefore implicitly incentivized to model the entire data distribution. For

instance in the Ladder network, the stochastic element of the model is

typically only used as an auxiliary task to make use of the unlabeled data
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during training, while the part of the network that models the desired

output is deterministic. The difficulty of inference is therefore only used

to the advantage of the user during training to help steer how the training

progresses.

There are multiple clear avenues for further research based on the work

presented in this dissertation. The lessons learned from the binary stochas-

tic feedforward neural networks could be applied in problems where the

binary nature of the stochastic variables is critical, such as conditional

computations. In optimization methods, the gradient-based tuning of hy-

perparameters is still a novel idea that on the one hand needs further

empirical testing to determine its usefulness in a wide array of real tasks,

and on the other hand could be used to explore model structures not previ-

ously attempted due to a high number of hyperparameters. An example of

such structures could be some version of the Ladder and Tagger networks,

that could benefit from a dynamically adapting noise level and cost weight

in the input and hidden states. The Ladder and Tagger networks could

also be extended to larger problems, and to datasets with a sequential

structure, such as video. Such advances could have a high impact on the

practical applicability of deep neural networks, as effective methods to

train models on real-world sized data in a semi-supervised way could be

used to cost-effectively apply machine learning to problems that currently

are not worthwhile to pursue.
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