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1. Introduction

Computer networking has changed greatly from what is used to be few

decades ago. For a layman, one of the most visible changes has been the

rapid increase in the number of Internet-connected devices as our sur-

roundings get filled with various kinds of tiny computers. This trend is

also likely to continue – the number of Internet-connected devices is ex-

pected to double every 2-3 years [6, 7]. A large fraction of this growth

comes from Internet-of-Things (IoT) devices that are constrained in their

computation and storage capabilities, communicate wirelessly, and of-

ten lack human input methods. Another recent trend in networking,

less visible to layman, is the emergence of software-defined networking

(SDN) [55], which centralizes the decision making in traditionally decen-

tralized networks and thus eases the development and testing of novel

network applications. Both of these developments, IoT and SDN, have re-

ceived plenty of attention from researchers as well as from the industry

because they are believed to be the key concepts that will shape the future

networking [90, 13].

As most developments in computing, also IoT and SDN have their back-

ground in the continuous search of new applications and lower product

development and operational costs. IoT connects the ubiquitous comput-

ers to each other and to the cloud and thus enables novel applications

that were not possible before. On the other hand, one of the main drivers

behind SDN was to reduce the cost and complexity of developing new net-

work applications. However, IoT or SDN not only create opportunities,

but also shape the security environment and introduce new threats to the

systems. As an example, unlike traditional computers, IoT devices have

limited CPU, memory, and battery capacity, which makes it more diffi-

cult to implement security protocols on them. Also, because of the small

form factor, they often lack proper input devices which makes configur-
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Introduction

ing them more difficult. Likewise, SDN centralizes the network’s control

plane, which has traditionally been distributed, and thus radically alters

the threat environment. These changes in the threats must be carefully

studied early on in the product development cycle to ensure that possible

design or implementation flaws do not spread widely.

Authentication is one of the main concepts when studying the security of

the emerging technologies. Authentication is basically the act of verifying

a communication peer’s claims about its identity or other attributes [109].

Another concept closely related to authentication is authorization. While

authentication is the act of verifying that a claimed attribute is true, au-

thorization means verifying that an entity is permitted to take an ac-

tion [79]. Traditionally, authorization comes after identity authentication

[1], but in modern communication systems, these concepts are often inter-

twined. Firstly, in device pairing, devices can only authenticate each other

after the user has authorized their association with each other. Secondly,

if the potential threat comes from an insider such as another user of the

network or even a compromised network element, logical isolation may

take the place of both authentication and authorization. Thirdly, when

fighting unauthorized traffic, authentication is typically a part of the so-

lution, but does not alone prevent denial-of-service attacks. This thesis

studies a set of such convoluted security problems in network and com-

munication security, and proposes some solutions. These problems arose

in several different research projects related to the security of the Internet

of Things and future networking technologies.

1.1 Structure of the thesis

This dissertation consists of an introduction part and six original peer-

reviewed publications. The common factor in the publications is network

and communication security in IoT and SDN. The introduction is split into

two parts as follows.

• Chapter 2 summarizes Publications I–II. It discusses authenticated

key-exchange protocols for establishing secure wireless communication

channel between two devices. More specifically, it describes a novel

commitment-based key-exchange protocol for Internet-of-Things (IoT)

devices. The protocol uses a shared fuzzy input for authenticating a ne-

gotiated session key. Unlike previous work, the protocol does not make

10
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any assumptions on the entropy distribution of the fuzzy secret.

• Chapter 3 summarizes Publications III–VI. It moves the focus to the

security of network infrastructure and, more specifically, software de-

fined networks. In addition to giving an introduction to the broad topic

of SDN security, we discuss the importance of device authentication in

SDN in a situation where an attacker already has a foothold in the

target network (Publication III). Another class of attacks that is dis-

cussed in detail is denial-of-service (DoS) attacks that originate from

the data-plane (Publication IV). In addition to explaining security chal-

lenges that software-defined networks face, the chapter also describes a

novel tenant isolation mechanism that can be implemented with SDN

technologies (Publication V). The chapter ends by presenting a security

analysis of several capability-based multicast-forwarding schemes that

have been proposed for SDN environments (Publication VI). This anal-

ysis shows that the proposed protocols use a flawed path-authorization

mechanism which makes them vulnerable to various DoS attacks.

1.2 Methodology

This thesis uses the well-established methodology in the field of systems

and networking security research. This includes prototyping, which is

used to verify new designs (Publications I, II, and V). In addition to pro-

totyping, the developed protocols were verified with an automatic protocol

verifier to avoid crude mistakes (Publications I and II). The attacks pre-

sented in this thesis are tested either in physical (Publication IV) or emu-

lated environments (Publication III). Attacks presented in Publication VI

were found with analytical means and their severity was evaluated with

simulations and mathematical modeling.
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2. Authenticated key-exchange with
shared fuzzy secret

This chapter describes a protocol for authenticated key-exchange with

fuzzy shared secret. The protocol was developed to enable pairing be-

tween Internet-of-Things (IoT) devices that have a touch-screen or other

touch-sensitive surface. This work was originally published in Publication

I and II. While the author of this thesis took part in the discussions of all

parts of the papers, we will focus here on the security protocol design,

which is the author’s main contribution to the team effort.

The number of network connected devices has seen a huge increase in the

past and this trend is likely to continue into the foreseeable future [6, 7].

Many of the new devices can be described as Internet-of-Things devices.

These devices are constrained in terms of CPU, memory, and battery. They

also have limited user-interfaces and typically communicate wirelessly

with protocols such as Wi-Fi [5], Bluetooth [2], or ZigBee [3]. Establish-

ing a secure wireless channel between two IoT devices that have no prior

information about each other is a widely studied problem called secure

device pairing [86].

Wireless channels are particularly interesting from the security point

of view because the wireless communication is comparably easy to eaves-

drop and even manipulate without being detected. Unfortunately, it is not

trivial to securely set up a wireless channel between two devices if they

initially know nothing about each other. Without the a-priori information,

such as identifiers or keys, the devices must rely on out-of-band communi-

cation for identifying the right peer device and for creating secure channel

with it. For example, the user may be required to carry some information,

such as PIN-code, from one device to the other. This process becomes eas-

ily cumbersome for the user especially if the devices lack proper screens

or keyboards.

13



Authenticated key-exchange with shared fuzzy secret

Figure 2.1. Inputting the fuzzy secret.

There have been many proposals that aim to reduce the amount of man-

ual interaction required in the device pairing. These proposals include us-

ing contextual or location-dependent information, such as ambient sound

or radio signals [62]. (See Chong et al. [30] for a comprehensive sur-

vey on different sources from which the secret can be extracted). Other

mechanisms, on the other hand, require the user to help by producing

the shared context information, for example, in the form of biometric in-

put [23], simultaneous button presses [97], or simultaneous shaking of

the devices [18, 63]. The common denominator for all of these propos-

als is that the shared secret information is fuzzy and can only be known

approximately. As an example, although two recordings taken from the

same ambient sound will have common features, the recordings will not

be exactly the same. Another property for this kind of fuzzy information

is that it is usually very difficult to estimate the entropy of such secret.

These properties must be taken into account when designing a pairing

mechanism and, specifically, when designing the security protocol for it.

Our study of the pairing protocols was motivated by the invention of a

novel way for inputting the fuzzy secret: the user synchronously creates

drawings on two touch-sensitive surfaces with two fingers of the same

hand (see Fig. 2.1 for an illustration). The device pairing method works

with two touch-screen or touch-pad devices including mobile phones, touch-

pad mice, tablet computers, and more traditional IoT-like devices such as

smart screens [100]. Similar method has later been proposed for user

authentication [92].

After studying the pairing protocols for our novel pairing mechanism,

we came to the conclusion that none of the existing protocols was suit-

able for this particular use case. More specifically, several of the earlier

protocols either had too large communication overhead or made strong as-

sumptions about the entropy of the secret (either about the total entropy

or how the entropy is distributed in the secret data). This led us to de-
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velop of a novel pairing protocol. Unlike the previous protocols, the new

protocol makes only minimal assumptions about the entropy of the secret.

This is important as measuring the entropy of fuzzy data is notoriously

difficult and even a small amount of leaked data can reveal a lot about the

fuzzy secret [46].

The rest of this chapter is split into three parts. We start by defining

the threat model and reviewing the related work in Section 2.1. Then,

Section 2.2 describes the design principles for our protocol as well as how

the protocol was evaluated. After this, Section 2.3 discusses the protocol

and concludes the chapter.

2.1 Background

This section reviews the previously proposed protocols for authenticated

key establishment with fuzzy data. More specifically, the focus is on the

situation where two devices want to negotiate a session key for a primary

wireless communication channel (e.g. Bluetooth) while having no a-priori

knowledge about each other. In addition to the primary channel, both de-

vices have access to a low-throughput out-of-band (OOB) channel, which

has a high error rate. The errors on this channel may be caused by varia-

tions in the sensory inputs or external noise, which causes the input to be

fuzzy.

The goal of the protocol is to negotiate a session key that is used to se-

cure the primary channel. The attacker has Dolev-Yao capabilities [36] on

this channel and tries to access the communication either by eavesdrop-

ping or impersonating one or both devices (i.e. man-in-the-middle attack

or one-sided impersonation attack). Unlike the primary channel, the OOB

channel is assumed to have some inbuilt security that protects the in-

tegrity and confidentiality of the data. This may be, for example, because

the OOB-channel is under direct supervision of the user or is highly loca-

tion limited.

The protocols for solving this problem can be divided into three cate-

gories. Firstly, there are commitment-based protocols where an unau-

thenticated session key, which derived for example with Diffie-Hellman

protocol, is authenticated with the commitments. Another possibility is

to extract a secret key from the shared environment. This key can then

be used either directly as a session key or to authenticate one. The third

category is formed by the protocols where a key or authentication code is
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transmitted over the OOB channel. We now briefly describe some protocol

examples from each of these categories.

Commitment-based protocols

Commitments have been used for long to protect the communication in-

tegrity – probably the earliest protocol was Interlock proposed by Rivest

and Shamir in 1984 [77]. Although this proposal used encryption func-

tions rather than cryptographic hashes, the principles are the same as

with modern protocols (see Hoang et al. [69] for a survey of modern com-

mitment protocols).

There are three phases in commitment-based authenticated key exchange.

First, in the key-exchange phase, the devices perform an unauthenticated

key-exchange with Diffie-Hellman or by using public-key encryption with-

out certificates. This produces a shared but still unauthenticated session

key k. In the commitment phase, the devices cryptographically tie this key

to a (short) shared secret p that they have received over the OOB-channel.

Typically the commitment is a cryptographic hash H(k, p, r), where r is

a fresh random number that blinds the secrets. Finally, in the opening

phase, the devices reveal the values r and p.1 If the revealed shared se-

crets match and if the devices can recalculate each other’s commitments

using the just revealed information, the session key is deemed authentic.

The timing of the protocol phases is crucial to the security of the pro-

tocol. More specifically, neither device may move to the opening phase

before the other has finished the commitment phase. Otherwise a man-in-

the-middle (MitM) attacker can learn the shared secret p from one device

and use it to compute the commitment for the other.

A clever way for enforcing the strict separation of the commitment and

opening phases is shown by MANA III and its variants [4, 56, 101]. Here,

the shared secret p is split into n pieces p1|p2| . . . |pn. The protocol then

performs a separate commitment and opening for each round so that each

round starts only after the previous ends. While this allows the attacker

to learn one part pi (typically p1) of the shared secret, it cannot learn

more unless it manages to guess a commitment correctly. The attacker

can, nevertheless, use this learned information when performing the key-

exchange with the other device (i.e. one-sided impersonation). Thus, given

that the shared secret k has ek bits of entropy, the protocol utilizes ek · n−1n

1If the shared secret is not fuzzy (e.g. a PIN-code) there is no need to reveal p.
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bits out of ek. Increasing the number of protocol rounds obviously helps,

but it also increases the communication overhead as the required number

of round trips grows.

As mentioned above, commitment protocols work with fuzzy as well as

with non-fuzzy secrets. The only difference with fuzzy secret is that the

secret must be revealed alongside the random number r. Because of this,

MANA III-like commitment protocols can be found from several proto-

cols that use fuzzy information as the shared secret. As an example,

Amigo [105] uses the ambient radio environment as the shared secret

while Soriente et al. [97] have the user press buttons on both devices

simultaneously and use the timing of the button presses as the shared

secret.

However, the challenge with MANA III-like protocols is how the fuzzy

secret p is split into parts. Firstly, the parts on both devices must corre-

spond to each other. Secondly, the security of these protocols is based on

the assumption that every part is independent from the others. In other

words, secret pi must not convey any information about piece pj , j > i.

Thirdly, all the parts must contain approximately the same amount of en-

tropy. These requirements are difficult to meet when dealing with fuzzy

secrets.

There are also other ways to enforce the separation of the commitment

and opening phases. Roscoe [81] recently presented an approach where

the phases could be separated with a time-lock – i.e. a computational puz-

zle that cannot be solved within certain time [78]. Our protocol follows the

commitment approach but instead relies on implicit time synchronization

from a user action.

Extracting key from noisy environment

Another solution is to extract a secret key directly from the environment

shared by the devices. This naturally produces a fuzzy secret because

environmental measurements are inherently noisy. If the key obtained

this way contains enough entropy, it could be used directly as the session

key. However, as it is usually difficult to estimate the total entropy in the

fuzzy data, it usually is a better to use the fuzzy secret to authenticate a

key exchange such as Diffie-Hellman.

While the general idea behind this approach is simple, it can be chal-

lenging to extract exact keys from fuzzy measurements. Most commonly,

this is achieved with fuzzy cryptography. These protocols were originally
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developed for biometric authentication and have later been used in device

pairing [23, 24, 68]. While the protocol details vary, the general principle

is that the paired devices exchange error correcting codes for their mea-

surements – in clear over the insecure primary channel [15, 35]. Using

this error correcting information, the devices may calculate an exact key

from their own fuzzy measurements. The data-sources that have been

proposed so far include biometrics [24, 23], ambient audio [96, 87, 68],

and environment luminosity [68].

The challenge with fuzzy cryptography is to design the error correction

scheme in such a way that the error correction information that is sent

over the insecure channel does not leak any information about the actual

data. This can be difficult to achieve as it requires careful studying of the

information content of the fuzzy data [46]. This is something we want to

avoid in our protocol.

In addition to the fuzzy-cryptography based approaches, some propos-

als try to create a secret key by extracting key features from the fuzzy

data. The potential differences in the measured features are then tack-

led either by using only the most significant features from the data (e.g.

ShakeMe [111]), or simply by not considering unequal features (CKP [64],

SAPHE [44], and NFPA [58]). The inherent problem with these seemingly

simple key-extraction methods is that the effective key strength of the key

will be small even if a lot of entropy would be available – Yüzügüzel et

al. [111] reported that they could extract on average only 15 bits of en-

tropy from five seconds of device shaking. This is because only features

that are guaranteed to match between the two devices can be used when

creating the key.

Key distribution over noisy channel

Finally, some protocols rely on sending a secret key or an authentication

code over a noisy OOB channel. These protocols offer a simple and se-

cure way for authenticated key exchange assuming that the OOB channel

cannot be eavesdropped and that active attacks can be detected. Human

Assisted Pure Audio Pairing (HAPADEP) illustrates this approach [98].

There, an encryption key is sent over the audio OOB channel together

with an error correction code. Alternatively, it is possible to use the OOB

channel for verifying the result of a key exchange, as has been shown by

BEDA [97], Loud and clear [42], and Seeing-is-believing [65]. Sending an

authentication code over the OOB-channel (rather than the whole key) is
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usually preferable as this makes the key exchange resistant to passive

attacks on the OOB channel. Some protocols, such as EAP-NOOB [14],

combine both of these methods and send the encryption key as well as

authentication code over the OOB channel.

2.2 Time-based commitments and authenticated key-exchange
with fuzzy secret

This section describes the design principles behind our pairing protocol.

The details of the protocol can be found in Publications I and II.

The protocol was developed for a pairing mechanism that extracts the

fuzzy secret from drawings that the user simultaneously creates on two

devices using two fingers from the same hand. Typically the user does

this by holding the devices on one hand and making the drawings with

the thumb and index finger of the other hand. This makes the inputted

drawings fuzzy – valid drawings are similar, but not exactly equal.

The main reason for developing a new pairing protocol instead of using

for example some of the protocols reviewed in the previous section was

that we had no reliable way of estimating how much entropy there is in

the drawings that the user creates. (More recent research has provided

evidence that the entropy of free-form drawings slightly exceeds the en-

tropy of typical PIN-codes [92]). More importantly, we did not know how

the entropy is distributed in the drawing, or in other words, would it be

possible for the attacker to predict the whole drawing based on some part

of it. Because of this uncertainty, the pairing protocol should not leak

any information about the content of the fuzzy secret to a potential at-

tacker.2 This rules out protocols based on fuzzy cryptography as well as

MANA III-like protocols with few protocol rounds. While MANA III -like

protocol with several rounds would address the problem related to the en-

tropy, this would increase the communication overhead. Directly extract-

ing keys from the fuzzy input (without the use of fuzzy cryptography), on

the other hand, would reduce the effective entropy of the shared secret,

which renders this approach unacceptable. These practical problems mo-

tivated us to develop a new protocol where the secrets are communicated

and revealed in one piece.

Our protocol uses commitments to ensure the authenticity of the session

2Strictly speaking, our protocol does leak the length of the secret, but nothing
about its content.
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key. Recall from the previous section that a commitment-based proto-

col has three phases: (1) unauthenticated key exchange, (2) commitment

phase, and (3) opening phase. Moreover, recall that the security of such

protocol relies on the strict separation of the commitment and opening

phases. We developed two protocol variants that follow this same struc-

ture. In the first explicit variant, the user signals the devices when both

of them have received commitments. In practice, this requires that the

devices indicate that they have received the peer’s commitment and that

the user allows them to continue to the opening phase after both devices

have reached this state. After this, the devices may reveal the secrets and

finish the protocol.

The drawback of the explicit protocol variant is that it requires the user

not to press the “continue”-button on one device before the other device

has received its commitment. If this did not happen, a man-in-the-middle

attacker would be able to launch an impersonation attack against one of

the two devices. While it may be possible to educate the users to oper-

ate the pairing mechanism securely, the risk of users mistakes cannot be

completely removed.

In the implicit protocol variant, the user is not required to signal the

movement from the commitment phase to the opening phase. Instead,

the roughly simultaneous phase transition is achieved with synchronized

clocks. More specifically, the devices store the time when the user stops

drawing and lifts fingers from the touch sensitive surface. This refer-

ence event happens roughly simultaneously on both devices and can be

used to synchronize the devices’ internal clocks. With information about

this reference event, the devices can then progress in the protocol roughly

synchronously. The minor synchronization error are tackled by allowing

small deviation in the timings of the reference event. In our prototype,

this margin of error was set to 500 ms. Too short drawings, on the other

hand, were prevented in the prototype by requiring the drawing to be at

least 4 seconds long. This value, however, could be much smaller – in a re-

cent work, Sherman et al. [92] show that the length of a free-form drawing

correlates only very weakly with its entropy and that roughly 2 seconds

of drawing produces entropy that is comparable to a PIN-code.

The security of both protocol variants was verified with ProVerif [19]

automated cryptographic protocol verifier (the used ProVerif-model can

be found in the appendix of Publication I).
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2.3 Discussion

The developed commitment protocol has three main limitations. Firstly,

the protocol requires that the devices can be synchronized based on some

reference event. In other words, the protocol cannot be used with inputs

that do not provide such information that can be used for synchronizing

the devices. Secondly, because the protocol uses commitment, the fuzzy-

secrets must be revealed during the pairing process. Thus, this protocol

should not be used with long-term secrets such as biometric data. (Our

protocol does encrypt all commitment-related messages with the unau-

thenticated session key. While this prevents the information from leaking

to a passive eavesdropper, it does not protect long-term secrets against

active impersonation attacks.)

Finally, the synchronization of the devices relies on user actions. Fail-

ing to synchronize the devices opens possibilities for a man-in-the-middle

attacker. We did pay a special attention to this and augmented the pro-

totype with mechanisms that, for example, detect if the user accidentally

lifts one finger off the device. However, the risk of erratic user behavior

cannot be completely removed.

On the positive side, the proposed timing-based commitment protocol

has several benefits compared to other pairing protocols. Firstly, as al-

ready mentioned, it makes very few assumptions about the entropy of

the fuzzy secret. Because the fuzzy secret is used only to authenticate a

sessions key (instead of deriving a session key directly from the fuzzy se-

cret), it does not need to contain much entropy, but if it does, the security

against opening attacks is increased accordingly. Also, because the secret

is not split in any way, no information about it is leaked to a potential

attacker. Thirdly, the fuzzy secrets are be revealed to the other device

as a whole. This enables the devices to use any distance to compare the

drawings and allows independent development of the protocol and the dis-

tance metrics used to compare the drawings. Different distance metrics

are discussed more detailed in Publication II.
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3. Towards secure software-defined
networks

Traditionally, computer networks have run in a distributed manner so

that routers and other network devices implement well specified protocols

that define the network’s behavior. Software-defined networking (SDN)

changes this by replacing the distributed decision making with a logi-

cally centralized controller and by unifying the interface through which

the controller reaches the network switches. This makes the network ap-

plication development, testing, and maintenance easier and cheaper [52].

While the key ideas behind SDN can be traced back to the active-net-

working research done in the 90s [103, 25], SDN did not gain significant

momentum until OpenFlow was introduced in 20081 [66]. The change,

largely initiated by the introduction of OpenFlow, is said to be singular in

the history of networking [91]. This claim is further attested by the sheer

amount of research papers the topic has engendered [53, 70, 38].

The basic concept behind SDN is easily explained. In traditional net-

works, routers have a dual role: Firstly, they have a role on the control-

plane as they perform routing, quality-of-service, and other control-plane

functions. Secondly, they are data-plane elements meaning that they par-

ticipate in packet forwarding. The idea behind SDN is to decouple these

two functions. This is achieved by removing control-plane functions from

the routers and instead placing the control-plane logic to the logically cen-

tralized controller. As a result, the switches2 will be only responsible for

data-plane packet forwarding. The controller then interfaces with the

switches through a standard south-bound interface, such OpenFlow [66],

NETCONF [37], LISP [80], or P4 [20]. Additionally, the controller in-

1The term software-defined networking was coined later, in 2009. [67]
2As the control-plane functionality is removed from the routers, they become
switches according to SDN terminology. This notion is slightly inconsistent as
even a traditional L2-switch may implement some control-plane functions, such
as spanning-tree protocol (STP) and the SDN switches may forward packets
based on L3 or L4 identifiers.
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Figure 3.1. SDN architecture and terminology

terfaces with SDN applications through a controller-specific north-bound

interface. This architecture shields the SDN applications from the prob-

lems caused by distributed state and makes it possible to create applica-

tions that feed requirements to the controller, which the controller then

composes into packet processing rules for the data-plane [88]. Figure 3.1

illustrates the overall SDN architecture. Due to its popularity, this chap-

ter mostly focuses on OpenFlow software-defined networks. The analysis,

however, is for the most part generalizable to networks using other south-

bound protocols.

It is not surprising that an architectural change on this scale also changes

the network security and threat landscape. The most obvious change is

that more attention must be paid to ensure the security and robustness of

the centralized controller which becomes a single point of failure. Also, se-

curing the southbound communication (OpenFlow connections) becomes a

priority because the ability to spoof OpenFlow messages would create al-

most unlimited possibilities for an attacker. In addition, the standardiza-

tion of the southbound protocols will increase device and software homo-

geneity [54]. Thus, it is likely that design and implementation flaws have

a broader impact in SDN than in traditional networks, which have had

inherent protection in the form of decentralization, proprietary software,

and heterogeneity of the network devices [54]. These observations mo-

tivated our research presented in Publications III and IV, which study

denial-of-service attacks against OpenFlow networks and attacks that

originate from compromised network elements.

That said, while SDN radically changes the threat landscape, it also cre-

ates several new possibilities. Novel network applications that have been
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developed with SDN technologies range from SDN-based denial-of-service

prevention mechanisms [110] to traffic engineering [8]. Applications that

will be discussed more in this thesis include tenant isolation (Publication

V) and source-routed multicast mechanisms (Publication VI).

This chapter summarizes the work originally done in Publications III–

VI. First, Section 3.1 gives a brief survey to SDN security. Special at-

tention is given to attacks that originate from compromised network el-

ements and to denial-of-service (DoS) attacks originating from the data-

plane, which are the topics of Publications III and IV, respectively. Sec-

tion 3.2 takes more positive view on SDN and discusses Publication V,

which describes a mechanism with which OpenFlow can be used to iso-

late domains in a multi-tenant network. Finally, Section 3.3 summarizes

Publication VI which provides a security analysis of a source-routed mul-

ticast protocol that has been proposed for software-defined networks as

well as earlier designs for the future Internet. The results show that the

proposed protocol has inherent vulnerabilities that render it unsuitable

for open networks.

3.1 Security challenges in SDN

The prior work on how to secure software-defined networks is plenti-

ful [88, 59]. A commonly used way of approaching this topic to treat the

security of the application and control planes, southbound interface (i.e.

OpenFlow channel), and data plane separately [54, 59]. This section uses

the same approach. The focus will be on attacks targeting the OpenFlow

communication and on the data-plane security as these relate closely to

Publication III and IV. Other aspects of SDN security are discussed only

briefly (see Li et al. [59] for a recent and more comprehensive survey on

the topic). In the rest of this chapter, we assume that the reader knows the

basics of SDN and OpenFlow. Those unfamiliar with them are referred to

Kreutz et al. [53].

Application plane and controller security

It is not surprising that a bulk of the SDN security research has focused

on protecting the control plane. After all, SDN mainly changes how the

network’s control plane functions. Also, the brain of the network lies on

the control plane making it a tempting target for adversaries.
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One perspective to the control-plane security is how to reduce the risk

of an unauthorized controller access. Li et al. [57] demonstrate this ap-

proach with an architecture where a network with multiple controllers

support Byzantine fault tolerance. There are also other distributed con-

troller designs that emphasize fault-tolerance [22] and distribution [104,

47]. While security is not the main motivation behind these proposals, in-

creased distribution usually also yields resilience and can reduce the risk

of a single controller becoming compromised.

Another control-plane security problem relates to the applications – how

the controller can be protected against ill-behaving applications and how

the rules that the controller receives via the northbound interface can

be validated. Inconsistencies and interoperability issues are possible be-

cause the network applications above the north-bound interface may be

provided by different vendors and may not be trusted as much as the

actual controller. As an example, an attacker who can alter the behav-

ior of some application may try to create several rules where no sin-

gle rule alone violates the policies, but together they create unwanted

behavior. This problem has led to the development of security enforce-

ment kernels which enhances the controller with security functions such

as access-control, flow-rule conflict resolution, and security auditing ser-

vices [73, 74]. Other approaches that try to address the problem of in-

correct policies or flow-rules utilize model checking [26], symbolic execu-

tion [51], or other real-time verification mechanisms [10].

OpenFlow security

The security of the southbound interface, namely the OpenFlow, has also

gotten plenty of attention from the researchers. It is easy to see, that an

attacker able to become a man in the middle in the OpenFlow connection

would effectively get control over the OpenFlow switch. Just the capabil-

ity to eavesdrop OpenFlow communication may provide valuable informa-

tion to the attacker [94]. These, relatively obvious threats, are addressed

in the OpenFlow standard by allowing the OpenFlow connection to be

run over TLS (DTLS is possible for auxiliary OpenFlow connections) [72].

However, rather surprisingly, the use of TLS is optional according to the

standard, and the TLS adoption has been notably slow [84].

Slow adoption of TLS is not the only problem that relates to securing the

OpenFlow channel. In the context of SDN, the proper use of TLS requires

that both the switch and the controller are mutually authenticated which
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can only be achieved if the administrators distribute key pairs and certifi-

cates for every network device [89]. This can be considered as a nuisance

by the administrators who may be tempted to take a shortcut and only

use TLS with only one-sided authentication or, in the worst case, sim-

ply opt-out from the use of TLS [16]. Any shortcuts with TLS, however,

may lead to severe security problems as pointed out by the IETF [108].

We made the same observation in Publication III where we analyze what

kinds of attacks are possible if an attacker has already gotten a foothold

in the target network and has compromised one of the switches. We found

that the consequences of such an attack highly depend on whether the

network uses TLS to protect the controller-plane traffic, whether the net-

work uses TLS with mutual authentication, and whether the OpenFlow

traffic is physically isolated from the data-plane. In the worst case, the

attacker can spoof the state of several switches and even to perform topol-

ogy spoofing. These spoofing attacks have later gotten more attention

from the research community [45, 34] as well as the threat model where

all network elements, and SDN-switches in particular, are not considered

trusted [29, 41].

Data-plane security

While the majority of the changes that OpenFlow brings to traditional

networking relate to the control-plane, there may also be vulnerabilities

that are exploitable through the data-plane. Before going into the details,

it is instructive to take a look at the different ways in which OpenFlow

networks can be configured.

There are two different ways of routing the OpenFlow connections. Firstly,

the network may be structured so that there is a dedicated physical con-

trol network that is used for control-plane signaling, namely for Open-

Flow. This is called an out-of-band control-network. Alternatively, the

control-plane may be logically isolated from the data-plane for example

with VLAN tags. OpenFlow connections and data-plane traffic would,

however, still travel over the same underlying physical network. This op-

tion is called an in-band control-channel. While the out-of-band channel

is more palatable from the security point of view, creating a redundant

network for control-traffic may not be always possible because of econom-

ical or practical reasons.

On a high level, there are two ways in which an OpenFlow network can

be configured. Firstly, all of the forwarding rules, or flow-table entries in
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the OpenFlow terminology, can be proactively configured on the switches.

Alternatively, the flow-table entries can be installed after a switch sees

a packet belonging to a new flow. In this latter, reactive model, when a

switch sees a packet and does not know how to forward, it buffers the

packet and sends the packet header to the controller. The controller then

makes the forwarding decision on behalf of the switch, after which it in-

stalls a new flow-table entry to the switch in order to ensure the smooth

forwarding of the following packets in the same flow. Unfortunately, the

reactive flow-table rule installation may create an avenue for denial-of-

service attacks. The attacker can flood the network with packets for which

the switches do not yet have matching flow entries. This will cause the

switches to constantly ask the controller for new flow-table rules, which

eventually causes the flow tables and the switch buffers to become full.

Suitable packet formats for the attack can be identified by measuring the

packet round-trip times [94]. The use of an in-band control channel ex-

acerbates this attack as the control-plane and data-plane share the band-

width. We have studied these kinds of DoS attacks in Publication IV.

There are several ways to mitigate the threat of such DoS attacks. Firstly,

the network should be configured so that it uses generic match rules in

the flow-table entries. As a general principle, the match rules should be

enough long living and generic so that a potential attacker cannot cause

new flow-table entries to be created simply by modifying the packet fields.

This requires flow aggregation and finding the optimal time-out periods

for the flow-table entries. Rate limiting of OpenFlow messages may also

help in mitigating the threat (this feature was introduced in OpenFlow

1.3.0 [71]). Finally, there have been proposals that involve first detect-

ing a DoS attack and then trying to limit its impact, which may further

mitigate the threat of these attacks [106, 95].

3.2 Tenant isolation with OpenFlow

So far this chapter has focused on security challenges. SDN, however, also

creates possibilities for novel network applications. We now briefly de-

scribe an architecture for an OpenFlow-based multi-tenant environment.

This work was originally described in Publication V.

In multi-tenant environments, a service provider wants to provide shared

network resources for its tenants. This resource sharing brings several

well known benefits such as better resource utilization as well as reduced
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operational costs [17]. In a palatable architecture, the tenants should be

able to control their own (leased) network resources while at the same

time be isolated. This means that the tenants should be unable to affect

other tenants. The tenants should, however, be able to open some of their

services, so called inter-tenant services, to other tenants. The architecture

presented in Publication V achieves this: while the tenants are isolated

from each other by default, they may loosen up the isolation and open

some of their services to other tenants.

Before going to the details of the architecture, let us take a look at a

typical multi-tenant network in Figure 3.2. Firstly, every tenant in the

network has dedicated (virtual) hosts, which are connected to a (virtual)

edge switch. This means that a host can always be identified by the inter-

face of the edge switch. While the hosts and their connections to the edge

switch are dedicated to a single tenant, the core-network connecting the

edge switches is shared.

Providing tenant isolation in a multi-tenant environment is essentially

a problem about multiplexing and how the tenants’ packets are identi-

fied in the shared infrastructure [31]. In general, there are three ways in

which this can be done. Firstly, the network can be sliced meaning that,

for example, the available address space is split between the tenants (see

e.g. [93, 32]). While this is a very simple way of achieving tenant-isolation,

it decreases the IPv4 address space size available to the tenants. Second

possibility is to use tunneling in the shared network. In this case, the

edge switches simply encapsulates all packets going towards the shared

core network and decapsulates packets arriving from there. The encap-

sulation must include sufficient information for forwarding the packet

through the shared network as well as a tenant identifier that allows

the egress switch to forward the packet to the correct destination host.

Such tunneling solutions can be found from several multi-tenant related

architectures [33, 60, 107] as well as from other, not strictly multi-tenant

related, solutions [39, 61, 43].

The third way to multiplex packets through the shared core network

Edge switch 

Tenant 1 
Host 

Tenant 2 
Host 

Edge switch 

Tenant 1 
Host 

Tenant 3 
Host 

Shared core  
network 

Figure 3.2. A typical multi-tenant network architecture. Every virtual host are connects
to a virtual edge switches, which are connected via the shared core network.
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is to use address rewriting (see e.g. [9]). As mentioned above, when the

packet is sent to the core network, it must be augmented with the infor-

mation needed for forwarding the packet through the core, and with in-

formation that uniquely identifies the destination. This information can

also be rewritten to the original header without adding a new header. In

the architecture presented in Publication V, we use the Ethernet source

and destination addresses for this. The main benefit of address rewrit-

ing compared to encapsulation is that it does not increase the packet size,

which could in some scenarios lead to fragmenting [60], and, as discussed

in the publication, is typically slower compared to packet rewriting. The

drawback of rewriting is that, unlike encapsulation, it requires that the

packet’s L2 header to stay unmodified in the shared infrastructure.

The inter-tenant communication in our proposed architecture is solved

by dedicating a some private IP addresses for inter-domain services. While

this does limit the number of addresses available to the tenants, it is a

more scalable solution than the use of public IP addresses. However, on

a more general level, the way the inter-tenant communication is designed

in the architecture is not tied to the forwarding mechanism but would also

work if tunneling was used instead of packet rewriting.

3.3 Source-routed capabilities and their security

One of the promises of SDN was that it allows easy development of net-

work applications and even protocols by developing these features as con-

troller applications.3 This has inspired research on alternative forwarding

mechanisms. One such proposal is Bloom-filter based source-routed mul-

ticast [48]. While the research on Bloom-filter based forwarding precedes

the SDN research [75], the emergence of SDN has sparked the academics’

interest on the topic again. This is because SDN technologies provide

natural and easy deployment paths for these protocols. At the time of

writing, there are Bloom-filter forwarding implementations for networks

using OpenFlow [27, 76], P4 [12], and NetFPGA [50, 40].

The idea behind Bloom-filter based forwarding is simple. First, consider

the network as a directed graph G = (V,E). Any multicast tree T in the

3While OpenFlow is relatively restricted, there are several other SDN technolo-
gies that enable packet matching and forwarding on the switches based on ar-
bitrary fields [21, 20, 49]. These technologies give the developers more leeway
when designing new protocols.
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network can be depicted as a set of links T ⊆ E. (The tree reduces to a

single path in unicast). The basic idea is that the tree T is included in

the header of every packet sent to that tree. Based on the information

found from the packet, the network switches can forward the packets to-

wards the intended destination. The header size can be kept reasonable

by encoding the set T as a Bloom filter.

This approach has several intriguing properties. First, Bloom filters al-

low the multicast trees to be represented compactly – typically the pro-

posals use 256-bit Bloom filters which can store trees with around 32

links. Secondly, since the multicast tree is embedded in every packet,

the switches do not have to store any per-group state. This is in stark

contrast to IP multicast that requires routers to store state for every mul-

ticast group traversing through them.

The forwarding scheme, however, also has its problems. Bloom filter is

a probabilistic data-structure and it is possible that a packet is forwarded

to a link to which it was not originally intended. While a small number

of false positives can be allowed (there are several tricks that can be used

to reduce the probability for false positives [102]), there is always a risk

that a packet is forwarded to a node that was earlier in the multicast

tree. Without countermeasures, this would cause a potentially infinite

loop, which an adversary could exploit for denial-of-service (DoS) attacks.

Rothenberg et al. [82] proposed solving both accidental and maliciously

created forwarding loops by applying a pseudo-random bit-permutation

on the Bloom filter at every hop. This would essentially make the Bloom

filter a function of the traversed path and thus break potential loops.4

The invention of this relatively brilliant looping countermeasure led its

inventors to believe that the same mechanism would essentially make

the Bloom filter a source-routed capability. Network capability is ba-

sically an approach to solve denial-of-service (DoS) attacks by allowing

routers to check from a packet itself whether it has been authorized by a

receiver [11]. Because the Bloom filter that the sender uses on a packet is

composed of link identifiers that the sender is not supposed to know, and

because the sender does not (presumably) know the permutations that

the switches apply, it would seem that the Bloom filter could be used to as

a capability. (Naturally, this requires that the network has some mecha-

nism for end-hosts to obtain valid Bloom filters. Typically this is achieved

4While this countermeasure is probabilistic, infinite loops have been shown to be
extremely unlikely when it is deployed [99].
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with a logically centralized entity similar to the SDN-controller [48], or

with some distributed mechanism such as the one presented by Särela et

al. [85].)

In Publication VI, we show that the capability assumption is false –

permuted Bloom-filters do not work as secure capabilities. Our analy-

sis covers a wide range of different protocol variants and proves that an

attacker can construct valid Bloom filters that can be used to send un-

solicited traffic from a large number of compromised end hosts to a tar-

get node. In addition, the attacker can effectively prevent anyone from

leaving a multicast group which they have once joined. While preventing

these attacks is not impossible, most of the benefits of Bloom-filter for-

warding would be lost if the effective but expensive countermeasures for

these attacks were introduced. However, Bloom-filter based forwarding is

still an option for trusted environments. It could, for example, be used in-

side data-centers (see e.g. [83, 27, 28]) or as a layer 2.5 protocol instead of

MPLS (see e.g. [112]). Nevertheless, the results presented in Publication

VI can be seen as a reminder that novel SDN-based applications do not

always bring the benefit they promise.
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4. Conclusion

Internet of things (IoT) and software-defined networking (SDN) are ex-

pected to have a great impact on future networking. As a consequence,

they will also alter the networks’ security environment and introduce

new threats. This dissertation is composed of six original publications

that discuss various aspects of the security of IoT and SDN. A special em-

phasis is put on authentication and authorization – the IoT-related part

of the dissertation discusses device authentication and pairing while the

SDN-related part discusses topics such as authentication in OpenFlow,

isolation in multi-tenant SDN networks, and SDN-based source-routed

capabilities.

The main results and outcomes presented in this dissertation are the

following. Firstly, Publications I–II describe a novel protocol for device

pairing and authenticated key exchange. Unlike previous protocols, it al-

lows devices to be securely paired with a shared fuzzy secret while not

making any assumptions on how entropy is distributed in the secret. Af-

ter this, we study various aspects of SDN security in Publications III–VI.

Focus is on the security challenges in OpenFlow and, more specifically on

the device authentication (Publication III) and denial-of-service attacks

(Publication IV). These publications emphasizes the importance of device

authentication in SDN networks and the DoS risk caused by badly config-

ured OpenFlow devices. After discussing the security challenges of SDN,

we take a more positive look at SDN security and describe an architecture

for OpenFlow-based tenant isolation (Publication V). Finally, the disser-

tation is concluded with a security analysis of proposed capability-based

multicast schemes for SDN environments (Publication VI). This analysis

shows that the proposed protocols use a flawed path-authorization mech-

anism which makes them vulnerable to various denial-of-service (DoS)

attacks and limits their use to closed networks.
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Conclusion

The security of emerging networking technologies is a broad topic and

there are still many open and undiscovered problems in the area. While

this dissertation is a step on the path towards more secure and resilient

networks, there is still a great demand for further research on this topic.
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Rexford. A NICE way to test OpenFlow applications. In Presented as
part of the 9th USENIX Symposium on Networked Systems Design and
Implementation (NSDI 12), pages 127–140, 2012.

[27] A. B. M. Carlos, C. E. Rothenberg, and F. M. Maurício. In-packet Bloom
filter based data center networking with distributed OpenFlow controllers.
In 2010 IEEE Globecom Workshops, pages 584–588, December 2010.

[28] K. Chen, C. Hu, X. Zhang, K. Zheng, Y. Chen, and A. V. Vasilakos. Survey
on routing in data centers: insights and future directions. IEEE Network,
25(4):6–10, July 2011.

[29] Po-Wen Chi, Chien-Ting Kuo, Jing-Wei Guo, and Chin-Laung Lei. How to
detect a compromised SDN switch. In Network Softwarization (NetSoft),
2015 1st IEEE Conference on, pages 1–6, April 2015.

[30] Ming Ki Chong, Rene Mayrhofer, and Hans Gellersen. A survey of user
interaction for spontaneous device association. ACM Computing Surveys
(CSUR), 47(1):8:1–8:40, May 2014.

[31] N.M. Mosharaf Kabir Chowdhury and Raouf Boutaba. A survey of network
virtualization. Computer Networks, 54(5):862–876, 2010. Elsevier.

[32] R. Doriguzzi Corin, M. Gerola, R. Riggio, F. De Pellegrini, and E. Salvadori.
Vertigo: Network virtualization and beyond. In 2012 European Workshop
on Software Defined Networking, pages 24–29, October 2012.

[33] B. Davie and J. Gross. A stateless transport tunneling protocol for network
virtualization (STT). Internet-Draft draft-davie-stt-08, IETF, 2016.

[34] Mohan Dhawan, Rishabh Poddar, Kshiteej Mahajan, and Vijay Mann.
SPHINX: Detecting security attacks in software-defined networks. In Pro-
ceedings of the 2015 Network and Distributed System Security (NDSS)
Symposium, 2015.

[35] Yevgeniy Dodis, Rafail Ostrovsky, Leonid Reyzin, and Adam Smith. Fuzzy
extractors: How to generate strong keys from biometrics and other noisy
data. SIAM Journal on Computing, 38(1):97–139, January 2008.

[36] D. Dolev and A. Yao. On the security of public key protocols. IEEE Trans-
actions on Information Theory, 29(2):198–208, Mar 1983.

[37] Rob Enns, Martin Bjorklund, Andy Bierman, and Jürgen Schönwälder.
Network Configuration Protocol (NETCONF). RFC 6241, October 2015.

[38] Hamid Farhady, HyunYong Lee, and Akihiro Nakao. Software-defined net-
working: A survey. Computer Networks, 81:79–95, 2015. Elsevier.

[39] Dino Farinacci, Vince Fuller, David Meyer, and Darrel Lewis. The loca-
tor/id separation protocol (LISP). RFC 6830, January 2013.

37



References

[40] A Ghani and Pekka Nikander. Secure in-packet Bloom filter forwarding on
the NetFPGA. In European NetFPGA Developers Workshop. University of
Cambridge, Computer Laboratory, 2010.

[41] R. Ghannam and A. Chung. Handling malicious switches in software de-
fined networks. In NOMS 2016 - 2016 IEEE/IFIP Network Operations
and Management Symposium, pages 1245–1248, April 2016.

[42] M. T. Goodrich, M. Sirivianos, J. Solis, G. Tsudik, and E. Uzun. Loud
and clear: Human-verifiable authentication based on audio. In 26th IEEE
International Conference on Distributed Computing Systems (ICDCS’06),
pages 10–10, 2006.

[43] Jesse Gross and Ilango Ganga. Geneve: Generic network virtualization
encapsulation. Internet-Draft draft-ietf-nvo3-geneve-02, IETF, July 2016.
Work in Progress.

[44] Bogdan Groza and Rene Mayrhofer. SAPHE: Simple accelerometer based
wireless pairing with heuristic trees. Proceedings of the 10th International
Conference on Advances in Mobile Computing & Multimedia, pages 3–5,
2012.

[45] Sungmin Hong, Lei Xu, Haopei Wang, and Guofei Gu. Poisoning net-
work visibility in software-defined networks: New attacks and counter-
measures. In Proceedings of the 2015 Network and Distributed System
Security (NDSS) Symposium, 2015.

[46] Tanya Ignatenko and Frans Willems. Information leakage in fuzzy com-
mitment schemes. IEEE Transactions on Information Forensics and Secu-
rity, 5(2):337–348, June 2010.

[47] Xin Jin, Li Erran Li, Laurent Vanbever, and Jennifer Rexford. SoftCell:
Scalable and flexible cellular core network architecture. In Proceedings
of the Ninth ACM Conference on Emerging Networking Experiments and
Technologies, CoNEXT ’13, pages 163–174, New York, NY, USA, 2013.
ACM.

[48] Petri Jokela, András Zahemszky, Christian Esteve Rothenberg, Somaya
Arianfar, and Pekka Nikander. LIPSIN: Line speed publish/subscribe
inter-networking. In Proceedings of the ACM SIGCOMM 2009 Conference
on Data Communication, SIGCOMM ’09, pages 195–206, New York, NY,
USA, 2009. ACM.

[49] S. Jouet, R. Cziva, and D. P. Pezaros. Arbitrary packet matching in open-
flow. In 2015 IEEE 16th International Conference on High Performance
Switching and Routing (HPSR), pages 1–6, July 2015.

[50] Jari Keinänen, Petri Jokela, and Kristian Slavov. Implementing zFilter
based forwarding node on a NetFPGA. In Proc. of NetFPGA Developers
Workshop, 2009.

[51] Ahmed Khurshid, Xuan Zou, Wenxuan Zhou, Matthew Caesar, and
P Brighten Godfrey. Veriflow: Verifying network-wide invariants in real
time. In Presented as part of the 10th USENIX Symposium on Networked
Systems Design and Implementation (NSDI 13), pages 15–27, 2013.

38



References

[52] Teemu Koponen, Martin Casado, Natasha Gude, Jeremy Stribling, Leon
Poutievski, Min Zhu, Rajiv Ramanathan, Yuichiro Iwata, Hiroaki Inoue,
Takayuki Hama, et al. Onix: A distributed control platform for large-scale
production networks. In Proceedings of the 9th USENIX conference on
Operating systems design and implementation, OSDI’10, 2010.

[53] D. Kreutz, F. M. V. Ramos, P. E. Veríssimo, C. E. Rothenberg, S. Azodol-
molky, and S. Uhlig. Software-defined networking: A comprehensive sur-
vey. Proceedings of the IEEE, 103(1):14–76, January 2015.

[54] Diego Kreutz, Fernando M.V. Ramos, and Paulo Verissimo. Towards secure
and dependable software-defined networks. In Proceedings of the second
ACM SIGCOMM workshop on Hot topics in software defined networking,
HotSDN ’13, pages 55–60, New York, New York, USA, August 2013.

[55] Bob Lantz, Brandon Heller, and Nick McKeown. A network in a laptop:
rapid prototyping for software-defined networks. In Proceedings of the
9th ACM SIGCOMM Workshop on Hot Topics in Networks, page 19. ACM,
2010.

[56] Jan-Ove Larsson. Higher layer key exchange techniques for Bluetooth
security. In Open Group Conference, Amsterdam, 2001.

[57] H. Li, P. Li, S. Guo, and A. Nayak. Byzantine-resilient secure software-
defined networks with multiple controllers in cloud. IEEE Transactions
on Cloud Computing, 2(4):436–447, October 2014.

[58] L. Li, X. Zhao, and G. Xue. A proximity authentication system for
smartphones. IEEE Transactions on Dependable and Secure Computing,
PP(99):1–1, 2015.

[59] Wenjuan Li, Weizhi Meng, and Lam For Kwok. A survey on OpenFlow-
based software defined networks: Security challenges and countermea-
sures. Journal of Network and Computer Applications, 68:126–139, 2016.

[60] Mallik Mahalingam, T. Sridhar, Mike Bursell, Lawrence Kreeger, Chris
Wright, Kenneth Duda, Puneet Agarwal, and Dinesh Dutt. Virtual exten-
sible local area network (VXLAN): A framework for overlaying virtualized
layer 2 networks over layer 3 networks. RFC 7348, August 2014.

[61] F. Maino, V. Ermagan, Y. Hertoghs, D. Farinacci, and M. Smith. LISP
control plane for network virtualization overlays. Internet-Draft draft-
maino-nvo3-lisp-cp-03, IETF, October 2013.

[62] Suhas Mathur, Robert Miller, Alexander Varshavsky, Wade Trappe, and
Narayan Mandayam. Proximate: proximity-based secure pairing using
ambient wireless signals. In Proceedings of the 9th international conference
on Mobile systems, applications, and services, pages 211–224. ACM, 2011.

[63] R. Mayrhofer and H. Gellersen. Shake well before use: Intuitive and se-
cure pairing of mobile devices. IEEE Transactions on Mobile Computing,
8(6):792–806, June 2009.

[64] Rene Mayrhofer and Hans Gellersen. Shake well before use: Authentica-
tion based on accelerometer data. volume 4480 of LNCS, pages 144–161.
Springer Berlin Heidelberg, 2007.

39



References

[65] J. M. McCune, A. Perrig, and M. K. Reiter. Seeing-is-believing: using cam-
era phones for human-verifiable authentication. In 2005 IEEE Symposium
on Security and Privacy (S P’05), pages 110–124, May 2005.

[66] N McKeown and Tom Anderson. OpenFlow: enabling innovation in cam-
pus networks. In ACM SIGCOMM Computer Communication Review, vol-
ume 38, pages 69–74, April 2008.

[67] Nick McKeown. Software-defined networking. INFOCOM 2009 keynote
talk, 2009. Slides available at: http://www.cs.rutgers.edu/~badri/
552dir/papers/intro/nick09.pdf.

[68] Markus Miettinen, N. Asokan, Thien Duc Nguyen, Ahmad-Reza Sadeghi,
and Majid Sobhani. Context-based zero-interaction pairing and key evo-
lution for advanced personal devices. In Proceedings of the 2014 ACM
SIGSAC Conference on Computer and Communications Security, CCS ’14,
pages 880–891, New York, NY, USA, 2014. ACM.

[69] Long Hoang Nguyen and Andrew William Roscoe. Authentication proto-
cols based on low-bandwidth unspoofable channels: a comparative survey.
Journal of Computer Security, 19(1):139–201, 2011.

[70] B. A. A. Nunes, M. Mendonca, X. N. Nguyen, K. Obraczka, and T. Turletti.
A survey of software-defined networking: Past, present, and future
of programmable networks. IEEE Communications Surveys Tutorials,
16(3):1617–1634, Third quarter 2014.

[71] Open Networking Foundation. OpenFlow switch specification. Version
1.3.0. https://www.opennetworking.org/images/stories/downloads/

sdn-resources/onf-specifications/openflow/openflow-spec-v1.3.0.

pdf, June 2012.

[72] Open Networking Foundation. OpenFlow switch specification. Version
1.5.0. https://www.opennetworking.org/images/stories/downloads/

sdn-resources/onf-specifications/openflow/openflow-switch-v1.5.

0.noipr.pdf, December 2014.

[73] Philip Porras, Seungwon Shin, Vinod Yegneswaran, Martin Fong, Mabry
Tyson, and Guofei Gu. A security enforcement kernel for OpenFlow net-
works. In Proceedings of the First Workshop on Hot Topics in Software
Defined Networks, HotSDN ’12, pages 121–126, New York, NY, USA, 2012.
ACM.

[74] Phillip A Porras, Steven Cheung, Martin W Fong, Keith Skinner, and
Vinod Yegneswaran. Securing the software defined network control layer.
In NDSS, 2015.

[75] Sylvia Ratnasamy, Andrey Ermolinskiy, and Scott Shenker. Revisiting IP
multicast. In Proceedings of the 2006 Conference on Applications, Tech-
nologies, Architectures, and Protocols for Computer Communications, SIG-
COMM ’06, pages 15–26, New York, NY, USA, 2006. ACM.

[76] Martin J. Reed, Mays F. Al-Naday, Nikolaos Thomos, Dirk Trossen, George
Petropoulos, and Spiros Spirou. Stateless multicast switching in software
defined networks. CoRR, abs/1511.06069, 2015.

40



References

[77] Ronald L Rivest and Adi Shamir. How to expose an eavesdropper. Com-
munications of the ACM, 27(4):393–394, 1984.

[78] Ronald L Rivest, Adi Shamir, and David A Wagner. Time-lock puzzles and
timed-release crypto. Technical report, Massachusetts Institute of Tech-
nology, 1996.

[79] Dorothy Elizabeth Robling Denning. Cryptography and Data Security.
Addison-Wesley Longman Publishing Co., Inc., Boston, MA, USA, 1982.

[80] A. Rodriguez-Natal, M. Portoles-Comeras, V. Ermagan, D. Lewis, D. Fari-
nacci, F. Maino, and A. Cabellos-Aparicio. LISP: A southbound SDN pro-
tocol? IEEE Communications Magazine, 53(7):201–207, July 2015.

[81] AW Roscoe. Detecting failed attacks on human-interactive security pro-
tocols. Technical report, Oxford University Department of Computer Sci-
ence, 2016.

[82] Christian Esteve Rothenberg, Petri Jokela, Pekka Nikander, Mikko
Sarela, and Jukka Ylitalo. Self-routing denial-of-service resistant capabili-
ties using in-packet Bloom filters. In Computer Network Defense (EC2ND),
2009 European Conference on, pages 46–51. IEEE, 2009.

[83] Christian Esteve Rothenberg, C Macapuna, Fabio Verdi, Mauricio Mag-
alhães, and András Zahemszky. Data center networking with in-packet
Bloom filters. In Proc. SBRC, pages 553–566, 2010.

[84] Dominik Samociuk. Secure communication between OpenFlow switches
and controllers. In AFIN 2015 : The Seventh International Conference on
Advances in Future Internet, page 39, 2015.

[85] Mikko Särelä, Christian Esteve Rothenberg, András Zahemszky, Pekka
Nikander, and Jörg Ott. Information Security Technology for Applica-
tions: 15th Nordic Conference on Secure IT Systems, NordSec 2010, chap-
ter BloomCasting: Security in Bloom filter based multicast, pages 1–16.
Springer Heidelberg, 2012.

[86] N. Saxena, J. E. Ekberg, K. Kostiainen, and N. Asokan. Secure device
pairing based on a visual channel. In 2006 IEEE Symposium on Security
and Privacy (S P’06), pages 6 pp.–313, May 2006.

[87] Dominik Schurmann and Stephan Sigg. Secure communication based on
ambient audio. Mobile Computing, IEEE Transactions on, 12(2):358–370,
2013.

[88] S. Scott-Hayward, G. O’Callaghan, and S. Sezer. SDN security: A survey.
In IEEE SDN for Future Networks and Services (SDN4FNS), pages 1–7,
November 2013.

[89] S. Sezer, S. Scott-Hayward, P. K. Chouhan, B. Fraser, D. Lake, J. Finnegan,
N. Viljoen, M. Miller, and N. Rao. Are we ready for SDN? Implementation
challenges for software-defined networks. IEEE Communications Maga-
zine, 51(7):36–43, July 2013.

[90] S. Shenker. The future of networking, the past of protocols, October
2011. Presentation at Open Network Summit, Available at http://www.
youtube.com/watch?v=YHeyuD89n1Y.

41



References

[91] Scott Shenker, M Casado, T Koponen, and N McKeown. The future of
networking, and the past of protocols. Open Networking Summit (ONS)
2011 presentation. Online at http://www.opennetsummit.org/archives/
apr12/site/talks/shenker-tue.pdf.

[92] Michael Sherman, Gradeigh Clark, Yulong Yang, Shridatt Sugrim, Arttu
Modig, Janne Lindqvist, Antti Oulasvirta, and Teemu Roos. User-
generated free-form gestures for authentication: Security and memora-
bility. In Proceedings of the 12th Annual International Conference on Mo-
bile Systems, Applications, and Services, MobiSys ’14, pages 176–189, New
York, NY, USA, 2014. ACM.

[93] Rob Sherwood, Glen Gibb, Kok-Kiong Yap, Guido Appenzeller, Martin
Casado, Nick McKeown, and Guru M Parulkar. Can the production net-
work be the testbed? In OSDI, volume 10, pages 1–6, 2010.

[94] Seungwon Shin and Guofei Gu. Attacking software-defined networks: A
first feasibility study. In Proceedings of the Second ACM SIGCOMM Work-
shop on Hot Topics in Software Defined Networking, HotSDN ’13, pages
165–166, New York, NY, USA, 2013. ACM.

[95] Seungwon Shin, Vinod Yegneswaran, Phillip Porras, and Guofei Gu.
AVANT-GUARD: Scalable and vigilant switch flow management in
software-defined networks. In Proceedings of the 2013 ACM SIGSAC Con-
ference on Computer & Communications Security, CCS ’13, pages 413–424,
New York, NY, USA, 2013. ACM.

[96] S Sigg, Y Ji, N Nguyen, and A Huynh. AdhocPairing: Spontaneous audio
based secure device pairing for Android mobile devices. Proceedings of
the 4th International Workshop on Security and Privacy in Spontaneous
Interaction and Mobile Phone Use (IWSSI/SPMU’12), 2012.

[97] Claudio Soriente, Gene Tsudik, and Ersin Uzun. BEDA: Button-enabled
device pairing. Cryptology ePrint Archive, Report 2007/246, 2007. Avail-
able at: http://eprint.iacr.org/2007/246.

[98] Claudio Soriente, Gene Tsudik, and Ersin Uzun. HAPADEP: Human-
assisted pure audio device pairing. In International Conference on Infor-
mation Security, volume 5222 of LNCS, pages 385–400. Springer, 2008.

[99] M. Särelä, C. Esteve Rothenberg, T. Aura, A. Zahemszky, P. Nikander, and
J. Ott. Forwarding anomalies in Bloom filter-based multicast. In INFO-
COM, 2011 Proceedings IEEE, pages 2399–2407, April 2011.

[100] G. S. Sundaram, B. Patibandala, H. Santhanam, S. Gaddam, V. K. Alla,
G. R. Prakash, S. C. V. Chandracha, S. Boppana, and J. M. Conrad. Blue-
tooth communication using a touchscreen interface with the raspberry pi.
In Southeastcon, 2013 Proceedings of IEEE, pages 1–4, April 2013.

[101] J. Suomalainen, J. Valkonen, and N. Asokan. Standards for security as-
sociations in personal networks: a comparative analysis. International
Journal of Security and Networks, 4(1/2):87–100, 2009. Inderscience Pub-
lishers.

[102] S. Tarkoma, C. E. Rothenberg, and E. Lagerspetz. Theory and practice
of Bloom filters for distributed systems. IEEE Communications Surveys
Tutorials, 14(1):131–155, First quarter 2012.

42



References

[103] D. L. Tennenhouse, J. M. Smith, W. D. Sincoskie, D. J. Wetherall, and G. J.
Minden. A survey of active network research. IEEE Communications Mag-
azine, 35(1):80–86, January 1997.

[104] Amin Tootoonchian and Yashar Ganjali. HyperFlow: A distributed control
plane for OpenFlow. In Proceedings of the 2010 internet network manage-
ment conference on Research on enterprise networking, pages 3–3, 2010.

[105] Alex Varshavsky and Adin Scannell. Amigo: Proximity-based authenti-
cation of mobile devices. UbiComp 2007: Ubiquitous Computing, pages
253–270.

[106] Haopei Wang, Lei Xu, and Guofei Gu. Of-guard: A DoS attack preven-
tion extension in software-defined networks. The Open Network Summit
(ONS), 2014.

[107] Yu-Shun Wang and Pankaj Garg. NVGRE: Network virtualization using
generic routing encapsulation. RFC 7637, September 2015.

[108] M. Wasserman and S. Hartman. Security analysis of the open network-
ing foundation (ONF) OpenFlow switch specification. Internet-Draft draft-
mrw-sdnsec-openflow-analysis-01, IETF, April 2013.

[109] Thomas YC Woo and Simon S Lam. Authentication for distributed systems.
University of Texas at Austin, Department of Computer Sciences, 1991.

[110] Q. Yan, F. R. Yu, Q. Gong, and J. Li. Software-defined networking (SDN)
and distributed denial of service (DDoS) attacks in cloud computing envi-
ronments: A survey, some research issues, and challenges. IEEE Commu-
nications Surveys Tutorials, 18(1):602–622, First quarter 2016.

[111] H. Yüzugüzel, J. Niemi, S. Kiranyaz, M. Gabbouj, and T. Heinz. ShakeMe:
Key generation from shared motion. In Computer and Information
Technology; Ubiquitous Computing and Communications; Dependable,
Autonomic and Secure Computing; Pervasive Intelligence and Comput-
ing (CIT/IUCC/DASC/PICOM), 2015 IEEE International Conference on,
pages 2130–2133, October 2015.

[112] A. Zahemszky, P. Jokela, M. Sarela, S. Ruponen, J. Kempf, and P. Nikan-
der. Mpss: Multiprotocol stateless switching. In INFOCOM IEEE Confer-
ence on Computer Communications Workshops , 2010, pages 1–6, March
2010.

43



References

44



Errata

Publication I

Authors’ organizational affiliation marked with dagger-symbol (†) should

have been Department of Computer Science and Engineering instead of

Department of Computer Science.

Page 5, last paragraph of section 3. The value of ∆1 should be 200 ms and

∆2 500 ms. Variable ∆3 does not exist in the protocol or the prototype.

Citation [28] in the publication has incorrect publication year and venue.

See the citation [87] in this dissertation for the correct information.
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Errata

Publication III

The first column of Table 1 was not printed correctly. The table should

look as shown below.

Table 1: List of attacks analyzed in this paper

Flow-table modification Control-channel hijacking
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Eavesdrop control

data with packet

duplication

X X X X X X X X

MitM attack

by diverting traffic
X X X X X X X X

Spoof the state of

the compromised

switch e.g. to avoid

attack detection

X X X X

Eavesdrop control

traffic of the

compromised switch

X X X X

Eavesdrop

downstream switches’

control traffic

X X

Spoof downstream

switches’ state
X X

Topology spoofing:

add bogus switches

to the network

X X ?1 X X ?1

Empty downstream

switches’ flowtables

(DoS)

X X

1Depends on the control-network implementation. This and many further attacks
against uncompromised switches may be possible if the control network does not pro-
vide adequate isolation between switches.
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