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1. Introduction

Advances in computer network technologies and the emergence of the In-

ternet has transformed many walks of life. It is hard to overstate the

importance of these technologies in today’s society because, nowadays, a

lot of business relies on the Internet. Indeed, the present financial sys-

tem is unimaginable without the whole world being connected together

by networks, especially since people rely so heavily on the Internet to get

all the information they need in their everyday life.

Routing algorithms are the backbone of networking. They are the basic

blocks enabling all communication. In the large networks when one host

sends a packet of information to another host, it is the role of the routing

algorithm to ensure successful delivery of the packet to the destination.

From the simplest algorithms working inside relatively small autonomous

systems (e.g. RIP [38], OSPF [64]) to sophisticated inter-domain protocols

(e.g. BGP [72]), routing hooks up stations and networks, turning an oth-

erwise disconnected system into one single instance.

Despite being an active research area for decades, there are still many

open questions in the area of routing. Even the simplest class of routing

— static routing is not yet fully understood. By static routing we define a

routing method which does not introduce any change in the internal state

in the routers. This specifically means that no information is stored in

the memory of the routers during packet processing or as a response to

the events in the network. In static routing, once the router is configured,

it has no knowledge of anything that happened in the network.

The aforementioned constraint limits the capabilities of the routing me-

thod but at the same time advances its applicability: routers are simpler

and cheaper, their packet processing performance is better. Since no state

is changed after configuration, it is easier to manage the network. This

approach aligns well with the centralized architecture of Software Defined

13
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Networking (SDN).

While static routing is the simplest possible class of routing, its capa-

bilities have not been researched very deeply. The aim of this thesis is

to improve our knowledge of static routing. Namely, we study important

properties of routing — its scalability and resiliency.

Scalability of a routing method is the ability to handle a growing size

of networks. For example, a routing algorithm is not considered scalable

where it requires exponentially more memory on the routers for larger

networks and, hence, is restricted to operating only on small networks.

Resiliency of a routing method is the ability to tolerate failures in the

network. This is an important property as, in practice, hardware often

fails and connection links are sometimes disrupted. However, usually

the network is still connected after most of the failures as redundancy

is present exactly for that reason. Moreover, a good routing algorithm

should be able to ensure successful delivery of data, even in a disrupted

yet connected network. In dynamic routing algorithms, it is achieved by

recalculation of paths after the information about the failure has been

distributed in the network.

To investigate the scalability property, we design a scalable stateless

routing method for multicast. Multicast is a method to minimize traffic

in the network when several receivers need the same data. In multicast,

packets are cloned inside the network as close to the receivers as possi-

ble, and unlike the unicast approach, where multiple copies of the packet

are created at the sender for each receiver. This approach eliminates re-

dundant copies of the same data being sent along the same link. Tradi-

tional solutions for multicast require routers to store information about

receivers for each multicast group. This architecture does not scale up

for internet-wide networks because it requires a huge amount of memory

on each router. A scalable multicast algorithm is still an active research

topic, and by focusing on this problem we are able to show that static

routing could achieve a high level of scalability.

For stateless routing to achieve resiliency, alternative paths have to be

pre-computed for all possible failures. This technique allows us to achieve

immediate recovery upon failure. Since there is no changing state in the

routers, there is no delay introduced by control plane convergence and

propagation of information. When failure is detected, packets can imme-

diately be sent around the failure. On the other hand, utilizing a dynamic

routing method like OSPF will introduce convergence delay, which may

14
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be up to 1.4 seconds, even in medium sized networks [29]. This is an

unacceptable delay in critical and real-time scenarios like remote health

monitoring. There are already several immediate failure recovery meth-

ods based on that approach. The most well known of them is the Fast

Reroute (FRR) used in MPLS routing [69]. However, FRR cannot reliably

protect against several simultaneous failures. In our research, we embark

on a broad algorithmic study and investigate achievable resiliency levels

of static routing algorithms in several different scenarios. Our research

shows that static routing is surprisingly resilient to failures.

1.1 Research Questions, Scope and Methodology

The main research question of this thesis is to investigate the boundaries

of applicability of static routing algorithms. Static routing is the simplest

possible class of routing algorithms, yet it has been mostly overlooked due

to its limitations. Indeed, its defining property – that there is no changing

state in the routers – both limits the capabilities of the routing algorithm

and gives rise to broad opportunities.

Due to the large scope of the above research question and extensive

number of possible properties of the routing, it is impossible to completely

describe all scenarios for which static routing is applicable. Therefore we

limit our study to two important properties of the routing algorithm: scal-

ability and fault tolerance. We show how static routing can achieve both

these properties in scenarios in which dynamic routing algorithms fail.

Thus the first research question we address in this thesis is: Can there

be a static multicast routing algorithm suitable for large-scale

internet-wide networks? We choose the multicast problem because it

is a challenging scenario for scalability. Despite ongoing research, there

is still no actively used, widely spread multicast technology suitable for

Internet-wide topologies. Showing the strengths and weaknesses of static

routing design in this scenario allows us to better understand the capa-

bilities of static routing.

In this work we design a static multicast routing algorithm and evalu-

ate it using large-scale simulations on a real Internet topology to investi-

gate its scalability. The research methodology we used for this research

question included large-scale simulations on realistic topologies and the-

oretical analysis of the proposed algorithms.

The second research question in this thesis is: How resilient to fail-
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ures can static routing be? The intrinsic statelessness of the routing in

question provides an important property — there is no reaction time. Un-

like stateful routing protocols, stateless protocols do not need to wait for

the re-convergence of the control plane and propagation of information

about failure in the network. This gives automatic immediate fail-over,

which is a very desirable property for critical and real-time applications.

The research methodology includes extensive simulations on small net-

works to find examples of resilient routing schemes and counter-example

graphs to prove impossibility results. Another part of the methodology

is a systematic theoretical analysis, which we performed to study the re-

siliency properties of static routing algorithms in several scenarios. We

have both positive and negative results showing the boundaries of fault-

tolerance for static routing. We suggested several methods for all con-

sidered scenarios and proved their resiliency both theoretically and using

extensive simulations.

1.2 Contributions

This thesis is a summary of four publications. Here we briefly outline the

contributions of each publication. We provide more elaborate summaries

in Chapter 3.

Publication I proposes and analyses a scalable multicast routing pro-

tocol. We achieve scalability by utilizing stateless routers design. How-

ever, this design introduces unwanted traffic in the network. We propose

4 different algorithms to minimize the amount of traffic in the network

and compare them by using extensive large-scale simulations. In this

work, we show that stateless design shifts the scalability problem from

the routers to the edge of the network, which requires mostly computa-

tional resources on the server. It appears that nowadays hardware has

enough computational power to support the whole Internet network.

Publication II studies the capabilities of static routing to cope with fail-

ures in the network. This paper states the resiliency problem: how many

failures can a static routing algorithm tolerate. It provides a systematic

algorithmic study of the resiliency properties of static routing in various

models (with or without packet header modification or packet duplication)

and in relation to the edge-connectivity property of the network. This

paper also presents experimental simulations to show the robustness of

proposed routing methods.
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Publication III focuses on probabilistic solutions to the problem intro-

duced in the previous paper. This work provides a probabilistic fault-

tolerant static routing algorithm and performs an extensive analysis of

its properties, showing that it outperforms naive approaches. Further-

more the proposed routing algorithm is deterministic in the absence of

failures.

Publication IV combines the results from two previous papers. It also

provides a more detailed look and contains formal proofs omitted in Pub-

lication II.

1.3 Thesis structure

This thesis is structured as follows. In Chapter 2 we present background

relevant to our work and overview related work. Chapter 3 summarizes

results obtained in our publications and gives answers to research ques-

tions stated in section 1.1. Finally, Chapter 4 concludes the thesis, after

which the original publications follow.
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2. Background and Related Work

In this chapter we present the related work and review the preliminar-

ies needed for better understanding of the results presented later in our

work.

2.1 Graph Theory

In this section we are going to give basic definitions and facts from graph

theory. Definition are from the Handbook of graph theory [34] by J. Gross.

Graph theory is a field of mathematics that studies graphs.

2.1.1 Basic Terminology

A graph G = (V,E) consists of two sets V and E.

• The elements of V are called vertices (or nodes).

• The elements of E are called edges.

• Each edge has a set of one or two vertices associated to it, which are

called its endpoints.

Basically, graphs represents as a set of points connected by edges. It is a

useful mathematical model to work with all sort of objects and their con-

nections. Graphs are the most suitable to represent all sorts of networks,

e.g. road networks. In that case all intersections could be represented by

nodes and all roads, connecting two intersections are mapped to edges of

the graph.

A graph is called directed graph (or digraph), iff all its edges are directed

edges (or arcs), i.e. have designated head and tail. A directed edge is said
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to be directed from its tail and directed to its head. In the case of road

network, that would mean that all roads are one-way.

Similarly, a graph is called undirected graph if all its edges are undi-

rected, i.e. its two endpoints are indistinguishable. A multigraph is a

graph which may have several identical edges.

A walk is an alternating sequence of vertices and edges:

W = v0, e1, v1, · · · , en, vn

such that for j = 1..n, the vertices vj−1 and vj are the endpoints of ej . v0 is

called the initial vertex and vn is called final vertex. The length of a walk

is number of edges in it. A walk is closed if v0 = vn, i.e. the initial vertex

is also the final vertex. A path is a walk such that no internal vertex is

repeated. A cycle is a closed path of length at least 1.

A graph is called connected if there is a walk between any pair of ver-

tices. A connected graph with no cycles is called a tree.

2.1.2 Connectivity

A graph is called k-vertex-connected if the removal of fewer than k ver-

tices leaves neither non-connected graph nor trivial one. Analogously, a

graph is called k-edge-connected if removal of fewer than k edges does not

disconnect it.

According to Whitney theorem [92], a graph is k-edge-connected, if for

each pair u, v of distinct vertices there exist at least k-edge-disjoint paths

between u and v.

2.1.3 Arborescences

An arborescence (or rooted tree) is a tree such that all edges are directed

toward one designated node, called root.

Edmonds [20] proved that each k-edge-connected graph can be decom-

posed to set of k arborescences, rooted at the same node, such that no two

arborescences share the same edge at the same direction. Such arbores-

cences are called arc-disjoint.

2.2 Bloom Filters

A Bloom filter (BF) [9] is a probabilistic data structure to store sets of

elements. It sacrifices accuracy in exchange for space efficiency. The set
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X = x1, x2, . . . , xn of n elements is represented as a vector of m bits. A

BF uses k independent hash functions h1, . . . , hk to map each item of X

to a random number over a range 1 . . .m uniformly (Figure 2.1). To judge

whether an element x belongs to X, one have to check whether all the

hi(x) bits are set to 1. If so, x belongs to X. However, there is a probability

that all bits are set to 1 while other elements were included in the BF.

This is situation is called false positive called and it can occur with false

positive probability. If the query results in 0-bit at position hi(x) for some

i, we are ensured that x is not a member of X. BF never gives false

negative results.

0 00 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 01 10 1

ξ H1(ξ) H2(ξ) H3(ξ) H4(ξ)

m-bits array

Figure 2.1. Element (ξ) representation in an array form produced by 4 hash functions.

The following approximation analysis became standard in the related

literature [12]. Consider n elements encoded in a BF of size m bits with k

hash functions. The probability that a particular bit is set to 1 due to one

of hash function operations for one of n elements is

p = 1−
(
1− 1

m

)kn

≈ 1− e−
kn
m . (2.1)

The probability of a false positive is pk and given m, n the optimal (min-

imizing false positive probability ρ = pk) number of hash functions will be

k = m
n ln 2 for which p ≈ 1

2 . Thus the false positive probability takes form

ρ = 2−k = 2−
m
n

ln 2. (2.2)

Alternatively, given the number of bits (m) and the desired false positive

probability ρ the number of elements the BF may encode will be

n = −m(ln 2)2

ln ρ
. (2.3)

If we forget about optimal k and simply given m, k and ρ, then the num-

ber of elements which we may encode with the given false positive proba-

bility is

n = −m

k
ln(1− p

1
k ). (2.4)

Of course, if we define BF with 1s in all m positions, then any ele-

ment will pass the BF-check. Therefore BFs are efficient only if there

are enough 0 bits in them. It is traditional to introduce a fill factor, the
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proportion of bits equal to 1, p′ and limit it by some value, say 50%. Thus,

not every possible set could be stored in the BF, as its representation will

exceed the fill factor.

Now given a set of m-bit ids for different elements id1, id2, . . . , idn, the

Bloom filter can be produced by OR operations — BF = id1∨ id2∨ . . .∨ idn,

where ∨ is a “logical OR” operation. If we want to test whether some id

belongs to Bloom filter BF (id ∈ BF ) or not, we may simply check whether

id = BF ∧ id, where ∧ is a “logical AND” operation. If the condition does

not hold then id does not belong to BF for sure, otherwise it belongs with

some probability. There may exist some id not from the set id1, id2, . . . , idn,

but for which id = BF ∧ id, this is a “false positive” result.

2.3 Routing Protocols

Routing protocols compute paths over which data and control traffic is for-

warded. They are needed because in every large enough network packets

are forwarded over several hops. The routing problem is to decide which

next hop should be used.

We focus only on routing in wired networks because a wireless environ-

ment has its own specific and is out of scope of this thesis.

There are two broad categories of routing protocols: intra-domain and

inter-domain. Theses two environments are very different.

Intra-domain routing is used to route packets within a single network.

Here operators want to maximize network utilization and increase qual-

ity of service. Traditionally, intra-domain routing protocols find shortest

paths between all nodes in the network according to some fixed edge costs.

This gives operators very limited control over network behavior.

Two main classes of intra-domain routing protocols are link-state pro-

tocols and distance-vector protocols. In link-state protocols, each router

broadcasts local information – link weights, connected neighbors and link

status. Then each router, given all available information, computes short-

est paths to every possible destination. OSPF [64] and IS-IS [67] are ex-

ample of link-state routing protocols. In distance-vector protocols, routers

periodically announce known distances to various destinations to their

neighbors. This allows routers to find the next hop on the shortest path to

each destination. Examples of distance-vector protocols are RIP [61] and

IGRP [79]. Distance-vector protocol are less scalable and are outdated by

link-state protocols in most environments.
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Inter-domain routing, on the other hand, is used to route data between

different Autonomous Systems (AS). Here operators want to minimize

their costs. Inter-domain routing supports some routing policy language

which is used by operators to dictate their preferences, for example, to

avoid some particular network because there is no agreement among au-

thorities. The current standard protocol for Internet inter-domain routing

is BGP [72, 36, 62].

There is an active research on BGP. Large chunk of related work con-

cerns BGP security [14]. Another area of research is BGP fault tolerance

[48]. Finally, some related work improves BGP convergence speed and

scalability [6, 33, 93].

However, there is an ongoing research on alternatives for BGP. One ex-

ample is Route Bazaar [15]. This work focuses on contractual issues aris-

ing in inter-domain routing. By using cryptography solutions inspired by

decentralized construction of trust in cryptocurrencies, it provides ASes

with automatic means to form and verify end-to-end connectivity agree-

ments.

2.3.1 Static Routing

Static routing and its properties was not studied separately before, to our

best knowledge. Some static routing mechanisms are available in IP net-

works nowadays. They are mostly used in data-centers where topology

is fixed and structured [1]. Another application of static routing is a fine

tuning for Quality of Service or other needs [52, 5]. Lastly, some routing

methods designed to react to faults very fast are based on pre-computed

fault-avoidance paths. This technique is inherent to static routing and we

discuss related work on that topic in section 2.4.

2.4 Resilient Routing

The routing is called resilient if it is able to provide service continuously

in presence of failures. The ability to react to failures is one of the fun-

damental properties of routing algorithms. However, most algorithms are

not resilient, i.e. single failure or simultaneous failures may disrupt the

service until the control plane takes measures to route data around the

failures. This downtime, even if short, is unacceptable in some scenarios

(i.e. real-time medical applications).
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Similar to previous work [26] we call a routing algorithm k-resilient if

in presence of fewer than k − 1 simultaneous failures all packets will be

delivered to their destinations successfully, i.e. routing can tolerate less

than k failures.

For inter-domain routing, Kushman et al. proposed R-BGP [48], an ex-

tension of BGP protocol which greatly reduces disconnectivity resulting

from a single link failure. Another work is Consensus Routing [41], which

requires BGP routers to agree on a globally stable view of a forwarding

state. This consistency-first approach helps to reduce transient discon-

nectivity.

Intra-domain resilient routing is a broader research area. All solutions

can be divided in categories based on several criteria:

1. Routing protocols that rewrite packet header to carry some state. This

category is most abundant and include many works [84, 86, 21, 31, 46,

49, 51, 60, 63, 66, 76, 82, 94, 95, 74]. General results are that adding one

or few additional bits to the header can provide resiliency up-to 2 link

failures, and if information stored in the header is unbounded, resiliency

to any non-disconnecting set of link failures is possible.

NotVia [82] work introduces special “not-via” addresses. For each pro-

tected network component, a set of paths going around it are calculated.

This method can be used to protect against one single link failure but it

requires tunneling (implemented by these additional NotVia addresses).

Elhourani et al. [21] utilizes arc-disjoint spanning trees and additional

bits in the packet header. They achieve (k − 1)-resiliency using k ad-

ditional bits in the packet header. Each router stores O(k) forwarding

rules per destination. They also show that it is possible to achieve �k2−1�
resiliency (incoming port match is needed).

Plinko [85] is designed to provide full-resiliency by utilizing source

routing and extra information in the packet header. The algorithm

stores in the packet header the path that the packet has traversed so far

and uses that information to infer failures encountered by the packet to

decide next forwarding action.

Kvalbein et al. [49] achieved 1-resiliency by using packet marking. A

small number of backup routing configurations are computed such that

each network element is excluded in at least one configuration. That

configuration is used to route around failure.

Kini et al. [46] proposed a 2-resilient routing method using tunneling.
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This work utilizes link-independent spanning trees.

Gopalan et al. [31] propose a 2-resilient routing using only 2 addition

bits in the packet header. They use link-independent spanning trees

both for multipath and resiliency.

Another work [94] achieves 2-resiliency with 3 addition bits.

Another related work is FCP [51]. This routing provides resiliency to

any non-disconnecting set of failures but store unbounded information

in the packet header — a full set of failed links.

Lor et al. [76] introduces re-routing technique that relies on the Alter-

nate Next Hop Counters (ANHC) in the packet header to ensure correct

forwarding.

Packet Recycling (PR) [60] uses a single bit in the packet header to

achieve 1-resiliency and log2(d) bits to achieve resiliency to any non-

disconnecting set of link failures where d is the diameter of the network.

2. Algorithms that do not modify the packet header. Here we can further

distinguish between solutions that modify the forwarding tables based

on packet arrivals, and those that have static forwarding tables.

Former approaches can deliver packets regardless of number of fail-

ures while the network is still connected [57, 58]. This proposal allows

the routing tables to be updated upon packet arrivals. At each instant of

time, a link is considered either an inward pointing or outward pointing

towards a destination and, roughly speaking, if a packet for that desti-

nation arriving on an outward pointing link, the direction of that link is

immediately reversed. This approach provides ideal resiliency, in that

if the source and destination of a packet are physically connected in a

graph, then these dynamic routing tables will deliver the packet. Note

that these updates are driven by data-plane updates, not control-plane

updates, so this provides very rapid failover protection, but at the cost

of (a) using two tunnels over each physical link and (b) rapid updating

of the routing table based on packet arrivals.

Between approaches based on static tables some account for only the

destination address, and some also include the incoming port in pro-

cess of choosing next forwarding step. The former are guaranteed to

deliver packets under any arbitrary non-disconnecting set of failures

only if the routing tables are not deterministic. Otherwise, for deter-

ministic static routing tables, not only the problem of protecting against

one single failure may not admit a solution but also it is even hard to

25



Background and Related Work

compute routing tables that maximize the number of vertices that are

protected [4, 10, 50, 80]. The latter (i.e., per-incoming port static de-

terministic routing tables) exploit the incoming port of a packet to infer

what links have failed.

Not failing into any category above are methods that do not provide

failover guarantees [3, 96]. There are also algorithms that have limited

guaranteed resilience against only one single link/node failure [22, 26, 65,

90, 98, 101].

Some related work results are only applicable to specific network topolo-

gies [59, 27].

Most algorithms continue routing the packet from the point of failure.

However, some proposals are routing packet back to the source as if failure

is encountered. Example of such algorithm is Path Splicing, introduced in

[63] and analyzed in [23]. Additional bits in the packet header are used

to decide at each vertex on which spanning tree a packet must be routed.

On a k-edge-connected networks they compute k spanning trees that are

sufficient to guarantee fault tolerance against any set of k − 1 arbitrary

link failures. The nice thing is that they use k bit to tolerate k−1 failures,

as in [21]. The source vertex must know about the failed links.

Another approaches is utilized by SafeGuard [53]. Here, an estimate for

the remaining path cost is included in the packet. This helps to eliminate

microloops during convergence from one routing state (e.g. due to fail-

ure) to another. There are several other works investigating microloops

avoidance during convergence to a new routing [25, 28, 100, 81].

Other related work considered congestion minimization problems. Vali-

ant [89] proposed a probabilistic routing scheme with the goal to balance

the load of the underlying network. Since then, that scheme is called

Valiant Load-Balancing (VLB), where one of the main ingredients is ran-

domization. VLB was extensively used in designing networks. Zhang-

Shen et al. [99] employed VLB to design fault-tolerant networks with

guaranteed no congestion under few router or link failures. Greenberg

et al. [32] adopt VLB to reduce volatility of traffic and failure pattern of

their data centers. In [83], Shepherd et al. extend VLB in order to build

cost-effective networks robust to changes in demand patterns. R3 [91] is

another provably congestion free. This method utilizes MPLS FRR tech-

niques, i.e. tunnels. Finally, Liu et al. [56] proposed another proactive

congestion-free routing method.
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Another line of study was also motivated by randomization. Namely,

some of the previous work developed randomized routing schemes, usu-

ally to directly or indirectly achieve low congestion and/or balance the net-

work load. In particular, Busch et al. [13] leveraged probabilistic routing

to adjust packet priorities, which in turn allows them to control deflection

of packets. Beraldi [7] presents a search protocol for mobile networks that

is based on modified random walks, i.e. based on biased random walks

with look-ahead. Motivated by the success of ant-colonies in their search

for food, Günes et al [35] studied ant algorithms, which in their heart rely

on randomization, as an approach to designing on-demand ad-hoc routing

algorithms.

Another line of work [11] theoretically proved that in any network with

k link failures any shortest path can be constructed by concatenating at

most k + 1 shortest paths in the original network, and provided a way

to leverage that fact to restore the shortest path in MPLS routing after

several failures occurred.

2.5 Multicast Routing

Multicast — is a group communication where information is addressed to

a group of destinations simultaneously. This is a natural mode of com-

munication, as there are many situations where several clients need the

same piece of data (e.g. video streaming). If implemented in the net-

work, multicast can greatly reduce traffic: as some links in the network

could lead to many destinations, in standard unicast (one-to-one commu-

nication) method these links will carry many identical pieces of data in

parallel. Multicast-aware network could just send a single copy of data

over such links and clone packets closer to destinations, as needed.

IP multicast [16, 17] was first proposed more than two decades ago, as

an efficient solution for data dissemination from a single source to mul-

tiple receivers. It was deployed experimentally [68] but never adopted in

any significant way by service providers. The failure of multicast [19] to

achieve the wide spread adoption can be explained by several technical

and economic factors, including complexity of the multicast network man-

agement, and uncertainty in how to appropriately charge for the service

in the case when sources and receivers belong to different domains. As

a result, for many years multicast was implemented only locally within

the service providers’ networks supporting IPTV [87] and conferencing
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applications, and also in enterprise networks [45], where the aforemen-

tioned issues of management, billing and inter-provider dependencies are

mitigated.

Due to its unquestionable capability to significantly reduce network load

multicast remains the most studied research problem in computer net-

working [70]. According to [43], the main challenge in efficient informa-

tion centric network (ICN) design is how to build a multicast infrastruc-

ture that can scale to the general Internet and tolerate its failure modes

while achieving both low latency and efficient use of resources. In topic-

based ICNs, the number of topics is large, while each topic may have only

a few receivers [55]. IP multicast and application-level multicast have

scalability and efficiency limitations under such conditions. In IP multi-

cast, the amount of routing state is proportional to the number of multi-

cast groups. To address this issue, several multicast proposals [43], [40],

[71], [97] implemented the idea of using Bloom filters (BF) [12] in the

packet headers. This way the intermediate routers are purged from the

burden of keeping states.

Due to advantages that multicast provides, some researchers suggest a

clean-slate redesign of the current Internet, with multicast as the most

important capability of the network [47].

Nowadays there are other more successful methods of traffic savings in

the Internet. Examples of such methods are web caches and commercial

CDNs [44]. There are even attempts to extend CDN publicly to a peer-to-

peer (P2P) environment [30]. However, the main limitation of CDN ap-

proach is commercial-primary deployment unacceptable to private users.

Other challenges faced by CDN are addressed by Hasan et al. [37]. This

makes a scalable multicast a demanded technology in the Internet.

2.5.1 In-packet Bloom Filter Forwarding

Jokela et al. [43] proposed the multicast LIPSIN fabric that uses the in-

packet Bloom filters (iBF) [9] directly for the forwarding decisions, remov-

ing the need for IP-addresses and proposing Link IDs (LIDs) as a generic

indirection primitive. To implement full scale routing in the Internet it is

proposed to use two levels of forwarding fabrics - intra-domain and inter-

domain. Each AS should have a dedicated node which works as a gateway

between intra-domain and inter-domain routing. Those nodes are called

rendezvous (RVZ).

Among many of their applications [12] BFs were proposed as forward-
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ing fabric in the ICN architecture [43]. The main idea is to separate the

multicast group management and multicast forwarding. Instead of man-

aging the group state in the routers, it is now maintained in the source or

in the separate group management component – rendezvous (RVZ). The

mechanism is based on identifying links opposed to nodes and using BFs

to encode source-based forwarding information into the packet header, en-

abling forwarding without dependency on end-to-end addressing.

The iBF based forwarding fabric was utilized in several works after-

wards. Some works are focused on datacenter networks [75]. But they

are not extendable to Internet-size topologies. Another work [54] uti-

lizes Bloom filters on switch interfaces to encode all the multicast groups

on the interface. However, this approach is also limited in scalability.

Jokela et al. [42] utilized iBF to reduce multicast state, however this work

considers only a small number of clients in each multicast group and is not

scalable to Internet-size networks.

Tapolcai et al. [88] propose same stateless design as we propose in our

work. They utilize multi-stage iBF to encode several levels of data-disse-

mination tree. However, this solution requires variable size headers in

packets. For Internet-wide multicast, that solution requires headers as

long as 2 kilobytes. That greatly limits its applicability for a wide-scale

multicast.

Heszberger et al. [39] also suggest to utilize iBF for multicast address-

ing. To limit the size of Bloom filters they propose novel adaptive-length

Bloom filters. However, their solution does not scale up to the whole In-

ternet either.

The packet header with iBFs creates false positives, which give rise to

the forwarding anomalies. The successful methods for their reduction are

discussed in [78], although they do not solve the scalability problem in

terms of the number of recipients.

The multicast trees and their corresponding iBFs are constructed at

the source. The source should either initially possess all the information

about network topology or acquire this information from the receivers us-

ing request packets. In the ICN architecture, clients have to send a special

join (or subscribe) packet to a RVZ node in order to notify it about their

need in some particular resource or topic.

The idea is that the intermediate routers processing this packet update

its header containing iBF by performing “OR” operation with LID of the

link from which the packet was received. In some settings they also ap-
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pend their unique identifiers, thus providing the source node with the full

information about the network topology.

It is important to emphasize that BF-based multicast does not require

any states in the routers for any number of multicast sources and desti-

nations in the network.

2.5.2 Related Work on BF Scaling

As discussed in section 2.2, BFs are limited in which sets they can store

because otherwise the fill factor will become too big. For example, if a

packet with iBF with fill factor 1 (all bits in the BF are set to 1) is sent in

the network, then such a packet will flood the whole network over every

existing link. For practical and security reasons it is advisable to keep

the maximum fill factor (the ratio of bits set to m) in BFs to about 50%.

When the number of links is greater than what can be inserted into the

BF without exceeding the fill factor, there are several possible solutions.

Särelä in [77] outlined the following three: (1) using a longer BF [2], which

is impractical for large topologies and big group sizes, (2) virtual links,

explained both in [43] and his thesis work [77], and (3) multicast tree

splitting. In our work we elaborate on the third method which has the

potential to support arbitrary large multicast trees.

The authors of [24] and [71] use BF for group management in the con-

text of inter-domain interaction between ASes, and also for encoding of

neighbour edges. They briefly mention the possibility of the scaling of

BFs in the control plane with the standard bin-packing algorithm, but do

not give any details on its implementation or performance.

Several techniques on the optimization of the BF tree splitting were pro-

posed in [73]. The author analysed the effectiveness of the proposed algo-

rithms by running simulations over relatively small (less than 300 links)

AS-level realistic network topologies. In what follows we consider several

alternative methods to increase scalability of the BF based forwarding

and test their performance on a large realistic network.

2.6 Summary

In this chapter we presented a theoretical background and related work

to this thesis. We started with a basic graph theory and data structure

utilized in this thesis. Next we touched the surface of the research on
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routing. Next we moved to the topic of resilient routing. Our discussion

was focused on resilience and did not touch problem of routing algorithms

ability to react to failures using control-plane mechanisms, which may

involve transient disconnectivity. This topic is out of scope of this work.

Finally, we introduced a scalable multicast problem and existing work on

it.
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3. Summary of Results

In this chapter we present our contributions published in journals and

conferences proceedings. First, we present a scalable multicast protocol

which is based on a stateless routing as an example of a scalability po-

tential of the static routing. Second, we discuss resiliency properties of a

static routing. Finally, we conclude the chapter with open questions and

suggestions for the future work.

3.1 Scalability of the Static Routing

In this section we discuss our work related to scalability of a static rout-

ing. We focus on a problem of multicast routing, as currently no multicast

is available in the Internet due to scalability issues. By designing a static

scalable routing scheme we show that static routing should be consid-

ered as a viable option if scalability is a concern. We present our routing

method in Publication I.

Main issue with current multicast approaches is that routers maintain

state per multicast group. In the large Internet-scale topology the number

of such groups will be unmanageable. Therefore such algorithms work

only inside relatively small networks. On the other hand, static routing

by definition does not require any changing state. To deliver packets to

all interested parties without creating excess traffic (unlike broadcast)

information about packet destinations should be encoded in the packets

themselves.

Our multicast scheme utilizes in-packet Bloom Filter (see section 2.2)

to efficiently store information about packet destinations without blowing

packets’ headers sizes. However, in large multicast networks the follow-

ing issue arises: Any reasonably large set of far situated destinations pro-

duces a data-delivery tree in which the LIDs are encoded in an iBF almost
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Figure 3.1. Example of data-delivery
tree with source A and des-
tinations D, E and F .

Figure 3.2. Example of a placement of
invalid (1-3), active (4-8)
and valid (9-12) nodes in a
tree.

completely filled with 1s. Such a BF exceeds the fill factor threshold and

will encode all the links in the network causing undesirable packet flood-

ing. One way to address this problem is to divide the set of destinations

into several subsets and encode each of them separately as a different

multicast tree. Figure 3.1 shows an example: The iBF encoding for all

destinations is “11111100” which has more than a half of the bits set to 1.

The Figure also shows a possible clustering of destinations (E and F for

iBF1, and D for iBF2); The iBF for each cluster has fill factor 50%.

3.1.1 Problem statement

Multicast Tree Splitting Problem. Given a data dissemination tree

with a LID assigned to each link, find a grouping of tree leaves (destina-

tions) that minimizes the total amount of traffic in the network caused by

multicast transmission under the constraint that the fill factor threshold

condition is satisfied for each of the resulting iBFs.

It can be shown that our problem is NP-hard, by reduction from a clas-

sical NP-hard problem 3-PARTITION: Given 3m integers a1, . . . , a3m, can

they be split into m groups of 3 so that the sum in each triplet is the same?

From an instance of 3-PARTITION we construct an instance of Multicast

Tree Splitting problem. The tree will have 3m leaves. All leaves will be

connected to a single node u, which is connected to the root r. The BF for

a link from u to leaf i will have the number of set bits equal to ai. BFs

for links to different leaves will be disjoint, i.e. they will have set bits in

different positions. The ur link will have exactly one bit set. The fill factor
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threshold is set in such a way that the maximum possible number of set

bits in iBF is equal to 1+
∑

ai/3. It is easy to see that the 3-PARTITION

instance has a solution iff the constructed instance of our problem has a

solution (with leaves grouped into the m triplets).

This means that finding the optimal solution to our problem is NP-hard.

Below we experiment with heuristics for finding feasible solutions to our

problem.

3.1.2 Algorithms

We suggest several tree splitting algorithms and evaluate their perfor-

mance on a large realistic network topology.

Topology-oblivious random greedy merging

This is the simplest and fastest suggested algorithm. It does not require

any knowledge about the network topology. BF encodings for the paths to

each destination are given as an input. We add the BFs one by one in a

random order to the group until the fill factor threshold of the resulting

BF is reached, and then start filling the new group. The pseudo-code for

this algorithm is listed as Algorithm 1. The running time of the proposed

algorithm is linear in the number of receivers.

Algorithm 1 Greedy BF merging
Require: iBFd, 1 ≤ d ≤ D — iBFs encoding paths to all destinations.

1: Begin

2: cur ← iBF1

3: for d = 2 . . . D do

4: nxt ← cur ∨ iBFd

5: // Ones(x) is a number of ones in x

6: if Ones(cur) ≤ m/2 then

7: cur ← nxt

8: else

9: OUTPUT(cur)

10: cur ← iBFd

11: end if

12: end for

13: OUTPUT(cur)

14: End
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Topology-oblivious random greedy merging with preliminary sort

This method is a modification of the previous algorithm. The idea is to

merge close destinations together. In the case when there is no informa-

tion about the network topology it is impossible to measure the distance

between two destination nodes. However, some heuristics may be used for

that. We suggest the lexicographical sort to gather close destinations to-

gether. Before processing with the greedy merging, all BFs must be sorted

in a lexicographical order. Surprisingly, this simple modification signifi-

cantly reduces the resulting network load. We refer to Section 3.1.3 for

further details.

Obviously sorting contributes O(N logN) component to the complexity

of the algorithm, where N is the number of receivers.

Topology-based splitting

This algorithm assumes that the full tree topology data is available at the

sender. Alternatively it may be acquired from the join request packets.

In the latter case, each router on the path from the destination to the

source has to append its unique ID information to the join packet while

processing it.

To minimize the amount of traffic it is reasonable to merge topologically

close destinations together because it will allow to encode more destina-

tions in one iBF and will reduce the false-positive rate.

Let us consider the sets of destinations induced by some sub-tree in the

data dissemination tree. For some node u in the tree we can define a

corresponding set of destinations (leaves) in the sub-tree of this particular

node as an induced set. It is obvious that for any two nodes where one

node is a child of the other node, the child’s induced set is a subset of its

parent’s induced set. Thus the fill factor for the corresponding BFs is non-

increasing along any path from source to destination. We call the node

valid if its induced set produces a BF with the valid fill factor, and invalid

otherwise. In a large tree, the root is an invalid node and all destinations

are valid nodes. If the root is a valid node then no tree splitting is needed.

If some of the destination nodes are invalid, it is impossible to serve them

with the given fill factor threshold at all. Such nodes may be ignored, or

processed individually as separate subsets, and are thus excluded from

the current problem. It is obvious that an invalid node may have only

an invalid parent. We define valid nodes where the parents are invalid

as active. Those nodes form an edge between invalid and valid nodes
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(see Figure 3.2). It is clear that each destination has an active ancestor.

Because no active node can be an ancestor to another, all of them induce

disjoint sets of destinations.

The Topology-based tree splitting algorithm produces BFs correspond-

ing to each active node. To compute active nodes, we calculate BFs for

induced sets for all nodes, starting from the leaves up to the source. The

pseudo-code for this algorithm is presented as Algorithm 2.

Algorithm 2 Topology-based tree splitting
Require: H > 1 — number of nodes; V = {vi|1 ≤ i ≤ H} — nodes of the

data-dissemination tree; par(u), ∀u ∈ V — parents for all nodes in the

tree; iBFd, ∀ destination d — iBFs encoding paths to all destinations.

Ensure: ∀i, j : vi = par(vj) ⇒ i < j (topological order)

1: Begin

2: acc[1 . . . H] ← empty BFs

3: for ∀d — destination do

4: acc[d] ← iBFd

5: end for

6: for i = H . . . 2 do

7: acc[par(i)] ← acc[par(i)] ∨ acc[i]

8: end for

9: for i = H . . . 2 do

10: if Ones(acc[par(i)]) > m/2 & Ones(acc[i]) ≤ m/2 then

11: OUTPUT(acc[i])

12: end if

13: end for

14: End

The running time of the algorithm is linear in the total number of tree

nodes.

Topology-based splitting with greedy merging

This algorithm is a modification of the previous one. After computing

active nodes we can greedily merge the resulting filters the same way as in

the Topology-oblivious random greedy merging algorithm. The resulting

active nodes are processed in such an order that all topologically close

siblings are added one after another. It is essential to preserve the locality

of the merged vertices. The merging operation does not contribute to the

asymptotic time complexity of the algorithm, which stays linear in the

number of tree nodes.

37



Summary of Results

The first two algorithms do not use knowledge of the exact network

topology. The availability of the topology data at the source requires

that the intermediate routers append some extra information to the join

packet. In case such functionality is not implemented, the first two meth-

ods are applicable. Otherwise topology-aware algorithms are recommend-

ed due to their better performance as demonstrated in the following sec-

tion.

3.1.3 Evaluation

Experimental Network

We use a realistic network topology derived from CAIDA router-level topol-

ogy measurements computed from ITDK 0304 skitter and ifinder mea-

surements1. The dataset represents a directed graph with 192244 nodes

and 636643 directed links. In order to construct a multicast dissemina-

tion tree we choose the vertex from which almost all of the graph vertices

are reachable as a source of multicast traffic, and select all the nodes

reachable from that vertex. The resulting tree contains 190126 nodes and

606322 directed links. Because in the original data available from CAIDA

all the end-hosts were omitted, we introduce 200000 additional nodes into

random places to represent receivers. This number of end-hosts were cho-

sen as it is reasonably large yet feasible to simulate.

For the iBF size, we fix 256 bits which correspond to the combined

size of the IPv6 source and destination fields. In order to decrease the

false-positive rate we set the fill factor threshold at 50% as proposed by

Sarela et al. [78].

For each directed link a random LID of the length 256 bits was gener-

ated and filled with exactly 8 non-zero bits. Parameter k = 8 was chosen

because such a quantity produces reasonably small false-positive proba-

bility. Larger values of k could provide a lower false-positive probabil-

ity but limit the BF capacity to unacceptably small values. To approve

the choice, we repeated all the evaluation experiments described later

in this section for k = 7 and k = 9 non-zero bits, and found out that

k = 8 is the best choice in respect to all our metrics. In order to reduce

false positives, we use TTL field and random permutations as proposed by

Sarela et al. [78].

1www.caida.org/tools/measurement/skitter/router_topology
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Simulation Environment

We implemented a simulation framework to evaluate the performance of

the proposed algorithms using C++ programming language. The existing

network emulators (e.g. ns-3, OMNeT++) did not suit our purposes since

they are quite complicated and slow for testing scalability and forwarding

issues for the large topologies.

To investigate the performance of the algorithms on different scales, we

repeated the experiments several times on smaller dissemination trees.

For that purpose a distance threshold parameter was introduced, which is

the maximum hop distance between two receiving hosts.

For each experiment the end-hosts selection was performed in the fol-

lowing manner. First, all end-hosts were permuted randomly. Then all the

end-hosts unreachable from the first client within the distance threshold

were disregarded. Finally all hosts except the first 10000 were also omit-

ted. This way all the receivers have equal probability to be selected.

The parent of the lowest common ancestor (LCA) of all destinations was

selected as a source. Therefore, we restricted our consideration to the case

where the root has only one child. Otherwise there may be clients beyond

different links grouped together. In this case, grouping does not give any

improvement because the paths to those clients have no shared links and,

moreover, the false-positive rate rises due to the larger fill factor.

By introducing a distance threshold we emulated a multicast behavior

in a single autonomous system, or some geographical area. The distance

threshold parameter defining the size of the dissemination tree varied in

the range 2 to 21. The distances more than 21 were not taken into consid-

eration since most of the end-hosts within the full network are reachable

within 21 hops. Each test was repeated 100 times.

Metrics

A fundamental metric in evaluation of the packet level transmission pro-

tocols is the number of packets sent within the network which defines

the network load L. The lower bound for this metric is the number of

links needed to cover all the receivers Lmin. It is theoretically possible to

achieve this lower bound value using a stateful multicast protocol. The

BF-based multicast could reach the lower bound only in the case where

all the receivers were encoded with a single BF which produced no false-

positive traffic. In large networks this is impractical since such a setup

results in either unacceptably large packet header sizes or critical false
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positive rates. Therefore, the increase of the network load is a trade-off

for maintaining the stateless multicast protocol. The upper bound on the

network load Lmax is the sum of lengths of all paths from the source to

destinations. In the worst case scenario, each destination is encoded with

a separate BF leading to the unicast design.

For performance evaluation we use the following metrics (i) network

overhead, (ii) network economy and (iii) false-positive rate:

Overhead = L−Lmin
Lmin

; Economy = Lmax−L
Lmax

; fpa =
#Unintended packets

#All sent packets

The network overhead shows how bad the algorithm performs in com-

parison to the stateful multicast protocol. Network economy defines the

multicast protocol gain in comparison to the unicast transmission. Cal-

culated during experiments, fpa defines the ratio of the number of unin-

tended packets to the total number of packets sent within the network.

Unintended packets include packets in cycles, duplicated packets and

packets sent through the links not included in the data dissemination

tree.

Additionally, we calculate a filter density, which is the number of links

encoded in each BF. This value helps to determine whether there is a room

left for further improvement of the algorithms.

Simulation Results

First we compare the network economy resulting from different tree split-

ting methods. Figure 3.3 confirms that algorithms utilizing topology in-

formation are more efficient than the algorithms that are oblivious of that

information. For the largest networks (with the distance threshold equal-

ing 21), random merging gives only 15.3% of network economy. Random

merging with preliminary sort achieves 32.8% of network economy, which

is just slightly better than the topology-based splitting without merging

(32.6%). Applying topology-based splitting with random merging resulted

in 57% of network economy for the largest network size.

Another observation is that all the algorithms perform better in the

average network sizes (with the threshold value between 7 and 9), but

slightly worse in the smaller scales (distance threshold less than 6). Obvi-

ously, smaller networks involve fewer clients served (Figure 3.4) and con-

sequently there are fewer ways to merge them in groups. This explains

why all the methods are unable to give the maximum network economy

in the smallest networks.
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Figure 3.6. Average iBF density for each
distance threshold.

For the topologies with the threshold values larger than 9, a slight de-

crease in performance is observed due to the fact that for the fixed number

of clients in larger topologies there are fewer common links in source-to-

client paths.

Figure 3.5 shows how different methods of destinations grouping affect

the false-positive rate. The plain topology-based splitting results in the

minimal false-positive rate (0.5% in average). The topology-based split-

ting with random greedy merging shows an average false-positive rate

of about 2%. As expected, the topology oblivious methods result in the

larger false-positive rates. In cases where far situated clients are grouped

together and total number of nodes and links involved in the forwarding

is large, more iBF check operations are performed which increases the

probability of false positives.

The random merging algorithm results in about 10% of undesirable traf-

fic. A preliminary sort with random merging reduces the false-positive

rate to 8%. It is clear that smaller network scales result in less false posi-

41



Summary of Results

Table 3.1. Evaluation of the proposed four algorithms for different numbers of clients.

#
Algo. isBF Economy (%) over.

topol. extra # dens. fpa(%) 5th mean 95th (%)

10

- - 3.5 17.8 10.4 -2.5 9.4 19.5 34.2

- sort 3.4 17.9 10.5 0.0 10.1 18.2 33.2

+ - 6.5 10.1 1.5 4.6 14.8 23.5 26.1

+ merge 3.3 17.2 7.9 7.2 17.7 27.3 21.8

100

- - 31.9 19.1 11.0 6.9 11.3 14.3 75.0

- sort 28.9 19.6 10.6 13.5 17.0 21.2 63.8

+ - 69.6 9.3 1.0 12.5 16.9 20.7 64.0

+ merge 26.6 18.3 6.2 29.0 31.5 34.1 35.0

1K

- - 319.6 19.2 11.2 9.8 11.9 15.9 121.2

- sort 265.8 20.3 10.0 20.5 22.6 27.0 94.4

+ - 630.1 9.5 0.6 22.1 24.5 26.5 89.7

+ merge 224.0 18.6 4.4 42.4 43.6 46.0 41.7

10K

- - 3402.5 19.3 10.1 10.3 14.3 16.0 198.7

- sort 2506.1 20.9 7.9 29.6 32.0 33.1 137.1

+ - 5753.3 10.1 0.4 32.2 32.8 33.7 134.5

+ merge 1879.7 18.9 2.7 54.6 56.4 57.2 52.1

100K

- - 33501.8 19.3 11.3 15.2 15.3 15.4 382.2

- sort 20938.3 21.4 7.3 41.7 41.9 42.0 231.0

+ - 36071.5 10.8 0.3 55.2 55.4 55.5 154.1

+ merge 12241.3 19.1 1.7 71.7 71.8 71.8 60.8

1M

- - 291939.1 17.5 10.2 16.3 14.7 16.4 520.4

- sort 160881.0 22.2 6.6 52.5 52.5 52.5 285.2

+ - 976066.4 8.7 0.1 2.2 2.2 2.2 692.9

+ merge 79679.2 21.1 1.8 78.9 78.9 78.9 70.9

tives.

Additionally, we calculate the average number of links covered by a sin-

gle iBF for each algorithm. Figure 3.6 shows that topology-based splitting

results in a very low density. This fact confirms that the method can be

improved by additional merging of the resulting iBFs. For the 256-bit BF

with 8 non-zero bits the optimal number of encoded links is 22. The other

three algorithms almost reach this number.

We investigated performance of the proposed algorithms for different

numbers of clients (from 10 to 106). The distance threshold was fixed at

21 so that the full network was used in this experiment. In order to place

more than 104 clients within the network, we inserted more nodes into the

network so that the total number of added end-hosts in the largest experi-

ment was 2, 000, 000. Additionally, we present the 5th and 95th percentiles

for the network economy in Table 3.1.

All other methods achieve better network economy for a larger number

of clients except the topology-based tree splitting. This method works bet-
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ter in middle-sized networks, while we observe the dramatic decrease in

the performance in the largest topology with 1 million clients. This is due

to the fact that in this case many clients have a shared parent; these par-

ents become invalid and many active nodes are clients themselves. This

results in the situation where many single clients are encoded by individ-

ual iBFs, and the decrease in the iBF density confirms this assumption.

For all the methods network overhead increases with the number of

clients. This is because the links closer to the source are included in the

paths to more clients. Since each iBF can encode a limited number of

clients, such links experience more overhead copies of multicast packets.

Our evaluation shows that topology-based tree splitting with merging

achieves the best results and is suitable for large-scale networks with a

large number of clients. When the topology data is unavailable, random

merging with preliminary sort is a second best choice. Moreover, with an

increasing number of clients this method performs better.

3.2 Resiliency of the Static Routing

In this section we discuss our work concerning second research question

— how resilient could the static routing be. Motivation behind using the

static routing to cope with failures is its speed. Unlike other routing meth-

ods, static routing does not require control plane to converge once failure

occurs. This makes static routing a perfect way to implement immediate

failover routing. The question, however, is how many failures can routing

scheme tolerate. We consider only failures of links, not routers them-

selves. We call the routing scheme k-resilient if for any set of at most k

failed links, such that network is not separated, the routing scheme deliv-

ers all packets to their destinations (i.e. packets are not dropped by the

routing algorithm and are not trapped in forwarding loops).

We assume that routers can detect failed links and can use that infor-

mation to make routing decisions. However, because routing does not in-

volve any control-plane convergence, this information is not propagated in

the network, therefore, each router knows only about locally failed links.

To infer non-local failed links we propose to utilize another information

source — the incoming port. For example, if the packet came from the

link used in the default path to its destination, then it is clear that there

is some failed link along that path. Therefore each router will have a

separate routing table per each incoming link.
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To keep our routing schemes scalable we strive to use as few different

factors in routing decisions as possible. Therefore we do not include the

packet source in routing tables.

We consider following four models of static routing:

Basic (BSC) failover routing. Routers do not modify the packet header

to include any information about occurred failures, no packet duplication

and no randomization are involved. Decision on where to route the packet

is made based on the packet destination, the incoming port, and status of

all outgoing links. This is the simplest static routing scheme.

Failover routing with packet-header rewriting (HDR). Routers can

also modify any bits in the packet header. Clearly, if it is possible to store

an unlimited amount of information in the packet header, it is easy to

achieve perfect resiliency (i.e. as long as network is not separated, all

packets are delivered correctly). However, such approaches are not feasi-

ble. Therefore we limit our scheme to being able to modify only a constant

amount of bits in the header.

Failover routing with packet duplication (DPL). In this model nodes

can forward each packet to several outgoing links simultaneously. We

search for schemes which introduce as few copies as possible. Further-

more, we require that routing does not introduce any copies unless the

packet encounters link failures.

Randomized failover routing (RND). Unlike in the basic routing, the

outgoing link is chosen in a probabilistic manner. In this model resiliency

is not the main concern. Even the naive approach of selecting the outgoing

edge at random uniformly will eventually deliver packet for any number

of failures. However, for this random walking, the expected number of

hops for each packet is too large, even if there are no link failures at

all. We study only routing schemes for which expected delivery time is

significantly improved.

We represent the network as an undirected multigraph G = (V,E),

where each router in the network is modeled by a vertex in V and each

link between two routers is modeled by an undirected edge in the multi-

set E. We denote an (undirected) edge between x and y by {x, y}. Each

vertex v routes packets according to a forwarding function that matches

an incoming packet to a sequence of forwarding actions. Packet matching

is performed according to the set of active (non-failed) edges incident at v,
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the incoming edge, and any information stored in the packet header (e.g.,

destination label, extra bits), which is all information that is locally avail-

able at a vertex. Since our focus is on per-destination forwarding func-

tions, we assume that there exists a unique destination d ∈ V to which

every other vertex wishes to send packets and, therefore, that the desti-

nation label is not included is the header of a packet. Forwarding actions

consist of routing packets through an outgoing edge (or edges), rewriting

some bits in the packet header, and creating duplicates of a packet.

3.2.1 Arborescence-based routing

As in [21], we leverage a well-known result from graph theory [20], which

allows us to decompose any k-connected graph in a set of k directed span-

ning trees (rooted at the same vertex) such that no pair of spanning trees

shares an edge in the same direction. As an example, consider Fig.3.7,

in which each pair of vertices is connected (ignore the red crosses) and

three arc-disjoint arborescences Blue, Red, and Green are depicted by col-

ored arrows. Efficient fast algorithms to compute such arborescences can

be found in [8]. We now show the main techniques that we use to route

along these arborescences.

In this work, we let T = {T1, . . . , Tk} denote a set of k arc-disjoint span-

ning arborescences of G rooted at a common destination vertex. All our

routing techniques are based on a decomposition of G into T . We say that

a packet is routed in the canonical mode along an arborescence T if a

packet is routed through the unique directed path in T towards the desti-

nation. If the packet hits a failed edge at vertex v along T , it is processed

by v (e.g., duplication, header-rewriting) according to the capabilities of a

specific forwarding function and it is rerouted along a different arbores-

cence. We call such routing technique arborescence-based routing. One

crucial decision that must be taken is the next arborescence to be used

after a packet hits a failed edge. We utilize two natural choices that rep-

resent the building blocks of all our forwarding functions. When a packet

is routed along Ti and it hits a failed arc (v, u), we consider the following

two possible actions:

• Reroute along the next available arborescence, e.g., reroute along

Tnext = T(i+1) mod k. Observe that, if the outgoing arc belonging to Tnext

failed, we forward along the next arborescence, i.e. T(i+2) mod k, and so

on.
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a

b

d

c

Figure 3.7. A 3-connected graph with 3 arc-disjoint arborescences, shown by arrows with
different colors and 2 failed edges marked with crosses.

• Bounce on the reversed arborescence, i.e., we reroute along the

arborescence Tnext that contains arc (u, v).

We say that a forwarding function is a circular-arborescence routing if

each vertex can arbitrarily choose the first arborescence to route a packet

and, for each Ti ∈ T , we use canonical routing until a packet hits a failed

edge, in which case we reroute along the next available arborescence.

We introduce bouncing as a separate concept because such routing op-

eration may be beneficial in some cases. Consider a 2-connected graph.

Let T1 and T2 be corresponding arc-disjoint arborescenses. We argue that

the following forwarding function is 1-resilient: route packet along T1, if

failure is encountered, then bounce on T2. After bouncing the packet will

always reach destination because it can not encounter the only failed edge

again because it would mean that arborescense T2 has a cycle.

Motivated by this observation, we introduce the concept of good arbores-

cence. We say that an arborescence T is good if bouncing on any failed arc

of T the packet reaches d without any further interruption. In our work

we have proven the following lemma:

Lemma 1 If k-connected graph G contains f < k failed edges, then T
contains at least k − f good arborescences.

The proof of this lemma could be found in Publication III.

3.2.2 Basic Routing

We have found a (k−1)-resilient routing schemes in arbitrary k-connected

networks for k ≤ 5 using basic routing functions (BSC), which map an in-

coming edge and the set of active edges incident at v to an outgoing edge.

This striking result demonstrates that resiliency to multiple failures can

surprisingly be achieved even without invoking the control plane and us-

ing only locally available information about failures. We also show that

for several structured k-connected graphs (e.g., Clos networks, full-mesh),
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a b

d

Figure 3.8. A 4-connected graph with 4 arc-disjoint arborescences, shown by arrows with
different colors and 3 failed edges marked with crosses.

with arbitrary positive k, there exist sets of (k − 1)-resilient forwarding

functions.

On the other side, we provide a counter example of a k-connected graph

which does not allow any k-resilient routing. Based on our findings we

formulate the following conjecture:

Conjecture 2 For any k-connected graph, there exists a (k − 1)-resilient

static routing.

Unfortunately, proof of this conjecture is out of our reach and we leave

it for future work.

We show that circular-arborescence routing is not sufficient to achieve 3-

resiliency. Consider the example in Fig. 3.8 with 3 vertices a, b, and c and

6 edges (depicted as black lines) eAa,b = {a, b}, eFa,b = {a, b}, eAa,d = {a, d},

eFa,d = {a, d}, eAb,d = {b, d}, and eFb,d = {b, d}, where A stands for “active”

edge and F for “failed” edge (depicted with a red cross over them). Four

arc-disjoint arborescences T = {Blue, Orange, Red, Green} are depicted by

colored arrows.

Let < Blue, Orange, Red, Green > be a circular ordering of the arbores-

cences in T . We now describe how a packet p originated at a is forwarded

throughout the graph using a circular-arborescence routing. Since eFa,d is

failed, p cannot be routed along the Blue arborescence. It is then rerouted

through Orange, which also contains a failed edge eFa,b incident at a. As

a consequence, p is forwarded to b through the Red arborescence. At this

point, p cannot be forwarded to d because eFb,d, which belongs to Red, failed.

It is then rerouted through Green, which also contains a failed edge eFa,b

incident at b. Hence, p is rerouted again through Blue, which leads p to

the initial state—a forwarding loop.

An intuitive explanation is the following one. Since an edge might be

shared by two distinct arborescences, a packet may hit the same failed

edge both when it is routed along the first arborescence and when it is

routed along the second arborescence. As a consequence, even k
2 failed

47



Summary of Results

edges may suffice to let a packet be rerouted along the same initial vertex

and initial arborescence, creating a forwarding loop.

Although circular-arborescence does not work for 4-connected graphs, it

suffices for 2- and 3-connected graphs: Our next positive result shows that

a forwarding loop cannot arise for k < 4 if simple circular-arborescence is

used.

Theorem 3 For any k-connected graph, with k = 2, 3, any circular-arbo-

rescence routing is (k − 1)-resilient. In addition, the number of switches

between trees is at most 4.

The proof of that theorem can be found in Publication IV.

Let us look again at the graph in Fig. 3.8. It is not hard to see that a dif-

ferent circular ordering of the arborescences (i.e., < Blue, Green, Orange,

Red >) would be robust to any three failures. However, our previous re-

sult shows that in general circular-arborescence routing is not sufficient

to achieve (k − 1)-resiliency, for any k ≥ 4.

Theorem 4 There exists a 4-connected graph and a set of k arc-disjoint

arborescences on it, such that there does not exist any 3-resilient circular-

arborescence forwarding function.

To overcome this, we first introduce the following key lemma, in which

we show how to construct four arc-disjoint arborescences such that some

of them do not share edges with each other. Then, we compute a circular-

arborescence routing that is 3-resilient based on these arborescences. This

lemma is proved in Publication IV.

Lemma 5 For any 2k-connected graph G, with k ≥ 1, and any vertex d ∈
V , there exist 2k arc-disjoint arborescences T1, . . . , T2k rooted at d such that

T1, . . . , Tk do not share edges with each other and Tk+1, . . . , T2k do not share

edges with each other.

We have also proved a similar lemma for the case of odd k. We do not

use it in this section, but it is needed for packet rewriting and packet

duplication routing (see Publication IV for a proof):

Lemma 6 For any 2k + 1-connected graph G, with k ≥ 1, and any vertex

d ∈ V , there exist 2k + 1 arc-disjoint arborescences T1, . . . , T2k+1 rooted at

d such that T1, . . . , Tk do not share edges with each other and Tk+1, . . . , T2k

do not share edges with each other.
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The following theorem states that a circular ordering < T1, . . . , T4 >

of the arborescences constructed as in Lemma 5 is a 3-resilient circular-

arborescence routing. We will make use of the general case of Lemma 5

in Sect. 3.2.4.

Theorem 7 For any 4-connected graph, there exists a circular-arboresce-

nce routing that is 3-resilient. In addition, the number of switches between

trees is at most 2f , where f is the number of failed edges.

The proof of that theorem resides on a key property of specially con-

structed arborescences from Lemma 5: the fact that T1 does not share

edges with T2 and T3 does not share edges with T4 is enough to prove that

no forwarding loop will ever occur in circular-arborescence (see Publica-

tion IV for details).

We now leverage our second routing technique, i.e., bouncing a packet

along the opposite arborescence when a packet hits a failed edge. The

intuition behind bouncing a packet is the following one. When we bounce

a packet along the opposite arborescence T , we know that at least one

failed edge that belongs to T is not contained in the path from p to the

destination vertex.

Let T1, . . . , Tk be k arc-disjoint arborescences of �G such that a circular-

arborescence routing based on the first k − 1 arborescences is (c − 1)-

resilient, with c < k. Let R be a set of forwarding functions such that:

each vertex that originates a packet p, forwards it along Tk and, if a failed

edge is hit along Tk, then p is routed according to the circular-arborescence

routing based on the first k−1 arborescences. Then, we have the following

result.

Lemma 8 The set of forwarding functions R is c-resilient.

The 4-resiliency for any 5-connected graph now easily follows from Lem-

ma 8 and Theorem 7:

Theorem 9 For any 5-connected graph G there exist a set of 4-resilient

forwarding functions. In addition, the number of switches between trees is

at most 2f , where f is the number of failed edges.

Thus we have provided a static routing methods which are (k − 1)-

resilient for k-connected networks if k < 5. Since every planar graph

with no parallel edges is at most 5-connected [18], the following corollary

easily follows.
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Figure 3.9. No routing functions can guarantee 2-resiliency for this 2-connected graph.

Corollary 10 For any k-connected planar graph with no parallel edges

there exist a set of (k − 1)-resilient forwarding functions.

Although circular-arborescence routing has a limited capabilities and

we have not found a way to achieve (k − 1)-resiliency using it for all k-

connected graphs, it still can be used to achieve a �k2�-resilient forwarding

functions for any k-connected graphs. It easily follows from Lemma 8 and

the fact that every circular-arborescence routing on k− 1 arborescences is

(�k2� − 1)-resilient (since (�k2� − 1) failures are not enough to cover k − 1

arborescences).

Finally, we provide a counter-example on which our conjecture is based:

a k−connected graph for which no k-resilient routing exists. Thus we show

that k − 1-resiliency is a maximum possible level of resiliency achieved in

a general case. The 2-connected graph is shown on the Figure 3.9. The

proof that there is no 2-resilient routing for this graph can be found in

Publication IV.

3.2.3 Packet Rewriting

We devote this section to algorithms that rewrite a very limited number

of bits in the packet header in order to achieve (k − 1)-resiliency, and

present two such algorithms, approached in mutually different ways. The

first algorithm uses log k� and the second one uses only 3 bits in the

packet header. Both algorithms substantially improve upon the previous

work. Our experiments, that we present in Section 3.2.6, suggest that

the algorithm that uses only log k� bits is of a high practical relevance as

well.
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Algorithm 3 Definition of HDR-LOG-K-BITS.
Require: T = {T1, . . . , Tk} and d.

1: Let Ti be the first tree that is used to route a packet.

2: currcirc ← i.

3: repeat

4: Route along Ti until d is reached or the routing hits a failed edge

5: if the routing hits a failed edge a and a is shared with arborescence

Tj then

6: if currcirc �= i then

7: currcirc ← currcirc mod k + 1

8: i ← currcirc

9: else

10: i ← j

11: end if

12: end if

13: until the packet is delivered to d

Algorithm HDR-LOG-K-BITS is an example of how the circular routing

can be mixed with the properties of good-arborecences to obtain (k − 1)-

resiliency. We make this bond possible via bouncing and log k� bits,

stored as variable currcirc, maintained in the packet header.

Recall that a handy property of a good arborescence is that by bouncing

on it the packet will be delivered to the destination without any further

interruption. As before, when the delivery encounters a failed link our

main goal is to discover whether the arborescence it is routed along is a

good one or not. As a reminder, as long as there is at least one and at

most k − 1 failed links it can be shown that there is at least one good

arborescence. But, how to find such one? We employ the circular routing

(the loop starting at line 3 along with the condition at line 6) to keep

on looking for a good arborescence. So, once the algorithm encounters

a failed link on the currently considered arborescence Ti in the circular

ordering (at line 5) there are two actions it performs. First, it checks

whether the current arborescence is good, i.e. it bounces (expressed by

the assignment at line 10) and routes along the new arborescence. If Ti is

good, then the bouncing will deliver the packet. Otherwise, the algorithm

performs the second action – it routes along the arborescence following Ti

in the circular order (as done at line 6 if the corresponding condition is

satisfied). Which of the two actions is taken, and the information on how
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Algorithm 4 Definition of HDR-3-BITS.
Require: T = {T1, . . . , Tk} and d

1: i := 1

2: repeat

3: Route along Ti until d is reached or the routing hits a failed edge.

4: if the routing hits a failed edge a and a is shared with arborescence

Tj , i �= j then

5: Bounce and route along Tj . (As we discuss in the sequel, the rout-

ing scheme employed after bouncing deviates from the one used

before the bouncing.)

6: if the routing hits a failed edge in Tj then

7: Route back to the edge a.

8: end if

9: end if

10: i ← i mod k + 1

11: until the packet is delivered to d

to retreat back to the circular ordering after a bouncing is performed, is

kept in variable currcirc. Name currcirc stands for "current circular" and

represents the index of the arborescence which in the circular ordering is

currently considered. Observe that since the number of arborescences is

k, we need only log k� bits to store currcirc.

Next we provide the algorithm which requires only 3 bits and yet is (k−
1)-resilient. See algorithm 4. It is essentially a circular routing algorithm

with the following twist. If in the circular routing the packet hits a failed

edge a of an arborescence Ti, then the packet bounces to arborescence

Tj , if there is any, and continues routing along Tj . Now, if the packet

hits a failed edge of Tj , then the packet is routed back to the edge a and

the circular routing continues. The corresponding algorithm follows. We

stress the fact that variable i is not stored in the packet header but is

inferred from the incoming arc on which the packet is received.

To route the packet along Tj we use a DFS traversal of Tj . This allows

as to deliver packet back in case if a failure is encountered again. In this

case we use a reversed DFS traversal of Tj . To distinguish between what

kind of routing is used, only 3 bits are enough. For details we refer the

reader to Publication II.

Putting good arborescences into the setting we have just developed, we

can show that indeed HDR-3-BITS computes a (k − 1)-resilient routing.
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Theorem 11 For any k-connected graph, HDR-3-BITS computes a set of

(k − 1)-resilient forwarding functions.

3.2.4 Packet Duplication

In this section we show that, for any k-connected graph G, it is always

possible to compute duplication forwarding functions (DPL) that are (k−1)-

resilient. DPL maps an incoming edge and the set of active edges incident

at v to a subset of the outgoing edges at v. A packet is duplicated at v and

one copy is sent to each of the edges in that set.

A naive approach would flood the whole network with copies of the same

packets, i.e., each vertex creates a copy of a packet for each outgoing edge

and forwards it through that edge. There are two drawbacks to this ap-

proach. First, marking packets is necessary to avoid forwarding loops.

Second, at least a copy of the packet will be routed through each edge,

wasting routing resources. In the following, we present an algorithm that

creates a very limited number of copies of a packet and guarantees ro-

bustness against any k − 1 edge failures.

The general idea is to carefully combine the benefits of both circular-

arborescence and bounce routing (as for HDR routing in Sect. 3.2.3). Circu-

lar-arborescence routing allows us to visit each arborescence, while bounc-

ing a packet allows us to discover well-bouncing arcs (see Sect. 3.2.1 for

the definition of well-bouncing arcs). The bouncing of packets comes at

the risk of easily introducing forwarding loops as packets may be bounced

between just two arborescences. Hence, we leverage our construction of

arborescences from Lemma 5, which helps us to eventually hit k − 1 dis-

tinct failed edges, and we forbid any bouncing that may create a forward-

ing loop. For simplicity, we assume that k = 2s is even.

Let G be a 2s-connected graph and T1, . . . , T2s be 2s arc-disjoint arbores-

cences such that T1, . . . , Ts (Ts+1, . . . , T2s) do not share edges with each

other (as in Lemma 5). We define the DPL-ALGO in Alg. 5 and in the

following show that it provides a set of (2s− 1)-resilient forwarding func-

tions.

We start by observing that each failed edge hit along the first s arbores-

cences cannot be a well-bouncing arc, otherwise this would mean that at

least a copy of a packet will reach d.

Theorem 12 For any 2s-connected graph and s ≥ 1, DPL-ALGO com-

putes (2s − 1)-resilient forwarding functions. In addition, the number of
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Algorithm 5 Definition of DPL-ALGO.
Require: T = {T1, . . . , T2s} as in Lemma 5 and d.

1: Packet p is first routed along T1

2: p is routed along the same arborescence towards the destination, un-

less a failed edge is hit

3: if p hits a failed edge (x, y) along Ti then

4: if i < s then

5: One copy of p is created; the original packet is forwarded along

Ti+1; the copy is forwarded along Tj , where Tj is the arborescence

that contains arc (y, x).

6: else if i = s then

7: s−1 copies of p are created; the original packet is forwarded along

Ts+1; the j’th copy, with 1 ≤ j ≤ s− 1, is routed along Ts+j+1

8: else if i > s then

9: p is destroyed

10: end if

11: end if

copies of a packet created by the algorithm is f , if f < s, and 2s − 1 other-

wise, where f is the number of failed edges.

The detailed proof of that can be found in Publication IV. The insight is

simple: by carefully counting failed edges and leveraging properties of ar-

borescences from lemma 5 we could show that at least one of the arbores-

cences 1 . . . s is a good arborescence or at least one of the arborescences

(s + 1) . . . 2s has no failed edges. Then step 5 ensures that we bounce at

the good arborescence if it exists and step 7 ensures that arborescence

without failure will be used otherwise. Therefore DPL-ALGO will always

deliver the packet to the destination. As for number of copies of a packet,

they can be counted trivially.

In contrast to the BSC and HDR forwarding techniques, in DPL-ALGO

each vertex is forced to start routing packets on the same initial arbores-

cence T1. This approach has one main drawback: even in the absence

of link failures, routing is constrained along an arborescence, which may

not even be a shortest path arborescence. We solve this issue by adding

a counter with log(s)� bits in the packet header. We initially set the

counter to 0 and we increase it every time a packet hits a failed edge. If

the counter is smaller than s, we apply step 5 from Alg. 5, otherwise, if

the counter is equal to s, we apply step 7. We do not use the counter when
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we route along any arborescence Ti, with i > s. Evaluating this version

of the algorithm in Section 3.2.6, we show that it achieves high resiliency

with very limited stretch. We call this algorithm DPL-LOG-K-BITS.

3.2.5 Randomized Routing

In this section we provide our results on resiliency of a randomized rout-

ing tables (RND). We show how randomness can be used to achieve k−1 re-

silient routing in k-connected networks while significantly outperforming

random walks in terms of number of traversed nodes. The randomized

protocol that we present provides bound on the expected delivery time

that gracefully grows with the number of actual link failures.

Our randomized routing functions provide delivery in case of any k − 1

link failures for any k-connected graph. We achieve that by leveraging

the same decomposition of k-connected graphs into k arc-disjoint span-

ning arborescences T as in previous sections. We also provide a bound on

the expected number of hops that our algorithm performs, which is O(Hk)

for any k − 1 failures and O(H) for αk failures, where H is the length of

the longest branch of any arborescence of T and α < 1 is a constant. Fur-

thermore, our routing functions are deterministic as long as the routing

does not encounter any failure. Hence, packets belonging to the same log-

ical connection are routed along the same path, minimizing reordering

complexity at the receiver side.

Algorithm 6 Definition of BOUNCED-RAND-ALGO.
Require: T = {T1, . . . , Tk}

1: T ← an arborescence from T sampled uniformly at random (u.a.r.)

2: while d is not reached do

3: Route along T

4: if a failed edge is hit then

5: With probability q, replace T by an arborescence from T sampled

u.a.r.

6: Otherwise, bounce the failed edge and update T correspondingly

7: end if

8: end while

The analysis of this algorithm relies on the notion of good arborescences

from section 3.2.1. Assume that we, magically, know whether the arbores-

cence we are routing along is a good one or not. Then, on a failed edge

we could bounce if the arborescence is good, or switch to the next arbores-
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cence otherwise. And, we would not even need any randomness. However,

we do not really know whether an arborescence is good or not since we do

not know which edges will fail. To alleviate this lack of information we use

a random guess. So, each time we hit a failed edge we take a guess that

the arborescence is good, where the parameter q estimates this likelihood.

Notice that BOUNCED-RAND-ALGO implements exactly this approach. As

an example, consider Fig. 3.7. If a packet originated at a is first routed

through Red and the corresponding outgoing edge {a, c} is failed, then the

packet is forwarded with probability q to Blue or Green chosen u.a.r., and

with probability 1 − q it is bounced to Green, which shares the outgoing

failed edge {a, c} with Red. By the following lemma we show that this

approach leads to (k − 1)-resilient routing (see Publication III for proof).

Lemma 13 BOUNCED-RAND-ALGO produces a set of (k−1)-resilient rout-

ing functions.

The following theorem states our result on expected delivery times. It

can be achieved by carefully analyzing upper bounds on the expected

number of switches when routing on good and bad arborescence. For de-

tails refer to Publication III.

Theorem 14 BOUNCED-RAND-ALGO makes O
(

k
k−f

)
switches between

arborescences in expectation, where f the number of failed edges. The

algorithm uses randomization only when it encounters a failed edge. In

particular, if f = 0, the algorithm is deterministic.

From that trivially follows, that expected number of hops in BOUNCED-

RAND-ALGO is O
(

k
k−fH

)
, where H is the length of a longest path of any

arborescence of T . Also, the expected number of hops is O(H) if f ≤ αk

where α < 1 is a constant.

Note that step 6 is crucial for achieving that bound. The naive algorithm

which does not bounce at all has Ω(k2) expected switches in general. In

Publication III we provide an example of a k-connected graph for which

this bound is achieved.

3.2.6 Experimental Evaluation

We experimentally evaluate the four proposed schemes both in terms of

resiliency and in terms of path lengths (stretch). Our main conclusions

are that (1) our positive results for basic failover technique (which does

not involve marking packets) come with an average stretch of only 10%,
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Figure 3.10. 4-connected graph with
3 link failures.
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Figure 3.11. 4-connected graph with
1 link failure.

 0

 0.2

 0.4

 0.6

 0.8

 1

 0.5  0.75  1  1.25  1.5

CD
F

Path stretch

HDR-log-K-bits
HDR-3-bits

DPL-log-K-bits
BSC-Algo

Bounced-Random-Algo

Figure 3.12. 4-connected graph with
2 link failures.
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Figure 3.13. 4-connected graph with
3 link failures.
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Figure 3.14. 8-connected graph with
4 link failures.
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Figure 3.15. 8-connected graph with
7 link failures.

and (2) for any k-connected network, we show that the ability to rewrite

only log k� bits is sufficient to be resilient against k− 1 link failures with

only small stretch compared to the technique that uses k bits. Hence, a

high level of resiliency is achievable with little/no packet rewriting of bits

in the packet header and without the overheads associated with packet

duplication.

First, we assess the effectiveness of the BSC-ALGO, which is based on

a circular-arborescence forwarding function. Recall that BSC-ALGO is

based on a special construction of a set of arc-disjoint arborescences. We

show that an arbitrary set of arbitrary arc-disjoint arborescences would

very likely be prone to forwarding loops.

Arbitrary arc-disjoint arborescences are not 3-resilient. We ex-
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perimentally quantify the amount of routers that are no longer able to

send packets to a destination vertex when circular-arborescence is used

on an arbitrary set of arc-disjoint arborescences, Fig. 3.10. We generate

1000 different 4-connected random networks with sizes ranging from 10

to 40 vertices. For each network with N routers, we consider 320 ·N ran-

dom 3-link failures scenarios. We then count the number of routers that

are no longer able to reach the destination router (i.e., are trapped in a

forwarding loop) in at least one failure scenario. As shown in Fig. 3.10,

roughly 65% of the routers lost connectivity to the destination vertex in at

least one failure scenario. We point out that we are only providing a lower

bound as an exploration of all possible 3-link failures in large networks is

computationally unfeasible. In contrast, our construction of arc-disjoint

arborescences described in Lemma 5 guarantees that no pair of vertices

is disconnected in any 4-connected network for any 3-link failures.

Path stretch in the absence of failures. In [21] it was shown that arc-

disjoint arborescences have limited stretch with respect to the shortest

paths in the absence of link failures. The authors also observe that, if

the packet header marking is allowed by the forwarding function, a single

extra bit can be used to switch to failover routing only when a packet hits

a failed link. Otherwise, a packet is forwarded according to any arbitrary

scheme defined by a network operator (e.g., shortest paths). We omit the

results for the path stretch in the absence of failures as they are similar

to the ones already obtained in [21].

Little/no bit rewriting in packet header is sufficient for high re-

siliency and low stretches. We use as a point of reference for our eval-

uation the algorithm presented in [21], which uses k bits in the packet

header. We define the stretch of a routing function R as the ratio between

the number of links traversed by algorithm and the number of links tra-

versed by the algorithm in [21]. We generated 1000 different 4-connected

random networks with 100 routers. For each network we look at 3200 ran-

dom link failures scenarios. In Fig. 3.11, Fig. 3.12, and Fig. 3.13, we show

the cumulative distribution function of the path stretch from each source

vertex to a specific destination using our four 3-resilient algorithms, i.e.,

BSC-ALGO, which routes packets based on a circular-arborescence for-

warding function, HDR-LOG-K-BITS, which rewrites log(k) bits in the

packet header, HDR-3-BITS, which rewrites only 3 bits in the packet

header, and DPL-LOG-K-BITS, which rewrites log(k) bits in the packet

header and possibly creates duplicates of a packet, for 1, 2, and 3 link
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failures. We stress the fact that in all the depicted graphs, we only com-

pute the stretch for those packets that actually hit at least one failed

link. We first observe that no rewriting of bits in the packet header (i.e.,

BSC-ALGO) leads to surprisingly limited average stretch, i.e., 90% of the

packets have stretch smaller than 1.2. While BOUNCED-RAND-ALGO per-

forms similarly to the deterministic scheme with no packet-header rewrit-

ing, HDR-LOG-K-BITS reduces the average stretch to roughly 1.1. Not

surprisingly, DPL-LOG-K-BITS can reduce stretch much further than our

comparison algorithm as it can explore different paths in the network at

the same time2. Finally, we observe that the path stretch in HDR-3-BITS

is unacceptable when compared to the other approaches. The main rea-

son is that packets are not directly routed through the destination vertex

along an arborescence (see Sect. 3.2.4). We finally compare in Fig. 3.14

and Fig. 3.15 the performance of the three other (k − 1)-resilient algo-

rithms on 8-connected networks. We observe a similar trend to the one

observed for 4-connected networks.

3.3 Open Research Questions and Future Work

After presenting main results of our publications we now discuss the pos-

sible directions of future work.

In Publication I we presented a scalable multicast routing. However,

the presented algorithm does not achieve the theoretical minimal amount

of network load. A further improvement of the presented algorithm is

required. Furthermore, additional understanding of how the proposed

method can be integrated in the existing Internet infrastructure is very

important. Real implementation in software defined networking and large

scale testbeds for proposed algorithms could advance practical use of our

research. Furthermore, topic of scalable multicast is not closed by our re-

search: investigation of applicability of another probabilistic data struc-

tures in that scenario in an interesting research topic. A possible future

research may consider a limited usage of stateful devices in the network

as an alternative to fully stateless multicast which could combine advan-

tages of both stateless and stateful approaches.

In Publication II, Publication III and Publication IV we researched re-

siliency capabilities of a static routing under different circumstances. De-

2The stretch of DPL-LOG-K-BITS is computed on the first copy of a packet that
reaches the destination.
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spite broad theoretical research we have merely scratched the surface of

the topic. Regardless of our efforts we still could not prove Conjecture 2.

A proof of this conjecture is the main open research question for future

work. Furthermore, fast and practical algorithms to construct efficient re-

silient routing schemes presented in our work are an interesting research

topic. Finally, practical implementation of presented routing primitives in

hardware is further required. We have connected a possible resiliency of

a static routing scheme to the graph connectivity property of a network.

Therefore study on graph connectivity properties of existing networks is

of utmost importance. Furthermore, efficient methods to increase con-

nectivity of networks is an interesting research topic. Finally, we have

considered only link failures. Thus, future research could investigate how

our approach generalizes for node failures.
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In this thesis we investigated the capabilities of static routing. We focused

on scalability and resiliency properties.

In Publication I we have shown that static routing is a viable approach

where scalability is a concern, and we did this by presenting a scalable

multicast method. Our stateless approach uses a probabilistic data struc-

ture to encode paths to the destination in the packet header. This elimi-

nates memory concerns for routers but introduces a problem of redundant

traffic. To address this issue, we presented several algorithms of parti-

tioning destinations in groups which could be encoded in a single packet.

Our simulations on a realistic topology have shown that the proposed

method is efficient for a large-scale Internet-wide networks. Therefore,

the proposed multicast routing algorithm has a high practical value.

In Publication II–IV we demonstrated that, despite being the simplest

class of routing, static routing is surprisingly resilient to failures. We con-

sidered several different models of static routing and investigated possible

levels of resiliency according to the connectivity properties of networks.

In Publication II we formally stated the resiliency problem and pre-

sented a theoretical study of it. This paper focuses on a packet header

rewriting approach among other things. We presented several routing

algorithms which are resilient up-to 4 simultaneous link failures if no

header rewriting is allowed. Then, we presented a routing algorithm

which, using only 3 bits in header, could tolerate up to k − 1 link fail-

ures in k-connected networks. However, this routing results in too much

of a path stretch. Another proposed algorithm, while utilizing slightly

more bits in the packet header achieves the same level of resiliency but

significantly improves the path stretch. We think that this algorithm is of

a high practical value.

Then in Publication III we focused on a randomized approach and proved
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the important properties of an underlying structure of arc-disjoint ar-

borescences in k-connected graphs. Then we presented a probabilistic

fault-tolerant routing, which is fundamentally better than the naive prob-

abilistic approach.

Finally, in Publication IV we combined the results of previous papers

and presented all required proofs for our results. We have proved re-

siliency levels of proposed routing algorithms both theoretically and by

using simulations.

Thus, in this thesis we demonstrated, that static routing is very robust

and may be used even in extreme scenarios where high scalability or fault

tolerance is required.
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