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operating expenditures and avoid over-provisioning as a measure to offer adequate
quality of service during high-demand periods. NFV would allow on-demand scaling
of virtualized network functions whenever there is a need to support higher loads
during increased user activity. Additionally faster deployment and time-to-market is
expected to pave way for new short-lived services that would allow mobile operators
to positively influence the revenue streams.
The transition to NFV is a challenging process due to stringent performance
requirements of mobile networks. To know when exactly to scale virtual network
functions, their performance needs to be closely monitored in near real-time and any
deviations must be reacted upon. As a result a large virtualized mobile network can
potentially generate vast amount of raw monitoring data that must be efficiently
transferred and processed. This thesis explores the opportunities provided by
virtual networking and open-source streaming applications to dynamically route
vast amount of monitoring data in cloud environments.
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Mobiilioperaattorit ovat alkaneet osoittaa enenevää kiinnostusta pilvimallin hyödyntämiseen ääni- ja datapalveluissa. Tästä on syntynyt verkkokomponenttien virtualisointi (NFV) -konsepti, jonka tarkoituksena on irrottaa verkkokomponenttien
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Chapter 1
Introduction
1.1

Motivation

The telecommunication operators have seen the saturation of the market for the past
decade leading to the pricing being the only competition strategy [4]. This has led
to the decline of average revenue per user (ARPU). Moreover, the market growth
is nearing zero per cent in the developed countries, following by lower single-digit
growth in the developing world as the penetration of mobile services approaches
100% [4]. The investments required to keep up the mobile network operators (MNOs)
with the fast pace of innovation contribute to the thinning profit margins as new
wireless standards are being implemented and deployed.
As the range of the provided services and deployed telecommunication standards
grows, the networks of mobile operators become more saturated with an increasing
amount of proprietary hardware to support not only the most recent fourth generation
of wireless mobile telecommunications technology, but also the earlier generations.
Apart from the initial investments that drive capital expenditures (CAPEX) of the
operators up, the hardware also requires continuous maintenance and integration
with already existing systems, which causes the operating expenditures (OPEX) of a
mobile operator to grow as well. However, with constantly shortening life-cycles of
services and the declining ARPU values these investments tend to yield little or no
profit.
In its fight with the declining profits the telecommunication industry has been
looking for new opportunities to introduce new profitable services such as connectivity
for the Internet of Things (IoT) devices [53]. The industry has also been seeking for
means to reduce the total cost of ownership of the infrastructure that mobile operators
are required to deploy to offer mobile services to their customers. The infrastructure
consists of many separate standardized components, or network functions, each
responsible for a specific task.
Apart from its costly maintenance and the long cycle of deployment, the hardware
of the telecommunication networks has been inherently rigid and not scalable in the
times of increased load on the network. Therefore the operators have been forced
to provision additional resources to deal with the peak demand. However, these
resources remain underutilized most of the time resulting in wasted investments[52].
1
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The growing amount of operators are getting interested in cloud computing as a way
to speed up the deployment cycle of new network functions, monetize on short-lived
services and introduce scalability to their infrastructure. With the development
of cloud platforms and the increased performance of the commercial off-the-shelf
(COTS) hardware it has become very lucrative for the operators to decouple their
network functions from the proprietary hardware and run them as a software in the
cloud. This has led to the concept of network function virtualization (NFV). [26]

1.2

Network function virtualization

Network function virtualization emerged as a result of the effort of initially seven
mobile operators joined together under European Telecommunication Standards
Institute (ETSI). The main goal of NFV is to provide operators with the independence
from proprietary hardware by running various network functions such as firewalls,
routers or Evolved Packet Core (EPC) components as applications inside virtual
machines [41]. This approach leads to a great number of benefits. First of all,
running the network functions as virtual appliances allows real-time scaling based
on the load. This enables the consolidation of both hardware and the wide range
of skills of employees required to run the complex infrastructure. It also helps to
avoid over-provisioning of resources by running the network functions only when
they are being used and are generating profit [41]. Another great advantage of
NFV is much faster time-to-market that is achieved as the result of eliminating the
need for physical installation and maintenance of intricate and specific purpose-built
hardware. By decreasing time-to-market the operators are expected to quickly deploy
new short-lived services that cannot be rolled out in adequate time using traditional
approach. This service innovation is seen as one potential opportunity to positively
influence the grow of profits.
However, despite the promising advantages and benefits that NFV has to offer,
there is number of challenges that have to be addressed. The white paper published
by ETSI lists a few of them, but the main umbrella requirement can be formulated
as follows: the quality of any given service must not deteriorate as the result of the
transition to NFV. For example some of the components of the mobile core network
have strict constrains regarding up-time, latency and throughput, hence enough
resources need to be provisioned to meet these requirements but not more to achieve
cost efficiency at the same time.
In the environment where the load can peak in an instant, the scaling of virtual
appliances can only solve the problem if performed precisely when it is required, new
instances of network functions must be created in a highly automated fashion to
provision additional capacity to the network. Therefore automation is paramount to
the success of NFV.
The failures are expected in a distributed system, moreover physical COTS
hardware will break and fail. The recovery procedures are therefore also to be
automated and become an integral part of NFV ecosystem. However, automated
scaling and healing cannot happen without a full understanding of the current state
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of a system. For this information to be available, all running virtual appliances need
to be constantly monitored in real-time and anomalies in their performance must be
detected and acted upon.

1.3

VNF monitoring

System monitoring has been an integral part of many distributed system for a
long time. The main goal of system monitoring is the detection of faults and
discovery of bottlenecks of the system under observation. In traditional distributed
systems the monitored nodes usually report their performance statistics and send
fault notifications to a remote server with a known IP address. Many applications
exist to gather system level metrics such as CPU utilization and memory usage as
well as poll widely used databases and various back-end software for application
specific KPIs with the intention of sending the obtained data across the network to
the central monitoring server. The frequency with which metrics are reported varies
case by case, but typically ranges from once per ten seconds to once per minute.
However, when the transition is made towards virtualized network functions
that comprise an EPC core network, a number of problems regarding the system
monitoring appear. First, the availability requirements for EPC network functions
are very strict and can be limited to a few minutes of downtime per year[26],therefore
in order to catch potential faults and to scale overloaded nodes, monitoring needs
to be real-time [52]. Second, many nodes reporting raw metrics in real-time might
result in large volumes of data that cannot be handled by only one machine, but
rather needs to be aggregated and preprocessed by several layers of intermediate
nodes[8].
As the amount of VMs involved in the delivery and processing of monitoring
data increases, the total configuration required to setup the connections between
the nodes grows exponentially. This is further complicated by the fact that when
virtual machines fail they are discarded and re-instantiated with a new IP address.
The manual configuration of the endpoints that receive and handle monitoring data
becomes infeasible in this scenario and therefore a mechanism for delivery of such
real-time data is needed.

1.4

Research goals

Despite being a vital prerequisite for the success of automatic on-demand scaling it
is believed that the monitoring of virtual resources in NFV deployments must be
ubiquitous, yet remain unobtrusive. It should not require the component vendors to
spend significant effort implementing their own metrics reporting mechanism with
numerous possible environments and configurations in mind. Therefore, to draw a
clear line between the responsibilities of VNF vendors and the monitoring services
provided by NFV infrastructure we divide the monitoring process into three parts.
First is the collection of system and application performance metrics that is done
within a single virtual machine and therefore is the responsibility of the VNF vendor.
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Second part is the transmission of the collected metrics over virtual infrastructure in
the most efficient way to a place where they can be refined and analyzed. Finally, in
the last step the metrics are aggregated and analyzed producing possible actionable
notifications.
In the context of this thesis we focus on the efficient delivery of performance
metrics and Key Performance Indicators (KPIs) in a dynamic environment where
networking and computation are virtualized. In order to research the presented topic
we define the following goals for this thesis:
• Install two independent OpenStack installations to imitate a distributed cloud
deployment for a virtualized mobile core network and use them as a test bed.
• Perform the scaling of a virtual tenant network to seamlessly span both installations in order to use the network to gather monitoring data from virtual
machines running in both OpenStack clouds in centralized manner.
• Design and implement a prototype to facilitate the efficient transmission of
monitoring data from virtual network functions with automatic reconfiguration.
• Benchmark and assess the suitability of the produced prototype for real world
deployments of virtualized mobile core network components in a single cloud
and multi-cloud environments.

1.5

Structure of thesis

The rest of this thesis is structured as follows. The second chapter gives a detailed
description of the mobile core network architecture and how it is predicted to benefit
from virtualization, the relevant open source technologies that enable virtualization
of computation and networking as well as streaming technologies and related work
in the system monitoring for NFV deployments.
The third chapter defines system requirements for the prototype that allows
to transfer performance metrics from monitored instances to the potential data
aggregation and analytics solutions. After the requirements have been defined we
cover the design and implementation details of the prototype that has been produced
for this thesis and is expected to fulfil the aforementioned requirements.
The fourth chapter focuses on the hardware and software configuration of the test
bed that we used to run benchmark tests to assess the performance of the prototype.
In addition to the configuration overview the chapter gives full description of test
arrangements and elaborates how the performance measurements are obtained.
The fifth chapter is primarily focused on presenting the results of the prototype
performance that have been obtained under different conditions and configurations. In
the sixth chapter we discuss the obtained results and how they reflect the requirements
we define in the third chapter and propose potential future improvements. Finally,
the seventh chapter concludes this paper.

Chapter 2
Background
In this chapter we provide an overview of cloud computing as a delivery platform and
NFV as a cloud computing application with its one of the most prominent uses cases,
namely the virtualization of mobile networks and give a rationale behind the need
for system monitoring in NFV deployments. We cover the most relevant technologies
and discuss the related work that is focused on providing monitoring services in
cloud.
First, we introduce the concept of virtualization and its benefits. Second, we
explain the general cloud computing as a paradigm and how it makes use of virtualization at large scale to maximize the benefits. Third, we cover the latest standards
of the telecommunication technology and its core network architecture. Fourth, we
open up the specification of NFV management and orchestration (NFV-MANO)
sketched out by European Telecommunications Standards Institute. Fifth, we describe existing state-of-the-art cloud technologies for deploying NFV solutions as
well as the technologies that are directly used in our prototype. Finally, we cover the
current research and industry effort that are focused on system monitoring in NFV
deployments.

2.1

Virtualization

Virtualization is the process of creating a virtual version of a resource that is logically
decoupled from a physical resource that provides it. The notion of virtualization
appeared for the first time when a physical computing hardware needed to be provided
to several users with the level of isolation that gave them the feel of undivided access
to the physical hardware. Even since the virtualization of hardware became a
prominent topic within IT industry, as it was shown that it helps to utilize physical
hardware more efficiently and avoid the waste of resources. The most common use
case for virtualization is the virtualization of a traditional server on top of COTS
hardware, where a virtual machine, or guest, is created and run on top of a host i.e.
a physical server that includes CPU, memory, and storage. Multiple virtual machines
consume a fraction of physical resources with a varying demand, so that together
they keep the utilization rate of physical CPU, memory and storage at their highest
at all times.
5
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Apart from the optimization of physical resource utilization rate, virtualization
brings an additional flexibility, too. When resources are virtualized their state can
be saved to a persistent storage and backed up, they can be moved across networks
and run on different hardware avoiding vendor lock-in. To achieve these benefits an
additional layer of software called hypervisor is used. Hypervisor aims to provide
management of virtual machines, provisioning of hardware resources while maintaining
an adequate level of isolation for VMs so that the running virtual machines could
not access or intervene in any way with the operation of each other or the underlying
physical machine. Initially hypervisors did this all by themselves, but as the role of
virtualization grew, hardware manufacturers added different virtualization support
functions to their products making it easier and faster to handle the aforementioned
duties.
Different hypervisors can be run directly on the hardware without any operating
system (type 1 hypervisors) or as an application within a conventional operating
system (type 2 hypervisors). In addition to that virtualization comes in three different
flavors: full, partial and paravirtualization.
The first type – full virtualization – implies that all devices used by a guest
virtual machine are virtualized in hypervisor software allowing the guest operating
system be totally unaware of virtualization. The second type, as the name suggests,
virtualizes only part of the physical hardware and the rest is accessed directly
making a guest application aware of virtualization, a typical example is address space
virtualization offered by modern operating systems. Finally, in paravirtualization’s
case a hypervisor does not simulate all of the hardware resources just as in partial
virtualization scenario, but instead of forcing a guest to make direct calls to the
hardware it provides an API that forwards hardware calls made from a guest machine
to the actual physical hardware. Paravirtualization offers faster operation compared
to full virtualization by delegating the processing of the hardware calls to the actual
hardware, but requires additional changes to the guest operating system and the
device drivers it loads.

2.2

Cloud computing

Cloud computing is a modern paradigm of provisioning computational, networking
and storage services in on-demand fashion from a pool of shared physical resources by
heavily relying on virtualization. Cloud computing has evolved as a response to the
need for consolidation of physical resources and maintenance work to a single location,
optimization of electricity usage, and the decrease of initial hardware investments as
well as the time it takes to provision the aforementioned services.
The attractiveness of cloud computing lies in the decoupling of provided computing
services from the physical hardware thanks to virtualization. Therefore, the total
capacity of a cloud can be expanded by adding more general purpose physical hardware
regardless of the eventual goal that virtual machines are used to achieve. Moreover,
the flexibility offered by virtualization allows to move VMs around a data center
in case of occasional failures or scheduled maintenance of physical hardware, which
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results in better fault-tolerance of virtual servers and increased up-time. Virtual
machines themselves can be scaled easily in a matter of seconds in response to
increased loads.
The cloud services come on different abstraction levels, the most typical three are
Software-as-a-Service (SaaS), Platform-as-a-Service (PaaS) and Infrastructure-as-aService (IaaS). In the first type some software functionality is provided usually as a
web service and the customers are charge on monthly basis. From a customer point
of view this type of cloud service is the simplest, but it restricts user to a specific
set of features. Platform-as-a-Service lies on a lower abstraction level, where users
are provided with a predefined platform with a limited set of APIs that is used to
deploy their own services. PaaS offers more flexibility in terms of what users can
do, but at the same time requires additional skills and knowledge from the users to
use the offered platform. Those who need more freedom or the access to the actual
virtual machines and networks, are offered IaaS. This is the lowest abstraction level
that cloud providers offer and the users are expected to instantiate virtual machines,
install necessary software and take care of scaling all by themselves.
The National Institute of Standards and Technology (NIST) defines four delivery
models of cloud computing[34]:
• Private cloud is the case of providing cloud infrastructure (physical hardware,
networks, storage, etc.) that is accessed by a single organization and not available
to the general public. The organization is usually the one who is responsible
for buying, installing and maintaining the hardware. In this case the initial
investments are not much different compared to a traditional approach of buying
server hardware. However, other benefits offered by cloud computing are still
there. In many cases private clouds are used to offer Infrastructure-as-a-Service
to their users.
• Public cloud is a cloud that is available to the general public and provides
services to multiple clients. Public cloud service are usually commercial deployments that charge their customers depending on how much virtual resources
they have consumed in a period of time. This model represents a true cloud
in a sense that it offers all the benefits cloud computing has to offer including
low initial investments, because running small instances of virtual machines
usually does not cost much and the instances become available for use in a
matter of a few seconds. The security aspect becomes a critical issues when
public cloud is considered; the users can not make any assumptions with whom
they are sharing physical hardware at any given moment and cloud provider
must ensure that they are not affected by actions of other tenants.
• Hybrid cloud is a combination of a private cloud and a public cloud. Organizations that run private clouds might experience a shortage of computing power
during periods of high demand, but instead of investing into more hardware
to expand their cloud installation, some organizations chose to borrow additional resources from a public cloud provider for these short period of increased
demand. It has been shown that with an additional level of state-of-the-art
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scheduling algorithms it is possible to increase cost-efficiency with hybrid cloud
approach while maintaining an adequate quality of service for the cloud users
[7, 55]. However, the security and privacy are to be considered when offloading
computation to the public cloud, depending on regulatory and internal policies not all data can be transferred to a public cloud, which adds additional
complexity to the decision making.
• Community cloud is similar to private cloud, but instead one organization who
maintains the infrastructure, several organizations with similar policies and
interests share the infrastructure and invest into hardware. One example of
such case could be various government departments who need to have access
to the same data could participate in a community cloud.

2.3

Mobile networks

In the early days of wireless telecommunications primary focus of mobile operators
was on circuit switched voice services. However, with the development of more capable
mobile devices and rapid expansion of the Internet, it became evident that mobile
data services are experiencing an increasing market pull. In the second generation
networks the support for packet data was added on top of existing infrastructure as
an extension to fulfill the needs of the subscribers. The solution was not perfect and
eventually it caused the leading mobile communications vendors and operators to
form the Third Generation Partnership Project (3GPP) whose task was to develop an
international standard for the third generation (3G) of telecommunication networks.
The focus switched to packet data services with an increased transmission rates
available to the end-users. The work continued and 3GPP released the specification
for the fourth generation (4G) networks also known as Long Term Evolution (LTE)
with higher data transmission rates and streamlined architecture.
At the highest level the infrastructure of a mobile operator consists of Radio
Access Network (RAN) and a core network. Radio access network includes various
radio equipment and is responsible for the wireless data transmission between user
equipment (UE) i.e. a mobile phone and operator’s network. The core network
maintains the personal information of subscribers, authorizes calls and forwards user’s
packet data to and from the Internet, it enforces operator defined policies on per
user basis, generates bills etc. With each successive iteration of telecommunication
standards radio technology, core network architecture, and network functions are
improved to meet new requirements. For example Universal Terrestrial Radio Access
Network (UTRAN) and Evolved Universal Terrestrial Radio Access Network (EUTRAN) are both radio access technologies developed as part of the third and fourth
generations of telecommunication networks respectively to offer increasingly higher
data rates at lower cost.
Figure 2.1 depicts the high level architecture of mobile network and its main
domains as well as the relationships between them.
As can be seen from the figure, RAN does not consist of one single technology,
but rather many technologies deployed at different times co-exit to provide backwards
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Figure 2.1: 3GPP architecture domains with radio access network types on the left
[40]
compatibility for older and newer devices that are in use. The core network is divided
to circuit core, packet core and IP Multimedia Subsystem (IMS) domains. According
to Olsson et al. [40] user management is not a domain of and in itself, instead
user management related functions are found from all other domains. It is however
marked as a separate entity in the figure for visibility.
The first two domains are straightforward and easy to comprehend. Circuit core
domain is one of the oldest parts and is responsible for providing voice services within
the mobile network and also for connecting UEs to the external circuit-switched
networks such as Public Switched Telephone Network (PSTN). Packet core domain
became an important part of mobile networks when the industry responded to the
need of the mobile subscribers to provide packet switched services such as mobile
Internet.
Finally, there is IP multimedia subsystem which was designed to merge circuitswitched and packet-switched services together. Camarillo et al. [11] clarify what it
means in practice. The first goal of IMS is to provide Quality of Service (QoS) for
streaming services offered over packet-switched network. The need for QoS stems
from the fact that IP protocol is best-effort by definition, meaning that the quality
of data transmission may vary over time leading to the deterioration of multimedia
streaming services such as conference or video calls. By enforcing QoS policies IMS
tries to alleviate the impact of using best-effort transmission and offer a predictable
quality of service over packet-switched channels. Another reason why IMS exist in
core network is a need to implement an adequate charging based on multimedia
sessions of a subscriber, for example high definition video calls imply larger resource
usage and mobile operators naturally want to charge more for such services.
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2.3.1

Evolved Packet Core

With the increased demand for packed switched services the main focus switched from
circuit to packet core domain of the mobile network. This has led to the increased
deployment of traditional IP-network techniques in mobile core network. The packet
core of the third generation network was improved and optimized by 3GPP as a
part of the standardization of the fourth generation networks and became known as
Evolved Packet Core.
Evolved Packet Core is the crucial part of the fourth generation telecommunication networks that was designed with broadband services and simplified architecture
in mind. It is capable of utilizing wide spectrum of radio access networks including EUTRAN and earlier technologies standardized by 3GPP (GSM/GPRS/WCDMA/HSPA)
as well as non-3GPP radio access networks (e.g. WiFi or WiMAX). Furthermore, 4G
was standardized as an all-IP telecommunication network, meaning that everything
including traditional voice services are provided over packet-switched channels, hence
E-UTRAN is not connected to the circuit core anymore as seen from figure 2.1. The
fact that all services rely on packet core puts even more emphasis on the importance
of EPC.
Figure 2.2 displays the bare minimum EPC deployment and its components to
provide the most basic IP connectivity over LTE. It has been designed to include
fewer components that forward user traffic to reduce the perceived latencies, support
large amounts of connected devices and provide mobile broadband services. Another
design principle of EPC architecture is decoupling of physical links that carry user
traffic and internal signaling traffic. Below we list and describe the network functions
presented on figure 2.2. The list is however by no means exhaustive, and for more
information one should refer to the official architecture specification [19].
• Evolved NodeB (eNB). In LTE access network eNB is the physical base station
responsible for accepting wireless device connections and relaying user traffic
from and to the core network.
• Mobility Management Entity (MME). All eNBs are connected to at least one
Mobility Management Entity, whose task is to handle all LTE-related control
including user device mobility management and attaching to the radio access
network.
• Home Subscriber Server (HSS). The MME relies on subscriber information
to handle terminal attachments to E-UTRAN. This is why MME maintains
an active connection to Home Subscriber Server that stores credentials for
authentication and authorization of a subscriber, keeps track of associated
services, location information, etc.
• Serving Gateway (SGW). The Serving gateway network function terminates an
interface towards eNB. Among other responsibilities it handles the handovers
between the neighboring eNBs or between E-UTRAN and other 3GPP radio
access technologies. It also buffers user data in times when a UE is in idle
state.
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• Packet Data Network Gateway (PGW). PDN Gateway resides on the border
between core network and the external packet networks. It provides connectivity
from mobile devices to external networks and offers policy enforcement and
charging capabilities as well as per-user packet filtering. PGW is also responsible
for address allocation for the attached mobile devices.

Figure 2.2: Minimal EPC architecture, solid lines - user traffic, dashed lines - signaling
traffic [40]
Apart from network functions and their responsibilities 3GPP also standardizes the
interfaces that these functions maintains towards each other and external components
as well as the protocols that are employed to transfer data over the interfaces and
run on top of IP stack. The interfaces that are part of 3GPP standards usually have
unique short names that consist of a couple characters and numbers. The interfaces
specified for the minimal EPC deployment outlined in figure 2.2 include S1-C, S1-U,
X2, S11, S5 and S6:
• The S1-C is a control plane interface that carries signaling traffic between
MME and eNB. S1-C utilizes Stream Control Transport Protocol (SCTP)[51]
which is similar to traditional TCP and offers guaranteed delivery of signaling
messages between MME and eNB.
• The S1-U interface is a user plane interface that serves as a link between eNB
and SGW. The data is tunneled over GPRS Tunneling Protocol (GTP) that
uses UDP as the transport layer protocol underneath.
• The X2 (not seen on figure 2.2) is an interface that provides provide connectivity between eNBs. X2 utilizes SCTP as transport layer protocol and is
used to exchange traffic load information and coordinate handovers between
neighbouring eNBs.
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• The S11 interface is a reference point between MME and SGW. The interface
utilizes GTP-C over UDP to carry signaling messages between these network
functions.
• The S5/S8 interface provides user plane tunneling between SGW and PGW.
The interface uses GTP-C over UDP to tunnel user traffic between the network
functions. S5 and S8 are two flavours of conceptually the same interface with
the only difference; S5 is used when UE is connected to a home network and
S8 is used when UE is roaming and connected to a guest network.
• The last S6a interface is maintained between HSS and MME and runs Diameter
protocol [9] on top of SCTP to provide the delivery of authentication and
authorization information from HSS in order for MME to setup tunnels needed
for providing connectivity to UE.

2.3.2

NFV management and orchestration

Network functions used by mobile operators to provide telecommunication services
have long been tightly coupled to the hardware and infrastructure on top of which
they operate. During the last couple of years a trend to decouple network functions
from the physical hardware took place. Virtualization technologies enable such a
transition, in which case virtualized network functions are run inside virtual machines
on top of existing cloud infrastructure in the data centers owned by a mobile operator.
Multiple VNFs are chained together to provision a Network Service (NS) to the end
customers. The relationships and interconnections of network functions are described
by a VNF Forwarding Graph (VNFFG). Two or more virtual network functions in a
network service are interconnected via a set of Virtual Links (VLs).
With the emerging of the new concept of virtualizing the existing network functions
arose the need for handling the related entities that never existed before such as
virtual network functions, forwarding graphs, virtual links, etc. This and also the need
for provisioning and running VNFs on top a virtualization layer as well as handling
the automatic on-demand scaling of virtual resources have led to a requirement for
new management and orchestration mechanism. As a result, NFV working group was
formed under ETSI to define a set of specifications of a new NFV management and
orchestration (NFV-MANO) architecture and document the relationships between
various components.
Figure 2.3 outlines the main parts of NFV architecture as defined by ETSI.
• Network Function Virtualization Infrastructure (NFVI). NFVI is the solid
foundation on which NFV operates. It consists of physical computation, storage
and networking resources along with the virtualization platform that is running
on top.
• NFV Management and Orchestration (NFV-MANO). The role of NFV management and orchestration mechanism is to deploy VNF instances and connect
them into network services. It does so by interfacing with NFVI via its Virtual Infrastructure Manager and issuing appropriate commands to spawn and
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Figure 2.3: ETSI NFV management and orchestration [18]
configure net virtual machines running the actual logic of network functions.
NFV-MANO is also responsible for scaling VNFs. The decision to scale a
certain virtual machine might be coming from VNF instance itself, triggered
manually by a network operator or it can be sent by the orchestrator itself as a
result of detecting the need for scaling by observing the performance of active
VNFs [17].
• Service, VNF and Infrastructure Description. The service and VNF descriptors
capture high level specifications for deployment and operational behavior of
VNFs and services. The NFV-MANO uses them as a template to instantiate
virtual machines and connect them into network services. The orchestrator also
uses the descriptors to manage the lifecycles of the virtual network functions
by comparing the current performance of any given network function to a
the expected one defined in a descriptor. Should a virtual network function
be broken down to more than one virtual machine or Virtual Network Function Component (VNFC) to provide its functionality in a modular way, such
information is encoded in a VNF descriptor as well.
• Operation Support System and Business Support System (OSS/BSS). Operation
and business support systems are not directly related to nor are generally a
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part of NFV in itself, but rather are computer systems used by mobile network
operators for network management, handling the inventory of offered services
and products, providing necessary support for customers and so on. One of
the vital activities of a MNO – billing and charging based on various rules
and policies – is also a part of OSS/BSS. Because the virtualization of a
telecommunication network is one of the main use cases for NFV, as it is shown
in the next section, it has been decided by ETSI to support the interoperability
between an orchestrator and the existing OSS/BSS.
Research challenges
Regardless of promised benefits and a great support of both academic researchers and
the telecommunication industry, NFV is still a new concept. As any new technology
it has challenges that stand on the way. In this subsection we give a short overview of
the ongoing research in the directions that are deemed crucial for the success of NFV.
However, for a more in-depth analysis it is advised to turn to the cited literature.
NFV performance
According to the definition of the concept of NFV and cloud philosophy, the flexibility
is achieved by running the network functions on top of commodity hardware. This
rises a question whether the performance of virtualized network function can be
on par with the specialized proprietary hardware that has been optimized greatly
to perform a narrow set of tasks [36]. The overall uncertainty regarding potential
performance shortcoming contributes to the threshold of switching to NFV, since
no degradation of service quality is allowed as the result of this transition. Hence,
great part of the industry research is focused on measuring and comparing the
performance of virtual network functions to that of their physical counterparts. It is
becoming evident that some network functions can be virtualized easier than the
others. In their work Chin-Lin et al. [13] have demonstrated that the virtualization
of network functions in radio access network show an ideal performance. Other
network functions such as virtual Network Address Translation (vNAT) or virtual
Deep Packet Inspection (vDPI might not achieve optimal throughput on COTS
hardware without an additional hardware acceleration [24]. Due to the impact that
virtualization might have on the speed of network functions there should be ways to
manage the trade-off between flexibility and performance [36].
Energy efficiency
According to a whitepaper [45] the cost of energy required to run mobile networks
constitutes around 10% of the OPEX. Therefore, the optimization of energy usage,
as promised by NFV, is of a great interest for the operators. Simulation tools such
as G.W.A.T.T. (Global “What if” Analyzer of NeTwork Energy ConsumpTion) by
Bell Labs are being developed to predict the exact impact on energy consumption as
a result of switching to NFV. The research shows 23% reduction of the energy bill as
a result of virtualizing EPC [35]. Despite such an intensive industrial and academic
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effort, the lack of full-scale real-world NFV deployments, the produced values remain
a theoretical approximation without an empirical evidence.
Moreover, to achieve the maximum benefits NFV has to offer, the management and
orchestration part would also have to consider the optimization of energy consumption
when solving the problem of optimal VNF placement, for example by taking into
account the price of one megawatt-hour at each particular site. [36]
Resource allocation
Many benefits are promised by NFV such as optimized energy use, flexibility and
efficiency, however, it becomes more complex to find the exact piece of physical
hardware from the pool to run each virtual network function so that the mentioned
benefits are achieved and maximized. Hence, resource allocation becomes an optimization problem [36], which in some cases could be NP-hard [3]. Despite the
potential complexity the problem is being researched extensively [6, 38, 3]. It is
important to notice that the role of system monitoring becomes vital to measure in
real time if the current placement is optimal to fulfill declared service level agreements
such as latency or throughput.
Security and privacy
When it comes to the sharing of physical resources on top of which virtual machines
are run, the notion of security and privacy arises immediately. Although, it is
expected that the most vital parts that handle sensitive data (e.g. subscriber details)
of a virtualized telecommunication networks are to be executed in a private cloud, in
some cases there might be a need to offload computation power to a public cloud
[22], for example during a rapid increase in system load as a result of a natural
catastrophe with possible damage of the operator’s own data centers. Thus, hybrid
cloud architecture needs to be considered as a possible delivery model for virtualized
mobile networks. For an operator that means that security and privacy aspects
become high priority, which, despite the enormous potential of cloud computing,
rises the threshold of moving operations to the cloud [43].
ETSI has acknowledged the importance of the security part of NFV and formed a
separate work group that evaluates and analyses possible threads that are specific to
network function virtualization [39]. The analysis has produced results – a number
of potential security threats have been identified. Although, the threats are known
and have existing solutions, it is also true that implementing additional security
measure will increase the complexity and add more computational overhead to NFV
orchestration. Researchers [36] expect the amount of attacks against NFV to increase
as the number of deployments will increase in the future. Therefore, security and
privacy will remain an important part of NFV related research.
Interoperability with legacy solutions
Mobile operators might want to virtualize only part of their network functions for
different reasons. Some might want to keep their performance critical network
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functions as physical nodes, some might want to only have virtual network functions
that implement new services. Regardless of the reason the orchestration must provide
an adequate support for hybrid deployments such as described above. This might
complicate the aforementioned problems even further.

2.4

Cloudification of mobile networks

According to the forecasts made by Cisco [27] the global mobile traffic will grow eight
times between years 2015 and 2020. 98 per cent of that mobile traffic is expected
to originate from smartphones and devices capable of connecting at least to 3G
networks. This is expected to be accompanied by ever increasing machine-to-machine
traffic of IoT devices, and possible signaling between self-driving cars. Assuming that
the amount of traffic is going to change throughout the day depending on human
activities, the classical approach of network operators – overprovisioning – is not
going to be sustainable anymore in the next generation (5G) networks. Therefore it
has become obvious that adapting cloud computing model with elastic on-demand
scaling is the most feasible opportunity to accommodate great amount of mobile
traffic and rapid demand fluctuations.
In its whitepaper [41] ETSI proposes the virtualization of mobile network as
one of the main use cases for NFV. The separation of the control components in
Evolved Packet Core such as Home Subscriber Server and Mobility Management
Entity from the ones that pass user traffic (Packet Data Network Gateway and Serving
Gateway) allows them to scale independently making EPC a perfect candidate for
moving to NFV. A lot of research is done to either virtualize EPC components and
integrate them in existing network alongside with their physical counterparts [46] or
to virtualize and distribute the entire EPC architecture across several data centers
[12].
However, evolved packet core is not the only part that is considered for virtualization and cloudification. A considerable amount of research effort is focused on
virtualizing radio access network [47, 56, 21]. The cloudification of RAN suggests
the lightweight and possibly programmable radio equipment that is capable of operating at any frequency. Such radio equipment does not offer heavy signal processing
itself, instead it is connected to the virtual controllers running in the cloud that are
responsible for all required signal processing, signaling with the core network, and
handover procedures.
In this thesis we inspect the monitoring of virtual network functions the context of
virtualized evolved packet core. Therefore, we try to reflect stringent mobile network
requirements in our system requirements in section 3.1 and base our calculations on
the estimated number of virtual network functions that are part of EPC.

2.4.1

Edge computing

Big mobile operators, who provide telecommunication services to the large amount
of customers that are scattered over vast geographical areas, are worried about
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the potential drop in the performance of virtualised network functions that could
be additionally worsened by the latencies imposed by greater distances. Also the
expected exponential growth of connected devices as a result of the rapid rise of IoT
solutions is seen as one of the big problems a centralized core network such as EPC
would suffer from.
To tackle these problems mobile operators consider to distribute their core networks across several data centers and leverage the benefits of mobile edge computing
by bringing VNFs closer to the customer and therefore reducing the latencies while
serving the customers in smaller separate areas [42]. In fact, it has been shown that
it takes four data centers in order to have a fully virtualized deployment of serving
gateways and PDN gateways to provide an adequate telecommunication service to
customers on the entire area of the United States[6].
Mobile edge computing would solve the problem of running services closer to the
customer, but it brings a lot of challenges, too. First of all the EPC is a stateful
core network that has been designed in a centralized manner. Distributing EPC
components across several data centers requires a state synchronization mechanism
between the components.[12] Second, the monitoring of virtual network functions
running in different data centers becomes a problem of it own. One approach is
to let separate orchestrators manage the VNFs running in the same data centers
independently or to have a higher level orchestrator that would monitor all network
functions regardless of their point of presence. [17] In the former approach the
monitoring of virtual instances would not be any different from a single cloud
deployment. However, the latter approach requires an additional secure inter data
center connectivity to allow the transfer of monitoring data over an untrusted public
network.

2.4.2

OpenStack

The rise of cloud computing has inevitably led to the emergence of open-source
solutions. OpenStack 1 is one of the most successful and largely used cloud platforms
that provides Infrastructure-as-a-Service (IaaS) types of services in IT industry.
Although, OpenStack is not the only cloud platform of its kind, it has the largest
amount of individual contributors and surpasses by a great margin other competing
solutions such as Eucalyptus, CloudStack and OpenNebula in popularity. OpenStack
is also supported by over 200 international companies, who constantly use and
evaluate the system, and contribute to its releases. [1] With such a great exposure
and support OpenStack has been proven to perform well in large scale installations
and provides a growing number of features with its rapid six-month release cycle.
Despite its appearing as a monolithic system, OpenStack is highly modular as
it consists of multiple projects, all maintained by an open-source community and
integrated together via extensive use of well-defined application program interfaces
(APIs). Each project serves its own role and does it well. There are projects for
delivering network virtualization services, image storage, orchestration, provisioning
1

https://www.openstack.org/
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of physical resources and many more. The latest Mitaka2 release contains 29 selected
projects integrated together to provide support for cloud deployments across the
globe. With new projects being added as OpenStack matures, a few ones remain a
cornerstone of OpenStack ecosystem.
Nova project, also known as OpenStack Compute, is the brain of OpenStack cloud,
it is responsible for provisioning of physical resources and managing the life-cycle
of virtual machines [49]. It provides an API for other projects to access its services.
Although, Nova does not handle virtualization itself, it is completely hypervisorindependent and can support various virtualization technologies on the market, both
proprietary (Hyper-V, VMWare ESX) and open-source (KVM3 , QEMU4 , Xen5 ,
LXC6 , UML7 )[49, 50].
In early days of OpenStack Nova was used for providing the services for creating
and managing virtual networks. However, a separate project known as Neutron
whose sole goal is to provide virtual networking as a service has been developed.
Below is not an exhaustive list of Neutron services, for the complete list of features
refer to the official OpenStack networking guide 8 .
The connectivity between the virtual machines. To provide a fully functional
virtual machine the cloud platform must be able not only to provision access to
physical computation and storage resources, it must allow VMs to talk to each other
as if they were in the same local area network (LAN). Nova creates virtualized
Network Interface Card (vNIC) with a unique Media Control Access (MAC) address
during the creation of virtual machines and Neutron provides a virtual switching
and connectivity on the second level in OSI model [57] that allows Ethernet frames
from one VM to travel to another VM.
Tenant networks. Any OpenStack user is allowed to create his own virtual networks
and use any possible address spaces for the created networks. Neutron takes care
of isolating the traffic inside tenant networks of different users even if the address
spaces of these networks are the same or overlapping. For example both users Bob
and Alice can have own private networks with addresses ranging from 10.0.0.1 to
10.0.0.225, however the data transmitted over the network of one user will remain
invisible to another user. Furthermore, the tenant networks are expected to span
across many physical server that run user’s virtual machines, hence a simple virtual
switching inside one physical machine is not enough. The address space isolation
and scaling of tenant network is achieved by encapsulating Ethernet frames emitted
to a tenant network in either Virtual Extensible LAN (VXLAN)[30] or Generic
Routing Encapsulation (GRE)[20] packets that are tagged with a unique ID specific
to a particular tenant network and then sent between physical hosts over a physical
network [15].
2

http://releases.openstack.org/mitaka/
http://www.linux-kvm.org/
4
http://wiki.qemu.org/Main_Page
5
http://www.xenproject.org/
6
https://linuxcontainers.org/
7
http://usermodelinux.org/
8
http://docs.openstack.org/mitaka/networking-guide/index.html
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Firewalling. Neutron networking provides a built-in security feature that allows to
filter the traffic from or to virtual machines based on protocol, source or destination
address. This feature was available as a part of OpenStack Compute, but was
migrated to Neutron project later. [15] Neutron has a modular architecture and
allows to connect additional plug-ins to handle different aspects of networking and
security. One example of such plug-in could be a port security extension that is
responsible for inspecting the outcoming Ethernet frames from virtual instances and
validating that the MAC address in the frame and the MAC address of sending vNIC
match, in case of non-matching addresses anti-MAC spoofing policy is applied and
the frame is dropped. This extension must be configured to allow MAC spoofing for
VMs that might relay Ethernet traffic originated from other instances, for example a
VPN exit node could forward Ethernet frames originally send by other machines in
other networks.
Routing. Apart from providing level-2 connectivity between virtual machines
connected to the same tenant networks, Neutron services offer the routing features and
level-3 connectivity between VMs as well. Virtual routers allow users to interconnect
their tenant networks and form more complicated topologies.
Today OpenStack is considered as a possible platform for NFV deployments
both by the industry and academia. In his thesis [54], Tolonen has shown that
OpenStack can provide an adequate performance for network function virtualization.
Furthermore, being an open-source solution OpenStack will prevent vendor lock-in
making it an attractive platform for NFV deployments.
However, some argue that OpenStack in its current form is still lacking features
to fully support NFV and will require a couple of release cycles to become a carrier
grade option for delivering mobile services. In their whitepaper [14] Alcatel-Lucent
in collaboration with RedHat point out several weaknesses of OpenStack as carrier
grade NFV platform. Most of the lacking functionality is related to the support of
large NFV installations distributed across several data centers. First, OpenStack is
missing the abstraction of distributed computing resources to support mobile edge
computing. Second, OpenStack lacks the functionality to set up wide area network
structures in a programmable fashion for example to be used by VNFs that run in
different data centers and require live connection between each other. Third, no
mature orchestrator is available as part of OpenStack to manage the lifecycle and
infrastructure of complex distributed deployments.
Despite the missing features the existing functionality is more than enough in
the context of this thesis. Hence, we have chosen OpenStack as a cloud platform for
testing and benchmarking our prototype for transmission of real time monitoring
data.

2.4.3

Open vSwitch

Since the first steps in virtualization it was recognised that some mechanism is
needed to interconnect virtualized devices and provide a way to create isolated tenant
networks that in turn can be connected to the external networks. To solve the
conundrum of connecting virtual resources with the outside world a few solutions

20
have been proposed. Some earlier solutions offered a Layer 2 switching functionality
as a part of a hypervisor [5, 31], which complicated the architecture of a hypervisor
potentially introducing bugs and expanding the attack surface for attackers [28]. In
order to decouple the hypervisor from network virtualization and provide an elegant
way to interconnect VMs a purpose build piece of software called Open vSwitch9
(OVS) has been developed.
Open vSwitch differs from previous attempts by providing a fine-grained control of
forwarding the packets with filtering, tunneling and quality of service rules. It has been
build with virtual networking and VM mobility in mind. As a result it is compatible
with most widely used hypervisors such as Xen, XenServer, KVM and QEMU. OVS
strives to leverage the benefits of running on the same physical hardware as a
hypervisor. Despite providing the same interfaces towards the virtualized hardware
as traditional physical hardware, it is much easier for a network virtualization
software to infer additional information about the VMs from a hypervisor to perform
switching more efficiently. OVS exports a management interface to provide thirdparty applications with a fine-grained control over forwarding rules in real-time.
The access to forwarding rules facilitates the VM migration along with its network
configuration. [44]
In their study of the performance of Open vSwitch Callegati et al.[10] indicate
that OVS shows an almost optimal behavior in terms of sustainable packet rate and
bandwidth usage. The flexibility and configurability as well as a solid performance of
OVS made it a default component that OpenStack Neutron uses for Layer 2 switching
and VXLAN or GRE tunneling between physical hosts.

2.4.4

Apache Kafka

During the last year the amount of generated network traffic grew significantly and
along with it the amount of streaming data that does not necessary needs to be
stored for a long time. As the result a lot of streaming technologies have emerged to
support all sorts of streaming traffic.
Apache Kafka is one of aforementioned streaming technologies. It has been
originally developed by LinkedIn10 and later donated to Apache foundation. Apache
Kafka is a scalable high-throughput distributed message queue that can receive
messages from the message producing machines at the rate up to 400,000 messages
per second and forward them to the consuming machines at the rate of around 22,000
messages per second. These numbers are orders of magnitude larger than those of
other open source message queues available such as RabbitMQ11 and ActiveMQ 12 .
[29] Kafka has also been design with real-time delivery in mind [23], which makes it a
great candidate for a real-time monitoring delivery mechanism in cloud environments.
Despite its real-time requirements, Kafka uses a push-pull approach to forward the
messages; producer nodes push their messages to Kafka brokers and consumer nodes
9

http://openvswitch.com/
https://www.linkedin.com/
11
https://www.rabbitmq.com/
12
http://activemq.apache.org/
10
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pull new messages. The polling of new messages by the consumers is justified by the
need to let each consumer to operate and consume messages at its own pace instead
of being flooded with messages pushed by the brokers [29]. This prevents the system
from being a fully reactive and creates an additional network overhead for sending
polling requests.
Apache Kafka can run on one machine or be scaled easily across several machines.
Each running instance of Kafka is called a broker. Every broker is responsible for
receiving messages from producers and making them available for the consumers.
All messages that are received by brokers are written to persistent storage and are
removed after a certain time has passed or a certain size limit has been reached on a
storage device.
To the outside world Kafka offers the abstraction of a topic for separating different
message types from each other. Producers push messages to the topics and consumers
eventually read available messages from these topics. Each topic can be divided into
partitions that can be in turn distributed across multiple brokers so that each broker
contains a subset of all the messages that were written to a particular topic. The
only limitation for such distribution is that a broker must have enough disk space to
store all messages that were sent to a partition that it manages. When a message is
pushed to a topic, it gets appended to one of the partitions (figure 2.4) so that the
messages maintain a chronological order across the single partition. However, when a
consumer reads messages from several topics there is no guarantee that the received
messages will be ordered with respect to the time they were created, in other words
the exact order of messages can and will be different at the sending and receiving
ends.

Figure 2.4: Anatomy of a Kafka topic
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Apart from topic partitioning and distributing it across several machines it is
also made possible by Kafka to replicate the topics N times to offer redundancy and
high availability in case of the failure of N-1 nodes. The replication is also done on
the partition level so that each partition is copied to other nodes and one replica
is chosen to be a leading one. In the case of failure of a broker with a lead replica,
another node that has a copy of the partition is chosen to be the leading broker for
that partition and continues to serve clients. [23]

2.5

Monitoring in cloud

Earlier we mentioned that system monitoring is not a new topic in itself and when it
comes to large cloud installations it is important to monitor the whole system to
find performance bottlenecks and occurring faults.
Despite their presence in many distributed systems, legacy monitoring solutions
did not have to operate in real time. This was due to the fact that in the case
of hardware malfunction somebody had to go and fix the machine, hence most of
the time was spend getting to the location and replacing faulty parts and real-time
monitoring would not bring an additional value. The second reason for non-real-time
operation was the preservation of network resources as the monitoring data was
sent across physical network that is typically used for other important activities
and consuming the entire bandwidth purely for sending monitoring data in realtime would be wasteful. Some of the legacy monitoring solutions further optimized
their metric collection procedures to only send monitoring data whenever significant
changes in measurements occurred [32]. As a result a typical resolution of monitoring
data used to be in the range of several minutes.
With the development of cloud platforms the aforementioned restrictions were
removed. The virtualization software allows to automate the healing and reinstantiation of failed virtual machines in the matter of seconds, the internal networks in
the data centers are build with high-volume switches and routers providing tens of
gigabits of bandwidth. Without the limitations of the legacy monitoring tools the
real-time monitoring becomes even more attractive; the faster faults are detected,
the faster they can be automatically resolved. Hence, the increasing of work is done
to provide monitoring functionality in OpenStack and other cloud platforms. Below
we describe two OpenStack projects that are focused on the monitoring of cloud
infrastructure and applications.

2.5.1

Ceilometer

As a large and mature solution OpenStack has own solution for monitoring. Ceilometer project became a permanent citizen of OpenStack ecosystem in the earlier releases
to offer telemetry and monitoring of OpenStack services. Originally Ceilometer was
used to gather statistics about how much computation and storage resources each
particular user has used which could be used for billing purposes and such. Ceilometer
also monitors the internal services of OpenStack and exposes an API to allow other
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services to query Ceilometer for resource utilization statistics.

Figure 2.5: High-level architecture of Ceilometer
Figure 2.5 pictures the high-level architecture of Ceilometer project. The main
entities of the architecture are polling agents, notification agents and collectors.
OpenStack services push their metrics to the notification bus that is implemented
with a message queue, usually RabbitMQ is used. However, not all the services do
that in which case polling agents access the metrics of such services through the
exposed APIs and send corresponding metrics and statistics to the notification bus
on their behalf. All that raw data is received by a set of notification agents who
then normalize and transform the diverse information into well-defined events of a
certain format and apply some aggregation rules. The constructed events are then
sent by the notifications agents back to the notification bus. Eventually, the events
and notifications are picked up by collectors and stored in a database, where they
can be accessed by other services through an exposed API.
Although, Ceilometer was initially designed to monitor the internal service it is
possible to write own publishers that would send data from virtual machines and
applications running on them. However, the architecture utilizes polling in a couple
of steps and involves storing data in a database before it can be accessed by another
services, which rises questions if it can be used for real-time monitoring purposes.
Appel et al. [2] also mention that RabbitMQ might experience issues with scalability
and subsequent drop in performance as the amount of passing data rises.
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2.5.2

Monasca

After attempts to apply Ceilometer as a monitoring solution in large cloud deployments with subsequent scalability issues, a new project that specifically targets
monitoring-at-scale (Monasca) was launched by HP13 and Rackspace 14 with other
contributors joining later on. At the moment of writing this thesis Monasca remained
in
Monasca is designed as high-performance, scalable end-to-end monitoring solution
that is capable of measuring various system level parameters of virtual machines and
provides an API for developing custom plug-ins for gathering application metrics.
Besides metric collection Monasca architecture features sophisticated analytics functionality and a common notification bus that is implemented with Apache Kafka
and acts as a backbone for complementing services. Monasca is planned to provide
powerful stream analysis of generated metrics through a set of processing engines
that consume raw monitoring data from the messages queue and publish the results
of analysis back to the different topics. The Monasca version included in the latest
OpenStack release contains only a threshold engine that is capable of comparing
the reported metrics against predefined thresholds and publish alarms in the case
of breached thresholds. However, anomaly detection engine is being developed and
is intended to be included in the future. The goal of anomaly detection is to apply
state-of-the-art analytics to dynamically detect anomalous measurements in the
metric streams by comparing the arriving values against historical data in real-time.
At the moment of writing this thesis, Monasca didn’t provide real-time monitoring
out-of-the-box with the smallest resolution of the reported metrics being only one
second. However, the high-level architecture of Monasca inspired the prototype we
have developed in the context of this thesis.

13
14

http://www.hp.com/
https://www.rackspace.com/

Chapter 3
System design
This chapter describes the system requirements and provides full implementation
details of the prototype for Automatic Node Discovery (ANDy). The first section lists
system requirements and provides a rationale behind each one of them. The second
section gives an overview of the high-level architectural design of our prototype and
explains how it reflects the system requirements. The third section explains the
protocol that is used by ANDy to implement the design and fulfil the requirements.
Finally we will take a closer look at the implementation details of each part of the
prototype.

3.1

System requirements

This section presents the requirements of the prototype to support the transmission
of performance metrics and fault notifications from VNFs in a dynamic environment.
The main problem imposed by NFV environment is its dynamic nature and high
level of automation that is absolutely mandatory to achieve the benefits of NFV.
This means that any VNF is configured only once when it is registered with an
orchestrator. It is then managed by NFV-MANO during its entire life-cycle and no
manual configuration is possible during the operating phase of a VNF. Below we
list the requirements that a monitoring framework has to fulfil to support highly
automated scaling and self-healing of virtual network functions.

3.1.1

Near real-time delivery

Many potential adopters of NFV deployments of Evolved Packet Core express concerns
about a drop in performance and responsiveness of VNFs compared to traditional
proprietary physical counterparts due to the additional overhead introduced by COTS
hardware and virtualization layer [10]. This can be alleviated by one of the main
selling points of NFV – a dynamic scaling to provision additional resources to mobile
network as demand grows. This advantage, however, cannot be fully leveraged unless
the orchestrator is capable of detecting rapid changes in resource utilization and scale
overloaded network functions to prevent the deterioration of a service. Therefore,
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we require near real-time delivery (less than 100ms) of monitoring data to achieve
instantaneous on-demand scaling [26].

3.1.2

High availability

It is recognised by ETSI that resiliency and availability requirements are very strict
when providing telecommunication services. Although, not every service requires the
same level of availability, for example telephony has the strictest requirements while
short message service is less stringent [16]. One of the main high level requirements
for the transition towards virtualized network functions set by potential adopters is
that the quality of a service must not degrade as the result of transition. Therefore,
network services provisioned with NFV should have the same or better level of
availability as traditional deployments. The research focused on virtualizing EPC
defines the absolute minimum for the availability of EPC-as-a-service (EPCaaS) to
be 99.999 per cent [52] that can roughly be translated to 5.5 minutes of downtime
per year.
To catch critical faults and subsequently conduct self-healing procedures on
running network functions we require the availability of the monitoring framework
to be on par with that of virtual EPC deployment.

3.1.3

Throughput

The amount of network functions in the core network can vary greatly depending on
a mobile operator, but it is safe to assume that the number can reach thousands of
devices. When deployed as virtual network functions these network components are
likely to be decomposed to several VNF components similarly to how the virtualized
MME is divided into worker, storage and front-end components as described by
Premsankar in her master’s thesis [46]. Each of the VNFCs can then scale independently and therefore must report a set of metrics specific to it. In this scenario the
total number of virtual devices that needs to be monitored can increase to tens of
thousands.
It is expected that the virtual network function components will report both
system level metrics as well as application specific metrics such as transactions per
second or average transaction processing time. If we assume that each VNFC reports
40 measurements each time, 20 system and 20 application metrics; and only two
thirds of all running VNFCs need to report the operational statistics in real time
(at least once every 100ms), we can estimate the lower amount of measurements
generated by a system each second:
2
measurements
∗ 400 = 2, 664, 000
3
second
Furthermore, if we assume each measurement to take up 80 bytes, similar to
what is used for the benchmarking of the prototype in chapter 5 we get around
213 megabytes per second used to forward raw monitoring data. This amount of
data is not going to move within one data center, because large fully virtualized
10, 000 ∗
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deployments of EPC can require at least four data centers spread over the area where
the telecommunication services are provided as shown by Basta et al. [6]. Hence,
some aggregation is expected to happen within each data center, before data could
be forwarded to a centralized system. Therefore we require the system to handle 50
MB/s of monitoring data within a single OpenStack cloud.

3.1.4

Zero configuration

In highly dynamic and automated environment, in which VNFs operate, any virtual
machine responsible for metric processing can be assigned an arbitrary IP address
from available pool, therefore making it impossible to have the destination address
to be statically pre-configured in any other machine that wants to send its KPIs for
analysis. Therefore, any change in configuration during system operation must be
handled automatically and should not disrupt the delivery of KPIs. Any manual
configuration that is required for operation must be carried out only once when a
VNF is registered with an orchestrator.

3.1.5

Asynchronous operation and node discovery

We cannot make any assumptions about the order in which VNFs or metric analysis
nodes come online. Event if it was possible to define the initial boot order, the
re-spawning and scaling of VNF components would happen non-deterministically.
Therefore, we require the system to work asynchronously and support any boot order
of virtual machines and be able to deliver performance metrics from the originating
hosts to the final destinations by performing automatic and asynchronous node
discovery on behalf of the VNF applications.

3.2

High-level architecture design

The interconnection of virtual machines in the cloud can be done in several ways;
they can be organized in smaller networks that are in turn combined into more
complex topologies, or the VMs can be connected to one single flat local network of
any arbitrary size. In the latter scenario all VMs are located within one hop away of
each other and belong to the same broadcast domain. The former approach is used
by our prototype to build a transport mechanism to deliver the performance metrics.
Such a simple topology allows ANDy to carry out node discovery via UDP broadcast
which is significantly easier to implement and support compared to classical multicast
transmission. The cloud platform hides underlying hardware implementation and
takes care of delivering messages to all VMs that are connected to the same virtual
network.
Node.JS has been chosen as a platform for prototyping due to the asynchronous
nature of JavaScript, which handles I/O faster [33] and is generally less error prone
than concurrent implementations in other languages that can lead to race conditions
and non-deterministic bugs. The cross-platform run-time of Node.JS is also considered
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an advantage. ANDy client is the same for all virtual machines it runs on. The
role and behavior of the client, which we explain below, are determined by single
configuration file that does not change during the life-cycle of a VNF.
The operation of our prototype can be divided into two steps – node discovery and
message delivery. The node discovery is handled by an application-level protocol that
works over UDP, which we describe in detail in section 3.3. The message delivery has
been implemented in two different ways that are presented in the following sections.

3.2.1

Centralized variant

The first message delivery method follows a classic server-client approach. At the
highest level the prototype defines three roles any node can have:
• Datasink is a distributed message queue that acts as a server in server-client
model and handles the delivery of data.
• Producers are the monitored nodes that push their KPIs and other metrics to
a datasink.
• Consumers pull the KPIs generated by producers from a datasink. Consumers
can run stream analysis and act on the the results.
A node can have multiple roles at the same time. The simplest example of such
behavior is a datasink that reports its resource usage back to itself, therefore acting
as a producer, too. Another example is an aggregating node that sums throughput
metrics of all instances of a horizontally scaled VNF component and pushes the
aggregated values back to a datasink. Ideally, every node needs be monitored for
performance and resource utilization and therefore acts as a producer. The mentioned
roles can be visualized as seen on figure 3.1.
Despite the classic server-client model, datasink is designed to be horizontally
scalable and provide high throughput by using Apache Kafka as the underlying
message queue. Running Apache Kafka on multiple machines also ensures highavailability of the message queue on which all the consumers and producers rely.
When running centralized variant that uses datasink, the messages are delivered
in four steps (figure 3.2):
1. An application publishes the latest measurements of its key performance
indicators by sending them to a local port.
2. ANDy instance running on the same virtual machine receives the measurements
and forwards them to a datasink.
3. ANDy instance running on the consumer node pulls the data from the datasink.
4. ANDy instance running on the consumer node forwards the data to the target
application.
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Figure 3.1: High level design of data delivery architecture

Figure 3.2: Message delivery with datasink
Design of datasink
In the centralized variant of ANDy, the datasink plays a key role in providing new
VMs with up-to-date configuration and is responsible for message delivery from the
connected producer nodes to the registered consumer nodes.
Datasink uses Apache Kafka as distributed message queue to handle message
delivery. Internally datasink is divided into master and slave nodes. The master
node runs one Apache Kafka broker and one Zookeeper instance that maintains the
metadata of all registered Kafka brokers. The slave nodes are normal virtual machines
with only one Apache Kafka instance running, however, they do not respond to the
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incoming requests for configuration that are sent by newly joined producers and
consumers.
Upon coming online datasink master broadcasts its own IP address and the port
number of the Zookeeper instance. The connected producer and consumer nodes
receive the broadcast message, connect to the Zookeeper instance and retrieve the info
necessary to establish connections to all available Kafka brokers. After the connection
to the brokers is established producers begin forwarding their own monitoring data
to the Kafka brokers; the producers start querying the brokers for new messages
upon connecting to the distributed queue.
During its operation the datasink is actively listening to broadcasted HELLOmessages sent by newly joined nodes. Datasink replies to these messages by sending
a unicast response containing the same information as in the previous scenario with
the exception where the incoming message originates from a datasink slave. In the
latter case the datasink additionally supplies a unique identifier intended for the
Kafka slave broker.
When a datasink slave receives the configuration and its unique identifier along
with it, ANDy client updates the configuration of the local Kafka broker and restarts
it. When the restart procedure is complete, ANDy client running on the datasink
slave VM sends the final slave registration request which eventually triggers cluster
resize procedure. As the result of cluster resize all connected producers and consumers
are sent a notification and urged to update the broker metadata by re-fetching it
from the Zookeeper.
Design of producer
Producer nodes are the main sources of raw monitoring data. A producer node
runs an application that implements the logic of a certain VNF. The application
is expected to generate a certain set of KPIs that are specific to that VNF and
represent its performance at any given moment in time. Apart from the actual VNF
application a consumer node also runs a third party monitor to obtain information
about system resource utilization such as processor load, memory usage and the
amount of inbound or outbound network traffic. For this prototype a tool named
Collectd1 was used to gather system level statistics.
ANDy client is designed to serve as a relay proxy for both third party system
metric collection tool and a VNF application. Both send their monitoring data to
a local port with UDP or TCP depending on the configuration and are not aware
of the infrastructure arrangements outside of the VM on top of which they are run.
This way ANDy helps to avoid the need to support reconfiguration of potentially tens
of different VNF application and system monitoring tools in case of VM relocation
or reinstantiation of a virtual machine. By hiding the external network topology
ANDy takes the burden of dynamic reconfiguration and delivery of monitoring data
away from local applications.
The process of obtaining the configuration is simple. When a producer comes
online it broadcasts a HELLO-message to which datasink sends a CONFIG-response
1

https://collectd.org/
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along with its IP address and the port number of the Zookeeper instance. The
producer node initializes an internal Kafka client and starts forwarding messages
received from the local applications. As we have mentioned in section 2.4.4 Kafka
separates different types of data using an abstraction of a topic. The producers allow
this separation by providing a mapping from a local port to a Kafka topic via the
configuration file. Therefore when a local application sends its data to a specific port
it is implied that all of the data will end up in the same topic in the message queue.
Design of consumer
The main goal of a consumer is to pull data from a datasink and to aggregate it
or use it to find anomalies in the performance of nodes. The processing of data is
supposed to be carried out by a separate application that lies outside of the scope of
this thesis. However, ANDy client that is run on consumer virtual machine takes
care of dynamic reconfiguration and receiving of monitoring data.
Similarly to a producer node, ANDy daemon that is running inside a consumer
virtual machine broadcasts a HELLO-message upon coming online. It receives a
configuration from a datasink node and connects to the online Kafka brokers. ANDy
then pulls new messages from Kafka queue and forwards them to the local ports on
which a target application is listening for incoming data. In similar, but opposite
manner compared to he producers the Kafka topics are mapped to local ports so
that any data received from a particular topic is forwarded to a specific local port.
We believe that most consumers are going to play an intermediary role and
relay the processed data forward to the different topics that contain higher level
information about the state of the entire system. Therefore such nodes can act as
consumers and producers at the same time becoming hybrid nodes. The hybrid
nodes would then contain both mapping types; from ports to topics and from topics
to ports in their configuration file.

3.2.2

Peer-to-peer variant

The previous delivery method of a monitoring data is based on Apache Kafka cluster
that might become a single point of failure. Also Apache Kafka inherently does not
guarantee in-order delivery of messages when a topic is divided into several partitions
[29]. Lastly, when using a datasink, the messages are delivered in four steps as
mentioned in section 3.2.1, which can introduce noticeable delay.
To address these needs, we have added a possibility to run ANDy in peer-to-peer
mode. The idea is to remove the intermediary relay (Kafka cluster) and to reduce
the amount of transmission steps required to send data from a metric producing
machine to a target application. To facilitate the transmission of monitoring data the
nodes are organized in a centralized peer-to-peer network [48] with a simple tracker
in place of a datasink. The main task of the tracker is to store the metadata of all
online producers and the topics they write to as well as the consumers and the topics
to which they are subscribed.
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Figure 3.3: Message delivery in peer-to-peer mode
Design of tracker
A tracker node is supposed to be a repository of metadata related to the registered
consumers and producers. The tracker does not rely on any third party software
and is implemented as standalone Node.JS application. This makes the tracker very
lightweight and not resource hungry unlike datasink with its Apache Kafka broker.
ANDy uses the same abstractions in the peer-to-peer variant as in the datasink
mode. This means that producers write data to and consumers read from the topics.
However, the notion of a topic is rather superficial in this case as we use it as an
abstract entity to connect producers with consumers that accept the same type of
data and to keep the configuration consistent with the datasink variant.
The process of sharing configuration and node discovery is similar to datasink
variant; when the tracker node comes online it broadcasts its endpoint, but instead
of connecting to the tracker to use it as a message delivery system, the producers
send the list of topics they write to and the consumers send the list of topic-to-port
mappings along with their IP addresses. The tracker saves all of that information and
tries to find matching pairs of producers and consumers my running a join operation
using topics as the common denominator. After finding a match, the tracker notifies
a producer with a message that contains the name of a topic and the endpoint of a
consumer that has subscribed to that topic.
Design of peer-to-peer producer
Peer-to-peer producer internally consists of the same part as a normal producer that
forwards data to a datasink node, but it uses the information received from a tracker
to forward data directly to a target application.
ANDy achieves this by advertising the list of topics to which a producer writes
data to in a HELLO message and receives the list of endpoints where the data needs
to be forwarded in a NEW_DESTINATION message from a tracker. With this
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approach the number of transmission steps is halved compared to the centralized
variant. Although UDP is used to send monitoring data and no actual connection is
maintained, the nodes need to be online at the same time to successfully transmit
the data, in other words if consumer goes offline the data will be lost as it is not
buffered anywhere compared to datasink.
Design of peer-to-peer consumer
ANDy client running on the consumer node in peer-to-peer mode is only responsible
of advertising the topics to port mappings and does not participate in actual message
delivery. This makes the process consume less resources that can be allocate to
the actual metric processing application instead. The consumer broadcasts the
HELLO message and sends a SUBSCRIBE message after getting the configuration
parameters from a tracker either as a CONFIG unicast message or RECONFIG
broadcast message.

3.3

ANDy protocol

This section focuses on the protocol we have designed for node discovery and internal
signaling between the nodes. It is a text-based application level protocol that runs
on top of UDP. The main reason for choosing UDP over TCP as the transmission
protocol is its broadcast capability that we use to discover other nodes as we show
below. Another benefit of having UDP is that we never have to assume nor check if
a target machine is online to establish a connection, which helps to keep the nodes
loosely coupled and ensures that the asynchronicity is built-in.
The protocol consists of ten message type in total. Four of out of ten messages
are broadcasted and the rest are unicast messages. Five messages are specific to
peer-to-peer mode, four messages are specific to the centralized mode and one is
common for both modes of operation. The messages are encoded using Java Script
Object Notation (JSON) that is a first-class citizen in Node.JS and hence does
not require manual parsing. The list of message types with detailed descriptions is
presented below.
• HELLO - a broadcast message sent by every type of node when it comes online.
A message contains information about the roles the node has and what type of
data the node produces or consumes as well as IP address and local port of
the sender to receive unicast messages.
• RECONFIG - a broadcast message sent by a datasink so that producer and
consumer would reconfigure themselves and start transmit and receive data via
the new datasink node. A message includes the ip address an port on which
zookeeper instance is listening
• CLUSTER_RESIZE - a broadcast message that indicates a successful resizing
of Kafka cluster so that all consumer and producer nodes would update local
Kafka clients.
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• CONFIG - a unicast message sent by a datasink as a response to a node that
has just joined the network and broadcasted a HELLO message. The message
contains the ip address and port number of zookeeper instance.
• REGISTER_SLAVE - a unicast message sent by a freshly joined datasink slave
node to datasink. The message contains the unique broker id that has been
assigned to the slave Kafka instance.
• TRECONFIG - a broadcast message sent by a tracker so that peer-to-peer
producers and consumer would register with the new tracker instance.
• TCONFIG - a unicast message sent by a tracker node to a freshly joined peerto-peer consumer or peer-to-peer consumer node so that they could register
with a tracker node.
• SUBSCRIBE - a unicast message sent by a peer-to-peer consumer to a tracker
in order to register the topics to port mappings.
• PUBLISH - a unicast message sent by a peer-to-peer producer to a tracker to
inform which topics it produces data to. A message contains a list of topics to
which the producer writes.
• NEW_DESTINATION - a unicast message send by a tracker to a peer-to-peer
producer with an IP address and port number of a peer-to-peer consumer that
is subscribed to a particular topic the producer writes data to.

Chapter 4
Test setup
This chapter describes our set up, both physical and software, that we use to measure
the performance of the developed prototype in different scenarios and conditions.
First we cover the specifications of the physical infrastructure. Second we describe
the details of two OpenStack installations and the method for scaling a tenant
network to span both of them while appearing as one uniform physical segment to
all connected hosts. Finally, we provide the methods for measuring such aspects of
network performance as latency and throughput.

4.1

Hardware

The hardware for our testbed has been fully provided by Comptel. Our setup runs
on top of three physical blade computers with the following specifications:
CPU

2 x Intel R Xeon R E5-2640 v3 @ 2.60GHz

RAM

256GB DDR3 ECC

Storage

6 x 1TB RAID5 SSD

Network card

Intel Ethernet Controller X540-AT2

Comptel also provides one gigabit per second (1Gbps) physical network connectivity between the physical hosts.

4.2

Software

We set up two OpenStack installations on top of three physical machines we specified
in the previous section. Both installations run the latest official release of OpenStack
(Mitaka) available at the moment of conducting the tests. The first OpenStack
installation runs on two physical machines, one out of which serves as a controller,
networking and a compute node (all-in-one), and the other serves only as a compute
node. The second OpenStack is all-in-one installation and uses one physical server
to run all three functions.
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4.2.1

Site-to-site bridge

To scale a virtual local network to span two OpenStack instances a tunnel needs
to be created. We chose to use Layer-2 VPN bridging using SoftEther VPN1 for
creating an encrypted tunnel. Our setup can be visualized as presented on figure 4.1.
In the first OpenStack installation we have one virtual machine running SoftEther
VPN server and one virtual machine running SoftEther VPN bridge in the second
OpenStack. The VPN bridge maintains an encrypted connection towards the VPN
server, whose public IP address is known.
Both OpenStack installations have two tenant networks created in them. The first
one is the monitoring network we want to scale. The second network is an ordinary
tenant network whose sole responsibility is to provide Internet connectivity to the
virtual machines running VPN server and VPN bridge. The monitoring network in
both installations has the same address and network mask (10.0.0.0/16). To avoid
address conflicts the network in the first OpenStack is configured with the following
address pool: 10.0.0.3 - 10.127.255, the network in the second OpenStack respectively
uses addresses from the range 10.0.128.1 - 10.0.255.254.
Neutron must be configured to disable port security for the interface that connects
VPN server and VPN bridge to 10.0.0.0/16 network. Otherwise the forwarded frames
originating from another network will be dropped due to the anti-MAC spoofing
policy, because the MAC address of the VPN server/bridge will not match the MAC
addresses on the forwarded Ethernet frames.
This set up allows the virtual machines in both OpenStack installations to
communicate with each other as if they were in the same local network. All VMs are
then able to use the same broadcast address 10.0.255.255 and use ARP to discover
each others’ MAC address.

Figure 4.1: Site-to-site layer-2 VPN bridge set up
1

https://www.softether.org
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4.2.2

Virtual machine sizes

We use the standard virtual machine sizes, or flavors, provided by OpenStack. The
flavors that we use for various VMs in our tests are listed below in table 4.1.
Flavor name

vCPUs

RAM

Disk space

m1_medium

2

4GB

40GB

m1_large

4

8GB

80GB

m1_xlarge

8

16GB

160GB

Table 4.1: VM flavors used in the tests

4.3

Testing methods

This section describes the approaches that are used to assess certain aspects of the
performance of the prototype. We have chosen latency and throughput as the main
indicators of how well the prototype performs under different loads and conditions.
Sections 4.3.1 and 4.3.2 describe the testing strategies for obtaining measurements of
latency and throughput respectively.

4.3.1

Measuring latency

In general we are interested in measuring the latency of both data transmission
mechanisms that have been implemented as a part of ANDy prototype – datasink
and peer-to-peer mode. Apart from these two methods we want to measure the
baseline performance of a plain UDP transmission over the same tenant network to
compare the mentioned methods with.
For us to obtain latency measurements under different conditions, we set up two
virtual machines; one acts as a producer and the second as a consumer. Both virtual
machines are running Ubuntu 14.04. The producer machine is instantiated using
m1_medium flavor as a base, which has sufficient resources to generate data at
desired rates. However, the consumer machine is instantiated with m1_xlarge flavor
to ensure that it is not being a bottleneck when receiving data, because our goal is
to benchmark the data transmission method instead of how fast the receiving end
can consume it.
The main idea behind the latency test is to generate stub metrics on the producer
machine at four different rates – 256, 512, 1024 and 2048 kilobytes per second, send
them using one of the transmission methods, receive the metrics at the consumer side
and see how much time has passed between a metric is generated and received. The
time when a metric is send must be included in the payload by the sender to make
the calculations at the receiving end. To make sure both machines run in sync and
the results to make sense we synchronize the time on both machines using Network
Time Protocol (NTP) [37] before running the tests.
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To generate and receive the stub metrics two auxiliary applications are installed
on the corresponding machines. The first application is a simple message generator
written in python (the link to the source code can be found in appendix A) and
the second is InfluxDB time-series database 2 . The generator application produces
mock metrics at a given rate and timestamps them with the number of milliseconds
passed since January 1st, 1970. Each message is 85 bytes in size and represents one
measurement of an arbitrary system parameter such as CPU load, RAM usage, etc.
Messages are then passed either to ANDy client running on the producer machine
or send directly to the consumer in the case of measuring the baseline latency of
UDP transmission. Eventually the messages are received by the running instance of
InfluxDB that saves them to the persistent storage along with the time of arrival.
After each test run the messages are extracted from the time-series database to a
text file. The transmission time can then be calculated from the two timestamps
later during result analysis step.

4.3.2

Measuring throughput

When measuring the throughput of a system it is desired to send the data at the
maximum possible rate and see how fast it goes through. To do so we use same
virtual machines as in the previous test arrangement where latency was measured
only with two differences. First, the stub metrics are send as quickly as they are
generated with no rate-limiting, because we want to send as much data as possible at
once and saturate the underlying metric delivery system. Second, we use a custom
application (refer to appendix A for the source code) instead of a time-series database
to receive the stub metrics and calculate the rate at which they arrive.
The application does not store the messages, instead it keeps track of the total
amount of bytes received since the moment when the first message arrives. Upon the
arrival of each subsequent message the timestamp is saved and the total received
bytes counter is updated. After one minute the application stops receiving any more
metrics and calculates the achieved throughput by dividing the total amount of bytes
received by the time past between the first and the last message.
Although, the application keeps track of the total received bytes it returns the
realized throughput in bits per second by making the appropriate transformations
first.

2

https://influxdata.com/

Chapter 5
Evaluation
This chapter covers the experimental part and provides detailed overview of the
results we have obtained using the methods we describe in sections 4.3.1 and 4.3.2.
We also demonstrate the ability of the prototype to automatically reconfigure virtual
nodes during its operation.

5.1

Network performance

For NFV orchestrator to make decisions in real time it is necessary to transfer
performance metrics of VNFs with minimum delay. Furthermore, to support full
scale vEPC installations, the monitoring framework must handle the transmission
of large volumes of monitoring data. Therefore, to asses the the suitability of our
prototype as the transmission mechanism for sending performance statistics we want
to measure the delay and the achievable throughput when using ANDy compared to
a direct sending of monitoring data.
We want to study how the scaling of datasink and using VPN bridge affects the
network performance. To study these effects we have defined the following test cases:
1. Sending messages directly from producer to consumer node with UDP.
2. Sending messages with ANDy in peer-to-peer mode.
3. Sending messages with ANDy via a datasink.
(a) Datasink is vertically scaled using m1_medium, m1_large and m1_xlarge
flavors.
(b) Datasink is horizontally scaled across one, two, three and four m1_medium
virtual machines.

5.1.1

Latency

We run the tests to measure the latency of message transmission using delivery
methods we described in sections 3.2.1 and 3.2.2 as well as the latency of a direct
UDP transmission. The results are presented below.
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Peer-to-peer and direct UDP
The latencies of the direct UDP transmission and peer-to-peer variant of ANDy are
visualized in figure 5.1. The average latencies are similar despite the fact that in
peer-to-peer transmission the data is sent in two steps: first from the application to
ANDy via a local TCP connection and then forwarded to the consumer application
in UDP. The overhead of bridging the network with layer-2 VPN bridge is negligible
in either test scenario.

Figure 5.1: Direct UDP and peer-to-peer transmission
Tables 5.1 and 5.2 show the descriptive statistics of the test runs in a single
cloud and multi-cloud environments for both direct and peer-to-peer transmission
methods. The negative average times are caused by the clock skew between the
nodes involved in the test and the fact that the transmission times were close to zero,
which combined yield negative results.
In addition to the average latencies, the standard deviation of obtained measurements also look similar when comparing both transmission methods. This implies
that peer-to-peer transmission mode of ANDy can be considered as good and as
predictable in terms of transmission times as UDP. However, despite the similar
performance, we observed a significant increase in lost messages and received duplicates when peer-to-peer transmission method is used to send monitoring data across
a bridged VPN connection in a multi-cloud environment.
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Mean Median

Std

Lost Duplicates

Single cloud, 256 kb/s

-0.04

0

0.81

1

0

Single cloud, 512 kb/s

-0.17

0

0.38

0

0

Single cloud, 1024 kb/s

0.17

0

3.27

323

0

Single cloud, 2048 kb/s

-0.17

0

0.39

0

0

Multi-cloud, 256 kb/s

1.98

2

0.71

1

0

Multi-cloud, 512 kb/s

1.95

2

1.44

23

0

Multi-cloud, 1024 kb/s

1.89

2

0.80

0

0

Multi-cloud, 2048 kb/s

2.38

2

1.87

0

0

Table 5.1: Statistics of direct transmission
Mean Median

Std

Lost

Duplicates

Single cloud, 256 kb/s

-0.32

0

0.65

0

0

Single cloud, 512 kb/s

1.56

0

6.88

0

0

Single cloud, 1024 kb/s

1.85

0

7.06

231

0

Single cloud, 2048 kb/s

-0.31

0

0.74

0

0

Multi-cloud, 256 kb/s

2.37

2

2.33

98

185

Multi-cloud, 512 kb/s

1.86

2

0.46

424

96

Multi-cloud, 1024 kb/s

2.16

2

2.45 1678

125

Multi-cloud, 2048 kb/s

2.00

2

0.47 1332

170

Table 5.2: Statistics of peer-to-peer transmission
Datasink
The same set of test was run to asses the overhead of using Apache Kafka distributed
message queue, or a datasink, as a delivery mechanism. We expect it to introduce
an additional cost in terms of transmission times compared to a direct connection.
However, it is also expected that the scaling of datasink either vertically or horizontally
alleviates the impact. Figures 5.2 and 5.3 below show the average latency at different
transmission rates within a single cloud using vertical and horizontal scaling of a
datasink respectively.
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Figure 5.2: Vertical scaling of datasink (single cloud)

Figure 5.3: Horizontal scaling of datasink (single cloud)
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Mean Median Std Lost Duplicates
m1_medium, 256 kb/s 33.85
5
33.85
0
0
m1_medium, 512 kb/s
5.17
3
5.17
0
0
m1_medium, 1024 kb/s 44.67
46
44.67 21
0
m1_medium, 2048 kb/s 83.57
84
83.57
2
0
m1_large, 256 kb/s
2.45
2
2.45
0
0
m1_large, 512 kb/s
4.09
2
4.09
0
0
m1_large, 1024 kb/s
28.2
25
28.2
0
0
m1_large, 2048 kb/s
68.41
70
68.41 21
0
m1_xlarge, 256 kb/s
26.96
2
26.96
0
0
m1_xlarge, 512 kb/s
4.23
2
4.23
0
0
m1_xlarge, 1024 kb/s 33.03
33
33.03
0
0
m1_xlarge, 2048 kb/s 59.54
60
59.54
2
0
Table 5.3: Statistics of vertically scaled datasink transmission (single cloud)

1 node, 256 kb/s
1 node, 512 kb/s
1 node, 1024 kb/s
1 node, 2048 kb/s
2 nodes, 256 kb/s
2 nodes, 512 kb/s
2 nodes, 1024 kb/s
2 nodes, 2048 kb/s
3 nodes, 256 kb/s
3 nodes, 512 kb/s
3 nodes, 1024 kb/s
3 nodes, 2048 kb/s
4 nodes, 256 kb/s
4 nodes, 512 kb/s
4 nodes, 1024 kb/s
4 nodes, 2048 kb/s

Mean Median
33.85
5
5.17
3
44.67
46
83.57
84
1.75
1
2.99
2
24.09
19
64.3
64
5.42
3
6.43
5
29.32
23
76.8
80
67.2
56
113.13
91
87.7
56
58.1
57

Std
Lost Duplicates
33.85
0
0
5.17
0
0
44.67
21
0
83.57
2
0
1.75
0
0
2.99
0
0
24.09
0
0
64.3
307
0
5.42
0
0
6.43
0
0
29.32 191
0
76.8
0
0
67.2
172
0
113.13 488
0
87.7
0
0
58.1
2
0

Table 5.4: Statistics horizontally scaled datasink transmission (single cloud)
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The performance of both scaling strategies is similar within the range of transmission rates used in the tests. We see a steady increase in average latency as
transmission rates grow higher, while no noticeable improvement is made by scaling
the datasink horizontally nor vertically. It is, however, interesting that in five out of
six test arrangements the system performed exceptionally well when data was sent at
the rate of 512 kilobytes per second. At this rate the average latencies and standard
deviations of obtained data as seen from tables 5.3 and 5.4 were at the lower end
of the spectrum of all calculated means and standard deviations. This could be a
result of a good match between the rate of incoming data and the amount of worker
threads run by the Apache Kafka instances. Further research is required to test this
theory and possibly move this ideal spot towards higher rates.
Another finding worth mentioning is that in the case with horizontal scaling more
messages are lost in the process.
We run the same set of tests in a cross-cloud installation, where the monitoring
network is bridged with a layer-2 VPN bridge. Figures 5.4 and 5.5 show the average
latencies when sending data at different rates across the bridged network while the
datasink is scaled vertically and horizontally. Although, the rate at which data is
transmitted and the scaling of datasink affect the transmission time in similar way
as in single cloud case, the overall transmission times fall greatly behind due to the
additional cost introduced by VPN tunneling.
Furthermore, not only the average transmission delay is affected by bridging, but
also the use of VPN introduces additional jitter. This can be seen from tables 5.5
and 5.6, where standard deviation of transmission times is larger, reaching 1000 ms
in some tests, than in the case with a single cloud as seen in tables 5.3 and 5.4.
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Figure 5.4: Vertical scaling of datasink (cross-cloud)

Figure 5.5: Horizontal scaling of datasink (cross-cloud)
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Mean (ms)
m1_medium, 256 kb/s
45.4
m1_medium, 512 kb/s
49.15
m1_medium, 1024 kb/s
375.98
m1_medium, 2048 kb/s
558.78
m1_large, 256 kb/s
8.88
m1_large, 512 kb/s
117.24
m1_large, 1024 kb/s
639.54
m1_large, 2048 kb/s
1057.91
m1_xlarge, 256 kb/s
12.6
m1_xlarge, 512 kb/s
455.57
m1_xlarge, 1024 kb/s
306.19
m1_xlarge, 2048 kb/s
586.64

Median (ms)
4
11
416
545
8
52
758
936
12
423
305
603

Std (ms)
45.4
49.15
375.98
558.78
8.88
117.24
639.54
1057.91
12.6
455.57
306.19
586.64

Lost Duplicates
0
0
0
0
0
0
1
0
0
0
0
0
0
0
32
0
0
0
0
0
0
0
1
0

Table 5.5: Statistics of vertically scaled datasink transmission (multi-cloud)

1 node, 256 kb/s
1 node, 512 kb/s
1 node, 1024 kb/s
1 node, 2048 kb/s
2 nodes, 256 kb/s
2 nodes, 512 kb/s
2 nodes, 1024 kb/s
2 nodes, 2048 kb/s
3 nodes, 256 kb/s
3 nodes, 512 kb/s
3 nodes, 1024 kb/s
3 nodes, 2048 kb/s
4 nodes, 256 kb/s
4 nodes, 512 kb/s
4 nodes, 1024 kb/s
4 nodes, 2048 kb/s

Mean (ms)
45.4
49.15
375.98
558.78
23.05
438.07
1508.52
1829.39
14.74
243.78
620.59
1387.49
175.67
515.84
800.46
923.34

Median (ms)
4
11
416
545
22
86
953
611
12
234.5
486
1281
147
561
820
706

Std (ms)
45.4
49.15
375.98
558.78
23.05
438.07
1508.52
1829.39
14.74
243.78
620.59
1387.49
175.67
515.84
800.46
923.34

Lost Duplicates
0
0
0
0
0
0
1
0
0
0
0
0
0
0
1
0
0
0
0
0
0
0
0
0
1951
0
3598
0
812
0
127
0

Table 5.6: Statistics of horizontally scaled datasink transmission (multi-cloud)
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5.1.2

Throughput

We run three throughput tests for each scenario in both single cloud and multi-cloud
deployments, and take the average of the achieved throughput.
Direct and peer-to-peer transmission
First the throughput of a direct UDP transmission and peer-to-peer variant of ANDy
is measured. We expect very similar results as both delivery methods are close in
terms of the use of underlying network with the only difference being the local TCP
transmission prior to UDP streaming in peer-to-peer mode. The layer-2 bridge is
expected to become a bottleneck and the realized throughput is foreseen to be lower
when operating in a multi-cloud deployment.
Average throughput (Mbit/s)
Delivery method

Single-cloud

Multi-cloud

Direct

109.3

58.3

Peer-to-peer

182.1

15.0

Table 5.7: Direct and peer-to-peer transmission in a single and multi-cloud deployment

Datasink
This subsection focuses on obtained measurements of the average throughput when
monitoring data is sent using server-client approach. Table 5.8 shows the effects
of horizontal and vertical scaling of datasink on realized throughput in the context
of a single cloud. The results are similar across both scaling strategies, with slight
decrease of performance when datasink is run on four nodes.
Throughput Mbit/s
Vertical scaling

Horizontal scaling

Flavor
m1_medium

167.3

m1_large

168.6

m1_xlarge

173.2

Nodes
1 x m1_medium

167.3

2 x m1_medium

167.1

3 x m1_medium

153.9

4 x m1_medium

105.7

Table 5.8: Scaling of datasink (single cloud)
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When sending monitoring data across a network that spans two clouds we expect
lower throughput due to additional processing overhead introduced by the VPN
application run at both ends of the tunnel.
Throughput Mbit/s
Vertical

Horizontal

Flavor
m1_medium

7.7

m1_large

8.0

m1_xlarge

8.1

Nodes
1 x m1_medium

7.7

2 x m1_medium

15.2

3 x m1_medium

20.2

4 x m1_medium

23.7

Table 5.9: Scaling of datasink (multi-cloud)

5.2

The demonstration of automatic reconfiguration

In this sections we demonstrate the ability of ANDy to reconfigure the online nodes
whenever a datasink or tracker are reinstantiated. We generate 85-byte messages with
a producer each millisecond. The datasink node is then killed and a new instance
with a different IP address is created imitating a reinstantiation of a failed datasink
by NFV-MANO. A consumer sees a temporary drop in received messages while the
new datasink is spinning up. Once the datasink is back online both the producer and
the consumer reconfigure themselves to point to the new datasink instance with new
IP address. As the result the consumer start receiving messages again. Figure 5.6
shows the timeline of the aforementioned procedure.
The same test is run against the peer-to-peer counterparts (tracker, p2p-producer,
p2p-consumer). However, since the tracker does not play a key role in delivering
actual data we expect the transmission to be affected only for a brief period of
time when the p2p-producer updates the endpoint meta-data and re-establishes
the connection towards the p2p-consumer. The outcome of the test is that no gap
over 100 milliseconds between two subsequently arrived messages has been observed.
Therefore, we can safely guarantee almost uninterrupted flow of data regardless of
possible tracker failures and the following reinstantiation.
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Figure 5.6: Automatic reconfiguration

Chapter 6
Discussion
The automatic node discovery has been evaluated and proven to work in a flat tenant
network in both single cloud and multi-cloud installations. However, the use of a
transmission mechanism to deliver the data between the nodes should be decided
based on the requirements a monitoring system needs to fulfil. The use of datasink
allows to handle large throughput in single-cloud installations and provides a buffer
functionality for the nodes that were re-spawned and need to consume data from
where they left. On the other hand, it adds a considerable overhead in terms of
latency compared to a direct delivery in single-cloud environments and is completely
far from being real-time when deployed in multi-cloud environments.

6.1

Prototype performance

From the results we can see that our prototype can provide under 100ms message
delivery times at transmission rates up to two megabytes per second in the context
of a single cloud. Assuming that each VNF component publishes twenty system
metrics and twenty application KPIs every hundred milliseconds with the size of
each metric being equal to 85 bytes, this would result in combined 34000 bytes
per second generated by each VNF component. In this case our prototype would
theoretically provide services of data transmission in less than 100ms for 61 virtual
network function components in a single cloud installation. However, despite the fact
that we used one message per 85 bytes long metric, we believe that in a production
deployment each batch of twenty system metrics and twenty application metrics
would be sent in two larger 1700-byte-long messages, which according to the study
of the performance of Open vSwitch [10] provides about 20 times better throughput
compared to a small-sized packets. Furthermore, as it was mentioned before not
every VNF component needs to report its performance statistics in real-time, which
means that even more VMs could be supported. If we assume that 66 per cent of all
virtual network function components need to report their statistics in real time, while
the other 33 per cent to do so much less frequently, and combine it with the effect of
using larger messages to send batches of metrics, we could expect our prototype to
support around 1850 VMs in a single cloud deployment.
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6.2

Network bridge performance

We have identified the VPN bridge to be the bottleneck in multi-cloud installation
from the perspective of latency and throughput. This in theory can be improved
by switching to lower level bridging techniques such as using VXLAN tunnels[30]
to connect two virtual tenant networks in different data centers. Using VXLAN
alone, however, is not enough. An additional level of encryption is required, because
VXLAN itself does not provide encryption for the forwarded frames. Additionally
a multicast address is required to realize the broadcast functionality over VXLAN,
which could potentially lead to more labour intensive configuration and maintenance
work. [30]
Alternatively, our existing solution can be further improved by tuning the VPN
connection properties of SoftEther VPN server and increasing the number of simultaneous TCP connections, which has been shown to improve overall throughput
[25].

6.3

Future work

During the assessment of the system we have identified a couple of ways in which
the prototype can be improved.
First, to get better network performance out of the current prototype some
research needs to be performed regarding the tuning of Apache Kafka configuration.
As we have noticed in section 5.1.1, there might be an optimal rate of incoming
messages at which Kafka forwards data more efficiently and it could be possible to
configure Kafka brokers to move this optimal spot towards higher transmission rates.
Second, to improve the overall performance of the entire delivery mechanism
instead of optimizing separate parts, it should be possible to use a combination of
both peer-to-peer and centralized modes. In this hybrid set up most of the raw
data would be streamed to aggregation nodes in peer-to-peer mode, the aggregation
nodes would then produce higher level events in lesser quantities and forward them
to the datasink and eventually analyzed by a stream processing engine. Provided
the aggregation nodes reside in the same cloud as the VNF components they receive
raw data from, the hybrid approach could significantly decrease the amount of traffic
that crosses layer-2 bridge.
The future work would be then focused on improving datasink performance and
updating ANDy to be aware of the hybrid configurations described above and the
subsequent benchmarking. As for end-to-end solution for system monitoring in
NFV environment, aggregation, analysis and anomaly detection solutions need to be
created; possibly, using existing technologies for stream analytics such as Riemann 1 ,
Apache Spark 2 , Esper 3 , etc.

1

http://riemann.io/
http://spark.apache.org/
3
http://www.espertech.com/esper/
2

Chapter 7
Conclusion
This thesis presented a possible approach to a transporting of system and application
metrics of virtual network functions in a dynamic cloud environment. The thesis
also assessed the performance of the approach and discussed possible improvements
to allow efficient metric transportation in large scale EPC deployments.
To recap, the following research goals were set for this thesis in section 1.4:
• Install two independent OpenStack installations on industry-grade servers to
imitate a distributed cloud deployment for a virtualized mobile core network
and use them as a testbed.
• Perform the scaling of a virtual tenant network to seamlessly span both installations in order to use the network to gather monitoring data from virtual
machines running in both OpenStack clouds in centralized manner.
• Design and implement a prototype to facilitate the efficient transmission of
monitoring data from virtual network functions with automatic reconfiguration.
• Benchmark and assess the suitability of the produced prototype for real world
deployments of virtualized mobile core network components in a single cloud
and multi-cloud environments.
We managed to reach most of the goals we set for this thesis. The installation of
two fully functional OpenStack clouds on industry-grade servers was fully completed
first and paved way for further research. We also managed to scale a tenant network
to span both deployments while having the same address space and provide layer 2
connectivity between virtual machines running in two OpenStack installations as if
they were part of the same physical local network.
The third goal was met partially as we were not able to achieve acceptable latency
and throughput in all of the test scenarios, however we believe there is plenty of room
for optimization and improvement. Regardless the performance issues, the produced
prototype fulfilled the requirements regarding zero configuration and asynchronous
operation. The prototype made use of UDP broadcast in the scaled network and
took the burden of the data transmission from the applications in a dynamic NFV
environment.
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Finally, we have assessed the performance of the prototype operating in two
different modes in single and multi-cloud deployments. The so called peer-to-peer
operation mode has been shown to have almost ideal performance that is comparable
to the plain UDP while providing additional functionality such as node discovery and
automatic reconfiguration to the business critical applications. Another approach
implemented as part of the prototype uses Apache Kafka message queue to transport
the monitoring data did not perform as well as peer-to-peer approach nor plain UDP
and is not recommended in its current state to provide real-time data transporting
services in an end-to-end VNF monitoring solution. However, the later approach
offers an additional feature of buffering the messages for the time a consumer node
is being rebooted as a result of an unexpected crash.
Although, the performance of two different message delivery methods that we
have proposed varies greatly, it is important to note that the use of virtual networking
in cloud deployments with such features as the isolation of address spaces and the
ability to scale subnetworks of any size across multiple cloud installations can pave
way for solutions that would not have been possible using conventional networking
practices.
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Appendix A
Commands and source code
Disable port security for a specific port in Neutron
neutron port-update <port-id> --no-security-groups -- --port-security-enabled=False

Source code of the programs and scripts used for
testing
Message generator with rate-limiting
https://github.com/tinypony/testing-utils/blob/master/metric-generator/
generator.py

Throughput calculator
https://github.com/tinypony/testing-utils/blob/master/metric-consumer/
throughtput/app-es6.js
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Appendix B
Detailed latency measurement
results

Figure B.1: Direct transmission (single cloud)
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Figure B.2: Direct transmission (multi-cloud)

Figure B.3: Peer-to-peer transmission (single cloud)
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Figure B.4: Peer-to-peer transmission (multi-cloud)
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Figure B.5: Single m1_medium node (single cloud)

Figure B.6: Single m1_large node (single cloud)
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Figure B.7: Single m1_xlarge node (single cloud)

Figure B.8: Two m1_medium nodes (single cloud)
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Figure B.9: Three m1_medium nodes (single cloud)

Figure B.10: Four m1_medium nodes (single cloud)
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Figure B.11: Single m1_medium node (multi-cloud)

Figure B.12: Single m1_large node (multi-cloud)
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Figure B.13: Single m1_xlarge node (multi-cloud)

Figure B.14: Two m1_medium nodes (multi-cloud)
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Figure B.15: Three m1_medium nodes (multi-cloud)

Figure B.16: Four m1_meedium nodes (multi-cloud)

