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Abstract 
The current rigid proprietary licensing of the radio spectrum has created a shortage of wireless 
bandwidth. Cognitive radios have the potential for more flexible spectrum sharing by means of 
opportunistic spectrum access (OSA). In OSA secondary spectrum users would be allowed to 
access licensed frequency bands unused either temporally or spatially by the incumbent users. 
In order to identify such spectrum opportunities, the secondary users need to employ spectrum 
sensing together with policies that guide the sensing and access over a possibly wide range of 
frequencies. These policies need to be adaptive to changing radio environments and be capable 
of learning from their past observations and actions. 
In this thesis theories and methods for reinforcement learning based sensing and access 
policies are developed. The policies stem from the reinforcement learning and multi-armed 
bandit literature and employ collaborative sensing for mitigating the effects of fading and 
interference. The thesis consists of 9 original publications and an introductory part providing 
an extensive overview of the existing body of work in the area of cognitive radios. 
A practical measure for spatial diversity in collaborative sensing is proposed. The diversity 
measure captures how gains from collaborative sensing tend to behave in practice: The gains 
come with diminishing returns as the number of collaborating sensors increases, and the gains 
are reduced when the sensors are experiencing correlated observations. 
Deterministic frequency hopping code design for collaborative spectrum exploration is 
developed. The codes are designed to guarantee a desired diversity order, i.e., a desired number 
of sensors per frequency band in order to gain from spatial diversity. The codes consider every 
possible collaborating sensor combinations with the desired diversity in minimum time. The 
codes can be used for managing spectrum sensing and access during the exploration phases of 
reinforcement learning based policies. 
A novel recency-based sensing policy deriving from the restless multi-armed bandit problem 
formulation of OSA is proposed. The policy is shown to attain asymptotically order optimal 
regret in unknown radio environments with time independent state-evolution and Markovian 
state-evolution. Computer simulations illustrate that the proposed policy offers an excellent 
trade-off between computational complexity and performance. 
Several collaborative sensing and access policies based on reinforcement learning are 
proposed. The policies allow trading off between sensing performance and other utilities, such 
as achieved data rate and energy efficiency. Fast heuristic approximation algorithms are 
proposed for computing near-optimal sensor assignments during the policy's exploitation 
periods. 
Keywords Cognitive radio, OSA, multi-armed bandit, reinforcement learning 
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Tiivistelmä 
Nykyinen joustamaton tapa lisensoida radiospektriä on johtanut siihen että uusien 
langattomien järjestelmien on yhä vaikeampi saada taajuuksia käyttöönsä. Kognitiivinen radio 
mahdollistaa tehokkaamman spektrin jakamisen sallimalla lisensoimattomien radiolaitteiden 
hyödyntää hetkellisesti tai paikallisesti vapaina olevia taajuuksia. Tunnistaakseen 
lähetysmahdollisuuksia kognitiivisella radiolaitteella tulee olla ilmaisumenetelmiä signaalien 
havaitsemiseen. Koska tutkittava taajuuskaista voi olla suuri, tarvitaan lisäksi oppivia 
käytäntöjä määrittämään spektrialueet joilta vapaita taajuuksia kannattaa etsiä. 
Tässä väitöskirjassa on tutkittu ja kehitetty oppivia käytäntöjä vapaan spektrin löytämiseen 
ja hyödyntämiseen kognitiivisissa radioverkoissa. Menetelmät perustuvat 
vahvistusoppimiseen sekä niin sanottuun monikätinen rosvo -ongelmanasetteluun. Lisäksi 
työssä hyödynnetään hajautetun spektrin aistinnan tuomia etuja. Väitöskirja koostuu 9 
julkaisusta sekä tiivistelmäosasta joka sisältää laajan kirjallisuuskatsauksen aiheeseen. 
Työssä esitetään uusi suure spatiaalisen diversiteetin mittaamiseen. Diversiteettisuure 
kuvastaa hyvin hajautetusta spektrin aistinnasta saatavan hyödyn määrää. Esimerkiksi, 
hyödyillä on taipumus pienentyä ilmaisimien lukumäärän kasvaessa. Lisäksi hyödyt ovat sitä 
pienempiä mitä suurempi korrelaatio yhteistyössä olevien ilmaisimien välillä on. 
Väitöstyössä on kehitetty deterministinen taajuushyppelyyn perustuva spektrin 
aistintamenetelmä yhteistoiminnallisille kognitiivisille radioverkoille. Menetelmän avulla 
laaja taajuuskaista voidaan aistia nopeasti ja luotettavasti, siten että haluttu diversiteetti 
saavutetaan kullakin aistitulla taajuuskaistalla. Kehitetty taajuushyppelymenetelmä soveltuu 
erinomaisesti vahvistusoppimiseen perustuvien spektrin aistintakäytäntöjen 
kartoitusvaiheiden perustaksi. 
Monikätistä rosvo mallia hyödyntämällä työssä on kehitetty uudenlainen aikaeroihon 
perustuva spektrin aistintakäytäntö. Käytännön tuottaman kumulatiivisen palkkion ero 
optimaaliseen käytännön tuottamaan palkkioon voidaan osoittaa kasvavan asymptoottisesti 
logaritmisesti sekä riippumattomien että Markov ketjua noudattavien palkintojen tapauksissa. 
Menetelmä tarjoaa myös erinomaisen balanssin kompleksisuuden ja suorituskyvyn välillä 
verrattuna muihin kirjallisuudessa esitettyihin menetelmiin. 
Työssä on myös kehitetty useita vahvistusoppimiseen pohjautuvia käytäntöjä 
yhteistoiminnalliseen spektrin aistimiseen ja käyttöön. Näiden käytäntöjen avulla on 
mahdollista hyödyntää hajautettua spektrin aistintaa mm. tiedonsiirtonopeuden tai 
energiatehokkuuden kasvattamiseen. Työssä kehitettyjen nopeiden heurististen algoritmien 
avulla käytännöt löytävät lähes optimaalisia työnjakoja spektrin aistimiseen. 
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1. Introduction

1.1 Motivation

The recent surge of wireless services has made the radio spectrum a valu-

able and scarce resource. Although, theoretically, the electromagnetic

spectrum is abundant, the frequency range suitable for practical wireless

communications, i.e., the radio spectrum, is overcrowded. This becomes

apparent from Figure 1.1, where the allocation of the frequencies to differ-

ent wireless operators in Finland in the year 2009 is shown. It can be seen

that most of the wireless spectrum has been exclusively dedicated to spe-

cific wireless operators who are the sole proprietors of their corresponding

frequency bands. Moreover, many of the frequencies that would be suit-

able for wireless communication use are licensed to radar use. Thanks to

the advances in information and signal processing methods, it has been

possible to use the radio spectrum with increasing efficiency. This has

thus far enabled the exclusive frequency licensing shown in Figure 1.1.

Although signal processing and channel coding techniques will continue

to improve in the future, these alone will not be sufficient for meeting the

exponentially growing demand for wireless data rate.

The main motivation for the work in this thesis is to increase the effi-

ciency and agility of the use of the radio spectrum. As discouraging as

Figure 1.1 might look at first, spectrum allocation tables do not show the

whole story. They show how the spectrum is allocated to different pur-

poses and operators, but not how it is actually used. In fact, looking at

the measured average spectrum occupancy in a particular location and

time tells a very different story. Figure 1.2 shows an example of such

measurement reported in [Taher et al., 2014]. From Figure 1.2 it can be

noticed that large parts of the radio spectrum are either locally or tem-

11
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Figure 1.1. Radio frequency allocation in Finland [FICORA, 2009] year 2009 from 30 kHz
to 30 GHz. Currently, most of the radio spectrum is exclusively allocated to
different wireless operators. This has created spectrum scarcity, that could
be alleviated by opportunistic spectrum access and cognitive radios.

porally unused. Such measurement campaigns worldwide [Patil et al.,

2011] have motivated the wireless research community to develop tech-

nologies for flexible spectrum use and cognitive radios (CR), that can op-

portunistically exploit such unused frequencies. This means that, when

the licensed user of the spectrum is not using its frequency band, a CR

would be allowed to access it. When the licensed user decides to transmit

again, the CR will detect the transmission, vacate the band and sense for

idle frequencies elsewhere in the spectrum. An example of this kind of

opportunistic spectrum access by CR can be seen in Figure 1.3.

In order to identify idle frequencies, the CR must sense the radio spec-

trum. However, individual sensors are often susceptible to various prop-

agation effects such as channel fading that can cause sensing errors. Lo-

cal sensing is also vulnerable to RF interference, such as co-channel and

adjacent channel interference. Fortunately, these adverse effects can be

effectively combated using collaborative sensing. In collaborative sensing

multiple sensors at different locations sense the same part of the spec-

trum simultaneously and fuse their observations to form a more reliable

view about the state of the spectrum. This introduces spatial diversity as

the transmissions of an incumbent user can be observed through multiple

12
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Figure 1.2. The average spectrum occupancy rate at different spectral bands measured
at five locations in the USA (IIT-SO, IIT RFEYE truck, Chicago UIC and Rice
campus) and in Finland (Turku) during the fall of 2013 by [Taher et al., 2014].
The occupancy rates have been estimated using measurements obtained over
one day. It can be seen that large parts of the dedicated radio spectrum is
either temporally or locally unused.

Frequency

Power

Time

Figure 1.3. Spectrum holes in time and frequency in a given location. A spectrum hole
emerges when a licensed user (activity indicated by the grey blocks) vacates
its frequency. CR opportunistically detects and accesses these spectrum holes
as shown by the green arrows. When the licensed users activates again, the
CR detects it, vacates the band and searches for idle bandwidth elsewhere.

independent channels.

The frequency band available for opportunistic secondary use may be

large and consist of many non-contiguous frequency bands. The CR may

not be able to sense the whole spectrum at once, but instead be forced to

choose a limited set of bands for sensing. This band selection and allo-

cation of sensors to different parts of frequency spectrum in CR is con-

ducted by a sensing policy. If the CR wishes to maximize the its expected

throughput, the sensing policy should prefer selecting bands that are per-

sistently providing high data rates. Since the statistics of the incumbent

user’s activity and the qualities of the radio channels may be unknown

13
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and dynamic, the sensing policy should be capable of learning. In this

thesis reinforcement learning is employed for acquiring awareness about

the state evolution of the radio spectrum. Reinforcement learning is a

sub-area in the field of machine learning, where examples of correct ac-

tions are not directly available to the learning agent, but instead different

actions can be rewarded according to a performance criteria. In the con-

text of opportunistic spectrum access, the CR corresponds to the agent,

sensing a frequency band corresponds to an action and the achieved data

rate corresponds to the reward. Once idle spectrum has been discovered,

the CR decides if the spectrum will be accessed and which users get ac-

cess. This decision is made by an access policy, which also may rely on

learning based solutions.

1.2 Scope of the thesis

The aim of this thesis is to develop theories and methods for learning how

the state of the spectrum evolves and for identifying and accessing idle

frequencies in an agile manner. To these ends we identified four specific

goals, which will be described next.

The first goal of this thesis was to study and quantify the diversity gains

from collaborative sensing by multiple spatially distributed spectrum sen-

sors. Collaborative sensing can be used in CR for mitigating the effects of

channel fading on spectrum sensing. The gains from collaborative sens-

ing in CR can be exhibited in many ways, such as by simplified detector

structures, reduced sensing time and improved detection/false alarm per-

formance. In this thesis we focus on the latter one, i.e., how increasing the

number of collaborators improves the detection performance. In particu-

lar we are interest in examining the effect of spatial diversity on the col-

laborative detection performance. Actual detection algorithms are outside

the scope of this thesis and for obtaining a comprehensive review of the

state-of-the-art signal detection methods the reader is referred to [Lundén

et al., 2015] and [Axell et al., 2012]. Spatial diversity can be achieved un-

der the assumption of conditional independence between the observations

made at different sensors. In practice it is observed, that the gain from

collaboration diminishes as the number of collaborators increases. Fur-

ther more, if the channels are highly correlated, spatial diversity as well

as the gains from collaboration are reduced. A practical quantitative mea-

sure for spatial diversity, that reflect the above qualities, is proposed in
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Publication I.

The second goal was to develop methods for balancing between exploita-

tion and exploration stages in reinforcement learning based spectrum

sensing and access. By exploitation we mean sensing the frequency band

that has thus far accumulated the highest average data for the CR. By

exploration we mean sensing an empirically inferior frequency band that

might have not been sensed enough many times to make an informed

conclusion about its quality. In this thesis we study the exploration and

exploitation trade-off through a restless multi-armed bandit (RMAB) for-

mulation. Specifically, we focus on the stochastic RMAB problem with un-

known statistics. Solving the restless bandit problem with known statis-

tics is not included in the research topics of this thesis. In the RMAB

formulation a frequency band is treated as a slot machine in a casino that

offers opportunities for gamblers to win rewards. In the case of CR these

rewards come in the form of data rate. The frequency bands are seen to

yield random data rates for CR in the same way as slot machines generate

random payoffs for the gamblers. The restlessness of the problem arises

from the fact that the state of the slot machine may change even when

it is not played – similarly as the the state of the spectrum may evolve

regardless of whether it is sensed or not. Sensing policies based on the

RMAB formulation with unknown statistics are proposed in Publications

VIII and IX. Ideally these policies learn to concentrate their sensing to

the frequency band that yields the highest data rate in expectation.

The third goal of this thesis was to design a multi-band, multi-user spec-

trum exploration method for finding idle spectrum. A deterministic fre-

quency hopping method for a number of collaborative users, desired di-

versity order and specified number of subbands is introduced. The hop-

ping codes should scan the whole spectrum of interest as quickly as possi-

ble and consider all possible sensor combinations of a given collaborating

group size. Furthermore, to insure that the same part of the spectrum is

sensed simultaneously by different users, a synchronised time slot struc-

ture is required. A method for finding such hopping codes are proposed in

Publications II and III.

The fourth goal of this thesis was to develop sensing policies that can

utilize the gains from collaborative sensing in a flexible manner. This is

motivated by refining some of the assumptions in the RMAB formulation,

for example, by acknowledging that the spectrum sensing may be subject

to errors. Here the objectives of the sensing policy are twofold. On the one
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hand, the CR wishes to increase the reliability of sensing by assigning

multiple sensors to collaboratively sense the frequency bands. On the

other hand, the CR wants to use its sensing resources prudently in order

to, for example, maximize the amount of spectrum simultaneously sensed

or to reduce the energy consumed on sensing. Finding the optimal trade-

off between these goals is a difficult problem especially, since the statistics

of the RF environment and the performances of the spectrum sensors are

assumed to be unknown. Reinforcement learning based sensing policies

for this problem are proposed in Publications IV, VII, VI and V.

1.3 Contributions of the thesis

The main contributions of this thesis are presented in the original Publi-

cations I–IX attached to the end of this thesis.

In detail, the contributions of this thesis are:

• A practical measure for spatial diversity in collaborative sensing is pro-

posed in Publication I. It is illustrated that spatial diversity provides

gains that would not be easily achievable by other means, such as by in-

creasing the SNR (signal-to-noise ratio) or sensing time. The proposed

diversity measure is defined as the maximum slope of the curve describ-

ing the probability of detection as a function of the SNR. This diver-

sity measure captures the fact that there is hardly any spatial diversity

when observations at the sensors are correlated (e.g. due to correlated

fading). The proposed measure conforms also with the observation, that

in practice the gains from collaboration tend to diminish fast as the

number of collaborators increases beyond 4.

• A deterministic frequency hopping based collaborative sensing scheme

is proposed for spectrum exploration in Publications II and III. The fre-

quency hopping scheme facilitates sensing the whole spectrum of in-

terest with a desired number of collaborating sensors per frequency

band (desired diversity) as quickly as possible. Furthermore, the pro-

posed method explores all possible sensor-frequency combinations in

minimum time. It may be used in exploration stages that are alter-

nated with the exploitation stages, where the sensing and access of the

spectrum is optimized.
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• A recency based sensing policy stemming from the RMAB formulation

of opportunistic spectrum access in unknown radio environments is pro-

posed and analysed in Publications VIII and IX. The proposed method

balances between exploration and exploitation by controlling the time

interval between two consecutive sensings of a frequency band. It is

shown that for any suboptimal band the growth of this time interval is

asymptotically exponential leading to a regret (learning cost) that in-

creases only logarithmically in time. The proposed recency based policy

is extremely simple, but yet it can often outperform other state-of-the-

art learning policies.

• Reinforcement learning based collaborative sensing policies are pro-

posed in Publications III, IV, VII, VI and V. The proposed policies exploit

the gains from collaborative sensing, that allows the CR to tradeoff be-

tween the accuracy of the sensing and other objectives, such as, energy

efficiency and data rate maximization. The proposed sensing policies

take into account important properties of a realistic CR network such

as, the presence of sensing errors, nonstationarity of the radio environ-

ment and the objectives of the access policy.

1.4 Summary of publications and author’s contribution

In Publication I a quantitative measure for spatial diversity in coopera-

tive spectrum sensing is proposed. Diversity gives significant gain in de-

tection performance both in terms of SNR and the slope of the probability

of detection curve as a function of SNR. The proposed definition for spa-

tial diversity is promising for three reasons: 1) it shows that diversity is

obtained with diminishing returns as the number of sensors is increased,

2) the number of samples has very little effect and 3) it shows very little

gain for correlated channels.

In Publication II a pseudorandomized sensing policy, where the design

of the policy is converted into designing and allocating frequency hopping

codes for the sensors is proposed. The proposed policy guarantees spatial

diversity gains for spectrum sensing and requires little control signalling.

In Publication III an improved frequency hopping code design is pro-

posed, such that the spectrum of interest can be scanned as quickly as

possible by the CR. By scanning we mean that each spectrum subband is
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sensed at least once. Moreover, a machine learning based two-stage sens-

ing policy with fixed diversity order, that learns the PU traffic statistics

and finds spectrum for the secondary network that provides high data

rate is proposed. The policy balances between exploring and exploiting

the spectrum of interest by using the ε-greedy method.

In Publication IV the policy proposed in Publication III is extended for

energy efficient CR. This is achieved by estimating the sensing perfor-

mances of individual sensors and then minimizing the number of active

sensors under a constraint on the sensing performance. Minimizing the

number of sensors reduces the energy consumption, since fewer sensors

need to sense and transmit their sensing results to a fusion center.

In Publication V the asymptotic performance of the sensing policy pro-

posed in Publication IV is analysed and experimentally evaluated in sta-

tionary and non-stationary scenarios. Furthermore, it was illustrated how

a simple and fast approximation algorithm based on Hungarian method

[Kuhn, 1955] may be applied for finding near optimal sensing assign-

ments.

In Publication VI a heuristic polynomial time algorithm based on the

Hungarian method for finding energy efficient sensing assignments in CR

networks is proposed. The simulation results show that the proposed

algorithm is able to generate near-optimal sensing assignments signifi-

cantly faster than an exact branch-and-bound type search algorithm. In

practice, this reduced computation time could be translated into gains in

throughput as the CR has more time for payload transmissions.

In Publication VII a reinforcement learning-based policy for sensing and

accessing multi-band radio spectrum in CR networks is developed. A

heuristic combinatorial search algorithm is proposed for optimizing the

operation of the sensing policy. The randomized Chair-Varshney rule

[Chair and Varshney, 1986] is used to reduce the probability of false alarms

under a constraint on the detection probability that protects the incum-

bent user.

In Publication VIII a sensing policy for CR stemming from the RMAB

problem formulation with stationary but unknown reward distributions is

proposed. The proposed policy is a centrally coordinated index policy that

promotes exploration based on recency. The policy achieves good perfor-

mance with very little computational effort. Simulation results implying

uniformly logarithmic weak regret are presented. It is shown that the

expected time interval between two consecutive sensings of a suboptimal
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band tends to grow exponentially supporting the evidence of logarithmic

weak regret.

In Publication IX a rigorous analysis of the recency based spectrum

sensing policy proposed in Publication VIII is carried out. Two scenarios

are considered: CR with independent rewards and CR with Markovian

rewards. For the Markovian case a new recency based sensing policy ex-

ploiting the independence of the lengths of the regenerative cycles is pro-

posed. It is shown that for both reward models the proposed sensing policy

attains asymptotically logarithmic weak regret. Simulation results sug-

gesting uniformly logarithmic weak regret are also presented. Moreover,

it is illustrate that the proposed policy provides a good trade of between

complexity and performance compared to other state-of-the-art methods

in the literature.

The author of this thesis is responsible for the derivations, algorithm devel-

opment and simulations in all the publications of this thesis. The author

of this thesis has also been in charge of writing the first drafts of the pa-

pers. The co-authors have provided insightful help in planning and revis-

ing the papers. The co-authors also gave crucial suggestions for the design

of the spatial diversity measure proposed in Publication I and for the de-

sign of the deterministic frequency hopping spectrum exploration proposed

in Publication II.

1.5 Structure of the thesis

This thesis consists of six chapters that provide an introduction to the

nine original publications attached to the Appendices I-IX at the end of

this thesis. The main contributions of this thesis are presented in Chap-

ters 3–5. Chapter 2 gives an overview of technologies and challenges re-

lated to CR and opportunistic spectrum access. Chapter 3 identifies the

interplay between the central components of opportunistic spectrum ac-

cess – spectrum sensor, sensing policy and access policy. The models used

in this thesis are defined together with a compact survey of the spectrum

sensing methods proposed in the literature. In Chapter 4 the RMAB for-

mulation of multi-band opportunistic spectrum access is presented. Re-

cency based sensing policies are proposed together with an extensive re-

view of the existing literature. In Chapter 5 the assumptions used in

opportunistic multi-user multi-band spectrum access are refined. Rein-
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forcement learning based sensing and access policies taking into account

imperfect and finite spectrum sensing and access resources are developed.

Concluding remarks and a discussion about the future research directions

are given in Chapter 6.
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2. An overview of cognitive radios and
opportunistic spectrum access

This chapter provides an overview of cognitive radios and agile spectrum

use in such systems. The basic terms and concepts are introduced and

the main challenges related to opportunistic spectrum access (OSA) are

identified. Enabling solutions to these challenges are discussed. Finally,

a summary of the standardization efforts related to CR is provided.

The term cognitive radio was originally coined in [Mitola, 2000]. There,

cognitive radios were defined as smart wireless devices that are aware of

their RF environment and user context. With this awareness the most

appropriate radio resources and wireless services can be provided for the

user in a flexible manner. In practice this means agility in adapting the

parameters of wireless transmissions according to the observed RF en-

vironment. The operation of CR can be described through the so-called

cognitive cycle [Khattab et al., 2012, Ch. 2] shown in Figure 2.1. Through

sensing and analysis, CR obtains knowledge about the RF environment

and about the idle frequencies. Decision making and learning provide the

means for CR to choose its actions using on the obtained awareness of the

RF environment. These actions are, for example, choosing the operation

frequency, access decision, transmit power, data modulation, coding, etc..

The actions are then carried out in the adaptation step, where the agility

of the CR is realised. In [Biglieri et al., 2012, Ch. 1] the agility of CR

has been divided into three categories: 1) spectrum agility, 2) technology

agility, and 3) protocol agility. Spectrum agility refers to discovering and

exploiting available radio resources in frequency, time and space. Tech-

nology agility refers to capability to operate across various wireless tech-

nologies (WiFi, Bluetooth, FM, etc.). Protocol agility refers to dynamic

reconfiguration of the protocol stack to serve the CR devices that are com-

municating with each other.

In this thesis the term cognitive radio is used exclusively in the context
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RF environment

Sensing

Analysis

Decision making

and learning

Adaptation

Figure 2.1. Cognitive cycle of CR [Khattab et al., 2012, Ch. 2]. Sensing and analysis
provide the means for RF awareness, such as the presence/absence of the
licensed users, their transmit powers and the channel conditions. Decision
making and learning exploit the RF awareness for choosing actions that max-
imize the CR’s utility, such as the data rate. These include choosing the oper-
ation frequency, transmit power, modulation, coding, etc., which are carried
out in the adaptation step

of spectrum agility, in particular OSA. The paradigms and the high level

functional requirements of OSA will be discussed next. Comprehensive

overviews on CR and OSA can be found in [Biglieri et al., 2012], [Haykin,

2005], [Lundén, 2009], [Goldsmith et al., 2009], [Chaudhari, 2012], [Song

et al., 2012], [Lundén et al., 2015].

2.1 Opportunistic spectrum access

A CR network is assumed to consist of a group of unlicensed secondary

users (SUs) that opportunistically access the spectrum licensed to a group

of primary users (PUs). The SUs are allowed to access the licensed spec-

trum when no PU is active, or when sufficiently low interference level can

be guaranteed at the PU receiver. Methods for OSA can be divided into

three fundamental approaches [Biglieri et al., 2012, Ch. 1]:

1. Interweave. The SUs are operating under strict constraints of not in-

terfering with the PUs. This means that the SUs need to detect the

PU transmissions quickly and reliably, and refrain from transmissions

whenever PU signals are present.

2. Overlay. The SUs are allowed to transmit simultaneously with the

PUs by using transmission strategies and codebooks that cause the least
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interference to the PUs. This approach calls for accurate knowledge

of the PUs signalling schemes as well as channel information between

the SU transmitter and PU receiver. In practice, overlay CR may even

require cooperation from the PUs.

3. Underlay. Similar to the overlay approach, in underlay CR the SUs

are allowed to transmit simultaneously with the PUs. This requires

that the interference to the PUs is kept below a certain tolerable level.

Underlay CR is often explained by an ultrawideband example, where

the SU signals are assumed to be spread over a large bandwidth with

a low power spectral density. A PU operating at a frequency band that

has a much smaller bandwidth compared to the bandwidth of the SU

signal, sees only a negligible increase in its noise/interference level.

Publications I-IX of this thesis have been written with the interweave

approach in mind, although most of the basic ideas and methods proposed

could be also used in the overlay and underlay paradigms.

Accessing the licensed spectrum using one of the above three approaches

requires the CR to include certain specialized functionalities. These func-

tionalities are part of the cognitive cycle shown in Figure 2.1. In [Chaud-

hari, 2012] these functional requirements have been divided into three

categories:

1. Spectrum awareness. Contains methods for obtaining awareness about

the radio environment of the CR, such as spectrum sensor, spectrum

database interface and geopositioning. It is the first step in the cognitive

cycle.

2. Cognitive processing. Constitutes a fundamental part of the cognitive

cycle. Cognitive processing includes the decision making and learning

functionalities of the CR such as the sensing policy, access policy and

interference management.

3. Channel access. Offers the means for the CR to maximally exploit the

available spectral resources through various access technologies. Chan-

nel access methods include, for example, time division multiple access

(TDMA), frequency division multiple access (FDMA) and code division

multiple access (CDMA). Notice the difference between channel access
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and spectrum access policy: Spectrum access policy decides who gets ac-

cess to the spectral resource and when, while channel access defines the

methods for transmission and spectrum sharing.

The components in the above three functional categories influence each

others operation and design. For example, the reliability of the informa-

tion obtained from spectrum awareness level affects the operation at the

cognitive processing level. Channel access schemes on the other hand de-

termine the achievable data rates and bandwidth requirements, which in

turn impact the decision making by the cognitive processing components.

This thesis contributes to the category of cognitive processing, in partic-

ular in the design of reinforcement learning spectrum sensing policies.

The interplay between the main components of OSA will be elaborated

in Chapter 3. In particular, Chapter 3 discusses the connections between

the spectrum sensing policy, the access policy and the spectrum sensor.

Practical design examples for these will be given in Chapter 5.

2.2 Challenges in opportunistic spectrum access

Designing CRs that are capable of OSA is a demanding problem in prac-

tice. For example, the sensitivity requirements in interweave CR for de-

tecting PU signal can be well below the SU’s thermal noise level. This

poses challenges for the design of the spectrum sensor. Among the state-

of-the-art signal detection methods [Axell et al., 2012] are feature detec-

tors, such as those exploiting cyclostationary properties of the PUs sig-

nals [Lundén et al., 2009] and the ones employing autocorrelation esti-

mation [Chaudhari, 2012]. These detectors can be made sensitive to cer-

tain known features of the PU signals, such as the length of the cyclic

prefix and the used data modulation scheme. Such signal features can be

found from wireless standards, where employed waveforms are explained

carefully. Feature based sensing also allows distinguishing between SU

and PU signals based on their signal waveforms, unlike the energy de-

tection, for example. However, even these advanced signal detectors are

vulnerable to deep fades in the wireless channel. Deep fades occur when

the channel gain between the PU and the SU drops significantly causing

the detector at the SU to miss the presence of the PU signal. In order

to combat against such effects of fading, collaborative detection schemes

have been proposed in the literature [Varshney, 1996], [Blum et al., 1997],
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[Yücek and Arslan, 2009], [Lundén et al., 2009], [Chaudhari, 2012], [Axell

et al., 2012]. Collaborative detection brings diversity gains by fusing sen-

sory data from multiple locations and thus forming a more accurate view

of the state of the spectrum. The cost of collaboration is the increased

amount of transmitted sensing and control data, which also entails the

need for precise synchronization and scheduling.

The desire to access multiple frequency bands in an agile manner in-

troduces challenges for CR hardware design. For example, in order for

CR to switch between frequency bands seamlessly, the components in

its RF front-end (antenna, amplifier, analog-to-digital converter (ADC),

bandpass filters) should have a large operational bandwidth. Spectral

agility also requires the latencies at the hardware level to be as small as

possible. For example, as pointed out in [Gözüpek et al., 2013], the delays

in hardware caused by frequency switching can be significant and may

need to be taken into account in the design at the cognitive processing

level. In this thesis however, hardware delays are not taken into account.

The main challenges tackled by this thesis are at the cognitive process-

ing level. These challenges arise from the nature of CR, which is to learn

and build awareness of its radio environment and to adaptively choose its

operational parameters to maximize a desired performance criterion such

as throughput. Since CRs usually operate in unknown and dynamic ra-

dio environments they need to capable of learning. Learning is a central

task in cognitive processing. A comprehensive review of various learn-

ing related challenges in CR networks is provided in [Bkassiny et al.,

2013]. Learning happens by acting and observing, and often involves the

so-called exploration-exploitation dilemma. For example, it might not be

possible for the CR to sense the whole spectrum of interest at once. In-

stead, it needs to choose the sensed frequency each time anew. Exploita-

tion, in this context, means that the CR assumes its estimates of the qual-

ities of different frequency bands to be accurate by choosing the band to be

sensed as the one that thus far provided the highest utility. Utility may be

related for example to the obtained data rate that depends on the chan-

nel availability and quality. Exploration means acknowledging that the

CR might not yet have seen sufficient evidence from all frequency bands

which promotes sensing a less explored frequency band. Other challenges

in leaning are brought by imperfect sensing and temporal changes in the

statistics of the radio environment. Dynamic radio environment requires

the CRs to forget their past so that it is possible to adapt to the new con-
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ditions. Imperfect sensing causes some of the observations by the CR to

be unreliable thus complicating the learning and decision making.

2.3 Applications

There are many areas of future wireless communications where cogni-

tive radios can be useful. Among these are vehicular networks, machine-

to-machine (M2M) communications, embedded sensor networks, cellular

networks as well as military and public safety systems. In fact, there are

hardly any wireless systems that would not benefit at all from the agility

offered by CR. For example, next-generation cellular networks are envi-

sioned to consists of large macrocells containing groups of heterogeneous

pico- and femtocells. These small cells operate at a relatively low power

and provide very high data rate services for the users within their reach.

While smaller cell sizes make it possible to reuse the frequencies more ef-

ficiently, they also highlight the role of interference management. CR can

provide means for interference awareness, especially in networks where

the pico- or femtocells can be deployed in a flexible fashion. Smaller cell

sizes may also increase the variability of the number of service requests

to the pico- and femtocell base stations. In this case, the base stations

would also benefit from the flexibility offered by CR in the form of discov-

ering and sharing licensed radio resources. For example, as proposed in

[Wang et al., 2011] CRs could be used for temporally offloading cellular

traffic to unused frequencies outside the primary frequency bands of the

cellular system. Efforts towards similar flexible spectrum use have been

also proposed for future LTE releases [PCAST, 2012], [Matinmikko et al.,

2014], [ETSI, 2014], [FCC, 2015].

CR can be also useful in sensor networks and M2M communications.

Future M2M networks may consist of various devices with different radio

access technologies that need to coexist and possibly cooperate together.

In M2M communication CR can, for example, enable flexible air interface

design, OSA, coexistence of several communication protocols and interfer-

ence management [Zhang et al., 2012].

TV white space CRs have been proposed for providing last mile connec-

tion in wireless broadband networks [Nekovee, 2009]. TV white spaces

refer to idle frequencies at the UHF and VHF bands that were vacated in

the early 2000’s, when analog TV broadcasts were taken over by digital

transmissions. Last mile connectivity can be a problem especially in rural
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areas, where installation of network infrastructure is not profitable due

to low number of customers in a large area.

Similar to wireless broadband networks, TV white space CRs can be

used for establishing connectivity in vehicular networks [Felice et al.,

2012]. In vehicular networks cars are envisioned to communicate with

one another in order to avoid collisions, save fuel and to share sensory

and traffic data. Due to their high mobility the latency requirements in

vehicular networks are demanding and hence, CR-only communications

would likely be insufficient. However, CR may provide supplementary

idle frequencies for these short range communications that alleviate con-

gestions and interference.

Other potential application areas for CR are in the military and pub-

lic safety networks [Pawelczak et al., 2005], [Akyildiz et al., 2006]. Such

networks often have to operate under conditions, where the wireless in-

frastructure is either unavailable or is congested or jammed. To this end,

CR could help such operations by providing RF awareness, adaptivity and

self-organization.

There will be also changes in the spectrum regulation. In the future the

spectrum will be regulated in larger chunks and different radio systems

need to co-exist in the same part of spectrum. One such emerging topic

is spectrum sharing between communication and radar systems [PCAST,

2012], [Bica et al., 2015], [Hassanien et al., 2016].

2.4 Standardization efforts

Multiple efforts towards defining cognitive radio standards have been

made in the recent years [Asadi et al., 2015]. Perhaps the best known

of them is the IEEE 802.22 wireless regional area network (WRAN) stan-

dard [IEEE, 2015a] for reusing the TV white spaces. The IEEE 802.22

standard specifies opportunistic spectrum sharing for wireless commu-

nication in the ranges of 1300-1750 MHz, 2700-3700 MHz and in the

VHF/UHF TV broadcast bands. The secondary spectrum access in the

IEEE 802.22 standard is assumed to be controlled by a centralized ge-

olocation database, and may possibly be aided by local spectrum sensing.

Before accessing the spectrum, an SU would request from the database

about frequencies that could be used in the SUs geographical area. If such

frequencies are available, the database returns the SU with the frequency

band to use, the duration of use and the permitted transmit power.
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Other CR related standardization efforts are the IEEE 802.11h, IEEE

802.11af, IEEE 802.19 and IEEE DySPAN-SC working groups. The IEEE

802.11h standard for wireless local area networks (WLANs) targets at

dynamic frequency selection, power control and spectrum sharing. The

IEEE 802.11h standard intents to allow WLAN to coexist with military

radar systems in the 5-GHz frequency band. The IEEE 802.11af stan-

dard (also known as White-Fi) aims at CR based WLAN operation at the

TV white spaces [Flores et al., 2013]. Like in IEEE 802.22 standard, the

IEEE 802.11af also assumes a spectrum database controlling the allo-

cation of the spectrum based on the SUs geolocation. The IEEE 802.19

standard specifies radio technology independent methods for coexistence

of various individual TV white space devices. The IEEE Dynamic Spec-

trum Access Networks Standards Committee (DySPAN-SC) P1900 work-

ing group [IEEE, 2015b] focuses on improved spectrum use and on new

techniques for spectrum access. It also covers interference management

as well as coordination between networks that possibly use different wire-

less technologies.
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3. Identifying and accessing idle
spectrum

This chapter presents the main challenges of identifying and exploiting

spectrum opportunities in cognitive radio networks. A spectrum opportu-

nity can be defined as a situation where a secondary transmitter-receiver

pair could communicate successfully over a licensed frequency band with-

out causing excessive interference to the licensed users, i.e., the PU re-

ceivers. The radio spectrum that the SUs are monitoring for spectrum op-

portunities might consist of multiple non-contiguous frequency subbands.

For example the SUs might not be able to sense a large frequency band at

once due to narrowband hardware or limited signal processing resources.

Moreover, different parts of the radio spectrum may offer different data

rates for the SUs depending on the bandwidth, interference, radio propa-

gation and the PU activity. For these reasons it beneficial for the SUs to

characterize the utilities of each subband separately. The SUs may then

utilise the idle frequency bands using for example carrier aggregation.

In order to discover the spectrum opportunities, the SUs need to sense

the spectrum. Single user spectrum sensing is, however, vulnerable to

channel fading. To overcome the adverse effects of fading collaborative

spectrum sensing has been prosed in the literature. Collaborative sens-

ing brings gains via spatial diversity, since the same PU signal can be

observed through multiple independent channels. One of the contribu-

tions of this thesis is to propose a practical measure for spatial diversity

in collaborative spectrum sensing in Publication I. The proposed spatial

diversity measure will be presented in Section 3.3.3 together with a dis-

cussion of its suitability for distributed spectrum sensing.

Before the sensing the SUs needed to have decided which part of the

spectrum to focus their sensing resources on. This task is taken care of

by a sensing policy, which will be the main focus of this thesis. After ob-

serving the results from the sensing the SUs have to choose whether the
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spectrum should be accessed or not and possibly by which SUs. The access

decision are taken of by a procedure called access policy. In this chapter

an introduction to these three basic building blocks of OSA, that is, the

sensor, the sensing policy and the access policy will be given followed by

an discussion on how to jointly optimize them. The main contributions of

this thesis are in developing learning-based multi-band multi-user sens-

ing and access policies, which will be covered in detail in Chapters 4 and

5.

3.1 Components of opportunistic spectrum access

Before an SU can obtain access to idle licensed spectrum it needs to pro-

ceed according to the following steps: 1) decide which frequencies to sense,

2) sense the chosen frequencies and decide whether the spectrum is free

or not, 3) decide whether to access or not. These steps are graphically il-

lustrated in Figure 3.1. The first step is managed by the spectrum sensing

1. Select the fre-

quencies to sense

2. Sense the cho-

sen frequencies

3. Decide whether

to access or not

Sensing policy Sensor Access policy

Figure 3.1. The required steps for identifying and accessing idle radio spectrum. First
a sensing policy decides which frequencies to sense after which a spectrum
sensor performs the sensing task. After obtaining the information about the
availability of the spectrum from the sensor an access policy decides whether
to access the spectrum or not.

policy, whose task is to select the frequency band to be sensed such that

persistently high data rates can be expected for the SUs. In the second

step a spectrum sensor collects data from the receiver and performs sta-

tistical inference such as binary hypothesis testing to decide whether the

band is idle or occupied. In the third step the access policy decides, based

on the output of the spectrum sensor, whether to access the spectrum or

not and which SUs get the access.

The access decision depends on the constraints set on the probability

of colliding with the PU transmissions as well as the sensor the operation

point. The operation point at a given SNR specifies the sensor’s missed de-

tection and the false alarm probabilities. Missed detection happens when

the sensor wrongly identifies the spectrum to be idle when it is actually

occupied. False alarms, on the other hand, take place when the detector

falsely declares the spectrum to be occupied when it is in fact idle. For ex-
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ample, if the spectrum sensor is producing many false alarms, a naive ac-

cess policy, that allows transmissions only when the sensor indicates idle

spectrum, might result in excessive number of overlooked spectrum oppor-

tunities. Similarly, a high rate of missed detections by the sensor, might

with the naive access policy result in a prohibitive amount of interference

to the PU. Hence, depending on the operation point of the spectrum sen-

sor and the collision constraints an optimal access policy might sometimes

decide to access (resp. not to access) the spectrum although the sensor in-

dicates occupied (resp. idle) spectrum. In addition to the reliability of the

spectrum sensor the observed instantaneous channel quality of an idle

band affects whether the SUs should access the spectrum. For example if

the signal to interference plus noise ratio (SINR) between two SUs is too

low to support any meaningful communication, it is obviously better for

them to conserve battery power and not to access the spectrum. There are

two main reasons why the SINR may fall below acceptable level: 1) the

fading of the wireless channel 2) interference from other wireless devices.

Channel fading can be caused by multipath propagation, where delayed

versions of the signal add up either constructively or destructively at the

receiver or by signal shadowing by large objects, such as buildings be-

tween the transmitter and the receiver. There are various sources where

interference may originate from. These are co-channel interference, adja-

cent channel interference, interference due to harmonic components.

Alternatively, one could try to set the sensor operation point at a certain

SNR level such that the interference constraints are met while minimiz-

ing the number of false alarms, so that the access policy could simply

always trust the sensor output. In an ideal AWGN channel this could be

achieved using the Neyman-Pearson formalism, which will be described

in Section 3.3. In practice, however, the wireless channel is rarely AWGN

and there is always certain amount of randomness that cause the channel

to fade. In order to compensate the effects of channel fading on the sensor

output collaborative sensing techniques may be used.

The sensor and the access policy affect directly on the achievable through-

put by the SUs. This in turn influences the decision about which band

should be sensed. For example, the sensing policy should avoid selecting

frequency bands where the achieved data rates are low or where the pro-

tection of the PU from interference cannot be guaranteed. Naturally, also

the activity of the PU at different frequency bands affects the decisions of

the sensing policy. For example the SUs should avoid sensing such bands
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that are persistently occupied or very likely to be occupied in the near fu-

ture by the PU. The PU occupancy model as well as the time slot structure

of the sensing and access play a key role in optimizing the sensing policy,

as will be discussed in the next section. From a practical point of view

the most interesting challenge arise when spectrum occupancy varies as

a function of time, frequency and location. Such practical and more real-

istic settings will be discussed in Section 5.

3.2 Time slot structure of the PUs and SUs

3.2.1 Models for the PU activity

Before proceeding to optimize the individual components of opportunistic

access, a model of the PU operation will be introduced. In particular, in

order to design a sensing policy, which is at the focus of this thesis, one

needs to define how the PU is occupying the spectrum over time. Typically

the PU activity is assumed to be time slotted such that the PU is randomly

either active or idle for the whole duration of a time slot 1. Figure 3.2

shows a general example of how the PU activity may vary over time at

three frequency bands.

Idle Occupied

Band3

Band2

Band1

← Time slot →

Figure 3.2. Time slotted structure of the PU activity. Occupied time slots (coloured in
brown) mean that a PU is active at the corresponding band. Idle time slots
(coloured in green) mean that no PU transmission is taking place.

The most common stochastic models for the transitions between ac-

tive and idle PU states are the time independent model [Jiang et al.,

2009, Cheng and Zhuang, 2011, Lai et al., 2011a], and the Gilbert-Elliot

model [Chen et al., 2008, Ahmad et al., 2009, Lai et al., 2008b, Liu and

1Continuous time unslotted PUs have also been considered in [Li et al., 2011]
and [Tehrani and Zhao, 2009].
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Zhao, 2010b, Liu et al., 2010, Tekin and Liu, 2012, Zhao et al., 2008b, Zhao

and Sadler, 2007, Liu et al., 2013a, Umashankar and Kannu, 2013]. In

the time independent model the state of the spectrum evolves indepen-

dently across time slots where as in the Gilbert-Elliot model the spec-

trum is assumed to evolve according to a two-state Markov chain (see Fig.

3.3). The underlying parameters of the activity model can be either as-

sumed to be a priori known or unknown, which typically lead to different

tools and techniques in the optimization of the sensing policy. In the case

of known parameter values the optimization of the sensing and access

typically leads to sequential decision making and dynamic programming,

whereas in the case of unknown values the solutions are usually based on

machine learning techniques.

0 1P00 P11

P01

P10

Figure 3.3. A two state Markov chain can be used to model the temporal state evolution
of a band. In this thesis state 1 denotes that the band is occupied and state 0
that the band is idle. The probability of transitioning from state x to state y

is denoted as Pxy.

3.2.2 Time slotted models of sensing and access for the SUs

Similar to the PU, the operation of the SU is also typically assumed to

be time slotted. Throughout this thesis it is assumed that the SU time

slot has the same duration as the PU time slot and that the SUs are per-

fectly synchronized with each other. An SU time slot consists of a short

sensing period followed by an access period. During the sensing period

the SU senses the state of the spectrum and possibly communicates its

sensing results to other SUs. Depending on the outcome of the sensing,

in the access period the SU may start to transmit (or receive) and obtain

throughput. Following this time slotted structure, opportunistic spectrum

sensing and access policies can be broadly divided into two groups [Khan

et al., 2013, Gavrilovska et al., 2014] based on the number of channels

that a single SU is able/allowed to sense in one time slot. These are poli-

cies that sense a single channel per time slot [Lai et al., 2011a, Liu et al.,

2013b, Zhao et al., 2008a, Zhao et al., 2007, Chen et al., 2008] and policies

that sense multiple channel per time slot [Cheng and Zhuang, 2011, Jiang
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Band3

Band2

Band1

Idle Occupied Sensing Transmission

← Time slot →

(a) Sensing policy sensing multiple channels per time slot.

Band3

Band2

Band1

Idle Occupied Sensing Transmission

← Time slot →

(b) Sensing policy sensing a single channel per time slot.

Figure 3.4. Examples of a multiple channels per times slot sensing policy and a single
channel per slot policy, where in both policies the bands are sensed in a fixed
order: band 1, band 2, band 3. In the multiple channel per slot policy (a) the
SU can sense multiple frequency bands within one time slot. In the single
channel per slot policy (b) the SU can sense only one frequency band within
one time slot. The primary user activity is assumed to change (randomly) in
the beginning of each time slot and stay fixed until the beginning of a new
time slot.

et al., 2009, Yang et al., 2015, Li et al., 2011]. In the policies that sense

multiple channels per time slot the SU is able to sense multiple bands in

a sequential fashion (see Figure 3.4a). In the policies that sense a single

channel per slot the SU is able to sense only one PU band per time slot

(see Figure 3.4b). It is important to distinguish between these two policy

models, as they generally lead to different mathematical formulations and

consequently different solutions. Policies sensing multiple channels per

time slot generally relate to optimal stopping theory [Jiang et al., 2009]

whereas policies sensing single channel per slot usually stem from the

theory of partially observable Markov decision processes (POMDPs) and

the theory of restless multi-armed bandit (RMAB) problems [Zhao et al.,

2007].

Figure 3.4a shows an example of how a multiple channel per slot pol-
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icy may generally operate over a period of six time slots. The goal is to

find an order for the frequency band sensing such that the SUs find high

data rate spectrum as quickly as possible. In Figure 3.4a for illustration

purposes, however without the loss of generality (w.l.o.g.), the sensing or-

der has been fixed arbitrarily such that band 1 is always sensed first,

band 2 the second and band 3 as the last. If the SU senses a band to

be occupied it can immediately proceed to sense the next channel in the

channel sensing order. This happens for example in the first time slot in

Figure 3.4a. If a band is sensed idle, the SU may start to transmit at the

band for the remaining duration of the time slot. In some formulations

[Jiang et al., 2009, Yang et al., 2015] the sensing time slot contains also

a mini slot for channel probing, where the instantaneous quality of the

idle channel is estimated. If the estimated channel quality is poor, for

example due to fading or interference, the SU may decide not the access

the idle band but to proceed to sense another band in the hope of finding

an idle band of better quality. In [Jiang et al., 2009] it was shown that

finding the optimal channel sensing order with full statistical knowledge

of the PU activity can be cast as an optimal stopping problem. In some

special cases a simple channel sensing order can be optimal. For example,

without channel probing when the achieved rates at different bands are

all equal, it is optimal to simply sense the channels in the decreasing or-

der of their availability probabilities [Jiang et al., 2009]. Similarly, if the

availability probabilities of the bands are all identical but the achievable

rates different, it is optimal to sense the bands in the decreasing order

of the achievable rates [Cheng and Zhuang, 2011]. However, in general

such simple channel sensing orders are suboptimal, and often for finding

the optimal sensing order either exhaustive search or dynamic program-

ming is needed [Jiang et al., 2009]. When the availability probabilities

and achievable rates are not known a priori, algorithms capable of learn-

ing need to be employed. In [Yang et al., 2015] the problem of finding

optimal channel sensing order under unknown PU statistics was solved

using upper confidence bounds of the channel availability probabilities

and channel mean SINRs. Using these upper confidence bound estimates

the channel sensing order in [Yang et al., 2015] is found via exhaustive

search, and the policy can be shown to converge to an optimal channel

sensing order with high probability.

Policies sensing multiple channels per time slot can potentially discover

spectrum opportunities very rapidly – as soon as the SU encounters an
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occupied band it will move on to sense the next band in the channel sens-

ing order. However, optimizing such policies even for a single SU can be

computationally demanding. The dynamic programming algorithm pro-

posed in [Jiang et al., 2009] has a time complexity of O(K2K−1) for K

frequency bands. Correspondingly, the brute force search used in [Yang

et al., 2015] has a time complexity of O(K!). As a step towards a multi-

user setting in [Fan and Jiang, 2009], it was pointed out that finding the

optimal sensing order for two SUs via exhaustive search has a time com-

plexity of O((K!)2). Hence, [Fan and Jiang, 2009] proposed using sub-

optimal methods for finding the channel sensing order in a multi-user

scenarios.

Figure 3.4b shows an example of how a policy sensing a single channel

per time slot may operate over six time slots. For illustration purposes

the sensing policy has been again fixed such that channels are sensed in

the increasing order of the channel indices (channel 1, channel 2, channel

3). The goal of the SU is to choose one frequency band to be sensed in a

time slot such that the SUs expected long term (discounted or average)

reward will be maximized. The reward may be defined as the number

of successful transmissions [Zhao et al., 2008a] or the accrued data rate

[Zhao et al., 2007]. By allowing the SU to sense only one subband per time

slot simplifies the problem and allows employing the theory of a partially

observable Markov decision processes (POMDPs) – in particular restless

multi-armed bandit (RMAB) problems [Zhao et al., 2007]. Interestingly,

in [Chen et al., 2008] it was found that using the single band model the

design of the sensing policy can be decoupled from the design of spectrum

sensor and that of the access policy. Specifically it was shown that the

joint optimal design of sensing and access can be carried out in two steps:

1) Choose the sensor operation point optimally using the Neyman-Pearson

formalism so, that the optimal access policy will be to trust the sensor and

access the spectrum if only if the sensing result indicates idle spectrum,

2) Given the sensor operating point and the optimal access policy, find the

optimal sensing policy that maximizes the expected reward. In policies

sensing a single band per time slot, there is much less contention among

the SUs to the same spectrum than in sequential policies. Consequently,

finding optimal policies for multiple users becomes easier than with poli-

cies optimizing the sensing order. Due to the computational complexity of

the channel sensing order optimization, most of the literature on multi-

ple channels per slot policies assume the time independent model for the
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PU activity 2. For single channel per slot policies computationally effi-

cient solutions can be still found for both the time independent and the

Gilbert-Elliot models.

The contributions of this thesis are on multi-channel multi-user sensing

policies sensing a single channel per time slot. In order to avoid repetition

a detailed survey of single channel per slot policies will be provided in

Chapters 4 and 5.

3.3 Spectrum sensor

Spectrum sensing is one of the most vital components in OSA [Axell et al.,

2012]. In the literature the term spectrum sensing has been used to refer

to spectrum estimation or signal detection. Spectrum estimation means

estimating how much RF power is present at a given frequency band

while signal detection refers to binary hypothesis testing about the pres-

ence/absence of PU signals. In this thesis we will use the latter definition.

First a brief introduction to non-collaborative signal detection is given fol-

lowed by a concise coverage of collaborative detection schemes and their

benefits.

3.3.1 Non-collaborative detection

Signal detection problem can be formulated as a binary hypothesis test,

where the two hypotheses are

H0 ∶ y(n) = w(n)

H1 ∶ y(n) = w(n) + s(n),
(3.1)

where y(n) is the received signal, w(n) is the thermal noise, s(n) is the

received PU signal and n is a discrete time index variable n = 1,2, .... Typ-

ically w(n) is assumed to be additive white Gaussian noise (AWGN). In

general, detection algorithms proceed as follows: collect a set of Ns sam-

ples, compute a decision statistic from the collected samples and compare

the decision statistic to an threshold. Denote the vector of the Ns samples

as y = [y(1), y(2), ..., y(Ns)], the test statistic computed from the samples

as T (y) and the decision threshold as η. The decision about the pres-

2Some efforts using the Gilbert-Elliot model have been made in [Liu et al., 2013a,
Umashankar and Kannu, 2013].
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ence/absence of a PU signal is then made as:

If

⎧⎪⎪⎪⎪⎨⎪⎪⎪⎪⎩

T (y) < η , decide H0,

T (y) ≥ η , decide H1.
(3.2)

The test statistic can be engineered based on design objectives such as

the sensitivity, computational simplicity, robustness or how much prior

knowledge of the PU signal waveform is wanted to be exploited. The de-

cision threshold η can be chosen based on a statistical criteria, for ex-

ample as the one that would maximize the detection probability under a

constraint on the false alarm probability (Neyman-Pearson), or the one

that would minimize the total cost of false positive or false negative er-

rors when the probabilities of H0 and H1 being true are known apriori

(Bayesian) [Axell et al., 2012]. Similarly, in the absence of the prior

probabilities required by the Bayesian criterion one could use the least

favourable prior probability assignment in which case the detector would

be called the minimax detector [Varshney, 1996, Ch. 2].

There are several criterions for evaluating the performance of a spec-

trum sensing algorithm. Among them are: missed detection probability,

false alarm probability, sensing time, SNR regime, implementation / com-

putational complexity, robustness, required prior knowledge and ability

to distinguish between waveforms [Chaudhari, 2012]. These performance

measures are partly overlapping or in a trade-off relation with one an-

other. For example certain a priori assumptions in the detector design

may lead to poor robustness when the prior assumptions are not correct.

Similarly, the false alarm rate and the missed detection rate usually have

a trade-off relation: lowering one increases the other. Next we will give

a brief review of spectrum sensing algorithms and discuss their advan-

tages and disadvantages in terms of the above criteria. Comprehensive

and recent reviews of state-of-the-art spectrum sensing algorithms, of also

those not presented here can be found in [Chaudhari, 2012, Axell et al.,

2012, Lundén et al., 2015] and [Biglieri et al., 2012, Ch. 4 and 5].

Energy detection – One of the simplest and the most often employed de-

tection algorithms is energy detection. Energy detection works by mea-

suring the received signal energy from a frequency band and then com-

paring the energy value to a decision threshold. The test statistic for the

energy detector is given as [Biglieri et al., 2012, Ch. 4]

TE(y) =
2

N0

Ns

∑
n=1
∣y(n)∣2, (3.3)
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where N0 is the noise spectral density. Assuming the noise to be AWGN,

the distributions of TE under H0 and H1 are

TE∣H0
(y) ∼ χ2

2Ns

TE∣H1
(y) ∼ χ2

2Ns
(2γ),

(3.4)

where γ is the signal-energy-to-noise-spectral-density.

One of the main advantages of the energy detector is that it is simple

to implement. Another advantage is that it does not require any apri-

ori knowledge of the signal waveform(s) to be sensed. On the other hand

this obliviousness to prior knowledge makes the energy detector unable

to utilize any distinct characters that may be present in the signals. Con-

sequently, the energy detector cannot distinguish between interference

and noise nor between waveforms from different communication systems,

such as the PU and SU. Furthermore, the performance of energy detection

is limited by the so called SNR wall [Tandra and Sahai, 2008] stemming

from the fact that in practice there is always uncertainty about the re-

ceiver’s noise power density. The term “SNR wall” refers to an SNR value

below which the energy detector cannot detect the signal even with infi-

nite number of samples.

Cyclostationary detection – Cyclostationarity is a typical character of

most man-made signals. Random processes whose statistical properties,

such as mean, variance, autocorrelation, change periodically are called

cyclostationary [Lundén et al., 2009]. In wireless communication signals

cyclostationarity can arise due to the carrier frequency, modulation, fre-

quency hopping, coding, or spectral spreading. Since typically these prop-

erties are determined in communication standards, it is possible to design

powerful detection algorithms that sense these periodicities [Dandawate

and Giannakis, 1994, Lundén et al., 2009]. This also allows the cyclosta-

tionary detectors to distinguish among signals from different communi-

cation systems whenever their cyclostationary features are distinct. In

[Dandawate and Giannakis, 1994] a cyclostationarity detector was pro-

posed for a single cyclic frequency, which can be estimated from the cyclic

autocorrelation function or from the cyclic spectra. In [Lundén et al.,

2009] the work of [Dandawate and Giannakis, 1994] was extended for

multiple cyclic frequencies and shown to increase the detection perfor-

mance over single cycle detection. In [Lundén et al., 2010] a nonpara-

metric cyclic correlation estimator based on the spatial sign function was

proposed for robust detection of cyclostationary signals. The robust cyclo-
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stationarity detector in [Lundén et al., 2010] was shown to achieve good

detection performance in impulsive non-Gaussian noise, while not com-

promising much of the performance in Gaussian noise conditions.

Cyclostationarity detection has several advantages over energy detec-

tion: it has better robustness to noise uncertainty, higher sensitivity and

is it potentially capable of distinguishing between the PU and SU signals.

On the other hand, cyclostationary detectors tend to have a higher compu-

tational complexity and they often are more vulnerable to phase/frequency

offsets than energy detectors [Lundén, 2009].

Autocorrelation detection – Similar to a cyclostationary detectors auto-

correlation detectors also take advantage of periodicities of the detected

signals [Chaudhari, 2012]. For example the cyclic prefix used in orthog-

onal frequency division multiplexed (OFDM) signals incurs periodicities

that can be exploited in the detection. The repetition in the cyclic pre-

fix (due to copying the end of the OFDM symbol in to the front of the

symbol) causes the autocorrelation function to have a distinct spike at

the lag corresponding to the symdol duration (duration of the symbol that

was not used in the copying). The longer the cyclic prefix is the higher

the corresponding spike in the autocorrelation function is and the eas-

ier it is to detect. Tracking the values of this spike in the autocorrela-

tion can then be used for inferring the absence/presence of an PU using

OFDM signaling and a particular cyclic prefix [Chaudhari et al., 2009].

Assuming that the PUs and SUs use different cyclic prefixes, the autocor-

relation detectors can be also used for distinguishing between PU signals

and SU signals. Autocorrelation detectors are computationally simpler

than the cyclostationary detectors without compromising much in the de-

tection performance [Chaudhari, 2012]. The computational complexity

of autocorrelation detection is somewhat higher than that of the energy

detection. However, the detection performance and sensitivity to noise

uncertainty in autocorrelation detection are clearly better than in energy

detection [Chaudhari, 2012].

Sequential hypothesis testing and quickest change detection – The de-

tection methods presented above employ a fixed number of samples for

detecting the presence/absence of PU signals. Instead of such block-wise

detection methods sequential detection schemes may be used in CR for

monitoring the PU’s activity. In sequential detection the SU runs a statis-

tical test after every new signal sample to decide whether it is possible to

confidently declare the presence/absence of a PU signal or whether more
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samples need to be collected. Next, a brief introduction to the theory of

sequential hypothesis testing and quickest change detection is given. For

a full treatment of the topic see e.g. [Poor, 1994, Ch. 3] and [Poor and

Hadjiliadis, 2009].

In sequential hypothesis testing the goal is to try distinguish between

two hypotheses on the distribution of a sequence of observed samples as

quickly as possible. This is done under a constraints on the missed de-

tection probability and the false alarm probability. In the context of PU

signal detection these two hypotheses are

H0 ∶ y(n) ∼ F0, n = 1,2, . . .

H1 ∶ y(n) ∼ F1, n = 1,2, . . . ,

where F0 denotes the signal distribution when the PU is absent and F1

the distribution when the PU is present. In [Wald, 1945] the sequential

probability ratio test (SPRT) was proposed for the problem above. The

stopping time (detection time) of the SPRT is given as

nd = inf {n ≥ 1∣Λ(n) ∉ (A,B)} , (3.5)

where Λ(n) = ∏n
k=1

f1(y(k))
f0(y(k)) is the likelihood ratio and A and B are the lower

and upper thresholds for stopping respectively. The probability density

functions under hypothesis H1 and H0 are denoted by f1(⋅) and f0(⋅) re-

spectively. At the time of stopping the SPRT makes the following decision:

If

⎧⎪⎪⎪⎪⎨⎪⎪⎪⎪⎩

Λ(n) ≤ A , decide H0,

Λ(n) ≥ B , decide H1.
(3.6)

The lower threshold A and the upper threshold B can be chosen such

that the targeted levels of false alarm probability and missed detection

probability constraints are met with equality.

In [Wald and Wolfowitz, 1948] it was shown that under both H0 and

H1 SPRT requires the smallest expected number of observations among

tests that have equal of smaller error probabilities. This implies, that

SPRT requires on average less samples than any fixed block-wise detec-

tion scheme with the same error performance. However, the number of

samples required for the SPRT to stop is unbounded, meaning that when

the signal samples are ambiguous it may occasionally take a long time for

Λ(n) to cross outside the (B,A)-region [Poor, 1994, Ch. 3]. This issue can

be solved by ceasing the sampling after some maximum number of sam-

ples have been collected and making a hard-threshold decision (so called
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truncated SPRT). Another disadvantage of the SPRT is that, in order to

be optimal it requires the signal distributions under H0 and H1 hypothe-

ses to be fully known. This may not be practical in CR, where there are

various unknown factors influencing the distribution of the received sig-

nal, such as the PUs transmit power, adaptive modulation and coding

scheme, channel fading [Biglieri et al., 2012, Ch. 5]. If the assumed (or

estimated) values of the distribution parameters are incorrect, the SPRT

may in some cases be less efficient than the corresponding fixed sample

size detector [Tantaratana, 1986]. Some variants of the SPRT for compos-

ite hypothesis testing have been proposed, such as the 2-SPRT [Lorden,

1976], the invariant SPRT [Lai, 1981] and sequential generalized likeli-

hood ratio (GLR) test [Lai, 1988].

Another approach to sequential detection is the so called quickest change

detection. There the goal is to detect a change in the signal distribution

as quickly as possible given constraints on the false alarm probability.

Denote by y(1), y(2), ... a sequence of random signal samples with an un-

known change point nc such that y(1), ..., y(nc − 1) are drawn from one

distribution and y(nc), y(nc + 1), ... are drawn from another distribution.

Let us assume that a sequential detection scheme declares that a change

has occurred at time nd. If nd ≥ nc, there is a detection delay of nd − nc.

If nd < nc, the detection event is called as false alarm. Similar to sequen-

tial hypothesis testing, the goal in quickest change detection is to find

the optimal trade-off between expected detection delay and false alarm

probability.

In the Bayesian formulation of the quickest change detection problem a

prior distribution is assumed for the change point. The Bayesian formu-

lation can be given as

min
nd

E[(nd − nc + 1)+] (3.7)

s.t. P[nc < nd] ≤ PF (3.8)

where PF is a false alarm probability constraint and (nd−nc+1)+ =max{0, nd−
nc + 1}. Assuming that the distribution of the change point follows a ge-

ometric distribution, in [Shiryaev, 1963] it was shown that the optimal

stopping rule in the sense of (3.7) can be given as

nd = inf{n ∶ ωn ≥ ω∗}, (3.9)

where ωn = P[nc ≤ n∣yn], yn = [y(1), ..., y(n)] is a vector of observations

until time n and ω∗ is a detection threshold chosen such that the decision

rule (3.9) satisfies P[nd < nc] = PF.
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In [Lorden, 1971] a non-Bayesian formulation of the quickest change

detection problem was posed. Instead of optimising the detection per-

formance under a prior distribution on the change point, [Lorden, 1971]

minimized the worst case expected delay as

min
nd

sup
nc≥1

esssup Enc[(nd − nc + 1)+∣ync−1] (3.10)

s.t.
1

E∞[nd]
≤ PF. (3.11)

In (3.10) Enc[⋅] denotes expectation under the assumption that the change

has taken place at time nc. The quantity 1
E∞[nd] describes the rate at

which false alarms occur given that the true change point is at infinity.

In [Moustakides, 1986] it was shown that the optimal stopping rule in

the sense of (3.10) can be achieved by Page’s CUSUM test [Page, 1954].

The stopping rule of the CUSUM test is given as nd = inf{n ∶ Un ≥ h},
where Un = max1≤k≤n∏n

i=k
f1(y(i))
f0(y(i)) , h is the test threshold and f1 and f0

are the probability density functions after and before the change point

respectively. In addition to providing the optimal stopping solution to

(3.10), the CUSUM test has the advantage of admitting to recursive test

statistic updates as Un+1 =max{1, Un}f1(y(i))f0(y(i)) and by setting U0 = 1.

In [Lai et al., 2008a] quickest change detection problem in CR was for-

mulated following the approach of (3.10). Gaussian signals were assumed

and scenarios with three different levels of knowledge about the pre- and

post-change distribution parameters were considered. For the case with

perfect knowledge the CUSUM algorithm was proposed. For the case

where the variance of the post-change distribution is unknown, due to

for example channel fading, a GLR statistic was developed by assuming

reasonable lower and upper bounds for the received signal power. For the

case where the variances of both the post-change and pre-change distribu-

tion are unknown [Lai et al., 2008a] developed a robust non-parametric

likelihood ratio based on rank statistics. The proposed GLR and rank

based statistics in [Lai et al., 2008a] are more robust to model uncertain-

ties than the CUSUM test, but have a higher computational complexity

as their test statistics cannot be updated recursively.

Somewhat similar to [Lai et al., 2008a], in [Li et al., 2008] quickest

change detection was considered for CR. Instead of Gaussian signals in

[Li et al., 2008] a sinusoidal signal model was used for detecting beacon

signals from PUs. A multi-stage sequential algorithm was proposed for

cases where the amplitude and the phase of the PU beacon signal are

unknown.
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In [Zhao and Ye, 2010] quickest change detection of multiple ON-OFF

processes was considered assuming a known geometric distribution for

the busy/idle periods. The difference in [Zhao and Ye, 2010] from [Lai

et al., 2008a] and [Li et al., 2008] is that in [Zhao and Ye, 2010] the goal is

to identify an idle period in any of the ON-OFF processes. In the context

of CR this would correspond to identifying an idle frequency band among

multiple bands as quickly as possible. It is shown that when the number

of ON-OFF processes is infinite, the optimal policy is a simple thresh-

old policy. When the number of stochastic processed is finite, it is shown

that the quickest change detection problem becomes significantly more

difficult. The basic structure of the optimal policy is identified and a low-

complexity suboptimal threshold policy is proposed. A problem with sim-

ilar flavour to [Zhao and Ye, 2010] was formulated in [Lai et al., 2011b],

where quickest search over multiple independent sequences was consid-

ered. Quickest search in this context means finding out of K sequences

a sequence whose samples have been drawn from distribution F1 (as op-

posed to distribution F0). Assuming that the probability of the observa-

tions from a given sequence have been drawn from distribution F0 (in-

stead of an alternative distribution F1), [Lai et al., 2011b] shows that the

solution to the quickest search problem is the CUSUM test.

Similar to sequential detection, quickest change detection has the ad-

vantage over block-wise detection in reaching informed decisions quicker.

In block-wise detection the sample size is fixed and depending on the RF

environment of the CR the sample size may be redundantly big or insuf-

ficiently small. Quickest detection, on the other hand, makes the decision

as soon as the desired level of certainty is reached that a change in the

signal distribution has occurred. In CR, detecting the presence/absence

of PU signals as quickly as possible is particularly important, since it can

reduce the interference to the PU and increase the transmission time of

the CR. Quickest change detection methods, however, may be vulnerable

to modelling uncertainties. Assuming that the distributions pre- and post

change samples are perfectly known is not realistic in CR and hence non-

parametric or GLR based approaches may need to be relied on [Biglieri

et al., 2012], [Lai et al., 2008a]. These robust methods, however, tend to

have a high computational complexity [Lai et al., 2008a].
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3.3.2 Collaborative sensing

Next, a brief review of collaborative sensing methods will be presented.

A centralized controller, i.e. a fusion center (FC), that gathers the local

spectrum sensing information from the SUs and makes the global collab-

orative decision is be assumed. In general distributed detection systems

can be divided into three major categories according to the network topol-

ogy [Viswanathan and Varshney, 1997]. In a serial (sometimes also called

tandem) topology the sensors are arranged in a series, where the spec-

trum sensing information is passed through the network in a sequential

manner. The jth sensor generates a decision based on its own observa-

tions as well as the decision received from the (j − 1)th sensor, which is

then passed to the (j + 1)th sensor. This process is then repeated until

the last sensor makes the final decision of the network. In a tree topol-

ogy the sensors form a directed acyclic graph (i.e. a tree) where the FC

forms the root of the tree. The sensory information from the SUs then

flows through the network on unique paths towards the FC. In a paral-

lel topology the sensors are assumed not to communicate with each other,

but instead each sensors sends its spectrum sensing information directly

to the FC. In this thesis parallel sensor topology is assumed. The FC

used in this work may be a fixed part of the CR network infrastructure or

one of the SUs may act as FC. The presented collaboration methods are

not limited to FC controlled SU networks, but they can be also used in

distributed ad-hoc networks as well. The collaboration schemes may be

further sub-categorized according to whether the SUs send only their local

binary decisions or quantized versions of the local LLRs. The former one

is often called hard decision combining while the later one of as soft de-

cision combining. Soft decision combining usually yields better detection

performance, however, at the expense of having to send a higher number

of bits via the control channel. In Publication VI, VII, IV, III and V the

collaboration schemes employ the hard decision fusion at the FC to make

a global decision from the local binary decisions by the SUs. In Publica-

tions II and I also the soft decision combining of the local log-likelihood

ratios is considered.

The detection performances of even the most sensitive detection algo-

rithms are susceptible to local variations in the wireless channel. These

variations may be due to, for example, multipath propagation and relative

movement between the transmitter, the receiver or scatterers, or due to
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signal shadowing caused by large objects. For example an SU trying to

detect a PU signal may be shadowed by a building located between itself

and the PU transmitter causing the received signal power to drop even

by tens of dBs [Molisch et al., 2009] [Sklar, 2001, Ch. 15]. Such a de-

crease in the received signal power increases the probability of a missing

a PU transmission and may lead to increased interference from the SU

to the PU. As an example of the effects of such local variation, Figure 3.5

shows the detection probability of a cyclostationarity detector on a map

in various measurement locations in downtown Helsinki, Finland. In this

example the detector has been tuned to detect the terrestrial digital video

broadcasting (DVB-T) signal transmitted 77 km away from the south in

Tallinn, Estonia [Chaudhari et al., 2015]. It can be seen in Figure 3.5 that

the performance of the detector can change from almost always detect-

ing (detection probability close to 1) to almost never detecting (detection

probability close to the constant false alarm probability) by changing the

sensor location by few tens of meters.

To combat against local fading cooperative detection schemes have been

proposed in the literature [Varshney, 1996], [Viswanathan and Varshney,

1997], [Blum et al., 1997]. The basic idea in cooperative detection is to

make spatially dispersed SUs share their spectrum sensing results (test

statistics or binary decisions) and form a collaborative decision which is

less sensitive to the local variations of a single wireless channel. Assum-

ing that the test statistics are conditionally independent, the probability

that all of the collaborating SUs are in a deep fade simultaneously de-

creases dramatically as the number of collaborating SUs increases. In

[Rajasekharan and Koivunen, 2015] a game theoretic framework for mod-

elling collaborative multi-user, multi-band spectrum sensing and sharing

in CR was proposed. Cooperation among the SUs is formulated as a coop-

erative game, where SUs are granted access to the discovered idle spec-

trum in proportion to the amount and quality of the sensing work done by

the SUs. It is shown that such cooperative games provide the SUs with

an incentive to cooperate in the discovery and sharing of idle spectrum

resources.

3.3.3 Quantifying spatial diversity gain

One of the main motivations for collaborative signal detection is to intro-

duction of spatial diversity. Spatial diversity gains can be obtained with a

fusion rule and a group of spatially dispersed sensors. These gains can be
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Figure 3.5. The detection performance of a signal detector can vary significantly between
nearby locations. In the figure above the colored circles indicate the detection
probabilities of a cyclostationary Neyman-Pearson DVB-T signal detector at
different locations in downtown Helsinki, Finland measured as a part of a
performance evaluation campaign in [Chaudhari et al., 2015]. In this case
the DVB-T signal to be detected was transmitted from Tallinn, Estonia across
the Baltic sea some 75 km to the south from the measurement locations.

seen for example in terms of reduced sensing time, reduced complexity or

reduced probability of error (false alarm or missed detection). Typically

the gain diminishes as the number of collaborating sensors increases, i.e.,

the gain of increasing from 1 to 2 sensors is more than the gain of increas-

ing from 2 to 3 sensors and so forth.

Spatial diversity in distributed detection is similar to the diversity that

arises in multiple-input and multiple-output (MIMO) wireless communi-

cation. In [Duan et al., 2010] the concept of spatial diversity in multi-

antenna communications was adapted for distributed detection. In par-

ticular, the diversity order in collaborative detection is defined in [Duan

et al., 2010] as the asymptote

D∗ = − lim
γ→∞

log(P∗)
log(γ) , (3.12)

where γ is the SNR in linear scale and ∗ is either F (for false alarm

probability), M (for missed detection probability) or E (for average error

probability). While looking at the slope of the error probability curves

in the high SNR regime provides insight in communication systems, it

does not always do so in distributed detection. Firstly, the designers of

wireless communication systems are typically interested in much higher

SNR regime than designers of distributed detection systems. Secondly,

in [Duan et al., 2010] is was shown that the diversity order as defined in
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(3.12) tends to increase linearly with the number of collaborating sensors
3. This is counter-intuitive since in practice the gains almost always give

diminishing returns. Thirdly, as pointed out in [Daher and Adve, 2007] in

designing distributed detection systems the interest typically lies in the

slope fastest rising part of the SNR-detection probability curve.

In Publication VIII a practical measure of spatial diversity order in col-

laborative detection inspired by the work in [Daher and Adve, 2007] was

proposed. The proposed diversity order in Publication VIII is given as

D =max
γdB

∂

∂γdB
PD(γdB), (3.13)

where γdB is the SNR in dB-scale and PD(γdB) is the detection probability.

That is, the diversity order defined in (3.13) is the maximum slope of the

PD-SNR curve in logarithmic SNR.

As an example, in Fig. 3.6 the maximum slopes of four different Pd-SNR

curves with different number of collaborating sensors U in block fading

Rayleigh channels are shown. It can be seen in Figure 3.6 that as the

number of collaborating sensors increases, the curves are shifted to the

left and their maximum slopes become steeper. The horizontal shift can

be mainly contributed to the gain in the SNR, while the steepening of the

curves is largely due to the increase in spatial diversity. In Figure 3.7

the relative increase in the diversity order as a function of the number of

sensors has been plotted for block Rayleigh fading channels and AWGN

channels. It can be seen that in AWGN channels the relative increase of

the diversity order is clearly less than in Rayleigh fading channels. This

is due to the fact that in AWGN channel the only achievable gain is SNR

gain. Furthermore, in Figure 3.7 it can be seen that the gain in the di-

versity order as defined in (3.13) diminishes as the number of sensors in-

creases. Next, a brief overview of different collaborative sensing methods

exploiting spatial diversity will be given.

Sum rule – Under conditional independence of the local observations

(conditioned on either H0 or H1) the optimal fusion rules in Neyman-

Pearson, Bayesian and minimax sense are likelihood ratio tests (LRTs).

Due to conditional independence the joint likelihood of the observations

from different sensors factors into a product of the local likelihoods. In

the case of log-likehood this corresponds to a sum of local LLRs. The sum

3This happens for example with the sum and the OR fusion rules, given that the
local detection thresholds are selected such that the expected error probability is
minimized.
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Figure 3.6. Illustration of the maximum slope of the Pd-SNR curve used in definition
(3.13) of spatial diversity order. In this example the number of independent
energy detectors is U = 1,2,4,10, where each of the detectors experience i.i.d.
Rayleigh fading channels from the PU transmitter. The fusion rule used here
is the sum-rule.
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Figure 3.7. The increase of diversity as a function of the number of collaborating sensors
U relative to diversity at U = 1. Energy detectors are the sum fusion rule
have been used. The two curves show the diversity gain in U independent
block Rayleigh fading channels as well as for the AWGN channels. It can be
seen that very little diversity gain is obtained when the channels are AWGN.

rule is given by
U

∑
i=1
Ti

uFC=0
⋚

uFC=1
ηSUM, (3.14)

where Ti is the LLRT (test statistic) at the ith SU, ηSUM the decision

threshold, uFC is the global decision by the FC and U is the number of col-

laborating sensors. Given the optimization criterion (Baysian, Neyman-
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Pearson, minimax) the threshold ηSUM can be found accordingly.

In [Ma et al., 2008] distributed energy detection was considered for

CR. There it was shown that the optimal soft combining scheme in the

Neyman-Pearson sense for distributed energy detectors is a weighted sum-

mation of the measured energies as
U

∑
i=1

qiTE,i
uFC=0
⋚

uFC=1
ηWSUM, (3.15)

where qi is the weight of the test statistic measured at SU i and the mea-

sured energy in absolute scale by user i is now the local test statistic TE,i.
The optimal weights in the Neyman-Pearson sense can be shown to be re-

lated to the local SNRs as qi = γi
1+γi . When the weights are set to qi = 1, the

fusion rule in (3.15) reduces to (3.14) and is sometimes referred to as equal

gain combining (EGC). The case qi = 1 also known as equal gain combining

(EGC). When the weights are set qi = γi, the fusion fule in (3.15) is called

maximal ration combining (MRC). Notice that for large SNRs the optimal

weights the in Neyman-Pearson sense approach the weight of the EGC,

whereas for small SNRs the weights approach those of the MRC.

In the above sum- and weighted sum-rules the SUs are assumed to be

able send their continuous valued local test statistics to the FC. In prac-

tice however, the local test statistics may have to be quantized before

transmission. In [Chaudhari et al., 2012] is was shown that usually 3-4

quantization bits are sufficient for achieving most of the detection perfor-

mance gain in collaborative sensing. In an extreme case the SUs may able

to send only their local binary decisions to the FC, which leads to a family

of fusion rules called counting rules. These will be covered next.

Counting rules – As noted above, in some cases the SUs may be able to

send only their local binary decisions to the FC. In such case the fusion

rules are called the counting rules, or the C-out-of-U rules (1 ≤ C ≤ U ),

where U is the total number of SUs participating in the sensing. After

collecting the U local binary decision the FC counts whether the number

of received H1 decisions is greater or equal to C. If so, the FC decides H1,

otherwise the global decision is H0. Mathematically, denoting the local

binary decision of SU i as ui, where ui = 0 equals to decision H0 and ui = 1
to decision H1, the counting rule is given as

U

∑
i=1

ui
uFC=0
⋚

uFC=1
C (3.16)

The case C = 1 is often called the OR-rule, case C = ⌈U2 ⌉ the majority rule

and the case C = U the AND-rule.
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The counting rules are simple to implement but in general suboptimal

[Varshney, 1996]. If the FC has a priori information about the local false-

alarm and detection probabilities, it is possible to derive an optimal fu-

sion rule for the local binary decisions. This rule is also called the Chair-

Varshney (CV) rule [Chair and Varshney, 1986]. Given the local decisions

ui as well as the local detection probabilities PD,i and false alarm proba-

bilities PF,i the CV test statistic can be expressed as an LLRT [Chair and

Varshney, 1986],[Varshney, 1996]

U

∑
i=1
[ui log(

PD,i(1 − PF,i)
PF,i(1 − PD,i)

) + log(1 − PD,i

1 − PF,i
)]

uFC=0
⋚

uFC=1
ηCV, (3.17)

where ηCV is the decision threshold. It can be seen that (3.17) is a weighted

sum of the local decisions, where the weight of the decision of user i de-

pends on the users detection and false alarm probabilities, i.e. local de-

tector performance.

Although the CV-rule is optimum for given a set of local detection and

false alarm probabilities, it does not mean that these local values yield

the best possible global performance. Moreover, in practice the false alarm

and detection probabilities are rarely known in advance generating a need

to develop techniques for estimating and learning them.

51



Identifying and accessing idle spectrum

52



4. Restless multi-armed bandit
formulation for OSA

In this chapter an overview of sensing policies for OSA based on the

RMAB problem formulation will be provided. First, in Section 4.1 the

RMAB formulation is given for fully known reward statistics, followed by

the formulation with unknown statistics in Section 4.2. Sections 4.2.1

and 4.2.2 cover the RMAB policies targeting at learning the single best

arm (in the sense of long run average reward) when the reward statis-

tics are stationary. Bandit literature on piecewise stationary problems is

covered in Section 4.2.3. Since the main contributions of this thesis are

in developing learning based sensing policies, most of this chapter will be

devoted to Sections 4.2.1, 4.2.2 and 4.2.3 that deal with unknown reward

statistics. The model of the CR network used in this chapter is to some

extend idealized. Firstly, the spectrum sensors are assumed to be error

free, or assumed to have equal detection performance across all frequency

bands. Secondly, the access policy has been abstracted, in the sense that

the obtained rewards by the SUs are assumed to not depend on how the

discovered idle frequencies are allocated. In reality the distribution of the

rewards (data rates) from a particular frequency band would obviously

vary according to which SU is scheduled to access it. However, the bandit

formulation in this chapter is useful for aptly addressing the exploration-

exploitation trade-off that generally emerges in almost all reinforcement

learning problems. More realistic assumptions on the CR network model

will be used in Chapter 5, where reinforcement learning based sensing

policies will be considered.

RMAB problems are usually explained using the following analogy: A

player is faced with K slot machines (1-arm bandits) each of which pro-

duce an unknown stationary random reward when played. The players

task is to choose at each time instant one of the machines (i.e. arms) to be

played in order to maximize the expected total or the expected discounted
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reward over time. The restlessness of the problem arises when the state

of a machine is allowed to change even when the machine is not played.

The analogy between the RMAB problem and multiband spectrum sens-

ing in OSA may be described as follows. Similar to a gambler selecting

among slot machines craving for financial rewards, in OSA an SU is se-

lecting among PU frequency bands to be sensed and accessed in order to

achieve high data rate. Like the restless slot machines the state of a fre-

quency band (idle or occupied) can change regardless of the SUs actions.

In this thesis terms “machine”, “arm” and “frequency band” will be used

interchangeably.

There are multiple different formalizations of the restless multi-armed

bandit problem relevant to OSA: bandits with fully known statistics [Zhao

et al., 2007, Liu and Zhao, 2010b, Zhao et al., 2008b], bandits with un-

known stationary statistics [Liu et al., 2013b, Tekin and Liu, 2012, Jaksch

et al., 2010, Filippi et al., 2011], bandits with unknown piecewise sta-

tionary statistics and adversarial bandits [Li and Han, 2010]. With fully

known statistics the bandit problems lead to Bayesian formalism and the

theory of POMDPs with state belief updates. In the problem formulation

with unknown statistics solving the bandit problem becomes a matter of

balancing between exploration and exploitation. There the agent needs to

decide whether to play the machine (sense frequency band) with thus far

highest observed reward or instead try learn about machines that have

not yet been played very often. In the adversarial formulation the re-

ward sequences can be arbitrarily distributed or even deterministically

selected by a hostile adversary. In such case minimax policies need to be

used [Auer et al., 2002b, Bubeck and Cesa-Bianchi, 2012]. Policies de-

signed for adversarial bandit problems can be used in OSA for example

in combating against PU emulation attacks, where a malicious SU tries

to emulate PU behaviour in order to “scare off” other SUs competing for

the same spectral resources [Li and Han, 2010]. Due to their very general

assumptions on the reward processes policies solving adversarial bandit

problems can be used in non-stationary bandits problems as well as in

Markovian bandit problems. These points will be discussed later in Sec-

tions 4.2.3 and 4.3.

A classification of the bandit policies reviewed in this thesis is shown in

Figure 4.1. The policies have been classified based on the RMAB problem

class that they are trying to solve and then further based on the method

used for exploration. This classification is not a complete nor an unam-

54



Restless multi-armed bandit formulation for OSA

Figure 4.1. A classification of stationary RMAB problems and policies. The contribu-
tions of this thesis have been done in the class of unknown reward statistics
by proposing recency-based policies for both time independent rewards and
Markovian rewards.

biguous classification of bandit problems in general and only the most

relevant problems and methods for CR have been included. For example,

the methods summarised in Section 4.2.4 related to distributed bandit

problems and bandits with multiple plays have not been included in this

classifications. It should be also noted that in the adversarial bandit lit-

erature the class of “deterministic policies” contains policies that operate

deterministically when the reward sequences are deterministic. Accord-

ing to such classification the UCB and recency-based policies would fall

under the class of deterministic policies.

4.1 Restless bandits with full statistical knowledge

When the underlying reward statistics are assumed to be known, optimal

sensing policies can be further divided into two main categories: optimal

policies for time independent rewards [Jouini et al., 2010] and optimal

policies for Markovian rewards [Liu and Zhao, 2010b], [Y. Li et al., 2012].

Policies for independent rewards with known statistics are trivial, as it is

optimal to simply always sense the band with the highest reward mean.

Policy optimization with Markovian rewards, on the other hand, is an

instance of a POMDP, where the partial observability comes from the fact

that the SU cannot sense the states of all the frequency bands at once. In

POMDP formulation of the RMAB the objective is to find a policy πππ that

determines the optimal action based on the observed state s ∈ S and the
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obtained reward r such that the expected long term discounted reward is

maximized 1. The expected long term discounted reward of policy πππ at

time n is

Rπππ(n) = Eπππ [
∞
∑
k=0

ρkrn+k+1∣Sn = S] , (4.1)

where ρ, 0 ≥ ρ < 1 is the discount factor and rn and Sn are the observed

reward and state at time n respectively. While the discount factor has

a technical purpose for ensuring that the values of Rπππ(n) are finite, it

also has a practical interpretation that the rewards in the near future are

more valuable than rewards in the distant future 2. Furthermore, the

radio spectrum is time-frequency-space varying resource and hence more

recent rewards tell more about its true current state.

The RMAB problem with full statistical knowledge is a generalization

of the classic multi-armed bandit (MAB) problem originally proposed by

Whittle in [Whittle, 1988], by allowing the states of the not-played ma-

chines to also change their state 3. This generalization introduced sig-

nificant additional complexity to the bandit problem and in fact in [Pa-

padimitriou and Tsitsiklis, 1999] it was shown that the RMAB problem

is generally PSPACE-hard. In [Whittle, 1988] Whittle proposed an opti-

mal index policy under a relaxed constraint that the expected number of

simultaneously played machines is a desired constant (instead of a strict

constraint that always a fixed number machines should be played). Under

the strict constraint on the number of played machines the Whittle index

policy is in general suboptimal. However, asymptotic optimality can be

achieved when the total number of machines approaches infinity [Weber

and Weiss, 1990]. In [Liu and Zhao, 2010b] it was shown that a class of

RMAB problems relevant to CR where the rewards are generated by a

2-state Markov chain is indexable, i.e. that the problems admit Whittle

index policy. Furthermore, it was shown that the Whittle index can be

derived in a closed form. For stochastically identical arms with 2-state

Markovian rewards, it was shown in [Liu and Zhao, 2010b] that the Whit-

tle index policy is optimal and that the Whittle’s policy attains a simple

1Alternatively the expected average reward over an infinite horizon could be
used as the objective function [Liu and Zhao, 2010b, Whittle, 1988].
2For example in case of monetary rewards a dollar today is typically worth more
than a dollar tomorrow. Similarly in wireless communication users commonly
want to achieve high data rates sooner rather than later.
3In the classical MAB problem the state of a machine is allowed to change only
when it is played. Gittins showed in [Gittins and Jones, 1974] that this problem
can be solved by an index policy, where the index of a machine depends only on
the observed states, rewards and observation times of the machine.
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semi-universal queue structure. However, this happens only when certain

conditions related to the Markov transition probabilities and the number

of played machines are fulfilled. In [Y. Li et al., 2012] an optimal pol-

icy for multi-user multi-band opportunistic spectrum access problem was

proposed. Identical and independent Markovian frequency bands were

assumed. In [Y. Li et al., 2012] cooperative sensing among SUs with lim-

ited sensing capabilities was considered and a near-optimal policy with

low-complexity implementation was proposed.

The optimal and near optimal solutions developed for the RMABs with

fully known statistics bring valuable insights and theoretical understand-

ing of the problem. However, in a practical CR network the state transi-

tion probabilities of the PU can hardly be assumed to be fully known in

advance. For example, the PU state transition probabilities seen by the

SU may vary with the users’ locations as well as with the traffic load

changes in the PU network during the day. This motivates to develop

learning based spectrum sensing policies which will be covered next.

4.2 Restless bandits with unknown reward statistics

A more realistic bandit formulation for the spectrum sensing problem in

CR is the one with unknown reward statistics. This formulation has found

many applications in CR: channel selection [Tekin and Liu, 2012], [Liu

et al., 2013b], [Publication IX] dynamic transmit rate selection [Combes

and Proutiere, 2015], packet routing [Zou et al., 2014], channel monitor-

ing assignment [Le et al., 2014] and users channel allocation [Gai et al.,

2010][Anandkumar et al., 2010] to name a few.

When the reward statistics of the frequency bands are assumed to be

unknown, the goal of the CR is to learn the optimal policy as quickly

as possible. The success of a learning policy can be evaluated in terms of

regret, which measures the expected cumulative difference of the achieved

reward by the learning policy and the reward obtainable by a genie aided

policy (optimal policy with full statistical knowledge).

As finding the optimal policy with Markovian rewards and full statisti-

cal knowledge is in general PSPACE-hard, efficient optimal learning poli-

cies for Markovian rewards have been found for only a few special cases

[Filippi et al., 2011, Dai et al., 2011, Ortner et al., 2014]. In [Ortner

et al., 2014] a general algorithm was proposed for learning the optimal

policy for RMAB with Markov bandits and shown to achieve an expected
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regret of O(
√
T log(

√
T )) after any T steps. This is done by transforming

the POMDP problem into an ε-structured MDP, and then using a modi-

fication of the UCRL2-algorithm [Jaksch et al., 2010] to learn the MPD.

However, the computation of the learning algorithm requires polynomial

number of steps in the size of the underlying state space of the MDP.

Hence, it is attractive only when the state space is small. In [Dai et al.,

2011] the semi-universal structure of the optimal policy in case of i.i.d.

Markovian frequency bands was exploited for achieving near-logarithmic

regret. A meta-policy was used to choose between a finite number of my-

opic policies out of which one is known to be the optimal, although, not

which one of them. However, near-logarithmic regret can be only achieved

when the state transitions probabilities and the rewards from different

bands are all equal. In a similar spirit, the algorithm proposed in [Fil-

ippi et al., 2011] estimates the transition probabilities during exploration

phases and then maps the obtained estimates to so called policy zones for

which the optimal policies have been precomputed. By learning over time

which of the policy regions the obtained samples have originated from, the

optimal policy can be learned. However, apart from a few special cases,

it is typically not possible to compute the optimal policies for multi-band

spectrum sensing in advance.

Due to the challenging nature of the RMAB problem, often a weaker

version of optimality is required, namely the best single machine policy

[Tekin and Liu, 2012, Liu et al., 2013b, Dai et al., 2012], [Publication IX].

The best single machine policy is the policy that always plays the machine

with the highest stationary reward mean. When the state transitions and

rewards of the machines are time independent, the optimal single ma-

chine policy is also the globally optimal policy [Ortner et al., 2014]. In fact

the multi-armed bandit problem with time independent rewards with un-

known statistics is a type of reinforcement learning problem where there

is only a single state. Learning optimal policies for such problems is some-

times called non-associative reinforcement learning [Sutton and Barto,

1998] and learning the best single machine policies can be considered to

be a form of non-associative learning.

When the state transitions are time dependent, the best single machine

policy is in general suboptimal [Ortner et al., 2014]. However, the learn-

ing policies targeting at finding the best single machine are often very

simple to implement. In particular they often take the form of an index

policy, which can be attractive in many applications with limited comput-
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ing capacity such as mobile devices in cognitive radio systems. The regret

computed with respect to the best single machine policy is called the weak

regret 4.

Denoting the stationary reward mean of machine k as μk and the highest

reward mean among the machines as μ∗, (μ∗ ≥ μk ∀ k) the weak regret of

policy πππ at time instant n is given by

Rπππ(n) = nμ∗ −
K

∑
k=1

Mπππ
k (n)μk, (4.2)

where Mπππ
k (n) is the number of times machine k has been played up to time

n. Since the total number of plays n must equal to the sum of the plays of

each of the machine, i.e., n = ∑K
k=1M

πππ
k (n), (4.2) can be also expressed as

Rπππ(n) = ∑
k∶μk<μ∗

ΔkM
πππ
k (n), (4.3)

where Δk = μ∗ − μk. The expected regret becomes then

E[Rπππ(n)] = ∑
k∶μk<μ∗

ΔkE[Mπππ
k (n)]. (4.4)

From (4.4) it can be seen that the expected weak regret of a policy is

directly proportional to the expected number of times inferior machines

(machines whose stationary mean reward is strictly less than μ∗) have

been played. Moreover, (4.4) reveals that in order to analyze the expected

regret of a policy, it is sufficient to analyse the expected number of plays

of inferior machines.

A fundamental regret bound for the RMAB problem with unknown time

independent rewards was derived by Lai and Robbins in [Lai and Robbins,

1985]. Particularly, for any consistent policy πππ the number of suboptimal

plays is asymptotically lower bounded as

lim
n→∞ inf

E[Mπππ(n)]
ln(n) ≥ ∑

k∶μk<μ∗
1

d(θk∣∣θ∗)
, (4.5)

where Mπππ(n) is the total number plays of suboptimal machines and d(θk∣∣θ∗)
is the Kullback-Leibler divergence between the reward distribution θk of

machine k and the reward distribution θ∗ of the optimal machine. The

regret of any policy solving the stochastic multi-armed bandit problem

with time independent rewards is lower bounded by a logarithmic func-

tion multiplied by a constant reflecting the statistical similarity between

the reward distribution of the best machine and the reward distributions
4The term weak regret was originally coined in [Auer et al., 2002b] for comparing
against the best single arm policy in an adversarial bandit setting.
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of the suboptimal machines. Furthermore, Lai and Robbins showed that

the lower bound in (4.5) is tight by proposing a policy that asymptotically

attains the optimal regret. However, the asymptotically efficient policy

proposed by Lai and Robbins in [Lai and Robbins, 1985] is problematic

from practical implementation point of view as it requires storing the

whole observation history. Policies attaining the asymptotic lower bound

in (4.5) are called asymptotically efficient and policies attaining a logarith-

mic regret (but not necessarily with the same constant factor d(θk∣∣θ∗)−1)
are called order optimal [Auer et al., 2002a].

4.2.1 Policies for time independent rewards with unknown
stationary reward statistics

This subsection presents policies solving the RMAB problems with time

independent rewards whose statistics are stationary. The presented poli-

cies are categorized based on their exploration techniques either as upper

confidence bound based (UCB), randomized or recency based policies.

Upper confidence bound based exploration – One of the concepts that

has gained popularity during the past decade for constructing policies

that solve bandit problems is the so-called “optimism in the face of un-

certainty” principle. This principle states that the learner (the SU) should

stay optimistic about actions whose estimated response has still a large

uncertainty. In CR an action corresponds to choosing to sense a particular

frequency band. Intuitively the simplest way of developing sensing poli-

cies based on this principle is by using confidence bounds for quantifying

the uncertainty of the reward means: If the upper confidence bound of the

observed average reward of a frequency band is high, it is justified for the

SU to reduce the uncertainty by exploring the frequency band more.

Next, a short review of the policies employing upper confidence bounds

to solve the RMAB problem with time independent rewards will be pre-

sented. In [Agrawal, 1995] a class of computationally simple policies

based on sample means and upper confidence bounds was proposed and

shown to be asymptotically order optimal. However, the policies in [Agrawal,

1995] are distribution dependent and deriving the upper confidence bounds

in a closed form is often tedious. The idea of employing confidence bounds

of the reward sample means was later simplified in [Auer et al., 2002a]

by Auer et al., where the widely used UCB policy was proposed. The UCB

policy has been listed in Figure 4.2. In [Auer et al., 2002a] it was shown

that for bounded rewards it is possible to derive distribution independent
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confidence bounds stemming from the Chernoff-Hoeffding theorem [Ho-

effding, 1963]. These confidence bounds are simple to compute making the

UCB highly attractive for practical implementation. Moreover, in [Auer

et al., 2002a] it was shown that the UCB policy is uniformly order optimal

(it achieves logarithmic regret at all finite time instances). The expected

total number of sensings on suboptimal bands by the UCB policy is upper

bounded by [Auer et al., 2002a]

E[MUCB(n)] ≤
⎛
⎝ ∑k∶μk<μ∗

8 ln(n)
Δ2

k

⎞
⎠
+K + π2K

3
. (4.6)

There has been several efforts to improve the leading constant of the re-

gret bound (4.6) of the UCB policy. Most notably in [Garivier and Cappé,

2011] it was shown that by modifying the constants of the confidence

bound used in the UCB policy, it is possible to achieve regret of O(12 ln(n)).
They furthermore showed that the leading constant of 1

2 is essentially

unimprovable for the UCB.

Among the first papers to propose and give experimental validation to

the UCB policy in the context of CR was [Jouini et al., 2010]. Following

up in [Jouini et al., 2011] the performance of the UCB policy was analysed

in the CR context in the presence of sensing errors. In particular, it was

shown that when sensing errors are present the upper bound for the num-

ber of suboptimal sensings of the UCB policy is multiplied by a constant
1

(1−PF)2 , where PF is the false alarm probability. It was assumed that the

false alarms and missed detection probabilities are the same across differ-

ent frequency bands and that the SUs employ an access policy that allows

Initialization:
• Sense each band once.

Loop: n =K + 1,K + 2, ...

• Sense band k that maximizes x̄k(n) +
√

2 ln(n)
Mk(n)

, where

x̄k(n) is the average of the observed rewards from band

k and Mk(n) is the total number of times band k has

been sensed up to time n.

Figure 4.2. The UCB policy proposed in [Auer et al., 2002a] for [0,1] bounded rewards.
The confidence term

√
2 ln(n)

Mk(n)
promotes exploring frequency bands that have

not been yet sensed for enough many times. As more and more observations
are made the confidence term becomes smaller meaning that the indices of
the bands can be approximated by their reward sample averages x̄k(n).
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accessing a frequency band when no PU signal is detected. Notice, that

the missed detection probabilities do not affect the regret bound, since the

missed detection probabilities are assumed to be equal across frequencies.

Moreover, it is assumed that missed detections result in collisions that the

SU can detect in hindsight after attempting to transmit data.

Although the regret of the UCB is order optimal, the regret bound of

the UCB in (4.6) can be still quite far from the theoretical bound of (4.5).

In [Garivier and Cappé, 2011] the authors proposed the Kullback-Leibler

UCB (KL-UCB) policy that asymptotically achieves the lower bound of

(4.5) one-dimensional exponential family reward distributions. The basic

idea in KL-UCB is the same as in the UCB except for the way the upper

confidence bounds are defined. The confidence bounds used in KL-UCB

are also distribution dependent. An example of the KL-UCB policy for

Bernoulli rewards is given as a pseudo-code in Figure 4.3. For the general

form of the KL-UCB policy see [Cappé et al., 2013]. The expected number

Initialization:
• Sense each band once.

Loop: n =K + 1,K + 2, ...

• Sense band k that maximizes max{q ∈ Θ ∶
Mk(n)d(x̄k(n)∣∣q) ≤ ln(n) + b ln(ln(n))}, where c is a

parameter and d(x̄k(n)∣∣q) = x̄k(n) ln( x̄k(n)
q
) + (1 −

x̄k(n)) ln(1−x̄k(n)
1−q
) is the KL-divergence of Bernoulli

variables with success probabilities x̄k(n) and q.

Figure 4.3. The KL-UCB policy for Bernoulli rewards as proposed in [Garivier and
Cappé, 2011]. The maximization of the upper confidence bound q can be done
by applying the Newton’s iterations or dichotomic search [Antoniou and Lu,
2007, Ch. 4].

of suboptimal sensings by the KL-UCB in Figure 4.3 (when the policy

parameter b = 3) is

lim
n→∞ inf

E[MKL−UCB(n)]
ln(n) ≤ ∑

k∶μk<μ∗
1

d(θk∣∣θ∗)
, (4.7)

i.e the KL-UCB achieves the asymptotic lower bound by Lai and Rob-

bins [Lai and Robbins, 1985]. The disadvantage of the KL-UCB algo-

rithm is that it requires specifying the reward distribution apart from it’s

parameter values. However, Garivier and Cappé postulated in [Gariv-

ier and Cappé, 2011] that the KL-UCB policy for Bernoulli rewards would
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achieve good performance also with non-Bernoulli bounded rewards. They

argue that this is because Bernoulli random variables are, in a sense, the

least concentrated [0,1]-bounded random variables for a given expected

value. In Publication VIII it was illustrated that KL-UCB achieves ex-

cellent performance with Bernoulli bandit problems. However, the sim-

ulation examples in Section 4.3 of this thesis show that when the inde-

pendence assumption between consecutive rewards of an arm is violated,

the performance of the KL-UCB policy is compromised. The computa-

tion of the upper confidence bounds in the KL-UCB algorithm requires

solving a constrained convex optimization problem which can be solved

using dichotomic search or Newton’s iterations [Antoniou and Lu, 2007,

Ch. 4]. However, compared to the extremely simple UCB policy [Auer

et al., 2002a] the KL-UCB imposes an increase in the computational com-

plexity.

Randomized exploration – One of the oldest and simplest policies used

for solving the RMAB problem with time independent rewards is the ε-

greedy policy [Sutton and Barto, 1998, Ch. 2]. The ε-greedy policy selects

the frequency band with the highest observed average reward with prob-

ability 1 − ε and with probability ε the policy chooses the sense a random

band with uniform probability. Since any frequency band can be always

sensed with probability of at least ε
K , it is obvious that using a constant

value for ε will result in a linearly growing regret for the ε-greedy policy.

Order optimal policies achieve logarithmic regret in stationary environ-

ments, and hence ε-greedy is in this sense suboptimal. However, linear

regret may be unavoidable as will be seen in Section 4.2.3 with non-

stationary RMAB problems, where the reward means may change over

time. However, in stationary RMAB problems more efficient exploration

can be used. In [Auer et al., 2002a] a modified version of the ε-greedy pol-

icy, called the εn-greedy policy, was proposed for stationary RMAB prob-

lems with time independent rewards. The key property of the εn-greedy

algorithm is that the value of ε gradually decreases over time (at a rate

of n−1). Consequently, less and less random exploration will be done at

the same time as the estimates of the mean rewards of the bands become

more accurate. The εn-greedy policy has been listed in Figure 4.4. The

εn-greedy policy is order optimal since the number of sensings of subop-

timal bands can be shown to be O( cK
d2

ln(n)) [Auer et al., 2002a], where

K is the number of frequency bands, n is the time index and c > 0 and

0 < d < min
k∶μk<μ∗

Δk are user defined parameters that may need to found ex-
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Initialization:
• Define the sequence εn = min{1, cK

d2n
}, where parameters

c > 0 and 0 < d < min
k∶μk<μ∗

Δk.

Loop: n = 1,2, ...

• With probability 1 − εn sense band with the highest ob-

served average reward, and with probability εn sense a

random band.

Figure 4.4. The εn-greedy algorithm [Auer et al., 2002a]. Parameters d and c must be
set by the user such that c > 0 and 0 < d < 0 < d < min

k∶μk<μ
∗

Δk. In [Auer et al.,

2002a] it was noticed that the performance of the εn-policy is fairly sensitive
to the chosen value of the parameter c depending on the underlying distribu-
tion of the rewards. In their simulations, however, the best performance for
the εn-policy for most scenarios was found to be between 0.1 and 0.2.

perimentally for best performance. The advantage of the εn-greedy policy

is its simplicity and the fact that it does not require any a priori assump-

tions about the underlying rewards. The disadvantage of the εn-greedy

policy is the need to choose of the policy parameters c and d (see Figure

4.4), that control the rate of decrease of εn and whose value may dramati-

cally affect its performance [Auer et al., 2002a].

Another policy using randomized exploration is the Thompson sampling

(TS) policy 5. The TS-policy was originally proposed by Thompson in

[Thompson, 1933] for designing ethical clinical trials of medical treat-

ments. Only about 80 years later in [Kaufmann et al., 2012] it was first

shown that Thompson sampling essentially achieves the asymptotic lower

bound (4.5) by Lai and Robbins when the rewards are Bernoulli. TS-policy

starts by assigning prior distributions for the mean values of the rewards

of the bands and then updates their posterior distributions as more ob-

servations are collected. TS-policy draws random samples according to

the posterior distributions of the bands and then senses the band whose

posterior distribution produced the largest sample. Notice that these ran-

dom samples are not the actual rewards obtained by the SU, but rather

samples drawn from the posterior distributions of the mean reward esti-

mated from the actual observed rewards. The TS-policy then selects the

next band to be sensed as the one whose random sample from the poste-

5The TS-policy has been also categorized as a Bayesian policy [Bubeck and Cesa-
Bianchi, 2012], as it stems from Bayesian reasoning although analyzed from a
frequentist perspective.
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rior distribution was the largest. For example, with Bernoulli distributed

rewards the conjugate prior is the Beta-distribution making the posterior

distribution to be also a Beta-distribution [Kaufmann et al., 2012]. The

advantage of the Thompson sampling is its asymptotically optimal regret,

which can be in some cases (such as with Bernoulli rewards) achieved

with a very simple algorithm. The disadvantage is that thus far theo-

retical results for Thompson sampling have been given only for Bernoulli

distributed rewards. For more complicated reward distribution the poste-

rior distribution may not be computable and Markov chain Monte Carlo

(MCMC) sampling may have to be used. Consequently, the performance

with other reward distributions is not yet well understood. A version of

the Thompson sampling was proposed in [Agrawal and Goyal, 2012] for

general independent bounded rewards and shown to provide a good alter-

native for the UCB-policy in terms of performance and simplicity.

Recency based exploration – One of the contributions of this thesis is the

development and analysis of recency based exploration (RBE) proposed in

Publication IX. The RBE policy for time independent rewards has been

listed in Figure 4.5. Computationally the RBE-policy with bounded time

independent rewards is as simple as the UCB-policy, but its expected re-

gret has been empirically shown to be often better than that of the UCB

[Publication IX]. The RBE policy can be also fairly easily extended for

Markovian rewards and shown to achieve there logarithmic weak regret.

The RBE policy, in a way, employs also the principle of “optimism in

the face of uncertainty”. The RBE policy is an index policy, where the

index of a frequency band consists of a reward sample mean term and a

recency term. The sample mean term can be seen to promote exploitation

whereas the recency term can be seen to encourage exploring bands that

have not been sensed for a long time. By carefully controlling the growth

rate of the recency term it is possible to show that the exploration time

instances, i.e. the time lags between the explorations grow exponentially

in the suboptimal frequency bands after sufficient time has passed. Since

the time intervals of suboptimal sensings grow exponentially, the total

number of suboptimal sensings grows logarithmically.

Theorem 1. The asymptotic number of suboptimal sensings of the RBE

policy in Fig. 4.5 when the rewards are i.i.d. is

E[MRBE(n)] = ∑
k∶μk≠μk∗

ΔkO (ln(n)) . (4.8)

Proof. See Appendix A of Publication IX.
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Initialization:
• Sense each band once.

Loop: n =K + 1,K + 2, ...

• Sense band k that maximizes x̄k(n) + g ( n
τk(n)
), where

x̄k(n) is average observed reward of band k, g ( n
τk(n)
) is

the exploration bonus function and τk(n) is the previous

time instant when band k was sensed.

Figure 4.5. The RBE policy for i.i.d. rewards. When the ratio of the current time instance
n and time instance when the band was sensed the last time τk(n) increases
the exploration bonus keeps increasing. This promotes exploring bands that
have not been sensed for a long time.

The exploration bonus function g(x), x > 0 must be concave, strictly in-

creasing and unbounded function such that g(1) = 0. Fig. 4.6 shows an

example of the behaviour of exploration bonus for a suboptimal band as a

function of time. The zeroes of the exploration bonus indicate the sensing

time instants of the subband which can be seen to spread exponentially

far apart from each other as the SU focuses its sensing more and more on

the band with the highest reward mean.

The RBE policy has similar desirable properties as the UCB policy in

terms of performance-simplicity tradeoff. Another advantage of the RBE-

policy is that the exploration and exploitation time instances become asymp-

totically deterministic. This provides an intuitive explanation for the

asymptotically logarithmic regret as explained above. Moreover, asymp-

totically deterministic exploration allows for simplifying the practical im-

plementation of the RBE-policy in a CR network. For instance, in central-

ized cooperative spectrum sensing, where an FC manages the spectrum

sensing (and possibly also access) of the SUs, one would avoid transmit-

ting excessive amount of control data between the FC and the SUs. When

a sufficient number of sensings has taken place and the exploration and

exploitation time instances have practically become deterministic, the FC

does not need to any more instruct the SUs at every time instant which

band to sense. Instead, the FC needs only to communicate only at those

time instants when the sensed band changes.

Simulation examples for the policies reviewed in this section, except for

the TS-policy and the εn-greedy policy, with time-independent rewards

have been provided in Publications VIII and IX. For simulation examples

of the TS-policy and the εn-greedy policy the reader is referred to [Kauf-
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Figure 4.6. The exploration bonus of a suboptimal channel as a function of time in a two
frequency band scenario for g(n/τk(n)) = √ln(n/τk(n)). In this example the
difference between the expected rewards of the optimal band and the subop-
timal band is Δ = μ∗ − μ = 0.65. The time interval between two consecutive
sensing time instants (the zeroes) of the suboptimal band tends to grow expo-
nentially in time. In other words it means that the lengths of the exploitation
epochs grow exponentially. Since the time intervals between two consecutive
sensings of a suboptimal channel grow exponentially it means that the total
number of sensings must grow logarithmically in time.

mann et al., 2012], [Chapelle and Li, 2011] and [Auer et al., 2002a].

4.2.2 Policies for Markovian rewards with unknown stationary
reward statistics

The assumption that the state evolution of a frequency band would be

uncorrelated or independent over time is not always true. Sometimes a

Markovian model, where the future state of the band depends on its previ-

ous state, may be more suitable. In [Su and Zhang, 2007, Geirhofer et al.,

2007, Liu et al., 2010, Tekin and Liu, 2012, Liu et al., 2013b, Zhang et al.,

2013] the state evolution of the spectrum band has been modelled using

a 2-state Markov chain (see Figure 3.3), also known as the Gilber-Elliot

model. In this section, a review of different policies proposed for minimiz-

ing the weak regret in the Markovian RMAB problem is presented. These

policies are categorized into three classes based on their exploration ap-

proach: confidence bound based exploration, deterministic exploration and

recency based exploration.

Confidence bound based exploration with regenerative cycles – In the

same way as with time independent rewards in Section 4.2.1, confidence

bounds can be used for learning the stationary means of Markovian re-
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wards. However, since with Markovian rewards two consecutive states

are dependent, one must pay attention to the lengths of the exploration

epochs in order to guarantee logarithmic regret. In [Tekin and Liu, 2012]

it was shown that the UCB policy can be extended for Markovian rewards

by making use of the regenerative property of recurrent Markov chains.

The proposed policy in [Tekin and Liu, 2012], called the regenerative cy-

cle algorithm (RCA), is in essence a UCB policy operating in epochs and

exploiting the independence of the lengths of the regenerative cycles of

a Markov chain. This means that the policy is allowed to sense a band

only for multiples of full regenerative cycles, where a regenerative cycle

is a sequence of states that starts and ends in the same state. Since the

implementation of the RCA policy is somewhat technical and long, the

RCA policy has not been listed here. Instead, the details can be found in

[Tekin and Liu, 2012]. The advantage of the RCA policy is that it provably

achieves O(ln(n)) weak regret with Markovian rewards [Tekin and Liu,

2012]. The disadvantage of the RCA is that it discards all the observa-

tions made outside the regenerative cycles, which makes it an inefficient

learner in some cases. Furthermore, the basic version of the RCA policy

requires knowing a nontrivial upper bound for a policy parameter (LRCA)

that depends on the statistics of the frequency bands. However, this re-

quirement can be relaxed, with a compromise in the regret, by letting

LRCA grow slowly with time.

In [Liu et al., 2013b] the restless UCB (RUCB) policy was proposed. It

resembles the RCA in the sense that it has an epoch structure. The RUCB

policy is shown in Figure 4.7. The policy parameter LRUCB of the RUCB

should satisfy

LRUCB ≥ r2max

(3 − 2
√
2)emin

, (4.9)

where rmax = max
1≤k≤K

{ ∑
S∈Sk

S}, Sk is the state space of band k, emin = min
1≤k≤K

ek

and ek is the second largest eigenvalue of the state transition probability

matrix of band k. The second largest eigenvalue of the transition prob-

ability matrix of a Markov chain is in general related to the rate of con-

vergence to the chain’s stationary distribution. Starting from any initial

distribution the rate at which the distribution of the observed states ap-

proaches the stationary distribution of the Markov chain is proportional

to the second largest eigenvalue [Strang, 1988, Ch. 5]. When the second

largest eigenvalue of the stochastic matrix is small, the observed distri-

bution of the states approaches quickly the stationary distribution. An-

other way of saying this, is that the chain has a small mixing time. That
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Initialization:
• Sense each band once.

Loop: n =K + 1,K + 2, ...

• Choose band k that maximizes x̄k(n) +
√

LRUCB ln(n)
Mk(n)

and

sense the band for 2qk(n)−1 times, where qk(n) is the

number of times that band k has been chosen so far

(number of epochs). x̄k(n) is the average of the observed

rewards from band k and Mk(n) is the total number of

times band k has been sensed up to time n. Parameter

LRUCB is computed according to (4.9).

Figure 4.7. The RUCB policy proposed in [Liu et al., 2013b]. The parameter LRUCB con-
trols the amount of exploration done by the RUCB-policy. Setting the value of
RRUCB in accordance to (4.9), means that the policy will be highly exploratory
when the underlying Markov chains controlling the rewards from different
bands are slowly mixing.

is, the longer it takes for the limiting distribution of the Markov chain

to approach the true stationary distribution the smaller emin will be and

consequently the larger the value of the parameter LRUCB should be in

the RUCB-policy. Then the confidence term in the RUCB-policy in Fig-

ure 4.7 becomes larger meaning that the RUCB-policy should be more

exploratory. With LRUCB satisfying (4.9) the weak regret of the RUCB

can be shown to be O(ln(n)) uniformly in time [Liu et al., 2013b]. The

RUCB-policy suffers from the same shortcoming as the RCA as it is not

necessarily easy to obtain a non-trivial bound for LRUCB. For estimating

LRUCB efficiently one would essentially need to estimate the state transi-

tion probabilities of the frequency bands.

Deterministic exploitation – Another approach for solving the stochas-

tic RMAB with Markovian rewards was proposed in [Liu et al., 2013b],

where a policy with deterministic sequencing of exploration and exploita-

tion (DSEE) was introduced. In the DSEE-policy time is divided into ex-

ploration and exploitation epochs such that there is geometric growth of

epoch lengths. During the exploitation epochs the SU is dedicated to sense

only the band with the highest observed reward mean while during the

exploration epochs the SU senses each band equally many times. At the

end of each epoch the decision whether to start a new exploration epoch or

exploitation epoch depends whether sufficiently many samples have been

obtained from every band during the passed exploration epochs. Suffi-
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Let mO and mI denote the counters that record the number of exploration

epochs and exploitation epochs respectively.

Initialization:
• At time n = 1 start an exploration epoch of length K, during which every

band is sensed once. Set mO = 1 and mI = 0.

Loop: n =K + 1,K + 2, ...

• At the end of each epoch compute XO = (4mO − 1)/3. If XO >DDSEE ln(n)
start and exploitation epoch of length 2 × 4mI , else start an exploration

epoch of length K4mO . Choose DDSEE according to equation (4.10).

• Exploitation epoch: Compute the observed reward average for each band

x̄k(n) and sense the band with the largest sample mean. Increase mI by

one.

• Exploration epoch: Sense each band K4mO times and increase mO by

one.

Figure 4.8. The DSEE policy proposed in [Liu et al., 2013b]. The policy parameter DDSEE

controls the amount of exploration done by the DSEE-policy. If DDSEE is
large, the DSEE-policy will do a lot of exploration, where as if DDSEE is small
the policy will give more emphasis of exploitation. The lower bound for the
value of DDSEE in (4.10) essentially depends how close the stationary mean
reward of the second best band is to that of the best band as well as how fast
the underlying Markov chains controlling the rewards are mixing, i.e., how
fast the observed distribution of the states approach to the true stationary
distribution.

ciently many samples in this context is in the order of ln(n). The DSEE

policy has been listed in Figure 4.8.

The parameter DDSEE of the DSEE policy should satisfy the following

condition:

DDSEE ≥ 4L

(μ∗ − μ′)2 , (4.10)

where μ′ is the second largest stationary mean reward out of all the bands,

L = 30r2max

(3−2√2)emin
, rmax = max

1≤k≤K
{ ∑
S∈Sk

S}, Sk is the state space of band k,

emin = min
1≤k≤K

ek and ek is the second largest eigenvalue of the state tran-

sition probability matrix of band k. The value of the policy parameter

DDSEE controls how much the DSEE-policy does exploration. The value of

DDSEE in (4.10) is inversely proportional to the difference of the mean re-

ward from the best frequency band and the second best band as well as the

smallest second largest eigenvalue among the bands. If the mean differ-

ence in rewards of the best and the second best band is small, the value

of DDSEE should be higher and the more exploration should the DSEE
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policy do. Similarly, if the limiting distributions of the rewards approach

slowly to the true stationary distribution of the underlying Markov chain,

the second eigenvalue of the state transition probability matrices will be

smaller. Consequently, in that situation the value of DDSEE should be high

leading to a highly exploratory policy. When (4.10) is satisfied the DSEE

policy is guaranteed to achieve logarithmic regret uniformly in time. To

this end, one would need to know certain upper bounds for the parame-

ters of the underlying Markov processes which are non-trivial to obtain.

In [Liu et al., 2013b] it was shown that by letting DDSEE grow slowly with

time, the need for a priori system knowledge can be relaxed with an arbi-

trary small sacrifice in the asymptotic weak regret.

Recency based exploration with regenerative cycles – Another contribu-

tion of this thesis is the extension of the RBE policy for independent re-

wards for Markovian rewards. The extended new policy RBERC (RBE

with regenerative cycles) proposed in Publication IX stems from the ideas

in [Tekin and Liu, 2012] and [Liu et al., 2013b] by exploiting the inde-

pendence of the lengths of the regenerative cycles of recurrent Markov

chains. This allows for estimating the stationary rewards means of the

subbands using simply the sample average of the observed rewards. The

RBERC policy is listed in Figure 4.9. The advantage of the RBERC is its

extreme simplicity as well as it’s good performance compared to the RCA

and DSEE policies. Moreover, the RBERC policy does not require any a

priori knowledge about the state transition probabilities, as do the RCA-

and DSEE-policies in order to show that logarithmic weak regret can be

achieved. However, unlike for the RCA and DSEE policies, the derivations

of the regret upper bounds for the RBERC-policy are asymptotic instead

of finite time.

The asymptotic behaviour of the RBERC policy can be summarised in

the following Theorem 2.

Theorem 2. The asymptotic number of suboptimal sensings, in the sense

of weak regret, of the RBERC policy in Fig. 4.9 when the rewards evolve

according to a 2-state Markov process is

E[MRBERC(n)] = ∑
k∶μk≠μk∗

ΔkO (ln(n)) . (4.11)

Proof. See Appendix B of Publication IX.

Performance examples in Markovian reward scenarios are provided in
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Initialization:
• Sense each band for one regenerative cycle.

Loop:

• After each full regenerative cycle sense band k with the

highest index Ik(n), where Ik(n) = x̄k(n) + g ( n
τk(n)
).

Figure 4.9. The RBERC policy proposed in Publication IX. The exploration bonus g(x)
is a concave, strictly increasing and unbounded in x. When the ratio of the
current time instance n and time instance when the band was sensed the last
time τk(n) increases the exploration bonus keeps increasing. This effectively
encourages the policy to explore those frequency bands that have not been
sensed for a long time.

Section 4.3 for the DSEE-, RBERC- and RCA-policies. Additional simula-

tion examples can be found in Publications VIII and IX.

4.2.3 Policies for time independent rewards with unknown
piecewise stationary reward statistics

The policies presented in Sections 4.2.1 and 4.2.2 are targeted for scenar-

ios where the long term expected data rates from different bands do not

change. Those policies however, are not suitable for scenarios where the

data rates are non-stationary due to mobility, varying channel conditions

or interference. A more realistic model for mobile networks would be a

piecewise stationary reward model, where the expected data rates of dif-

ferent bands stay constant for random periods of time. In this section, we

will review the literature of such non-stationary bandit problems.

Similar to stationary bandits, the goodness of a policy solving a piece-

wise stationary bandit problem can be measured by its regret. By denot-

ing the expected rate of band k at time n as μk(n), the regret of a policy πππ

over time horizon T may be written as [Garivier and Moulines, 2011]

Rπππ(T ) = E
⎡⎢⎢⎢⎢⎢⎣

T

∑
n=1

∑
k∶μk(n)<μk∗n

(n)
(μk∗n(n) − μk(n))�{Iπππn=k}

⎤⎥⎥⎥⎥⎥⎦
, (4.12)

where k∗n denotes the index of the band with the highest average reward

at time instant n, indicator function �u obtains value 1 if u is true and

otherwise 0, and Iπππn denotes the index of the band chosen for sensing by

policy πππ at time instant n. In [Garivier and Moulines, 2011] the piece-

wise stationary bandit problem, with known number of abrupt changes in

the reward statistics during a fixed time horizon T was analyzed. Under

this model they showed that it is impossible for any policy to achieve an
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average regret smaller than O(
√
T ). This means that, for example, by

doubling the time horizon while keeping the number of abrupt changes

fixed increases the expected regret at least by a factor of
√
2. On the other

hand, the lower bound suggest that when the number of stationary peri-

ods within time horizon T is known, it is possible to devise policies that

achieve sublinear regret. Next, an overview of such policies will be pro-

vided.

Upper confidence bound based exploration – In [Garivier and Moulines,

2011] two policies based on the UCB policy, namely the discounted UCB

(D-UCB) and the sliding window UCB (SW-UCB), were proposed for the

piecewise stationary bandit problem and shown to achieve sublinear re-

gret 6. It was shown that the expected regret of the D-UCB policy is upper

bounder by O(
√
NcT log(T )), where Nc is the number of changes in the re-

ward expectations during time horizon T . For the SW-UCB policy the

expected regret was shown to be upper bounded by O(
√
NcT log(T )).

The upper bounds of regret for D-UCB and SW-UCB policies hold when

the number of changes in the reward expectations, i.e. the number of

stationary periods Nc, within time horizon T is known beforehand. If Nc is

allowed to grow with T or if Nc is unknown, the regret bounds for D-UCB

and SW-UCD become linear in T , i.e., they essentially have the same order

of regret as the simple ε-greedy policy. There are many factors affecting

the achievable mean data rates in a realistic CR network, for example,

mobility and interference environment. Since typically the movements of

wireless terminals are not known beforehand, assuming Nc to be known

a priori may not be justified.

In [Alaya-Feki et al., 2008a] a periodic version of the tuned UCB-policy

(UCBT) [Auer et al., 2002a] was proposed for CR. In this policy the UCBT

is regularly reset always after a fixed number of sensing instances. This

allows the CR to re-adapt to possibly changed radio environment. How-

ever, in [Alaya-Feki et al., 2008a] it was pointed out that depending on

how often the statistics of the frequency bands change, the periodic UCBT-

policy can be susceptible to the length of the reset period.

Randomized exploration – A simple policy suitable for piecewise station-

ary bandits is the ε-greedy policy. The ε-greedy policy works in the same

way as the εn-greedy policy (see Figure 4.4), but employs a constant value

ε. This means that in the ε−greedy policy the amount of exploration
6The D-UCB policy was originally proposed in [Kocsis and Szepesvári, 2006]
however without performance analysis.
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is fixed, unlike in the εn-policy where exploration is reduced over time.

Constant ε and consequently constant exploration is necessary in non-

stationary environments in order to identify situations where a band with

originally low data rate suddenly becomes the best band due to the chang-

ing radio environment. Typical choices for ε range between 0.01 and 0.2.

Furthermore, in order for the ε-greedy policy to track non-stationary re-

ward averages one needs to use weighted averages instead of sample

averages. Here, following the terminology in [Sutton and Barto, 1998,

Ch. 2], the weighted reward sample averages will be called action value

estimates.

At time instant n the action value Qk(n) of band k is updated as

Qk(n) = Qk(n − 1) + α(rk(n) −Qk(n − 1))�{Iε−greedyn =k} (4.13)

where α ∈ [0,1] is the step size parameter and rk(n) is the observed data

rate at band k at time n. The multiplication by the indicator function

�{Iε−greedyn =k} means that the action values are updated only if the band

has been sensed. Denoting the sequence of time instances when band k

has been sensed up to time n as unk(i), (i = 1,2, ...,Mk(n)), where Mk(n) is

the total number of time instances that band k has been sensed up to time

n, (4.13) can be expressed as

Qk(n) = (1 − α)Mk(n)Qk(0) +
Mk(n)
∑
i=1

α(1 − α)Mk(n)−irk(unk(i)). (4.14)

That is, the ith last reward from band k will be assigned a weight equal to

α(1 − α)Mk(n)−i. Typical values of α are between (0.01,0.2). The smaller

the α the more weight will be given for old observations and the more

slowly the action value Qk(n) will react to abrupt changes in the reward

statistics. On the other hand, a large α gives more weight for recent ob-

servations and consequently allows Qk(n) to adapt faster to changes in

the mean rewards. However, a large α causes the action value estimates

to have a higher variance, since the estimates can abruptly rise or fall

depending on the most recent rewards.

Over a period of T sensing instances the ε-greedy policy can be expected

to sense each band roughly Tε/K times, where K is the total number of

bands. Since the expected number suboptimal sensings grows linearly in

time, it is easy to see that the regret of the ε-greedy policy must also grow

linearly. However, as explained above, linear regret in non-stationary en-

vironments is usually unavoidable without making strict additional as-

sumptions on the number of stationary segments during time T .
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In Publications III, IV, VII, VI and V the proposed policies for CR are

all based on the ε-greedy exploration using constant values of ε and α.

In particular in V it was illustrated that the ε-greedy policy can achieve

similar (or slightly lower) regret than the D-UCB policy, when the num-

ber of change points is not known in advance. From the point of view of

CR, simplicity is a major benefit of the ε-greedy policy. Furthermore, the

lack of a priori assumptions about the way that the reward distribution

change over time makes the ε-greedy policy often a good practical choice.

However, choosing the optimal values for ε and α can be difficult and sim-

ulation based parameter tuning may needed. In [Alaya-Feki et al., 2008b]

a scheme for tuning the bandit policy parameters automatically according

to the observed rates was proposed. An example of such policy parameter

would be the value of ε in the ε-greedy policy or the reset period in the

periodic UCBT-policy in [Alaya-Feki et al., 2008a]. The proposed method

in [Alaya-Feki et al., 2008b] requires precomputing optimal policy param-

eter values for different expected stationarity period lengths offline. By

learning the average length of the stationary periods using change point

detection methods, the best parameter values for the bandit algorithms

can be chosen from the precomputed values.

Another group of randomized policies that are suitable for non-stationary

RMAB problems stems from the adversarial bandit literature [Auer et al.,

2002b]. Although the premise in adversarial bandit problems is some-

what different from stochastic piecewise stationary bandits, thanks to the

very general formulation of adversarial bandits makes it possible to use

some of those policies in the stochastic piecewise stationary settings. In

adversarial MAB problems the rewards over a time horizon T may have

been chosen in advance possibly in the least favourable way to the pol-

icy employed. That is, the rewards may be deterministic, although un-

known ahead of time to the policy. The advantage of adversarial bandit

policies stems from the fact that they do not make any statistical assump-

tions about the reward sequences. In the adversarial setting a policy’s

performance is measured by comparing the rewards produced by the ac-

tions taken by the policy against the rewards that may be achieved by

other possible action sequences. In the CR context an action sequence

corresponds to a sequence of chosen frequency bands that are sensed

and accessed. The action sequences may be ranked according to their

difficulty, which is related to the number of times an action sequence

changes band. That is, over a time horizon T the hardness of an ac-
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tion sequence III = (I1, ..., IT ), where In is the sensed band at time n, may

be defined as HIII = 1 + ∣{1 ≤ n < T ∶ In ≠ In+1}∣ [Auer et al., 2002b].

For example H(1,...,1,2,2,3,...,3) = 3. Given the sequence of the sensed bands

IπIπIπ = (Iπππ1 , ..., IπππT ) by policy πππ and a reference sequence III = (I1, ..., IT ), the

regret of policy πππ w.t.r. III can be measured as the difference between the

total reward achieved by sensing bands IπIπIπ and the total reward achieved

had the SU sensed the bands III. With regard to the stochastic piece-

wise stationary bandit problem; the hardness of the optimal action se-

quence over time horizon T in a piecewise stationary setting would cor-

respond to the number of stationary segments during T . In [Auer et al.,

2002b] a randomized policy called EXP3.S was proposed for the adversar-

ial bandit problem. With optimal parameter tuning EXP3.S was shown to

achieve a regret against any sequence of actions III that is upper bounded

by O(
√
HIIIT log(T )). Notice that the regret of EXP3.s depends on the

hardness of the reference sequence that the policy is compared against,

i.e., the number of time the reference sequence is allowed to switch the

frequency band. As already mentioned, the optimal action sequence for a

stochastic piecewise stationary bandit problem with Nc stationary periods

would have hardness equal to Nc. The EXP3.S policy is therefore suitable

also for the piecewise stationary bandit problems. In [Vakili et al., 2014] it

was shown that the regret of EXP3.S policy in the stochastic piecewise sta-

tionary bandit setting is in fact O(
√
NcT log(T )). Similarly to the D-UCB

and SW-UCB policies, EXP3.S requires knowing the number of change

points in advance in order to achieve sublinear regret. If Nc is allowed

to grow with the time horizon or is unknown, the expected regret of the

EXP3.S becomes linear in T .

Somewhat similar problem formulation as used in [Garivier and Moulines,

2011] was proposed in [Besbes et al., 2014], where the total variation of

the arm reward expectations is assumed to be upper bounded over a time

horizon T . Instead of limiting the number of change points, as done in

[Garivier and Moulines, 2011], the total variation of the expected rewards

over time horizon T is limited in [Besbes et al., 2014]. The total variation

of the mean rewards over time horizon T can be defined as

VT =
T

∑
n=1

sup
k
∣μk(n) − μk(n + 1)∣, (4.15)

where μk(n) is the expected reward from band k at time n. In [Besbes

et al., 2014] it was shown that the regret of any policy under a total varia-

tion budget and Bernoulli distributed rewards is at least of order O(T 2/3).
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Furthermore, they showed that if the variation budget is allowed to grow

with the time horizon T or if the variation budget is unknown, the regret

of any policy will grow linearly in T . Considering the piecewise stationary

bandit problem with known variation budget, a randomized policy called

REXP3 that achieves order optimal regret was proposed in [Besbes et al.,

2014].

Meta-bandits and change point detection – An alternative approach to

the piecewise stationary bandit problem is to use change point detection

together with the conventional stationary bandit policies [Hartland et al.,

2006], [Mellor and Shapiro, 2013], [Robin and Feraud, 2015]. The basic

idea is to use change point detection in order to identify the time instances

when the average rewards have changed and the policy should react to

the changed situation. In [Hartland et al., 2006] a policy called Adapt-

EvE was proposed for piecewise stationary bandit problems. Adapt-EvE

employs change point detection together with a low level bandit algorithm

and a high level bandit algorithm called meta-bandit algorithm. For de-

tecting change points Adapt-EvE uses the Page-Hinkley test [Page, 1954],

[Hinkley, 1971] (a variant of the CUSUM test [Page, 1954]). When a

change point has been detected, a higher level bandit algorithm, i.e., a

meta-bandit algorithm, is activated to choose between two alternative ac-

tions: 1) assume that the change-point detection was correct and reset the

lower level bandit algorithm, or 2) assume that the change point detection

was a false-alarm and continue using the lower level bandit algorithm

with its current estimates. Although theoretical guarantees on the perfor-

mance of the Adapt-EvE were not given in [Hartland et al., 2006], it was

illustrated that the Adapt-EvE is effective in tracking situations where

the currently best arm reward mean suddenly drops and another arm be-

comes optimal. Situations where the average reward of a inferior arm

increases to a point that it becomes the optimal arm was not considered

in [Hartland et al., 2006]. Similar approach as in [Hartland et al., 2006]

was taken in [Mellor and Shapiro, 2013], where change point detection

was employed to determine time instances where the mean rewards have

changed. They proposed a policy called change-point Thompson sampling

(CTS), to solve piecewise stationary bandit problems when the rewards

are Bernoulli distributed. Assuming that the switching rate, i.e. the

probability that the average rewards change, is fixed the CTS-policy uses

Bayesian inference to estimate the distribution of the lengths of the sta-

tionary periods (also called run lengths). By observing the run lengths the
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CTS policy computes the posterior distribution for the mean run lengths

from which samples are drawn for ranking the arms. Similarly to the orig-

inal TS-policy for stationary rewards [Thompson, 1933] the CTS-policy

chooses to pull the arm whose posterior distribution yielded the largest

sample. Change point detection was used in [Robin and Feraud, 2015]

for resetting the EXP3 algorithm [Auer et al., 2002b] at time instances

where the average rewards change. The resulting policy called EXP3.R

resets the EXP3 algorithm when the upper confidence bound of the mean

of the currently “thought to be best” arm is smaller than the lower confi-

dence bound of the mean of any other arm. The EXP3 algorithm is used

due to its property of constant exploration as well as the fact that the

EXP3 algorithm is more robust to reward sequences where occasionally

the best arm remains the same, although the reward distributions change.

In [Alaya-Feki et al., 2008c] a meta-bandit policy was proposed for CR.

The proposed policy tunes the parameter values of an adaptive pursuit

algorithm using the tuned UCB-policy (UCBT) [Auer et al., 2002a]. The

UCBT meta-bandit policy is launched when a change point in the aver-

age data rates has been detected by the Page-Hinckley test in [Alaya-Feki

et al., 2008c], similar to [Hartland et al., 2006].

4.2.4 Other bandit problem formulations

Bandits with multiple plays – The presentation of the policies in this

chapter assumed that only one frequency band is sensed and accessed at a

time. However, in CR when there are multiple sensors available, either at

different collaborating SUs or at one SU with multiple radio front-ends, it

may be possible to sense and access multiple bands simultaneously. In the

bandit literature this is referred to as multi armed bandit problem with

multiple plays [Anantharam et al., 1987]. In [Anantharam et al., 1987]

the asymptotic lower bound of [Lai and Robbins, 1985] was extended for

the case of multiple simultaneous plays. It was showed that the order of

the regret lower bound with multiple plays is essentially the same as with

one play, i.e., logarithmic. In [Komiyama et al., 2015] an adaptation of the

Thompson sampling policy [Thompson, 1933] was proposed for multiple

plays and shown to achieve the regret lower bound of [Anantharam et al.,

1987] when the rewards are Bernoulli distributed. This policy, called MP-

TS (Multiple Plays Thompson Sampling), works essentially in the same

as the original TS-policy with the following difference: Instead of select-
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ing the arm with the single highest posterior sample MP-TS chooses K̃

(1 ≤ K̃ ≤K) arms corresponding to the K̃ largest posterior samples, where

K̃ is the number of arms that can be simultaneously pulled. In fact, it is

fairly easy to extend also the other sensing policies presented in Sections

4.2.1 and 4.2.2 for K̃ simultaneous sensings. This can be done by replac-

ing the selection of the band according to the single highest index value

(in UCB, KL-UCB, RBE, RCA and RUCB policies) or the highest reward

sample averages (in ε-greedy and DSEE policies) by selection according to

the K̃ highest index values or reward sample averages. However, apart

from [Komiyama et al., 2015], formal regret bounds for such policies have

not been established in the literature. The same construction applies also

for the piecewise stationary policies in Section 4.2.3, since they are largely

based on the policies of Section 4.2.1. An exception is the EXP3.S policy

where the sensed bands are selected according to a probability distribu-

tion. In order to adapt the EXP3.S policy for multiple plays, a modification

similar to the one done in [Uchiya et al., 2010] for the EXP3-policy may

be needed.

Distributed bandit problems – The sensing policies presented in this chap-

ter are essentially directly applicable to centralized collaborative CR net-

works, where an FC maintains and operates the sensing policy on behalf

of collaborating SUs. Alternatively, one could envision a CR network that

consists of U uncoordinated SUs that compete for the same spectral re-

sources and run their sensing policies independently. In [Liu and Zhao,

2010a, Tekin and Liu, 2012, Liu et al., 2013b] such distributed bandit

problems were formulated for such decentralized CR networks. In this

model whenever there are more than one SU trying to access the same

idle frequency, a collision will take place and no throughput is obtained.

In [Liu and Zhao, 2010a] and [Liu et al., 2013b] a model where the collid-

ing SUs share the throughput in an arbitrary way is also considered. The

number of SUs is assumed to be less than the number of frequency bands,

so that it is possible for the SUs to ultimately converge to an orthogo-

nal SU-frequency allocation. Furthermore, different SUs are assumed to

observe the same reward distribution for any particular band. In the con-

text of CR this means that the SUs need to be located sufficiently close

to each other so that their data rates in any given band are roughly the

same. Distributed sensing policies achieving logarithmic regret in dis-

tributed MAB problems were proposed in [Liu and Zhao, 2010a, Anand-
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kumar et al., 2010, Tekin and Liu, 2012, Liu et al., 2013b]7. Modifying

the RBE-policy to work in such a distributed competitive setting poses an

interesting research challenge for the future. However, a more interesting

problem variation, and perhaps more relevant to CR, would the one where

reward expectations of the bands are different for each SU. Although in

such a scenario the maximum achievable system reward may be higher

than in the scenario where the SUs all see the same reward expectations,

the total system regret may be actually anticipated to be higher. This is

because in the case of non-distinct reward expectations it does not mat-

ter in which order the SUs are allocated to the U best band, as long as

none of the bands is a allocated by more than one SU. With non-distinct

reward expectation, there are then at least U ! different optimal alloca-

tions of SUs to the U best frequency bands, whereas in the case of distinct

reward expectations there might be only one such optimal allocation in

the worst case. Obviously arriving to the optimal allocation when the ex-

pected rewards are distinct requires more exploration and causes higher

regret. Some of the early work on distributed bandit problems with dis-

tinct rewards expectations is given in [Kalathil et al., 2014] and [Avner

and Mannor, 2015].

4.3 Discussion

Among the main contributions of this thesis are the development and

analysis of recency based sensing policies for CR. The recency based poli-

cies proposed in this thesis can be classified into a separate category of

bandit policies due to the novel idea of recency-based exploration. Recency-

based policies provide an excellent trade-off between complexity and per-

formance, which is of particular importance in mobile wireless applica-

tions such as CR. Using analytical tools the proposed policies have been

shown to achieve asymptotically logarithmic regret, i.e., they are order

optimal. Recency-based policies should be preferred over other policies

in scenarios where the states of the frequency bands evolve between idle

and occupied according to a Markov chain with an unknown transition

probability matrix. Unlike, other policies proposed for this problem class,

the recency-based policy does not require any a priori knowledge about

transition probabilities of the underlying Markov chain. In some un-

7In [Tekin and Liu, 2012] the proposed policy (distributed RCA) was shown to
admit O(log2(n)) weak regret bound.
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likely CR deployment scenarios, where the state of the spectrum varies

frequently between idle and occupied the recency-based solution is often

outperformed by the DSEE-policy.

In scenarios where the rewards are independent over time the recency-

based policy is slightly outperformed by the KL-UCB policy and the TS-

policy. The KL-UCB and the TS-policies are asymptotically optimal poli-

cies, that can be tailored for particular types of reward distribution fam-

ilies. However, when the reward distribution family is not known in ad-

vance, their optimality guarantees are lost. In such scenario the recency-

based policy, together with the UCB-policy, provide an excellent alterna-

tive to the KL-UCB and TS-policies. A major advantage of the recency-

based policies proposed in this thesis is that they have essentially mini-

mal computation and memory requirements. They require only simple on-

line updates for computing the sample means and the exploration bonuses

for each of the K bands. The KL-UCB policy on the other hand, requires

solving K constrained convex maximization problems for computing the

optimal upper confidence bounds. Although, nowadays modern CPUs are

capable of solving such optimization problems quickly, in mobile wireless

devices even small increases in the computation requirement may lead

to a noticeable rise in the long term energy consumption. The TS-policy

on the other hand has about the same computation and memory require-

ments as the recency-based policy and should be preferred over other poli-

cies when the rewards are independent and their distribution family is

known.

In Markovian reward environments the disadvantage of the RCA, DSEE

and RUCB policies is that they require knowing nontrivial bounds for

certain system parameters. Such bounds are not easy to obtain without

actually knowing the transition probabilities of the Markov chain in ad-

vance. The RBERC and EXP3 policies, on the other hand, provide good

performance without making such restrictive assumptions about the PUs

behaviour. In fact, the EXP3-policy makes no assumptions on the reward

processes and even admits the possibility of the rewards being determined

by an adversary. To illustrate this we simulate a CR scenario with 10 PU

frequency bands with two-state Markovian state evolutions. The transi-

tion probabilities of the bands are P10 = [0.01, 0.01, 0.02, 0.02, 0.03, 0.03,

0.04, 0.04, 0.05, 0.05] and P01 = [0.08, 0.07, 0.08, 0.07, 0.08, 0.07, 0.02,

0.01, 0.02, 0.01] so that the corresponding stationary expected rewards

are μ = [0.83, 0.11, 0.80, 0.30, 0.67, 0.20, 0.71, 0.22, 0.13, 0.27]. The goal is

81



Restless multi-armed bandit formulation for OSA

0 0.5 1 1.5 2 2.5 3 3.5
n ×104

0

500

1000

1500

2000

2500

# 
su

b.
op

tim
al

 p
la

ys
 / 

ln
(n

)

DSEE, D = ln(n)
KL-UCB
RBERC
RCA, L = ln(n)
RCA, L=1
EXP3

Figure 4.10. The average cumulative number of sensings of suboptimal bands over time
for the EXP3-policy [Auer et al., 2002b] and the policies presented in Section
4.2.2. There are 10 Markovian PU bands with transition probabilities P10 =
[0.01, 0.01, 0.02, 0.02, 0.03, 0.03, 0.04, 0.04, 0.05, 0.05] and P01 = [0.08, 0.07,
0.08, 0.07, 0.08, 0.07, 0.02, 0.01, 0.02, 0.01]. In the EXP3-policy the policy
parameter γ = 0.013 (temporarily borrowing the notation from [Auer et al.,
2002b]), which is the optimal value for this particular time horizon. In this
scenario the EXP3-policy performs well considering that it does not assume
any particular distribution family for the rewards, unlike the DSEE-, RCA-
and RBERC-policies that assume the rewards to follow a Markov chain.

to learn over time to sense the frequency band with the highest stationary

mean reward, which in this case is band 1. Figure 4.10 shows the average

cumulative number of suboptimal sensings (sensing other than band 1)

as a function of time for the RBERC-, EXP3-, KL-UCB, DSEE- and RCA-

policies. It can be seen that in this particular scenario the EXP3-policy

looses in performance only by a little to the best policy, i.e., the recency

based policy RBERC. On the other hand, the EXP3-policy has not yet

been thoroughly analysed for the Markovian reward scenario and hence,

it has less theoretical support on its side than the other policies do at

the moment. When the underlying reward Markov chains change their

state very frequently, the RBERC and the EXP3 policies seem to perform

slightly worse than the DSEE policy. Figure 4.11 shows the corresponding

curves for another CR scenario with 5 Markovian PU bands with state

transition probabilities given as P10 = [0.95, 0.97, 0.94, 0.91, 0.96] and

P01 = [0.94, 0.93, 0.91, 0.97, 0.91]. This corresponds to a scenario where

the spectrum varies frequently between idle and occupied. In this case

the recency based policy, together with the EXP3 and RCA, has inferior

performance to the DSEE policy. However, CR systems are not deemed to

be employed at such frequencies where the PU activity is highly dynamic.
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Figure 4.11. The average cumulative number of sensings of suboptimal bands over
time for the EXP3-policy [Auer et al., 2002b] and the KL-UCB, DSEE-
, RCA- and RBERC-policies. There are 5 Markovian PU bands with
transition probabilities P10 = [0.95, 0.97, 0.94, 0.91, 0.96] and P01 =
[0.94, 0.93, 0.91, 0.97, 0.91]. In the EXP3-policy the policy parameter
γ = 0.013 (temporarily borrowing the notation from [Auer et al., 2002b]).
In this scenario the EXP3-policy performs worse that the DSEE-, RCA- and
RBERC-policies which assume the rewards to follow a Markov chain.

The policies reviewed in this thesis for piecewise stationary bandit prob-

lems have all more or less similar computational complexities. The SW-

UCB requires storing the most recent observations according to the cho-

sen window size, which causes it to have slightly higher computation and

memory requirements than the other policies. The SW-UCB, D-UCB and

the EXP3.S policies have appealing theoretical performance guarantees

when the number of change points is known a priori. However, without

such restrictive assumptions their performance seems to be practically

similar to that of the simple ε-greedy policy.

Table 4.1 list the different bandit problem formulations with unknown

statistics together with the most suitable policies for each of the problem

class. The columns specify the bandit problem class and the rows indicate

the different policy categories. The policies listed in Table 4.1 target for

the best single arm policy, i.e., for sensing the frequency band with the

highest expected reward. Only those policies that the author of this the-

sis thinks are the most suitable ones for each problem class are shown.

The policies are evaluated based the trade-off they make between regret

and viability for practical CR with limited computational resources. In

table 4.1 each policy is given 0-5 golden stars, 5 meaning an excellent

regret-practicality trade-off. The practicality of a policy is evaluated by

83



Restless multi-armed bandit formulation for OSA

its computational requirements as well as the feasibility of its a priori as-

sumptions from CR point of view. Naturally, different problem classes per

se have different basic assumptions and hence, the scores of the policies

are not directly comparable across the columns. For example, in mobile

CR networks a piecewise stationary reward model can be already seen by

itself as a more practical starting point than a stationary model.

Table 4.1. A qualitative scoring for different policies most suitable for different bandit
problem classes where reward statistics are assumed to be unknown. Up to
5 stars are assigned to each policy in terms of its regret-practicality trade-off,
5 stars meaning an excellent trade-off. Practicality has been evaluated based
on the policy’s computational requirements and the practicality of the a priori
assumptions from CR point of view. The scoring has been done separately for
each problem class, and hence the policies in different columns are not directly
comparable with each other.

Stationary indep.

rewards

Stationary Markov

rewards

Piecewise stationary

indep. rewards

Randomized
εn-greedy

TS
EXP3

ε-greedy

EXP3.S

UCB-based
UCB

KL-UCB

RCA

RUCB

D-UCB

SW-UCB

Recency based RBE RBERC –

Deterministic – DSEE –

Unlike for the other policies presented in Sections 4.2.1 and 4.2.2, a uni-

formly logarithmic upper regret bound has not yet been derived for the

RBE-policy proposed in this thesis. This is a natural future research di-

rection for studying the RBE-policy. However, it should be noted that such

regret bounds are usually not tight and the true performance of a policy is

usually much better than its regret upper bound lets one expect. Hence,

comparing policies by their regret upper bounds is not necessarily conclu-

sive and instead computer simulations may be needed. Furthermore, in

some cases restrictive or unrealistic a priori information on the reward

statistics may be needed in order to establish a uniform bound for the re-

gret. This prior information may not be available, since it may depend on

the time, location, local PU activity patterns. This makes it difficult to

accurately specify the reward model.

Another interesting challenge for future research is extending the RBE-

policy for piecewise stationary rewards. To this end two modifications for

the RBE-policy in Figure 4.5 are needed. Firstly, in order for the RBE-

policy to track changing reward expectations, simple sample averages

cannot be used to estimate the qualities of the bands. Secondly, the explo-

ration bonus term g(⋅) needs to be modified such that it would promote ex-
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ploration constantly every once in a while. A straight forward approach to

the first modification is to replace the reward sample averages x̄k(n) in the

RBE-policy by weighted reward averages Qk(n) (see (4.13)), where n is the

current time instant and k is the index of the band. The use of weighted

sample averages, as already explained in Section 4.2.3, makes it possible

to track non-stationary reward expectations by using a fixed step size α

instead of a decreasing step size 1/Mk(n), where Mk(n) is the total num-

ber of times band k has been sensed until time n. In order to explain the

second modification we start by noting that the exploration bonus term in

in the RBE-policy can be also expressed as g ( n
τk(n)) = g ( n

n−δk(n)), where

τk(n) is the last time instance when band k was sensed and δk(n) is the

number of time instances passed since band k was sensed last time. For

piecewise stationary problems the exploration bonus can be then modified

to be g ( ñ
ñ−δk(n)), where ñ > 1 is a constant value representing the maxi-

mum number of time instances allowed between two consecutive sensings

of any band. The non-stationary version of the RBE-policy would then

work in the same way as its stationary version in Figure 4.5, but with

the indices of the bands replaced by Qk(n) + g ( ñ
ñ−δk(n)). Since g(⋅) is an

unbounded increasing function w.r.t. its argument is it easy to see that

when δk(n) = ñ, then g ( ñ
ñ−δk(n)) = ∞ and consequently band k will be se-

lected for sensing. Hence, the parameter ñ can be used to control how

much exploration the non-stationary RBE-policy is desired to perform at

minimum: the smaller the value of ñ, the more exploration there will be.
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5. Resource aware reinforcement
learning based spectrum sensing
and access

The RMAB analogy, used in Chapter 4 for formulating the dynamic spec-

trum access problem, often assumes that the expected data rates from the

frequency bands do not depend on the SUs that accesses them. Further-

more, it is often also implied that spectrum sensing is error-free or that

the reliability of the sensing outcome does not depend on the SU(s) that

were assigned to do the sensing. In reality, wireless channels vary as a

function of time, frequency and location. Hence, in a spatially disperse CR

network the achievable data rates as well as the sensing performances at

a given time vary across the network depending on the SU’s locations and

frequencies. In order to maximally exploit spectral resources, optimized

schemes are needed for identifying and accessing idle spectrum. This op-

timization can be done for example in terms of energy efficiency, network

sum data rate, SU-PU collision probability, delay.

In this chapter, realistic sensing and access policies taking the above

spatial disparities into account are proposed for CR. An overview of the ex-

isting body of work in the CR literature is presented. The reviewed sens-

ing and access policies are categorized into those that assume ideal error-

free spectrum sensing and those that assume imperfect sensing. These

categories are further divided into two sub-categories based on whether

the cooperation between the SUs is centralised and decentralised poli-

cies. The classification of the reviewed methods is shown in Figure 5.1.

The reviewed policies in this chapter, apart from [Wang et al., 2013], are

all based on techniques stemming from reinforcement learning (RL) lit-

erature. Due to the similar spirit as in Publication VII in the way that

finite sensing resources of the CR network are utilized to improve the

network data rate, [Wang et al., 2013] has been included in literature re-

view of this chapter. The solutions proposed in the literature are largely

based on well-known methods in RL such as Q-learning or temporal dif-
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ference (TD) learning [Sutton and Barto, 1998]. For trading off between

exploration and exploitation most of the proposed techniques employ ei-

ther the ε-greedy exploration or Boltzmann exploration [Sutton and Barto,

1998]. Boltzmann exploration is similar to ε-greedy exploration in that

exploration is randomised. However, in Boltzmann exploration actions

are chosen probabilistically relative to their expected reward estimates.

The policies proposed in this thesis and Publications III, IV, VII, VI and

V, belong to the centralized policy category where imperfect sensing is

assumed. All of the proposed policies employ ε-greedy exploration (see

Section 4.2.3) with a constant exploration probability ε. A constant ε has

been favoured over a decreasing ε in order for the CR to adapt in changing

radio environments. Such adaptivity is essential for any learning method

to be implemented in a realistic mobile CR system.

Figure 5.1. A classification of RL-based sensing and access policies for CR that are re-
viewed in this chapter. The classification has been done between methods
assuming perfect sensing and methods assuming imperfect sensing. These
have been further categorized into centralised and decentralised cooperative
methods. The contributions of this theses have been done in the class assum-
ing imperfect sensing and centralised cooperation.

5.1 Problem formulation

Similar to the RMAB formulation presented in Chapter 4, the goal of the

policies reviewed in this chapter is also to maximize the cumulative re-

ward. That is, one wishes to maximize E [∑∞n=0 ρnrn] , where rn is the

obtained reward at time n and ρ ∈ [0,1] is a discount factor. However,

unlike in the RMAB formulation of Chapter 4, the goals of the policies

reviewed in this chapter may be multifaceted. For example, the CR net-

work may target at achieving high data rates and at the same time to be

energy efficient. Consequently, the rewards in this chapter may be func-

tions of multiple different actions and environment states. For example,

in Publications III, IV, V, VI, VII and VIII the CR network chooses both

the frequency bands to be sensed as well as the best SUs to do the sensing

and the combination of these actions determines the final reward. Also,
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the rewards may not always have direct real world correspondence such

as the obtained data rate, but may be rather designed to promote certain

desired behaviour, such as energy efficiency or orthogonal spectrum al-

location. For example, in order to achieve fast and reliable collaborative

sensing [Lo and Akyildiz, 2013] proposed a reward function that reflects

how well different sensors can collaborate together and how quickly the

sensors can make reliable decisions.

5.2 Centralized policies assuming perfect sensing

In centralized policies the SUs are assumed to cooperate through an FC.

The FC collects sensory data from the SUs and makes global decisions

about the state of the spectrum and finally grants the SUs access to the

spectrum. The FC can be part of the network infrastructure, such as a

base station, or one of the SUs can act as the FC in an ad-hoc scenario.

In [Berthold et al., 2008] a RL-based approach was proposed for identi-

fying high data rate spectral resources in centralized CR networks. Ideal

error free detectors are assumed. The problem is formulated as an MDP,

where the SUs have three possible actions: 1) perform detection in the

current frequency band and transmit data, 2) perform detection at an-

other frequency band, or 3) switch to another frequency band. The states

of the MDP are defined as the SU’s operating frequencies and the reward

is a function of the number of identified idle radio resources and the costs

from frequency switching. TD-learning [Sutton and Barto, 1998, Ch. 6]

combined with a softmax-type action selection method [Sutton and Barto,

1998, Ch. 2] is proposed to solve the MDP.

In [Di Felice et al., 2010] a RL-based spectrum management scheme

was proposed for CR mesh networks. This scheme allows clusters of a

CR mesh network to learn the best operating frequencies, sensing and

transmission times and the times for channel switching. As the goal of

the cluster head is to achieve fast and successful packet transmissions,

the reward function used in [Di Felice et al., 2010] is proportional to the

observed delays of successful packet transmissions. At each time instance,

similar to [Berthold et al., 2008], the head of an SU cluster is faced with

three potential actions: 1) transmit at the current frequency, 2) sense

the current frequency band or, 3) switch to another frequency band that

has the lowest observed delay thus far. The total packet delay includes

the time used for frequency switching, sensing and packet transmission.
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Consequently, the reward of a particular action depends on its effect on

the total packet delay. In the proposed scheme the cluster head chooses

its actions using a softmax-type action selection [Sutton and Barto, 1998].

5.3 Centralized policies in the presence of sensing errors

In [Lo and Akyildiz, 2013] RL is used for finding optimal collaborating

SUs for minimizing the reporting delay of the local spectrum sensing

statistics. The reward function proposed in [Lo and Akyildiz, 2013] is a

combination of costs attributed to correlation among the samples collected

at the sensing SUs and costs induced from the reporting delay to the FC.

The reporting delay reflects the SUs sensing capabilities, as a sensor in

good a channel requires shorter sensing time to achieve the same sensing

performance than a sensor in a bad channel. The reporting of the local

sensing result is assumed to be asynchronous, as the SUs are assumed

to spend different times on sensing in order to achieve a desired detec-

tion performance. The goal is to find collaborating SUs that can sense

the spectrum together quickly and reliably. A RL-method based on TD-

learning and softmax action selection is proposed and shown to be able to

find the set of collaborating neighbors that minimize the reporting delay.

Moreover, the proposed method is able to adapt in changing environments

where the users may be mobile or where the channel fading or PU trans-

missions statistics may change.

In [Wang et al., 2013] sequential sensing scheduling is proposed for ef-

ficient collaborative sensing of spectrum opportunities. Sequential prob-

ability ratio test is employed for finding the optimal spectrum sensing

schedule for the SUs, that minimizes the reporting delay of local test

statistics. This delay minimization is done in order to increase the num-

ber of frequency bands that the CR network can sense. The scheduling

optimization is carried out under a constraint on the false alarm and de-

tection probabilities. In [Wang et al., 2013] perfect knowledge of the sys-

tem statistics is assumed, unlike in the other methods reviewed in this

chapter which are based on RL.

5.3.1 Proposed policies

Part of the contributions of this thesis are the collaborative RL-based

spectrum sensing policies proposed in Publications III, IV, V, VII and
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VI for centralized CR networks. The target in these works is to iden-

tify and access high data rate spectrum and to discover the most efficient

frequency band sensing assignment for the SUs. A sensing assignment

is an assignment of SUs to frequency bands that tells which frequency is

sensed by which SU – possibly in a collaborative manner. The efficiency of

a sensing assignment can be defined in many ways. In this thesis sensing

error probabilities, energy efficiency and expected sum data rates have

been used to evaluate the goodness of sensing assignments. The proposed

policies employ collaborative spectrum sensing, where the SUs send their

local LLRs or their local binary decisions to the FC. The FC then makes

the global decision about the state of the spectrum by using a fusion rule.

When idle band is discovered the, the FC decides which SU(s) get access

to the spectrum. In this thesis the spectrum allocation decision is made

by an access policy. The decision on which frequency band to sense and

how to divide the sensing work among the SUs is defined as the sensing

policy. All proposed policies assume time slotted operation and a perfect

synchronization between the SUs as described in Section 3.2.2.

In Publications III, IV, V, VII and VI the expected data rates from the

frequency bands and the sensing performances of the SUs are assumed to

be initially unknown. In order to learn them, ε-greedy exploration with

multiple plays (see Section 4.2.4) is employed together with action value

estimation by weighted averages. Fixed values of exploration probabil-

ity ε and action value step size are used in order to cope with situations

where the SUs are mobile or where the channel conditions or PU activities

vary. The rationale for favoring the ε-greedy method over the other piece-

wise stationary exploration methods in Section 4.2.3 is, that the ε-greedy

exploration provides a very good trade-off between performance and sim-

plicity. Another advantage of ε-greedy exploration, for our purposes, is

that it makes an explicit distinction between exploration and exploita-

tion time instances. The exploration time instances can be also viewed as

estimation instances, during which the CR network wishes to learn and

estimate the statistics of the radio environment rather than maximize its

immediate reward. For example, in order to accurately estimate the true

detection probabilities of individual SUs in the network, the FC needs to

be able to accurately identify the presence of PU signals. As pointed out

in Section 3.3.2 fading and shadowing of radio signals can significantly

impair an SU’s capability to detect PU transmissions. To this end, mul-

tiple SUs may be needed to sense the subbands simultaneously with a
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greater spatial diversity even at the expense of using more sensing re-

sources momentarily. When multiple SUs sense the signal from multiple

locations collaboratively, the probability of all of them being in a deep fade

at the same time is small and the chances of correctly detecting a PU sig-

nal at the FC become better. Consequently, better awareness of the state

of the radio environment is obtained, which may be then utilized during

the exploitation time instances. Since the collaborative global decisions

at the FC are more reliable than the local decisions, they can serve as

“ground truth” references in estimating the local detection probabilities

of the SUs. By comparing the local decisions to the global decisions of the

FC and counting the number of times they agree, the local detection prob-

abilities can be estimated easily. Knowing for example that a particular

SU has a poor detection performance, can be utilized during exploitation

time instances by not assigning that SU for sensing.

In Publications III, IV, V, VII and VI the gained awareness during ex-

ploration stages is utilized during the exploitation stages for selecting the

frequency bands to be sensed and the sensing assignments optimally. The

sensing assignments can be chosen for example to reduce collision be-

tween PUs and SUs transmissions (in Publication III), to minimize en-

ergy consumed for sensing (in Publications IV, V and VI), or to maximize

the expected sum data of the CR network (in Publication VII).

In the following two subsections, the exploration and exploitation phases

of the spectrum sensing and access policies as proposed in Publications

III, IV, V, VII and VI are summarized. The exploration phase is common

to all policies while the exploitation phase differs according to the above

mentioned goal of the policy.

Exploration using pseudorandom frequency hopping

During exploration the frequency bands and the corresponding sensing

assignments could be selected uniformly randomly. Random exploration

would asymptotically guarantee that all possible frequency-SU combina-

tions will be employed infinitely often. However, due to the nature of

uniformly random events sometimes it may take a long time before a par-

ticular frequency-sensing assignment combination is explored.

Instead of random exploration, deterministic pseudorandom frequency

hopping can be used to ensure that all sensing combinations are employed

in a reasonable finite time. This is the approach taken in the publications

of this thesis. In this approach the FC provides the SUs with precomputed
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pseudorandom frequency hopping sequences that can be designed to guar-

antee a desired diversity order, i.e. a fixed number R of collaborating SUs

per frequency band. Having multiple SUs sensing the same part of the

spectrum at the same time provides reliability to sensing through spatial

diversity, which is especially important during the exploration phases.

The hopping sequences can be constructed, as shown in Publication III,

such that over time all possible SU R-tuple–frequency sensing combina-

tions are considered as quickly as possible. Moreover, the codes deter-

mining the hopping sequence can be designed in such a way that the CR

network explores the spectrum of interest as quickly as possible. To the

best of the author’s knowledge such combinatorial code design that would

scan the spectrum of interest as quickly as possible while guaranteeing a

desired sensing diversity order does not exist elsewhere in the literature.

Collaborative sensing is employed in order to benefit from spatial diver-

sity, while the sensing assignments are permuted in order to guarantee

that all SU-frequency combinations are explored with the desired diver-

sity order. Exploring different SU-frequency sensing assignments can be

used for example for learning the SUs R-tuples that collaborate well to-

gether. In this thesis the main purpose of switching collaborating SUs,

however, is to reduce chances of having cooperating SUs with correlated

observations collaborating for long periods of time. Correlated observa-

tions may arise at spatially proximate SUs that suffer from correlated

fading caused by for example large objects in the signal path. Correlation

undermines the benefits of collaborative sensing as it effectively reduces

spatial diversity.

The proposed pseudorandom frequency hopping codes can be generated

by graph search techniques as described in Publication III. This combina-

torial problem can be posed as a clique search problem or equivalently as

a proper graph coloring problem as shown in Figure 5.2. Both of these for-

mulations lead to problems that are in general NP-complete [Karp, 1972],

and hence the are computationally intensive to solve. However, the hop-

ping codes can be generated off-line for different number of sensors, fre-

quency bands and diversity order and stored in the FC’s memory. In the

special case of R = 2 the hopping codes can be simply found by generating

a round-robin tournament [Colbourn, 2010, Ch. 7], which can be com-

puted in linear time. Table 5.1 shows an example of the frequency hop-

ping codes generated for 6 SUs, 3 frequency bands and R = 2. From this

simple example it can be seen that all SU pair-frequency combinations
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Figure 5.2. An example illustrating how the frequency hopping codes guaranteeing a de-
sired sensing diversity order can be found by computing a proper vertex col-
oring for a specific graph. In this example there are 6 SUs that wish to sense
the spectrum with diversity order R = 2. The collaborating 2-tuples (pairs)
can be found for each time instant by computing a proper 5-coloring for the
above undirected graph, where the vertices of the graph are formed by all
possible SU pairs. Two vertices in the graph are connected by an edge if the
corresponding pairs share a common SU. The found color groups (indepen-
dent sets) represents instances during which two SUs in a pair are assigned
to sense the spectrum according to the same frequency hopping code. Within
each independent set distinct pairs are assigned orthogonal hopping codes as
explained in Publication III. The resulting frequency hopping sequences for
this example are shown in Table 5.1.

are considered and that for any given band the time interval between two

consecutive sensings by the network is at most 2 time slots.

Exploitation with sensing assignment optimization

In Publication III RL-based sensing policy was proposed for learning the

best frequency bands and sensing assignments using a fixed sensing di-

versity order (fixed R). That is, here fixed diversity order is also employed

during the exploitation phases. This is done in order to reduce the number

of collisions between the SUs and PUs caused by missed detections. The

target of the policy is to learn K̃ ≤K frequency bands with the highest ex-

pected data rates and to learn the corresponding sensing assignment that

minimizes the missed detection probabilities at the FC. The proposed pol-

icy in Publication III operates in 2 stages. In stage 1 the policy chooses

the K̃ frequency bands to be sensed as the ones that have the highest esti-

mated mean data rates. In stage 2 the policy assigns R SUs to sense each

selected frequency band, such that the sum of the resulting missed detec-

tion probabilities over the frequency bands is minimized. The purpose of
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Table 5.1. An example of the frequency hopping sequences for 6 SUs, K = 3 frequency
bands and diversity order R = 2. The columns of the table correspond to time
slots and the rows correspond to the hopping sequences of the SUs. The el-
ements of the hopping sequences refer to the indices of the frequency bands.
These hopping codes force the SUs to scan all frequency bands using every
possible SU pair as quickly as possible. The colors correspond to the graph
coloring found in Figure 5.2. For example, during the sensing time instances
colored in green the collaborating pairs are {(SU1,SU3),(SU5,SU6),(SU2,SU4)},
which are also the pairs colored in green in Figure 5.2.

SU1: 1 2 3 1 2 3 1 2 3 1 2 3 1 2 3

SU2: 1 2 3 3 1 2 2 3 1 2 3 1 3 1 2

SU3: 3 1 2 1 2 3 3 1 2 2 3 1 2 3 1

SU4: 2 3 1 3 1 2 1 2 3 3 1 2 2 3 1

SU5: 2 3 1 2 3 1 3 1 2 1 2 3 3 1 2

SU6: 3 1 2 2 3 1 2 3 1 3 1 2 1 2 3

Time →

stage 1 is to identify the subbands providing high data rates while target

in stage 2 is to reduce the number of missed detections. Missed detections

lead to increased interference and collisions with the PUs as well as to

wasteful energy use by both PUs and SUs because retransmissions are

needed.

In Publications IV, V and VI energy efficient spectrum sensing policies

were proposed for CR. In these works energy efficiency is achieved by min-

imizing the required number of sensing SUs to achieve a certain sensing

performance level during exploitation. The required sensing performance

level is assumed to be set by the spectrum regulator in order to protect the

PUs from harmful interference and collisions with SU transmissions. The

proposed policies in Publications IV, V and VI operate also in two stages.

In stage 1 the FC chooses K̃ frequency bands to be sensed as the ones that

have the highest estimated mean rewards. In stage 2 the FC assigns the

SUs to sense the selected bands such that the missed detection constraint

is fulfilled with the smallest possible number of SUs. That is, given the

set K̃ (∣K̃∣ = K̃) of selected bands to be sensed the sensing assignment x

can be found as

min
x

vTx (5.1)

s.t. P k
D(x) ≥ PD,target,∀k ∈ K̃ (5.2)

Ki(x) ≤Ki (5.3)

where x is N ∣K̃ ∣ × 1 binary sensing assignment vector, v is the N ∣K̃ ∣ × 1
weight vector, P k

D(x) is the achieved detection probability at band k using

sensing assignment x and PD,target is the required detection probability.
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Figure 5.3. Comparison between the heuristic sensing assignment search algorithm (IH)
proposed in Publication VI and an exact branch-and-bound (BB) algorithm
using the energy efficient sensing policy. In this example there are 10 fre-
quency bands and 6 SUs that wish to find 2 idle frequency bands. The average
number of actively sensing SUs converges (after about 500 sensing instance)
to 2.5 SUs on average with both the heuristic algorithm and the exact solu-
tion. Although at time instant 2500 the PU signal SNRs (and consequently
also the detection probabilities) at the SUs are randomly permuted, the pro-
posed algorithm is able to quickly adapt to new optimal sensing assignment.
For both ε and α the value 0.1 has been used.

When one wishes to minimize the number of SUs assigned for sensing,

the weights in vector v are set to 1. Variable Ki(x) denotes the number of

sensed bands by the ith SU according to sensing assignment x and Ki is

the maximum number bands that SU i can sense simultaneously. Finding

the optimal sensing assignment that guarantees a sufficient sensing per-

formance requires in general for the FC to solve a non-linear binary pro-

gram, which can be computationally demanding. However, some fusion

rules, such as the OR-rule, permit converting the original non-linear prob-

lem into a linear binary program for which there exists efficient, although

non-polynomial time, branch-and-bound type algorithms. Alternatively,

as proposed in Publication VI, heuristic polynomial time algorithms can

be used for finding near-optimal sensing assignments. In Publication VI a

greedy iterative assignment algorithm based on the Hungarian algorithm

[Kuhn, 1955] was proposed. This algorithm works by solving multiple lin-

ear assignment problems using the Hungarian algorithm in an iterative

manner. A simulation example of the performance of the heuristic algo-

rithm is shown in Figure 5.3. In this example the iterative Hungarian

(IH) algorithm achieves on average almost optimal performance in terms

of the number of SUs assigned for sensing.

In Publications III, IV, V and VI it is assumed that different SUs obtain
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the same average data rates from the same bands. In such situations, an

access policy wishing to maximize the network sum data rate would essen-

tially be indifferent to the SU that is granted access to the free spectrum.

However, it is more realistic to assume that different SUs see different

quality channels and obtain different average data rates. In that case the

sensing policy needs to be designed jointly with the access policy.

In Publication VII joint design of spectrum sensing and access was pro-

posed for CR networks in unknown radio environments. The goal of the

policy is to maximize the expected sum data rate in the CR network under

a constraint on the probability of collision with the PUs. The probability

of collision can be reduced for example by increasing the number of sen-

sors per frequency band (as was done in Publication III), increasing the

sensing time or by lowering the detection threshold of the spectrum sen-

sor. All these options, however, bring costs to the expected throughput

of the CR network. By increasing the sensing diversity the SUs essen-

tially reduce the number of frequency bands that the CR network can si-

multaneously monitor. Similarly, by increasing the sensing duration the

SUs shorten the time they would have left for possible payload transmis-

sion. Lowering of the detection threshold, on the other hand, increases

the number of false alarms, i.e., the number of overlooked spectrum op-

portunities. The approach taken in Publication VII is to find the optimal

sensing assignment together with the optimal detection thresholds while

keeping the sensing time constant. To this end, the Chair-Varshney fu-

sion rule [Chair and Varshney, 1986] is employed, which allows different

sensing assignments to achieve different false alarm rates while guaran-

teeing the desired detection probability. This requires learning the local

detection probabilities of the SUs in a similar fashion as described above

for Publications III, IV, V and VI.

In order to divide the sensing task optimally in terms of the expected

sum data rate, the FC needs to be able to evaluate the obtainable through-

puts with different assignments. Therefore, the FC needs to fix an access

policy that determines to which SUs would the sensed frequencies be al-

located if found idle. In Publication VII an access policy that allows for

trading off between the network sum data rate and rate fairness among

the SUs is employed. There a sensing policy means selecting the set of

sensed frequency bands and the corresponding sensing assignment. Fur-

thermore, in VII it is assumed that the Chair-Varshney fusion rule is em-

ployed such that the false alarm probability is minimized under the con-
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straint on the detection probability. Denoting X̂πππa(πππs) as the estimated

expected sum data rate using access policy πππa and sensing policy πππs, the

optimization of πππs can be formulated as

πππ∗s = argmax
πππs

X̂πππa(πππs) (5.4)

s.t. Ki(πππs) ≤Ki, (5.5)

where Ki(πππs) is the number of sensed bands by the ith SU and Ki is the

maximum number of bands that SU i can sense simultaneously. Notice

that since the Chair-Varshney fusion rule is assumed to be used, the de-

tection probability constraint is implicitly satisfied and hence is not shown

as a constraint in (5.5).

The program in (5.4) is a difficult combinatorial problem which can be

solved by exhaustive search or by branch-and-bound type algorithms. Al-

ternatively, as proposed in Publication VII, a suboptimal polynomial time

heuristic search algorithm can be employed. The proposed suboptimal

search algorithm in Publication VII finds close-to-optimal sensing assign-

ments by solving multiple linear assignment problems reminiscent to the

algorithm proposed Publication VI. This fast algorithm facilitates scala-

bility to large combinatorial search spaces, i.e., when the number of SUs

or the number of frequency bands becomes large. An example of the per-

formance of the proposed policy in Publication VII is shown in Figure 5.4a

in terms of the network data rate and SU-PU collision probability. It can

be seen that the proposed heuristic policy achieves over 90 % of the data

rate of a genie aided-policy with full statistical system knowledge. At the

same time the policy is able to restrain the probability of collision with

the PU within to the permitted level of 0.1.

5.4 Decentralized policies assuming perfect sensing

In [Wu et al., 2010] a multi-agent RL-based spectrum access was proposed

for the SUs to choose their frequency band and transmit power. It was as-

sumed that all frequency bands can be simultaneously sensed without er-

rors. This would correspond to a scenario where the spectrum sensing re-

sources are abundant compared to the number of frequency bands. In [Wu

et al., 2010] the state space of the network is defined as the combination

of the sensed frequencies and a discrete set of possible SU transmit pow-

ers. The available actions for each SUs are to either switch the frequency

band, or to increase or decrease the transmit power. A reward function is
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Figure 5.4. A simulation example of the proposed sensing policy in Publication VII with
4 SUs and 3 frequency bands. Figure 5.4a shows the achieved sum data rate
of the CR network for different values of ε relative to a genie aided policy
that is assumed to have full knowledge of the statistics of the system. In
this example ε = 0.1 reaches the fastest over 90% of the rate obtained by the
genie aided policy. Figure 5.4b shows the SU-PU collision probability at the
three frequency bands. The policy is able to meet the collision probability
constraint that has been assumed to be equal to 0.1.

defined in [Wu et al., 2010] for different SU transmissions outcomes such

as SU-PU collisions, intra-SU collisions, channel induced errors, link dis-

connection as well as for successful transmissions. Since the problem is

fully observable, the standard Q-learning with ε-greedy exploration can

be used for finding the optimal policies as proposed in [Wu et al., 2010].

In [Li, 2010] a multiagent multi-band spectrum access policy based on

Q-learning and Boltzman exploration was proposed. The proposed policy

is employed independently at each SU without the need for negotiation

among SUs. The SUs use their observation history of the sensed channels

and collisions with other SUs for learning to allocate the spectrum in a

non-interfering manner. The reward function used in [Li, 2010] is such

that a positive reward is obtained when the SU accesses an idle channel

alone and 0 reward otherwise. It is shown that regardless of the initial

policy, the network converges to a stationary point where different SUs

allocate different frequencies. To achieve this two assumptions are re-

quired: 1) The SUs continue to sense the rest of the frequency bands im-

mediately after spectrum access providing them with full observability of

the spectrum before the next sensing time slot, and 2) The SUs can per-

fectly distinguish between the PU and SU signal (for example by using

cyclostationary feature detection). Partially observable scenario, where

the SUs know only the state of the last sensed band is also considered.

In such situation the proposed multiagent learning scheme is shown to
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converge although not necessarily to an optimum allocation.

5.4.1 Decentralized policies in the presence of sensing errors

In [Lundén et al., 2013] a distributed multi-agent RL-based sensing and

access policy was proposed for multi-band CR networks. Similar to Pub-

lication VII the goal of the CR network in [Lundén et al., 2013] is two

fold: 1) maximize the number of found available frequency bands, and 2)

satisfy the constraint on the probability of missed detection of PU trans-

missions. The reward at each time instant in [Lundén et al., 2013] is

defined to be the number of idle frequency bands identified. The first goal

suggests dividing the sensing task among the SUs as much as possible,

while the second goal calls for collaboration that improves the reliability

of the sensing. Each time the CR network is assumed to be able to sense

only a subset of the frequency bands making the problem partially observ-

able. Hence, belief states are used for characterizing the idle probabilities

of each frequency band. Since the belief states are continuous valued, it

is not feasible to list the state-action values in a table as would be done if

the problem was fully observable. In order to reduce the dimensionality

of the state action space, a linear function approximation is used to map

the state-action values from the belief states. The approximated state-

action values are then updated using the SARSA rule [Sutton and Barto,

1998, Ch. 6]. The weights of the linear approximator are updated using

gradient descent.

In [Lai et al., 2011a] a low complexity distributed strategies were de-

veloped for a CR networks, where the SUs compete for the same spectral

resources of multiple frequency bands and where the PU activity statis-

tics are unknown. The reward function in [Lai et al., 2011a] is defined to

be instantaneous obtained data rate. In [Lai et al., 2011a] the SUs are as-

sumed be non-collaborative, unlike in [Lundén et al., 2013] and the pub-

lications of thesis were collaborative sensing is assumed. The proposed

sensing and access strategies in [Lai et al., 2011a] were shown to con-

verge asymptotically (in time) to a Nash equilibrium, when the number

SUs is large. Furthermore, the proposed access strategies permit sim-

ple modifications that achieve optimal throughput also in the presence of

sensing errors. The modification however assumes the false alarm and

missed detection probabilities to be perfectly known.

In [Jiang et al., 2011] a distributed RL scheme was proposed for open

spectrum sharing, where all users have equal right to access the spectrum
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(i.e. a cognitive only scenario). This scenario would correspond to a situa-

tion, where there are no licensed users or where the licensed users occupy

the spectrum extremely rarely. An example of such scenario would be

the IEEE 802.22 standard envisioned to operate at the TV white spaces.

Two exploration techniques are proposed in [Jiang et al., 2011]: weight

driven exploration (i.e. Boltzman exploration) and pre-partition based

exploration. The purpose of the pre-partitioning is to reduce the search

space of the CRs by selecting a random subset of frequencies for each user

to explore. With a smaller search space the convergence of the network

becomes faster. However, the disadvantage of the pre-partitioning is that

some unlucky users may be permanently constrained to operate at a set

of frequencies where there is lots of competition and interference.

5.5 Discussion

In this chapter resource aware spectrum sensing policies employing RL

techniques have been reviewed. These policies differ from the RMAB poli-

cies of Chapter 4 by considering the effects of imperfect sensing on the

expected data rates as well as the energy use. That is, the policies in this

chapter address the interplay between the sensing policy and the access

policy. The proposed methods in Publications III, IV, VII, VI and V employ

the ε-greedy exploration, with constant value of exploration probability ε.

Constant ε ensures that the policy always spends certain amount of time

exploring frequencies outside the ones that are currently estimated as the

best. Hence, the proposed policies are able to adapt in changing radio en-

vironments, which is crucial in mobile CR networks.

Error-free sensing is assumed in [Berthold et al., 2008], [Di Felice et al.,

2010] and [Wu et al., 2010] unlike in the publications of this thesis. In

practice however, sensing errors cannot be disregarded, since there is al-

ways certain amount of noise, channel fading, shadowing and interference

present at the sensor. Sensing errors can have a significant impact on

the operation of the CR network and the spectrum regulator can be ex-

pected to impose minimum detection probability levels for protecting the

PUs from interference and collisions with SU transmissions. On the other

hand as pointed out in Publication VII, the CRs would not want to exceed

this minimum required detection probability by too much. This is because

overly conservative sensors effectively reduce the SUs’ expected data rate

by in the form of reduced transmission time, decreased the number of
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sensed bands or increased false alarm rate.

In a similar spirit as Publications III, IV, VII, VI and V, in [Lo and Aky-

ildiz, 2013] the goal is to find the collaborating SUs that can sense the

spectrum together efficiently and reliably. In [Lo and Akyildiz, 2013] this

done in order to minimize the reporting delay of asynchronous reporting

of local sensing outcomes from the SUs to the FC. However, the method

in [Lo and Akyildiz, 2013] assumes only one frequency band unlike in the

publications of this thesis. Extending [Lo and Akyildiz, 2013] for multiple

frequency bands would presumably require a similar type joint design of

sensing and access as done in Publication VII. In the same way as fewer

false alarms increase throughput in the form of fewer overlooked spec-

trum opportunities, shorter reporting delays increase throughput in the

form of increased transmission time. For minimizing sensing delays one

could also apply sequential detection methods such as the ones proposed

in [Lai et al., 2008a] (for fast spectrum sensing at the SU) or [Chaudhari

et al., 2009] (for quick sensory data collection at the FC). In both of these

works the goal is for the CR to make an informed decision about the pres-

ence/absence of PU signals as quickly as possible.

Ideally, in Publication VII the optimal solution would be to tune also the

sensing time together with the sensing assignment and detection thresh-

olds. However, taking the sensing time into account complicates the op-

timization problem significantly, as one would need to find the optimal

sensing time for all possible combinations of sensor assignments and fre-

quency bands. Additionally, having different sensing times at different

frequency bands would require mechanisms to avoid unwanted adjacent-

channel interference, when some SUs would start transmitting while oth-

ers are still sensing.

The sensing assignment optimization proposed in Publications IV, VI

and V is not the only way for improving the energy efficiency of CR. In

these works the savings in energy is achieved by finding feasible sensing

assignments, where some of the SUs can be put to sleep mode during sens-

ing. During the sensing period these SUs do not need to use their battery

power for sensing nor for transmission of their local sensing outcomes to

the FC. Another way to improve the energy efficiency of spectrum sensing

is to use censoring [Lundén et al., 2007], [Chaudhari et al., 2008], [Chen,

2010], where the collaborating SUs send their sensing results to the FC

only when the decision statistic is informative enough. Nevertheless, it

can be argued that the largest portion of the total energy use in a CR
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device would be consumed in transmissions of the payload data. Thus,

the biggest energy savings in CR would be achievable in optimizing the

payload transmission schemes. This could be achieved by designing more

efficient bandwidth-power allocation schemes [Tsilimantos et al., 2016],

energy efficient routing methods [Oksanen et al., 2015], or by designing

hardware components, such as power amplifiers, with lower power con-

sumption [Kim et al., 2010], [Han et al., 2011].

The sensing assignment optimization done at the FC may require inten-

sive computation, which may naturally increase the energy consumption

of the FC. However, the computation of the deterministic frequency hop-

ping codes used during exploration phases can be carried out off-line and

stored in the FC’s memory. From the FC’s memory they can be then sim-

ply picked on demand and distributed to the SUs. The optimal sensing

assignments during exploitation phases, on the other hand, need to be

determined repeatedly for each sensing instant. In practice however, one

would not recompute the sensing assignments in situations, where the es-

timated data rates and the local detection probabilities have not changed

significantly since the last time the optimal sensing assignment was com-

puted. That is, if the radio environment does not change, there is no need

to assume that the optimal sensing assignment would change.

The sensing assignment optimization often leads to assignments where

only the SU with high detection probabilities are sensing for PU signals.

Hence, the total energy savings in Publications IV, VI and V are to some

extend achieved at the expense of the FC and the SUs with good channel

conditions w.r.t. to the PU signal. This may create imbalance in the en-

ergy consumption of the CR network and possibly create incentives for the

SUs to be untruthful about their true sensing performance. One potential

way of avoiding such situations is for the SUs to employ cooperative ac-

cess policies that reward actively sensing SUs with more spectrum access.

The access policy proposed in Publication VII balances between maximiz-

ing the total sum rate in the CR network and fairness, where fairness has

been defined in terms of the achieved cumulative data rate by each SU. Al-

ternatively, it would be possible to define fairness in terms of the amount

and quality of sensing work done by each SU. In such situation, the ac-

cess policy would allocate idle spectrum to the SUs according to the data

rates that they can achieve as well as the number of times they have par-

ticipated in correctly identifying idle/occupied spectrum. A formulation

towards this direction has been given in [Rajasekharan and Koivunen,
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2015] using theory of cooperative games. There the FC rewards the SUs

with payoffs for the sensing work done for the community, which the SUs

then use to bid for access to the idle spectrum.

A key difference between [Lundén et al., 2013] and [Lai et al., 2011a]

and [Jiang et al., 2011] is, that in [Lundén et al., 2013] cooperative SUs

are assumed where as in [Lai et al., 2011a] and [Jiang et al., 2011] the

SUs are assumed to be competitive. Also in the publications of this thesis

cooperative CR networks are assumed. The advantage of cooperation is

that it allows for the SUs to sense the spectrum with greater reliability

and to share the idle spectral resources more efficiently. The drawback is

that the SUs need to send control signals either to each other or to the

FC, which consume time as well as spectral resources. On the other hand,

in distributed competitive CR networks the SUs are assumed to operate

independently without cooperation. Instead, the SUs observe each other

actions indirectly through spectrum sensing and via packet collisions. The

disadvantage of such competitive spectrum sharing is that convergence

to globally optimum spectrum allocation is usually not guaranteed or is

very slow. Moreover, competitive CR networks cannot gain from spatial

diversity in sensing, which makes such systems more vulnerable to the

effects of fading, shadowing and interference.
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There is a pressing need for more efficient and flexible spectrum sharing.

Currently, spectrum allocation policies are based on exclusive frequency

licensing, which is rigid for accommodating all wireless services in the fu-

ture. To alleviate the spectrum shortage, cognitive radios and opportunis-

tic spectrum access have been proposed for sharing the radio spectrum in

a dynamic and agile manner. In opportunistic spectrum access unlicensed

secondary users may access licensed frequencies when the interference to

the incumbent users can be limited to a tolerable level. This interference

constraint can be satisfied, for example, by allowing the secondary users

to access the spectrum only when the licensed user is not transmitting.

In order to know whether the licensed user is transmitting or not, the

secondary users need to sense the spectrum or get the information from a

spectrum management database. Spectrum sensing can be done locally by

a single user or collaboratively by multiple spatially distributed users to

combat against channel fading and interference. Collaboration offers spa-

tial diversity gains as the transmission of a licensed user can be observed

through multiple independent channels simultaneously. The gains how-

ever, tend to diminish as the number of collaborating sensors increases

and often a balance needs to be found between the diversity gain and col-

laboration overheads.

Since the bandwidth of the spectrum of interest can be large and consist

of multiple non-contiguous subbands, the SUs need sensing policies for

guiding and optimizing the search for idle spectrum. The sensing policy

selects the frequency band to be sensed so that the SUs’ expected util-

ity, such as the data rate, is maximized. Also, the sensing policy decides

which sensor is assigned to sense a particular subband. However, CR net-

works are envisioned to operate in various dynamic radio environments,

where the statistics of the achieved utilities may be not be always known
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in advance. Hence, CRs need to be capable of learning, which is an in-

trinsic part of the so-called cognitive cycle. In this thesis reinforcement

learning-based sensing policies for maximizing the expected utility of CR

networks in unknown radio environments have been proposed. The pro-

posed policies employ theories and methods stemming from the so-called

restless multi-armed bandit formulation of opportunistic spectrum access.

In particular, the bandit formulation allows to design elegant methods for

balancing between exploration and exploitation and consequently jointly

optimize identifying and accessing idle spectrum. Exploration vs. ex-

ploitation problem arises when the CR has to decide whether to exploit

the seemingly best frequency band or to explore other bands in order to

learn more about them. Additional dimension to the sensing policy design

emerges from collaborative sensing. By clever sensors-frequency band as-

signments, the CR network can trade-off between the sensing reliability

and utility, such as data rate or energy efficiency.

In Chapter 3 and Publication I a practical measure for spatial diver-

sity in cooperative spectrum sensing has been proposed. The diversity

measure has been defined as the maximum slope of the curve describ-

ing the probability of detection as a function of the SNR. The proposed

spatial diversity measure captures how the gains from collaboration be-

have in practice. For example, the gains start to diminish fast as the

number of sensors increases beyond 4. Also, the gains are reduced when

the correlations between the observations at different sensors are high.

We believe that the proposed spatial diversity measure characterizes col-

laborative sensing well, for the reason that it concentrates on the SNR

region that is often of most interest for detection purposes, i.e., the fastest

rising part of the detection probability curve. This is in contrast to the

diversity measure proposed for multi-antenna communications [Tse and

Viswanath, 2005], where the focus is on the asymptotic SNR region. The

diversity measure proposed in Publication I can be used for character-

ising collaborative detection also in other areas than CR. An example

of this is MIMO-radar, where spatial diversity arises when echo signals

are received by multiple geographically separated antennas. The non-

asymptotic nature of the proposed spatial diversity measure is also a

shortcoming as it makes closed form analysis often intractable. The fi-

nite SNR values prevent straightforward simplifications to the equations

describing the collaborative detection probabilities in fading channels.

In Chapter 5 and Publications II and III deterministic frequency hop-
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ping code designs have been developed for spectrum exploration. These

hopping codes can be designed to guarantee a desired diversity order, i.e

a required number of sensors per sensed frequency band in order to gain

from spatial diversity. Furthermore, the codes may be designed such that

all possible sensors-frequency combinations are employed for sensing in

minimum time while maintaining the diversity order. This allows explor-

ing the spectrum efficiently and reliably and may be used as the basis for

the exploration phases of reinforcement learning based sensing policies.

The code design can be posed as a graph coloring or a clique search prob-

lem, both of which are NP-hard in general. The NP-hardness of computing

the hopping codes is not a major issue, since the codes can be computed

off-line and stored in the CRs memory. To the best of author’s knowl-

edge, such combinatorial code designs have not been proposed elsewhere

in the literature. In addition to providing efficient and reliable spectrum

exploration for reinforcement learning based spectrum sensing policies,

the hopping code design could be also used as a stand-alone sensing and

access policy. For example, it can be used for ensuring that different sec-

ondary transmitter-receiver pairs operate at different frequencies simul-

taneously. In this approach a pair of secondary users wishing to commu-

nicate would be assigned to sense the spectrum according to the same

frequency hopping code, while other pairs would be assigned to orthogo-

nal hopping codes. In this way, it would be always guaranteed that idle

frequencies are discovered and accessed by one secondary user pair at a

time, and no extra control data would be needed to negotiate the spectrum

access.

In Chapter 4 and in Publications VIII and IX a recency-based sensing

policy stemming from the restless multi-armed bandit formulation of op-

portunistic spectrum access has been proposed. The proposed policy is a

novel index policy, where the exploration time instances are regulated by

a recency-based exploration bonus. The policy can be used to focus the

search of idle spectrum to the frequency bands that in the long term pro-

duce the highest expected data rate. Two types of stochastic models for the

state evolution of the spectrum have been considered: a time independent

model and a Markov chain model. For both models the proposed policy

has been shown to achieve asymptotically logarithmic weak regret. In the

case of time independent state evolution the proposed recency-based pol-

icy provides an excellent trade-off between complexity and performance.

In the Markovian case the recency-based policy outperforms other meth-
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ods in the literature, in particular when the states of the frequency bands

change infrequently. Scenarios where the state of the spectrum varies

rapidly appear to be more challenging for the proposed policy, and some

other policies may outperform it. It can be argued though that such dy-

namic spectrum would not be anyway attractive for deploying CRs. Also,

unlike many of the policies in the literature, the proposed recency-based

policy makes only very mild assumptions about the underlying random

processes of the spectrum states.

Multi-armed bandit problems arise in many areas of science and en-

gineering and hence, the proposed recency-based policy may find applica-

tions also outside CR. For example, bandit formulations somewhat similar

to the one used in this thesis for opportunistic spectrum access have been

used for website optimization [White, 2012], model selection [Agarwal

et al., 2011], routing [Zou et al., 2014], recommender systems [Li et al.,

2010], adaptive contract design in crowdsourcing [Ho et al., 2014], ethi-

cal clinical trials [Thompson, 1933] and adaptive cosmic microwave back-

ground experiments [Kovetz and Kamionkowski, 2016] to name a few.

In Chapter 5 and in Publications III, IV, VII, VI and V several reinforce-

ment learning based policies for guiding the spectrum sensing and access

in centralised collaborative CR networks have been proposed. These poli-

cies facilitate CR networks with limited and imperfect sensing resources

to operate in unknown and dynamic radio environments. Furthermore,

the proposed policies employ cooperative sensing that can be used for re-

ducing collisions with the licensed spectrum users, increasing the energy

efficiency or maximizing the network sum data rate. The proposed poli-

cies in Publications III, IV, VII, VI and V employ reinforcement learning

methods, such as the ε-greedy method, to learn and adapt to the radio

environment. In the ε-greedy method, ε fraction of the time is dedicated

for pseudorandom exploration during which all actions are taken equally

often. The rest of the time (1 − ε fraction) is used for exploitation, during

which the empirically best actions are chosen to maximize CR’s utility.

For example, the goal of the energy efficient policies proposed in Publi-

cations IV, VI and V is to assign as few users for sensing as possible, so

that sufficient detection probability can be still ensured. In Publication

VII the goal is to sense as much high data rate spectrum as possible with

minimum number of false alarms, while guaranteeing a sufficient detec-

tion probability. These optimizations during the exploitation phases may

require solving combinatorial assignment problems, which in practice can
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be tedious. Hence, fast heuristic approximation algorithms based on the

Hungarian method [Kuhn, 1955] have been proposed in Publications VII

and VI. Compared to computationally intensive optimal algorithms, the

proposed approximation algorithms require significantly less computa-

tion time while suffering only a small loss in performance. However, the

proposed combinatorial algorithms currently lack theoretical guarantees,

which we hope to provide in the future. Also, investigating the use alter-

native exploration methods to the ε-greedy method may lead to interesting

research directions in the future.

CRs are still waiting to trigger the much-needed paradigm shift in the

way that the radio spectrum is shared. However, there is an increasing

pressure in the wireless community to facilitate dynamic spectrum shar-

ing between multiple heterogeneous systems. An example of this is the

proposed co-existence and shared spectrum access at the radar based fre-

quency bands [PCAST, 2012]. It can be expected that the theories and

methods developed for CRs, such as the ones proposed in this thesis, will

provide tools and insight for designing co-existing future wireless sys-

tems. However, there are still many problems to be solved in this area.

For example, in full-duplex CR [Liao et al., 2015], [Riihonen and Wich-

man, 2014] the secondary users can sense and access the spectrum simul-

taneously with the help of self-interference mitigation techniques. There

sensing is essentially continuous and optimizing multi-band sensing poli-

cies for such systems introduces an interesting research problem in the

future. For CR to become a viable technology, practical implementations

and open test beds such as [Massouri et al., 2014] and [Chaudhari et al.,

2015] are needed more. Also, optimizing CR network layer tasks, such

as routing and scheduling in the spatial domain deserve more research

attention than what they so far have received. This calls for realistic

methods for modelling and estimating interference in CR networks.

Reinforcement learning and multi-armed bandit techniques similar to

the ones use for CR can be utilised for on-line large scale data processing.

Distributed collaborative spectrum sensing bears a resemblance with big

data mining, where local information from multiple distributed sources

is aggregated for obtaining a global picture. An issue with reinforcement

learning methods is, however, that they do not scale well with large state-

action spaces and hence may require finding low dimensional data rep-

resentations. For example, deep neural networks have been use to rep-

resent visual sensory data to train a computer to play video games us-
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ing Q-learning and ε-greedy exploration [Mnih et al., 2015]. It is likely

that in the future similar approaches will emerge for optimizing general

complex control problems that rely on feedback from high dimensional

sensory data.
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Errata

Publication I

The symbol used for time index in Fig. 1 should be i instead of t.

Publication VIII

In Section I: Asymptotically efficient policies should be defined as poli-

cies that achieve the asymptotic lower bound by Lai and Robbins [Lai

and Robbins, 1985]. The sensing policies proposed in Publication VIII are

asymptotically order optimal, not asymptotically efficient.
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