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In many situations, an exact search of a pattern in a text does not find all in-
teresting parts of the text. For example, exact matching can be rendered useless
by spelling mistakes or other errors in the text or pattern. Approximate string
matching addresses the problem by allowing a certain amount of error in occur-
rences of the pattern in the text. This thesis considers the approximate matching
problem known as string matching with k mismatches, in which k characters are
allowed to mismatch.

The main contribution of the thesis consists of new algorithms for approximate
string matching with k mismatches based on the bit-parallelism technique. Ex-
periments show that the proposed algorithms are competitive with the state-of-
the-art algorithms in practice. A significant advantage of the novel algorithms is
algorithmic simplicity and flexibility, which is demonstrated by deriving efficient
algorithms to several problems involving approximate string matching under the
k-mismatches model.

A bit-parallel algorithm is presented for online approximate matching of circular
strings with k mismatches, which is the first average-optimal solution that is
not based on filtering. In the experiments, the presented algorithm outperforms
earlier filtering methods with orders of magnitude faster search performance,
especially for short patterns and large k.

Finally, two bit-parallel algorithms are proposed to the longest common substring
problem allowing k mismatches. The first algorithm exhibits sublinear behavior
on certain strings, but is efficient only for small values of k. The second algorithm
is quadratic in the worst case and scales well for large k. The proposed algorithms
are faster than previous methods according to experiments on DNA data.
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TIIVISTELMÄ
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Monissa tilanteissa merkkijonohahmon tarkka haku tekstistä ei löydä kaikkia kiin-
nostavia tekstin osia. Esimerkiksi kirjoitusvirheet tekstissä tai hahmossa voivat
tehdä tarkasta hausta käyttökelvottoman. Likimääräisessä merkkijonohaussa on-
gelmaan on vastattu sallimalla virheitä hahmon esiintymissä tekstissä. Diplomityö
käsittelee likimääräistä merkkijonohakua k:lla epätäsmäyksellä, jossa sallitaan k
väärää merkkiä.

Työn tärkein kontribuutio muodostuu bittirinnakkaisista algoritmeista li-
kimääräiseen merkkijonohakuun k:lla epätäsmäyksellä. Kokeet osoittavat esite-
tyt algoritmit kilpailukykyisiksi parhaiden tunnettujen algoritmien kanssa. Esi-
tettyjen algoritmien merkittävä etu on niiden algoritminen yksinkertaisuus ja
joustavuus, mikä osoitetaan johtamalla uusia tehokkaita algoritmeja muihin li-
kimääräisen merkkijonohaun ongelmiin k:lla sallitulla epätäsmäyksellä.

Työssä kuvaillaan bittirinnakkainen algoritmi sirkulaaristen permutaatioiden eli
kehäjonojen hakuun k:lla epätäsmäyksellä. Algoritmi on ensimmäinen seulontaan
perustumaton ratkaisu tähän ongelmaan optimaalisessa keskimääräisen tapauk-
sen ajassa. Kokeellisessa osuudessa algoritmi osoittautuu monta kertaluokkaa no-
peammaksi kuin aikaisemmat seulontamenetelmät, erityisesti lyhyillä hahmoilla
ja suurilla k:n arvoilla.

Lopuksi työssä esitetään kaksi bittirinnakkaista algoritmia merkkijonoparin pi-
simmän yhteisen osajonon etsimiseen k:lla epätäsmäyksellä. Ensimmäinen algo-
ritmi käyttäytyy alilineaarisesti tietyillä syötteillä, mutta on tehokas vain pienillä
k:n arvoilla. Toinen algoritmi on neliöllinen pahimmassa tapauksessa sekä skaa-
lautuu suurille k. Esitetyt algoritmit ovat nopeampia kuin aikaisemmat ratkaisut
DNA-jonoilla ajettujen kokeiden mukaan.

Asiasanat: likimääräinen merkkijonohaku, k epätäsmäystä, bittirinnak-
kaisuus, kehäjonot, pisin yhteinen osajono

Kieli: Englanti
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2.3 Näıve k-mismatches algorithm . . . . . . . . . . . . . . . . . . 11
2.4 Suffix data structures . . . . . . . . . . . . . . . . . . . . . . . 12
2.5 Bit-parallelism . . . . . . . . . . . . . . . . . . . . . . . . . . . 14

3 Classic solutions 17
3.1 Theoretical results . . . . . . . . . . . . . . . . . . . . . . . . 17

3.1.1 Kangaroo method . . . . . . . . . . . . . . . . . . . . . 17
3.1.2 String matching with FFT . . . . . . . . . . . . . . . . 19
3.1.3 Marking technique . . . . . . . . . . . . . . . . . . . . 20
3.1.4 Abrahamson’s algorithm . . . . . . . . . . . . . . . . . 22
3.1.5 Algorithm of Amir et al. . . . . . . . . . . . . . . . . . 23

3.2 Practical algorithms . . . . . . . . . . . . . . . . . . . . . . . 25
3.2.1 Approximate Boyer–Moore . . . . . . . . . . . . . . . . 25
3.2.2 Shift-Add . . . . . . . . . . . . . . . . . . . . . . . . . 28
3.2.3 Approximate BNDM . . . . . . . . . . . . . . . . . . . 31

4 Parallel mismatch counting 37
4.1 XOR-PopCount . . . . . . . . . . . . . . . . . . . . . . . . . . 38
4.2 Streaming SIMD Extensions . . . . . . . . . . . . . . . . . . . 39

4.2.1 SSE2 . . . . . . . . . . . . . . . . . . . . . . . . . . . . 40
4.2.2 SSE4.2 . . . . . . . . . . . . . . . . . . . . . . . . . . . 41

4.3 Advanced Vector Extensions . . . . . . . . . . . . . . . . . . . 43

5



5 Backward Shift-Add algorithms 44
5.1 Symbol definitions . . . . . . . . . . . . . . . . . . . . . . . . 44
5.2 Earlier algorithms . . . . . . . . . . . . . . . . . . . . . . . . . 45

5.2.1 Tuned Shift-Add . . . . . . . . . . . . . . . . . . . . . 45
5.2.2 Two-way Shift-Add . . . . . . . . . . . . . . . . . . . . 47

5.3 Novel algorithms . . . . . . . . . . . . . . . . . . . . . . . . . 49
5.3.1 Backward Shift-Add . . . . . . . . . . . . . . . . . . . 49
5.3.2 Linear Backward Shift-Add . . . . . . . . . . . . . . . 51
5.3.3 Succinct Backward Shift-Add . . . . . . . . . . . . . . 53

5.4 Average-case analysis . . . . . . . . . . . . . . . . . . . . . . . 55
5.4.1 Sublinearity . . . . . . . . . . . . . . . . . . . . . . . . 56
5.4.2 Optimality . . . . . . . . . . . . . . . . . . . . . . . . . 58

5.5 Summary . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 60

6 Circular matching with Hamming distance 61
6.1 Previous solutions . . . . . . . . . . . . . . . . . . . . . . . . . 62
6.2 Circular Backward Shift-Add . . . . . . . . . . . . . . . . . . 63

7 Longest common substrings with k mismatches 65
7.1 New algorithms . . . . . . . . . . . . . . . . . . . . . . . . . . 66

7.1.1 BSA`k . . . . . . . . . . . . . . . . . . . . . . . . . . . 66
7.1.2 SA`k . . . . . . . . . . . . . . . . . . . . . . . . . . . . 67

7.2 The k-mismatch average common substring . . . . . . . . . . 69

8 Experiments 70
8.1 String matching with k mismatches . . . . . . . . . . . . . . . 70

8.1.1 Classic algorithms . . . . . . . . . . . . . . . . . . . . . 71
8.1.2 SIMD techniques . . . . . . . . . . . . . . . . . . . . . 72
8.1.3 Bit-parallel algorithms . . . . . . . . . . . . . . . . . . 73

8.2 Circular k-mismatches algorithms . . . . . . . . . . . . . . . . 74
8.3 Longest common factors with k mismatches . . . . . . . . . . 76

9 Conclusion 77
9.1 Summary of contributions . . . . . . . . . . . . . . . . . . . . 78
9.2 Future work . . . . . . . . . . . . . . . . . . . . . . . . . . . . 79

Bibliography 80

A XOR-PopCount implementation 86

6



List of Algorithms
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Chapter 1

Introduction

In computer science, identifying specific information inside a data set has
become a fundamental task with numerous applications, including search
engines, firewalls as well as any software offering a search functionality. How-
ever, the storage capacity of computers continues to grow at a rapid rate,
causing the need to process increasingly large data sets. As a consequence,
the identification of interesting information becomes increasingly laborious,
thereby creating a high demand for new solutions.

The classic string matching problem consists of locating occurrences of
a pattern in a text as efficiently as possible. The basic formulation of the
problem considers exact occurrences, i.e., text substrings identical to the
pattern. However, in many situations, an exact search does not find all
interesting parts of the text. For instance, exact matching can be rendered
useless by spelling mistakes or other errors in the text or pattern, which is an
essential problem in the field of bioinformatics due to the natural variation
in DNA, RNA and protein sequences. This problem can be addressed using
approximate string matching techniques which allow a certain amount of
error in occurrences.

This thesis considers an approximate string matching problem known as
string matching with k mismatches, in which k characters are allowed to mis-
match between the pattern and its occurrences in the text. Surprisingly, the
k-mismatches problem has gained significantly less attention in the academic
literature than the more general k-differences problem,1 which allows char-
acter insertions and deletions in addition to mismatches. The thesis aims to
improve our knowledge of the k-mismatches case and further develop existing
and new solutions for the k-mismatches problem.

1For example, [56] obtained the bound O(ndm/we) for the k-differences case in 1999,
while the first O(ndm/we)-time k-mismatches algorithm [37] was presented in 2008.

8



CHAPTER 1. INTRODUCTION 9

1.1 Research objectives and scope

The objective of this thesis is to develop theoretical and practical improve-
ments to the state-of-the-art solutions [3, 6, 69] for the problem of string
matching with k mismatches. To accomplish this, the thesis reviews previous
approaches to the k-mismatches problem and proposes new algorithms. The
thesis also considers specialized problems such as circular string matching
and longest common substrings under the k-mismatches model. Throughout
the thesis, the emphasis is on practical bit-parallel algorithms. Finally, the
performance of the proposed algorithms is demonstrated by conducting a
thorough experimental analysis.

The thesis focuses on the online case in which a potentially preprocessed
pattern is located in a non-preprocessed text. Thus, offline methods, such
as indexing, remain beyond the scope of the thesis. Moreover, filtering algo-
rithms are omitted in this thesis. Despite their great performance on some
parameters, filtering algorithms are highly sensitive to the value of k and re-
quire a non-filtering algorithm for verification. In addition, the thesis covers
only the k-mismatches error model (e.g., k-differences algorithms are outside
the scope of the thesis).

1.2 Organization of the thesis

The rest of this thesis is divided into 8 chapters. Chapter 2 provides back-
ground knowledge, definitions and notation used throughout the thesis. Chap-
ter 3 describes classical solutions to the k-mismatches problem from theoret-
ical and practical perspective. Chapter 4 presents parallel techniques for
counting mismatches between strings. Chapter 5 contributes improved vari-
ants of recent bit-parallel algorithms [18] for approximate string matching
with k mismatches. Chapter 6 extends the algorithms of the previous chap-
ter to approximate circular sting matching. Chapter 7 presents algorithms
for finding the longest common substring between strings with k allowed
mismatches. Chapter 8 evaluates the practical performance of the proposed
algorithms with experiments. Finally, Chapter 9 summarizes the contribu-
tions of the thesis.



Chapter 2

Background

The five sections of this chapter provide the essential background knowledge
necessary to understand the k-mismatches algorithms presented in this thesis.
Sections 2.1–2.2 introduce notation and definitions used throughout the the-
sis. Section 2.3 presents and analyzes the näıve algorithm for string match-
ing with k mismatches. Section 2.4 defines suffix data structures required to
obtain the classic theoretical solutions in the next chapter. Section 2.5 intro-
duces bit-parallelism, a technique utilized by many state-of-the-art practical
algorithms.

2.1 Notation

A string S ∈ Σ∗ is a sequence of characters S[i], 1 ≤ i ≤ |S|, drawn from
some finite alphabet Σ of size σ = |Σ|. Also, let ΣS ⊆ Σ denote a reduced
alphabet that contains only the characters that occur in S. If S = αβγ,
then α is a prefix, β a substring (or a factor), and γ a suffix of S. α, β and
γ are proper if they are not equal to S or the empty string ε, |ε| = 0. A
substring of S starting at a position i and ending at j is denoted as S[i..j].
Thus, S[1..i] and S[i..|S|] denote prefixes and suffixes of S, respectively. The
notation

←
S denotes the reverse of the string S, i.e.,

←
S [i] = S[|S| − i+ 1] for

i = 1, 2, . . . , |S|. Lastly, the symbol P ∈ Σ∗, |P | = m, represents a pattern
which is searched in a text T ∈ Σ∗, |T | = n.

Bitwise operations AND, OR, XOR, NOT, left shift and right shift are
represented by the following notations of the C programming language: ‘&’,
‘|’, ‘∧’, ‘∼’, ‘�’, and ‘�’, respectively. Moreover, bxc denotes the floor of x,
that is, the largest integer less than or equal to x. Respectively, dxe is the
ceiling of x, denoting the smallest integer greater than or equal to x. Finally,
the notation log x is the base-2 logarithm of x.

10



CHAPTER 2. BACKGROUND 11

2.2 Hamming distance

Hamming distance is the key metric in approximate string matching with
mismatches. The distance is defined as the minimum number of character
substitutions required to transform one string into another, i.e., the number
of mismatches between the two strings. For instance, the Hamming distance
of the strings ACGTAC and ACACAC is 2. Using the notation dH(A,B) for the
Hamming distance between the strings A and B, the k-mismatches problem
can be formulated as follows: Find all text positions 1 ≤ i ≤ n−m+ 1 such
that the inequality dH(P, T [i..i+m− 1]) ≤ k holds.

The computation of Hamming distance for a pair of m-length strings re-
quires m character comparisons. On modern CPUs, the computation can
be accelerated by counting mismatches of multiple characters in parallel,
which is discussed in Chapter 4. Furthermore, Section 3.1.4 describes a no-
table FFT-based algorithm that computes the Hamming distance between
the pattern and all text substrings of length m in a worst-case time of
O
(
n
√
m logm

)
.

Another popular metric in approximate string matching is the Leven-
shtein edit distance which allows insertions and deletions in addition to sub-
stitutions. The corresponding problem of locating text substrings within
Levenshtein distance k from the pattern is known as string matching with
k differences or errors. However, methods developed for the Levenshtein
metric are beyond the scope of this thesis.

2.3 Näıve k-mismatches algorithm

The näıve algorithm for the k-mismatches problem aligns the pattern with
each m-length substring of the text. At each alignment position, the al-
gorithm compares the corresponding text substring to the pattern on a
character-by-character basis until it reaches the end of the pattern or detects
k + 1 mismatches. In the former case, the algorithm reports an occurrence
with at most k mismatches at the current text position and then proceeds to
check the next alignment. In the latter case, the algorithm advances straight
to the next alignment without reporting a match. Algorithm 1 shows the
pseudo-code of the näıve algorithm.

In the worst case, the näıve algorithm performs m character compar-
isons at each of the n−m+ 1 possible alignments. This gives a quadratic
worst-case time complexity of O(m · (n−m+ 1)) = O(nm). However, the
algorithm is reasonably fast in practice, especially for small k, as predicted by
its average running time O(nk) [7]. The average-case analysis is conducted
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Algorithm 1 Näıve algorithm for string matching with k mismatches

Input: T = T [1..n], P = P [1..m], k
1: for i← 0 to n−m do
2: neq ← 0
3: for j ← 1 to m do
4: if P [j] 6= T [i+ j] then
5: neq ← neq + 1
6: if neq > k then
7: break
8: if neq ≤ k then
9: Report an occurrence dH(P, T [i+ 1..i+m]) ≤ k

under the assumption that the characters of P and T are drawn indepen-
dently and uniformly at random from Σ of size σ. Therefore, the average
time complexity of the näıve algorithm is n−m+ 1 times the expected num-
ber of character comparisons performed in an alignment, i.e., the expectation
of the negative binomial distribution with the parameters (k + 1, 1 − 1/σ)
since each of the k+ 1 mismatches occurs with the probability 1− 1/σ. The
expected value is (k + 1)/(1 − 1/σ) = σ(k + 1)/(σ − 1) = O(k), yielding
O(nk) as the total average running time of the näıve algorithm.

The rest of this thesis focuses on methods aiming to improve the results
obtained by the näıve algorithm. Specifically, Chapter 4 enhances the näıve
algorithm with parallel techniques that count mismatches of multiple charac-
ters simultaneously on lines 3–7 of Algorithm 1. For small k, it is feasible to
process k characters at a time, which gives a linear average-time algorithm
that is competitive with some of the state-of-the-art algorithms [6].

2.4 Suffix data structures

In this section, we introduce data structures necessary for obtaining the clas-
sic theoretical results in Chapter 3. The objective is to provide a O(1)-time
primitive for computing longest common extension (LCE) queries between T
and P using linear preprocessing time. An LCE query takes a text suffix and
a pattern suffix as arguments, and returns the length of the longest common
prefix of these suffixes. Formal definition:

∀ (i, j) ∈ {1, . . . , n} × {1, . . . ,m} :

LCE(T [i..], P [j..]) = max{` | T [i..i+ `] = P [j..j + `], ` ≥ 0}.
(2.1)
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This section describes the implementation of the LCE primitive using suffix
data structures, including suffix tree (ST), suffix array (SA) and longest
common prefix (LCP) array.

A suffix tree is a compressed trie containing all suffixes of a given string.
For a string S of length n, Ukkonen’s algorithm [71] constructs the suffix
tree of S, denoted by STS, in O(n) time for constant-size alphabets and in
O(n log n) time for larger alphabets. The primary applications of STS include
a O(m)-time substring search in the string S, i.e., locating all occurrences
of P [1..m] within S in O(m) time. In addition to exact search, suffix trees
have many applications in string algorithms [39, p. 122-207]. For example, a
generalized suffix tree built from the strings T and P (i.e., STS for S = T$P#
with special characters $,# 6∈ Σ) can be preprocessed in linear time to answer
LCE queries between T and P in O(1) time. The details are omitted in this
thesis (see [39, p. 181–190]), but the basic idea is that the lowest common
ancestor (LCA) of the nodes corresponding to the suffixes T [i..] and P [j..]
gives the node of the longest common extension LCE(T [i..], P [j..]) in the
generalized suffix tree.

Despite the good asymptotic properties, suffix trees are very expensive in
practice due to the large amount of memory needed for each node. Therefore,
more lightweight data structures, such as suffix arrays and longest common
prefix arrays, are preferred in practice. The suffix array of S is basically a
sorted array of the suffixes of S, and the LCP array of S gives the length
of the longest common prefix between adjacent suffixes in the suffix array.
Figure 2.1 illustrates the suffix data structures of a string S = BANANA$,
where $ 6∈ Σ is a unique special character ensuring that all suffixes end in
leaves of the suffix tree.

6

$

4

$
2

NA$

NA

A

1

BANANA$

5

$
3

NA$

NA

SA

7 $1.

6 A$2.

4 ANA$3.

2 ANANA$4.

1 BANANA$5.

5 NA$6.

3 NANA$7.

0

3

1

0

0

0

2

LCP

Figure 2.1: Suffix tree, suffix array and LCP array for S = BANANA$. Dashed
arrows represent suffix links of Ukkonen’s algorithm.
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The LCP and suffix arrays are less heavy than the full suffix tree, but
also less powerful. However, the LCE primitive can be implemented, without
a suffix tree, based on the SA and LCP arrays and range minimum queries
(RMQ). Formally, RMQA(i, j) = min{A[i], . . . , A[j]}, i.e., RMQA(i, j) re-
turns the minimum element in the interval A[i..j].1 An array A can be pre-
processed in linear time to answer RMQ queries in constant time [23].

To implement LCE queries, the intuition is that the given two suffixes
correspond to an interval in the suffix and LCP arrays. The LCE of the suf-
fixes can be computed as the minimum LCP value in this interval. Therefore,
we process the LCP array for range minimum queries and then perform LCE
queries as follows:

For SA−1, LCP of S = T$P#, where $,# 6∈ Σ :

LCE(S[i..], S[j..]) = RMQLCP

(
SA−1[i] + 1, SA−1[j]

)
.

(2.2)

For example, let us compute LCE(S[6..], S[2..]) for S = BANANA$ (i.e.,
LCE(A$, ANANA$) = 1) using range minimum queries and the suffix and
LCP arrays shown in Figure 2.1. From (2.2),

LCE(S[6..], S[2..])︸ ︷︷ ︸
LCE(A$, ANANA$)

= RMQLCP

(
SA−1[6] + 1, SA−1[2]

)
= RMQLCP

(
3, 4
)

= min{LCP[3],LCP[4]}
= min{1, 3}
= 1.

In this section, we have shown two ways to implement constant-time LCE
queries in linear preprocessing time and space. First, using lowest common
ancestors in a generalized suffix tree. Second, a more efficient solution using
suffix array, LCP array and range minimum queries.

2.5 Bit-parallelism

Bit-parallelism is a technique exploiting the intrinsic parallelism of the bit
operations inside a computer word by packing several variables into a single
word. In the word-RAM model of computation, a bit-parallel algorithm can
thus achieve a speed-up of up to a factor of w = Θ(log n), where w denotes
the width of the computer register in bits. Most modern processors have
either w = 32 or w = 64, which gives a major speed-up in practice.

1Sometimes RMQA(i, j) is defined as the position of the minimum value in A[i..j].
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Baeza-Yates [5] introduced the first algorithms based on the bit-parallelism
technique. Since then, many bit-parallel algorithms have been developed
for exact and approximate string matching [22]. In this section, the con-
cept of bit-parallelism is illustrated by presenting the bit-parallel Shift-Or
algorithm [5, 6] which solves the exact string matching problem in time
O(ndm/we). The algorithm is described briefly, because exact matching is
out of the scope of this thesis. However, Shift-Or is related to a k-mismatches
algorithm, Shift-Add, discussed in Section 3.2.2.

q0 q1
A q2

B q3
B q4

A q5
B q6

Astart

Σ
Figure 2.2: A nondeterministic automaton for P = ABBABA.

Shift-Or simulates a nondeterministic finite automaton (NFA) that recog-
nizes the pattern P (see Figure 2.2). In Shift-Or, the states of the automaton
are packed into a w-bit computer word D (state vector) by encoding active
and inactive states as zeros and ones, respectively. Transitions, for each
character c ∈ Σ, are encoded into a matrix B so that D ← (D� 1) | B[c]
simulates a c-transition of the automaton (formally, the ith bit of B[c] is zero
iff P [i] = c, where 1 ≤ i ≤ m). Note that the transition formula updates
states of D simultaneously due to bit-parallelism. Finally, if the mth bit of
the updated state vector is 0 after an update, then the accepting state of the
simulated NFA is active, indicating a match of P .

Algorithm 2 Shift-Or

Input: T = T [1..n], P = P [1..m]
1: for c ∈ Σ do B[c]← 1m2
2: for i← 1 to m do
3: B[P [i]]← B[P [i]]−

10i−1
2︷ ︸︸ ︷

(1� (i− 1))

4: D ← 1m2
5: for i← 1 to n do
6: D ← (D� 1) |B[T [i]]
7: if (D & 10m−1

2 ) = 0m2 then
8: Report an occurrence P = T [i−m+ 1..i]

The pseudo-code of Shift-Or is illustrated in Algorithm 2. Lines 1–3
initialize the transition matrix B by preprocessing the table in O(σ +m)
time. Line 6 updates the state vector D by simulating a transition on T [i] in
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O(1) bit-vector operations. Lines 7–8 report an occurrence if the final state,
represented by the mth bit of D, is active after the transition. The overall
algorithm runs in O(σ +m+ n) = O(n) time using O(σ) space, assuming
constant-size bit-vectors with O(1)-time arithmetic operations.

B T
A B C A B C A B B A B B A B A C

A 0 1 1 1 0 1 1 0 1 1 0 1 1 0 1 0 1 q1

B 1 0 1 1 1 0 1 1 0 1 1 0 1 1 0 1 1 q2

B 1 0 1 1 1 1 1 1 1 0 1 1 0 1 1 1 1 q3

A 0 1 1 1 1 1 1 1 1 1 0 1 1 0 1 1 1 q4

B 1 0 1 1 1 1 1 1 1 1 1 0 1 1 0 1 1 q5

A 0 1 1 1 1 1 1 1 1 1 1 1 1 1 1 0 1 q6

0 1 2 3 4 5 6 7 8 9 10 11 12 13

Figure 2.3: Simulation of the Shift-Or algorithm for P = ABBABA.

Figure 2.3 simulates the operation of the Shift-Or algorithm. Bit-parallelism
allows us to compute the columns of the table (i.e., state vector values) by
processing w = Θ(log n) bits simultaneously. For example, at position 11,
we compute the next column in O(dm/we) word operations as

D ←
(D�1)&1m2︷ ︸︸ ︷
0110102 |

B[A]︷ ︸︸ ︷
0101102 = 0111102.

Since the updated D has mth bit equal to zero, we report an occurrence
ending at position 12, i.e., P = T [7..12].



Chapter 3

Classic solutions

This chapter introduces the basic approaches and classic solutions to string
matching with k mismatches. These are discussed in two categories: theoret-
ical and practical. The former category, theoretical results, consists of algo-
rithms that have obtained remarkable time complexities for the k-mismatches
problem. The latter category, practical solutions, includes algorithms that
achieve a high performance on real-world data with parameters used in prac-
tice. The practical part of this thesis assumes the word-RAM model of
computation. However, the theoretical results described in this chapter do
not exploit bit-parallelism.

3.1 Theoretical results

This section of the thesis presents classic theoretical algorithms for the k-
mismatches string matching problem. Sections 3.1.1–3.1.3 introduce basic
methods which are used as primitives in advanced algorithms. Section 3.1.4
presents an algorithm that counts the number of mismatches at every align-
ment of the pattern and text in O

(
n
√
m logm

)
time. Finally, Section 3.1.5

describes an algorithm that obtains the best known upper bound for the k
mismatches problem, that is, O

(
n
√
k log k

)
assuming bit-parallelism is for-

bidden and the text can be read only one character at a time.

3.1.1 Kangaroo method

Kangaroo method is a classic k-mismatches algorithm based on fast LCE-
queries (see Section 2.4). The method was independently presented in 1986
by Galil and Giancarlo [33], and by Landau and Vishkin [49]. The Galil–
Giancarlo (GG) variant requiresO(nk +m logm) time andO(m) extra space,

17
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whereas the Landau–Vishkin (LV) variant runs in O(nk + km logm) time
with O(nk + km) space. Both of the variants achieve O(nk) running time
under the assumption that O(m logm) = O(n). This section discusses the
high-level definition of the kangaroo method as well as the implementation
of the GG and LV variants.

Similar to the näıve algorithm, the kangaroo method finds approximate
occurrences within the Hamming distance k by testing all alignments of the
pattern P with the text T . However, at each position i = 1, 2, . . . , n−m+ 1,
the current text substring T [i..i+m−1] is compared to the pattern by using
constant-time longest common extension queries. An LCE query basically
locates the next mismatching character between the pattern and the text so
that the kangaroo method can “jump” over successive mismatches. Assuming
O(1)-time LCE queries, the cost of locating k+1 mismatches isO(k), yielding
a total worst-case time of O(nk) for n−m+ 1 alignments. The pseudo-code
is illustrated in Algorithm 3.

Algorithm 3 Kangaroo method

Input: T = T [1..n], P = P [1..m], k
1: for i← 1 to n−m+ 1 do
2: j ← 0
3: for neq ← 0 to k do
4: j ← j +LCE

(
P [j + 1..], T [i+ j..]

)
+ 1

5: if j > m then
6: Report an occurrence dH(P, T [i..i+m− 1]) ≤ k
7: break

A simple implementation of the kangaroo method can compute LCEs with
suffix data structures as described in Section 2.4. However, the construction
of these structures may be infeasible for long texts because of the significant
time and space overhead in practice. Therefore, the kangaroo method vari-
ants LV and GG avoid the use of expensive suffix structures. Both of the
variants reduce the LCE computation between the text and the pattern to
computing LCEs within P , which is accomplished by dynamic programming.
The variants differ in how the LCEs are computed within P : the GG variant
uses a suffix tree of P , while the LV variant uses a dynamic programming
approach.

The GG variant computes LCEs with an LCA-enhanced suffix tree of P
and a dynamic programming table of size k+ 1 in the following fashion. Let
Di denote the table at text location i such that Di[q] (1 ≤ q ≤ k + 1) is the
position of the qth leftmost mismatch between P and T [i..n + m − 1], i.e.,
the length of the longest pattern prefix that matches with q mismatches. In
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other words, Di[q] gives the j of Algorithm 3 after the qth LCE query during
the ith iteration of the outer loop. Thus, Di[q] > m for q < k + 1 indicates
an occurrence of P with q − 1 mismatches starting at the text location i.
Likewise, Di[k+1] ≤ m implies at least k+1 mismatches at the alignment of
P with T [i..i+m−1]. The algorithm processes all text locations sequentially,
spending O(k) time at each location to compute Di using the previous table
Di−1 and the suffix tree of the pattern (see [33] for details). As a result, the
dynamic programming table of GG essentially implements the LCE operation
required for the kangaroo method, thereby avoiding the expensive suffix tree
construction for the text T .

The LV variant also applies a similar dynamic programming strategy to
compute LCEs without building heavy data structures of the text. Contrary
to GG, LV does not require a suffix tree of P to update the dynamic pro-
gramming table. Instead, LV uses a second table consisting of m−1 rows and
2k+ 1 columns, where each row i = 1, . . . ,m− 1 is initialized to contain the
2k+1 first locations in which the prefix P [1..m− i] and the suffix P [i+1..m]
mismatch with each other. This information allows an efficient computation
of Di from Di−1 without a suffix tree (refer to [49] for a explanation). Note
that the paper [49] defines a (k × n)-element dynamic programming table,
which incurs a substantial space requirement of O(nk).

3.1.2 String matching with FFT

This section introduces a method to compute Hamming distances using
convolutions and Fast Fourier Transform (FFT). The convolution theorem
states F{f ⊗ g} = F{f} · F{g}, i.e., the Fourier transform of the convolu-
tion of functions f and g is the pointwise product of the Fourier transforms
F{f} and F{g}. Consequently, the convolution f ⊗ g is given by the in-
verse Fourier transform F -1{F{f} · F{g}}. The Fourier transform and its
inverse can be efficiently computed with FFT, which provides the basis for
several theoretically sound algorithms that reduce the k-mismatches problem
to convolutions [1, 3]. In this section, we describe an FFT-based algorithm
for string matching with k mismatches in time O(|ΣP |n logm), where |ΣP | is
the number of distinct characters in the pattern and O(n logm) is the time
required to compute a convolution C of strings T and P using FFT.

C[i] =
m∑
j=1

T [i+ j − 1] · P [j], for 1 ≤ i ≤ n−m+ 1. (3.1)

Let us first consider the convolution C of P and T derived from the binary
alphabet Σ = {0, 1}. In this case, the element C[i] is the number of matching
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ones between P and T [i..i+m−1] since the product of two binary characters
is 1 only if they both are non-zero. However, the number of matching zeros is
also needed to determine the Hamming distance between the strings. Hence,
we compute a convolution C ′ of strings ∼P and ∼T , i.e., strings with zeros
replaced by 1 and ones set to 0. Now, the number of mismatches in the ith
alignment is simply m− (C[i] + C ′[i]) because the sum C[i] +C ′[i] gives the
total number of matching characters at the ith alignment.

The previous method is straightforward to extend for general alphabets.
Let ΣP ⊆ Σ denote the pattern alphabet and, for all c ∈ ΣP , compute the
convolution Cc of the bit-strings Pc and Tc, where Pc[i] = 1 iff P [i] = c and
otherwise 0 (Tc is built respectively from T ). Consequently, m−

∑
c∈ΣP

Cc[i]
yields the number of mismatches at the ith alignment. Thus, Hamming
distances for all alignments of P with T can be determined with |ΣP | con-
volutions, each requiring O(n logm) time applying the convolution theorem
and FFT. As a corollary, the described algorithm solves the k-mismatches
problem in an overall time of O(|ΣP |n logm).

Intuitively, convolutions of binary strings are computationally inefficient
because extending the character width from 1 bit to w bits incurs no extra
cost to the time complexity. Indeed, [28, 30] exploit this using word-level
parallelism by packing bw/dlog(m+ 1)ec characters into w-bit words, which
reduces the worst-case time of FFT from O(n logm) to O

(
n+ n log2(m)/w

)
for m = O(n/(w/ logm)) in the word-RAM model of computation. There-
fore, using word-level parallelism, the FFT-based algorithm can compute the
Hamming distance of P of length m = O(n/(w/ logm)) for each alignment
with T in O

(
|ΣP |n log2(m)/w

)
time in the word-RAM model. However,

the theoretical algorithms of this chapter apply the basic O(n logm)-time
convolutions because exploiting the word-RAM model and bit-parallelism is
considered a nontraditional technique and unsupported by some target plat-
forms.

3.1.3 Marking technique

Marking (or counting) is a simple technique to count, for all alignments of
P with T , the number of matches contributed by a subset of the pattern
characters. Marking runs in time O(nz) where z = maxc fc denotes the
maximum frequency, in P , of the characters included in the marking subset.
Therefore, the marking technique is often applied for characters that occur
infrequently in the pattern. This, in combination with a fast method for
the remaining frequent characters, gives an asymptotically efficient solution
to the k-mismatches problem. In this section, we present the marking al-
gorithm for the k-mismatches problem as well as briefly discuss advanced
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algorithms [1, 3] that use marking as a primitive.
The marking technique is based on a Pos table defined as follows: For

all c ∈ Σ, let Pos[c] = {i | P [i] = c, 1 ≤ i ≤ m} denote the set of positions
in which the character c occurs in P . Now, we can iterate over the text
and, at each position i = 1, 2, . . . , n, count the matches of T [i] in the last m
alignments with Pos[T [i]]. This is illustrated in Algorithm 4 which obtains,
for the k-mismatches problem, a worst-case time complexity of O(nm) using
O(m+ σ) space and preprocessing time. Note that if we reduce the size of
the marking set and only count the matches of characters that occur at most
z times in P , then the time complexity reduces to O(nz).

Algorithm 4 Marking algorithm

Input: T = T [1..n], P = P [1..m]
Output: Array M of the number of character matches at each alignment

1: for c ∈ Σ do Pos[c] = ∅
2: for i← 1 to m do Pos[P [i]]← Pos[P [i]] ∪ i
3: for i← 1 to n do
4: M [i]← 0
5: for j ∈ Pos[T [i]] do
6: d← i− j + 1
7: if d > 0 then
8: M [d]←M [d] + 1

Usually, marking is combined with the FFT-based convolution method
described in the previous section. A combination of O(nz)-time marking and
O(bm/zcn logm)-time FFT-accelerated convolutions constitutes the Abra-
hamson algorithm [1] (Section 3.1.4) that solves the k-mismatches problem
in total time O

(
n
√
m logm

)
given by z =

√
m logm. A more clever combi-

nation of marking and convolutions by Amir et al. [3] (Section 3.1.5) achieves
a running time of O

(
n
√
k log k

)
, which is currently the best known asymp-

totic result for string matching with k mismatches without exploiting bit-
parallelism or reading more than one character at a time. However, in the
word-RAM model, a bit-parallel technique [28, 30] improves the time com-
plexity of convolutions to O

(
bm/zcn log2(m)/w

)
by simultaneously process-

ing several dlog(m+1)e-bit elements packed into a w-bit word. Consequently,
the time complexities of the Abrahamson and Amir et al. algorithms reduce
to O(n

√
m/w logm) and O(n

√
k/w log k), respectively, where the latter is

the best known bound for bit-parallel k-mismatches algorithms that read a
single character at a time.
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3.1.4 Abrahamson’s algorithm

Abrahamson [1] introduced an algorithm that solves the string matching with
k mismatches problem in O

(
n
√
m logm

)
time, which is asymptotically faster

than the kangaroo method for
√
m logm < k. Contrary to the kangaroo

method, Abrahamson’s algorithm computes the Hamming distance for all
alignments of P with T , which corresponds to solving the k-mismatches
problem for all the cases k ≤ m. In this section, we define and analyze the
Abrahamson algorithm.

Abrahamson’s algorithm is a combination of FFT-accelerated convolu-
tions (Section 3.1.2) and marking (Section 3.1.3). The key observation is that
the O(|ΣP |n logm)-time FFT-based algorithm slows down as the size of the
pattern alphabet grows, whereas the O(nmaxc∈ΣP

fc)-time marking method
speeds up because |ΣP | restricts maxc∈ΣP

fc, i.e., the maximum character
frequency in the pattern. Conversely, reducing the size of the pattern alpha-
bet improves the running time of the FFT approach, while marking becomes
slower due to the increasing character frequencies in the pattern. Hence,
the idea is to apply the FFT approach for high-frequency characters in the
pattern, and use the marking method to handle the remaining low-frequency
characters.

Formally, let c ∈ Σ be called a frequent character if it occurs at least z
times in the pattern P . Additionally, define Γ ⊆ Σ as the set of all frequent
characters. The Abrahamson algorithm counts the mismatches of frequent
characters in Γ using convolutions and FFT. Mismatches of infrequent char-
acters, Σ−Γ, are counted with the marking method. In order to analyze the
time complexity of the algorithm, consider the two phases below.

Phase 1: For all c ∈ Γ, apply the FFT method to compute the number of
mismatches at every alignment of P with T . This takesO(|Γ|n logm) =
O(bm/zcn logm) time, since |Γ| ≤ bm/zc.

Phase 2: For all c ∈ Σ − Γ, count the mismatches with the marking tech-
nique. This requires O(nz) time because each marked character ap-
pears less than z times in the pattern.

The sum of the reported mismatch counts yields the total number of mis-
matches for every text location. Thus, the Abrahamson algorithm solves
the k-mismatches problem in time O(nz + bm/zcn logm). Finally, we select
z =
√
m logm to obtain a time complexity of O

(
n
√
m logm

)
.

As a remark, it should be noted that the original paper by Abraham-
son [1] presents only a O

(
n
√
m log logm logm

)
-time algorithm. This is

because Abrahamson handles frequent characters (i.e., phase 1) with an



CHAPTER 3. CLASSIC SOLUTIONS 23

alternative method that is slower than the FFT approach by a factor of
O
(√

logm log logm
)
. Despite this, “Abrahamson’s algorithm” in the aca-

demic literature generally refers to the O
(
n
√
m logm

)
-time algorithm de-

scribed in this section. In particular, the recent literature often cites the
original paper [1] without explaining the changes to the algorithm, which
may cause confusion.

3.1.5 Algorithm of Amir et al.

The algorithm of Amir et al. [3] obtains a worst-case bound of O
(
n
√
k log k

)
for string matching with k-mismatches, which is the best known upper bound
for algorithms that do not apply bit-parallelism or read multiple charac-
ters at a time. The algorithm divides patterns into several classes based
on the number of distinct characters and their frequencies in the pattern.
The goal is to handle these pattern classes separately without exceeding
time O

(
n
√
k logm

)
in any of the cases. This is accomplished by a com-

bination of marking, convolutions and the kangaroo method. Furthermore,
Amir et al. [3] gave a second algorithm that solves the k-mismatches problem
in time O((n+ nk3/m) log k). The latter algorithm is applied for the case
k < m1/3, where it works in clearly superior time O(n log k), thereby reduc-
ing the time complexity of the former algorithm to O

(
n
√
k log k

)
because

O(logm) = O(log k) holds for k ≥ m1/3.
The details of the Amir et al. algorithms are complex and omitted in this

thesis (see the original paper [3]). However, Nicolae and Rajasekaran [59]
propose a considerably simpler algorithm that can be regarded as a gen-
eralization of the Amir et al. method. The rest of this section describes
the generalized algorithm and shows that it achieves the same asymptotic
performance as the Amir et al. algorithm.

The Nicolae–Rajasekaran algorithm aims to select 2k pattern positions
such that the cost of marking these characters is at most our budget B.
The marking cost is the total number of marks set, i.e.,

∑
c∈S fcFc, where

S ⊆ Σ is a set containing the selected characters, and fc and Fc denote the
frequencies of the character c in P and T , respectively. In other words,
the goal is to maximize |S| ≤ 2k while minimizing

∑
c∈S fcFc ≤ B. A

greedy approach produces an optimal solution by repeatedly adding the least
expensive unselected character of P into S. There are two possible cases
which can occur in the construction of S.

In the first case, we are able to pick 2k pattern characters within our
budget B, i.e., |S| = 2k. We start by counting the matches of the characters
in S at each text location, which takesO(B) time with the marking algorithm
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by using Pos sets of the characters in S (Section 3.1.3). Consequently, text
locations with less than k marks cannot be starting positions of occurrences
since they have over k mismatches, otherwise there would be more marks.
Therefore, we can safely discard these locations so that there remains at most
B/k undiscarded locations with each of them having at least k marks of the
total of B marks. Finally, we verify the undiscarded locations and report
occurrences of P with the kangaroo method (Section 3.1.1), which requires
O(B/k · k) = O(B) time. Thus, handling the first case requires a total of
O(B) time in the worst-case.

In the other case, we cannot pick 2k pattern characters within our budget
B, i.e, |S| < 2k. Now, we apply a combination of marking and convolutions in
a similar way to the Abrahamson algorithm (Section 3.1.4). In the marking
stage, we count matches of the characters that were included in S before
exceeding our budget B, which requires O(B) time. Next, in order to analyze
the characters left out of S, we observe that adding all instances of c ∈ Σ with
frequency fc < B/n into S increases the marking time only by a constant
factor:

∑
fc<B/n

fcFc < B/n
∑

c∈Σ Fc = B. Therefore, we can assume that

each character excluded from S has a frequency of at least B/n in the pattern
and, as a corollary, there is at most r = 2k/(B/n) such characters. In
the convolution stage, we compute matches contributed by these characters
with the FFT method (Section 3.1.2), which requires time O(rn logm) =
O(n2k log(m)/B). Finally, adding together the match counts of the marking
and convolution stages gives us the approximate occurrences of P in a total
worst-case time of O(B + n2k log(m)/B).

Substituting B = n
√
k logm yields a time complexity of O

(
n
√
k logm

)
for both of the cases and hence for the whole algorithm. This can be further
improved to O

(
n
√
k log k

)
by applying the O((n+ nk3/m) log k) time Amir

et al. algorithm for k < m1/3.
In summary, the Nicolae–Rajasekaran algorithm selects up to 2k pat-

tern characters for marking and handles the remaining characters with the
kangaroo method or convolutions while minimizing the total cost of the op-
erations. This approach can be viewed as a generalization of the Amir et
al. algorithm that tries to select some 2k pattern characters such that the
time O

(
n
√
k logm

)
is not exceeded in the marking or convolution steps. As

a result, the Nicolae–Rajasekaran algorithm requires at most as much time
as the Amir et al. algorithm.
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3.2 Practical algorithms

The theoretical results of Section 3.1 are interesting from a computational
complexity theory perspective. However, the theoretical algorithms are based
on expensive operations, such as convolutions and construction of suffix
structures, which makes them slower than the näıve algorithm, in prac-
tice, except for very long patterns [7, 59]. Therefore, practical algorithms
have been designed to achieve high performance on real-world data in prac-
tice [6, 7, 52, 58, 70]. In this thesis, the practical algorithms assume the
word-RAM model of computation.

This section describes three classic practical algorithms for approximate
string matching with k mismatches. Section 3.2.1 discusses Boyer–Moore-
style k-mismatches algorithms. Sections 3.2.2 and 3.2.3 describe bit-parallel
algorithms, Shift-Add and Approximate BNDM, which provide the basis for
the new algorithms developed in Chapter 5.

3.2.1 Approximate Boyer–Moore

The classic Boyer–Moore (BM) algorithm [11] is one of the most studied
algorithms for exact string matching. The BM algorithm compares text sub-
strings to the pattern in a right-to-left manner (backward scanning), and
upon a mismatch, shifts the pattern forward in the text by an amount deter-
mined by two rules: the bad character rule and the good suffix rule. The goal
is to skip as many text characters as possible without missing occurrences
of P . Since its publication in 1977, many BM-based algorithms have been
devised for the approximate matching problem [19, 52, 69, 70]. This section
considers variations Approximate Boyer–Moore (ABM) by Tarhio and Ukko-
nen [70] and a Fast Algorithm for Approximate String Matching (FAAST)
by Liu et al. [52], which take advantage of the bad character rule of BM. In
addition, we discuss the Baeza-Yates–Gonnet (BYG) algorithm [7] that gen-
eralizes the good suffix rule for k mismatches. These k-mismatches variants
of BM have quadratic worst-case complexities and the average-case analysis
is complicated [68, 70], but experiments show a sublinear behavior. Prepro-
cessing times and space requirements are summarized in Table 3.1.

The bad character rule of BM shifts the pattern forward until the mis-
matching text character matches a character earlier in the pattern. If such
a character does not exist, then the pattern is shifted past the mismatching
text character. The Boyer–Moore–Horspool (BMH) algorithm [42] is a sim-
plified version of BM that applies only the bad character rule and computes
shifts based on the last character of the alignment window. Interestingly,
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Algorithm Preprocessing time Space

ABM [70] O(m+ kσ) O(kσ)

FAAST [52] O
(
(k + x)(m+ (m− k)σk+x)

)
O
(
σk+x + σ(m− k)(k + x)

)
refined [68] O

(
mσk+x

)
O
(
mσk+x

)
BYG [7] O(km) O(m)

Table 3.1: Preprocessing time and space complexities of the Boyer–Moore
based algorithms for string matching with k mismatches.

the search performance of BMH is nearly identical to the original algorithm
according to empirical results [42, p. 5]. This implies that the effect of the
good suffix rule is negligible in practice.

The ABM algorithm [70] can be viewed as a generalization of BMH for
the k-mismatches problem. ABM allows up to k mismatches in a backward
scan and uses the last k+1 characters of the window for shifting. The idea is
to shift until at least one of the k+1 text characters matches with the shifted
pattern (otherwise there cannot be a match after the shift). Moreover, the
shift amount should be the minimum of all such shifts to not miss occurrences
of P in the text. At the implementation level, we determine the shifts using
a precomputed table dk containing (k + 1)× σ elements. Assuming that the
k + 1 rightmost pattern characters P [m − k..m] are aligned with the text
substring T [j− k..j], we define the value of dk[i, c], for i = m− k, . . . ,m and
c ∈ Σ, as follows:

dk[i, c] = min{s | 1 ≤ s ≤ i, i = s or P [i− s] = c}. (3.2)

The length of the next shift is now given by

min
0≤t≤k

dk[m− t, T [j − t]]. (3.3)

FAAST [52] generalizes the ABM algorithm further by calculating shifts
based on the last k+x characters of the window, for some user chosen x, such
that at least x characters must match after the shift. As a result, FAAST can
skip more characters than ABM when x > 1. Note that for x = 1 FAAST
behaves very similarly to the ABM algorithm. However, FAAST uses a shift
table dkx indexed by (k + x)-grams, i.e., substrings of length k + x. The
space complexity is therefore O

(
σk+x

)
which is practical only for very small

alphabets and small k + x. For instance, parameters σ = 256, k = 3 and
x = 1 require a 4 G element table dkx. The construction of dkx is omitted in
this thesis (see the original paper [52]).
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Salmela et al. [68] proposed improvements to the FAAST algorithm.
These improvements include a simpler and faster preprocessing routine based
on dynamic programming. In addition, the refined algorithm precomputes
for each (k + x)-gram the number of mismatches when it is aligned with the
end of the pattern. This improves the search speed because the last k + x
characters are not processed explicitly at each alignment. Finally, Salmela
and Tarhio [67] proposed an alphabet reduction scheme to lower the prepro-
cessing time and space requirements of ABM and FAAST in practice.

The BYG algorithm [7] takes another approach; instead of the bad char-
acter rule, BYG extends the good suffix rule of BM for matching with k
mismatches. In the exact case, the good suffix rule shifts the pattern to the
right until the seen text substring matches a non-suffix factor of the pattern.
To extend the rule, consider the situation in which a backward scan has found
k+1 mismatches, that is, the algorithm has recognized the longest substring
of T that matches the suffix of the aligned pattern with k mismatches. This
information can be used to calculate a window shift because the Hamming
distance obeys the triangular inequality: If a text substring S is at distance
k from a string A, and the distance between the strings A and B is at least
2k + 1, then the distance of S and B must be at least k + 1 because

dH(A,B) ≤ dH(A, S) + dH(S,B)
=⇒ dH(S,B) ≥ dH(A,B)− dH(A, S) ≥ k + 1.

Thus, we may shift the pattern forward until the suffix of the current pattern
overlaps the shifted pattern with less than 2k + 1 mismatches. In BYG, the
shifts are precomputed and tabulated in a shift table s of size m such that
s[i] gives the shift amount when P [i+ 1..m] matches the seen text substring
with k mismatches. See the example in Figure 3.1. The shift table can be
constructed in O(km) time [7].

i 0 1 2 3 4 5 6 7 8
P [i] P O I N T I N G

s[i] 6 6 6 6 3 3 1 1 1

Figure 3.1: Shift table s for the pattern P = POINTING and k = 1.

However, the BYG algorithm is only slightly faster than the näıve algo-
rithm in practice [7]. This can be explained by the structure of the shift table:
the rightmost 2k + 1 cells of s are always equal to 1, while it is expected to
find k+ 1 mismatches before reaching 2k+ 2 character comparisons,1 thereby

1In the average case, the expected number of comparisons needed to find k + 1 mis-
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producing window shifts of length one. The poor speed-up is consistent with
the observation that the good suffix rule does not make BM significantly
faster than BMH [42].

3.2.2 Shift-Add

Baeza-Yates and Gonnet [6] presented the first bit-parallel algorithm for ap-
proximate string matching with k mismatches. The algorithm, Shift-Add,
is one of the fastest practical k-mismatches algorithms, especially for short
patterns and large k [37]. Shift-Add achieves a worst-case time complex-
ity of O(n) with O(σ +m) preprocessing time and O(σ) space assuming
mdlog2(k+ 1) + 1e/w = O(1), i.e., if bit-vectors can be stored and processed
in a single computer word (CPU register) of length w bits. This section
provides a high-level description of the Shift-Add approach, followed by im-
plementation details of the original Shift-Add algorithm.

Shift-Add represents m states of the search in a state vector that is pro-
cessed in computer words using simple bitwise logical operations such as
shifts and additions. This technique is referred to as bit-parallelism because
the bit-vector operations update all m fields in the state vector simultane-
ously. Formally, let Di denote the value of the state vector at text position
i, for 1 ≤ i ≤ n. Moreover, let Di[j] represent the jth field of the state vec-
tor Di consisting of m fields, for 1 ≤ j ≤ m. In Shift-Add, each field keeps
count of the number of mismatches detected in one alignment of P with the
text. More specifically, Di[j] encodes the number of mismatching characters
in the alignment of P [1..j] with T [i− j+1..i], that is, the Hamming distance
between the j-length prefix of the pattern and the suffix of the current win-
dow ending at text position i. Thus, Di[m] ≤ k indicates an approximate
occurrence of P in T [i− j + 1..i] with at most k mismatches.

The search phase of the Shift-Add algorithm initializes D0[j] = k + 1,
for all j = 1, 2, . . . ,m, and starts processing the text sequentially from the
first to the last position. For each position i = 1, 2, . . . , n, the algorithm
computes the state vector Di by applying the following update formula for
the previous state vector Di−1 and the current text character T [i]:

Di[j]←
{

0 if j = 1
Di−1[j − 1] otherwise

+

{
0 if P [j] = T [i]
1 if P [j] 6= T [i]

(3.4)

In other words, a state vector field increases by one if the character T [i]
causes a mismatch in the alignment corresponding to that field. Notice that

matches is σ(k + 1)/(σ − 1) = O(k). For an explanation, see the average-case analysis of
the näıve algorithm in Section 2.3.
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every state vector update also introduces a new alignment, represented by
Di[1], and shifts out the oldest alignment, Di−1[m]. After each update, the
value of the last field is checked in order to report an occurrence of P if
Di[m] ≤ k holds.

Let us consider the low-level implementation of state vectors in the orig-
inal Shift-Add algorithm. The state vector Di is stored in a w-bit computer
word by encoding fields in little-endian order, i.e., so that the field Di[1]
corresponds to the least significant bits of the word. Each state vector field
consists of L = dlog2(k + 1)e+ 1 bits, since k+ 1 mismatches are required to
conclude that an alignment cannot match within Hamming distance k, and
an additional bit is reserved for handling overflows (discussed later). There-
fore, Shift-Add imposes the restriction m · L ≤ w to efficiently process the
state vector in a single word.

The Shift-Add algorithm applies the update formula for all state fields
in parallel by exploiting the low-level structure of the bit-vectors. In Equa-
tion 3.4, the first term of the summation is simply the old state vector shifted
to the left by L bits and the result truncated back to m · L bits. The sec-
ond term of the summation increments state vector fields corresponding to
alignments that mismatch with the current text character T [i]. In order to
handle this efficiently, Shift-Add precomputes an incidence matrix B such
that B[T [i]] gives the value of the second term for T [i]. Formally, the matrix
B contains σ incidence vectors of length m ·L bits defined so that, for c ∈ Σ
and j = 1, 2, . . . ,m, the jth L-bit field of B[c] equals to 0L−112 iff P [j] 6= c,
and 0L2 otherwise.

Addition overflows are an essential problem in Shift-Add algorithms: Cal-
culating the updated state vector as Di ← (Di−1� L) & 1m·L2 +B[T [i]] pro-
duces an incorrect result if an incremented field overflows to zero and propa-
gates a carry bit to the next field. These overflows occur because the largest
integer that fits into an L-bit field is 2L − 1 = 2k + 1, whereas an alignment
can contain up to m mismatches, where m > 2k + 1. An obvious solution
is to prevent overflows by extending the field width to L = dlog2(m+ 1)e
bits, although this is undesirable because m · L ≤ w is required for perfor-
mance reasons. Hence, the Shift-Add algorithm appends an overflow bit in
the most significant bit (MSB) position of each field to handle overflows in
state updates. After each addition to the state vector, the resulting non-zero
overflow bits are stored into an overflow vector Oi and then masked out from
the updated vector Di.

To summarize, Shift-Add executes the following steps in a state vector
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update (constants named to match those in Chapter 5):

1. V mask ← 1m·L2 , Hmask ← (10L−1
2 )m

2. D′i ← ((Di−1� L) +B[T [i]]) & V mask

3. Oi ← ((Oi−1� L) | (D′i &Hmask)) & V mask

4. Di ← D′i &∼Hmask

(3.5)

The first step initializes two bit-masks: V mask and Hmask. The former bit-
mask clears unused bits in a word containing a bit-vector of length m·L, while
the latter masks the MSB of each field, i.e., extracts the overflow bits. The
second step of the state vector update performs the actual shift and addition
(Equation 3.4) saving the result into a temporary bit-vector D′i. The third
step masks out the resulting overflow bits from D′i and marks them into the
overflow vector Oi. Finally, the last step clears the overflow bits of D′i to zero
and assigns the result as the new state vector Di.

One drawback of the overflow handling strategy is that detection of occur-
rences becomes slightly more laborious: The field Di[m] being less than k+1
does not guarantee an occurrence because an overflow could have cleared the
field to zero. However, in this case, the overflow bit has been marked in the
overflow vector by setting Oi[m] = 10L−1

2 . Thus, Shift-Add takes overflows
into account by checking whether the mth field of (Di | Oi) is at most k.
This check can be implemented as a less-than comparison between the val-
ues (Di |Oi) and (k+1)� (m−1) ·L. Note that the lower fields do not affect
the comparison because the mth field is represented by the most significant
bits.

The full pseudo-code of Shift-Add is given as Algorithm 5. Analysis is
straightforward: The preprocessing of Algorithm 5 requires O(σ +m) time
to initialize bit-masks and the incidence matrix B. In the search phase,
the search loop is executed exactly n times with each iteration performing
a constant number of bit-vector operations. Thus, the algorithm runs in a
total time of O(σ +m+ n) = O(n) assuming constant-time operations on
bit-vectors. However, for arbitrary m and k such that m · L > w, the time
of one arithmetic operation on a simulated (m ·L)-bit word is non-constant,
yielding a time complexity of O(ndm log(k)/we).
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Algorithm 5 Shift-Add

Input: T = T [1..n], P = P [1..m], k
Require: m · L ≤ w, L ≥ dlog2(k + 1)e+ 1

. Preprocessing
1: lim← (k + 1)� (m− 1) · L
2: V mask ← 1m·L2 , Hmask ← (10L−1

2 )m

3: for c ∈ Σ do B[c]← Hmask� (L− 1) . (0L−112)m

4: for i← 1 to m do
5: B[P [i]]← B[P [i]] &∼(1� (i− 1) · L)

. Searching
6: D ← V mask &∼Hmask, O ← Hmask
7: for i← 1 to n do
8: D ← ((D� L) +B[T [i]]) & V mask
9: O ← ((O� L) | (D &Hmask)) & V mask

10: D ← D &∼Hmask
11: if (D |O) < lim then
12: Report an occurrence ending at position i

3.2.3 Approximate BNDM

Navarro and Raffinot [58] presented an exact matching algorithm, Back-
ward Nondeterministic DAWG Matching (BNDM), which simulates the suf-
fix automaton of the pattern with bit-parallelism. They also presented an
approximate adaptation for the Levensthein and Hamming distances. The
Approximate BNDM (ABNDM) algorithm solves the k-mismatches prob-
lem in O(nm) time using O(σ) space and O(σ +m) preprocessing time,
assuming that hidden factors of O(dm log(k)/we) are constant. Despite the
quadratic worst-case complexity, ABNDM achieves a sublinear running time
on average, which translates into high performance in practice. In partic-
ular, the analysis in [45] shows that ABNDM runs in average-optimal time
O(n(k + logσm)/m) for error levels k/m < 1/2 − O(1/

√
σ). This section

briefly describes the exact BNDM algorithm before introducing ABNDM for
k mismatches. Additionally, the section addresses inaccuracies and lack of
detail in the original definition of ABNDM for Hamming distance [58]. Fi-
nally, the pseudo-code of the k-mismatches ABNDM algorithm is provided
at the end of the section.

BNDM [58] is an efficient bit-parallel simulation of the Backward DAWG
Matching (BDM) algorithm [17]. Like the Boyer–Moore algorithm, BDM
slides a window of length m over the text and scans the characters of the
window from right to left. During this backward scan, BDM recognizes
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suffixes of the window that are also factors of P by using a directed acyclic
word graph (DAWG) of the reverse pattern

←
P , i.e., the deterministic suffix

automaton of P . If the scanned suffix of the window does not match any
factor of P , then the window is shifted so that the beginning of the window
is aligned with the longest recognized pattern prefix (possibly empty). A
window shift also occurs whenever a factor of length m has been recognized,
in which case the window contains an occurrence of P . The BNDM algorithm
is basically a variation of BDM that avoids the use of the deterministic finite
automaton (DFA) by simulating the corresponding nondeterministic finite
automaton (NFA) with bit-vectors. Figure 3.2 illustrates a suffix NFA and a
bit-vector encoding its state.

0 0
A

1
B

0
B

1
A

0
B

0
A

ε εεεεε
start

Σ
Figure 3.2: A nondeterministic suffix automaton of P = ABBABA simulated
by BNDM for the suffix BA. The bits represent the state vector D = 001010.

The main components of the BNDM algorithm are the m-bit state vector
D and the incidence matrix B consisting of σ bit-vectors of length m. The
state vector encodes the active state of the suffix NFA, and the vectors of
the incidence matrix encode transitions for each input character c ∈ Σ. The
m bits of D correspond to m states in the suffix NFA of P such that 0s and
1s represent inactive and active states, respectively. Formally, the ith bit of
D is non-zero iff the ith state of the NFA is active, where i = 1, 2, . . . ,m
and the ith state refers to the state of the suffix NFA of P with an incoming←
P [i]-transition (see Figure 3.2). Moreover, for i = 1, 2, . . .m, let us set the
ith bit of B[P [i]] to 1 and the ith bit of B[c] to 0 for all c ∈ Σ \ {P [i]}. With
these definitions of D and B, a transition on character c ∈ Σ is simulated by

D ← (D� 1) &B[c]. (3.6)

For example, let us consider the pattern P = ABBABA, Σ = {A, B}, and the
corresponding incidence matrix: B[A] = 100101, B[B] = 011010. Suppose
that the suffix BA has already been read in the window and the next suffix
is BBA. Then, we simulate a transition on B for our state vector D = 001010

by computing D ← (D� 1) &B[B] = 010100& 011010 = 010000. The new
state vector correctly indicates that BBA occurs at the second position of P .

ABNDM [58] is an extension of the BNDM algorithm for approximate
matching with k allowed mismatches or differences. The edit distance version
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of ABNDM is based on a modification of an NFA used in [8, 54] to match
P with at most k differences. In ABNDM, the NFA is built to search the
reversed pattern and modified so that it recognizes any suffix of the pattern
in addition to the whole pattern. This modified NFA is then applied in
the BNDM algorithm to solve the k-differences problem. For the Hamming
distance case, Figure 3.3 shows a correspondingly constructed and modified
NFA for P = ABBABA allowing up to k = 2 mismatches. However, such
an automaton is not explicitly mentioned in the original description of the
k-mismatches ABNDM algorithm [58].

k = 0

k = 1

k = 2

A B B A B A

A B B A B

A B B A

ε εεεεε

start

Σ

0 1 0 0 0 0 0

1 1 0 1 0 0

1 1 1 1 0

Figure 3.3: Approximate BNDM automaton of P = ABBABA for string match-
ing with k = 2 mismatches. Non-zero bits indicate active states after reading
BBA in the text. The dashed transitions accept any character (including ε).

The Hamming distance version of ABNDM was first introduced in [58],
but the authors provide insufficient information to implement the algorithm.
Nonetheless, the primary goal is to incorporate the Shift-Add approach (Sec-
tion 3.2.2) into BNDM by extending the state vector length from m to m ·L
bits such that each L-bit field encodes a distance between the processed suf-
fix of the window and an aligned factor of the pattern. Formally, the ith
field of D stores the Hamming distance of the factor P [i..i + ` − 1] and the
window suffix of length `, where i = 1, 2, . . . ,m− `+ 1 for all ` = 1, 2, . . . ,m
[58, Figure 9]. Similarly to BNDM, the algorithm scans the window back-
wards and, at each character, updates the state vector while maintaining a
position of the longest window suffix that matches a prefix of P with k or
less mismatches. This position becomes the beginning of the window once
the backward scan reaches the left end of the current window or all the
distances in the state vector become greater than k. However, the authors
define L = blog2 kc+ 1 as the field width, although the Shift-Add algorithm
requires at least dlog2(k+ 1)e+ 1 bits of storage to encode k+ 1 mismatches.
Moreover, the paper does not define the update formula, incidence matrix
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nor discuss the handling of overflows. For these reasons, the description of
ABNDM for k mismatches [58] is ambiguous at implementation level.

The original paper [58] has been cited in numerous publications concern-
ing approximate string matching. However, most of the attention has been
focused on the k-differences adaptation of ABNDM [29, 44, 45, 57] while
the k-mismatches algorithm has been neglected almost entirely [65]. Fortu-
nately, [65] defines ABNDM for Hamming distance at a level of description
suitable for implementation. Based on [65], let us complete the definition of
the k-mismatches ABNDM algorithm.

The ABNDM algorithm of [65] initializes the incidence matrix like the
Shift-Add algorithm (Section 3.2.2). However, because of the backward scan-
ning, ABNDM uses the incidence matrix

←
B of the reverse pattern

←
P : For

each character c ∈ Σ and i = 1, 2, . . . ,m, set the ith L-bit field of the bit-
vector

←
B [c] to 0L−112 iff c equals to

←
P [i] and 0L2 otherwise. Now, a transition

on character c ∈ Σ can be simulated by updating the state vector according
to the formula

D ← ((D� L) | (k + 1)) +
←
B [c]. (3.7)

This is essentially the update formula of Shift-Add (Equation 3.5)2 without
overflow handling; thus, it produces erroneous result if a factor of P matches
the window with 2L or more mismatches. As a solution, [65] appends an
overflow bit to each bit-vector field (i.e., L = dlog2(k + 1)e+ 1) and updates
the state vector similar to the Shift-Add algorithm. Additionally, the fields
of D are initialized with the value 2L−1 − (k + 1) so that the overflow bit
flips from 0 to 1 after exactly k + 1 mismatches. This allows the algorithm
to check, in constant time, whether all overflow bits are set in D, in which
case all alignments have over k mismatches and the window is shifted to the
next position.

Algorithm 6 ABNDM with k mismatches (preprocessing)

Input: P = P [1..m], k
Require: m · L ≤ w, L ≥ dlog2(k + 1)e+ 1

1: lim← 1� (m · L− 1)
2: Hbit← 10L−1

2 , Hmask ← (10L−1
2 )m

3: for c ∈ Σ do
←
B [c]← Hmask� (L− 1) . (0L−112)m

4: for IV ← 0, i← 0 to m− 1 do
5:

←
B [P [m− i]]←←B [P [m− i]] &∼(1� i · L)

6: IV ← (IV � L) | (Hbit− (k + 1)) . (10L−1
2 − (k + 1))m

2See also the tuned update formula, Equation 5.1, in Section 5.2.1.
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The preprocessing phase of ABNDM for k mismatches is shown in Al-
gorithm 6. The first line of the pseudo-code initializes a constant lim for
checking the overflow bit of the highest field in a bit-vector to detect match-
ing pattern prefixes. The second line initializes two more constants: Hbit
to access the overflow bit of the lowest field, and Hmask to extract all m
overflow bits in a bit-vector. The rest of Algorithm 6 computes the incidence
matrix

←
B of the reverse pattern and the initialization vector IV for initializ-

ing the state vector fields to 2L−1 − (k + 1). The total preprocessing time is
O(σ +m), multiplied by O(dm log(k)/we) for large m and k requiring simu-
lated (m ·L)-bit vectors with non-constant arithmetic operations. The space
requirement of

←
B is O(σ) words of O(dm log ke) bits each.

Algorithm 7 ABNDM with k mismatches

Input: T = T [1..n], m, lim,
←
B

Require: Preprocessing by Algorithm 6
1: pos← 0
2: while pos ≤ n−m do
3: D ← IV , O ← 0m·L, j ← m, last← m
4: while ∼(D |O) &Hmask do
5: D ← D +B[T [pos+ j]]
6: j ← j − 1
7: if ((D |O) & lim) = 0 then
8: if j > 0 then last← j
9: else Report an occurrence dH(P, T [pos+ 1..pos+m]) ≤ k

10: D ← (D� L) |Hbit
11: O ← (O� L) | (D &Hmask)
12: D ← D &∼Hmask
13: pos← pos+ last

The pseudo-code of ABNDM for string matching with k mismatches
is given as Algorithm 7. The algorithm is based on the pseudo-code of
BNDM [58, Figure 6] and the C-implementation of Shift-Add [6, Figure 8],
which are combined according to the descriptions in [58, 65]. This is pre-
sumably a typical implementation of the ABNDM algorithm for Hamming
distance. Note that the algorithm be implemented in various other ways as
well. For example, the simulation of the ABNDM NFA (Figure 3.3) can be
implemented as a row-wise simulation of k bit-vectors [54] or a diagonal-wise
simulation [8], although these are asymptotically slower than the described
Shift-Add approach. Furthermore, an improved version of Shift-Add, such
as Tuned Shift-Add (Section 5.2.1) or an O(ndm/we)-time Shift-Add [37],
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can be applied to enhance the performance of Algorithm 7.
Let us analyze the running time of Algorithm 7. The condition of the

inner loop is satisfied until all the m overflow bits of (D | O) are set, which
requires from k to m iterations. This is because the lines 10–12 ensure that
the number of overflow bits set in (D |O) increases by at least 1 during each
execution of the inner loop. On the other hand, at least k + 1 iterations are
needed to cause k+1 mismatches in each field to set the overflow bits. In the
outer loop, the pos pointer advances by 1 to m − k positions per iteration,
giving n −m to (n −m)/(m − k) iterations in total. As a result, the best-
case and worst-case time complexities of Algorithm 7 are, respectively, O(nk)
and O(nm), ignoring the O(dm log(k)/we) time required by large m and k
parameters to simulate (m · L)-bit vectors with arrays.



Chapter 4

Parallel mismatch counting

Most CPUs support fetching w bits from memory into a computer word
using a single instruction. Also, dlog σe ≤ w/2 holds in most situations,
thus allowing a simultaneous read of multiple characters. Furthermore, the
read characters can be processed in parallel with bit-parallelism techniques.
This approach was first studied in string matching probably by Fredriks-
son [25] in 2002. Experimental research has shown that parallel processing
of α = bw/ log σc symbols yields the expected speed-up of a factor α in many
applications [25, 26, 32, 64]. The literature refers to this technique as string
matching with super-alphabets and, in some cases, packed string matching.
In addition, Single Instruction Multiple Data (SIMD) refers to a similar type
of parallelization using a specialized hardware instruction set such as the
Streaming SIMD Extensions of the x86 architecture.

Some CPUs also support unaligned memory accesses, which simplifies
algorithm design under this model. For example, the dominant x86 CISC
processors and ARM RISC processors (since ARMv6 [4, Section 4.2.2]) sup-
port unaligned memory reads. However, unaligned memory accesses may
carry a speed penalty compared to aligned accesses, but this penalty can be
very small to non-existent on modern x86 CPUs.

This chapter discusses the parallel computation of Hamming distances
using SIMD and bit-parallelism techniques. Specifically, we aim to speed up
the näıve k-mismatches algorithm (Section 2.3) with word-size comparisons,
i.e., comparing bw/ log σc characters at a time. The presented methods can
be also applied to more advanced algorithms, such as the approximate Boyer–
Moore algorithm (Section 3.2.1), but the näıve algorithm is considered here
because it serves as a reliable benchmark. We mainly focus on the modern
x86 instruction set and its extensions, which is reasonable because of the

37
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dominance of the x86 architecture. As a motivation, the linear-time1 Shift-
Add algorithm (Section 3.2.2) is among the fastest practical k-mismatches
algorithms, and a word-comparison enhanced näıve algorithm also reaches a
linear average time for k/α = O(1) and thus may be competitive in practice.

4.1 XOR-PopCount

This section presents a simple parallel method for counting mismatches be-
tween two strings stored in computer words. The method is based on the
bitwise exclusive-or operation and a population count operation, also known
as Hamming weight or sideways sum, which counts non-zero bits in a word.
This method has been previously mentioned, for example, in [34]. Practi-
cal implementations of the method require a fast population count routine,
but fortunately many popular processor architectures include a O(1)-time
population count instruction. Intel introduced a POPCNT machine instruction
along with the SSE4.2 instruction set extension in 2008. Platforms without
hardware support can use one of the numerous software population count
solutions, e.g., an O(log logw)-time folklore algorithm described in [73].

Let us consider calculating the Hamming distance between two equal-
length strings, A and B, derived from the binary alphabet Σ = {0, 1}. More-
over, assume that the strings have a length of at most w bits so that they
can be efficiently processed in computer words. As a result, we can compute
dH(A,B) with XOR and population count: Non-zero bits in the XOR result
A ∧ B correspond to mismatches, and thus the population count gives the
total number of mismatches, i.e., the Hamming distance of the bit-strings.
Formally:

For A,B ∈ {0, 1}∗ :

dH(A,B) = PopCount(A ∧ B).
(4.1)

Next, let us generalize this approach for the byte alphabet in which each
character is encoded with 8 bits, i.e., one byte. This is a popular encoding
for ASCII and other alphabets with size up to 28. The XOR between two
computer words, both containing α = bw/8c characters, yields a result having
a zero byte for each matching pair of characters, whereas mismatches produce
non-zero bytes with 1 to 8 bits set to one. Therefore, we cannot apply
population count directly after the XOR. Instead, we first recognize non-
zero bytes with a constant-time primitive find non-zero fields (fnf) described
in [34].

1For dm log(k)/we = O(1).
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In this thesis, we define fnf [34] for the byte alphabet of size σ = 28

and call it find non-zero bytes (fnb). The fnb primitive takes a computer
word A and produces a word A′ such that, for all i = 1, . . . , α, the ith byte
of A′ is 107

2 = 0x80 = 128 (MSB set to one) if the corresponding byte in
A is non-zero, and 08

2 otherwise. The fnb primitive can be implemented as
follows:

1. V ← (107
2)α

2. W ← A&∼V
3. X ← V −W
4. A′ ← (∼X | A) & V

The first step creates a w-bit mask V having the highest bit (MSB) of each
byte set to one, and the rest bits are zeros. The second and third steps
generate a word X with the ith byte equal to 107

2 if all the lower 7 bits of the
ith byte of A are zero, and less than 107

2 otherwise. The correctness of the last
step follows because a byte is non-zero if the highest bit is non-zero (A& V )
or any of the lower bits is non-zero (∼X & V ).

The Hamming distance between two strings drawn from the byte alphabet
and stored in computer words can be calculated with the following formula:

For A,B ∈ Σ∗ and σ = 256,

dH(A,B) = PopCount(fnb(A ∧ B)).
(4.2)

A high-performance implementation of XOR-PopCount is non-trivial be-
cause intricate details of the implementation are crucial for optimal perfor-
mance. Therefore, Appendix A provides an example C implementation of the
näıve k-mismatches algorithm (Section 2.3) that utilizes the XOR-PopCount
approach. The resulting algorithm works in O(ndm log(σ)/we) worst-case
time assuming a constant-time population count operation.

4.2 Streaming SIMD Extensions

Single Instruction Multiple Data (SIMD) instructions allow processor to ex-
ploit data-level parallelism by performing operations on multiple data ele-
ments simultaneously. This is useful, for example, in digital image processing
to perform some computation for each pixel of an image in parallel. A SIMD
instruction set, Streaming SIMD Extensions (SSE), was introduced for the
dominant x86 architecture by Intel in 1999. Since then, Intel has released
several extensions increasing the number of SIMD instruction. This section
reviews SSE instructions useful in string matching algorithms. The focus
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is on counting mismatches of multiple characters simultaneously to enhance
the näıve k-mismatches algorithm (Section 2.3).

X1 X2
. . . Xn

Y1 Y2
. . . Yn

Z1 Z2
. . . Zn

OP OP OP

Figure 4.1: SIMD operation.

SSE instructions operate on values stored in SIMD registers or memory
locations. Typically, the operands consist of several elements that are treated
as floating point numbers or integers, and the computation is performed on
“vertically” adjacent elements in parallel (see Figure 4.1). The first revision
of SSE introduced eight 128-bit wide SIMD registers labeled XMM0–7. Sub-
sequently, the x86-64 instruction set (64-bit extension of x86) added eight
new registers XMM8–15. Recent instruction set extensions have increased
the width and number of SIMD registers (Section 4.3).

4.2.1 SSE2

Intel introduced an SSE2 instruction set extension for Pentium 4 proces-
sors in 2001. SSE2 includes a set of comparison instructions which compare
vertically adjacent elements in two 128-bit XMM registers. For example, in-
structions PCMPEQB, PCMPEQW and PCMPEQD check equality of 8-bit, 16-bit and
32-bit integers, respectively. These instructions return a 128-bit value in a
XMM register with ith element set to -1 (all bits equal to 1) if the equality
holds between the elements at position i, and 0 otherwise. In addition, SSE2
includes PCMPLTx and PCMPGTx instructions for less-than and greater-than
comparisons.

SSE2 instructions do not support checking individual elements stored in
a XMM register, which complicates branching based on the parallel compar-
isons. However, the move mask instruction PMOVMSKB creates a 16-bit mask
from the most significant bit of each byte in the operand XMM register. The
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bit-mask is returned in a general purpose register that can then be checked
to determine the comparison result. For example, we can apply PCMPEQB,
PMOVMSKB and population count to find in constant time the Hamming dis-
tance between two strings consisting of 16 characters of 8 bits. Compared
to the XOR-PopCount method (Section 4.1), this approach does not use the
expensive fnb operation. However, strings with a length not a multiple of
128 bits require special handling.

In this thesis, we do not discuss the usage of SSE2 instructions in detail.
Instead, the next section covers the usage of a newer SSE4.2 instruction set
extension that is more suitable for string matching operations (for instance,
the move mask step is not required).

4.2.2 SSE4.2

Intel made SSE4.2 first available on Core i7 processors in 2008. The instruc-
tion set extension adds new instructions called STring and Text New Instruc-
tions (STTNI) for string and text processing, which have been successfully
applied to improve efficiency of several string matching algorithms [20, 48].
In this section, we describe STTNI and its usage in the C programming lan-
guage. However, refer to the Intel® SSE4 programming reference [46] for
low-level details, such as opcodes and values of constants, omitted in this
thesis.

Instruction Description
PCMPESTRI Packed compare explicit length strings, return index.
PCMPESTRM Packed compare explicit length strings, return mask.
PCMPISTRI Packed compare implicit length strings, return index.
PCMPISTRM Packed compare implicit length strings, return mask.

Figure 4.2: STTNI instructions introduced in the SSE4.2 instruction set.

The STTNI instructions are shown in Figure 4.2. The instructions take
three operands in this order: a string in a 128-bit XMM register, a second
string in a 128-bit XMM register or memory location, and a 8-bit mode mask.
The mode mask is a constant consisting of several fields that affect the oper-
ation of instruction, e.g., whether characters are interpreted as 8-bit or 16-bit
values. Most importantly, the mode mask specifies an aggregation operation
that determines how the characters of the operand strings are compared to
each other. Figure 4.3 lists the available aggregation operations.

The string operands are either NULL-terminated implicit-length strings
(PCMPISTRI, PCMPISTRM) or explicit-length strings (PCMPESTRI, PCMPESTRM).
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Mode Description
Equal
any

The first operand is a character set and the second operand
is a string. The ith bit of the result bit-mask is set to 1 iff
the ith character of the string is included in the set.

Ranges Same as equal any, but the character set consists of ranges,
e.g., “dfAZ” denotes d, e, f and uppercase characters.

Equal
each

Compare aligned characters of the operand strings and set the
result bit-mask accordingly (non-zero bits represent matches).

Equal
ordered

The first operand is a pattern that is searched in a text stored
in the second operand. The returned bit-mask indicates the
starting positions of occurrences in the text.

Figure 4.3: STTNI aggregation operations.

The instructions return either a bit-mask (PCMPESTRM, PCMPISTRM) or the
index of the first 1 bit in this mask (PCMPESTRI, PCMPISTRI). In approxi-
mate string matching with mismatches, it can be useful to invert the result
bit-mask in order to return mismatches instead of matches. This can be
implemented by setting a negative polarity flag in the mode operand.

Modern C and C++ compilers can generate SSE4.2 instructions with
intrinsic functions declared in the <nmmintrin.h> header. For example, in-
strinsic function mm cmpestrm emits the PCMPESTRM instruction. Alterna-
tively, SSE4.2 instructions can be emitted directly via inline assembly, but
this is not recommended because compilers are better at optimizing code that
calls intrinsic functions. In addition, compilers are able to simulate intrinsic
functions in software for target platforms without hardware support, thus
offering portability.

Algorithm 8 shows a C function that uses PCMPESTRM instruction to count
the number of mismatching bytes in two 128-bit strings. The function can
be applied, for example, in the näıve k-mismatches algorithm (Section 2.3)
to process 16 characters at a time. In the mm cmpestrm call, the arguments
specify the operand strings of length 16 bytes and the mode mask. The return
value is a bit-mask of length 128, which is truncated to the least-significant 32
bits by the mm cvtsi128 si32 intrinsic function. This conversion is needed
because a 128-bit XMM register returned by PCMPESTRM cannot be directly
passed to the population count function.

Note that if the pattern length is not a multiple of 16 bytes, then the
last m mod 16 characters require special handling. In this case, the last
characters can be compared with mm cmpestrm by giving m mod 16 as the
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Algorithm 8 Mismatch counting with SSE4.2 in C

1 /**

2 * Return the number of mismatches between two strings

3 * consisting of 16 8-bit characters.

4 */

5 int count_mismatches(__m128i a, __m128i b)

6 {

7 __m128i mask = _mm_cmpestrm(a, 16, b, 16,

_SIDD_UBYTE_OPS | _SIDD_CMP_EQUAL_EACH |

_SIDD_BIT_MASK | _SIDD_NEGATIVE_POLARITY);

8 return __builtin_popcount(_mm_cvtsi128_si32(mask));

9 }

length of the operands. In addition, the SIDD NEGATIVE POLARITY option
must be changed to SIDD MASKED NEGATIVE POLARITY so that only the lower
m mod 16 bits of the returned bit-mask are inverted.

4.3 Advanced Vector Extensions

In 2008, Intel proposed Advanced Vector Extensions (AVX) to the x86 in-
struction set architecture. AVX was first supported by Intel’s Sandy Bridge
processors in 2011, which introduced AVX instructions and extended 256-
bit SIMD registers YMM-0–15. In 2013, Intel released Haswell processors
that expanded the AVX instruction set with AVX2 (also known as Haswell
New Instructions). Furthermore, Intel has proposed AVX-512 instruction
set that doubles the width and number of the SIMD registers to 32 512-bit
registers labeled ZMM0–31. AVX-512 is scheduled to be supported in 2016
with Knights Landing Xeon Phi processor.

AVX2 introduced new gather and scatter instructions. Gather instruc-
tions enable loading of vector elements from non-contiguous memory lo-
cations, while scatter instructions write vector elements to non-contiguous
memory locations. The gather support is interesting in the context of string
matching as it allows processing the multiple text locations at once. This
can be very useful in, e.g., bit-parallel algorithms. However, developing such
algorithms is out of the scope of the thesis.



Chapter 5

Backward Shift-Add algorithms

Shift-Add [6], described in Section 3.2.2, is among the top algorithms for
practical string matching with the Hamming distance, especially for large k
and m · dlog2(k + 1) + 1e ≤ w. Since its introduction in 1992, several vari-
ations have been proposed to improve the original algorithm in theory and
practice [18, 19, 25, 27, 37]. In particular, Ďurian et al. [18] has recently
presented promising variants of Shift-Add that are reviewed and further de-
veloped in this chapter.

The chapter consists of five sections. The first section defines specialized
notation and symbols used in the algorithms of this chapter. Section 5.2
describes the recent Shift-Add algorithms by [18] to establish a basis for
developing new algorithms in Section 5.3. Section 5.4 analyzes the average
case of the discussed algorithms. Finally, Section 5.5 summarizes the key
properties of the algorithms presented in this chapter.

5.1 Symbol definitions

This chapter includes pseudo-code listings of the discussed algorithms How-
ever, the preprocessing phases of the algorithms share many steps in com-
mon, e.g., the initialization of bit-masks and the incidence matrix. To avoid
repetition, frequently used symbols are defined in Table 5.1.

A linear-time construction of incidence matrix B is illustrated in the
pseudo-code of Shift-Add, on lines 3–5 of Algorithm 5 (Section 3.2.2). The
reverse incidence matrix

←
B is constructed respectively from the reverse pat-

tern
←
P . At the implementation level, bit-vectors are encoded as (m · L)-bit

integers representing m fields of length L bits each, which are processed in
parallel using w-bit computer words. The fields are encoded in little-endian
format, i.e., the least significant L bits contain the first field.

44
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Symbol Name Value Description
L Field length dlog2(k + 1)e+ 1 Bit-vector field length.

V mask Vector mask 1m·L2 Masks a bit-vector in a
word (clears unused bits).

Lmask Low mask (0L−112)m Masks LSB of each field.

Hmask High mask (10L−1
2 )m Masks MSB of each field,

i.e., the overflow bits.

Hbit High bit 10L−1
2 Hmask for a single field.

D State vector D[m]D[m− 1] · · ·D[1] Bit-vector representing m
states of the search. Also,
Di denotes the value of D
at position i of the text.

B Incidence B[c][i] = 0L2 iff P [i] = c Matrix of σ bit-vectors for
matrix B[c][i] = 0L−112 otherwise occurrences of c ∈ Σ in P .←

B Reverse B
←
B [c][i] = B[c][m− i+ 1] Incidence matrix of

←
P .

Table 5.1: Symbol definitions for this chapter.

5.2 Earlier algorithms

Ďurian et al. [18] has presented two improved variants of Shift-Add (Sec-
tion 3.2.2) for the k-mismatches problem. First, Tuned Shift-Add (TuSA),
a simplification of the Shift-Add algorithm with faster search times in prac-
tice. Second, Two-way Shift-Add (TwSA), a sublinear average time algorithm
based on two-way scanning [14, 62] and the Wide-Window algorithm [40]. In
this section, we review these two algorithms and consider additional improve-
ments, which are implemented in the new algorithms developed in this thesis.

5.2.1 Tuned Shift-Add

Ďurian et al. [18] present Tuned Shift-Add (TuSA), a minimalist version of
Shift-Add, which introduced elegant state vector updates. Although the
asymptotic performance is unaffected, the simplicity of TuSA allows a direct
and efficient implementation of the Shift-Add approach, which is demon-
strated by the considerably improved search times observed in experiments [18,
p. 82]. The algorithmic simplicity also provides a solid foundation for devel-
oping new algorithms and, indeed, most of the novel algorithms contributed
in this thesis are further developments of TuSA. In this section of the thesis,
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we describe the TuSA algorithm and propose improvements to simplify the
algorithm even further.

The idea of TuSA is to merge the overflow vector Oi with the state vector
Di by encoding Oi as the overflow bits of Di such that Oi = Di & Hmask.
To accomplish this, TuSA initializes the state vector fields so that exactly
the (k + 1)th increment of a field flips the overflow bit from 0 to 1. Thus,
occurrences are detected simply by checking the overflow bit of D[m]. In
state vector updates, the overflow bits are applied as a mask to prevent
incrementing fields with already k + 1 mismatches. The resulting update
formula is shown in Equation 5.1, where IV is an initialization vector that
initializes the field introduced by the left shift to the value Hbit− (k + 1).

Di ← ((Di−1� L) | IV ) + (B[T [i] &∼(Di−1� 1)) (5.1)

In comparison, the unmodified Shift-Add algorithm requires 3 assignment
statements and an extra overflow vector to update the state vector. Further-
more, TuSA does not have to apply V mask to clear garbage bits that are
shifted past the mth field. This is because TuSA recognizes occurrences by
checking the MSB of Di[m] with a bitwise AND, which works regardless of
the values of the garbage bits.

Algorithm 9 Tuned Shift-Add

Input: T = T [1..n], P = P [1..m], k
Require: m · L ≤ w, L ≥ dlog2(k + 1)e+ 1, IV = Hbit− (k + 1), B

1: D ← ∼0
2: for i← 1 to n do
3: D ← ((D� L) | IV ) + (B[T [i]] &∼(D� 1))
4: if (D[m] &Hbit) = 0 then . (D & (1� (m · L− 1)) = 0
5: Report an occurrence dH(P, T [i−m+ 1, i]) ≤ k

The pseudo-code of TuSA is given as Algorithm 9. Note that the AND
on line 4 can be computed using a precomputed bit-mask.

The time complexity of TuSA is linear O(n) because each iteration of the
search loop performs a constant number of O(1)-time bit-vector operations.
However, for unrestricted parameters m · L > w, arithmetic operations on
simulated bit-vectors take non-constant time, giving a total running time of
O(ndm log(k)/we) for arbitrary m and k. These match the time complexities
of the original Shift-Add algorithm.

Finally, let us consider the following modifications to simplify and improve
TuSA.
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Removal of IV
Initializing the state vector fields with IV is unnecessary. The fields
are initialized to zero by the left shift of the update formula, and we
can safely allow the 2L−1 additions before the overflow bit becomes
non-zero. This gives a more compact update formula:

Di ← (Di−1� L) + (B[T [i] &∼(Di−1� 1)) (5.2)

As a drawback, occurrences cannot be recognized solely by checking the
MSB of Di[m]. Instead, similarly to Shift-Add, we report an occurrence
if the value of the mth field is less than k + 1. However, implementing
the less-than comparison requires masking Di with V mask to clear
any non-zero bits after the mth field, although this can be avoided by
shifting all bit-vectors to the left by w−m ·L bits in the preprocessing
phase. Note that the masking can be avoided also in Shift-Add with
the same method.

Overflow bit inversion
The bitwise NOT of the update formula can be removed by inverting
the overflow bits so that 0 prevents a field update and 1 allows it.
However, this requires several changes to the algorithm. First, the
state vector needs to be initialized to zero when entering the search
loop. Second, besides deleting the NOT operation, the update formula
must be modified to perform a subtraction in the place of addition.
Third, fields should be initialized with IV = Hbit+ k so that overflow
bits become zero after k+1 decrements. Finally, a non-zero overflow bit
indicates k or less mismatches; hence, report an occurrence whenever
D[m] &Hbit is non-zero instead of zero.

The new algorithms proposed in this chapter are based on TuSA with
inverted overflow bits. However, the removal of IV is applicable only to
TuSA since the other algorithms do not initialize state vector fields during
updates. Moreover, the optimizations cannot be combined because inverted
overflow bits require a non-zero IV .

5.2.2 Two-way Shift-Add

In addition to TuSA, Ďurian et al. [18] also present another Shift-Add vari-
ant, Two-way Shift-Add (TwSA), which obtains a sublinear average time
complexity for dm log(k)/we = O(1). TwSA is a two-way algorithm that
exploits instruction-level parallelism (ILP) by reading characters simultane-
ously from both ends of the window, which allows superscalar CPUs to more
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effectively overlap the execution of multiple instructions. TwSA is strongly
related to TuSA as well as the Wide-Window algorithm [40] and especially its
Bit-(Parallel)2 variation [14]. This section describes and analyzes the TwSA
algorithm. In addition, Section 5.4 provides an average-case analysis show-
ing that TwSA achieves average-optimal complexity of O(n(k + logσm)/m).
Note that [18] did not present an average-case analysis for TwSA.

Like the Wide-Window algorithm, TwSA divides the text into dn/me
overlapping windows of size 2m−1. The substring T [i− (m−1)..i+(m−1)]
corresponds to a window with the center at the text position i: For each
window i = m, 2m, . . . , dn/mem, TwSA initializes fields of D with the value
10L−1

2 −(k+1), as in TuSA, and then updates D with the mismatches caused
by T [i]. Then, TwSA enters the scanning stage which adds the mismatch
vectors (B[T [i− j]]� j ·L) and (B[T [i+ j]]� j ·L) to the state vector D, for
j = 1, 2, . . . ,m−1, until all states have over k mismatches (∼D&Hmask = 0)
or the whole window T [i− (m−1)..i+ (m−1)] has been processed, in which
case non-zero bits in ∼D & Hmask correspond to occurrences of P with at
most k mismatches.

Algorithm 10 Two-way Shift-Add

Input: T = T [1..n], P = P [1..m], k
Require: m ·L ≤ w, 2 ≤ L ≥ dlog2(k+ 1)e+ 1, IV = (10L−1

2 − (k+ 1))m, B
1: Pad T to length multiple of m with (n mod m) special characters
2: for i← m step m while i ≤ n−m+ 1 do
3: j ← 1
4: D ← IV +B[T [i]]
5: while j < m and ∼D &Hmask do
6: D ← D +

(
(∼D� (L− 1)) & (B[T [i− j]]� j · L)

)
7: +

(
(∼D� (L− 1)) & (B[T [i+ j]]� j · L)

)
8: j ← j + 1

9: if ∼D &Hmask then
10: Report an occurrence for each non-zero bit in ∼D &Hmask

The pseudo-code of TwSA is illustrated in Algorithm 10. The update
formula is shown on lines 6–7. Notice that the update formula keeps D at a
fixed position and instead shifts the incidence vectors relative to D.

Let us analyze the best and worst case of TwSA. In the best case, the
inner loop of Algorithm 10 always executes O(k) iterations until all overflow
bits become set to 1 in the state vector D. In the worst case, the inner loop
executes full O(m) rounds each time it is entered. Thus, the best-case and
worst-case total running times of TwSA are O(dn/me · k) = O(nk/m) and
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O(dn/me ·m) = O(n), respectively. For m · L > w, multiply the running
times by O(dm log(k)/we), i.e., the time required to simulate one arithmetic
operation on an (m · L)-bit vector using arrays of w-bit words. Moreover,
depending on the implementation, reporting matches on line 10 of Algo-
rithm 10 may take linear time. However, this does not affect the worst-case
time complexity of the algorithm.

5.3 Novel algorithms

This section contributes new algorithms for approximate string matching
with k mismatches. The algorithms are further developments of Tuned
Shift-Add (Section 5.2.1) incorporating a Boyer–Moore-style backward scan-
ning to achieve a sublinear running time on average. First, Section 5.3.1
introduces the core algorithm, Backward Shift-Add (BSA), which obtains a
sublinear average-case time complexity at a cost of an extraO(m)-time factor
in the worst case. Therefore, Section 5.3.2 derives a linear-time algorithm,
Linear BSA (LBSA), which avoids the extra worst-case factor with additional
logic in the searching phase. Lastly, Section 5.3.3 considers Succinct Back-
ward Shift-Add (SBSA) that operates without explicit overflow bits, thereby
reducing the length of bit-vectors and supporting longer patterns as a result.

5.3.1 Backward Shift-Add

Backward Shift-Add (BSA) is a novel algorithm for string matching with k
mismatches. The algorithm is essentially a backward scanning adaptation
of TuSA (Section 5.2.1) with a simplified update formula. As a result, BSA
achieves a sublinear running time on average, but the worst case becomes
quadratic O(nm). Note that the time complexities include hidden factors
of O(dm log(k)/we), which become non-negligible for long patterns and high
error levels. In this section, we define the BSA algorithm and discuss its
relationship to previous algorithms such as ABNDM [58] (Section 3.2.3).

A backward scan of BSA considers an alignment of P with an m-length
text substring contained in the sliding window T [l..r], where r − l + 1 = m
initially. The backward scanning loop is entered with the state vector D
initialized to represent the mismatches caused by T [r] in the m alignments
beginning at positions l, . . . , r of the text. The backward scan, repeatedly,
moves the pointer r to the left by one character and updates D with the
current T [r] at each step. This continues until r reaches l or all the remaining
alignments l, . . . , r have at least k+1 mismatches (i.e., if D&Hmask is zero).
In the former case, we have found an approximate occurrence of P at the
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text position l if the mth field of D has at most k mismatches. In the latter
case, scanning further to the left is unnecessary because there cannot be
occurrences of the pattern. Finally, the pattern is aligned with the next
window T [r + 1..r + m] to start a new backward scan, unless r + m is past
the right end of the text, in which case the whole text has been processed
and the algorithm stops.

State vector updates of BSA process text characters from right to left,
that is, in a reverse order with respect to the original Shift-Add algorithm.
Therefore, in BSA, the update formula of TuSA (Equation 5.1) has been
modified to use reverse incidence matrix

←
B , i.e., the incidence matrix of the

reverse pattern
←
P . Alternatively, the update formula can be modified to use

right shifts of L bits. Finally, the update formula of BSA has been simplified
by inverting overflow bits of the state vector D as suggested in Section 5.2.1.

Algorithm 11 Backward Shift-Add

Input: T = T [1..n], P = P [1..m], k
Require: m · L ≤ w, L ≥ dlog2(k + 1)e+ 1, IV = (10L−1

2 + k)m,
←
B

1: r ← m
2: while r ≤ n do
3: l← r −m+ 1
4: D ← IV −←B [T [r]]
5: while r > l and D &Hmask do
6: r ← r − 1
7: D ← (D� L)− (

←
B [T [r]] & (D� 1))

8: if D &Hmask then
9: Report an occurrence dH(P, T [l..l +m− 1]) ≤ k

10: r ← r +m

The pseudo-code of BSA is presented as Algorithm 11. The update for-
mula is shown on the 7th line.

Let us analyze the inner loop of the algorithm. The first condition,
r > l, ensures that the loop runs for at most m− 1 rounds because initially
r − l = m− 1 and each iteration decreases r by one. The second condition,
D & Hmask, is satisfied while the state vector contains at least one field
with a non-zero overflow bit, i.e., there is a field with less than k + 1 mis-
matches. The loop begins with the state vector initialized to the mismatch
counts caused by T [r] in the m considered alignments. Each iteration of the
loop performs a state vector update that adds at most 1 mismatch to each
field; hence, at least k iterations are required to invalidate the second loop
condition. Moreover, each update shifts the state vector to the left by one
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field, excluding the leftmost field from further consideration. Therefore, the
second condition holds for between k to m− 1 iterations.

In the worst case (e.g., T = An and P = Am), the inner loop runs for m−1
rounds every time it is entered. This advances the l and r pointers by one
position between consecutive iterations of the outer loop. Thus, the outer
loop executes at most n −m + 1 times before reaching the end of the text.
The worst-case time complexity of BSA is hence O((n−m+ 1) · (m− 1)) =
O(nm). In the best case (e.g., T = An and P = Bm), the inner loop iter-
ates k times and r jumps m − k characters forward during each iteration
of the outer loop. The best case of BSA therefore requires O

(
n−m+1
m−k · k

)
=

O(nk/(m− k)) time. For unrestricted k and m, the running times increase
by a multiplicative factor of O(dm log(k)/we). The average-case analysis is
provided in Section 5.4.

The described BSA algorithm is very similar to the k-mismatches ver-
sion of ABNDM [58]. The key difference is that ABNDM recognizes prefixes
of the pattern and uses this information to compute, in some cases longer,
window shifts. This corresponds to the difference between the exact match-
ing algorithms BDNM [58] and SBNDM [62]. Basically, ABNDM can be
viewed as an approximate version of BNDM, and BSA is the corresponding
approximate version of SBNDM.

5.3.2 Linear Backward Shift-Add

The BSA algorithm of the previous section achieves a sublinear average run-
ning time and a fast search speed in practice with a simple and direct im-
plementation of a backward scan. However, the simplicity costs a factor of
O(m) in the worst-case time complexity. Hence, this section presents Linear
Backward Shift-Add (LBSA) which achieves sublinearity without paying ex-
tra time in the worst case. As a drawback, LBSA requires additional logic in
the searching phase, which slows down the algorithm in practice. LBSA is
related to an exact string matching algorithm, Shift-Vector Matching (SVM),
which utilizes a similar shifting strategy [62].

Let us first consider the worst case of BSA (e.g., T = An and P = Am).
The inner loop of BSA counts the mismatches contributed by the text sub-
string T [l..r] = T [l..l + m − 1] in m alignments of P starting at positions
l, . . . , r. However, the state updates of BSA discard intermediate results by
shifting out the m− 1 leftmost fields of D. Consequently, the next iteration
of the outer loop counts the mismatches of T [l+ 1..r] again, repeating O(m)
work. This redundant work is performed at every iteration in the worst case,
which degrades the total time complexity by a linear factor.

LBSA is a modification of BSA that remembers the intermediate results



CHAPTER 5. BACKWARD SHIFT-ADD ALGORITHMS 52

of the inner loop for subsequent iterations. This is implemented by keeping
the positions of the state fields fixed during the inner loop, while shifting
the incidence bit-vectors in relation to the state vector like in TwSA (Sec-
tion 5.2.2). In LBSA, l prevents processing the characters to the left of l
twice. After the loop finishes processing T [l..r], the overflow bit of the last
field of D serves as an indicator for an occurrence at position r−m+ 1. The
new l pointer value becomes r+1, and r skips to the end of the first alignment
with less than k+1 recognized mismatches (note that 0 ≤ r− l ≤ m−1). Fi-
nally, the state vector is updated by initializing r− l+ 1 fields corresponding
to the introduced alignments l, . . . , r.

The most challenging part of LBSA to implement efficiently is updating
the r pointer after the inner loop. The goal is to move r to the nearest
position such that the resulting leftmost alignment, T [r − m + 1..r], has
recognized at most k mismatches. In other words, we want to shift out
overflowed fields of the state vector so that the mth field of D has k or
less mismatches after the update. To implement this, we can determine
shift amount for r using count trailing zeros (CTZ) operation that returns
the number of consecutive zero bits counting from the least significant bit
(LSB) of a computer word. The idea is to encode the fields of the leftmost
alignments in the least significant bits of D so that bCTZ(D & Hmask)/Lc
yields the distance to the first field with less than k+1 mismatches. With this
approach, the r pointer can be updated in constant time using a hardware
instruction for CTZ (available on most processor architectures) or a O(1)-
time word-RAM software implementation of CTZ [50, 74].

Algorithm 12 is the pseudo-code of the LBSA algorithm. Line 6 of the
pseudo-code shows the update formula of LBSA. At line 12, the OR operation
for the CTZ argument ensures a correct behavior in the case that D&Hmask
is zero. The formula on line 13 shifts D to the right by r − l + 1 fields and
initializes the introduced leftmost fields.

The worst-case analysis is based on the observation that the characters
read in the innermost loop are accessed at most once during the entire algo-
rithm. This follows because the loop never reads characters preceding l, and
when the loop finishes, r + 1 is assigned to l preventing subsequent reads of
the previously processed characters. Since each iteration of the outer loop
advances r by at least one position, the total number of character reads
performed during the (up to) n −m + 1 iterations is at most n, yielding a
worst-case time complexity of O(n), that is, O(ndm log(k)/we) for arbitrary
m and k. The best-case analysis is identical to BSA, and the average case is
discussed in Section 5.4.
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Algorithm 12 Linear Backward Shift-Add

Input: T = T [1..n], P = P [1..m], k
Require: m · L ≤ w, L ≥ dlog2(k + 1)e+ 1, IV = (10L−1

2 + k)m,
←
B

1: D ← IV
2: l← 1, r ← m
3: while r ≤ n do
4: i← 0
5: while i ≤ r − l and D & (Hmask� i · L) do
6: D ← D − ((

←
B [T [r − i]� i · L) & (D� (L− 1)))

7: i← i+ 1

8: if D &Hbit then
9: Report an occurrence dH(P, T [r −m+ 1..r]) ≤ k

10: D ← D −Hbit
11: l← r + 1
12: r ← r + CTZ((D &Hmask) | 10m·L−1

2 )/L
13: D ← IV ∧ ((D ∧ IV )� (r − l + 1) · L)

5.3.3 Succinct Backward Shift-Add

In this section, we consider a variation of BSA (Section 5.3.1), Succinct Back-
ward Shift-Add (SBSA), which updates the state vector without overflow
bits. Consequently, the SBSA algorithm reduces the bit-vector field length
to blog2(k + 1)c + 1 = dlog2(k + 2)e bits from the dlog2(k + 1)e+ 1 bits re-
quired by the original Shift-Add algorithm. The main benefit of this is a
support for longer patterns in certain cases, but on the other hand, the prac-
tical performance suffers from the more complex update formula. However,
SBSA has the same asymptotic performance as BSA because the changes
between the two algorithms only affect the constant factors.

The gain in the maximum pattern length is illustrated in Table 5.2 for
different values of k. The maximum pattern lengths of TuSA also hold for
TwSA and LBSA as well as the original Shift-Add algorithm. It has been
assumed that TuSA uses bit-vectors consisting of m fields, whereas BSA and
SBSA use optimized bit-vectors truncated to m− k fields. The optimization
is based on the observation that the top k fields of D are unnecessary as they
cannot reach k + 1 mismatches before being shifted out of the state vector.
Obviously, this optimization cannot be applied to the forward-scanning Shift-
Add algorithms such as TuSA or TwSA.
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k 0 1 2 3 4 5 6 7 8 9 · · · 30 31 32 33
TuSA 64 32 21 21 16 16 16 16 12 12 · · · 10 10 9 9
BSA 64 33 23 24 20 21 22 23 20 21 · · · 40 41 41 42

SBSA 64 33 34 24 25 26 27 23 24 25 · · · 42 41 42 43

Table 5.2: Maximum pattern lengths of the Shift-Add variants (w = 64).

In SBSA, the state vector fields are initialized to k + 1 and updated by:

D ← (D� L)−(
←
B [T [i]] &

((
(D &∼Lmask) +∼Lmask

)
|
(
D� L

)))
.

(5.3)

The update formula registers mismatches of T [i] by shifting the state vector
fields to the left and subtracting an incidence vector

←
B [T [i]] masked so that

non-zero mismatching fields decrease by one. The bitwise AND prevents
underflows of fields that have already reached zero (i.e., recognized at least
k+ 1 mismatches). Conversely, non-zero fields indicate alignments that have
at most k mismatches; hence, SBSA applies V mask instead of Hmask to
detect occurrences.

Let us analyze the state vector updates by decomposing the right-hand
side of the AND in Equation 5.3 into three steps (assume m ·L = w without
loss of generality):

1. X ← D & (1L−102)m

2. Y ← X + (1L−102)m

3. Z ← Y | (D� L)

In a state vector update, D is shifted to the left by a single L-bit field before
subtracting the incidence vector. Thus, the bit-mask Z produced by the
steps above must have the LSB of the (i + 1)th field equal to 0 if the ith
field of D was zero before the update. Otherwise the LSB must be set to 1
to allow updating the field value. Formally, D[i] = 0L2 =⇒ Z[i+ 1] & 12 = 0
and D[i] 6= 0L2 =⇒ Z[i + 1] & 12 = 1, for all i = 1, 2, . . . ,m − 1. Note that
we can ignore all non-LSB bits of Z fields because the other bits are cleared
to zero by the bitwise AND with the incidence vector in the update formula.

The first of the three steps computes a bit-vector X ← D &∼Lmask,
that is, D with LSB of each field set to zero. The second step calculates a
sum Y of the vector X and ∼Lmask, which triggers overflows propagating a
carry from each field i = 1, 2, . . . , n− 1 towards the next field i+ 1, causing
the LSB of the (i+ 1)th field to become 1 if the value of the ith field was at
least 2. The last step yields Z by combining each field i = 2, 3, . . . ,m of Y
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with the preceding field i− 1 of D using a left-shift and bitwise OR. Finally,
the correctness follows from the fact that a field is non-zero iff the value of
the field is greater than 1 (steps 1 and 2) or the LSB is equal to 1 (step 3).

Algorithm 13 Succinct Backward Shift-Add

Input: T = T [1..n], P = P [1..m], k
Require: m · L ≤ w, L ≥ dlog2(k + 2)e, IV = (0L−112 + k)m,

←
B

1: r ← m
2: while r ≤ n do
3: l← r −m+ 1
4: D ← IV −←B [T [r]]
5: while r > l and D & V mask do
6: r ← r − 1
7: D ← (D� L) −
8: (

←
B [T [r]] & (((D &∼Lmask) +∼Lmask) | (D� L)))

9: if D & V mask then
10: Report an occurrence dH(P, T [l..l +m− 1]) ≤ k

11: r ← r +m

Algorithm 13 shows the pseudo-code of SBSA. It is basically a modified
version of the BSA pseudo-code (Algorithm 11) that applies the update for-
mula of SBSA (Equation 5.3) using IV and bit-masks adjusted according to
the new formula. SBSA clearly inherits the time and space complexity of the
BSA algorithm (see Sections 5.3.1 and 5.4).

As a practical optimization, note that the AND operations against V mask,
on lines 5 and 9 of Algorithm 13, are not needed in the case w = m·L because
D is implicitly truncated to w bits after every operation. If m ·L < w, we can
append w −m · L zero bits to the less significant end of bit-vectors in order
to avoid the AND operations. This speeds up the algorithm in practice.1

5.4 Average-case analysis

This section analyzes the average case of the algorithms presented in this
chapter. Two analyses are provided: First, a pessimistic analysis of Backward
Shift-Add (Section 5.3.1) that obtains a sublinear expected running time of
O(nk logσ(m)/m), when k < m/(8 logσm) and m ≥ 3

√
σ/(k + 1). Second, a

tight analysis of Two-way Shift-Add (Section 5.2.2), obtaining the expected

1The improvement is significant according to preliminary experiments on x86: Some
test cases show a speed-up of near 15 %, making the tuned SBSA even faster than BSA!
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running time complexity of O(n(k + logσm)/m) that is average optimal [15].
The former analysis is more rigorous and follows a “standard” approach,
whereas the second analysis is heavily based on an asymptotic result derived
in [35]. Note that both of the analyses are easily adaptable to other algorithm
as well, including all BSA-based algorithms presented in this thesis. The
analyses are conducted under the random string assumption, i.e., assuming
that the characters of T and P , |T | = n ≥ m = |P |, are chosen independently
and uniformly at random from Σ of size σ ≥ 2.

5.4.1 Sublinearity

This section analyzes the average performance of the backward Shift-Add
algorithms presented in this chapter. More specifically, we show that the
average-case time complexity of BSA (Section 5.3.1) is O(nk logσ(m)/m) for
a constant dm logσ(k)/we and k = O(m/ logσm). It can also be shown, with
only minor adjustments to the given analysis, that LBSA and SBSA achieve
the same average running time under the same conditions.

First, let us consider a filtering algorithm that always reads at least as
many characters as BSA so that the average-case running time of the filter
gives an upper bound for BSA.

The filtering strategy is based on the idea that if a window suffix of
length ` matches a pattern factor with k or less mismatches, then the pattern
contains, exactly, at least one of the k+1 non-overlapping b`/(k + 1)c-length
substrings of the read window suffix by the pigeonhole principle. Hence, the
filter divides the `-length suffix of the window into k + 1 non-overlapping
parts which are searched in the pattern such that an exact match triggers
the verification of the window. If there are no matches, then the filter can
safely slide the window forward in the text by m−`+1 positions. Otherwise,
the filtering algorithm spends O(m2) verification work to check m alignments
and slides the window forward by m positions. For k + 1 ≤ ` ≤ m/2, the
window suffixes processed by the filter are guaranteed to be independent
each other, that is, the suffixes of consecutive windows have no overlapping
characters that would complicate the analysis.

Note that this filter always reads at least as many characters as BSA:
A window is discarded if its suffix of length ` does not occur in the pat-
tern within k mismatches, in which case each field of the BSA state vector
exceeds k mismatches after reading at most ` characters, thereby causing a
window shift before surpassing the ` character reads performed by the filter.
Consequently, BSA inspects at most as many windows as the filter because
the window shifts produced by the filter cannot be longer than the shifts of
BSA.
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Let us determine the verification probability of the described filtration
condition. A verification occurs if the pattern is matched by at least one of
the k + 1 non-overlapping substrings of the `-length window suffix. Thus,
the probability of verification is given as the complement event of none
of the substrings matching the pattern. Since a random text substring of
length `/(k + 1) is also a substring of the pattern with a probability equal
to
(
m+ 1− `/(k + 1)

)
σ−`/(k+1), we obtain the following condition for the

verification probability with the upper bound 1/m2:

1−
(

1− m+ 1− `/(k + 1)

σ`/(k+1)

)k+1

≤ 1

m2
. (5.4)

It remains to select ` (k + 1 ≤ ` ≤ m/2) that satisfies this condition
and minimizes the filtering cost O(`) per window. One feasible solution is
` = (k + 1)(3 logσ(m) + logσ(k + 1)). Proof : Substitution of ` in (5.4) yields(

1− m+ 1− 3 logσ(m)− logσ(k + 1)

m3(k + 1)

)k+1

≥ 1− 1

m2
, (5.5)

and Bernoulli’s inequality states

(1 + x)r ≥ 1 + rx for integer r ≥ 0 and real number x > −1. (5.6)

Applying (5.6) for the left-hand side of (5.5) gives

1− (

r︷ ︸︸ ︷
k + 1)

( −x︷ ︸︸ ︷
m+ 1− 3 logσ(m)− logσ(k + 1)

m3(k + 1)

)
≥ 1− 1

m2

⇔ 1− 1

m2
− 1− 3 logσ(m)− logσ(k + 1)

m3
≥ 1− 1

m2
,

(5.7)

which holds for 1 ≤ 3 logσ(m) + logσ(k + 1), that is, for σ ≤ m3(k + 1).
As a result, the verification probability is upper bounded by 1/m2 if we
select ` = (k + 1)(3 logσ(m) + logσ(k + 1)) ≤ m/2 such that the condition
m ≥ 3

√
σ/(k + 1) satisfies. Finally, an upper bound for k can be derived

from ` ≤ m/2 by (k + 1)(3 logσ(m) + logσ(k + 1)) ≤ 4(k + 1) logσm ≤ m/2,
yielding k + 1 ≤ m/(8 logσm).

The resulting filter spends on average ` = O(k logσm) time in each win-
dow and, for a text of length n, the expected number of windows considered
is

n−m+ 1
1
m2 ·m+ (1− 1

m2 ) · (m− `+ 1)
= O

(
n

m− k logσm

)
, (5.8)
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which reduces toO(n/m) for k = O(m/ logσm). Therefore, the total running
time of the filtering algorithm is O(n/m) · O(k logσm) = O(nk logσ(m)/m)
in the average case when we select ` = (k + 1)(3 logσ(m) + logσ(k + 1)) for
m ≥ 3

√
σ/(k + 1) and k < m/(8 logσm). As a corollary, the average running

time of BSA is also O(nk logσ(m)/m) under the same conditions because
BSA never reads more characters than the filtering algorithm. The analysis
is pessimistic.

To summarize, we have shown that the average-case time complexity of
BSA is O(nk logσ(m)/m) for k = O(m/ logσm) and m ≥ 3

√
σ/(k + 1). The

time complexity must be multiplied by O(dm logσ(k)/we) to support long
patterns and large k.

5.4.2 Optimality

In Section 2.3, we determined the expected running time of the näıve algo-
rithm based on the observation that the expectation of the negative binomial
distribution with the parameters (k + 1, 1 − 1/σ) gives the expected num-
ber of read characters before encountering the (k + 1)th mismatch. This
approach is generalized in this section to derive expected running times for
bit-parallel Shift-Add algorithms which essentially perform multiple näıve
searches in parallel. Specifically, we show that the sublinear algorithms of
this chapter achieve an expected running time of O(n(k + logσm)/m), which
is optimal [15].

As an example, let us consider the Two-way Shift-Add algorithm [18]
described in Section 5.2.2. The state vector D of TwSA represents states of
m näıve searches that all must fail (i.e., detect k + 1 or more mismatches)
before the window is slid forward. In other words, we want to determine
the expected value of the maximum of m samples from a negative binomial
distribution with the parameters (k + 1, 1− 1/σ). In [35], this problem is
referred to as “the maximum statistics of random variables distributed by the
negative binomial distribution”. Note that the expectation of the maximum
gives an upper bound for the expected number of character reads performed
before a window shift (for example, in BSA, the actual number of read char-
acters is smaller because each state vector update invalidates at least one
state by shifting out the top field of D).

According to [35, Equation 3.3], the expectation of the maximum of m
random variables distributed by the negative binomial distribution with the
parameters (k + 1, 1− 1/σ) is given by

E(k)
m = logσm+ k logσ logσm+ k logσ(1− 1/σ) + k − logσ k! +O(1). (5.9)
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Simplifying (5.9) with Stirling’s approximation yields

E(k)
m = logσm+ k logσ logσm+ k logσ

(
σ − 1

σ

)
+ k − k logσ k +O(1)

= logσm+ k logσ logσm+ k logσ(σ − 1)− k logσ k +O(1)

< k + logσm+ k logσ logσm− k logσ k +O(1). (5.10)

To analyze the upper bound of E(k)
m , consider the three possible cases:

Case k ≥ logσm:

E(k)
m ≤ 2k + k logσ logσm− k logσ k +O(1)

≤ 2k + k logσ k − k logσ k +O(1)

= 2k +O(1) = O(k).

Case 0 < k < logσm ⇔ k = c logσm for 0 < c < 1:

E(k)
m < 2 logσm+ k logσ logσm− k logσ k +O(1)

= 2 logσm+ k logσ

(
logσm

k

)
+O(1)

= 2 logσm+ c logσ(1/c) logσm+O(1)

= (2− c logσ c) logσm+O(1) = O(logσm).

Case k = 0: E(k)
m < logσm+O(1) = O(logσm).

As a result, we obtain the bound E(k)
m = O(max{k, logσm}) = O(k + logσm).

In each window, TwSA performs O(k + logσm) expected work before
proceeding to the next window. TwSA processes a total of O(n/m) windows,
yielding the total expected running time of O(n(k + logσm)/m) which is
optimal (assuming that coefficients of O(dm log(k)/we) are constants). In
BSA, the expected number of processed windows is dn/(m − k − logσm)e,
which yields the same overall complexity.
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5.5 Summary

The asymptotic results of this chapter are summarized in Table 5.3. The
results assume that BSA and SBSA use space-optimized vectors consisting
of m− k fields, as explained in Section 5.3.3.

Algorithm Worst case Average case Bit-vector length

[6] SA O(n) O(n) m · dlog(k + 1) + 1e
[18] TuSA O(n) O(n) m · dlog(k + 1) + 1e
[18] TwSA O(n) O(n(k + logσm)/m) m · dlog(k + 1) + 1e
5.3.1 BSA O(nm) O(n(k + logσm)/m) (m− k) · dlog(k + 1) + 1e
5.3.2 LBSA O(n) O(n(k + logσm)/m) m · dlog(k + 1) + 1e
5.3.3 SBSA O(nm) O(n(k + logσm)/m) (m− k) · dlog(k + 2)e

Table 5.3: Time complexities of Shift-Add based k-mismatches algorithms.



Chapter 6

Circular matching with Hamming
distance

A circular (or cyclic) string represents all rotations (or conjugates) of a linear
string. For example, the circular pattern, denoted by C(P ), corresponds to
the m rotations of P , i.e., C(P ) = {P (1), . . . , P (m)}, where P (1) = P and
P (i) = P [i..m]P [1..i − 1] for i = 2, . . . ,m. The circular string matching
problem is to find all occurrences of C(P ) in the text T . The corresponding
approximate problem allows error in the occurrences. In this chapter, the
focus is on approximate circular string matching with k allowed mismatches.

P [1]
P [2]

P [3]

P [i− 1]
P [i]

P [i+ 1]

P [m− 1]

P [m]

Figure 6.1: A circular string C(P ) formed by concatenating P [..m] and P [1..].

Matching of circular strings has applications, for example, in compu-
tational geometry and bioinformatics. In computer graphics, a polygon is
represented by its vertices ordered clockwise or counter-clockwise. If the ini-
tial vertex is not provided, a polygon of k vertices has k representations and
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it can be located by reducing the problem to the search of circular strings
[12, 43]. In bioinformatics, circular strings are known to occur in the DNA
of viruses, bacteria, archaea and eukaryotic cells [39]. Furthermore, there
are hundreds of protein pairs having sequences which are rotations of each
other [53]. Most of the rotations retain their original three-dimensional pro-
tein structure and biological function [10], which makes their identification
important.

This chapter of the thesis presents a new average-optimal algorithm for
the circular k-mismatches problem based on the BSA algorithm introduced in
the previous chapter (see Section 5.3.1). The chapter consists of two sections:
Section 6.1 reviews earlier work on circular string matching, and Section 6.2
presents the new algorithm.

6.1 Previous solutions

In the exact circular string matching problem, the Z algorithm [39] finds all
occurrences of C(P ) in O(n+m) time. A suffix tree approach [51] achieves
a time of O(n log σ) by following suffix links. Chen et al. [16] give a practical
algorithm that is sublinear on the average, which is the most essential result
for exact circular matching in the context of the thesis. The new algorithm
presented in this chapter is based on a similar design as the Chen et al.
algorithm. Therefore, let us briefly describe the algorithm of Chen et al.
before reviewing existing algorithms for approximate circular matching.

Circular BNDM (CBDNM) of Chen et al. [16] is based on a bit-parallel
Simplified BNDM (SBNDM) algorithm [62] for linear exact string match-
ing. SBNDM is a simplified version of BNDM (discussed in Section 3.2.3),
which uses bit-parallelism to simulate a nondeterministic finite automaton
that recognizes all pattern factors in addition to its prefixes. In CBNDM,
the automaton simulated by SBNDM is augmented with a transition from
the prefix state back to the suffix so that the resulting automaton accepts
rotations of P . This is illustrated in Figure 6.2. CBNDM simulates the
added transition by replacing the left shift in SBNDM state updates with a
rotating left shift of m bits. Otherwise the algorithms are identical.

q6 q5
A q4

B q3
B q2

A q1
B q0

A

ε εεεεε

start

Σ
A

Figure 6.2: A CBNDM automaton of P = ABBABA.
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For the approximate circular matching problem, several non-sublinear so-
lutions have been proposed [38, 51, 55, 60]. Hirvola and Tarhio [41] present
two filtering algorithms that run in average sublinear time O(nk logσ(m)/m)
for k = O(m/ logσm). In addition, Fredriksson and Navarro [31] give a
sublinear approximate multi-pattern algorithm (FN for short) with an av-
erage running time of O(n(k + logσ rm)/m), for r patterns and error levels
k/m < 1/2 − O(1/

√
σ), which can be applied to the approximate circular

matching problem in average-optimal time O(n(k + logσm)/m). The FN
algorithm is the fastest solution for the approximate circular matching prob-
lem. Barton et al. [9] improve the preprocessing time and space requirements
of FN for circular strings. Note that the approximate circular algorithms
support both the Hamming and Levenshtein distances.

6.2 Circular Backward Shift-Add

Circular Backward Shift-Add (CBSA) is a simple modification of BSA (Sec-
tion 5.3.1) for approximate circular string matching with k mismatches.
CBSA achieves average-optimal running time ofO(n(k + logσm)/m), assum-
ing O(1)-time operations on bit-vectors of length m · dlog2(k + 1) + 1e ≤ w.
CBSA uses the same symbols, constants and preprocessing routine as the
earlier Backward Shift-Add algorithms in this thesis (definitions available in
Section 5.1).

Algorithm 14 Circular Backward Shift-Add

Input: T = T [1..n], P = P [1..m], k
Require: m · L ≤ w, L ≥ dlog2(k + 1)e+ 1, IV = (10L−1

2 + k)m,
←
B

1: r ← m
2: while r ≤ n do
3: l← r −m+ 1
4: D ← IV −←B [T [r]]
5: while r > l and D &Hmask do
6: r ← r − 1
7: D ← (D� L) | (D� (m− 1) · L) . (D

←→� L)
8: D ← (D & V mask)− (

←
B [T [r]] & (D� (L− 1)))

9: if D &Hmask then
10: Report an occurrence in T [l..l +m− 1]

11: r ← r +m

CBSA follows the same approach as CBNDM: We replace bit shifts in the
update formula of BSA with rotations. This connects the first and last states
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to each other so that suffixes can precede prefixes. The situation is equivalent
to CBNDM with the exception that the field width is now L ≥ dlog2(k+1)e+1
instead of L = 1. The modified update formula is the only difference between
CBSA and BSA.

Algorithm 14 shows the pseudo-code of CBSA. Lines 7–8 perform the
state vector update by first rotating the state vector D to the left by one L-bit
field, and then updating states with the mismatches marked in

←
B [T [r]]. The

worst and best cases of CBSA are O(nm) and O(n/m), respectively. The
average-case running time is optimal O(n(k + logσm)/m), proof by direct
application of Section 5.4.2.



Chapter 7

Longest common substrings with
k mismatches

The longest common substrings (or factor) with k mismatches (k-LCF for
short) problem has recently gained attention [24, 36]. In the exact 0-LCF
problem [39], the task is to find the longest substring shared by two strings S1

and S2, |S1| ≥ |S2|. The generalized k-LCF problem allows k mismatching
characters between the substrings. In this chapter, we propose new bit-
parallel algorithms for the k-LCF problem.

Flouri et al. [24] present a practical O(nm)-time algorithm for the k-LCF
problem. Aluru et al. [2] and Pizzi [63] consider a closely related problem
known as the k-mismatch average common string (k-ACS) problem, in which
the goal is to determine

k-ACS(S1, S2) =
1

|S1|

|S1|∑
i=1

max
1≤j≤|S2|

|LCPk(S1[i..], S2[j..])|, (7.1)

where LCPk is the longest common prefix of two suffixes with k allowed
mismatches. ACS was originally proposed by [13, 72] as an alignment-free
method for biosequences comparison, which has applications in bioinformat-
ics. Aluru et al. [2] solve the k-ACS problem in O

(
n logk+1 n

)
time using

suffix trees. Pizzi [63] provide a practical k-ACS algorithm with a worst-case
running time of O(kn2).

The main focus of this chapter is on the new k-LCF algorithms presented
in Section 7.1. The second and last section of the chapter briefly discusses
the k-mismatch average common substring problem and describes how to
solve it using the k-LCF algorithm given in Section 7.1.2.
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7.1 New algorithms

In the algorithms of this section, the intuition is to solve the k-LCF problem
by exploiting the factor automata of SBNDM and BSA algorithms. The
strategy is to use a sliding window that is initially k+ 1 characters long and
grows by one character each time the window matches with k mismatches.
Thus, the invariant is that the length of the window is one longer than the
longest common factor found so far. A high-level description of the approach
is given below for a text T = S1[1..n] and a pattern P = S2[1..m], m ≤ n.

1. Start at the beginning of the text with a window of size k + 1.

2. Scan the current window with a factor automaton of the pattern.

(a) If the end of the window is reached:

i. Report a common factor in the current window.

ii. Increase the window size by one.

(b) If all states become inactive, slide the window forward.

3. Repeat (2) until the text has been processed or the window size is m+1.

Finally, subtracting 1 from the final window size yields `k = |k-LCF|, that
is, the length of the longest common substrings with k mismatches. The
last reported common factor has the maximum length of `k, so it is a k-LCF
between T = S1 and P = S2. Note that this approach can also be applied
to exact algorithms, such as SBNDM [61], in which case it solves the exact
0-LCF problem.

Section 7.1.1 presents a straightforward adaptation of Backward Shift-Add
(Section 5.3.1) for the k-LCF problem. Section 7.1.2 improves the worst-case
bound of the previous algorithm by using Tuned Shift-Add (Section 5.2.1)
as the basis algorithm.

7.1.1 BSA`k

This section adapts Backward Shift-Add (Section 5.3.1) to the k-LCF prob-
lem by applying the approach discussed in the introduction of Section 7.1.
The resulting algorithm is referred to as BSA`k. The preprocessing phases
of BSA and BSA`k are identical (see Section 5.1), but the search algorithm
of BSA`k has been altered to use a variable-length window of initial size
m′ = k+1, which increases by one each time the active window S1[l..l+m′−1]
matches a substring of S2, |S1| ≥ |S2|, with less than k+ 1 mismatches. The
pseudo-code of BSA`k is presented in Algorithm 15.
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Algorithm 15 Backward Shift-Add for the k-LCF problem

Input: T = S1[1..n], P = S2[1..m], k
Require: m ≤ n, m · L ≤ w, L ≥ dlog2(k + 1)e+ 1, IV = (10L−1

2 + k)m,
←
B

1: m′ ← r ← k + 1
2: while r ≤ n do
3: l← r −m′ + 1
4: D ← IV −←B [T [r]]
5: while r > l and D &Hmask do
6: r ← r − 1
7: D ← (D� L)− (

←
B [T [r]] & (D� 1))

8: r ← r +m′

9: if D &Hmask then
10: Report a common factor of length m′

11: m′ ← m′ + 1

12: `k ← m′ − 1

Let us analyze the worst case of Algorithm 15. The outer loop executes
O(n) times, each time running the inner loop for m′ = O(`k) = O(m) itera-
tions, where `k denotes the length of the longest common substrings between
S1 and S2. The total number of vector operations is therefore O(n`k). There-
fore, the overall algorithm runs in O(n`kdm log(k)/we) = O(n3 log(k)/w)
time using bit-vectors of size m·dlog(k+1)+1e and O(σdm log(k)/we) words
of extra space, the . Similar analysis for the best case gives a time complex-
ity of O(nkdm log(k)/we/(`k − k)) = O(nk log(k)/w) since the inner loop
iterates O(k) times before a window shift of O(m′ − k) = O(`k − k) = O(m)
positions. Under the word-RAM model, the worst and best cases are O(n3)
and O(n2), respectively, assuming k = O(n). The average-case analysis of
BSA`k is omitted in this thesis, although it must be noted that the algorithm
exhibits sublinear behavior (i.e., skipping of characters) when m′ > 2(k+ 1).

7.1.2 SA`k

The worst-case time complexity of BSA`k is O(n3) in the word-RAM model.
Unfortunately, LBSA (Section 5.3.2) cannot be easily extended to the k-LCF
problem to improve the bound. As a solution, this section proposes a sim-
ple forward-scanning algorithm, SA`k, which improves the worst-case per-
formance at the expense of the average case. The SA`k algorithm has also
the advantage that it solves the k-mismatch average common string problem,
which is discussed in Section 7.2.
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SA`k is essentially an application of the general approach described in
the introduction of Section 7.1 to the Shift-Add algorithm of Section 3.2.2.
Basically, SA`k starts with a sliding window of size 0 at the left end of the
text, and then maximizes the window size by appending text characters to
the window until all states of the state vector D become inactive. Then, SA`k
shrinks the window by removing characters from the beginning of the window
until at least one field of D becomes active. In this fashion, SA`k processes
the whole text and returns the maximal window size observed during the
execution.

Note that the SA`k algorithm requires the ability to “undo” state vec-
tor updates in order to support the removal of the leftmost character from
the window. This is accomplished by subtracting from D the mismatches
caused by the leftmost character c using appropriately shifted incidence vec-
tor B[c]. In addition, the state vector field length must be extended from
L = dlog2(k + 1) + 1e bits to L = dlog2(m+ 1)e bits..

Algorithm 16 Shift-Add for the k-LCF problem.

Input: T = S1[1..n], P = S2[1..m], k
Require: m ≤ n, m · L ≤ w, L ≥ dlog2(m+ 1)e, IV = 10L−1

2 + k, B
1: m′ ← 0
2: l← r ← 1
3: D ← (10L−1

2 + k)m

4: while r ≤ n do
5: D ←

(
(D� L) | IV

)
−B[T [r]]

6: while l ≤ r and
(
(D &Hmask)� (r − l) · L

)
= 0 do

7: D ← D + (B[T [l]]� (r − l) · L)
8: l← l + 1

9: r ← r + 1
10: if m′ < r − l then
11: m′ ← r − l
12: Report a common factor of length m′

13: `k ← m′

The pseudo-code of SA`k is illustrated in Algorithm 16. In the worst, best
and average cases, the running time is O(ndm log(m)/we) = O(n2 log(n)/w),
that is, O(n2) for w = Θ(log n) assumed in the word-RAM model. This
matches the time complexity of the Flouri et al. method [24].
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7.2 The k-mismatch average common substring

In k-ACS, the objective is to find for each suffix S1[i..], 1 ≤ i ≤ |S1|, the
length of the longest matching substring in S2 with k mismatches, whereas
the k-LCF problem only asks for the maximum of the longest matches. Thus,
k-ACS can be considered as a generalization of k-LCF for matches between all
|S1| suffixes of S1 and the substrings of S2. This section discusses extending
the k-LCF algorithms of the previous section for the k-ACS problem.

The BSA`k algorithm introduced in Section 7.1.1 tries to skip substrings
that cannot contain a longest common substring within Hamming distance k.
This makes BSA`k unsuitable for the k-ACS problem that requires finding all
longest matching substrings, thereby forcing BSA`k to inspect all substrings
and limiting window shifts to a length of 1. However, the SA`k algorithm of
Section 7.1.2 is trivial to modify for the k-ACS case because it already finds,
for all suffixes of S1, the longest match in S2 with k mismatches.

Algorithm 16 illustrating SA`k uses a sliding window T [l..r] = S1[l..r].
The outermost loop of the algorithm increments r until the window sub-
string S1[l..r] no longer matches inside P = S2 within k mismatches. Then,
the algorithm enters the inner loop on lines 6–8, which moves l towards r
until the window S1[l..r] matches again with some substring of S2 with at
most k mismatches. Thus, on the first line of the inner loop, the length
of the longest match of S1[l..] in S2 with k mismatches is r − l. Formally,
max1≤j≤|S2||LCPk(S1[l..], S2[j..])| = r− l holds on the line 7 of Algorithm 16.

In conclusion, SA`k can be easily modified to evaluate the summation of
Equation 7.1 by accumulating the sum of the window sizes seen in the inner-
most loop of Algorithm 16. The result divided by |S1| yields k-ACS(S1, S2),
thus solving the k-ACS problem in time O(n2) under the word-RAM model.
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Experiments

The tests were run on 64-bit Intel Core i7-860 2.8 GHz processor with 16 GB
of DDR3 main memory, and the test computer was running Ubuntu 12.04
LTS operating system. Algorithms were implemented in the C programming
language and compiled with gcc 4.6.4 compiler using the -O2 optimization
flag. C was chosen as the implementation language because it is the de facto
language for implementing efficient string matching algorithms [61, p. 74].
The C implementations are direct conversions from the pseudo-code algo-
rithms given in this thesis. In other words, low-level optimization tricks like
q-grams and loop unrolling were not used.

The test data consist of 1 MB prefixes of DNA (4.5 MB), English (4.0 MB)
and Rand256 (5.0 MB) texts from the SMART corpus [21]. The DNA text is
the genome of the E.coli. The English text is the KJV bible. The Rand256
text contains uniform random data with alphabet of size σ = 256. Test
pattern sets were generated by extracting 1000 random text substrings of
the desired length, and then randomly substituting 0–5 characters in each
pattern to simulate mismatches. A single test run searched, one-by-one, all
1000 patterns of the pattern set in the corresponding text prefix of length
1 MB. The reported execution times are arithmetic means of 3 test runs.

This chapter comprises three sections. Section 8.1 presents the exper-
imental results of algorithms for approximate string matching with k mis-
matches. Section 8.2 considers circular k-mismatches algorithms. Section 8.3
provides the results of k-mismatches longest common substrings algorithms.

8.1 String matching with k mismatches

Section 8.1.1 contains the tests of the classic practical algorithms discussed
in the background chapter of the thesis. Section 8.1.2 shows the results of

70
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SIMD algorithms discussed in Chapter 4. Section 8.1.3 presents the tests of
the bit-parallel algorithms of Chapter 5. Note that the measured execution
times are comparable with each other across Sections 8.1.1–8.1.3.

8.1.1 Classic algorithms

Näıve Näıve k-mismatches algorithm (Section 2.3).

ABM Approximate Boyer–Moore (Section 3.2.2). [70]

SA Shift-Add (Section 3.2.2). [6]

ABNDM Approximate BNDM (Section 3.2.3). [58]

k = 1 k = 2 k = 3
m 8 12 16 20 8 12 16 20 8 12 16 20

Σ

Näıve 8.17 8.14 8.14 8.16 12.38 12.38 12.38 12.40 17.56 17.22 17.25 17.11 D
N

A

ABM 6.17 6.02 6.01 6.00 10.09 10.00 10.00 9.98 13.98 14.10 14.10 14.09
SA 2.48 2.48 2.48 2.48 2.48 2.48 2.48 2.48 2.48 2.48 2.48 2.47

ABNDM 3.96 2.56 1.91 1.53 6.32 3.55 2.54 1.99 9.96 5.14 3.42 2.60
Näıve 3.61 3.69 3.82 3.73 5.17 5.30 5.43 5.41 6.89 7.06 7.24 7.21 E

n
g
lish

ABM 1.71 1.41 1.28 1.22 2.88 2.55 2.46 2.41 4.49 4.07 4.03 4.06
SA 2.48 2.48 2.48 2.48 2.48 2.49 2.48 2.48 2.48 2.48 2.48 2.48

ABNDM 2.18 1.49 1.15 0.94 3.09 1.95 1.49 1.22 4.43 2.54 1.90 1.53
Näıve 2.22 2.21 2.22 2.21 3.17 3.17 3.16 3.16 4.39 4.39 4.39 4.39

R
a
n

d
2
5
6

ABM 0.95 0.62 0.47 0.39 1.40 0.86 0.63 0.50 2.14 1.23 0.88 0.70
SA 2.47 2.48 2.48 2.48 2.48 2.48 2.48 2.48 2.48 2.48 2.48 2.47

ABNDM 1.01 0.69 0.54 0.45 1.67 1.07 0.81 0.66 2.49 1.48 1.08 0.87

Table 8.1: Running times (in seconds) of classic algorithms for approximate
string matching with k mismatches.

Table 8.1 shows the results of the classic k-mismatches algorithms. For the
DNA text, SA is the fastest algorithm except for long patterns and small k
when ABNDM is the most efficient method. For the English text, ABNDM
is again the fastest algorithm for long patterns and small k, whereas SA and
ABM are the fastest ones for short patterns. For the Rand256 text, ABM is
the fastest algorithm in all test cases. To summarize, ABM, ABNDM and
SA are the best choices for low, intermediate and high matching probability,
respectively.

It is noteworthy that he SA algorithm has essentially constant running
time for all texts (of equal length) and values of m and k. This is expected
result since SA performs exactly n = Θ(n) bit-vector operations on a text of
length n. However, the cost of bit-vector operations increases significantly if
m · dlog2(k + 1) + 1e bits do not fit into a computer register of size w bits.
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8.1.2 SIMD techniques

XP32 XOR-PopCount w = 32 (Section 4.1).

XP64 XOR-PopCount w = 64 (Section 4.1).

SSE2 XP technique with SSE2 instructions w = 128 (Section 4.2.1).

SSE42 XP technique with SSE4.2 instructions w = 128 (Section 4.2.2).

k = 1 k = 2 k = 3
m 8 12 16 20 8 12 16 20 8 12 16 20

Σ

XP32 3.17 3.16 3.15 3.16 5.92 5.89 5.90 5.89 9.70 9.49 9.49 9.49 D
N

A

XP64 2.40 2.40 2.40 2.40 2.47 2.50 2.47 2.47 2.86 3.04 2.86 2.86
SSE2 9.63 9.47 2.28 2.27 14.02 13.97 2.27 2.27 18.45 18.66 2.27 2.27

SSE42 4.89 4.89 4.59 4.58 4.89 4.89 4.59 4.58 4.89 4.89 4.58 4.58
XP32 2.44 2.45 2.47 2.46 2.79 2.83 2.88 2.88 5.45 5.47 5.63 5.63 E

n
g
lish

XP64 2.39 2.40 2.40 2.40 2.40 2.41 2.40 2.40 2.42 2.43 2.42 2.43
SSE2 4.64 4.68 2.27 2.28 6.63 6.79 2.28 2.28 8.03 8.19 2.28 2.27

SSE42 4.89 4.89 4.59 4.59 4.89 4.89 4.58 4.58 4.89 4.89 4.58 4.58
XP32 2.39 2.39 2.39 2.38 2.37 2.37 2.37 2.36 2.62 2.62 2.62 2.62

R
a
n

d
2
5
6

XP64 2.39 2.40 2.39 2.40 2.39 2.40 2.40 2.39 2.39 2.40 2.40 2.39
SSE2 3.12 3.12 2.28 2.27 4.88 4.88 2.27 2.27 5.61 5.61 2.28 2.27

SSE42 4.89 4.89 4.58 4.58 4.89 4.89 4.58 4.64 5.06 4.91 4.58 4.59

Table 8.2: Running times (in seconds) of SIMD algorithms for approximate
string matching with k mismatches.

The results of the SIMD algorithms of Chapter 4 are shown in Table 8.2.
For the Rand256 text and small k, XP32 is marginally faster than XP64,

which is explained by the high probability of mismatches in a text from a
large alphabet. As a consequence, XP32 more often has to read only one
32-bit word (4 characters) to find k + 1 mismatches in an alignment, while
XP64 processes additional 32 bits of memory, presumably carrying a slight
extra overhead observed in the experiments.

SSE2 is slow for pattern lengths m < 16 and speeds up significantly for
m ≥ 16. The reason is that 128-bit SSE2 instructions process 16 characters
at a time, and shorter patterns are handled by the näıve algorithm for string
matching with k mismatches. Therefore, the running times of SSE2 correlate
closely with the running times of the näıve algorithm for m < 16. SSE42
does not have this issue because the STTNI instructions support specifying
the length of operand strings. However, the latencies of STTNI instructions
are significantly greater than the latencies of the simpler SSE2 instructions,
which makes SSE2 outperform SSE42 with a notable margin when m ≥ 16
(see [47]).
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One interesting result is that, in many cases, the simple SIMD-enhanced
näıve algorithms are competitive or even faster than some of the classic state-
of-the-art algorithms, such as Shift-Add, as predicted by the average-case
time complexities. For example, the näıve algorithm (Section 2.3) runs in
average time O(nk/α) assuming α characters are compared simultaneously
using SIMD or bit-parallel techniques. If α = Ω(k), the algorithm runs in
essentially linear time, matching the time complexity of Shift-Add.

8.1.3 Bit-parallel algorithms

TuSA Tuned Shift-Add (Section 5.2.1). [18]

TwSA Two-way Shift-Add (Section 5.2.2). [18]

BSA Backward Shift-Add (Section 5.3.1).

LBSA Linear Backward Shift-Add (Section 5.3.2).

SBSA Succinct Backward Shift-Add (Section 5.3.3).

k = 1 k = 2 k = 3
m 8 12 16 20 8 12 16 20 8 12 16 20

Σ

TuSA 2.22 2.21 2.22 2.22 2.22 2.22 2.22 2.21 2.22 2.22 2.22 2.21

D
N

A

TwSA 1.83 1.22 0.92 0.74 2.44 1.62 1.22 0.98 2.85 1.96 1.47 1.18
BSA 2.45 1.54 1.13 0.90 4.19 2.32 1.60 1.23 6.77 3.31 2.11 1.57

LBSA 3.77 2.40 1.77 1.42 4.98 3.07 2.21 1.72 6.19 3.93 2.66 2.03
SBSA 2.84 1.77 1.32 1.05 4.92 2.71 1.89 1.45 8.20 4.09 2.66 1.98
TuSA 2.22 2.22 2.22 2.22 2.22 2.22 2.22 2.21 2.22 2.22 2.21 2.22 E

n
g
lish

TwSA 1.10 0.81 0.65 0.54 1.50 1.06 0.82 0.67 1.90 1.33 1.02 0.83
BSA 1.37 0.92 0.70 0.59 1.96 1.23 0.94 0.78 2.88 1.66 1.24 1.00

LBSA 2.93 1.94 1.45 1.18 3.65 2.27 1.67 1.35 4.38 2.73 1.96 1.57
SBSA 1.53 1.04 0.80 0.67 2.29 1.43 1.09 0.91 3.43 1.98 1.47 1.19
TuSA 2.22 2.22 2.22 2.22 2.22 2.22 2.22 2.22 2.22 2.21 2.22 2.22 R

a
n

d
2
5
6

TwSA 0.56 0.37 0.28 0.23 0.83 0.55 0.42 0.33 1.11 0.74 0.56 0.45
BSA 0.42 0.30 0.24 0.22 0.81 0.54 0.43 0.37 1.23 0.76 0.58 0.49

LBSA 2.29 1.49 1.12 0.91 2.86 1.77 1.30 1.04 3.66 2.11 1.51 1.19
SBSA 0.52 0.37 0.29 0.25 0.96 0.64 0.50 0.42 1.54 0.94 0.71 0.58

Table 8.3: Running times (in seconds) of bit-parallel algorithms for approx-
imate string matching with k mismatches.

Table 8.3 shows the running times of the bit-parallel algorithms of Chapter 5.
Ďurian et al. [18] has presented TuSA and TwSA, while BSA, LBSA and
SBSA have been developed in Section 5.3 of this thesis.

TwSA is the fastest algorithm with few exceptions: TuSA outperforms
TwSA for short patterns and high k, and BSA is the fastest method for
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large alphabets and small k. The running times of TuSA are independent of
m, k and Σ, which is the expected result for a linear Shift-Add algorithm.
According to the tests, TuSA is consistently 11-12 % faster than the classic
Shift-Add algorithm.

LBSA exhibits sublinear behavior when m increases. In addition, the
linear worst-case performance of LBSA can be seen in the DNA test case
for k = 3 and m = 8, in which LBSA beats the worst-case quadratic BSA
algorithm. However, in all other test cases, LBSA is slower than BSA due to
the more complicated inner loop in the search algorithm.

SBSA is about 15–20 % slower than BSA, which may be a reasonable
trade-off for supporting longer patterns and larger values of k in some cases
(see Section 5.3.3). The running times of SBSA and BSA closely correlate
with each other because they are basically the same algorithm with only
slightly different update formulas. The updates of SBSA are a bit more
complex, which explains the observed 15–20 % performance hit.

It must be noted that the main benefit of BSA over TwSA is algorithmic
simplicity and flexibility. As shown in the thesis, BSA can be easily modified
to handle other string matching problems as well, such as the approximate
circular string matching problem and the longest common substrings problem
with k mismatches. Adapting TwSA for these problems is non-trivial, and
likely not even possible.

8.2 Circular k-mismatches algorithms

This section evaluates the practical performance of the CBSA algorithm de-
veloped in Section 6.2. As reference methods, the experiments used two
sublinear filtering algorithms, ASB and ACB, published in [41]. Moreover,
an approximate multi-pattern matching algorithm [31] was applied as a third
reference method by simultaneously searching all m rotations of a pattern
with k allowed mismatches. The C implementation of the algorithm was ob-
tained from the authors and ran with command-line options -D -t6 -B -Sb

for the DNA text and -A -t2 -B -Sb for the English and Rand256 text. The
obtained code was using the optimization flag -O3 so the other algorithms of
this section were compiled with the flag -O3 as well.

ASB Approximate SBNDM for circular strings with k mismatches. [41]

ACB Approximate CBNDM for circular strings with k mismatches. [41]

CFN Fredriksson and Navarro approximate multi-pattern algorithm. [31]

CBSA Circular variant of BSA (Section 6.2).
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The experiments of this section use the same test patterns and texts as
the previous section. However, each test pattern was rotated by a random
amount to create circular permutations.

k = 1 k = 2 k = 3
m 8 12 16 20 8 12 16 20 8 12 16 20

Σ

ASB 68.76 11.53 4.47 3.05 325.82 124.53 20.27 6.61 478.83 557.98 199.63 33.66 D
N

A

ACB 10.12 3.43 2.27 1.74 112.17 18.80 5.41 3.43 381.94 195.31 32.15 7.91
CFN 25.71 2.51 1.94 1.14 98.27 9.09 15.17 2.28 217.65 50.78 115.95 7.14

CBSA 3.55 2.02 1.44 1.13 7.46 3.30 2.12 1.59 13.71 5.69 3.16 2.23
ASB 5.35 3.03 2.17 1.73 18.07 6.06 3.65 2.77 80.06 16.85 6.86 4.54 E

n
g
lish

ACB 2.58 1.79 1.37 1.12 6.20 3.28 2.32 1.85 22.15 6.96 3.91 2.94
CFN 3.65 2.32 1.70 1.39 9.82 4.37 2.79 2.17 34.23 12.53 6.12 3.98

CBSA 1.65 1.08 0.84 0.70 2.64 1.60 1.20 0.99 4.50 2.35 1.65 1.30
ASB 1.17 0.76 0.59 0.49 1.76 1.06 0.80 0.66 2.63 1.44 1.05 0.85

R
a
n

d
2
5
6

ACB 0.86 0.58 0.46 0.38 1.29 0.84 0.64 0.54 1.92 1.15 0.87 0.72
CFN 1.99 1.34 1.08 0.89 3.78 2.18 1.47 1.19 4.79 2.72 1.97 1.67

CBSA 0.59 0.41 0.33 0.29 1.07 0.70 0.54 0.45 1.80 1.07 0.80 0.65

Table 8.4: Running times (in seconds) of algorithms for approximate circular
string matching with k mismatches.

Table 8.4 shows that CBSA is the fastest method in all test cases. The
improvement is more pronounced for larger values of k and smaller values of
m because the filtering algorithms do not scale up well for high error levels.
The reason is that the number of match candidates verified by ASB, ACB
and CFN grows rapidly as k/m increases. Moreover, ACB is in all test cases
faster than ASB because the filtration condition of ACB is more strict and
therefore produces less false positives to verify.

Note that the timings of Table 8.4 do not include preprocessing time. In
particular, the preprocessing times of CFN can reach several tens of seconds
and thus dominate the total running time [41]. However, Barton et al. [9]
proposed significant improvements to the preprocessing algorithm of CFN,
which were not implemented in the C code obtained from the original au-
thors [31]. Therefore, the preprocessing times were excluded from the results.
ASB, ACB and CBSA have negligible preprocessing in practice.

The running times of CFN for DNA have some anomalies on the pattern
length m = 16 in the cases k = 1 and k = 2. For some reason, the running
times are unexpectedly slow in these test cases in spite of rerunning the tests
multiple times. Nevertheless, CFN appears to be faster than ASB and ACB
on DNA in most cases, excluding the obvious anomalous cases. On English,
CFN is between ASB and ACB in terms of performance. On Rand256, CFN
is the slowest method in all test cases.
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8.3 Longest common factors with k mismatches

This section evaluates the practical performance of the new algorithms pre-
sented in Chapter 7 for the k-mismatches longest common factors (or sub-
strings) problem. Since the k-LCF problem is not interesting for short strings,
the BSA`k and SA`k algorithms were implemented by simulating long com-
puter words using integer arrays. Additionally, a quadratic-time algorithm
proposed by Flouri et al. [24] was implemented as a reference method for
comparison.

In the experiments, prefixes of the E.coli DNA were used as test strings by
searching the longest common substrings with k mismatches between a prefix
and the corresponding reverse prefix. Each search was repeated three times
and the mean of the running time was measured. The results are illustrated
in Figure 8.1.

Näıve Brute-force algorithm for the k-LCF problem.

IPL Quadratic k-LCF algorithm. [24]

BSA`k Backward Shift-Add for k-LCF (Section 7.1.1).

SA`k Shift-Add based algorithm for k-LCF (Section 7.1.2).

Näıve IPL BSA`k SA`k
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Figure 8.1: Running times of algorithms for the k-LCF problem.

BSA`k is by far the fastest k-LCF algorithm for small k. However, the
performance of BSA`k is sensitive to the value of k, which makes BSA slower
than IPL and SA`k when k grows. Interestingly, the magnitude of k has very
little to no effect on the running times of IPL and SA (in fact, experiments
show a reduction in the run times when k approaches n). IPL and SA`k have
quite similar performance in respect to the input parameters m and k, but
SA`k seems to be consistently faster by a small constant factor on the test
computer.
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Conclusion

Several new practical algorithms for approximate string matching problems
under the Hamming distance have been presented in this thesis. In particular,
the thesis has introduced novel average-optimal algorithms for approximate
string matching with k mismatches based on the bit-parallelism technique.
These algorithms provided a basis for solving other problems in approximate
string matching, such as the longest common substrings with k mismatches
problem and the approximate matching of circular strings with Hamming
distance problem. The experimental results of the thesis show that many
of the proposed algorithms outperform earlier state-of-the-art algorithms in
practice.

A significant benefit of the novel bit-parallel algorithms is the algorithmic
simplicity and flexibility, which has been demonstrated by deriving efficient
algorithms to several problems involving approximate string matching with k
mismatches. This provides a solid foundation for developing new algorithms
to approximate string matching problems beyond the scope of the thesis. For
example, the k-mismatches algorithms of the thesis, like most bit-parallel
algorithms, are straightforward to adapt to various applications including
string matching with classes [6], multi-pattern matching [58] and weighted
string matching [66].

The rest of this chapter consists of two sections. Section 9.1 summarizes
the most important contributions of the thesis. Finally, Section 9.2 gives
suggestions for future research.
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9.1 Summary of contributions

• New bit-parallel algorithms for approximate string matching under
Hamming distance based on SBNDM [62] and Tuned Shift-Add [18].
The algorithms presented in Chapter 5 achieve an average running time
of O(n(k + logσm)/m) for m · dlog2(k+ 1) + 1e = O(w), which is opti-
mal. According to the experiments, the proposed algorithms are com-
petitive with the current state-of-the-art practical algorithm, Two-way
Shift-Add [18], for the k-mismatches problem.

• Näıve SIMD algorithms for string matching with k mismatches. One
noteworthy experimental observation was that, in many cases, the triv-
ial SIMD-algorithms were competitive or even faster than some of the
classical k-mismatches algorithms, such as Shift-Add and Approximate
Boyer–Moore.

• An average-optimal algorithm for approximate circular string matching
with k mismatches. The algorithm of Section 6.2 is distinguished from
previous algorithms [9, 31, 41] by the fact that it is not a filtering
method. In practice, the presented algorithm is considerably faster
than the earlier algorithms, especially for large k/m. For example,
experiments on DNA text with k = 3 and m = 8 show over 20 orders
of magnitude faster search performance in comparison to the filtering
methods.

• Two novel bit-parallel algorithms for finding the longest common sub-
strings of two strings while allowing at most k mismatches. Section 7.1.1
introduced a “sublinear” method that, in some cases, is able to skip
reading substrings that cannot contain a longest common substring
within Hamming distance k. However, this algorithm is efficient only
for small k. Section 7.1.2 presented a O(n2)-time algorithm that exper-
imentally outperformed a recent practical algorithm [24] for the longest
common substrings with k mismatches problem. Furthermore, the al-
gorithm also solves the k-mismatch average common substring problem
which has recently gained attention [2, 63].

• The first average-case analysis of Two-way Shift-Add [18] obtaining
an optimal O(n(k + logσm)/m) bound (assuming constant-time vector
operations). The analysis provided in Section 5.4.2 is simple and could
be useful in analyzing many bit-parallel approximate string matching
algorithms.
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9.2 Future work

Bit-parallel marking algorithm
The current best known bound for string matching with k mismatches
is obtained with O(nz)-time marking and O

(
bm/zcn log2(m)/w

)
-time

bit-parallel convolutions. Therefore, the natural next step would be to
apply bit-parallelism to speed up the marking technique. For example,
a bit-parallel O(nz log(m)/w)-time marking algorithm would yield the
bound O

(
n
√
k log k log(k)/w

)
, improving the best result by a factor of

O(
√

log(k)/w).

Unfortunately, the elements in the marking algorithm are offsets (in
range 1 to m) pointing to counters that must be incremented, which
requires a vector of O(m logm) bits to encode the counters. Conse-
quently, a näıve bit-parallel implementation of marking runs in time
O(nm log(m)/w) which does not improve the bounds of the whole
k-mismatches algorithm. Future work is to develop an efficient bit-
parallel implementation of the marking technique. In particular, re-
cent AVX-512 extensions to the x86 architecture introduced gather
and scatter instructions which may allow the use of O(z logm)-length
bit-vectors in marking.

Faster bit-vector operations for Shift-Add algorithms
Apply the method described in [37] to the Shift-Add algorithms de-
veloped in this thesis. This reduces the time requirement of vector
operations from dmL/we = O(m log(k)/w) to O(dm/we). In particu-
lar, this would improve the time complexity of SA`k to O(n2/w), giving
a subquadratic solution to the longest common substrings with k mis-
matches problem. However, it is not evident which algorithms can be
adapted to work with the improved bit-vectors because the method
of [37] requires major changes to the algorithms. Moreover, the addi-
tional logic can degrade the search performance in practice.

The k-LCF of multiple strings problem
Several multi-pattern variations of Shift-Add have been proposed in
the literature [6, 58, 65]. A future research direction is to apply similar
techniques to SA`k in order to solve the problem of finding longest
common factor of multiple strings within Hamming distance k. There
are no existing solutions to this problem.



Bibliography

[1] Abrahamson, K. Generalized string matching. SIAM Journal on
Computing 16, 6 (1987), 1039–1051.

[2] Aluru, S., Apostolico, A., and Thankachan, S. V. Efficient
alignment free sequence comparison with bounded mismatches. In Re-
search in Computational Molecular Biology (2015), Springer, pp. 1–12.

[3] Amir, A., Lewenstein, M., and Porat, E. Faster algorithms for
string matching with k mismatches. Journal of Algorithms 50, 2 (2004),
257–275.

[4] ARM Limited. ARM1136JF-S™ and ARM1136J-S™ Technical Refer-
ence Manual (revision r1p5). 2009.

[5] Baeza-Yates, R. Efficient Text Searching. PhD thesis, University of
Waterloo, 1989.

[6] Baeza-Yates, R., and Gonnet, G. H. A new approach to text
searching. Communications of the ACM 35, 10 (1992), 74–82.

[7] Baeza-Yates, R., and Gonnet, G. H. Fast string matching with
mismatches. Information and Computation 108, 2 (1994), 187–199.

[8] Baeza-Yates, R., and Navarro, G. Faster approximate string
matching. Algorithmica 23, 2 (1999), 127–158.

[9] Barton, C., Iliopoulos, C. S., and Pissis, S. P. Average-case op-
timal approximate circular string matching. In Language and Automata
Theory and Applications. Springer, 2015, pp. 85–96.
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Appendix A

XOR-PopCount implementation

An example 64-bit C implementation of the XOR-PopCount algorithm pre-
sented in Section 4.1. Efficient implementation requires a 64-bit processor
with hardware support for population count. Note that enabling hardware
population count may require certain compile-time flags depending on the
compiler used and the target platform. The code has been tested on an x86-64
machine using gcc 4.6.4 compiler with flags -std=c99 -mpopcnt -O3.

1 typedef uint64_t word;

2 #define fnb_mask (0 x8080808080808080)

3 #define popcount __builtin_popcountl

4
5 /* Find non -zero bytes. */

6 static inline word fnb(word a)

7 {

8 word w, x;

9 w = a & ~fnb_mask;

10 x = fnb_mask - w;

11 return (~x | a) & fnb_mask;

12 }

13
14 /**

15 * Return the number of approximate occurrences of P[0..m-1]

16 * in T[0..n-1] (m <= n) with k allowed mismatches.

17 */

18 size_t search(char *T, size_t n, char *P, size_t m, size_t k)

19 {

20 size_t occ , words , mis , i, j;

21 word *Pw , *Tw;

22
23 occ = 0;

24 Pw = (word *)P;

25 words = m/sizeof(word);

26
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27 i = 0;

28 while (i < n-m+1) {

29 mis = 0;

30 Tw = (word *)(T+i);

31
32 /* Compare full words. */

33 for (j = 0; j < words; j++) {

34 mis += popcount(fnb(Tw[j] ^ Pw[j]));

35 if (mis > k) goto next;

36 }

37
38 /* Handle the last non -full word. */

39 for (j = j * sizeof(word); j < m; j++) {

40 if (T[i+j] != P[j] && ++mis > k)

41 goto next;

42 }

43
44 occ++;

45 next: i++;

46 }

47
48 return occ;

49 }

The last m mod 8 characters of each alignment are compared näıvely;
therefore, the algorithm is equivalent to the näıve algorithm (Section 2.3) for
m < 8. The last characters of the alignment window can be handled with
the XOR-PopCount approach as well, but this requires efficient reading and
packing of m mod 8 into a computer word, which complicates the code.
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