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Integrations with 3rd party identity providers are usually required when introducing new 
software applications. This way the users can authenticate themselves using an existing 
identity avoiding the effort of creating a new identity for the application. These 
integrations are usually challenging per se, not to mention when combined with the 
challenges brought by a multi-tenant environment where all clients have their specific 
needs regarding authentication. The goal of this research was to find out how to support 
configurable integrations with 3rd party identity providers in a multi-tenant SaaS 
application. This research was conducted as an empirical study. First, the existing 
literature was studied in order to reveal the requirements for such system. Next step was 
to implement the system utilizing the requirements found. Finally, the system was 
evaluated from configurability and ease-of-use perspectives. 

 

The research indicates that it is possible to support configurable integrations with 3rd 
party identity providers in a multi-tenant SaaS application while preserving the 
scalability of the application. The literature review managed to reveal 14 different 
requirements for such system based on which the system was successfully implemented. 
The most important of these were the requirements for authenticating the users against 
3rd party identity providers and supporting tenant specific configurations as a self-
service. The evaluation indicated that these requirements were addressed even so that 
doing the necessary configurations was relatively easy. In addition, a common model for 
similar software designs was proposed based on the implemented system. The model 
separates the variables between the integrations with 3rd party identity providers, which 
helps to design a modular system architecture for similar integrations. Moreover, the 
model separates the application specific variables from the tenant specific variables, 
which is required to provide tenants the possibility to configure the tenant specific 
variables as self-service. 
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Ohjelmistosovellusten käyttöönoton helpottamiseksi vaaditaan usein integraatio 
kolmannen osapuolen identiteetin tarjoajiin. Tällä tavoin sovelluksen käyttäjät voivat 
tunnistautua olemassa olevalla identiteetillä ja täten vältytään uusien tunnusten 
luomiselta. Kyseiset integraatiot ovat usein haastavia jo itsessään, mutta asiaa 
hankaloittaa entisestään jaettu sovellusympäristö, jossa jokaisella asiakkaalla on omat 
yksilölliset tarpeensa tunnistautumiseen liittyen. Tässä työssä pyrittiin löytämään 
ratkaisu siihen, kuinka kolmannen osapuolen identiteetin tarjoajien voidaan tukea 
jaetussa sovellusympäristössä. Työ suoritettiin empiirisenä tutkimuksena. Aluksi 
perehdyttiin olemassa olevaan kirjallisuuteen, josta pyrittiin löytämään vaatimukset 
tällaiselle järjestelmälle. Tämän jälkeen toteutettiin itse järjestelmä löydettyjä 
vaatimuksia hyödyntäen. Lopuksi järjestelmää arviointiin konfiguroitavuuden ja 
helppokäyttöisyyden näkökulmista. 
 

Työ osoitti, että kolmannen osapuolen identiteetin tarjoajia on mahdollista tukea  
jaetussa sovellusympäristössä laiminlyömättä sovelluksen skaalautuvuutta. 
Kirjallisuuskatsauksesta löydettiin 14 eri vaatimusta tällaiselle järjestelmälle, joita 
hyväksikäyttäen järjestelmä onnistuttiin toteuttamaan. Näistä tärkeimpinä koettiin 
vaatimukset käyttäjien tunnistautumiseen kolmannen osapuolen identiteetin tarjoajia 
vasten sekä asiakkaiden mahdollisuus tehdä tähän liittyvät konfiguraatiot itsenäisesti. 
Järjestelmän arvioinnit osoittivat, että näihin vaatimuksiin pystyttiin vastaamaan vieläpä 
siten, että tarvittavien kofiguraatioiden tekeminen oli verrattain helppoa. Lisäksi 
toteutetun järjestelmän pohjalta onnistuttiin luomaan yleinen malli vastaaville 
integraatioille. Malli erottelee integraatioiden väliset muuttujat, jota voidaan hyödyntää 
suunniteltaessa vastaavan järjestelmän arkkitehtuuria. Tämän lisäksi malli erottelee 
sovelluskohtaiset muuttujat asiakaskohtaisista muuttujista, joka vaaditaan tarjottaessa 
asiakkaille mahdollisuus konfiguroida asiakaskohtaisia muuttujia itsenäisesti. 

Avainsanat:  Konfiguroitavuus, käyttäjähallinta, kolmannen osapuolen 
 identiteetin tarjoaja, systeemi integraatio, kertakirjautuminen, 
 verkkosovelluspalvelu, jaettu sovellusympäristö 
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1 Introduction 
Users are usually required to authenticate themselves before gaining access to a web 

application. The users are authenticated with identities, which are a set of unique 

characteristics of the user. In the modern web almost every application requires 

authentication, leaving the responsibility of remembering the identities to the user. 

The users, however, have a limited capacity for managing these identities. The 

threshold of signing up to new web applications increases over time as the amount of 

identities one holds increases. 

When building a new web application this is something that needs to be considered. 

Fortunately, this issue can be addressed by integrating the application to an identity 

provider the user is already using. Today there are several options to choose from, 

depending whether one is targeting consumers (B2C) or companies (B2B), Facebook 

and Google for Business for instance. The idea is the same regardless of the target 

market; the user can login to the application using an existing identity of another 

application. Furthermore, the user can be logged into the 3rd party application 

automatically (Single Sign-On, SSO). 

Integrating with 3rd party identity providers is nothing new as such, but integrating 

3rd party identity providers with a SaaS application increases the level of complexity 

of the system. Typically, in SaaS applications, the clients do not have dedicated 

environments for running the application but all of the clients share the same 

environment. The clients are separated from each by virtual environments (tenants), 

meaning that all clients utilize the same code that is then personalized with the data 

of the client. Still, these clients use different identity providers to which the SaaS 

application should be integrated. This research addresses the problem of how to build 

such integrations to a SaaS application so that they do not violate the principles of 

SaaS, nor hinder the scalability of the solution. 

1.1 Case company 

This research is conducted for a case company called Viima Solutions Oy (Viima, 

case company). Viima is a small start-up offering a SaaS application over the 

Internet for large and medium-sized companies.  
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Over time, Viima has an encountered several requests from their clients for 

integrating the SaaS application with identity providers of their choosing. This would 

violate the principles of SaaS unless the client specific variables are excluded from 

the core application logic and implemented in such a way that other clients can 

utilize the integration as well. 

For this research, Viima has selected three different identity providers to which a 

configurable integration should be implemented. These identity providers have been 

selected due to business reasons as requested by a client. The selected identity 

providers are: 

• Google 

• Azure Active Directory (Azure AD) 

• Active Directory Federation Services (AD FS) 

In this research, a configurable integration is implemented to each of these identity 

providers. Configurability, in this context, means that the integration is productized 

in such a way that it has no dependencies to the client and thus can be utilized by 

other clients as well. 

1.2 Research problem and objectives 
The research problem can be formed to a question as follows: How to support 

configurable integrations with 3rd party identity providers in a multi-tenant SaaS 

application? 

The research problem can be further divided into the following research questions: 

1. What are the requirements for a system supporting configurable integrations 

with 3rd party identity providers in a multi-tenant SaaS application? 

2. How to design a system supporting configurable integrations with 3rd party 

identity providers in a multi-tenant SaaS application? 

3. How does the system support configurability of the integrations? 

The artefact of this research, “a system supporting configurable integrations with 3rd 

party identity providers in a multi-tenant SaaS application”, will be referred to as 
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“the System” from this point onwards. Hence the sub-objectives to the presented 

research questions can be formed as presented in table 1.1. 

Table 1.1 Research questions and sub-objectives of the thesis 

Research question Sub-objectives Method  Chapter 

RQ1 a) Requirements for the System Literature 
review 
 
 

3 

RQ2 

 
b) Implementing the integrations 
c) Forming a common model for the System 

Design 
science 

 

4-6 

RQ3 

 
d) Technical walkthroughs 
e) Internal demonstrations 
f) External demonstrations 

Design 
science 
 

7 

 

1.3 Research scope 
This research is limited to three pre-selected identity providers thus does not give an 

overall picture what it takes to integrate a SaaS application with an arbitrary identity 

provider. The same principles, however, may be applied when integrating SaaS 

application to other identity providers as well. 

1.4 Research structure 
The structure of this research  is as follows: chapter 2 presents the 

research method and explains how the method is applied in this research. Chapter 3 

provides an overview of previous work related to this topic based on which the 

requirements for the System are set. Chapter 4 describes the overviews of the 

implementations to each of the selected identity provider. The integrations are then 

compared with each other in chapter 5. Based on the comparison, a common model 

of the System is formed in chapter 6. In chapter 7, the implementations and the 

common model are evaluated from different perspectives.  Chapter 8 answers and 

discusses each of the research questions by combining the results from both the 

literature review and the empirical study. Chapter 9 concludes this research 

providing findings to the research problem. 
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2 Research method 

2.1 Introduction 
This research is trying to solve a concrete business problem that the case company 

has encountered. The case company had come to a conclusion that the business 

problem can be solved by a technical solution where the clients can enable the 

selected identity providers as a self-service. Based on this setup, this research was 

conducted using a design science research methodology presented in the article “A 

design science research methodology for information systems research” [1]. Design 

Science is based on an ideology where business problems are solved by creating 

artefacts that solve specific business problems, such as the problem at hand [1]. 

Given the idea behind Design Science, it was a clear choice for this research. The 

research process will be described utilizing the main phases of the Design Science 

research methodology. These are [1]: 

• Problem identification and motivation 

• Defining the objectives for a solution 

• Design and development 

• Demonstration 

• Evaluation 

• Communication 

2.2 Problem identification and motivation 

Viima had recognized a need for integrating the offered SaaS application to 3rd party 

identity providers that their clients were using. The client feedback about the service 

had been extremely positive in general. Still, the urge of using existing identities to 

log into Viima’s application came forward again and again. The clients in question 

had already dozens of IT systems within the company. From the end-users’ 

perspective this meant having to remember dozens of credentials to different IT 

systems. From the client’s perspective, the ultimate concern was the penetration rate 

of the new service wouldn’t get high enough due to the threshold of registration. In 

order to purchase a licence to the SaaS application Viima is offering, clients required 

integrations to 3rd party identity providers. 
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SaaS applications, however, rely heavily on multi-tenancy meaning that a single 

instance of software runs on a server serving multiple clients (tenants). The problem 

with integrating to 3rd party identity providers is that the integrations are always 

client specific thus violating the principles of SaaS. Hence, the problem is supporting 

client specific integrations in a multi-tenant SaaS application without violating the 

principles of SaaS.  

2.3 Defining the objectives for a solution 
From the business perspective, the ideal case for supporting integrations with 

different identity providers in a multi-tenant SaaS environment is that the clients 

could enable the integrations as a self-service without requiring any technical work 

from the vendor. Moreover, enabling the integrations should be made as easy and 

tempting as possible for the end-users. This would naturally decrease the possible 

support requests and increase the use of the identity providers and thus the use of the 

application itself. 

The objective of this research is to create the following artefacts: 

• A system supporting configurable integrations with 3rd party identity 

providers in a multi-tenant SaaS application (the System) 

• A common model of the System 

First, the case company needs to address the immediate issues of their clients. This 

can be achieved implementing integrations with the identity providers that their 

clients are using. Furthermore, these integrations must be made configurable in such 

a way that other potential clients can use the same integrations configured with their 

data. As mentioned, the clients should be able to do these configurations on their 

own in order to preserve the scalability of the SaaS application. 

The main objective is to create a common model of the System that can be utilized if 

the System needs to be extended with other identity providers. This cannot be done 

without the aforementioned integrations, as the model will be formed based on these. 

The idea is to detect the similarities and differences in the authentication flows of the 

selected identity providers, which can be utilized to create integration architecture for 

similar systems with variability control built-in. The identity providers selected for 



6 
  

this research are based on the most commonly used, but different, authentication 

protocols. For this reason, the case company has reason to believe that the common 

model could be applied for similar integrations with different identity providers in 

the future thus being a great asset for the case company as well as others who are 

dealing with similar issues. 

2.4 Design and development 

Designing the System started with getting familiar with the problem domain in form 

of literature review. As no previous research was found about the problem at hand, 

the literature review was conducted for the key concepts related to the problem. 

These were: 

• Software as a Service (SaaS) 

• Configurability in SaaS 

• Identity management 

• 3rd party identity providers 

• Design proxies 

The final requirements for the System was set by combining findings from the 

literature reviews carried out for each of the selected key concepts. 

Once requirements were found, the implementations of integrations with selected 

identity providers could begin. The requirements guided the development process 

from the beginning to ensure that the business requirements set for the System will 

be met. The development process started with getting familiar with the selected 

identity providers and how the authentication flow works in each of the cases. The 

individual integrations were implemented as follows: 

1. Getting familiar with the respective authentication flow 

2. Implementing the integrations with client specific data 

3. Separating the client specific data from the core application logic 

4. Making the client specific data configurable for the client 

The common model of the System could only be formed after the integrations with 

three pre-selected identity providers were implemented. Forming the model required 

the following steps: 
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1. Detecting the similarities and differences in the authentication flows 

2. Categorizing the variables 

3. Defining the required configurations for the variables 

4. Defining the responsible of each configuration 

2.5 Demonstration 
The demonstration was done in two phases. First, the implementations were 

demonstrated internally. After a successful demonstration, the implementation was 

demonstrated externally so that the clients could utilize the implementation on their 

own. If defect was found on either of these phases, it was fixed and the 

demonstrations were carried out again. 

2.6 Evaluation 

The evaluation focused on evaluating the configurability of the integrations. This 

was done from the following perspectives: 

1. Application specific configurations in form of technical walkthroughs 

2. Tenant specific configurations in form of internal demonstrations 

3. Ease-of-use in form of external demonstrations 

First, the implementations were evaluated from the vendor’s perspective by 

evaluating the required application specific configurations. Furthermore, The 

evaluations tried to reveal the most significant challenges regarding to those. The 

evaluations were done by the author in form of technical walkthroughs. This was 

done by going through the integrations in code level analysing required 

configurations in each step of the authentication process. 

The tenant specific configurations were evaluated in form of internal demonstrations, 

which were arranged for all of the implementations individually. Three persons 

participated to these walkthroughs: the author, a developer and another technical 

person from Viima Solutions Oy. The purpose was to go through the enabling 

process of each identity provider and analyse the required steps in each case. 

The ease-of-use of the configurations were evaluated in form of external 

demonstrations. The clients were informed that the integrations with the identity 

provider of their choose were implemented and put into production. The clients were 
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then requested to enable the integration by themselves. The ease-of-use was 

evaluated based on the issues that the clients encountered during the enabling 

process. The clients were first let to try to solve the issues on their own. Support was 

provided only if the client was not able to proceed, in which case only minimum 

support was provided. Once the clients were able to enable the integration, the 

vendor requested feedback about the enabling process. The client and the vendor 

discussed the possible issues that the client encountered and how could the issues be 

avoided in the future. Based on this discussion, vendor implemented the possible 

enhancements to the enabling process. 

2.7 Communication 

The last step was communicating the artefacts and how do they address the problem 

at hand. This was achieved by reflecting the created artefacts to the research 

questions i.e. how do the artefacts address these questions and thus the problem 

itself.  
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3 Literature review 

3.1 SaaS 
Software-as-a-service (SaaS) is a concept where the functionality is separated from 

the possession of the software [2, 3, 27, 29]. The clients using the SaaS application 

are renting the functionality while the service provider holds the ownership for the 

application [3, 27]. SaaS relies heavily on multi-tenancy meaning that a single 

instance of software runs on a server serving multiple clients (tenants) [3]. The 

clients are separated from each other by using virtualization preserving the scalability 

of a SaaS application [4]. The components of a SaaS application are presented in 

figure 3.1. 

 

Figure 3.1 Components of a SaaS application 

In SaaS model, the data is separated from the business logic. When a resource is 

requested from the SaaS application, the resource is returned customized with the 

tenant specific data [3]. The clients can still customize the application as if they had a 

separate instance, yet their data remains isolated from the other tenants [4, 30, 31]. 

3.2 Configurability in SaaS 
The fundamental idea of SaaS is to serve multiple clients through one instance of the 

application. The most ideal case for a SaaS vendor is that every client feels 

comfortable using completely standardised offering [2, 5, 23]. Unfortunately, this 

isn’t usually the case in enterprise software application area where the clients often 

require tailoring the software to serve their specific need [2, 5, 23, 28, 30]. 
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The required tailoring can be achieved either by configuration or by customization 

[5, 28]. Customizing the SaaS application is not, however, a sustainable way to serve 

a specific client need. It requires changing the source code thus requiring maintaining 

separate versions of the software [5]. Maintaining effort increases dramatically when 

the amount customizations increases thus the tailoring should be done by 

configurations whenever possible. Configuration can be done, for example, by 

setting pre-defined variables, adding data fields or any other way that does not 

change the source code. 

There are still a variety of different aspects that need to be taken into account in the 

configurations. Table 3.1 presents the differences between a traditional product-

based configuration and a tenant-based configuration [6, 32].  

Table 3.1 Comparison product- and tenant-based configuration (modified from Wang et. al. 2010)  

Configuration Product-based configuration Tenant-based configuration 

Scope Product Tenant 

When applied Before running application At runtime of application 

Quantity One for whole system One for each tenant 

Responsible System administrator Tenant administrator 

 

The main difference between product- and tenant-based configurations is that the 

product-based configuration will affect to whole product whereas the tenant-based 

configurations will affect only to the tenant to which the configuration was applied. 

There is also a difference when the configuration is applied. Product-based 

configurations can be applied before running the application, as they are static and 

shared by all users. Tenant-based configurations can only be applied at runtime, as 

those are dependent of the tenant related to the request. All the tenants have their 

own configurations whereas there is only one global configuration in traditional 

products. Furthermore, the administrators responsible of the configurations are 

different; in traditional products the tenants do not have any control over the 

configurations leaving the responsibility to the vendor. Ideally in SaaS applications, 

the tenants are provided with configuration options in such that it is possible for each 

tenant to configure the application thus leaving the responsibility of the 

configurations to the tenant administrator [2, 5, 23]. 
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Supporting configurability in a multi-tenant SaaS application leads to the 

requirement that there is configuration data for each tenant [23, 28, 30, 31]. 

However, not all users of the tenant are allowed to change the configurations of the 

tenant, thus a separate configuration portal is required to which only the tenant 

administrators have access [23]. 

There are different types of configurations, each of which serves a whole different 

purpose. The most typical types of configurations are presented in table 3.2. 

Table 3.2 Different configuration types 

References Type Affects to  Example use case 

[4, 5, 6, 23] User interface Look and feel of the UI Client branding 

[2, 4, 5, 6, 23, 31] Functionality Behaviour of the application Client specific process 

[3, 4, 5, 23] Data Look and feel of the UI / 
Behaviour of the application 

Application settings 

[23, 31] Access control User rights User specific permissions 

 

The idea of user interface configuration is to personalize the user interface for the 

tenant or even for the user itself. It can also be used for enabling and disabling 

certain user interface functionality depending whether the user is allowed to perform 

the respective action. Functionality configurations, on the other hand, can affect the 

behaviour of the application thus having a remarkable effect on the application logic. 

Hence the functionality configuration is the most challenging type of these types.  

The most common type of configuration is data as it drives any SaaS application 

[23]. In case of any type of SaaS application, there will be similar data across 

different tenants [23]. However, there will also be custom data for each tenant. 

Fortunately, there is a way to solve the issue of custom data: the application can 

provide common data template for each tenant, which can then be extended with the 

custom data of the respective tenant. 

Configuring the access control is not the most typical configuration, but is indeed 

extremely important for this research as it is closely related to the authentication. 

Clients tend to have different needs when it comes to authenticating the users: some 

may require a strong authentication mechanism whereas other wishes to use a 3rd 
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party identity provider in the cloud. All the same, a configurable authentication 

mechanism should be provided to suit the varying needs the tenants. 

3.3 Identity management 
Identity management is the part of the application that is responsible managing 

identities and related activities such as authentication and authorization [8, 9, 11, 13, 

14, 26]. Identity management may be connected to one or more identity providers, 

which are in control of the identities [7, 8]. The identity provider can be built 

separately for the application but it can also be a 3rd party provider such as Google or 

Facebook as they have an API for users to authenticate. The advantage of this 

architecture is the possibility of adding multiple identity providers relatively easily as 

they are separate modules that are connected to centralized identity management.  

 

Figure 3.2 System architecture of SaaS application supporting multiple identity providers (Modified from Angin, 
et. al. 2010) 

The role of identity management is illustrated in figure 3.2. First, a user sends a 

request together with her identity to the application. The request is then forwarded to 

the identity management in order to verify the identity. Identity management may 

still forward this request onwards to a connected identity provider if it is not 

responsible of the identities itself. Once the identity is verified, the response is sent 

back to the user informing that the request was either accepted or rejected. 

In the context of multi-tenant SaaS application, the identity management needs to 

meet certain general requirements in order to fulfil the required behaviour [21]: 

• Confidentiality and integrity 

• Single Sign-On 

• Logging and Auditing 
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• Data validation 

• Justifiable parties 

As the identity management system makes use of sensitive information, it must be 

assured that this information is shared between the parties that can be trusted [7, 21, 

22]. Furthermore, the system must guarantee that the information remains valid when 

it’s exchanged between different parties [21]. 

A key requirement for usability is to allow user to access the application using 

existing identity [21]. The recommended way to achieve this is using single sign-on 

meaning that the user gains access to the application automatically if she is 

authenticated at the identity provider [9, 21]. 

Logging and auditing discourages malicious user from attacking the application as all 

actions are logged and can be used for back tracking the identity of the malicious 

user. Moreover, logging helps to recover the system if something unexpected occurs 

[7, 21, 22]. 

Authentication mechanisms relaying on shared secret keys do not offer enough 

protection to avoid impersonating or identity theft [21]. Data provided by the client 

can never be trusted as such for which reason additional data validation mechanisms 

are required. For example, an established way to achieve the required level of 

security is to fetch the data directly from a trusted party using a private key [21]. 

Finally, the identity management needs to be made aware of the 3rd parties it is 

sharing data with [21]. In return, the 3rd party identity provider must be made aware 

of the identity management that it is dealing with in order to share sensitive 

information [21]. Trust is achieved only after both parties have been made aware of 

each other. 

3.4 3rd party identity providers 

3rd party identity providers typically offer a simplified authentication using a single 

sign-on [15, 20, 33]. In typical authentication scenario, the user interacts with two 

additional parties: service provider and the 3rd party identity provider [15, 20]. The 

authentication flow is illustrated in figure 3.3. 
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Figure 3.3 Typical authentication flow (Tormo et. al. 2014) 

The process goes as follows [21]: 

1. End user wants to access a service offered by the service provider 

2. The service provider requires end users to be authenticated 

3. End user is authenticated at the 3rd party identity provider 

4. 3rd party identity provider asserts user authentication 

5. The service provider requires user attributes 

6. 3rd party identity provider asserts user’s attributes 

7. End user accesses the service 

Containing three different parties and seven separate steps, the authentication flow 

can be described as complex even when there is no variability over the parties or the 

steps. When the authentication flow is brought into context of a multi-tenant SaaS 

application, the complexity increases from this due to the specific needs of the 

tenants. From the SaaS application’s perspective, the main concerns are [7]: 

• Loss of control 

• Lack of trust 

• Multi-tenancy 

When delegating the responsibility of authentication to a 3rd party identity provider, 

the application loses control over the user access control rules, security policies and 

enforcement [7]. Furthermore, the issues of trust must also be taken into 
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consideration as neither the application nor the identity provider trust each other 

completely. Thus a separate mechanism is required to accomplish trust between the 

parties [7, 15, 21, 22]. In addition, multi-tenancy brings its own challenges into the 

picture as the tenants share the same resources but may have opposing goals, which 

could be conflicting [7]. Hence, providing a degree of separation between these 

tenants is required [5, 7, 30]. 

3.5 Design proxy – Pluggable authentication modules (PAM) 

3.5.1 Overview 
The issue of modular authentication mechanisms has been addressed on previous 

research in other context. However, the same principles apply when implementing 

configurable integrations to identity providers in a SaaS application. Thus pluggable 

authentication modules (PAM) is a relevant concept for this research and can be used 

as a design proxy. 

PAM is a framework utilized in UNIX environment that provides pluggability for a 

variety of identity management related services [12]. PAM supports providing 

several authentication mechanisms to the end-user [12, 24]. Moreover, PAM 

provides the possibility of enabling and disabling authentication mechanisms on per 

application basis [12]. The system architecture of PAM is presented in figure 3.4. 

 

Figure 3.4 System architecture of pluggable authentication modules 

As the figure points out, the system architecture of PAM is extremely similar to the 

SaaS application architecture supporting multiple identity providers (figure 3.2). In 
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addition, the PAM framework has no dependencies on UNIX thus provides an 

excellent reference architecture for configurable integrations with 3rd party identity 

providers. However, the terminology and some of the technologies used are not 

applicable for this research. As such, the abstraction this research refers to as 

"identity provider" is referred to as "authentication mechanism" in PAM and the term 

"pluggable" is used instead of "configurable". 

PAM was created to shield the system and end-users from changes caused by 

evolving authentication mechanisms. The goal of PAM framework is that these 

modifications could be done in such a way that the core system is not affected by 

these changes [12, 24]. The PAM addresses not just how the application use new 

authentication mechanisms in a generic fashion, but also how the user will be 

authenticated with these mechanisms in a generic way [12]. 

3.5.2 Requirements of PAM 
Most of the system endpoints want to be independent of the specific authentication 

mechanisms [12]. Therefore, pluggability for various authentication mechanisms is 

required. It’s also important that the system endpoints do not have hardcoded 

dependencies on any authentication mechanisms since technologies and user 

requirements will change over time. Other requirements of PAM, that are relevant 

for this research, are [12, 24]: 

• It should be possible to configure the user authentication mechanism on per 
application basis 

• It should be possible to configure multiple authentication protocols for each 
of those applications 

• The architecture should provide for a pluggable model for system 
authentication 
 

These requirements can then be converted to the context of this research as follows: 
• It should be possible to configure an identity provider on per application basis 

• It should be possible to configure multiple identity providers for each tenant 

• The architecture should support enabling and disabling identity providers 

3.6 Analysis 
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The literature review revealed the several requirements for the System. This list of 

requirements acts as a basis for the implementation. These requirements were mostly 

related to the following aspects: 

• Pre-requisites 

• Authentication flow 

• SaaS requirements 

• Configurability requirements 

Fortunately, most of the requirements were simple enough, thus easily measurable 

whether they are fulfilled or not. However, there are also two a bit more complicated 

requirements that imply a respective sub requirement for the design. These are 

• Single sign-on 

• Supporting multiple identity providers per tenant 

One of the principles of single sign-on is that the user should be automatically logged 

into the application if she is already authenticated at the identity provider [25]. 

However, this requires support of this automation on the application’s side as well. 

Hence the implied requirement: automated authentication process. 

In addition, when supporting multiple identity providers per tenant, a mechanism for 

connecting the users of each identity provider with each other is required (user 

mapping). Otherwise, the same user may have multiple identities within the 

application (one for each identity provider), which is usually undesired. 

3.6.1 Automated authentication process 
In order to support a true single sign-on, the authentication process should require the 

minimal input from the user upon access. This means, for example, that if the user is 

already authenticated when accessing the application, she should be granted access 

without requiring any input from the user. 

On the other hand, if the user is not authenticated upon access, she should be 

redirected to the login page of the application automatically. If there are more than 

one identity providers enabled in the tenant in question, she should be prompted 

which identity provider she wishes to use. After choosing the identity provider, the 

user should be redirected to the login page of the selected identity provider. If the 
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user was authenticated at the identity provider, she should be redirected back to the 

application and granted access without requiring any input from the user. Moreover, 

if the user was not authenticated at the identity provider, she will be requested for 

credentials by the identity provider after which she will be redirected back to the 

application and granted access automatically. All the authentication scenarios 

together with minimal input from the user are described in table 3.3. 

Table 3.3  Single sign-on authentication scenarios 

Authenticated at 

SaaS application? 

Authenticated 

at the identity 

provider? 

Minimal input 

Yes Yes Access is granted automatically 

Yes No Access is granted automatically 

No Yes Access is granted automatically after selecting the 
identity provider 

No No User is redirected to the login page of the selected 
identity provider. After authentication, she will be 
granted access automatically 

 

3.6.2 User mapping 
When integrating to a 3rd party identity provider, the application utilizes the user 

provided by the identify provider. Usually, however, the application needs to store 

some data about the user to a database of its own. For instance, if the application 

needs to know when the user logged in last time and the 3rd party identity provider 

does not provide that information, the application needs to store the data internally to 

the application user. 

If there was only one 3rd party identity provider supported, the application user and 

the 3rd party user could have one-to-one mapping, meaning that for each user 

provided by the 3rd party identity provider there is exactly one user in the application. 

In order to enable this one-to-one mapping, a link between the users needs to be 

created. As the application may not have control over the 3rd party user but has full 

control over the application user, the obvious solution is to store the id of the 3rd 

party user to the application user. 
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Let’s say a new database column named “external_user_id” is added for the 

application user. When the user logs in using 3rd party identity provider, the 

application receives all the user related information including external user id. Now 

the application can check if the user existed by comparing the external user id with 

“external_user_id” -field of existing users. If the user was not found, a new 

application user can be created with “external_user_id” being the external user id 

provided by the 3rd party. 

The requirement of supporting multiple identity providers per tenant sets certain 

requirements for the user modelling as well. The added “external_user_id” –column 

is not sufficient anymore as the external user ids are unique only within the scope of 

3rd party identity provider. For instance, if there are two identity providers enabled 

and there is a user in both of them with same id, the application user cannot be 

created as the application do not know to which of these users the application user 

should be mapped to. Thus the user mapping cannot be done correctly for absolute 

certainty. 

The issue at hand can be solved by adding separate columns for user ids of all of the 

3rd party identity providers. This guarantees the uniqueness of the external user ids 

within a database column. Moreover, this solution enables a one-to-many user 

mapping if desired. It’s up to application logic whether it accepts adding values to 

each of these “external user id” –fields or just one of them. Figure 3.5 illustrates user 

mappings when there is two 3rd party identity providers enabled. The application user 

with id 78 is mapped to a user with id 100235 at identity provider X but also to 

another user with id 740 at identity provider Y (one-to-many mapping). 

Respectively, the application user with id 79 is mapped to a user with id 741 at 

identity provider Y but has no links to other user (one-to-one mapping). 
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Figure 3.5 User mapping in SaaS application with multiple identity providers 

3.6.3 Validity of the requirements 
In software business it is important to understand the nature of the requirements. This 

is, separating the requirements into functional and non-functional requirements and 

detecting the architecturally significant requirements (ASR). These are presented in 

table 3.4. 

Table 3.4  Type and significance of the requirements 

Type Significance Requirements 

Functional Architecturally significant requirement (ASR) R2, R3, R4, R9 

Functional Regular R12 

Non-functional Architecturally significant requirement (ASR) R8, R10, R11, R13, R14 

Non-functional Regular R1, R5, R6, R7, R10 

 

Like in any software design, there are always both functional and non-functional 

requirements, which can then be divided further to architecturally significant 

requirements and regular requirements. The fact that both functional and non-

functional requirements (ASRs and non-ASRs) were found supports the hypothesis 

that the revealed requirements are valid. Moreover, these requirements were gathered 

from different references and from different key concepts of the problem domain 

supporting the hypothesis as well. 
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However, two of the requirements were implied as no reference was found from the 

literature. This indicates that there might have been other requirements as well that 

were not found during the literature review. Altogether, the business case supported 

all of these requirements whereas the design addressed the same requirements; the 

list of requirements can be seen as comprehensive enough for a system supporting 

configurable integrations with 3rd party identity providers in a multi-tenant SaaS 

application. 

3.7 Summary 
The literature review revealed several requirements for the System. These can be 

divided further into the following categories based on their nature: 

• Pre-requisites 

• Authentication flow 

• SaaS requirements 

• Configurability requirements 

The comprehensive list of individual requirements is presented in table 3.5. 

Table 3.5  Requirements for the System 

Category Id Requirement References 

Pre-requisites R1 Justifiable parties [7, 21, 22] 

Authentication 

flow 

R2 Authenticating users against 3rd party identity 

providers 

[20, 33] 

R3 Single sign-on [9, 15, 20, 21] 

R4 Automated authentication process Implied (R3) 

R5 Confidentiality and integrity [7, 21, 22] 

R6 Logging and auditing [7, 21, 22] 

R7 Data validation [21] 

SaaS 

requirements 

R8 Tenant isolation [5, 7, 30] 

R9 Configuring identity providers on per tenant basis [2, 5, 12, 23, 30] 

R10 Separate portal for configurations [23, 31] 

Configurability 

requirements 

 

R11 Separating regular users from administrators [23] 

R12 Enabling and disabling identity providers [12] 

R13 Supporting multiple identity providers per tenant [12] 

R14 User mapping Implied (R13) 
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The definitions of these requirements in the context of this research are presented in 
table 3.6. 
 
Table 3.6  Definitions of the requirements 

Id Definition 

R1 The SaaS application and the 3rd party identity provider must be made aware of each other in 

order to form trust between the parties 

R2 Users must be able to authenticate themselves using an existing identity they have in the 

identity provider in question 

R3 Users must be able to authenticate themselves using single credentials in both services 

R4 The authentication process must require only minimal input from the user to ease the 

authentication process 

R5 The requests of the authentication process must remain confidential and content intact in 

order to assure the required level of security 

R6 Authentication requests must be logged in order to provide a trail of usage that can be used in 

auditing the service 

R7 The data transferred in the authentication process must be validated in order to ensure that no 

malicious or misformatted data is transferred between the parties 

R8 The isolation of tenants must be assured to guarantee the information security for each client 

R9 Tenants must be able to configure the integrations with the identity providers as a self-service 

to preserve the scalability of the SaaS application 

R10 A separate portal for tenant specific configurations must be provided to enable these 

configurations as a self-service 

R11 Regular users must be separated from the administrators so that users have different levels od 

permissions required for different actions 

R12 Tenants must be able to enable and disable the identity providers for their application instance 

as a self-service 

R13 Support of using multiple identity providers per tenant must be provided so that tenants have 

higher probability to engaging as many end users as possible 

R14 A mechanism to map SaaS application users with the identity provider users must be provided 

so that single user can link all their identity provider accounts into one account in the service 

 

3.7.1 Pre-requisites 
The basic authentication scenario in context of this research contains the following 

parties: 

• End user 

• SaaS application 
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• 3rd party identity provider 

These parties do not trust each other by default and thus an additional mechanism is 

required to form trust between the parties [7, 21, 22]. Usually this means justifying 

the parties beforehand; only pre-registered parties are allowed to interact with each 

other [21]. Once the trust is formed, parties can interact with each other in a secure 

manner [21]. 

3.7.2 Authentication flow 
Naturally, authentication plays big part in integrations with 3rd party identity 

providers. As the whole purpose of the integrations is to ease the authentication 

process for the end users, the System must support single sign-on [9, 15, 20, 21]. 

Providing a single sign-on means that the user can be authenticated to different 

services with only one credentials [9, 21]. SSO does not, however, consider a fully 

automated authentication process i.e. an authentication process that requires only the 

minimal input from the user. Thus the implied requirement: “automated 

authentication process”. 

In addition, the justifiable parties do not fully guarantee the security of the whole 

process as a malicious user can still manipulate the data in-between the process [21]. 

Thus additional mechanisms are required to guarantee the security of the whole 

authentication process [21]. 

3.7.3 SaaS requirements 
The nature of SaaS sets also certain requirements for the System. First of all, SaaS 

relies heavily on multi-tenancy meaning that single instance of applications serves 

multiple clients (tenants) [3]. Due to privacy reasons, these tenants should be isolated 

from each other so that tenants cannot access each other’s data [5, 7, 30]. 

Furthermore, the application is provided as a self-service due to scalability reasons. 

For this reason, the tenants should be able to do the necessary configurations for 

enabling a 3rd party identity provider on their own [2, 5, 12, 23, 30]. 

3.7.4 Configurability requirements 
Usually, it’s desired that not everyone is allowed to do the identity provider related 

configurations and for this reason the users must be separated into administrators and 

regular users [23]. The administrators should be able to enable an identity provider 
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specifically to their instance of application [12]. In some cases,  it is desired to enable 

multiple identity providers for a tenant [12]. For example, the tenant administrators 

and regular users may be separated from each other by the identity provider they use. 

Hence the System should support multiple identity providers per tenant. However, 

the identifiers of the identities are unique only in the scope of the identity provider, 

not in the scope of the SaaS application. For this reason, some sort of user mapping 

is required to guarantee the uniqueness of the identities in the scope of the SaaS 

application. 
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4 Integrations with 3rd party identity providers 

4.1 Introduction 
In this research, integrations with three pre-selected identity providers were 

implemented. These identity providers are: 

• Google 

• Azure AD 

• AD FS 

The implemented integrations are presented individually i.e. what did it require to 

implement the integration and how does the implementation address the 

requirements revealed by the literature review. The requirements from the literature 

review were divided into the following categories: 

• Pre-requisites 

• Authentication flow 

• SaaS requirements 

• Configurability requirements 

The individual integrations are described using the same structure. First, the pre-

requisites of the integrations are presented. Next, the authentication flow is presented 

step-by-step providing an overview how the integration works in practice and 

presenting how the requirements are addressed in each case. Finally, the integrations 

are reviewed from SaaS and configurability perspectives. 

4.2 Google 

4.2.1 Pre-requisites 
Google offers a Google Identity Platform for authenticating users. The platform 

supports various ways of authenticating a user but when it comes to a web-based 

SaaS application, OAuth 2.0 protocol is the only supported option [web2]. 

Google requires a Google Developers Console project to be created in order to 

authenticate users against Google Identity Platform [web3]. This is required in order 

to justify the parties. Each project has a unique client id, which is required when 

calling the login API. However, the login requests cannot be made from an arbitrary 
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source but the allowed origins must be listed for the project. Furthermore, the 

authorized redirect URI’s must be listed for security reasons as well. 

4.2.2 Authentication flow 
The Google authentication flow uses OAuth 2.0 protocol. The authentication flow is 

presented in figure 4.1. 

 

Figure 4.1 OAuth 2.0 authentication flow 

The user initiates the authentication flow by requesting a resource from the SaaS 

application at step A. The SaaS application recognizes the user as unauthenticated 

and she will be redirected  to the login page. As SaaS applications may support 

multiple identity providers depending on the tenant configurations, user may have to 

choose which identity provider to use. After user has chosen Google as the identity 

provider to be authenticated against, she will be redirected to Google login page at 

step C. The Google login page accepts several query parameters that are used to 

handle the authentication request correctly, most important of which are: 

• Client Id 
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• Scope 

• Response type 

• Redirect URI 

The Client Id is used to determine into which registered Google Developers Console 

project the user is trying to log in. After the registered project is known, Google can 

check if the request initiated from an allowed origin set for the specific project or 

raise an error if it didn’t. Assuming that the request initiated from an allowed origin, 

the next information Google needs to have is the requested scope i.e. what are the 

user attributes that the SaaS application wishes to receive from Google. However, the 

user must manually confirm that she approves sending the requested attributes from 

Google to the SaaS application due to privacy reasons. This prevents misuse of the 

user information without user’s knowledge. 

After the user has logged into Google and accepted the scope, Google needs to 

generate an authentication response to be sent back to the SaaS application. The type 

of this response depends on the value of “Response Type” -query parameter. The 

OAuth 2.0 supports multiple response types, most common of which is “token”. The 

user attributes are not passed directly to the SaaS application via client, as they need 

to be validated first. This is where the token comes in; the SaaS application requests 

the user attributes directly from the identity provider using the token. In addition to 

the token, the SaaS application needs also an “id_token” since it’s required for 

validating the data from the client. 

Next Google needs to know the URL where the authentication response should to be 

sent. For this purpose, the SaaS application provides the Redirect URI query 

parameter. But before sending the response to the requested URL, the Google checks 

that the given Redirect URI can be found from the list of authorized Redirect URIs. 

After an successful authentication, a response is sent back to the Redirect URI at step 

D. The tokens are provided in the fragment of the URL meaning that only the client 

is able to access them. Thus the resource behind the Redirect URI is temporary and 

used only for dealing with the attributes given in the fragment. The client is 

responsible for parsing the necessary attributes from the URL and sending them to 

the SaaS application at step E.  
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The SaaS application should never trust the data sent by the client as the data may 

have been manipulated by the client. Thus the “id_token” must be verified by the 

SaaS application before granting access to the user (step F). Google provides a 

common endpoint for validating the “id_token” that can be utilized for this purpose. 

However, this slows down the authentication process, as one more HTTP-request 

needs to be made. The other option is to utilize a native library for validating the 

token. This option is performance optimized and does not require the extra HTTP-

request thus it is the recommended option in production environment [web4]. 

After the SaaS application has validated the data from the client, it fetches the user 

attributes directly from Google using the “token” provided by the client (step G). The 

received user attributes can now be assigned to the user and the access can be granted 

for the user at step H. The working implementation logic of steps G and H is 

presented at Appendix A. 

4.2.3 SaaS requirements 
Google offers a global identity platform over the Internet where all the endpoints 

required are public and static. This makes integrating Google with any SaaS 

application relatively easy as all the tenants may utilize the same identity platform 

without requiring customization. Furthermore, all the user ids at Goole identity 

platform are globally unique allowing mapping the Google user with the application 

user straight up. 

However, Google requires listing all the authorized JavaScript origins together with 

the authorized Redirect URIs, which might be challenging for a SaaS application. 

Usually SaaS applications use dynamic URLs in order to detect the tenant from the 

URL. But as Google requires authorized JavaScript origins to be known beforehand, 

all the authentication requests should initiate from a predefined domain. This causes 

problems if the tenant is part of the domain, for example “https://tenant1.viima.com”. 

In this case, all the tenant domains should be entered manually to Google Developers 

Console project. This is not a sustainable solution if there are relatively many tenants 

in the SaaS application. On the other hand, if the tenant info is a part of the path 

instead, the origin stays static for all tenants and only one predefined JavaScript 

origin is sufficient. 
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Same issue apply to defining the authorized Redirect URIs as well. Fortunately, there 

is a workaround for that; there is a “state” parameter that is passed along with every 

request during the authentication process. This parameter can be used, for instance, 

for passing tenant specific information. This enables defining only one generic 

Redirect URI that receives all the authentication responses from Google and utilizes 

the “state” parameter to determine the correct tenant on the SaaS application’s end. 

Thus entering the authorized redirect URI’s manually can be avoided. 

4.2.4 Configurability requirements 
The integration with Google can be seen relatively simple from configuration point 

of view. All the necessary endpoints on Google’s end are public and static thus no 

configuration is required regarding to those. Creating the Google Developers 

Console project is still required though. Depending on the SaaS application logic, 

some configuration may be required on the Google Developers Console project as 

presented in chapter 4.2.3. Table 4.1 presents all the possible setups for SaaS 

application and what is required on each of those setups.  

Table 4.1  Google configuration scenarios 

Static JavaScript 

origin 

Static Redirect 

URI 
What is required 

Yes Yes • No configuration required 
• SaaS application must utilize the “state” 

parameter to detect the correct tenant after login 

Yes No • Entering Redirect URI’s manually is required 

No Yes • Entering JavaScript origins manually is required 
• SaaS application must utilize the “state” 

parameter to detect the correct tenant after login 

No No • Entering Redirect URI’s manually is required 
• Entering JavaScript origins manually is required 

 

As seen from the table, the most suitable option for a SaaS application is to have both 

static JavaScript origin and static Redirect URI. In practice this means that the tenant 

information should be part of the path instead of the origin, for example 

“https://app.viima.com/tenant/”. Then all the authentication requests would initiate 

from the same JavaScript origin, in this case “https://app.viima.com”. Thus the 

Redirect URI could be static as well, let’s say “https://app.viima.com/oauth”. 
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Even though this setup won’t require any extra configuration, the SaaS application 

logic needs to utilize the “state” parameter to detect the correct tenant after login. If 

the Redirect URI wouldn’t be static, the tenant could be parsed from the URL. For 

example, if the Redirect URI is “https://app.viima.com/tenant1/oauth”, the tenant, 

“tenant1”, can be parsed form the URL. Now that the Redirect URI is static, the 

tenant cannot be parsed from the URL and some other method is required to detect it, 

“state” parameter in this case. 

4.3 Azure AD 

4.3.1 Pre-requisites 
In order to authenticate against Azure AD, an application needs to be created at 

Azure Management portal [web6]. This is required in order to justify the parties. 

4.3.2 Authentication flow 
The Azure AD authentication flow uses OAuth 2.0 protocol when integrating with a 

native or web based application [web5]. The authentication flow is similar to 

Google’s authentication flow but there’s one important difference: Azure AD uses 

explicit flow called “Authorization Code Grant flow” where as Google uses implicit 

grant flow. The main difference is that in implicit grant flow the “access_token” 

required to fetch the user information from the identity provider is obtained directly 

from the client where as the explicit flow obtains it from the identity provider itself. 

Thus the explicit flow is far more secure. The explicit authentication flow is 

presented in figure 4.2 as a whole. 
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Figure 4.2 OAuth 2.0 explicit authentication flow 

The Azure AD authentication flow being extremely similar to Google authentication 

flow presented in chapter 4.2.2, only dissimilarities are explained. 

The Azure AD login page accepts the same query parameters: Client Id, Scope, 

Response type and Redirect URI. The provided values, however, are different. The 

provided Client Id is used for determining the correct Azure AD Application but the 

idea is the same. Scope is used for same purpose than with Google but the possible 

values and default values vary depending on the identity provider. The main 

difference is the Response Type: Azure AD uses “code “ as the response type where 

as Google used “id_token” and “token”; this is what separates implicit grant flow 

from explicit. In Azure Ad’s case, the Redirect URI is also used for sending the 

response back to the SaaS application but in this case the response contains the 

authorization code instead of the access token itself. 

The main difference between these two authentication flows is concretized at step F. 

In Google’s case, step F is used for validating the access token obtained from the 
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client. In explicit flow, the step F is used for exchanging the authorization code for 

the access token. In this case, validation of the access token is not required as it’s 

obtained directly from the trusted identity provider. Furthermore, not anyone is 

allowed to exchange the authorization code to the access token but a secret key is 

required. This secret key is obtained from the Azure AD application manually and 

given to the SaaS application thus authorizing the SaaS application to make these 

exchanges. 

After the authorization code is exchanged to the access token, rest of the explicit 

authentication flow is equivalent to Google’s implicit authentication flow. The 

exchange implementation logic is presented at Appendix B whereas the login 

implementation logic is presented at Appendix C. 

4.3.3 SaaS requirements 
The only pre-requisite for Azure AD authentication is to create an Azure AD 

application at Azure Management portal. The application is always created for one 

particular Azure AD instance but it can be configured to work with other instances as 

well. There are two types of applications that can be created: 

• Single-tenant application 

• Multi-tenant application 

Both of these types serve a whole different purpose. The single-tenant application is 

meant to be used only with users within one Azure AD instance where as multi-

tenant applications can be used with users of multiple Azure AD instances. From the 

SaaS perspective the single-tenant type is not sufficient as the very core of SaaS 

ideology is sharing the application with multiple users from different domains. On 

the other hand, the multi-tenant application allows users to login to the SaaS 

application from different domains. This works as long as the tenant of the SaaS 

application does not want to restrict the access to certain domain. But this is not 

always the case; the decision of multi-tenancy should be left to the tenant of the SaaS 

application. 

If we eliminate the option for creating a new Azure AD application for each tenant 

due to scalability aspect, there is only one solution to this issue: the Azure AD 
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application needs to be multi-tenant and the domain restrictions must be handled on 

the SaaS application’s side. 

4.3.4 Configurability requirements 
There are three matters that can be configured when enabling Azure AD 

authentication, all of which on the SaaS application’s end: 

• Enabling the Azure AD login option 

• Restricting access 

• Defining the authorized users 

Naturally, the Azure AD login option needs to be enabled first. The other two 

configurations are optional, depending whether the access to the SaaS application 

instance should be restricted or not. If not, all Azure AD users should be able to login 

to the SaaS application instance after enabling the login option. Usually however, it 

is desired to restrict the access to the users of the tenant and possibly to some 

external users as well. For this purpose, functionality was implemented for the SaaS 

application where tenant administrators can define domains and individual users that 

have access to the instance. All Azure AD users of certain instance belong to same 

domain in most cases, which makes it easy to mimic the single-tenant use case. 

Let’s say that “company X” uses Azure AD. Most likely, all the users have an email 

in format of “firstname.lastname@companyX.com”. Thus the admin can restrict the 

access to the SaaS application instance by setting a domain restriction for 

“companyX.com”. The domain restriction is not limited to just one domain in the 

implementation. If the company wants to grant access to their clients as well, the 

domain restriction can be set to “companyX.com, clientcompanyY.com”. Moreover, 

a separate setting was created for granting access for individual users: the SaaS 

application accepts a list of emails for which access will be granted as well. 

4.4 Active Directory Federation Services (AD FS) 

4.4.1 Pre-requisites 
Active Directory Federation Services (AD FS) is a module in Windows Server that 

enables single sing-on over the Internet for 3rd party applications [17]. The AD FS 

itself is not in control of the identities but provides an interface for interacting with 
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them. The application that is responsible for the identities is called Active Directory 

(AD). The Active Directory does not provide an authentication interface for the 

public Internet for which reason the AD FS module is required. In addition, a 

separate module is needed to manage the communication between the users and the 

domains. This is called Active Directory Domain Services (AD DS) and operates in 

between the AD FS and AD.  

The authentication will happen via browser over the Internet. First user needs to 

navigate to the login page but in order this to happen, the login page must be a public 

web resource. Thus AD FS needs a web server to provide the login page to the user. 

A module called Internet Information Services (IIS) is utilized for this purpose. The 

relations between the required modules are presented in figure 4.3. 

 

Figure 4.3 The relations between the modules in authentication with AD FS 

4.4.2 Authentication flow 
AD FS supports multiple protocols for authentication [17]. The used protocol in this 

research is Security Assertion Markup Language (SAML) version 2.0. SAML 

protocol is based on security assertions between the three parties: client, identity 

provider and service provider [18]. In this case, the user together with the browser 

represents the client, AD FS represents the identity provider and a SaaS application 

represents the service provider. The authentication flow for unauthenticated users is 

presented in figure 4.4. 
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Figure 4.4 SAML 2.0 authentication flow 

At step A, user initiates the authentication flow by navigating to the login page 

directly or being redirected on behalf of the SaaS application. After user has chosen 

the AD FS as the identity provider, an authentication request is sent to the AD FS at 

step B. Moreover, the authentication request is sent automatically if the AD FS is the 

only enabled identity provider thus simplifying the authentication process. 

After receiving the authentication request, AD FS first checks if the user was 

authenticated already. Assuming that the user was not authenticated at this point, 

user is redirected to a login page provided by the AD FS at step C. User is then 

required to provide the credentials for authentication. If the authentication succeeds, 

AD FS generates a SAML token that is then forwarded back to the SaaS application 

at step D. Identically, SAML token will be sent automatically without requiring any 

input from the user if she was authenticated in the first place. 

The SAML token acts as a ticket for accessing the application [19]. The token 

consists of secure information in form of statements. Three types of statements are 

provided in the SAML token [19]:  

• Authentication statement 

• Attribute statement 

• Authorization decision statement 
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The authentication statement asserts that the user has been authenticated by the AD 

FS. The attribute statement asserts the user with pre-defined attributes. It contains 

key-value pairs such as name and email. The authorization decision statement asserts 

that the user is allowed to perform a specific action [19]. 

The generated SAML token will be sent back to the SaaS application via the client. 

The SaaS application is responsible for validating the SAML token using the public 

key of AD FS before granting access to the application [19]. After the token has been 

validated, the user can be logged in and the attributes in the attribute statement can 

be assigned to the user at step E. This is presented at Appendix D. 

4.4.3 SaaS requirements 

4.4.3.1 Relaying party trust 

In order for AD FS to accept incoming authentication requests, a “Relying Party 

Trust” (RPT) needs to be configured in order to justify the parties. AD FS is a 

module working independently from other AD FS instances. Because of this, the 

integration is always enabled between the SaaS application and one specific AD FS 

instance. As the SaaS application is not aware of the AD FS instance before 

integration takes place, some configuration is required to create a link between them 

i.e. the RPT. RPT connects the AD FS with the SaaS application with a trust 

relationship so that only trusted parties can access the Active Directory itself. 

Configuring the RPT involves filling several fields, the most important of which are: 

• Entity Id 

• SAML Assertion Consumer Endpoint 

• Claim rules 

Entity Id identifies the Relying Party Trust and is used for validating the SAML 

token as well. It is utilized when determining into which application the user should 

be logged in if there are multiple Relying Party Trusts defined (step C in figure 4.4). 

The SAML Assertion Consumer Endpoint is an endpoint back to the SaaS 

application. It defines the URL where SAML token is sent to after a successful login 

(step D in figure 4.4). This endpoint is responsible for validating the SAML response 

and logging the user into the application. 
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Claim rules define which user attributes are sent to the SAML Assertion Consumer 

Endpoint in the SAML token. Typically, there are claim rules at least for the name of 

the user and for the User Principal Name as it identifies the user within certain 

Active Directory instance. 

The configuration of the Relying Party Trust can be done manually but also 

automatically based on a Federation Metadata file provided by the SaaS application. 

This metadata file is served over the Internet and it contains the information about 

the SaaS application. For example the Entity Id, SAML Assertion Consumer 

Endpoint and the claim rules can be defined in this metadata file. However, the claim 

rules defined at metadata cannot be applied automatically but system administrator 

needs apply them manually due to security reasons. The claim rules are only 

requested in the metadata. 

4.4.3.2 SAML Assertion Consumer Endpoint 

After the SAML token is sent back to the SaaS application (step D in figure 4.4) and 

the user is authenticated, the application needs to determine where the user needs to 

be redirected i.e. what is the resource user tried to access in the first place. The 

SAML Assertion Consumer Endpoint is a static URL thus utilizing the URL for 

dynamic data is not possible. 

Let’s say that the SAML Assertion Consumer Endpoint is defined at 

“https://app.viima.com/tenant1/saml/access/” and user tried to access resource 

“https://app.viima.com/tenant1/#preferences” before she was prompted for 

credentials by the AD FS. After logging in, the SAML token is sent back to the SaaS 

application and user is logged into the application. Now the user should be redirected 

to the page “https://app.viima.com/tenant1/#preferences” as she initially requested 

but the application does not possess that information as it is not provided by the AD 

FS. The application can get the correct tenant from the SAML Assertion Consumer 

Endpoint but the URL suffix “#preferences” is lost in the process. 

Fortunately, Microsoft has recognized this issue and added a support for 

“RelayState” query parameter, which is sent back to the SaaS application together 

with SAML token after a successful login. However, the support of “RelayState” was 
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added only after a major release and thus it’s not widely supported. In addition, it is 

not enabled by default and requires some effort from the administrator to enable. 

Another option is to utilize cookies. Whenever the user is trying to access a resource 

in SaaS application without being authenticated, the requested resource is saved to a 

cookie. After the user is authenticated with AD FS, she can be redirected to the 

resource saved in this cookie. However, if the cookies are cleared in between the 

login process for some reason, it is not possible to determine where the user should 

be redirected. 

One option would be defining a separate Relying Party Trust for each endpoint 

where user can be redirected after login. The problem with this solution is that 

defining new Relying Party Trusts require manual work and weakens the scalability.  

4.4.3.3 User mapping 

Users are identified with User Principal Name (UPN) in Active Directory. However, 

the UPN is not sufficient to identify the SaaS application users when using AD FS as 

an identity provider as the uniqueness cannot be guaranteed outside the AD FS. This 

issue relates to the issue presented in chapter 3.6.2.  

Let’s say that there are two tenants using a SaaS application, both of them wishes to 

use AD FS as an Identity Provider for their SaaS application instance. Now if there’s 

a user in both Active Directories with same User Principal Name, the SaaS 

application may mix the users of these AD FS integrations. In order to identify an 

AD FS user in the SaaS application, the UPN must be linked with specific AD FS to 

form a unique key. In practice this means that the UPN and AD FS instance must 

both be saved to the application user requiring them to be unique together thus 

forming a globally unique identifier in the context of the SaaS application. 

4.4.4 Configurability requirements 

4.4.4.1 Overview 

It is not possible to implement a generic integration to the AD FS as all the AD FS 

instances operate independently from each other and have, for example, different 

login endpoints. Therefore, some configuration is required from the administrator 
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who wishes to enable the integration with the AD FS. From the ease-of-use point of 

view, the configuration required should be minimized leaving less space for errors. 

4.4.4.2 Endpoints 

First of all, the SaaS application needs to know the login URL of the AD FS instance 

in order redirect the user to the correct login page. The AD FS is connected to the 

public Internet via Internet Information Services -instance, which has a unique URL 

to connect to. Thus all the AD FS instances have a unique login URL that needs to be 

configured on per tenant basis when enabling the integration. The same goes for the 

logout URL if the SaaS application needs to be able to logout the user from the AD 

FS itself. Fortunately, all the AD FS endpoints follow the same pattern thus can be 

generated if the base URL, so to say, is known. For instance, if the base URL is 

“https://ad.viima.com/adfs/”, the login and logout URLs can be generated as follows: 

• Login URL: https://ad.viima.com/adfs/ls/idpinitiatedsignon 

• Logout URL: https://ad.viima.com/adfs/ls/?wa=wsignout1.0  

From the ease-of-use point of view, it is not necessary to ask the administrator to 

provide these URLs separately but only the base URL as the application can generate 

the required URLs out of the base URL. 

4.4.4.3 Entity Id 

The SaaS application needs to know the Entity Id of the AD FS instance for 

validating the SAML token. Fortunately, the Entity Id follows the same pattern than 

the endpoints of the AD FS by default. Using the same base URL than in previous 

examples, the default Entity Id would be: 

• Entity Id: https://ad.viima.com/adfs/services/trust 

However, the Entity Id can be changed on behalf of the system administrator thus 

cannot be generated correctly for absolute certainty. Therefore an option for setting a 

custom Entity Id must be provided. But as the Entity Id follows a known pattern by 

default, the generated Entity Id can be used as a default value while allowing 

changing the value if necessary. 

4.4.4.4 Certificate 
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The AD FS uses a certificate to sign all the SAML tokens that it sends to 3rd parties. 

For security reasons, this signature should be verified whenever a SAML token is 

received. The SaaS application should be able to verify that the signature matches 

with a predefined certificate. Therefore the certificate used for signing the SAML 

tokens must be provided upon configuration. There are two ways to achieve this. One 

way is to provide the certificate itself and perform a direct comparison with the 

signature provided in the SAML tokens. Another way is to use a fingerprint of that 

certificate: a fingerprint is generated out of the signature, which is then compared 

with the predefined fingerprint. The latter is usually the preferred way, as it does not 

involve storing a certificate owned by someone else. Furthermore, it is more 

convenient for the administrator to provide a lot shorter fingerprint compared to a 

long certificate file.  
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5 Comparison of the integrations 

5.1 Similarities 
Comparing the individual integrations, the following similarities can be detected in 

the authentication flows: 

A. User accessing the application 

B. Redirecting user to the identity provider 

C. Login at identity provider 

D. Generating authentication response and sending it back to the SaaS 

application 

E. Validating the authentication response 

F. Assigning user attributes 

G. Logging user into the application 

Given these similarities, a common authentication flow can be formed as presented 

in figure 5.1 

 

Figure 5.1 Common authentication flow 
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User initiates the authentication flow by navigating to the login page directly or 

being redirected on behalf of the SaaS application at step A. After user has chosen 

the identity provider to be authenticated against, an authentication request is sent to 

the identity provider at step B. 

After receiving the authentication request at step C, the identity provider redirects the 

unauthenticated user to the login page of the specific tenant of the identity provider. 

When the user has logged in successfully, the identity provider generates an 

authentication response that is then forwarded back to the SaaS application at step D. 

Identically, the authentication response will be sent automatically if the user was 

authenticated in the first place. 

The SaaS application is responsible for validating the authentication response 

obtained from the identity provider. However, the validation logic depends on the 

protocol used for the authentication thus it needs to be separated from the core 

application logic (step E). After the validation has succeeded, the user attributes 

obtained from the identity provider can be assigned to the user at step F. Finally the 

user can be logged into the SaaS application at step G. 

5.2 Variables 

Despite the fact that the authentication flows were relatively similar to each other, 

there were even more differences between the flows. In conceptual level, these 

differences can be seen as variables that can be separated from core application logic. 

The detected variables are: 

V1. Tenant at identity the provider 

V2. Login URL of the identity provider 

V3. Parameter for detecting the tenant at the identity provider 

V4. Allowed origins 

V5. Allowed redirect URLs 

V6. Redirect URL 

V7. Type of authentication response 

V8. Validation logic 

V9. User attributes 

V10. User mapping in the SaaS application 
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V11. Access control 

Table 5.1 presents the relations between the detected variables and each of the 

selected identity providers. 

Table 5.1 Variables in the integrations between a SaaS application and the selected identity providers 

Id Google Azure AD AD FS 

V1 Project on IdP Application on IdP Running AD FS 

V2 Static Static Pre-defined 

V3 client_id –parameter client_id –parameter logintoRP –parameter 

V4 Pre-defined by admin N/A N/A 

V5 Pre-defined by admin Pre-defined by admin N/A 

V6 redirect_uri –parameter redirect_uri –parameter Pre-defined by admin 

V7 Access token Code SAML response 

V8 Id token Code + Secret key Public certificate 

V9 Fetched with access token Fetched with access token In SAML response 

V10 Globally unique user Id Globally unique user Id Locally unique user Id 

V11 At SaaS application At SaaS application At AD FS 

 

As seen from the table, there is a great identity provider dependent variance for each 

variable. Despite this, the underlying logic may still be extremely similar for each 

identity provider. For example, all of the selected identity providers use a query 

parameter to define the tenant of the identity provider; only the name of this 

parameter varies. On the other hand, the procedures for some of the variables are 

completely different, the validation logic for instance. Google, for example, provides 

an id token used for the validation together with the access token where as Azure AD 

provides only the authorization code, which is then used to fetch the access token 

together with a secret key. 

The way these variables need to be treated in the application level depends on the 

following matters: 

• Staticness of the variable 

• Type of the variable 

• Responsible of the variable 

These are presented in table 5.2. 
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Table 5.2 Staticness, types and responsible of the variables 

Id Staticness Type Responsible 
V1 Application specific/tenant specific (AD FS) Manual Vendor/tenant admin 

V2 Static/tenant specific (AD FS) Data Vendor 

V3 Static Data Vendor 

V4 Application specific Data Vendor 

V5 Application specific Data Vendor 

V6 Application specific Data Vendor 

V7 Static Data Vendor 

V8 Static Functionality Vendor 

V9 Static Functionality Vendor 

V10 Static Functionality Vendor 

V11 Tenant specific Data Tenant admin 

 
Three different types of variables were recognized: 

• Manual configuration 

• Functionality 

• Data 

The first type, manual configuration, is the heaviest type of these as it cannot be 

automated. Fortunately, there is only one variable that requires manual configuration 

and in most cases, the responsible of this configuration is the vendor itself. Only in 

the case of AD FS, the tenant administrator is responsible for making sure that the 

pre-requisites set for the integration are fulfilled. 

The functionality variables are relatively heavy as well. This is because they must be 

taken into consideration in the application logic level and cannot, for example, be 

separated into the database. Fortunately, these variables are static and do not vary 

depending on the tenant. Furthermore, the responsible of these variables is the 

vendor thus respecting the scalability aspect of the SaaS application. 

The data type is relatively lightweight. This is because the data variables can be 

separated into the database regardless of the staticness of the variable. These 

variables can then be applied at runtime of the application.  
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6 Common model 

6.1 Overview 
A common model for supporting configurable integrations with 3rd party identity 

providers in a multi-tenant SaaS application can be formed by separating the detected 

variables from the combined authentication flow. This is presented in figure 6.1. 
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Figure 6.1 Common model for supporting configurable integrations with 3rd party identity providers in a multi-
tenant SaaS application 

6.2 Authentication flow 

As in any authentication flow, first the user tries to access a certain resource of the 

SaaS application. When the application recognises the user as unauthenticated, she 

will be requested to authenticate herself (step A). The authentication, however, takes 

place in the identity provider’s end. For this purpose, identity provider usually 

requires a tenant to be created (variable V1). The idea of this is to limit access to 

certain user group and provide security by justifying the parties. Additionally, the 

user attributes requested from the identity provider may vary among the tenants, 

which supports the idea of separating the enants from each other. 

In order for the identity provider to authenticate the user, an authentication request 

including necessary parameters must be generated (step B). First of all, the SaaS 

application needs to know where the authentication request must be sent. Hence there 

must be a configuration for login URL (variable V2). In most cases, this login URL 

is public and static but in AD FS’s case it must be provided manually as the URL for 

the AD FS itself is always installation specific. 

In addition to the login URL, the identity provider needs to know which tenant is 

linked to the SaaS application. This information is passed in the query parameters of 

the authentication request. The identity providers still use different names for this 

parameter thus requiring identity provider specific configuration (variable V3). 

Furthermore, the identity provider needs to know the type of the authentication 

response to be sent back to the SaaS application. The way the response type is 

defined varies depending on the authentication protocol. This research recognized 

two different patterns for this purpose: either the type is passed in the query 

parameters of the authentication request or it is pre-defined for the authentication 

protocol (variable V7). Last, the identity provider needs to know where the 

authentication response needs to be sent after a successful authentication. Once 

again, this research recognized two different ways to provide this information: either 

the redirect URL is passed in the query parameters of the authentication request or it 

is manually configured on the identity provider’s end (variable V6). 
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After the authentication request is generated, it can be sent to the determined login 

URL of the identity provider (step C). The next step is identity provider depended 

step thus might not be executed (step D). The idea of this step is to provide security 

by verifying that the authentication request initiated from a trusted origin. If this step 

is required, the allowed origins must be manually configured (variable V4). 

Next the identity provider checks if the user was already authenticated at the identity 

provider. If not, user is requested to provide her credentials at step E. Once the user 

has authenticated, the identity provider prepares for sending the authentication 

response. The next step, verifying the redirect URLs (step F), is also identity 

provider dependent. It is required only if the redirect URL was provided by the SaaS 

application due to security reasons. The idea is that redirect URL provided by the 

SaaS application is matched against the trusted redirect URLs set for the tenant of the 

identity provider (variable V5). If the redirect URL was configured on the identity 

provider’s end, it does not need verification and can be trusted as such. 

The authentication response is generated in at step G. The type of this response is 

either pre-defined or provided as a query parameter. For example, the SAML 2.0 

protocol uses standard response type whereas in OAuth 2.0 there are multiple 

alternatives to choose from. After the authentication response is generated, it can be 

sent back to the SaaS application at step H. This step requires the redirect URL as an 

input, either provided by the SaaS application or pre-defined for the tenant of the 

identity provider (variable V6). 

The authentication response is then received at the SaaS application (step I). Next the 

SaaS application needs to validate the response (step J). However, the validation 

logic varies widely depending on the identity provider thus the whole validation 

logic must be configurable (variable V8). For example, in Google’s case the 

validation can be done using a id token received from Goole where as Azure AD 

provides an authorization code as the authentication response, which is then used to 

fetch the access token together with a secret key. AD FS, on the other hand, works 

similar to Google but the response is validated with a public certificate instead. 

After the response is validated, the SaaS application needs to get access to the 

attributes related to the authenticated user (step K). Once again, the whole logic must 



48 
 

be separated from the core authentication logic as implementations vary depending 

on the protocol (variable V9). In OAuth 2.0 the user attributes are fetched from the 

identity provider using an access token whereas in SAML 2.0 the user attributes are 

embedded in the authentication response. 

When the user attributes are known to the SaaS application, the user mapping can be 

performed (step L). The way the users are mapped depends on the uniqueness of the 

user id at identity provider. If the user ids at the identity provider are globally unique, 

a one-to-one mapping can be performed. But if the user ids are only locally unique, 

the user id at the identity provider must be combined with the tenant id of the SaaS 

application in order to form a globally unique identifier. Once the global identifier is 

known, the SaaS application can check whether there is a user with given global id or 

create a new one if not (variable V10). After the user is known, access control can be 

performed to this user if desired (step M). This is an optional step, as not all identity 

providers require the access control to be handled on the SaaS application’s end. If 

the access control is enabled, is must by configurable so that the each tenant can 

specify who is allowed to access the application instance (variable V11). If the user 

passes the access control, or it was not enabled, the user can finally be logged into 

the application at step N. 

6.3 Addressed requirements 

The requirements set for the design are presented in table 6.1 together with the 

descriptions of where the requirements were addressed. 

Table 6.1  Addressed requirements 

Category Id Requirement Where 

Pre-requisites R1 Justifiable parties Steps B, D, F 

Authentication 

flow 

R2 Authenticating users against 3rd party 

identity providers 

Common model 

R3 Single sign-on Steps A – N 

R4 Automated authentication process Steps A – N 

R5 Confidentiality and integrity Secure connection + step J 

R6 Logging and auditing Identity provider 

R7 Data validation Step J 

SaaS 

requirements 

R8 Tenant isolation Step M of common model  

+ architecture of design 
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(not guaranteed) 

R9 Configuring identity providers on per 

tenant basis 

SaaS configurations 

R10 Separate portal for configurations Architecture of design 

Configurability 

requirements 

 

R11 Separating regular users from 

administrators 

Step M 

R12 Enabling and disabling identity providers SaaS configurations 

R13 Supporting multiple identity providers per 

tenant 

SaaS configurations 

R14 User mapping Step L 

 
As the table indicates, most of the requirements set for the design were addressed. 

The requirement R2,  “Authenticating users against 3rd party identity providers”, was 

an umbrella requirement for the system thus not a single step could address this 

requirement but it’s addressed by the common model itself.  

In addition, the fulfilment of a couple of requirements cannot be guaranteed 

completely. The requirement R6, “Logging and auditing”, was left to the identity 

provider’s responsibility. This is because the identity provider is handling this in any 

case thus replicating the functionality to the SaaS application would not bring any 

added value. But as the SaaS application has no control over the feature, there is no 

way to validate if it’s fulfilled completely. 

The requirement R8, isolation of tenants, was addressed by the access control where 

the allowed users can be defined in from of domains and individual emails. However, 

this does not guarantee the isolation of tenants. The isolation of tenants is extremely 

hard to validate in a SaaS application as the SaaS concept is based on the ideology 

where all tenants share the same resources. 

6.4 Summary 

The only way to serve the individual client needs regarding authentication in a multi-

tenant SaaS environment is to separate the variables from the core application logic 

and make them configurable as a self-service. First, these variables need to be 

identified. In order to identify these variables, the integrations must be built 

individually after which the similarities and the differences of the integrations are 

more noticeable. 
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Next step is to separate the variables from the core application logic. How the 

separation can be achieved is highly variable dependent; some of the variables can be 

stored to the database whereas others may need to be separated into their own 

software modules. In any case, these variables need then to be made configurable in 

order to serve a specific need. Furthermore, it needs to be considered whether the 

variable is tenant specific or application specific. Application specific configurations 

are usually static thus the configurability doesn’t play a big role on those. The tenant 

specific variables, on the other hand, are usually dynamic and should be configurable 

in a separate management portal thus passing the responsibility of configurations 

from the vendor to the tenants themselves and preserving the scalability of the SaaS 

application. 

Usually, however, it’s also required to do some configurations on the 3rd party 

identity provider’s end as well. As the identity providers are dealing with 

confidential information, the security aspect must be taken into consideration. 

Fortunately, the identity providers usually implement a common authentication 

standard, OAuth 2.0 or SAML 2.0 for example, and the security of the whole 

authentication process is taken care by this standard. Nonetheless, manual 

configuration may be required in order to form trust between the parties of the 

authentication process. Usually this happens by creating a tenant to the identity 

provider that can then be configured to trust the SaaS application or one of its 

tenants. 

Lastly, the issue of access control needs to be solved. The access control may be 

taken cared of by the identity provider thus making this step identity provider 

depend. If not, the access control needs to be implemented as well; the tenants should 

be able to restrict the access to their instance themselves. 

Putting it all together, supporting configurable integrations with 3rd party identity 

providers in a multi-tenant SaaS application requires the following steps: 

1. Select the identity providers to be integrated with 

2. Create tenant to the identity providers 

3. Form trust between the different parties 

4. Implement the integrations 
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5. Discover the differences between the authentication flows 

6. Separate the variables from the core application logic 

7. Enable tenant specific configurations 

8. Implement access control (optional) 
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7 Evaluation 

7.1 Google 

7.1.1 Application specific configurations 
The required application specific configurations of the integration depend on the 

SaaS application setup as explained in chapter 4.2.4. If the SaaS application has 

static JavaScript origin and static Redirect URI, no configuration regarding to trusted 

parties is required from the vendor neither on the SaaS application’s end nor on the 

Google’s end. If, however, even either of them is not static, the vendor is required to 

enter the dynamic URL’s and/or origins manually to the Google Developers project. 

As the implementation use both static JavaScript origin and Redirect URI, it doesn’t 

require any configuration regarding to those. 

The biggest challenge in application specific configurations is determining the 

redirect address after successful login (chapter 4.2.3). The challenge is present only 

in the scenario where static Redirect URI’s are used. In those cases, the tenant must 

be determined from the “state” parameter that is passed along with every request. It’s 

up to the SaaS application logic to set this parameter before sending the 

authentication request to Google in the first place. The authentication request to 

Google is sent from the login page of the SaaS application. Yet, the login page was 

most likely not the page user initially requested from the SaaS application. From the 

user experience point of view, the user should be redirected to the page she initially 

requested after successful authentication. Thus the SaaS application should set the 

state parameter value to the initially requested URL. 

A solution for this was found from query parameters; whenever the user is redirected 

to the SaaS application login page, a query parameter named “next” is appended to 

the URL with value of initially requested resource. Thus the state parameter can be 

set based on the value of this query parameter. 

7.1.2 Tenant specific configurations 
For the tenant administrator, enabling the integration is as simple as ticking a 

checkbox as the implementation didn’t reveal other mandatory tenant specific 

configurations. However, Google does not provide any access control and it can be 

seen as an open community where everyone who has a Google account can login to 
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the SaaS application. This is not an option for the tenants who want to isolate their 

application instance and provide access only for the personnel. For example, if the 

tenant is using Google For Business email accounts, it may be desired to restrict the 

access to only those who has the company email account. In these cases, the tenant 

administrator must provide the access control rules as well. Restricting the access to 

desired domains and individual emails happens by providing allowed domains and 

emails into separate fields as presented in figure 7.1. 

 

Figure 7.1 Configuring authorized users 

After providing the desired domains and individual emails, no further configuration 

is required. 

7.1.3 Ease-of-use 
Soon after the implementation, a new client was signed that uses Google for 

Business. Once they had gotten access to the system, their admin user emailed to our 

representative asking whether using Google as an identity provider and restricting 

access is possible. Our representative replied with a quick email saying that yes it’s 

possible and that the person could do that by himself in the management portal of the 

SaaS application. With no further guidance, this non-IT person had quickly 

configured appropriate settings for enabling the integration and restricting access to 

only Google accounts from their corporate domain. As no challenges occurred at any 

point along the way and the integration was taken into production use and the 

business requirements set for the implementation were thus met. 

7.2 Azure AD 

7.2.1 Application specific configurations 
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The most significant application specific configuration is the authentication response 

validation logic, which in this case is done by an additional exchange request. The 

implementation logic must make sure that all the necessary information is passed 

along when exchanging authorization code to access token. This includes for 

example forwarding the correct Redirect URI to the identity provider in order to 

redirect the user correctly after successful login. Furthermore, not anyone is allowed 

to make this exchange, which means that the SaaS application needs to prove its 

identity. This happens by adding the client Id and client secret of the application to 

the exchange request. Due to security reasons, the client secret must be known only 

to the SaaS application and should be treated accordingly. 

The error handling was implemented for both the incoming and the exchange 

requests. First the SaaS application makes sure that all the necessary parameters 

needed for the exchange request are provided. Validation of these parameters was not 

implemented at this point but was left to the identity provider’s responsibility upon 

exchange request. In case any of the required parameters was missing from the 

incoming request, an error is returned to the user. However, as the user did not 

provide these parameters manually in the first place, there is no way to recover from 

this situation. The user is requested to contact the system administrator in such case. 

The second step is to validate the exchange request in case the incoming request was 

invalid. As mentioned, the identity provider is responsible for validating the 

exchange request so it’s sufficient to check that the exchange request itself was 

successful. Once again, an error is returned to the user if the request was not 

successful. As an automatic recovery is not possible due to same reasons, the error 

recommends contacting the system administrator. 

7.2.2 Tenant specific configurations 
When it comes to tenant specific configuration, the required configurations are the 

same than in Google’s case. That is, enabling the integration by ticking a checkbox 

in the admin portal and defining the optional access control rules. As the created 

Azure AD application was set up as a multi-tenant application, all the users who have 

an Azure AD account will be able to login to the SaaS application instance. Once 

again, this is usually undesired and the access must be restricted in the admin portal. 
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This happens by providing the allowed domains and individual emails as explained 

in chapter 7.1.2 

7.2.3 Ease-of-use 
The client company, for which the integration was implemented, arranged a technical 

integration workshop. The agenda of this workshop was to discuss the technical 

details about the use of the SaaS application, one of the topics being the Azure AD 

integration. Six people participated this workshop: one IT architect and three people 

in business roles from the client company, as well as two representatives from the 

case company. 

The workshop was originally scheduled to take an hour and half but the technical 

part was actually concluded in fifteen minutes as configuring Azure AD requires no 

changes to any of their IT systems and even the other integration requirements were 

quickly covered, at which point the IT architect enthusiastically commented to the 

business people that they should initiate more “IT projects” like this.  

Once the people from the client company got to test it in practice with their Azure 

AD accounts, they commented, “it just works”. However, some users also discovered 

an issue that prevented access to the system. After a quick Skype call, it was 

identified that the problem was in the corporate security settings of Internet Explorer, 

as the integration worked with all other browsers, and even the same browser version 

on other computers, out-of-the-box. These settings prevented the login popup from 

opening, which was quickly fixed by always using redirects to a separate login page 

as opposed to a popup when using Internet Explorer. Ever since, the integration has 

worked flawlessly thus the business requirements set for the implementation were 

again met. 

7.3 AD FS 

7.3.1 Application specific configurations 
The most significant application specific configurations revealed by the technical 

walkthrough were: 

• Determining the redirect address after login 

• Validating the SAML token 
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The issue of determining the redirect address after login is presented at chapter 

4.4.3.2 together with possible solutions. As there was no obvious solution for the 

issue in question, two of the presented solutions were implemented. First the 

application checks whether the AD FS provided the “RelayState” parameter or not. If 

provided, the redirect address can be determined from the value of “RelayState” 

parameter. If not, the cookie based solution acts as a fall-back and the redirect 

address can be determined from the value of a certain cookie. However, if the 

“RelayState” parameter was not provided and the cookies were cleared in between 

the process, the redirect address cannot be determined. In that case an automatic 

recovery is not possible and the user needs to navigate to the application manually. 

The second challenge lies in the authentication response validation logic: validating 

the SAML token. The validation contains several steps, for example validating the 

following matters: the issuer, the audience, the signature and the expiration status of 

the token. If any of these validations fails, the access is denied from the user. There is 

no automatic recovery from these situations; the only way to recover is to try again. 

7.3.2 Tenant specific configurations 
The required tenant specific configurations are: 

• AD FS configuration 

1. Adding the “Relying Party Trust” 

2. Adding claim rules 

• The SaaS application configuration 

1. Enabling the integration 

2. Defining required fields 

First, the “Relying Party Trust” must be added to AD FS. There are three ways to 

achieve this: fill the required fields manually, provide a metadata file that contains all 

the required fields or provide a URL for the metadata. If done manually, the tenant 

administrator has to provide all the information by hand in several steps. Fortunately, 

the metadata makes this easier for the admin as all the required fields are prefilled 

and the admin just needs to confirm them thus reducing the amount of steps required. 

Even more convenient for the admin is to fetch the metadata from a given URL 

eliminating the step of making metadata file available for the AD FS. Furthermore, if 
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the RPT needs to be updated for some reason, it can be done automatically if the 

metadata was provided over the Internet; AD FS can fetch the metadata on a daily 

basis and update the RPT if something has changed. 

Next step is to add claim rules for the RPT. Claim rules define which attributes of the 

user are sent to the 3rd party (the SaaS application). This cannot be automated, 

otherwise the SaaS application could ask for all the available information about the 

user thus resulting possible privacy violations. The admin must define manually the 

attributes to be sent. However, the SaaS application can request certain attributes 

from the AD FS. This eases the process for the admin as she can directly see what 

attributes the SaaS application wishes to receive. 

Now that the configurations are done at AD FS, the SaaS application can be 

configured to utilize the newly created RPT. Figure 7.2 illustrates the required 

configuration on the SaaS application’s end. 

 

Figure 7.2 Configuring the SaaS application to support AD FS 

First step is to enable the AD FS integration. This is as simple as ticking a checkbox. 

Next, the SaaS application needs to know all the required endpoints. Fortunately, as 

mentioned in chapter 4.4.4.2, all the endpoints follow the same pattern. Because of 

this, it’s not necessary to provide all of the endpoints separately but only the base 

URL that can be utilized for generating the other required endpoints. 
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The SaaS application needs to know the Entity Id of the AD FS so that it can validate 

the incoming SAML tokens. The Entity Id follows usually the same pattern as the 

endpoints even though it’s not a valid endpoint. Therefore, the Entity Id can also be 

generated based on the base URL but it must be made configurable as well as it may 

be changed by the administrator of AD FS. Auto generating the Entity Id reduces one 

step from the process only if it follows the standard pattern. The last information that 

the SaaS application needs, is the certificate fingerprint in order to validate the issuer 

of incoming SAML tokens. 

Altogether, most of the unnecessary configurations for enabling the integration were 

eliminated from both the SaaS application’s end and the AD FS’s end. However, 

usually the AD FS enables an endpoint for fetching its own metadata. This metadata 

contains all the required information for configuring the AD FS at SaaS application 

side. It would be enough to provide the address for this metadata, if it’s enabled, and 

the rest of the fields (base URL, Entity Id and certificate fingerprint) could be filled 

automatically. This would reduce the required configurations even further. Even 

without this, a person familiar with AD FS can do the configurations in matter of 

minutes. 

7.3.3 Ease-of-use 
AD FS integration was first implemented for one of the oldest client of the case 

company. They had previously been using the SaaS application so that it was only 

accessible from a single page in their intranet system, which passed the appropriate 

credentials along to the application to provide an SSO-like user experience. This 

solution, however, had a couple of significant challenges. As the application was 

strictly only accessible from the intranet, which in turn was only accessible from the 

corporate network of the client, access to the system was in practice limited to only 

the headquarters of their company. This meant that only slightly more than a third of 

all of the employees had access to the application and even they only had access 

from the office and couldn’t for example use it with their mobile devices. 

As the client started to implement the AD FS, one of the first systems to start the 

transition to use AD FS credentials for logging in was the aforementioned intranet. 

After a couple of months, the work also begun for the case company with a technical 

kick-off workshop where the integration was planned and responsibilities divided. 
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After the implementation was ready, much before the same happened in the intranet 

project that had started much earlier, AD FS can now be integrated within a few 

minutes of work with no technical changes required, which was the case when the 

company ordered a new application instance for another use case.  

Once the feature first underwent testing, everything worked out-of-the-box for most 

users. There were, however, a couple of notable exceptions with some users 

experiencing issues related to redirect issued presented at chapter 4.4.3.2. Due to 

these issues, a safe mechanism was added to the implementation that first checks if 

the “RelayState” parameter was given to determine the correct redirect address. If 

not, the application reads the correct redirect address from the cookies that are set 

regardless of whether the “RelayState” parameter is supported or not. After 

implementing this fall-back mechanism, the implementation worked flawlessly and 

thus the business requirements set for the integration with AD FS were again met. 

7.4 Common model 
The common model presents a generalization of practical implementation for which 

reason the configurability of the model cannot be analysed with a technical 

walkthrough. The configurability of the common model can be analysed, however, 

through the implementations of the model. That is, the implementations conducted 

for this research. Furthermore, the common model can be analysed from error point 

of view in higher level i.e. what are the possible points of failure in the model. By the 

nature of authentication process, all the steps must be executed successfully in order 

to grant access to the user. The analysis recognized the following steps to be the most 

error-prone in the common authentication process: 

• Step B: Generating the authentication request 

• Step H: Sending authentication response to SaaS application 

• Step J: Validating the response 

As the figure 6.1 illustrates, the step B is dependent on several configurations. 

Naturally, there is at least the same amount of potential errors than as there are 

dependencies. Moreover, all the configurations in step B are dependent on the 

identity provider. Fortunately, all of these configurations are quite static as the 

endpoints and ids rarely change. 



60 
 

The second potential point of error is step H. As the configurability analyses of the 

implementations revealed, all of the implementations had challenges with 

determining the redirect address after login. One reason for this is that there is no 

standardized way of determining the redirect address: in OAuth 2.0 it is passed along 

with every requests where as AD FS requires it to be pre-defined. The latter is 

especially challenging for SaaS applications as the tenants are usually separated by 

dynamic URLs. 

The last most error-prone step is step J. Once again, there is no standardized way of 

validating the response. This was handled differently in all of the implementations. 

For example, the validation may even be based on another HTTP request to the 

identity provider like it did in Azure AD’s case. Thus there is no common interface 

but the whole logic must be configurable making it sensible for errors. 

When it comes to configurability, the literature review revealed the following 

requirements: 

R11. Separating regular users from administrators 

R12. Enabling and disabling identity providers 

R13. Supporting multiple identity providers per tenant 

R14. User mapping 

The design separates the administrators from the regular user thus addresses the 

requirement R11. Furthermore, a separate management portal was implemented to 

support the configuring the implemented integrations. Figure 7.3 illustrates the tenant 

specific configurations for 3rd party identity providers at the management portal. 
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Figure 7.3 Tenant specific configurations for 3rd party identity providers 

As seen from the figure, the tenants are allowed to enable and disable selected 

identity provider thus addressing the requirement R12. Moreover, the tenants can 

enable multiple identity providers for their application instance, which addresses the 

requirements R13 and R14. Hence, all of the requirements related to the 

configurability were addressed. 
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8 Discussion 

8.1 Main findings 

8.1.1 RQ1: What are the requirements for a system supporting configurable 
integrations with 3rd party identity providers in a multi-tenant SaaS 
application?  

The literature review revealed several requirements for a system supporting 

configurable integrations with 3rd party identity providers in a multi-tenant SaaS 

application. The list of requirements was conducted from all of the key concepts to 

which the research problem was divided thus providing a broad view of the overall 

requirements. These requirements were then divided into following categories based 

on their nature: 

• Pre-requisites 

• Authentication flow 

• SaaS requirements 

• Configurability requirements 

These categories reveal the most significant aspects that need to be taken into 

consideration when implementing integrations to 3rd party identity providers in 

similar context. The requirements themselves indicate what each of these aspects 

means in practice. Moreover, there were two requirements that covered all of these 

aspects for which reason those can be considers as umbrella requirements. These 

were: 

• Authenticating users against 3rd party identity providers 

• Configuring identity providers on per tenant basis 

First of all, the users must be able to authenticate themselves against 3rd party 

identity providers in order for the system to bring the expected business value. That 

is, easing the authentication process for the end user. While this requirement 

approaches the problem from the end user’s perspective, the latter approaches it from 

the vendor’s perspective; the scalability of a SaaS application can only be preserved 

if tenants are able to do necessary configurations on their own. 
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All the requirements revealed by the literature review were relevant for this business 

case and for this reason they were used as a basis for the system design. Furthermore, 

the requirements didn’t change along the design process, which confirms their 

validity. However, two of the requirements were implied, as the respective parent 

requirement did not cover the addressed problem completely. Nonetheless, the 

implementations were able to bring the expected business value for which reason the 

list of requirements can be seen comprehensive enough. 

8.1.2 RQ2: How to design a system supporting configurable integrations with 
3rd party identity providers in a multi-tenant SaaS application?  

Integrations with 3rd party identity providers are highly dependent on the respective 

authentication flows. This is because the authentication flows tend to be rather 

complex, requiring multiple synchronous back and forth requests. These requests are 

required to overcome the trust issues when transferring sensitive data in public 

Internet, which is the case in authentication process.  

The first step in designing a system supporting configurable integrations with 3rd 

party identity providers in a multi-tenant SaaS application is to detect the variables 

that need to be made configurable. To achieve this, one must compare the 

authentication flows of the selected identity providers to find the similarities, but 

more importantly, the differences in them (variables). These variables need to be 

categorized based on their staticness and the scope of influence i.e. whether these are 

application or tenant specific variables. All of the variables need to be separated from 

the core application logic, in addition to which the dynamic and tenant specific 

variables need to be made configurable for the tenants. The tenants must be able to 

do the necessary configurations on their own in order to preserve the scalability of 

the SaaS application, as well as a better customer experience. 

As a result of this process, a common model for a system supporting configurable 

integrations with 3rd party identity providers in a multi-tenant SaaS application was 

proposed. This model does not only describe the variables of the authentication flows 

but also presents their type and position in the authentication flow as well as 

separates the tenant specific from applications specific variables. The common model 

provides an overview of the architecture for such system that can be applied when 

implementing integrations to other 3rd party identity providers as well. The model is 
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not dependent on the identity providers selected for this research but rather on the 

authentication protocols behind them. Being based on the most commonly used 

authentication protocols, OAuth 2.0 and SAML 2.0, it can be assumed that the 

common model is applicable for the majority of similar cases as long as the 

authentication protocols are the same or at least similar to the aforementioned 

protocols.  

Given that the integrations to these three pre-selected 3rd party identity providers 

were successfully implemented, based on which a common model for a system 

supporting configurable integrations with 3rd party identity providers in a multi-

tenant SaaS application was proposed, this research question was satisfactorily 

covered. Due to the level of abstraction of the common model and the nature of the 

authentication processes in general, it is highly likely that it can be applied in similar 

systems as long as the selected identity providers follow a commonly used standard. 

8.1.3 RQ3: How does the system support configurability of the integrations? 
Integrations with three pre-selected 3rd party identity provider were implemented. 

These identity providers were: 

• Google 

• Azure AD 

• Microsoft AD FS 

The configurability of these integrations was evaluated from the following 

perspectives: 

1. Application specific configurations in form of technical walkthroughs 

2. Tenant specific configurations in form of internal demonstrations 

3. Ease-of-use in form of external demonstrations 

The technical walkthroughs revealed that the most challenging configuration is the 

authentication response validation logic. This is because different authentication 

protocols use completely different mechanisms to validate the response. Even in this 

research, the validation logic was different with each of the integrations with the pre-

selected identity providers. Moreover, the underlying logics were completely 

different: in Azure AD’s case the validation logic was based on an additional HTTP 
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request whereas in AD FS’s case the response was validated using a public 

certificate. Nonetheless, the implementation of the System managed to separate this 

validation logic from the core application logic into protocol specific software 

modules, which can then be reused when implementing integrations with other 

identity providers based on the same protocols. 

As for Google and Azure AD, configuring the integration by the tenant was as simple 

as ticking a checkbox to enable the integration and configuring optional access 

control rules i.e. determining who is allowed to access the application. The ease-of-

user analyses revealed that non-technical tenant administrators were able to do these 

configurations on their own without requiring any technical work from either internal 

IT nor the vendor. Furthermore, the configurations required only a couple of minutes 

of work. 

Enabling the integration with AD FS turned out to be a bit more challenging. This 

was because the tenants themselves always host AD FS instances, unlike with 

Google and Azure AD, both of which are hosted in the cloud. Enabling the 

integration with AD FS requires configurations in both the SaaS application’s end 

and the identity provider’s end. Due to security reasons, there is no way to automate 

these configurations entirely as the two parties must be connected to each other 

manually in order to form trust between the parties. The configurations, however, are 

pretty straightforward and shouldn’t take more than 10 minutes if the tenant 

administrator has any previous experience with AD FS. If the tenant administrator is 

not familiar with the process, the configurations may take longer, especially if the 

tenant does not have a running AD FS instance in place. However, even in this 

ultimate case, the configurations should take no longer than one day. Nonetheless, 

the first client using the integration was able to do the necessary configurations in 

minutes. 

The research question can be evaluated to cover satisfactorily both Google and Azure 

AD, while further research is required when it comes to AD FS. Enabling the 

integration with AD FS requires some domain knowledge and possibly setting up 

AD FS for the AD instance. This can still be achieved in matter of minutes 

depending on the expertise level of the tenant administrator and whether the pre-

requisites are already fulfilled or not. 
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8.2 Contribution 

As a result of this research, a common model for a system supporting configurable 

integrations with 3rd party identity providers in a multi-tenant SaaS application was 

proposed as a novel contribution to academic literature. This is a very exciting area 

of research as the vast majority of B2B SaaS providers have to deal with the same 

challenge, making it a big deal globally and thus novel academic works on the topic. 

The model provides a generalization of such architecture, which is not dependent on 

any particular identity provider and thus can be used as a design proxy for similar 

software designs. Furthermore, the identity providers selected for this research are 

some of the most commonly used identity providers in the software industry, which 

makes it likely that other identity providers follow the same patterns as the selected 

ones. Moreover, the standards behind the selected identity providers are also the 

most commonly used in software industry amplifying the applicability of the 

common model. 

From an empirical point of view, the contribution of the research is the actual 

implementation of the System. The System is being used in production by all 

customers of the case company and made not only the customers of the case 

company happy but has also made the scalability of the SaaS solution possible 

without sacrificing the addressable market size of the company. Moreover, the 

System is immediately ready to use as an out-of-the-box solution without any 

additional cost for the customers.  
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9 Conclusion 
The fundamental idea of SaaS is to serve multiple clients through one instance of the 

application.  This works fine as long as every client feels comfortable using a 

completely standardized offering. Unfortunately, this isn’t usually the case as clients 

often require tailoring of the software to serve their specific needs. This is especially 

the case when it comes to authentication; integrations to 3rd party identity providers 

are often required. These integrations are usually challenging per se, not to mention 

when combined with the challenges brought by a multi-tenant environment. In such 

an environment, client specific needs can be served either by customizations or 

configurations. Customizations are not, however, a sustainable way to serve these 

needs as it requires maintaining separate versions of source code for which reason 

tailoring of the software should be done by configurations whenever possible. 

This research recognized two kinds of configurations in a system supporting 

configurable integrations with 3rd party identity providers in a multi-tenant SaaS 

application: tenant specific configurations and application specific configurations. 

Application specific configurations are static by nature and are taken care of in the 

application logic level. Tenant specific configurations, on the other hand, are 

dynamic by nature and must be done individually for each tenant. Due to scalability 

reasons, these configurations should be supported as a self-service and provide 

technical support only by request. Moreover, the configurations should be as easy 

and as tempting as possible so that even non-IT end-users can, and would like to, do 

these by themselves. This self-service model does not only preserve the scalability of 

the SaaS application but also delivers immediate value for the customer. 

The research indicated that it is possible to separate the tenant specific configurations 

from the core application logic and hence support tenant specific identity providers 

as a self-service. In best cases, enabling an identity provider for a tenant can be as 

simple as ticking a checkbox without requiring any input form the vendor. This was 

the case in integrations with identity providers using OAuth 2.0 protocol. However, 

enabling tenant specific identity provider may require configurations on both SaaS 

application’s and identity provider’s end, which was the case in integration based on 

SAML 2.0 protocol. Even in this extreme case, the identity provider can be enabled 

for a tenant without requiring any technical work on behalf of the vendor. 
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Based on the implemented integrations in this research, a common model for a 

system supporting configurable integrations with 3rd party identity providers in a 

multi-tenant SaaS application was proposed. The model separates the variables 

between the integrations with different identity providers, which can be utilized 

when designing architecture for similar systems. This helps building a modular 

integration architecture where the common parts, such as access control, can be 

reused regardless of the identity provider. In addition, the common model separates 

the application specific variables from the tenant specific variables, which can be 

utilized when providing tenants the possibility to configure the tenant specific 

variables as a self-service, which is crucial for the scalability of the SaaS application. 

9.1 Recommendations for further research 
Due to nature of the authentication process in general, it is extremely likely that 

integrations with other identity provider will follow the same pattern as the common 

model thus making the model extendable with other identity providers. However, this 

is something where future research is recommended as the extendibility can only be 

verified by applying the common model in other cases in practice. Moreover, as the 

common model is based on two of the most commonly used authentication protocols, 

it would be extremely interesting to apply the model to identity providers using 

authentication protocols apart from the ones used in this research. 

In addition, the author has reason to believe that applying the common model to 

similar systems will save a lot of time compared to the case where the integrations 

are implemented ad-hoc as the integrations must first be built bottom-up in order to 

recognize the variables. Only then can these be separated from the core application 

logic, which is built-in to the common model. However, this is currently only an 

assumption and future research is recommended to validate this assumption. In 

addition to saving time, the common model might have positive effects to system’s 

robustness, security and maintainability but these assumptions need further research 

to be validated.  
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Appendices 

Appendix A. Google login with access token 
def login_with_google(request): 
  userprofile = request.user.profile 
 
  try: 
    access_token = request.POST['access_token'] 
  except: 
    return HttpResponseForbidden('Invalid request, please try again') 
 
  try: 
    # Fetch user data 
    url = 'https://www.googleapis.com/plus/v1/people/me?access_token=' + 
access_token 
    user_data = requests.get(url) 
 
    if user_data.status_code == 200: 
      user_json = json.loads(user_data.content) 
      user_id = user_json.id 
    else: 
      error_message = 'Could not fetch the necessary data from the identity provider' 
      return HttpResponseForbidden(error_message) 
  except: 
    error_message = '''Required information was not provided by the identity provider,  
    please contact your system administrator''' 
    return HttpResponseForbidden(error_message) 
 
 
  # Search for exsiting user profile 
  try: 
    existing_userprofile = UserProfile.objects.get(google_user_id=user_id) 
  except: 
    existing_userprofile = None 
 
 
  # Case: user profile already exists but is not current 
  userprofile_changed = False 
  if existing_userprofile and existing_userprofile != userprofile: 
    userprofile = existing_userprofile 
    userprofile_changed = True 
 
  # Update user profile 
  setattr(userprofile, 'google_user_id', user_id) 
  update_userprofile(userprofile, user_json) 
 
  # Usergroup check 
  if belongs_to_usergroup(request.tenant, userprofile): 
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    userprofile.save() 
 
    # Login the user if the profile existed already 
    if userprofile_changed: 
      login_user(request, userprofile.creator) 
     
    return HttpResponse() 
 
  else: 
    return HttpResponseForbidden('You are not allowed to login with given email') 
 

Appendix B. Exchanging authorization code to access token 
def token_access(request): 
    try: 
        redirect_uri = request.GET['redirect_uri'] 
        code = request.GET['code'] 
        state = request.GET['state'] 
        client_id = json.loads(state).get('client_id') 
    except: 
        return Http400('The response from the identity provider did not contain all the 
necessary information') 
 
    data = { 
        'client_id': client_id, 
        'client_secret': settings.AZURE_CLIENT_SECRET, 
        'grant_type': 'authorization_code', 
        'code': code, 
        'redirect_uri': redirect_uri, 
        'resource': 'https://graph.windows.net/' 
    } 
    response = requests.post('https://login.microsoftonline.com/common/oauth2/token', data) 
     
    # Redirect 
    if response.status_code == 200: 
        response_json = json.loads(response.content) 
        state_json = json.loads(state) 
 
        # Append access_token to state 
        state_json['access_token'] = response_json.get('access_token') 
        params = '?state=' + urllib.quote(json.dumps(state_json)) 
 
        return HttpResponseRedirect(redirect_uri + params) 
 
    # Show error message 
    else: 
        response_json = json.loads(response.text) 
        try: 
            return Http400(response_json['error_description']) 
        except: 
            return Http400('Could not fetch the access token from the identity provider') 
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Appendix C. Azure login with access token 
def login_with_azure(request): 
  userprofile = request.user.profile 
 
  try: 
    access_token = request.POST['access_token'] 
  except: 
    return HttpResponseForbidden('Invalid request, please try again') 
 
  try: 
    # Fetch user data 
    url = 'https://graph.windows.net/me?api-version=1.5' 
    user_data = requests.get(url, headers={'Authorization': access_token}) 
 
    if user_data.status_code == 200: 
      user_json = json.loads(user_data.content) 
      user_id = user_json.objectId 
    else: 
      error_message = 'Could not fetch the necessary data from the identity provider' 
      return HttpResponseForbidden(error_message) 
  except: 
    error_message = '''Required information was not provided by the identity provider,  
    please contact your system administrator''' 
    return HttpResponseForbidden(error_message) 
 
 
  # Search for exsiting user profile 
  try: 
    existing_userprofile = UserProfile.objects.get(azure_user_id=user_id) 
  except: 
    existing_userprofile = None 
 
 
  # Case: user profile already exists but is not current 
  userprofile_changed = False 
  if existing_userprofile and existing_userprofile != userprofile: 
    userprofile = existing_userprofile 
    userprofile_changed = True 
 
  # Update user profile 
  setattr(userprofile, 'azure_user_id', user_id) 
  update_userprofile(userprofile, user_json) 
 
  # Usergroup check 
  if belongs_to_usergroup(request.tenant, userprofile): 
    userprofile.save() 
 
    # Login the user if the profile existed already 
    if userprofile_changed: 
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      login_user(request, userprofile.creator) 
     
    return HttpResponse() 
 
  else: 
    return HttpResponseForbidden('You are not allowed to login with given email') 
 

Appendix D. AD FS login with SAML 

def saml_access(request): 
  try: 
    saml_response = request.POST['SAMLResponse'] 
  except: 
    return Http400('SAMLResponse was not provided') 
 
  tenant = None 
  redirect_url = None 
 
  # Get the tenant from RelayState 
  relay_state = request.POST.get('RelayState') 
  if relay_state: 
    try: 
      relay_state_json = json.loads(relay_state) 
      tenant_id = relay_state_json['tenant_id'] 
      tenant = Tenant.objects.get(pk=tenant_id) 
      redirect_url = '/' + tenant.address 
    except: 
      return Http400('Could not parse RelayState. Please try again.')  
 
  # Get the tenant from Cookies 
  else: 
    try: 
      redirect_url = request.COOKIES['viima-redirect-url'] 
      tenant_id = request.COOKIES['viima-tenant-id'] 
      tenant = Tenant.objects.get(pk=tenant_id) 
    except: 
      error_message = 'You don not have necessary cookies to access this page' 
      return Http400(error_message) 
 
  settings_json = { 
    "strict": True, 
    "debug": False, 
    "sp": { 
      "entityId": tenant.get_adfs_entity_id(), 
      "assertionConsumerService": { 
        "url": "https://app.viima.com/auth/saml/access/", 
        "binding": "urn:oasis:names:tc:SAML:2.0:bindings:HTTP-POST" 
      } 
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    }, 
    "idp": { 
      "entityId": tenant.adfs_idp_entity_id, 
      "certFingerprint": tenant.adfs_idp_cert_fingerprint 
    } 
  } 
  response = SAMLResponse(settings_json, saml_response) 
 
  # Case: valid SAML response 
  if response.is_valid(request.META): 
    attrs = response.get_attributes() 
 
    # Search for exsiting user profile 
    userprofile_changed = False 
    try: 
      userprofile = UserProfile.objects.get(adfs_user_id=attrs.upn, adfs_tenant=tenant) 
      userprofile_changed = True 
    except: 
      userprofile = request.user.profile 
 
    # Update user profile 
    setattr(userprofile, 'azure_user_id', user_id) 
    setattr(userprofile, 'adfs_tenant', tenant) 
    update_userprofile(userprofile, attrs) 
 
    # Usergroup check 
    if belongs_to_usergroup(request.tenant, userprofile): 
      userprofile.save() 
 
      # Login the user if the profile existed already 
      if userprofile_changed: 
        login_user(request, userprofile.creator) 
       
      return HttpResponse() 
 
    else: 
      return HttpResponseForbidden('You are not allowed to login with given email') 
 
  # Case: SAML response was not valid 
  else: 
    return Http400('SAML response was not valid') 
 


