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Abstract
We study the iterative solution of dense linear systems that arise from
boundary element discretizations of the electrostatic integral equation in
magnetoencephalography (MEG). We show that modern iterative methods
can be used to decrease the total computation time by avoiding the time-
consuming computation of the LU decomposition of the coefficient matrix.
More importantly, the modern iterative methods make it possible to avoid
the explicit formation of the coefficient matrix which is needed when a
large number of unknowns are used. To study the convergence of iterative
solvers we examine the eigenvalue distributions of the coefficient matrices.
For the sphere we show how the eigenvalues of the integral operator
are approximated by the eigenvalues of the coefficient matrix when the
collocation and Galerkin methods are used as discretization methods. The
collocation method approximates the eigenvalues of the integral operator
directly. The Galerkin method produces a coefficient matrix that needs to
be preconditioned in order to maintain optimal convergence speed. With
the ILU(0) preconditioner iterative methods converge fast and independent
of the number of discretization points for both the collocation and Galerkin
approaches. The preconditioner has no significant effect on the total
computational time.

1. Introduction

In the inverse problem of magnetoencephalography (MEG) (Hämäläinen et al 1993) the
source of electrical activity in the brain is to be localized from magnetic field measurements
recorded outside the head. When the same method is applied to the heart, it
3 Parts of the work for this paper were carried out in the Parallel Algorithms Project, CERFACS, 42 Av. G Coriolis,
31057 Toulouse Cedex 01, France.
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is called magnetocardiography (MCG). The related electrical recording techniques,
electroencephalography (EEG) and electrocardiography (ECG), are in wide clinical use. The
source localization using EEG is a much more challenging problem than that of MEG because
of the spreading of the electric potential on the scalp caused by the insulating skull. In this
paper we will be concentrating on the MEG, but some of the results are applicable to the other
measurement techniques.

To solve the inverse problem using MEG, a source distribution, such as a current dipole,
is assumed for the electric activity in the brain. In addition to this, a conductor model of
the brain is needed. In the source localization, a series of forward problems is solved, i.e.,
the magnetic field outside the head caused by a known source is calculated. The computed
and measured magnetic fields are then compared and the source parameters (e.g., location,
orientation and strength of the dipole) are adjusted using a nonlinear optimization method.

In the current paper we use a homogeneous single-compartment conductor model for
the brain. It is sufficient to solve the integral equation for the electric potential on the
surface of the brain as the skull insulates the surrounding tissues (Hämäläinen and Sarvas
1989). For the MEG, the magnetic field outside the head can be obtained from the
computed potential. For the accurate localization of the electric activity we need to
have a realistically shaped model for the surface of the brain given by a triangular mesh.
For the EEG source localization problems it is necessary to use a multi-compartment
integral equation where piecewise homogeneous conductivity is assumed. The multi-
compartment integral equations and their iterative solution will not be discussed in this
paper.

In earlier studies of the bioelectromagnetic inverse problems, a direct solver has been used
for the dense linear systems arising from the boundary element discretizations. Techniques
based on LU factorizations of the coefficient matrix are practical because a series of problems
has to be solved with the same coefficient matrix. On the other hand, the LU factorization
based on Gaussian elimination is rather expensive to compute and thus forms a computational
bottleneck together with the explicit formation of the coefficient matrix.

Modern iterative techniques for dense linear systems have been applied in many
application areas. However, in the bioelectromagnetic literature, there have been only some
references to the use of the simple Gauss–Seidel method for the inverse problem in MEG
(Hämäläinen et al 1993). We apply modern Krylov-subspace iterative methods to this problem
and present convergence and performance results for the iterative solvers.

The convergence of iterative solvers depends on the distribution of the eigenvalues of the
coefficient matrices. We study the theoretical eigenvalues of the electrostatic integral operator
in the case of a spherical source region. We describe how the theoretical eigenvalues are
mapped to the eigenvalues of the coefficient matrix when the integral equation is discretized
with the collocation and Galerkin methods. We study the eigenvalues of the coefficient
matrices also for the realistic brain-shaped conductor models.

The convergence of iterative solvers can be accelerated with the use of proper
preconditioning techniques. From the eigenvalue analysis we propose a simple preconditioning
strategy and explain why this strategy should be an efficient one.

The most important reason for our study of the modern iterative methods presented in the
present paper is not to replace the LU decomposition with the studied iterative methods as
such but to combine a modern iterative method with a method which makes it possible to solve
the matrix equation without explicitly forming the matrix. In another paper we have studied
a precorrected FFT method combined with a modern iterative method (Tissari and Rahola
2001). The combination of the two methods gives a very efficient tool for the solution of the
forward problem with a large number of unknowns.
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In the traditional method, the bottleneck is the formation of the coefficient matrix and its
LU decomposition, which takes a huge amount of time. The complexities of the phases are
O(N2) for the matrix formation, O(N3) for the computation of the LU decomposition, and
O(N2) for the solution using the LU decomposition (with a small constant of proportionality).
In contrast, the whole complexity for the iterative method and the precorrected FFT method is
only O(N logN). Thus for large enough problems, the whole iterative solution is faster than
the application of the LU decomposition in the traditional method. In addition, the memory
requirements are significantly diminished. A large number of unknowns are needed in the
evaluation of the improvements in the source localization accuracy due to the realistically
shaped conductor models.

2. Boundary element method formulation

In this section we introduce the potential integral equation and discuss the properties of
the corresponding integral operators. We introduce some notation that is used when the
eigenvalues of the integral operator are computed. We also briefly discuss the discretization
schemes and the deflation of the resulting matrix equation.

2.1. Potential integral equation and operator

In the forward problem of MEG we need to compute the potential V (r) on the surface of the
brain due to the source. The brain is modelled as a homogeneous conductor of conductivity σ1

that occupies the volume bounded by the surface �. The potential integral equation is given
by Hämäläinen et al (1993):

V (r) = 2
σ0

σ1
V∞(r) +

1

2π

∫
�

V (r′)
(r′ − r) · n(r′)

|r′ − r|3 dS′ r ∈ � (1)

where V∞(r) is the potential caused by the source in an infinite medium of unit conductivity
σ0, n is the outward unit normal and dS′ is the element of area.

The above integral equation is well known in potential theory (see, e.g., Sloan 1992)
and is related to the exterior Dirichlet problem for the Laplace equation. The equation is an
integral equation of the second kind that uses the so-called double-layer representation of the
potential. The operator in the equation is called the electrostatic integral operator.

Let us define the integral operator K0 acting on the potential V (r):

K0V (r) = 1

2π

∫
�

V (r′)
(r′ − r) · n(r′)

|r′ − r|3 dS′. (2)

The function K0V (r) satisfies the Laplace equation for all functions V (r) and all points r that
are not on the surface � (Sloan 1992).

On the surface the integral operator becomes singular. When r is a point outside the
domain bounded by � and approaches a point r0 on �, the so-called jump relations (Sloan
1992) yield

lim
r→r0∈�

K0V (r) = KV (r0)− V (r0) (3)

where the electrostatic integral operator K is defined as an improper integral by

KV (r) = lim
ε→0

1

2π

∫

�,|r′−r|>ε
V (r′)

(r′ − r) · n(r′)
|r′ − r|3 dS′. (4)

In the above integral a small environment of r is excluded and subsequently a limit is taken
where the size of the environment decreases to zero (de Munck 1992).
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The integral in equation (1) must be understood in the sense of a Cauchy principal value,
and the integral equation is thus equivalent to

V (r) = 2
σ0

σ1
V∞(r) + KV (r). (5)

2.2. Discretization of the potential integral equation

We will now discuss the discretization of the integral equation (5). We will express the
potential as a linear combination of N global basis functions hj (r):

V (r) =
N∑
j=1

Vjhj (r). (6)

The geometry is described by a triangular mesh of the surface of the brain. We use either
piecewise constant basis functions, the unknowns being the values of the potential on each
triangle, or piecewise linear basis functions, where the unknowns are the values of the potential
at the vertices of the triangular mesh. In the latter case, each global basis function is nonzero
on the triangles that share the given vertex.

To form the coefficient matrix from the integral equation we use either the collocation
or the Galerkin method of weighted residuals. In the collocation approach we require that
the integral equation be satisfied at the so-called collocation points ci . The number of these
points is the same as the number of unknowns. For the piecewise constant basis functions the
collocation points are at the centres of the triangles. For the piecewise linear basis functions
the collocation points are at the vertices of the triangles.

We can now insert the potential expansion (6) into equation (5) and apply the collocation
method, noting that a basis function hj (r) is one at the collocation point cj and zero at all
other collocation points. This leads to the system of linear equations for the unknowns Vi

Vi = 2
σ0

σ1
V∞(ci) +

N∑
j=1

VjKhj (ci) i = 1, . . . , N. (7)

In matrix notation this reads as

(I −G)x = b (8)

where x is the vector of unknowns Vi , b is the right-hand side vector given by

bi = 2
σ0

σ1
V∞(ci ) (9)

and the elements of the matrix G are given by

gij = Khj (ci ). (10)

The Galerkin approach means that after the potential expansion (6) is substituted into the
integral equation (5), the equation is multiplied by each of the basis functions hi(r) in its turn
and after that the result is integrated over the surface �. The Galerkin method was studied by
Mosher et al (1999) and independently by the present authors (Tissari and Rahola 1998).

To simplify the notation we introduce an inner product defined by

〈f (r), g(r)〉 =
∫
�

f (r)g(r) dS. (11)

Now the linear equations arising from the Galerkin approach for N triangles (i = 1, . . . , N)
can be written as

N∑
j=1

Vj 〈hi(r), hj (r)〉 = 2
σ0

σ1
〈hi(r), V∞(r)〉 +

N∑
j=1

Vj 〈hi(r),Khj (r)〉. (12)



Iterative solution of dense linear systems in MEG 965

In matrix notation this can be written as

(C − F)x = b (13)

where the elements of matrix C are given by

cij = 〈hi(r), hj (r)〉 (14)

and those of F by

fij = 〈hi(r),Khj (r)〉 (15)

while the right-hand side b is given by

bi = 2
σ0

σ1
〈hi(r), V∞(r)〉. (16)

When piecewise linear basis functions are used, the matrix C is a sparse matrix with cij
being nonzero only if vertices i and j share an edge in the triangular mesh. The matrix F is a
dense matrix. Each global basis function hi(r) is nonzero on the triangles sharing the vertex i.
In practice, we use local elementwise basis functions that are nonzero only within one triangle,
where their value is one at one of the vertices and zero at the two others. The matrices are
assembled triangle by triangle using local basis functions and utilizing analytically integrated
elements (de Munck 1992).

2.3. Deflation

The integral equation determines the potential only up to an additive constant. In other words,
if the potential V (r) satisfies the integral equation, so does the potential V (r) + v1. In terms
of the coefficient matrices this implies that the linear systems (8) and (13) are singular.

We can remove the singularity by requiring that the sum of the potentials Vi is zero,
thereby fixing the constant v1. In matrix terms, we will add the normalized vector of all ones,
e = 1/

√
N ( 1 1 . . . 1 )T, multiplied by a constant γ , to all equations, so that the modified

coefficient matrix will be

A + γ eeT (17)

where A refers to the original coefficient matrix. This procedure is called a deflation
(Barnard et al 1967).

The form of the coefficient matrix implies that e is the normalized eigenvector of the
matrix corresponding to the eigenvalue zero: Ae = 0. The deflation has the effect that
the simple eigenvalue zero is moved to the value γ and the rest of the eigenvalues remain
unchanged. We will discuss the choice of γ in the next section.

3. Eigenvalues

3.1. Eigenvalues of the integral operator and different discretizations

In this section we study the eigenvalues of the potential integral operator and the corresponding
coefficient matrices. The distribution of the eigenvalues governs the convergence of the
iterative solvers, and suggests how to deflate the linear system.

First, we will show how the collocation and Galerkin methods will approximate the true
eigenvalues of the integral operator 1 − K appearing in the integral equation (5). For this
operator, we will write the eigenvalue equation

(1 − K)V (r) = λV (r) (18)
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where λ is an eigenvalue and V (r) is an eigenfunction. To solve this numerically, we use the
potential expansion (6). When we apply the collocation method to the previous equation, we
obtain the algebraic eigenvalue problem

(I −G)x = λx (19)

where the matrix G and the vector x are the same as in the previous section. Thus the
eigenvalues of the coefficient matrix (1 − G) in equation (8) for the collocation method
approximate directly the eigenvalues of the integral equation.

For the Galerkin method the discretized eigenvalue equation is a generalized eigenvalue
problem

(C − F)x = λCx. (20)

This equation can be premultiplied by the matrixC−1 to transform it to the ordinary eigenvalue
problem

(I − C−1F)x = λx. (21)

Thus, the eigenvalues of the Galerkin coefficient matrix C− F from equation (13) are not the
same as the eigenvalues of the matrix I −C−1F of equation (21) above and hence they do not
approximate the eigenvalues of the integral equation directly.

For a sphere, the eigenvalues of the integral operator 1−K appearing in equation (5) can be
found with a straightforward calculation using the spherical harmonics (Ahner and Arenstorf
1986). The result is given in the following theorem.

Theorem 3.1. When the integral operator K is applied on the surface � of a sphere, the
eigenvalues and eigenvectors of 1 − K are given by

(1 − K)Ymn (θ, φ) = 2n

2n + 1
Ymn (θ, φ) n = 0, 1, . . . m = −n, . . . , n

where Ymn (θ, φ) are the spherical harmonics as defined in Arfken (1985).

3.2. Deflation

We can now return to the question of deflating the coefficient matrix, i.e., the choice of γ in
the transformation A → A + γ eeT. From theorem 3.1 we see that the analytical eigenvalues
for the sphere converge towards one and thus to move the zero eigenvalue to one would be
ideal in terms of the solution of the linear systems. Therefore, we have set γ = 1 for the
collocation approach.

In the Galerkin approach we would like to deflate the matrix I − C−1F with the value
γ = 1, because we know the eigenvalue distribution of this matrix for the sphere. This is
equivalent to changing the original coefficient matrix C − F to C − F + CeeT.

3.3. Comparison of analytical and numerical eigenvalues

For a sphere, we present a comparison of the numerically computed and analytic eigenvalues
showing the quality of the eigenvalue approximations from different boundary element method
formulations. The numerical eigenvalues were computed using the LAPACK library. The
first tests were run using a discretization of the sphere with 720 triangles and 362 vertices. In
figures 1 and 2 we show the eigenvalues of the coefficient matrix of the collocation method
using the piecewise constant and linear basis functions, respectively, together with the
analytically computed eigenvalues for the sphere. In the plots we omit the zero eigenvalue
which has been deflated from the coefficient matrix.
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Figure 1. Numerical eigenvalues ( pluses) for the collocation method using piecewise constant
basis functions together with the analytical eigenvalues (circles) when the unit sphere is discretized
with 720 triangles. Note the different scales for the real and imaginary axes.
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Figure 2. Numerical eigenvalues ( pluses) for the collocation method using piecewise linear basis
functions together with the analytical eigenvalues (circles) when the unit sphere is discretized with
720 triangles.

It can be seen from the plots that the quality of the eigenvalues is approximately the same
for the two collocation methods. The piecewise constant basis functions generate a larger
matrix from the same mesh, as the number of unknowns is the number of triangles. For the
piecewise linear basis functions, the number of unknowns is the number of vertices.
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Figure 3. Numerical eigenvalues (pluses) for the Galerkin method using piecewise linear basis
functions together with the analytical eigenvalues (circles) when the unit sphere is discretized with
720 triangles. Note the different scales for the real and imaginary axes.

In figure 3 we show the analytical eigenvalues together with the eigenvalues of the matrix
I − C−1F , where C − F is the coefficient matrix for the Galerkin approach using piecewise
linear basis functions. Note that the accuracy of the eigenvalues is much better for the Galerkin
method than for the corresponding collocation approach.

To get a more quantitative measure for the accuracy of the computed eigenvalues, we
computed the absolute value of the error in the smallest nonzero eigenvalue (2/3) for the three
discretization schemes and for four different discretizations of the unit sphere. The results are
shown in figure 4. It can be seen that the Galerkin method has a much smaller error than the two
collocation approaches and that for the Galerkin method the error decreases much faster when
the discretization is refined. Also in terms of the solution of the integral equation the Galerkin
method gives more accurate results than the collocation methods (Mosher et al 1999). The
faster convergence rate of the Galerkin method can also be expected from theoretical error
analyses of integral equations (Sloan 1992).

Our final eigenvalue experiment consists of finding the eigenvalues for a brain-shaped
mesh of 886 triangles. Figure 5 shows the eigenvalues of the matrix I−C−1F of the piecewise
linear Galerkin approach for this realistically shaped mesh. The eigenvalues are more spread
out than for the sphere. Deflating the zero eigenvalue to 1 is still a good choice for the
realistically shaped model, as plenty of eigenvalues cluster around this point.

4. Iterative methods

4.1. Modern iterative methods

For solving a system of linear equations, iterative methods offer an efficient alternative to
direct methods, such as the LU decomposition. Starting from an initial guess the iterative
methods produce iterates and the iteration can be stopped when a user-defined convergence
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Figure 4. Error in the smallest nonzero eigenvalue as a function of the number of unknowns for
the piecewise constant collocation approach (pluses), the piecewise linear collocation approach
(stars) and the piecewise linear Galerkin approach (circles).
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Figure 5. Computed eigenvalues (pluses) for the Galerkin method using piecewise linear basis
functions for a brain-shaped mesh of 886 triangles. Note the different scales for the real and
imaginary axes.

criterion is met. Iterative methods can be very effective if the number of iterations needed for
convergence is small.

Historically, the first iterative method was stationary in the sense that the iterates were
updated in the same way in each iteration. Stationary iterative methods such as the Jacobi
or Gauss–Seidel methods are not used much nowadays because of their slow convergence.
In modern nonstationary Krylov subspace methods the iterates are updated in each iteration
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based on the convergence history. Such methods access the matrix only by matrix–vector
products. Thus the whole matrix need not be formed explicitly, only its product with a given
vector needs to be computed.

For symmetric linear systems the method of choice is the conjugate gradient method
because at each iteration the error between its iterates and the true solution is the smallest
possible in a certain norm (Barret et al 1993). In addition, the new iterate of the conjugate
gradient method is easy to compute from the previous one.

For nonsymmetric linear systems the situation is more complicated. The generalized
minimal residual method (GMRES) produces iterates xk such that the norm of the residual
‖Axk − b‖ is the smallest possible at each iteration (Saad and Schultz 1986). However,
GMRES needs all the previous iterates in the computation of the new iterate and therefore
the cost of the method increases with the iteration number. A less expensive but suboptimal
method (GMRES(k)) is obtained if GMRES is restarted every k iterations.

Other efficient methods for nonsymmetric linear systems include the quasi-minimal
residual method (QMR) (Freund and Nachtigal 1991) and the bi-conjugate gradient method
stabilized (Bi-CGSTAB) (van der Vorst 1992). Both these methods are simple to apply as they
only require the storage of one previous iterate. However, both methods produce iterates that
have only an approximate minimization property.

4.2. Convergence of iterative methods

The convergence of iterative solvers is governed by the eigenvalue distribution of the coefficient
matrices. Iterative solvers converge quickly if the eigenvalues are clustered and are all away
from zero. In contrast, if there are both small and large eigenvalues, iterative solvers may
converge very slowly.

The eigenvalues of the electrostatic integral operator are ideally suited for iterative solvers.
If the deflation is carried out using the value γ = 1, the eigenvalues of a spherical conductor
are located on the positive real axis on the interval [2/3, 1]. The coefficient matrices for
the collocation method inherit this eigenvalue distribution directly, and thus the convergence
should be very fast. The number of iterations can be expected to be independent of the
number of unknowns, because as the discretization is refined, the distribution of eigenvalues
of the coefficient matrices and thus the behaviour of iterative solvers remains practically
constant. For the realistically shaped brain model, the eigenvalues are more spread out, but
the distribution is still very good for iterative solvers.

4.3. Iterative methods for realistic brain-shaped model

To choose an iterative method for realistic conductor models, we studied the performance
of unpreconditioned iterative solvers. As a stopping criterion and error measure we use the
normwise backward error (Chaitin-Chatelin and Frayssé 1996)

η(xm) = ‖b − Axm‖2

α‖xm‖2 + ‖b‖2
(22)

where the constant α should approximate the norm of the matrix A. In the code we use
the value α = 1, which is the two-norm of the coefficient matrix in the case of a spherical
conductor model. The normwise backward error measures the relative error in the solution
and is independent of the scaling of the right-hand side vector b.

In figure 6 we compare the convergence of QMR, Bi-CGSTAB and restarted GMRES
for a matrix arising from a realistically shaped mesh of 886 triangles and using the piecewise
constant collocation technique. For GMRES we used the restart parameters 5, 10 and 20.
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Figure 6. Comparison of QMR, Bi-CGSTAB and GMRES with restart parameters 5, 10 and 20.
The backward error against the total number of matrix–vector products is plotted for a brain-shaped
mesh of 886 triangles.

We plot the backward error against the total number of matrix–vector products, including
the matrix–vector products needed for the computation of the initial residual. QMR and Bi-
CGSTAB require two matrix–vector products per iteration, whereas GMRES needs only one.
In this test and in the rest of the paper we used the following source configuration: a tangential
dipole oriented along the x-axis was lying on the z-axis at the distance of 0.85 in a unit
sphere.

From figure 6 it can be seen that the convergence of Bi-CGSTAB is very close to that
of GMRES(20) and is clearly superior to GMRES(5). This behaviour was also seen in other
tests. QMR is not competitive with GMRES or Bi-CGSTAB. In our final code we have chosen
to use Bi-CGSTAB because of its simplicity and low memory requirements. The choice of
the preconditioner is more important for the problem than the choice of the iterative method.

4.4. Preconditioner

The convergenceof iterative solvers can be accelerated by preconditioning, i.e., by multiplying
the system of linear equations by an inverse of a suitable matrix M, called the preconditioner.
The purpose of preconditioning is to change the distribution of eigenvalues so that iterative
methods converge more quickly.

As discussed in section 3, the eigenvalues of the coefficient matrix C − F of the Galerkin
method do not approximate those of the integral operator. The eigenvalues of C − F contain
both small and large values, which will slow down the convergence. In contrast, when
the coefficient matrix is multiplied with the inverse of C, the eigenvalues of C−1(C − F)

approximate the eigenvalues of the operator very accurately. Therefore, the Galerkin equations
could be preconditioned by a matrix close to C.

The matrix C is a sparse matrix,which includes only the interactions between neighbouring
degrees of freedom in the mesh, i.e., vertices in the case of piecewise linear basis functions. In
a typical triangulation of the sphere, C would have 6 or 7 nonzeros in each row of the matrix.
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Table 1. CPU times and the number of iterations for the piecewise constant collocation method.
The first column gives the number of unknowns for the linear system. The CPU times are given
as follows: Tmat: assembly of the matrix, TLU: computation of the LU factorization, Ttri: solution
of the linear system using the LU factors, TILU: construction of the preconditioner, Titer: solution
of the linear system using the preconditioned iterative solver. NILU and Nunpr are the numbers of
iterations for the preconditioned and unpreconditioned Bi-CGSTAB, respectively. The first five
cases correspond to spherical meshes while the remaining four are realistically shaped meshes.

Size Tmat(s) TLU(s) Ttri(s) TILU(s) Titer(s) NILU Nunpr

80 0.011 0.0022 0.000 42 0.0034 0.0020 3 4
320 0.19 0.087 0.006 1 0.025 0.030 4 4
720 1.1 1.2 0.028 0.097 0.19 3 4

2000 9.1 31 0.38 0.65 1.8 4 4
4500 56 470 2.0 3.0 9.1 4 4

886 1.6 2.4 0.061 0.14 0.73 8 9
1246 3.3 8.4 0.15 0.26 1.4 8 10
3544 34 520 1.3 1.9 11 8 10
4984 73 880 2.5 3.9 23 9 11

As a preconditioner M we used the incomplete LU factorization without fill-in (Barrett
et al 1993) of C, denoted by ILU(0). The ILU(0) gives the sparse approximate LU
decomposition of the matrix by applying the Gaussian elimination process and discarding
any fill-in in the elimination. Actually, in the computation of the ILU(0) decomposition
we replaced C by the values of the matrix C − F in the positions where C is nonzero,
because this preconditioner can be computed using the same amount of work and it captures
more information from the original coefficient matrix. Correspondingly, for the collocation
approach we constructed the approximative preconditioner from the ILU(0) factorization of
the nearest-neighbour interactions of the collocation matrix I −G.

In the actual numerical implementations, the original coefficient matrix C − F is not
directly multiplied by the matrix M−1, but the preconditioning is applied as a separate step
in the iterative solver. This step is equivalent to solving an equation Mz = x for z where x
and z are internal vectors of the iterative solver. The equation can be solved very fast with the
ILU(0) preconditioner M.

The total computational costs of the formation of the ILU(0) preconditioner M and the
solution of the equation Mz = x in the iterative solver are negligible if compared to the
computation of a matrix–vector product.

4.5. Numerical tests

The performance of the chosen iterative solver, Bi-CGSTAB with the ILU(0) preconditioner,
is compared to that of the LU factorization of the original dense coefficient matrix for the three
discretization schemes. As triangular meshes we used five discretizations of the sphere and
four realistically shaped models of the brain. The results are summarized in table 1 for the
piecewise constant collocation method, in table 2 for the piecewise linear collocation method
and in table 3 for the piecewise linear Galerkin method.

In the tables we show first the number of unknowns, which is the number of triangles for
the piecewise constant collocation method and the number of vertices for the other methods.
The CPU times for the preprocessing steps, i.e., for the assembly of the matrix, for the
construction of the ILU(0) preconditioner and for the LU factorization, are shown. For the
direct solver, the CPU time taken by the solution of the linear system using the triangular
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Table 2. CPU times and the number of iterations for the piecewise linear collocation method. See
table 1 for the column labels.

Size Tmat(s) TLU(s) Ttri(s) TILU(s) Titer(s) NILU Nunpr

42 0.033 0.000 87 0.000 28 0.000 87 0.000 97 4 3
162 0.54 0.011 0.001 7 0.006 8 0.005 9 4 3
362 2.9 0.12 0.009 2 0.026 0.037 4 4

1002 27 3.1 0.078 0.17 0.46 4 4
2252 170 99 0.50 0.81 2.2 4 4

445 4.4 0.26 0.015 0.028 0.15 7 12
625 9.2 0.84 0.023 0.052 0.30 7 12

1774 99 53 0.32 0.61 2.8 8 12
2494 220 82 0.60 1.2 5.6 8 11

Table 3. CPU times and the number of iterations for the piecewise linear Galerkin method. See
table 1 for the column labels.

Size Tmat(s) TLU(s) Ttri(s) TILU(s) Titer(s) NILU Nunpr

42 0.22 0.000 92 0.000 30 0.000 83 0.0011 4 7
162 3.6 0.011 0.003 2 0.006 6 0.0073 4 9
362 20 0.12 0.011 0.027 0.042 4 9

1002 200 3.3 0.10 0.17 0.62 4 9
2252 1200 110 0.54 0.82 2.4 4 9

445 30 0.26 0.020 0.028 0.14 6 15
625 63 0.85 0.034 0.052 0.34 7 20

1774 700 57 0.33 0.62 2.7 7 15
2494 1400 88 0.65 1.2 5.5 7 22

factors from the LU factorization is reported. For the preconditioned Bi-CGSTAB solver we
present the total CPU time and the number of iterations to reach a normwise backward error
of 10−8. For comparison, we also show the number of iterations for the unpreconditioned
Bi-CGSTAB.

All the tests were run on a single MIPS R10000 processor (195 MHz) of a Silicon
Graphics Powerchallenge system. We used the LAPACK library for the computation of the
LU factorization and the Harwell subroutine library for the ILU(0) factorization. In the
iterative solver, the matrix–vector products were computed using the BLAS routines.

We now extract some trends from the CPU measurements. The matrix assembly time
scales asO(N2), where N is the number of unknowns,whereas the time for the LU factorization
is O(N3). For small- and medium-size problems and especially for the Galerkin method the
assembly time dominates the LU factorization time. For very large meshes the computation
of the LU factorization will start to dominate over the matrix assembly also for the Galerkin
approach. The time to compute the ILU(0) factorization for the preconditioner is negligible
compared to the other times. For the iterative solvers, the matrix assembly is much more
expensive than the iterative solution itself. The complexity of iterative solvers can further be
reduced with the help of fast approximate matrix–vector products, which eliminate the need
to assemble the matrix.

For each method the number of preconditioned iterations remains independent of the
number of unknowns among the spherical meshes and the realistically shaped meshes. For
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the spherical meshes the preconditioner has little effect on the number of iterations for the two
collocation schemes. For the piecewise linear Galerkin method, the ILU(0) preconditioner
reduces the number of iterations by a factor of 2 to 3.

5. Discussion

We have shown how dense linear systems arising from boundary element discretizations of
the electrostatic integral equation in the MEG can be efficiently solved with iterative methods.

We have discretized the integral equation with two collocation methods and a Galerkin
method. We showed that the eigenvalues of the coefficient matrices approximate well
the analytic eigenvalues of the integral operator for a spherical conductor model. The
eigenvalues of the coefficient matrix for the collocation method approximate the analytic
eigenvalues directly whereas for the Galerkin approach the coefficient matrix has to be
multiplied by the inverse of a sparse matrix C to get a good eigenvalue approximation.
The Galerkin method gives much better eigenvalue estimates and more accurate solutions
of the integral equation than the collocation methods for the same number of discretization
points.

Because of an ambiguity in the definition of the potential, the coefficient matrices are
singular and the singularity has to be removed by a deflation. Based on the eigenvalues, we
can choose a deflation parameter that makes the coefficient matrices well suited for iterative
solvers.

The iterative method Bi-CGSTAB was chosen as the iterative method to be used in
our code. Based on the eigenvalue analysis we propose to use the ILU(0) preconditioner
constructed from the local nearest-neighbour interactions. The preconditioned iterative solver
converged quickly, in less than 10 iterations even for the realistically shaped model. Moreover,
the number of iterations was practically independent of the number of unknowns. For the
collocation methods the preconditioner offered little speedup but for the Galerkin method the
preconditioner reduced the number of iterations by up to a factor of 3.

In many cases, the applicability of integral equation models is mainly limited by the
amount of memory needed to store the coefficient matrix, which scales as O(N2). With
iterative solvers it is possible to compute the matrix–vector products without forming the
coefficient matrix explicitly, thus making it possible to run larger problems on a given computer,
and thus to obtain more accurate results. Such methods can also drastically reduce the total
computational time.

The precorrected FFT method (Phillips and White 1997) can be used in the MEG
for the approximate computation of the matrix–vector products in the iterative solvers
(Tissari and Rahola 2001). The precorrected FFT has an O(N logN) complexity and also
the memory requirements scale linearly with the problem size. The total complexity of the
solution of the linear system can be reduced from O(N3) for the direct method to O(N logN)
for the iterative methods with a fast matrix–vector product. The ILU(0) preconditioner can
be constructed cheaply without the assembly of the whole matrix and therefore it works well
with the precorrected FFT type fast matrix–vector product.

In this paper we have only considered single-compartment conductor models used
in conjunction with the MEG measurement technique. For the EEG multi-compartment
conductor models have to be used because of the widely different conductivities of the brain
and the skull. The iterative solution of the linear system resulting from such multi-surface
integral equations needs to be studied separately.
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