
Multipath transport is a transport-level 
solution that makes it possible for end hosts 
to use multiple access networks 
simultaneously. This dissertation analyzes 
the feasibility of using multipath transport 
in mobile networks. Prior studies suggest 
that a protocol for multipath transport 
requires user need, that the protocol is 
superior to existing solutions, and that the 
network has capacity. This dissertation 
shows use cases and demand, analyzes 
achievable performance, and verifies that 
mobile networks have the capacity and 
diversity for multipath communication. 
Finally, the dissertation quantifies the 
benefits of using multipath transport.  
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Preface

My parents live in the country side and the place is twenty kilometers

to the nearest town of about 5000 people and about 70 kilometers to the

nearest city. There’s no other viable option to connect to the Internet aside

from the mobile network and satellite connections. For mobile networks,

there are operators providing access to the Internet. However, as it is a

rural area, the distance to the nearest base station is long. In addition,

as there are not too many customers in the area, the base stations are

seldom upgraded; the best available technology is 3G/HSPA even though

most cities already have LTE. The area used to have WiMAX coverage but

due to low popularity, it has been closed.

Depending on the situation and congestion the network might be fast

enough for watching HD-videos and at other times even voice over IP is

scrambled. The area suffers from a lot of storms, both lightnings with

small tornados (called trombi) during the fall and snowstroms during the

winter. From time to time the base stations tend to take a hit and have

blackouts, even for days. Fortunately as said, there are several network

operators and technologies. Having a choice of connections usually avoids

total blackout.

This problem inspired me to focus my PhD on providing a better so-

lution. If I only could combine all these available accesses to one "mobile

super connection" the fault tolerance would rise to an acceptable level. Ad-

ditionally, my dream was to have all the resources from all these accesses

bundled together so that the connection would be enough for almost any

service. Here we are, with mobile multipath connection.

First I wish to thank my supervising professor, Jukka Manner. His guid-

ing my studies and work started years before this PhD. He has shown that

the best way to tackle challenges is hands on with positive attitude. He

did trust me when I didn’t. I wouldn’t be here without him.
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I had the honor to work with three really talented co-authors: Antti

Mäkelä, Henna Suomi and Lennart Schulte. Antti Mäkelä is probably one

of the sharpest individuals I have met, understanding various topics with

very little explanation. Henna Suomi has an astonishingly wide percep-

tion of the field and she taught me to seek questions beyond the technol-

ogy. Last and definitely not least is Lennart Schulte,without whom many

of these last publications would have never been made. With Lennart, I

share the passion to make the world a better place with technology.

There are also some other people I have worked and wish to mention

by name. My mentor Mikko Särelä and working place neighbour Kalevi

Kilkki. I would not have managed to make research without a dialogue

with you. There is a big impact on my research due to discussions and

work with Timo Kiravuo, Le Wang, Gautam Raj Moktan, Antti Jaakkola,

Nuutti Varis and Iiro Jantunen. Significant part of this thesis depends on

Netradar and thus the team consisting of Arttu Tervo, Eren Boz, Jukka-

Pekka Virtanen and Tommi Tuura. I am very happy of the cover art made

by Behzad Savabi and language help from Pia Schulte.

I also wish to express my thanks to co-authors and colleagues not yet

mentioned. There are plenty of people who have given me support and

feedback during this journey. It has been my honor to work with you!

I wish to thank my wife, Maria Sonntag, for being there when I needed

her and her strength to listen to my babble when it was absolute not nec-

essary. When she said that honey it’s time to go work when I announced

that science, especially my science is stupid. And when she gently listened

to my long monologues about how LTE should be advanced and why not

to set the extra bit into the TCP header.

Espoo, January 27, 2016,

Sebastian Sonntag
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1. Introduction

In early 2000, it became evident that single processing, single-core com-

puting is coming to an end. The laws of physics and also the laws of eco-

nomics forbid the doubling of processing speed per unit of money inside a

single processing unit. The traditional way of increasing performance by

increasing the speed of a single core was no longer economically viable. It

would be possible to increase the capacity by increasing the clock speed or

by increasing the amount of transistors. However, these solutions would

have increased the price greatly compared to using multiple cores in par-

allel. What was needed was a software solution, parallel processing such

as multi-threading, that could take advantage of the available cores. Now,

as of 2015, many if not most personal computers, servers, and client de-

vices, including mobile phones, have parallel organizational systems.

In the past few years, it has become evident that the same phenomenon

must happen in mobile telecommunication. Demand and usage are dou-

bling almost every year and a half, which reminds us of Moore’s by now

infamous law. According to the Internet Society, there are 1,930,257,214

mobile broadband subscribers worldwide [34]. A Cisco report estimates

that, "globally, mobile data traffic will increase 11-fold between 2013 and

2018" [68]. The problem is that, while the spectral efficiency, that is, the

bits transferred per frequency, can be increased further, it cannot be in-

creased fast enough to meet demand [45]. While it is possible to solely

improve the physical layers, similarly as with processors, the improve-

ments are now nearing the limits allowed by physics [77].

It seems likely that technologies that will enable parallel communica-

tion over different Internet Service Providers (ISPs) and using radio tech-

nologies and frequencies will increase. In 2009, I initiated a multipath

transport research project with the aim of achieving parallel telecommu-

nication. Now, in 2015, there are multisim mobile devices on the market
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Introduction

that grant access to multiple networks. The only missing piece is a pro-

tocol set that will make it possible to transport information over multiple

access networks. This disseration represents the conclusion of that re-

search project on analysing multipath transport and host multihoming

protocols that can be used with such multi-access devices.

1.1 Motivation

Internet access, whatever the type, is critical for our society. However,

many people live quite mobile lifestyles. Having access to a network

should not be tied to any specific location, but must be available every-

where. Doing business in modern society, from banking to social services,

requires having Internet access. Without Internet connection, no pay-

ments can be made anymore, thus forcing business transactions to hap-

pen only when and where there are Internet connections. No medicine

could be delivered without access to a patient’s information and prescrip-

tions. Trucks delivering milk from farms to a dairy would not be able to

move forward without an update from the logistics system. Information

about the amount of empty storage in the truck and the next suitable farm

for collection are obtained from such systems. In Finland, a large cable

breaking can bring the business of an entire town to a stop.

Outside larger city centers, especially in rural areas, mobile Internet ac-

cess is a scarce resource. While there are multiple mobile operators, satel-

lite connections, and even some competing technologies, such as WiMAX,

unfortunately all of these options suffer from a common limitation: the

quality of the connection is not on par with the connections available in

urban areas. The problem is that many, if not most, of the services are de-

signed for high-speed connections. Also, the connection has a much higher

failure rate since the cables are long, base stations are located in remote

places, and there is no backup line for a single operator because it is not

economically feasible. Repairs tend to take more time since the service

people are probably not in a location close to the cables or base stations.

In the case of failure, rural areas are often not highest priority on the list

since the customer base is low.

Fortunately, many operators are competing even in rural areas. The

joint fault tolerance rate and connection speeds are on par with or even

better than that of a single operator in a good spot. There are also multi-

sim devices capable of joining more than one network at a time available

14



Introduction

on the market. The solution for technologically combining these multiple

operator connections to one "better" connection is called multipath con-

nectivity. In general, this dissertation will present and analyze how to

enable multipath transport in mobile networks, the possible benefits of

doing so, and how well it works.

There are two categories of multisim devices on the market: passive and

active. Passive multisim devices have only one radio, but they support

multiple SIM cards and thus enable the device to join many networks.

However, since one radio can only transmit to a single network at a time,

it is not possible to simultaneously transmit to multiple networks. In

comparison, active multisim devices have multiple radios and thus can

transfer data simultaneously over many networks. For example, Sony

has had a series of passive multisim phones [58] on the market. Now, in

2015, other active multisim devices, such as the HTC Desire 600 [30] and

Sony Xperia M2 Dual [59], are also available.

We use the term multipath to refer to techniques that enable paral-

lel use of multiple network connections and thus paths to transfer data.

Generally the term multihoming is used in situation where client have

possibility to access multiple networks. Yet, we use the term multihoming

to indicate sequential, non parallel, one at a time, use of multiple network

connections to transfer data. It has been designed for passive multihom-

ing devices where there are multiple SIM cards so that it will be possible

to join several networks. The multipath transport uses multiple networks

simultaneously, and thus, it is suitable for active multisim devices. In

mobile networks there are large amount of technical details affecting the

multipath transport. As there are significant technical differences be-

tween mobile networks and Wireless Local Area Networks (WLANs), the

scope of this study is limited to mobile networks only and WLAN networks

will not be included.

1.2 Research Questions and Methodology

Motivated by the increase in the number of multihoming and multi-interface

devices, the goal of this dissertation is to improve mobile Internet quality

by introducing multipath connectivity. Prior studies on protocol adoption

have found that there must be a user need for the protocol, that the proto-

col should be superior to competing options, and that the network should

have the capacity for multipath communication [37, 64, 66]. This disser-
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tation will answer the three following, and interrelated, questions. First,

does the mobile network and business environment have the resources for

multipath transport? Second, what are the benefits and requirements for

using multipath transport in mobile networks? Third, does the multipath

transport work in mobile networks, and how well?

The first question has to do with the needs and resources in mobile net-

works. What are the needs for the mobile multipath connectivity, and do

the networks have unutilized resources for it? Possible needs are identi-

fied via a literature review and by analysing the bottlenecks in networks.

Unutilized resources are analyzed using datamining and a simulation

with crowd-sourced data from Netradar. The data for the simulation de-

rives from the Netradar Project [1] which I organized.

The second question has to do with the benefits and requirements for

multipath transport, especially in mobile networks. There are many mul-

tipath protocols with different types of requirements. Some protocols re-

quire changes in both end hosts, whereas other protocols do not work with

existing middleboxes. Section 3 will present multipath protocols, such as

Multipath TCP (MPTCP), along with their requirements and the mini-

mal set of changes required. The benefits are important since the protocol

adoption process is based on a cost-efficient analysis. For example, the de-

velopers of MPTCP have certain design goals, such as increased through-

put while maintaining the fairness with older protocols. Our business and

the case study analysis are presented in Publication I and Publication V;

the findings suggest that availability is a benefit that might be even more

important in mobile networks.

The third question, how well multipath transport works in mobile net-

works, is analyzed in Chapter 4. The dissertation presents considerations

about existing mobile devices and how to implement the multipath trans-

port for them. Publication II focuses on multipath transport in wired net-

works. However, the mobile networks and devices are different in nature

compared to the wired networks. As already discussed, there are pas-

sive and active multisim devices. The passive multisim devices only have

one radio, which limits their connectivity to host multihoming devices,

initially introduced in Publication I. Also, the conditions are ever chang-

ing; parametres such as latency and throughput are in a constant state of

flux, and even the network itself disappears and reappears when moving

around. Thus, we need to analyze how to best implement the multipath

transport in mobile networks and how best to overcome the challenges. Fi-
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nally, the dissertation will quantify the benefits as a means of analyzing

the feasibility. In Publication V, we found that the multipath transport

can additionally increase the stability of mobile connections. We eval-

uated the findings by simulating nationwide mobile traces and also by

driving around with our own device and implementation.

The dissertation uses three methods to analyze these issues and ques-

tions. Crowd-sourced data from the Netradar Project allowed us to un-

derstand the status of mobile networks. With data mining, it is possible

to find the factors impacting a connection’s quality and the bottlenecks

affecting it. Simulations allowed us to study the possibilities and benefits

of multipath protocols in mobile networks. Instead of using just a single

or a few drive-through measurements, we can use nationwide data from

the Netradar Project to study the general impact of such protocols. The

implementation and measurements derived from real-life networks prove

that the technology behaves similarly as in the simulations.

1.3 Contribution

Each of the included publications sheds light on how mobile networks

can improve data transmission, especially throughput. I have seen and

demonstrated that many resources, namely, capacity, remain unused in

the network. However, the network has been divided into many operators

and many different technologies, and unfortunately, this means that only

a fraction of the capacity is available for devices with single access. We

have established that neither the users nor the resources are distributed

equally, meaning certain combinations of operator, location, and technol-

ogy are congested while others remain fairly unused. If an end device

would have access to every operator network and available network tech-

nology, then the resource could be consumed. I will demonstrate that

multipath transport is one solution, and, as this dissertation will show, it

represents a very good solution for multiaccess devices.

Each publication has its own merits, and they are as follows.

In Publication I, "Economic feasibility of multipath protocols in mobile

Internet of Things applications," I evaluate the current state of mobile

networks in Finland and focus especially on the extent to which resources

for multipath transport remain unused. The study also includes an eval-

uation of case studies on the adoption of multipath connectivity.

Publication II, "Comparison of load-balancing approaches for multipath
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connectivity," presents how best to implement multipath protocols and

solve the challenges caused by the multiple path nature of protocols, such

as path choosing. The study gave us an early glimpse into what multipath

transport could do; however, we saw problems arise when the network

conditions fluctuated. The study found the best ways to form a multipath

setup.

In Publication III and IV, "Mobile Network Measurements – It’s not all

about Signal Strength" and "Netradar - Measuring the Wireless World,"

we analyze the mobile networks to discover any bottlenecks and the fac-

tors behind the receiving throughput of a network connection. These fac-

tors help us understand what data we can use to determine the quality of

a network.

In Publication V, "No links left behind," multipath transport is used to

improve mobile connectivity. We introduce and analyze a host multihom-

ing version of a multipath protocol. The contribution of this study are as

follows: multipath transport can be run in mobile networks and that there

are unutilized resources that can still be exploited; Study discovers and

analyzes the performance and benefits of multipath transport. We also

discovered some modifications that can be made and some limitations of

using multipath transport.

In Publication VI, "Reed-Solomon Feasibility in Mobile Transport," I

demonstrate that it is possible to run error correction code in mobile de-

vice Central Processing Units (CPUs) to improve the connection quality.

It is not only possible but also a viable solution to run highly demanding

coding to improve transport layer transmissions.

1.4 Structure of This Thesis

The five chapters of the dissertation are structured as follows. Each of the

main chapters presents one or more of the included publications.

In Chapter 2, the dissertation discusses the current state of mobile net-

works. The chapter introduces various mobile radio technologies and the

current business environment. Technology is defined via the existing pro-

tocols and their standardization practices. The business environment con-

sists of both supply and demand. The demand side is represented by

studies from global analytics on mobile data usage. The supply side is

presented by analysing the crowd-sourced mobile measurements derived

from Netradar. This analysis shows the current level of service in mobile
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networks and the amount of unused resources that multipath transport

could utilize. The chapter is based on Publications III, IV and I.

Chapter 3 presents multipath transport. Multipath transport is ana-

lyzed at a general level so as to introduce the benefits of and require-

ments for it. The dissertation then reviews existing protocols to analyze

what is best suited to improving the quality of mobile environments. Is-

sues such as path forming and interoperability with existing networks are

discussed, and the chapter demonstrates how such issues can be resolved.

Finally, MPTCP is chosen and described so that it can be evaluated in the

subsequent chapter. The chapter is based on Publications II and I.

Chapter 4 evaluates multipath transport and host multihoming trans-

port on mobile networks. The chapter starts by describing existing mobile

devices and how they support multiple interfaces. Operator choosing poli-

cies for host multihoming are presented and analyzed. The selection of a

host multihoming interface is based on the mobile metrics done in Pub-

lications III and IV. Finally, an evaluation with multipath setup run in

mobile networks is presented. The evaluation is based on both Publica-

tions I and V.

Chapter 5 provides a general discussion and the conclusions. The dis-

cussion has to do with topics that were not deeply analyzed in the main

part of the dissertation. It also focuses on future research ideas, such as

how further research could improve mobile multipath transport by, for

example, adding error corrections, which is discussed in Publication VI.

Finally, the dissertation concludes by summarizing what we have learned

to date. It also highlights important issues when considering adoption of

multipath transport for mobile networks.
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2. Mobile Networks

This dissertation studies how to improve the quality of mobile Internet

connections using multipath transport. Before going further into the sub-

ject, we need to understand the present state of mobile data transfer.

This chapter will review the stakeholders, standards, current deployment

state, coverage, available resources, and challenges of utilizing the re-

sources of mobile networks.

What kind of mobile Internet connectivity do we currently have and

why? Where are we going and will there be any improvements in the

near future? First, the chapter will describe the stakeholders responsi-

ble for researching, standardizing, and developing the mobile networks.

The objective is to understand all the major mobile network technologies

and the international actors behind them. Section 2.3 will consider how

the technologies are used and how to measure their quality. Section 2.3

uses real data from mobile networks to analyze what type of quality ac-

tual users receive. The data were gathered using a crowd-sourced mobile

measurement platform, which is introduced in the same section.

The chapter is based on Publications I, III and IV. Each publication

analyzes the current state and quality of mobile networks. Publication

I evaluated the status of current mobile networks and assessed whether

there are currently un-utilised resources in mobile networks available for

multipath transport. Publication III established metrics for understand-

ing how best to measure the quality of mobile networks. The result was to

use the goodput, the real achieved throughput, as the metric for quality.

Finally, in Publication IV we analyzed which factors affect the throughput

in mobile networks.
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2.1 Mobile Networks

In this section, we evaluate the possible radio and network technologies

that can or could provide fast mobile access to the Internet. There are

a number of approaches and technologies for situations in which a user,

such as a consumer, employee, or even an Internet of Things (IoT) device,

wishes to obtain a mobile Internet connection. In general, a mobile Inter-

net connection can be any radio connection that provides data access to

the Internet and allows for mobility. However, in this study we focus only

on mobile access and disregard sharing the Internet at close range, such

as via Wi-Fi.

2.1.1 Mobile Network Standards

Since we are seeking to improve the quality, the throughput, of mobile

Internet access, it is necessary to better understand mobile technologies

and their possibilities. Mobile networks use radio networks, and thus, the

standards must be decided upon internationally. Neighboring countries

have to agree on the usage of certain frequencies. Also, devices should

interoperate around the world without causing problems with respect to

local regulation.

International Telecommunication Union (ITU) is an organization oper-

ating under the United Nations. The organization consists of 193 nations,

ICT regulators, academic institutions, and hundreds of private compa-

nies. ITU allocates radio spectrums, monitors satellite orbits, and de-

velops technical standards. More specifically, the ITU-R, the division for

radio communication, sets the standards for mobile networks. However,

the ITU does not develop or research the actual technology; it merely sets

the scope for such technology. For example, while the ITU-R has defined

the requirements for 4th Generation (4G) networks, but 3rd Generation

Partnership Project (3GPP) has defined the technical standards.

3GPP is a collaborative effort by various telecommunication companies

and organizations [36]. It is one prominent organization developing 2nd

Generation (2G), 3rd Generation (3G) and 4G standards. 3GPP follows the

requirements and standards set by the ITU. 3GPP defines mobile network

standards as releases. For example, Release 8 (3GPP R8) introduces Long

Term Evolution (LTE) and Release 10 (Rel-10) defines LTE Advanced.

As of 2014, mobile networks have three different major generations:

2G, 3G and 4G. Mobile data transfer was introduced in 2G with General
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Packet Radio Service (GPRS). Each subsequent definition for a new gener-

ation of mobile technology is more complicated than the last because there

are many standardization organizations and competing technologies [6].

The history of Global System for Mobile Communications (GSM), the most

succesfull 2G technology, dates back to the 1980s. The GPRS specification

was originally provided by European Telecommunications Standards In-

stitute (ETSI) [56]. Figure 2.1 clarifies the evolution of various genera-

tions of mobile networks and the radio technologies that fall under them.

Figure 2.1. Specifications and protocols for various mobile network generations.

Different mobile Internet access technologies are specified by the ITU-

R. The ITU-R sets requirements for each generation of technology. Inter-

national Mobile Telecommunications-2000 (IMT-2000) is a set of require-

ments for 3G mobile Internet access. 3G is, as of 2014, the most dominant

mobile network technology used around the world. There are several mo-

bile data transfer standards under the 3G specification, including Uni-

versal Mobile Telecommunications System (UMTS), Code Division Multi-

ple Access (CDMA2000), Freedom of Mobile Multimedia Access (FOMA),

High Speed Packet Access (HSPA), HSPA+ and Dual Carried High Speed

Downlink Packet Access (DC-HSDPA) [70].

The ITU-R has defined the requirements for 4G mobile networks, namely

International Mobile Telecommunications-Advanced (IMT Advanced). The

requirements have nothing to do with the implementation process or the

standard, but rather the guidelines. For example, the ITU-R have offi-
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cially mandated that the 4G should have a throughput of between 100

Mbps and 1 Gbps.

There are two compliant technologies for IMT Advanced: LTE Advanced

and Mobile Worldwide Interoperability for Microwave Access (WiMAX)

Release 2. LTE Advanced has been standardized by the 3GPP and WiMAX

by the Institute of Electrical and Electronics Engineers (IEEE). However,

WiMAX is becoming less popular just as LTE is gaining in popularity.

LTE is the latest mobile network technology. 3GPP standardized the

LTE in Release 8 and 9 [38,69]. Even though the LTE (not LTE Advanced)

does not fully comply with the ITU requirements for 4th generation mo-

bile Internet access, it is still commonly accepted as mobile technology.

Leading manufacturers and mobile operators refer to LTE (3GPP R8) as

4G. Also, many regulators have accepted the usage of LTE as 4G. How-

ever, there is some confusion with the naming process, as in some market

areas technologies such as DC-HSDPA can be called 4G.

2.2 Usage and Quality

To study mobile networks, or any network, it is best to start by considering

their use and the services provided.

2.2.1 Usage

During the year 2014, consumers accounted for approximately 430608 PB

(4.3× 1020 bytes) of traffic on the public Internet [68]. The same report es-

timates that the traffic will increase threefold before the end of the year

2018. Cisco estimated that traffic from mobile devices will exceed wired

traffic by 2019 [14]. Mobile’s share of the web traffic is estimated to al-

ready be as much as 33.4% [60]. Ericsson estimates a tenfold increase for

mobile traffic by 2020 and that 90% of the world’s population will be using

mobile Internet [17].

Video in the year 2014 accounted for 63% of all traffic; it is estimated

that it will reach 79% by the year 2018 [68]. The growth is rapid, since

as of 2010 media accounted for less than 10% of all traffic [18]. Web traf-

fic accounts for the second highest amount of Internet traffic; web traffic

includes web browsing, email, messaging, file transfers with HTTP and

FTP, and other Internet applications. Web traffic accounts for 19% of all

Internet traffic. The third largest type of transmission is Peer-to-Peer
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(P2P) file sharing traffic. A Cisco report estimates that 18% of consumer

transmissions are in the form of P2P file sharing traffic. There is also an

increasing trend of personal cloud storage; currently, 38% of users are us-

ing some form of personal cloud storage The numbers gathered from the

reports can be seen in Figure 2.2.

Figure 2.2. Internet traffic in 2014. Data gathered from Cisco reports [67,68].

2.2.2 Quality Metrics

The quality of the Internet connection must be measurable so that it can

be analyzed and improved. Throughput and latency are popular metrics

for describing the quality of network connection [43]. Throughput, bits

per second, is the most common metric used by marketing companies to

illustrate quality. The term quality metrics is also widely known by con-

sumers and is easy to grasp since it defines concretely how many bits can

be transmitted in a second. Another common metric is latency, the time it

takes for a message to travel from a sender to a receiver. This dissertation

uses throughput as a quality metric; however, for the sake of completenes

both of these metrics are presented. Likewise, the study will explain why

latency is not used when analyzing a mobile multipath transport.

To understand the metric we need to consider how it affects the services

mentioned earlier. P2P file sharing is typically elastic traffic (bulk data

transfer). Thus, only throughput is important because the file transfer

is not time sensitive [49]. Video streaming is more time sensitive. Most

online video services, such as YouTube, use a buffering time of several

seconds [11]. This will reduce the time sensitivity to a level that can
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tolerate latency in the order of seconds as long as the average throughput

rate remains high enough.

Similarly, this dissertation uses throughput as a metric for quality. How-

ever simple this might sound, defining good throughput is not a triv-

ial matter; it depends on the service and the location. A good average

throughput does not necessarily correlate with availability. For exam-

ple, consider two networks. The first network gives a good stable level of

throughput everywhere, whereas the other has a varying quality. If the

stable level is enough for the service in question, then the availability for

the first one is perfect. But if the level of available throughput is less than

the level by the service, then there will be no availability in that particular

location. Thus, this dissertation uses the probability of having a certain

level of throughput at a random location as a definition for availability.

2.3 State of the Mobile Networks

So far, we have discussed the requirements set by various standardiza-

tion organizations, all of which are based on theoretical bounds. However,

the actual quality seen by the user is far from the theoretical maximums.

This is due to multiple factors affecting the radio link and receiving qual-

ity when mobile networks are used in a real-life environment. To analyze

the real-time throughput received by users, the data must be obtained di-

rectly from the users themselves. For this process, a crowd-sourced mea-

suring platform can be used to analyze the real throughput. This section

will explain all of these topics in more detail and analyze the current state

of mobile networks.

2.3.1 Factors Impacting the Quality of Mobile Internet
Connections

The actual throughput that the mobile device will receive from the net-

work is far from the theoretical bounds or standard descriptions. This is

due to a number of factors that can be measured but not entirely bypassed.

It is important to understand the difference between the maximum theo-

retical throughput given by the radio technology and the actual speed.

Publication IV presents the most significant factors affecting the through-

put. They are the radio’s technology, the signal quality, congestion, and

the end device itself. The highest mobile technology supported by both the
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device and the base station sets the upper limit. The signal from the base

station must be strong enough and with a low enough amount of noise.

This requires that the distance and reach to the base station are good

enough. There should be a minimal number of other users connected to

the same base station, otherwise congestion will occur. Even when all of

these requirements are met, there is still a small chance of encountering

quality problems. All of this causes a high degree of variation in the qual-

ity of mobile Internet connections; problems such as missing availability

may still occur.

The distance to the base station and the number of users per base sta-

tion are limiting factors. It is possible to overcome such limiting factors by

adding new base stations with a smaller cell size, thus reducing the num-

ber of users that share the capacity of one base station. The challenge

is that this is both expensive and will fragment the networks and their

coverage even more. It is not economically feasible to build small high-

speed cells everywhere. However, because the spectral efficiency can’t be

improved indefinitely, decreasing the cell size is a key focus for 5th Gener-

ation (5G) networks. Due to this fragmentation process and business fea-

sibility, there will be areas with varying levels of network access. Thus,

different users will have different throughputs. Operators cannot make

the network excellent everywhere, in all situations, and for every user.

There is also a question of the service requirements. Services must be

optimized for some level of throughput, and it is logical to target what

most paying customers are able to obtain from the network. Thus, there

are and probably will be a number of users who receive less than they

need for such services, except if they are willing to pay more for high-

speed network access. Since it is not feasible to upgrade the base station

to meet the needs of a single user, the solution might be bundling together

multiple access networks.

2.3.2 Netradar

Netradar is a crowd-sourced measurement platform for mobile Internet.

The client-side software is a mobile application available for most major

platforms. The main function is to measure the throughput of mobile

phones and tablets. An important use case for the average user is that the

platform can show which operator the user should use in various places.

In other words, the objective is to guide the user to choose the appropriate

network operator with the most capacity in areas where the user is using
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the network.

The application will transfer ten seconds worth of data from our mea-

surement server to test the network’s ability to measure download through-

put. To test the upload capacity, the application sends another ten sec-

onds worth of data to the server. The system uses specialized measuring

servers and load balancing to guarantee that the bottleneck is with the

network and not the server. The measurement includes time, location,

movement speed, device vendors, base station information, and signal

strengths for analyzing the context of the measurement.

The application was launched in 2012. There are more than 250 000

users who have done more than 7 million measurements around the globe

by August 2015. There are more than 7000 different mobile device models

in our database. The system was originally designed by the author, who

later served as project leader and the lead researcher on the team.

The purpose for our research team was to establish a large database of

mobile Internet connection traces. Without traces, it is difficult to study

the state of mobile networks, such as what the users, consumers, and

companies get from the network. Chapter 4 will discuss in more detail

how to use the same database for multipath interface selection. We have

demonstrated that to analyze mobile networks, we need real throughput

tests, as discussed in Publication III. No publicly available dataset was

accessible and it was impossible to measure enough data on our own for

a statistically meaningful sample. A free crowd-sourced application for a

general audience was the only way to obtain enough data.

Figure 2.3 presents the principal measurements and values stored by

the system. The actual dataset stored by the system includes more through-

out, but these values are relevant for the purposes of this dissertation.

This dataset can be used to analyze the quality of mobile networks and

especially the quality seen by the user.

2.3.3 Mobile Network Quality as Seen by the Users

The actual throughput is very different from the theoretical bounds. Aka-

mai publishes a quarterly "State of the internet" report [2]. The report

has statistics about consumer throughputs when they access content from

Akamai’s Content Delivery Network (CDN). Averages from around Eu-

rope ranges from 2.7 Mbit/s (Croatia) to 10.9 Mbit/s (Slovakia). The av-

erage speed in the United States is 5.8 Mbit/s. The average speed in

Asia ranges from 1.1 Mbit/s (Vietnam) to the leading record of 18.2 Mbit/s
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Figure 2.3. Some measurement values stored by Netradar.

(South Korea). These numbers are from the last quarter report of 2014.

The Netradar database can be used to map the user throughput with

radio technology, as shown in Figure 2.4. One percent is removed from the

maximum values to trim away some outliers. Mobile phones do not make

a disctinction between 3GPP Releases; thus, for example no distinction is

made between Release 7 and Release 8 HSPA+ in the figure. The typical

median speed is far from the standard theoretical speed.

Figure 2.4. Mobile network speed based on the Netradar database as of January 2015.
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Figure 2.5 presents probability distributions for obtaining a certain down-

load throughput in a random location within Finland with a 3G network.

The data are from the Netradar database and the image is adapted from

Publication I. There are three network operators and the probability of

achieving a certain level of throughput is fairly similar for all of the opera-

tors. It is possible to achieve a high throughput with a mobile connection,

but the probability in a random location is low. According to this dataset,

about half of the locations have an average throughput of less than 2

Mbit/s, and no operator can guarantee a speed of 1 Mbit/s for as much

as 90% of Finnish land area. Finland has set 1 Mbit/s as the required

access level for every Finnish citizen, though of course mobile access is

just one option for achieving this speed [73]. There is also an ongoing of-

ficial discussion that the required level should be increased to 10 Mbit/s

and implemented through mobile access. However, the possibility of that

succeeding does not sound plausible in light of these numbers.
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Figure 2.5. Mobile network speed probability in a random location as of 2013.

2.4 Summary

The goal of this dissertation is to demonstrate how to improve mobile ac-

cess with multipath transport. The throughput together with network
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availability are the key metrics for measuring access quality. Mobile ra-

dio technologies are evolving and the rate of throughput is ever increas-

ing; however, it is not increasing fast enough to keep up with demand.

The focus is on decreasing the cell size, and thus the number of users per

base station. Unfortunately, not all of the challenges can be solved by

improving radio technology since it is not economically feasible or tech-

nically possible to establish optimal access everywhere. However joining

together multiple access networks could ease the gap. The next chapter

will introduce a multipath transport that does exactly this; combining dif-

ferent networks and operators makes it possible for multipath transport

to improve the connection quality.
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3. Multipath Transport

The goal of the dissertation is to improve mobile Internet connections by

bundling multiple physical access networks together. The solution must

work together with existing applications and hardware, since we cannot

force the whole Internet to change. Thus, the solution should be in the

form of software, such as an Internet protocol, running in the end hosts.

This chapter presents protocols and other software solutions that can take

advantage of multiple physical connections simultaneously. This chapter

is based on Publications I and II. These publications show that it is indeed

possible to exploit multiple paths in existing networks in a cost efficient

manner.

3.1 Using Multiple Interfaces

This section presents the basic idea behind multipath protocols and their

design goals and benefits.

3.1.1 Multiple Interfaces and Paths

The fundamental idea behind this dissertation is that soon we will have

multiple mobile interfaces to connect to the Internet. In other words, we

will have devices, such as computers, tablets, and phones, that have mul-

tiple radios and thus can access different networks simultaneously. We

are looking at a flexible and easy to deploy software solution for utiliz-

ing these resources in order to improve Internet quality for the end user.

Software such as a multipath protocol has the advantage that the net-

work hardware does not need to be modified, and thus the solution would

be easy to deploy.

This dissertation demonstrates how to improve the connection of the

client’s access network. It is assumed that the connection between the
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access network and the service will always be good enough. It is sufficient

that the protocol forces the first hop traffic to different interfaces and that

the paths will merge during the route. The aim is not to build a new

routing protocol, but, rather, to enable clients to utilize all of the capacity

available to them. This focus will make it possible to use protocols that

function over IP since they can only force the routing of the next hop.

Figure 3.1 shows a mobile device that is connected to an LTE and to an

office WLAN. The green area highlights where the solution must force

the routing; for example, the figure illustrates how the protocol should

force the mobile device to simultaneously use both LTE and WLAN to

transmit packets. Thus, the paths might merge during the route and

the actual bottleneck might be shared somewhere in the core Internet or

on the service side. However, since the focus is on improving the client’s

connectivity, we can assume in this dissertation that the core network and

the service both have an abundant amount of resources.

Figure 3.1. Sample multipath protocols with two pathways.

In a single interface environment, such as Transport Control Protocol

(TCP), the connection is based on a single path between the client and the

server. It is somewhat more complicated when the host has multiple inter-

faces because the connection needs multiple paths between the hosts. In

a single-path environment, there can be only one bottleneck that affects

the connection. The bottleneck may be caused by the sender, the network,

or the receiver. In a multipath environment, each path can have a differ-

ent bottleneck and the capacity can be shared with different paths. When

forming a multipath connection, the various hosts must form a path setup

that will optimally utilize the client’s interface resources.

Figure 3.2 provides a simple example of how paths form. Both host A

and B have three interfaces each. The interface capacities are dispropor-

tional. A is the sender and B is the receiver. The numbers represent the
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sending and receiving capacities. Lines represent pathways and numbers

above lines represent the pathway capacities. Step 1 shows original avail-

able interface capacities. Host A chooses sending and receiving interfaces

with greatest capacities and forms a pathway between them. The capac-

ity of this pathway is limited by both the sending and receiving interfaces.

Each pathway reduces the capacities of the hosts. Steps from 2 to 4 con-

tinue the process in similar manner. Step 5 shows that no more sending

capacity is available and thus no more paths can be formed. The final per-

fect setup is shown in Step 6. As we can see, the optimal setup requires

not three but four different pathways in order to utilize all of the available

resources between A and B. Publication II demonstrates that it is possible

to form a pareto optimal setup between two hosts with multiple pathways.

A simple algorithm for the path forming is proposed.

Figure 3.2. How to form pathways between two hosts with disproportional interface ca-
pacities.

3.1.2 Benefits and Requirements for Multipath Access

The idea is that the client should have multiple ways to physically access

the Internet and that the introduced solution will improve the quality of

the experience for the end user by making use of such access options. For

example, consider a situation in which the end user has a laptop with

two or more 3G modems with different ISP subscriptions and the ability

to transmit data over each and every modem simultaneously. Figure 3.3

presents a list of the potential benefits and requirements provided by the

multipath access option.

In Publication I, we demonstrated the benefits of multipath access. What

we are seeking is a multipath protocol that can take advantage of multi-

ple network connections to improve the overall connection. The protocol
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Figure 3.3. List of the benefits and requirements for multipath access

must shift traffic between connections and use several connections simul-

taneously. Thus, the multipath protocols can improve resource utilization

by adding redundancy to the connection [9]. The general goals for mul-

tipath protocols are increased throughput and reliability without greatly

increasing the costs [32]. It has also been demonstrated that multipath

protocols improve mobility, such as smoothing handovers [47]. We have

also shown in Publication I that multipath protocols can be used to in-

crease mobile coverage.

The aggregation increases throughput by using the capacity of multiple

links simultaneously. Figure 3.1 represents a basic multipath protocol

setup. There is a client, in this case a mobile client, who is connected to

the server on the right. To be precise, the protocols we focus on only makes

certain that the first hop enables multiple paths. The mobile device has

two different interfaces for connecting to the Internet: a mobile radio,

such as an LTE and WLAN. The mobile Internet connection is provided

by the mobile operator, and the WLAN access can be found in almost any

home or office place. The server is connected to the Internet. The mobile

device is running an application that connects it to the service.

Multipath protocols will distribute the traffic between the client’s ap-

plication and the server to all available paths. In this figure, the data

are distributed over several paths, with one being connected through the

WLAN and the other through the LTE. The red boxes represent packets

exchanged between the server and the client. The numbers in the boxes

denote the order in which the client should receive the packets. The mul-
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tipath protocols will buffer and reorder the packets so that the client will

receive the packets in the correct order. The next section will present the

current research and protocols that can enable a multipath connection

between hosts.

If the client or client network is connected to a service with multiple

flows, load balancing rather than aggregation will be possible. In this

case, the original TCP flows are load balanced over multiple pathways.

However, a single TCP flow will remain on the same path throughout the

duration of the connection. This is not in reality multipath access, but it is

related to it and must be included for the sake of completeness. Likewise,

some multipath protocols can provide load balancing without aggregation.

Figure 3.3 establishes fault tolerance as the goal. Multipath access can

increase the resilience of a particular pathway by adding redundancy to

the connection [20]. Publication II introduces a concept called “RAIIC”

(Redundant Array of Independent Internet Connections), which is simi-

lar to RAID in hard disks. Our goal was to improve the fault tolerance

between two networks, such as two office networks. ISP can provide a

connection with Service level agreement (SLA) that promises to be quite

reliable. Unfortunately, the SLA makes the connection quite expensive.

However, the organization may acquire multiple consumer-level connec-

tions and join them together with multipath protocols. Bundling together

two or more consumer-level connections can bring the reliability to a sim-

ilar level as with an SLA connection.

The fault tolerance system must be able to relocate existing flows. For

cases in which the network connection is terminated, the existing TCP

flow must be relocated to a new network interface. The challenge is that

the existing TCP flow has binded an IP address and that TCP does not

support an IP address change. This can be avoided by using some other

type of protocol, such as MPTCP, or by keeping the same IP address after

the interface change for example with Mobile IP, as discussed in Publica-

tion II.

The availability shown in Figure 3.3 is a benefit of multipath access ob-

tained with mobile networks. When the client’s device is connected to

several mobile network operators, the coverage is the sum of all the net-

works. A lack of coverage by one ISP can be compensated for by another

ISP: This phenomenon is covered in Publication I and introduced in the

next chapter.

Multipath access has shown to improve mobility by smoothing out han-
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dovers [47]. The TCP/IP connection will tear down as a result of the han-

dover between networks, such as mobile and Wi-Fi. Since the multipath

access, such as MPTCP, will keep the logical and physical connection sep-

arated, the socket will remain open during handovers. Similarly it is pos-

sible to have mobility over multiple WLAN access networks, even if they

are in different administrative networks. For example, multipath access

would make smooth handovers between different public WLAN hotspots

possible.

3.1.3 Requirements for the Solution

Figure 3.3 lists the necessary requirements for a multipath access solu-

tion. Passing through IPSs poses a challenge for the multipath access

solution. The problem is with the TCP/IP, as one TCP flow is tied to a sin-

gle IP address. ISPs cannot allow packets with unknown source addresses

to be routed through their networks. Otherwise, the source address De-

nial of Service (DoS) would be possible [19]. The different interfaces and

the networks behind them are owned and administrated by different or-

ganizations. These networks will have different IP address areas, and the

protocols cannot force the service providers to play along. The current

Internet transport protocol, TCP, uses individual IP addresses to define

a single connection. The logical connection, from the client application

to the service, is tied together with the physical connection. Figure 3.4

shows Internet layers. With TCP, the socket is always tied to a single

physical connection. To be able to use multiple networks simultaneously,

the tie between the physical connection and the logical connection must

be separated.

Figure 3.4. Multipath transport should function at the socket level to allow end-to-end
communication between hosts over multiple interfaces.

Another complication is the existing hardware. The proposed solution
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must be able to pass through existing middle-boxes. Many routers do not

allow protocols other than TCP or UDP to pass through them [27]. Thus,

the protocol must run over TCP or UDP or it must mimic them to be able

to pass through the Internet.

This dissertation also sets one very important requirement: The solu-

tion cannot force all of the existing applications to be changed. It would

not be feasible or even possible. The application should use the protocol

stack as standard Berkeley sockets interface. However, the solution might

require making changes to the stack itself.

The last item in Figure 3.3 is more like a recommendation than a re-

quirement. The solution would be better if it does not require server-side

modifications or that all traffic be transmitted through a proxy server. It

is possible deploy a proxy server to receive the multipath connection [16].

However, this would require the proxy server to transmit all traffic, and

it would be difficult to justify the economic value of using such a general

multipath proxy server. Nonetheless, in some business cases, such as a

company network providing an additional service for their existing proxy,

it would makes sense.

3.2 Standards and Protocols

The previous section described the different benefits achieved by combin-

ing multiple access networks: better quality in terms of more through-

put and better reliability, such as network availability and improved fail-

ure tolerance. The section also discussed the challenges that the protocol

should take into an account and the fact that there is no need to change

existing hardware or applications. Also, the protocol should be able to

pass through the existing network. This section will assess the existing

protocols that have been designed to address such challenges.

3.2.1 Categories

Certain protocols can utilise multiple physical access points. The solu-

tions can be divided in three categories depending on the network level

at which they operate: a network, a transport, or an application layer.

The network layer solution routes the IP packets along different inter-

faces. The transport layer solution modifies the existing transport layer

to support multiple flows per connection. Virtual Private Network (VPN)
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solutions capture packets from the interface and retransmit the ones with

multiple connections. Figure 3.5 lists the major protocols that help sup-

port the use of multiple interfaces in order to improve the connection.

Figure 3.5. Multipath protocols with Internet layers and list of challenges and benefits.

The solutions can be divided into the following categories based on the

benefits they are able to deliver. Load balancers can distribute multiple

flows to multiple pathways. Network Interface Card (NIC) teaming allows

multipath access in certain special-use cases and load balancing in most

cases. Multihoming solutions are for relocating the transmission and thus

improving reliability; however, the aggregation requires extensions. Mul-

tipath transport is an end-to-end solution that should allow for improved

quality and reliability.

3.2.2 Load Balancers

Network load balancers are applications that distribute multiple TCP

flows to multiple interfaces. The benefits and requirements are evaluated

in Figure 3.6. The difference between them and multipath access is that

one original TCP flow, such as videostream, cannot be distributed to mul-

tiple interface. However, when the source has multiple competing TCP

flows, then the load balancer can distribute the flows [42]. Fault tolerance

is functional at a certain level. If the network interface is terminated,

then all of the flows binded to that interface will time out. However all
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new flows will automatically be binded to a functional interface. Thus,

the connection will break but can be reinitiated.

Figure 3.6. List of benefits and requirements with load balancers.

Many load-balancing solutions exist for both commercial and open source

use, though there are some proprietary providers, such as Stonesoft [63]

and Cisco [15]. Also, certain types of VPN software have a built-in load

balancer. The VPN applications capture the original flows and load bal-

ance the flows along multiple pathways. The receiving host must have

a VPN to receive and decode the original transmission. The most recent

version of the open-source OpenVPN has multipath load balancing build

in to it [46]. OpenVPN only allows multiple original flows to be balanced

along multiple pathways. However, OpenVPN allows flow relocation to

increase the fault tolerance. The tradeoff is that all traffic must be routed

through a VPN server, thus requiring server side modifications.

NIC teaming is a method for combining multiple physical access points

together. This can be achieved by creating a virtual address on the sender’s

side and giving it a public Internet address. The operating system on the

sender’s side distributes the packets from the virtual interface to actual

physical interfaces. Since these interfaces are connected to different net-

works, the packets will be transmitted over multiple pathways. The other

end host receives the packets in random order due to path changes. From

the receiver’s perspective, the packets seem to have originated at a single

location.

For this solution to work, the host must be able to establish a public

Internet address for a virtual interface. The problem is that the network

providers for the host will not transmit packets that seem to originate
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from an address that is not in their network. Thus this solution is more

for private networks and for setup where every network access is provided

by the same operator. NIC teaming can also be used as a load balancer:

it distributes multiple TCP flows to different pathways. Microsoft intro-

duced an integrated load balancer in Windows 8 [41]. Linux uses a similar

technology called UbuntuBonding [72].

3.2.3 Multihoming

Multihoming solutions are able to bring out the benefits that load bal-

ancers lack. Multihoming protocols, such as Mobile IP and HIP, will im-

prove host mobility. The design goal has not been to improve or to support

aggregated throughtput. These particular protocols improve mobility and

fault tolerance; for instance, in the case of interface failure, the protocol

can change the interface without breaking down the connection. The ben-

efits of such protocols can be seen in Figure 3.7. Host Identity Protocol

(HIP) is a mobility solution that exists between the IP and transport lay-

ers [24]. Mobile IP is an IP layer solution designed so that the same IP

home address can be maintained regardless of network changes [48].

Mobile IP can be used to improve throughput by actively choosing the

best available interface, as described in Publication II. This active process

of relocating traffic falls somewhere between a single-path connection and

multipath transport. There might only be one flow at a time, but the

interface is changed from time to time. Host multihoming can relocate

the transmission from one pathway to another. Host multihoming does

not take a stance on the number of simultaneous flows. However, the

technique presented in this study uses only one concurrent pathway at a

time. The transmission is relocated from one pathway to another when

needed during the connection.

Mobile IP has the advantage of the service not needing any additional

modifications. However, there must be a rendezvous server on the net-

work and the Internet service operator must allow the Mobile IP to gov-

ern the IP addresses being used. Otherwise, a proxy solution must be

used to bypass the operator. The problem is that operators do not allow

packets with IP address not allocated by them to be routed. Mobile IP can

be tunnelled to avoid this problem; the original Mobile IP packet is encap-

sulated and transmitted inside another IP packet. However, this requires

a third-party server or receiver to decapsulate the flow. Thus, server-side

modifications are required.
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Figure 3.7. List of the benefits and tradeoffs with multihoming solutions.

HIP is a protocol for identifying the actual hosts instead of the network

endpoints [24]. HIP allows the host to have multiple network interfaces,

which are identified by the IP address, whereas the actual host is identi-

fied by the HIP. Thus, a connection defined by an HIP identifier is mobile

by nature; the HIP identity will continue to exist even after network or

technology changes. Multiple network interfaces in the same host share

the same HIP identifier. HIP also has an extension for multipath trans-

port aggregation purposes [25]. The HIP itself seems like a good solu-

tion for multipath communication; however, HIP has difficulties passing

through the middleboxes that change transport segments, and thus, in-

teroperability on the Internet [62].

3.2.4 Multipath Transport

The design goal for multipath transport is to introduce all of the listed

improvements for the connection quality. The transport protocols belong

to the same layer as the TCP in the Internet stack. Thus, these protocols

replace the TCP, which does pose some problems. The problems will be

discussed later on. Transport protocols, like TCP, handle flow, control

congestion, and ensure a reliable connection.

IETF has working groups for two different transport protocols that have

multipath support: MPTCP and Stream Control Transmission Protocol

(SCTP). These protocols have been accepted as Internet standards and

have been given Request For Comments (RFC) numbers. MPTCP is a

transport protocol designed for multipath transport [9, 10]. It consists
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Figure 3.8. List of the benefits and requirements with Multipath TCP.

of a set of extensions designed to enable TCP to use multiple pathways

simultaneously [21]. SCTP is a transport protocol that has multipath

extensions [4,61].

SCTP is a transport protocol that can enable multipath transport [61].

However, an extension is required in order for this to occur [4]. Only

about half of consumer devices currently on the market will allow SCTP

to pass through them [27]. Also, since the protocol is designed from a

"clean slate," it does not try to mimic TCP, and thus, most of the ISPs do

not allow it to pass through them either.

MPTCP is another multipath transport protocol designed to be Internet

compliant [20]. Figure 3.8 shows that MPTCP should be able to satisfy

every desireable goal except for making server-side modifications. One

of the design goals for MPTCP was to enable it to pass through existing

networks [20]. The challenge is with NAT routers, usually cheap home

devices, which tend to dismiss traffic that is not TCP/IP or UDP/IP. Stud-

ies indicate that it is able to pass through the Internet in its current state

without any modifications [28]. Similarly, all of the tests presented in pub-

lication lennart were able to pass through the Internet and middleboxes

without any problems.

MPTCP does not have knowledge of the interfaces being used as such.

The protocol is designed to use all and any interface that is set in the IP

tables. Normal BSD/Linux IP tables do not make it possible to set up

multiple tables, thus the MPTCP implemention extends the single table

setup to multiple tables [71]. MPTCP has been shown to improve the

throughput in stable wired networks [51]. Publications III and I discuss

how the MPTCP performs in real mobile networks. They also present how
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to use MPTCP with single interface devices.

MPTCP is able to relocate the transmission to another pathway if the

current path is experiencing problems or an outage. A good example of an

outage situation affecting mobile phones occurs when the mobile connec-

tion coverage is missing. A single-path protocol cannot readily change the

interface, and thus the connection between the server and client would

tear down. The client’s software would have to initiate a new single path

connection over the mobile network’s radio to able to continue the trans-

port process. This might require actions on the part of the user, such as re-

freshing the web browser. With multipath transport or host multihoming,

the protocol would automatically continue the transmission over other

available pathways and interfaces. In this case, the connection would not

tear down and would not require user intervention.

3.3 Fundamentals of Multipath TCP

The design goals and requirements for MPTCP most closely match the

purpose of this research. This section will go through different aspects

of the protocol affecting transport quality. It will focus first on the basic

operation, then on how it is designed to pass through the Internet, and

finally on how it is suppose to aggregate the bandwidth.

3.3.1 Operation

MPTCP is an extension to TCP. MPTCP has three interesting stages with

respect to multipath connectivity: a connection forming stage, a data de-

livery stage, and an error conditions stage. The connection forming stage

involves a three-way handshake, adding new subflows, and finally, at the

end, terminating the connection. The process of delivering the data is

explained in general in this subsection and in more detail in the subsec-

tion on improving throughput and maintaining fairness. Error conditions

include packet losses and subflow teardown.

MPTCP initiates the connection with a three-way handshake, similar to

TCP. Also similar to TCP, the connections are made with an IP address

and TCP port pair. The only difference is that the MPTCP packets have a

TCP option for testing multipath support (Multipath Capable). The option

field contains a unique identifier, called a token, for the connection. The

token is made by combining a key from both hosts. The keys and the token
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can be used to verify that the MPTCP’s control messages originate from

either host. The token is also required because no single flow, as defined

by the address and port pair, defines the whole connection. A connection-

level FIN is required to terminate the MPTCP connection.

MPTCP starts as a single-path protocol, but after the three-way hand-

shake it can send a signal to add additional subflows that enable multi-

path connectivity. The hosts will inform the IP address and port pairs,

which are listening for any new connections. The new interface is an-

nounced via an MPTCP option that contains the IP address and port. In-

terfaces can be announced with any packet and any existing subflow with

both hosts when interfaces become available. The new subflow will be ini-

tiated with a three-way handshake and with an MPTCP join option that

has the token for the connection. The token is used to identify the connec-

tion that needs to be joined. Similarly, the subflow can be torn down via a

TCP FIN and MPTCP reset.

For data transmission, the sender has only one sending window and the

receiver has only one receiving window. All subflows use the same win-

dow and announce the same window sizes. Packets are acknowledged in

two ways: with the TCP ack inside the subflow and with the MPTCP Data

ACK option. The sender window can go forward only after both acknowl-

edgements have been received. The decision as to which subflow (path)

to use for sending the next undelivered bytes from the sending window is

decided by the coupled congestion control.

A single transmitted packet is identified by its subflow sequence num-

ber and data sequence number. The subflow behaves like TCP, and a lost

packet will be retransmitted over it. Additionally, the MPTCP acknowl-

edges the data with its own data sequence number, which is transmitted

with every subflow. The retransmission process might be done twice. It

will be done both with the same subflow where the loss was found and

with some other subflow. The standard does not enforce which particular

policy the other subflow will use.

Subflow failure does not tear down the connection. The congestion con-

trol will first slow down the transmission of the failed subflow. After a pre-

defined number of attempts at retransmitting the information, the sub-

flow will be closed via an MPTCP reset. The address will be announced

again after the reset has occurred so that the connection can be retried.

The address can be removed with the MPTCP address remove signal so

that the other host will not retry the connection.
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3.3.2 Compatibility with Current Networks

There are various details that the MPTCP has to take into account to en-

able the protocol to pass through existing networks and to function with

existing applications [55]. This subsection will highlight some important

modifications with respect to compatibility. The MPTCP is designed to be

transparent for both applications and routers; however, there are differ-

ences due to the use of multiple paths.

The transport protocol number for MPTCP is 6, the same as for TCP.

The goal is to ensure that any network that can work with TCP should

be able to function with MPTCP. All MPTCP signalling is done with TCP

options. The TCP payload is intact without the need for any additional in-

formation. The suboption type for MPTCP is 30, and it has been standard-

ized based on recommendations by Internet Assigned Number Authority

(IANA) [31]. Testing MPTCP capability, adding and removing subflows,

acknowledging the transmitted data, and closing the connection are all

done via MPTCP suboptions. Any packet can contain one or more MPTCP

suboptions.

The connection will start as a single-path TCP connection with only one

TCP option. The client will use TCP options in the SYN message to signal

that it is MPTCP capable. If the packets are able to pass through the net-

work and the MP_CAPABLE option is intact, then the MPTCP connection

is enabled [21]. Otherwise, the MPTCP will default back to the TCP.

All retransmissions and signalling inside the subflow are done in the

same way as with the TCP. Communication-level signalling is done with

all flows that contain TCP options. Thus, the retransmissions will be done

using the same subflow as with TCP, but the MPTCP can additionally re-

send the data over another subflow. For a router that passes through

a subflow, all of the transmissions will behave similar to TCP with ac-

knowledgements and retransmissions.

MPTCP has to maintain in-order delivery. TCP does this with a se-

quence number, which specifies the order in which the data should be de-

livered. Instead of having one sequence number, as with TCP, the MPTCP

has two sequence numbers: the data sequence number and the subflow

sequence number. The data sequence number is shared by every subflow

to maintain the in-order delivery of the data [7]. The subflow sequence

number is used for each pathway to maintain the interoperability with

existing routers and also track lost packets for each subflow. The subflow
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sequence number is delivered in place of the TCP sequence number, and

the number grow similarly as with TCP. The reason for this is that ap-

proximately 25% of the middlebox would not pass traffic with incorrect

sequence numbers [29]. The MPTCP maps the subflow sequence number

to the data sequence number using the TCP option.

Due to these design choices, the MPTCP is very good at passing through

middleboxes [28]. For routers, the only visible difference between TCP

and MPTCP is with respect to how the TCP options are used. Several

studies have been done on how well MPTCP and TCP options pass through

the Internet. Normal TCP options pass through it almost every time,

which is good for the MPTCP [29]. The MPTCP seems to pass thorough

the Internet quite well already, and since it has already been standard-

ized, the remaining problems are expected to disappear.

3.3.3 Improving Throughput and Maintaining Fairness

One design goal for the multipath protocols is to maximize throughput.

Similarly, one goal for this dissertation is to improve mobile Internet

throughput by combining multiple mobile connections. This subsection

will focus on the key aspect of the throughput allocation mechanism: con-

gestion control.

Congestion control has two important functions [39]. The first is to avoid

congestion collapse, a condition where a bottleneck is receiving more in-

formation than it can transmit [44]. The second function is to maintain

fairness so that each flow at the network will receive a reasonably fair

share of the network capacity.

Understanding congestion control is an important issue with respect

to multipath throughput. The process of aggregating and balancing the

throughput from several pathways is controlled by the congestion con-

trol algorithm. Congestion control must maintain fairness with existing

single-path flows in the network.

MPTCP has a coupled congestion control feature [52, 75]. The goal of

coupled congestion control is to maintain fairness and seamlessly balance

the traffic along a number of pathways [76]. Coupled congestion control

links together different pathways to balance the flow of traffic. If multiple

pathways pass a shared network router, they will compete with each other

and with other flows. This could cause the multipath protocol to steal

more throughput than its fair share from other flows. Coupled congestion

control aims to avoid this problem.
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MPTCP’s coupled congestion control feature has three objectives. First,

the aggregated throughput should be at least as great as when using TCP

along the single best path. Second, if there is a shared bottleneck, the

MPTCP should not consume more resources than the TCP. Third, dis-

tribute the packets to multiple paths.

Figure 3.9. Coupled congestion control behaviour compared to TCP (Reno) congestion
control.

To put it simply, the MPTCP increases and decreases the overall through-

put in the same manner as TCP. The overall increases and decreases are

linked together based on the sum of every congestion window, as seen in

Figure 3.9. TCP has only one congestion window, which defines how many

packets can be transferred simultaneously [3]. Similarly to MPTCP, the

wtotal sum for the congestion windows along the various pathways is the

number of packets that can be on the fly at any one time. Thus, when the

size of wtotal is increased and decreased in the same manner as with TCP,

the MPTCP is fair with respect to existing TCP flows. With a shared bot-

tleneck, the sum of every pathway with a MPTCP should not have more

resources than a single TCP flow.

The difference is that the MPTCP does resource pooling. The coupled

congestion control shifts traffic from a congested pathway to one that is

not congested. This is achieved by only increasing the congestion window

of the pathway from which the acknowledgement was received. The in-

crease is divided by wtotal, thus it does not exceed the amount of traffic

that the TCP would receive. In a similar manner, the loss will decrease

the congestion window only along certain pathways. The decrease is half

of the wtotal, but it affects only the pathway experiencing a loss.

The coupled congestion control will increase the throughput of those par-

ticular paths that receive more acknowledgement. A loss will only affect
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the path with a lost packet. Thus, the algorithm reduces the traffic along

congested pathways and balances the load along multiple pathways.

Not all of the MPTCP paths will consume more throughput than a sin-

gle TCP flow in the case of a shared bottleneck. Several TCP flows would

consume more throughput, which would also increase the number of con-

gestion windows. This leads us to the conclusion that MPTCP congestion

control is less aggressive than a similar number of TCP flows.

This leads further to an important question addressed in the next chap-

ter: In mobile networks, whereas the core is then only shared access, the

bottleneck is the radio link. Thus, does it make sense to have a coupled

congestion control with mobile networks. Just how much do we lose by

having this type of configuration?

This section presented the coupled New Reno congestion control algo-

rithm since it is the one that current MPTCP standards are based on [74].

However, it has been shown that the coupled congestion control is not

pareto optimal [35]. The opportunistic linked increases algorithm (OLIA)

is an improved version, one which should take this situation into ac-

count [50]. The CUBIC algorithm finds the acceptable level of throughput

more quickly because it uses a binary search [26]. Research has also been

done on how best to introduce the CUBIC to MPTCP as well [40]. Both

the New RENO and CUBIC throughput algorithms are based on packet

losses; however, congestion control can also be built as a delay-bandwidth

product. The delay-based MPTCP version is called weighted Vegas (wVe-

gas). It has been shown to achieve better throughput aggregation while

still maintaining fairness compared to coupled congestion when using the

New Reno algorithm [12]. The dissertation has opted to use the New Reno

algorithm, and thus future results will most likely be even improved by

switching from the congestion algorithm to a more optimal one.

3.4 Summary

There are many techniques for combining multiple network access points.

However, multipath transport is designed to utilize all the resources and

introduce all of the possible benefits of improved mobility, reliability, and

resource utilization. Thus, multipath transport, especially MPTCP, is an

ideal choice for combining different networks. It works well with current

networks, without requiring any modifications to the application or the

middleboxes. Now the question that needs to be answered is, how well
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does it work together with mobile access and mobile devices? The next

chapter will go through the challenges and benefits with respect to multi-

path transport and mobile access.
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4. Multipath Transport in Mobile
Networks

The last two chapters discussed the current state of mobile networks and

the basics of multipath communication. This chapter will describe how to

combine mobile and multipath communication to achieve a better connec-

tion. It will highlight the results of the mobile multipath communication

evaluation. First, it presents the client devices that support multipath

communication and introduces a host multihoming method for selecting

the best operator in single radio devices. Then, it evaluates MPTCP, the

multipath protocol chosen in the last chapter for further analysis. Fi-

nally, the results from MPTCP measurements in mobile networks are pre-

sented.

4.1 Multipath Transport with Multiradio Hardware

This section will review existing mobile devices with hardware that sup-

ports access to multiple ISP networks. Currently, there are two categories

of devices: devices with passive multisim and devices with active multi-

sim. A method called host multihoming is also discussed since the MPTCP

does not work at an optimal level with passive multisim devices. The last

part of the section mentions some business use cases for both host multi-

homing and multipath communication.

4.1.1 Mobile Devices

For multipath protocols to be feasible, there need to be devices that can

support them. This subsection will review the different categories of exist-

ing devices that support access to multiple operator networks. Originally,

mobile devices contained only one mobile radio interface. Similarly, the

devices only had access to one operator network at a time. To be able

to access certain operator networks, the user needed to have a subscrip-
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tion. A Subscriber Identity Module (SIM) card was used to give the mobile

device access to the subscribed network. Users needed a subscription in

order to change an operator, and they needed to obtain a new SIM card

from a another operator.

In areas like India, single operator coverage has been limited. Thus,

swapping SIM cards has been a common practice. Originally, the only

way to change a SIM card was to do it manually. This, however, required

powering off the device, changing the card, and powering the device up

again.

Then devices using multiple SIM cards began to emerge. Such devices

also introduced hot swapping, that is, changing a SIM card without restart-

ing the device. Devices that can use multiple SIM cards are called mul-

tisim devices, or in the case of two SIM cards, they are called dual SIM

devices. There are two categories of multisim devices: passive and active.

Passive multisim devices can have multiple SIM cards inside them, but

they only have one mobile network radio. Passive multisim devices have

one active SIM card while the rest are in standby mode. Thus, a passive

multisim device can use data from only one network at a time. However, it

is possible to change the network at any time with the operating system.

Typically, the change is initiated by the user through the settings. The

existing data connection from the previous operator will be torn down.

A new data connection must be established after the chosen operator is

enabled.

There are plenty of options on the market for passive dual sim devices.

Sony has the brand Dual and Samsung has the brand Duos, both of which

have passive dual SIM availability. Commercially, passive dual SIM is

sometimes called dual-standby.

Active multisim devices have more than one mobile radio. Hence, these

active multisim devices can access multiple networks simultaneously. At

least the Sony Xperia M2 Dual [59] and HTC Desire 600 [30] already

support active multisim. Both of these devices have two radios and two

SIM card holders. With the active dual sim devices, the user can enable

one or both SIM cards to have mobile data access.

Even though active multisim is superior in many ways to passive mul-

tisim, certain facts cannot be changed. Passive multisim devices will al-

ways be cheaper than active multisim devices due to less hardware. An-

other disruption in the field might arrive with the introduction of Soft SIM

devices [23]. Soft SIM is a software solution for distributing subscription
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information. With it, the operator can be changed without the need to ex-

change physical cards. If the subscription is defined by the virtual identi-

fication, then theoretically any single mobile radio device could be turned

into a passive multisim device. Apple SIM [5] is a software SIM that

allows an operator to make changes inside the operating system. How-

ever, it requires user interaction, and no information about third-party

software support is currently available.

4.1.2 Multipath and Host Multihoming Connectivity

Multipath connectivity uses many networks simultaneously. Therefore,

it requires multiple radios and multiple subscriptions for different oper-

ators. Host multihoming differs from multipath connectivity in that it

only use one radio at a time. However, host multihoming must be able

to support the mobility needed to keep the connection open even during

interface, and thus, network changes. Studies suggest that the transport

layer, especially the MPTCP, is the best place to solve mobility issues [53].

Similarly, we will build the host multihoming on top of the MPTCP and

extend it to support interface selection.

Figure 4.1 shows the differences between a single SIM, multisim, multi-

radio, and host multihoming and multipath setups. The chip and antenna

represent a radio, while the SIM card logo at the bottom represents a SIM

card and the orange line provides an example of the connection.

Setup 1 shows a typical single sim card, single mobile radio device. The

connection is made with one radio and with only one subscription. Setup

2 shows a passive multisim device. It has three SIM cards, one radio and

only one connection. This is a good example of a case when the host mul-

tihoming can choose the best interface to use. Setup 3 shows a multisim,

multiradio device with only one connection. This is yet another example of

how host multihoming can be used even with a multiradio setup. The last

setup shows a multisim, multiradio device with multipath connectivity in

which all of the available radiointerfaces are used in parallel.

Multipath transport requires multiple interfaces before all of the appro-

priate benefits can be realized. In the case of passive multisim devices,

multipath transport would not make the decision as to which interface to

use as MPTCP is not designed to choose the operator. With active multi-

sim, multipath connectivity can link to all mobile radios and the decision

is not necessary.

MPTCP will allow better throughput due to aggregation with active
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Figure 4.1. Differences between single sim, multisim and active multisim devices with
host multihoming and multipath connectivity.

multisim devices. The availability is high due to the access to multiple

networks. Likewise, It is stable since losing a single interface does not

tear down the connection between the application and the service. It also

handles the process automatically without any need for user interaction.

All of these advantages will be evaluated in a later part of the chapter.

With passive multisim devices, the problem has to do with selecting an

interface. Our host multihoming can deal with this particular problem. It

will be used to determine which operator to use and then turn that par-

ticular connection on. Host multihoming can work both with passive and

active multisim devices. With active multisim devices, multiple radios

would be used less with host multihoming. In regards of throughput the

multipath transport is superior to host multihoming connectivity when

used with active multisim devices.

Host multihoming can improve the availability of mobile networks be-

cause it has access to many networks. As long as a single radio can make

a connection, host multihoming should be able use that connection. In

theory, host multihoming could always select the operator with the best

throughput availability. This could also improve the throughput when

compared to manual decisions made by the user. However, in practice

this is difficult, as we will see in the latter part of this chapter.

4.1.3 Use Cases

Before analyzing the protocols, the possible use cases should be examined.

Various scenarios will demonstrate the different requirements necessary

for the technology and help clarify why both types of technology have their

place. The most important reason for different multipath transport or
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host multihoming techniques is the intended use case.

In Publication I, we identified two improvements, throughput and avail-

ability, that would be commercially desirable. Throughput refers to the to-

tal amount of traffic than can be transferred in a given unit of time. Avail-

ability refers to the probability of achieving a certain level of throughput

regardless of the location. Better availability means that the service can

be used in more than one place.

Figure 4.2 presents four use cases based on throughput and availability.

Two of these cases, logistics information and video streaming in the sense

of mobile video surveillance, were analyzed in Publication I.

Figure 4.2. Different use cases and their general requirements.

Logistics information, such as the driver’s log, requires low throughput

and fairly low availability. The availability of a single operator for some

access points is high, around 96%, in random locations inside Finland.

The drivers are constantly moving and thus a small gap in the connection

is not fatal. Hence, the benefits offerred by multipath transport would be

marginal.

A second scenario involved mobile video surveillance, which is basically

a video streaming service. It falls on the other end of the spectrum, since it

requires high throughput and high availability. Our analysis required an

upload capacity of 500 kbit/s in 2013. No single operator could guarantee

such a capacity, even in suburban areas. In the Finnish capital region, the

best operator had about 88% coverage with that high a rate of through-

put. When combining all three operators, the coverage was 99.8%. Thus,

if a company requires that a mobile video surveillance system functions

almost everywhere, then multipath transport might be the only solution.

Figure 4.2 also shows system updates and gaming. Both use cases have

different requirements. Online gaming requires low or moderate through-

put, but the availability needs are high. The online gaming throughput
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usage is optimized to support active updates by users. However, if the

connection is very low or even missing, then gaming will become impossi-

ble.

System updates are an example of a use case that require high through-

put but very low availability. These updates are usually very large at size,

and thus, more throughput is better. It is not feasible or even possible to

transfer the gigabytes with a low throughput link of, say, 100 kbit/s. For-

tunately, the updates can usually wait until the user is in a location with

a decent network, except, of course, for a case in which mandatory online

game updates are needed in order to continue playing [22].

With these use cases in mind, we can now evaluate the possible bene-

fits. Our analysis in Publication I demonstrates that a single operator’s

throughput varies greatly depending on the location. The throughputs

are adequate for any service when the operator has a good rate of cover-

age and there is not too much congestion in the network. However, even in

suburban areas there are locations in which the same operator’s through-

put will be low, in the range of a few kilobits per seconds, thus rendering

almost any service unusable. With multipath access to multiple opera-

tors, the throughput level would be adequate with a very high level of

probability. The prime benefit for most business use cases would be the

improved availability and not the absolute level of throughput.

4.2 Host Multihoming

Host multihoming policies are intended to choose the best interface in the

passive multisim setup. This section presents the methods and limita-

tions for choosing the interface.

4.2.1 Spatial and Temporal Locality

Before we can start analyzing host multihoming, it is important to check

whether or not the mobile networks are behaving as intended. The quality

of a connection has to remain about the same for a certain period of time

after the interface has been selected. Otherwise, the policies would not

yield a better result than that obtained by random selection. Similarly, we

have to gather knowledge about the factors to make a selection of which

network to use. This subsection evaluates the locality of the receiving

speed within mobile networks.
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Publications III and IV analyzed the throughput and signal behavior in

mobile networks. The strength of the receiving signal and the base sta-

tion technology are the most important factors in defining the maximum

throughput level. As long as the user remains close to the same area, the

device will remain connected to the same base station, and thus, the tech-

nology will remain the same. Similarly, the signal strength will remain

about the same inside the same area. From the standpoint of location,

the quality will remain quite stable, as seen in Figure 4.3. Thus, as long

as the user remains in one location, she or he will have about the same

signal strength.
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Figure 4.3. Spatiality of signal strength and the correlation to throughput in mobile net-
works.

We can define the size of the area where the receiving quality remains

about the same (not withstanding fading or the blocking of walls). We

concluded that within an area the size of 500 x 500 m, the standard devi-

ation will be 15% in suburban and rural areas. When the distance grows

as large as 2000m, the deviation will increase and no safe assumption

can be made regarding the average for the area. The host multihoming

should check for the best interface after the device location has changed.

We gathered the data in Finland, mostly from rural or suburban areas.

Thus, the results should not be extended to highly urban areas.

We have also analyzed the correlation with receiving signal strength

and throughput level in Publication IV. The second graph in Figure 4.3

shows the correlation between signal strength and throughput. The low

strength of the receiving signal correlates with a low throughput level.

However, after achieving a receiving signal strength of 40%, the correla-

tion is no longer obvious. This is due to the fact that high throughput can

be achieved if the signal is good enough. After this boundary, other factors

such as radio technology, the client’s device, and congestion become more

relevant. Thus, in terms of interface selection, other methods should be

used to select the best interface. The threshold effect and signal strength
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limitations have been identified in other studies as well [33].

Temporal locality refers to the change in throughput at different times.

Figure 4.4 shows the receiving signal strength and throughput during dif-

ferent times of the day. The signal strength tends to remain stable. There

is throughput variance between day and night due to congestion [33],

however the consumer usage pattern impacts every operator.

 0

 10

 20

 30

 40

 50

 60

 70

 0  5  10  15  20

Si
gn

al
 S

tre
ng

th
 (%

)

Hour of day

Signal Strength over Time

0

500

1000

1500

2000

2500

3000

3500

4000

0 5 10 15 20
D

ow
nl

oa
d 

sp
ee

d 
(

bi
t/s

)

Hour of day

Average Download  and Time correlation

Figure 4.4. Time variation of signal strength and throughput in mobile networks.

We also analyzed other factors, such as movement speed and handovers,

but found that they do not significantly impact the throughput levels. The

client’s device was an important factor determining the received through-

put even when the location and operator were the same. Interestingly, the

price of the device was not a clear indicator of the receiving throughput

quality. Unfortunately, the protocol cannot force the user to upgrade his

or her devices.

Since the throughput quality is spatial and there are no fast time-related

changes, the throughput’s history can be used to predict future quality.

With host multihoming, the selection of the best interface can be done us-

ing the data history on throughput levels. Thus, a database that contains

information about each operator’s average throughput for each location

can be used to choose the best one.

4.2.2 Interface Selection Policies

In Publication V, we discussed and evaluated host multihoming. The host

multihoming is build around a method to aid making the decision of which

operator is best in current location. We evaluated the possibility to use

database of mobile measurements to predict which operator to use.

Our analysis in Publication III shows that the receiving signal strength

correlates somewhat with the throughput, but only to a limited extent.

The receiving signal strength can be used to determine whether the in-

terface is functional. This idea was also presented at the previous sub-
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section. Our conclusion was that the only way to determine the absolute

throughput of a mobile link is to transfer data with it.

The most straightforward way to determine the best interface is to test

it. The drawback is that each interface must be benchmarked in order

to make the decision. An active multisim setup can turn all radios on

and transfer traffic over all interfaces as a means of deciding which one is

best. In the event that there is only one radio, this will take time and the

time taken up during testing is lost from the actual data transfer or the

transfer will at least be suboptimal.

Fortunately, there is an option for choosing the best interface. The client

can have a database consisting of locations and operator metrics. It is easy

for the client’s device to check the database regarding which operator and

interface to use. There is no delay and no loss in terms of data trans-

mission during the selection process. There are only two concerns: how

to gather and maintain the database, and the accuracy of the database

selection process.

We have put together the Netradar database, which consists of more

than two million mobile traces from around Finland [2.7.2015]. We can

use this database both to analyze the selection process and estimate its

accuracy. This dissertation will not look into the data gathering process

or the means by which the database is maintained, but as the one who

has overseen such a project, I can safely claim that it’s possible to obtain

such database.

In Publication V, we analyzed the probability that the database would

choose the best interface. We used simple logic for averaging all nearby

measurements for each operator and chose the one with the best average

throughput. We can use the same database to check the accuracy. The

selection process for the database has a 75.0% probability of choosing the

best interface. However, the situation is better when we analyze how far

we are from the best. Choosing a second best interface is not a problem

if the difference between the best and the second best is small. Thus, we

are interested in the efficiency rate, which defines how much the interface

chosen by the database compares with the best available interface. The

chosen interface would receive 91.7% of the throughput when compared

to the best interface. This accuracy rate is at an acceptable level, and

by improving the logic behind the decision-making process, it might be

possible to increase the efficiency.
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4.2.3 When to Change the Interface

Another way of optimizing the interface selection process has to do with

timing, that is, when to seek a new interface. Host multihoming uses only

one radio at a time, and it switches the radio from time to time to optimize

the quality. In theory, the interface can be changed as often as necessary.

We can approach this situation by simulating different change times.

We executed a drive-through measurement using three different mobile

operators and used this data to simulate the effect on the interface change

times shown in Figure 4.5. The drive-through measurement was con-

ducted in a suburban area with about an average speed of 60 km/h. We

made the (optimistic) assumption that the old interface could be used as

long as the new one is up and running.
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Figure 4.5. One radio with multiple SIMs. Impact of handover times.

Without changing the used network, the average throughput would have

been 3321.6 kbit/s. If it takes 30 seconds to decide on the next interface

and to bring it up, the the average throughput would increase to 3904.6

kbit/s. Changing the interface every five seconds, the throughput is al-

ready 4626.4 kbit/s. If all radios would have been available and with no

time taken to change them, then the throughput would have gone as high

as 4884.1 kbit/s. With 60 seconds to make the decision, the benefits start

to disappear and the difference between a single-path connection and host

multihoming vanish. These are in line with the results pertaining to spa-

tial locality. The quality remains about the same in areas consisting of a
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few hundred meters.

Thus, the interface change can be based on the client’s location and ini-

tiated if the user moves around enough. As the network selection needs

to notice location change of more than 500 meters then it’s possible to use

the network positioning as shown in Publication III. This also verifies

the spatial locality results from our database. The conclusion is that it

is possible to build host multihoming interface selection policies based on

databases, and the Netradar project proves that it is possible to build a

database with such information.

4.3 Conducting Evaluations in Mobile Networks

This section will review the process of evaluating multipath transport in

mobile networks. Multipath transport can improve availability, through-

put, and stability. This section will discuss simulation, standalone and

drive-through analysis for all three of these benefits.

4.3.1 Availability

Availability in general means that it is possible to connect to the net-

work. And hence, no availability or coverage would mean no network at

all. However, in my studies I have combined the term availability and

throughput. It is possible to connect to the network from almost any-

where, but the connection quality from the standpoint of throughput is

not good enough in most places and for most use cases. Thus, availability

is related to the level of needed throughput capacity.

Many services need some defined level of throughput to function at an

acceptable level. In our use cases, we have seen levels such as 500 kbit/s

for basic video transfer and 2000 kbit/s for streaming. Most logistics in-

formation systems can work at a throughput rate of as low as 100 kbit/s.

The Netradar database covers the entire nation of Finland. During

the process of writing this dissertation, the dataset contained 2 million

traces of mobile data from all over Finland. Publications I and V analyze

how much multipath transport and multihoming communication could

improve availability. Based on this data, we have developed Figure 4.6 to

illustrate the probability of receiving some throughput at a random loca-

tion.

Table 4.1 shows the probabilities using numbers. Columns (1), (2), and
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Figure 4.6. Throughput probability with different ISPs and multipath communication.

(3) show the probabilities of obtaining the defined speed at a random lo-

cation from the three primary operators in Finland. Columns marked

with HM have been simulated using host multihoming with only one ac-

tive ISP. The parentheses after HM define the available operators for the

setup. For example, HM(2,3) refers to the probability of receiving a cer-

tain throughput at a random location inside Finland with a device that

has access to both ISP 2 and ISP 3. The column MP refers to multi-

path transport. The last two columns, MP and HM, refer to multipath

transport and host multihoming with access to every ISP network within

Finland.

The statistics show that using multipath transport with three opera-

tors in Finland would increase the probability of obtaining a speed of two

megabits per second from 65% to 98%. This is due to the fact that no

single operator has full HSPA coverage everywhere in Finland as of 2015.

On the other hand, the combined coverage is almost perfect.

Both multipath transport and host multihoming technologies will im-

prove availability over a single-path connection. Combining more mobile

connections will result in a better probability of obtaining a decent connec-

tion. Of course, the absolute level of improvement depends on the market

area. However, from the standpoint of these two technologies, this anal-

ysis proves that benefits do exist with respect to availability. In some

markets, such as in Finland, the benefits can be very great indeed.

4.3.2 Throughput

Throughput is the amount of data transferred per time unit, and more

is better. This throughput evaluation answers two questions. First, how

well can the protocol aggregate the available throughput in mobile net-
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Table 4.1. Simulation of download speed per operator, multipath and host multihoming.

kbit/s (1) (2) (3) HM(2,1) HM(2,3) HM(3,1) MP(2,1) MP(2,3) MP(3,1) MP HM

20000 0.3% 0.0% 0.0% 1.3% 0.3% 0.9% 0.31% 0.0% 0.3% 3.6% 0.3%

10000 4.2% 4.3% 0.9% 20.8% 16.1% 14.5% 8.1% 5.2% 5.1% 44.0% 6.3%

5000 23.5% 26.3% 12.1% 63.4% 61.9% 56.1% 43.2% 34.4% 32.6% 85.8% 41.7%

4000 33.4% 38.5% 22.4% 74.4% 73.7% 69.1% 59.8% 51.9% 46.9% 92.6% 58.8%

3000 45.0% 51.3% 38.9% 82.7% 84.8% 82.3% 73.5% 69.1% 65.3% 96.2% 78.0%

2000 56.5% 65.4% 64.9% 90.5% 93.3% 91.6% 84.9% 86.9% 84.7% 98.6% 92.9%

1000 68.7% 78.8% 88.1% 97.5% 98.4% 98.7% 93.3% 97.0% 96.5% 100.0% 98.8%

500 87.8% 89.7% 94.8% 99.1% 99.6% 99.8% 98.9% 99.4% 99.4% 100.0% 100.0%

100 97.9% 95.0% 99.1% 99.9% 100.0% 100.0% 99.8% 100.0% 100.0% 100.0% 100.0%

50 98.4% 97.4% 99.4% 100.0% 100.0% 100.0% 100.0% 100.0% 100.0% 100.0% 100.0%

40 98.8% 97.5% 99.4% 100.0% 100.0% 100.0% 100.0% 100.0% 100.0% 100.0% 100.0%

30 99.3% 97.9% 99.7% 100.0% 100.0% 100.0% 100.0% 100.0% 100.0% 100.0% 100.0%

20 99.5% 98.6% 99.8% 100.0% 100.0% 100.0% 100.0% 100.0% 100.0% 100.0% 100.0%

10 99.9% 99.4% 99.9% 100.0% 100.0% 100.0% 100.0% 100.0% 100.0% 100.0% 100.0%

0 100.0% 100.0% 100.0% 100.0% 100.0% 100.0% 100.0% 100.0% 100.0% 100.0% 100.0%

works? Second, what resources are available in mobile networks, and are

they organized in such a way that multipath protocols can benefit from

them?

First, let us analyze how well the MPTCP itself can aggregate the through-

put from a mobile access network. By design, the multipath protocol

should be able to harness the available throughput from all available con-

nections. However, mobile networks constitute a more difficult environ-

ment due to varying path characteristics. Prior studies have suggested

that MPTCP might lose 20–30% per path compared to TCP due to fre-

quent timeouts in the mobile networks [54]. Another study has estimated

that the benefit might only be 10–15% better with MPTCP than with "op-

timal TCP" [53]. Additionally, a measurement study on using WLAN to-

gether with one mobile connection has found that the MPTCP will speed

up the throughput, but the authors could not draw any conclusion as to

how much [13].

We need an implementation and multisim environment to measure the

throughput aggregation. However, the first active multisim devices were

only introduced to the public during the writing of this introduction and

were not available during the research process. Thus, the tests we con-

ducted for the articles consisted of a self-made active multisim device

consisting of a laptop and multiple phones connected to it with USB ca-

bles. Figure 4.7 shows the setup with a linux laptop and three 3G mobile

phones connected to the laptop with USB cables. The phones were set in

modem mode so that the computer could control them. Each phone had

different network operator SIM inserted into it with an unlimited data

65



Multipath Transport in Mobile Networks

Table 4.2. Statistics for the throughputs in kbit/s for a single-path connection and multi-
path transport.

TCP MPTCP TCP 90% deviation

SUM 18827 18372 705.24

ISP1 5563 5218 313.9

ISP2 8305 8464 371.7

ISP3 4959 4691 310.9

rate and possibilities for usage.

Figure 4.7. The test setup with a Linux laptop and three 3G phones.

Figure 4.8 shows the results of a test conducted in a stable mobile envi-

ronment. The average numbers can be seen in Table 4.2. The slow-start

phase has been removed from these numbers so that it is possible to ana-

lyze the transmission rates. The "TCP 90% deviation" column shows how

much the throughput changes during 90% of the time. This defines how

much the single-path TCP throughput varies because of undefined fac-

tors, such as radio interference and other users in the network. TCP and

MPTCP throughput are well within this range of deviation, with no sta-

tistical differences. Also, as seen in the graph, the MPTCP functions in a

quite stable manner, aggregating all three connections extremely well.

Now let us analyze the possibilities offerred by mobile networks, as the

protocol value depends on path diversity and capacity provided by the

operators [66]. The Netradar dataset allows us to calculate the average

throughput for each location in question. Section 4.2.1 discussed how the

throughput for a single ISP remains about the same as long as the client
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Figure 4.8. Multipath transport in a stable environment.

Table 4.3. Simulation of download speed per operator, multipath and host multihoming.

ISP1 ISP2 ISP3 HM MULTIPATH

Expected values 2908.4 3663.9 3393.4 5082.3 9965.8

Media values 2529.3 3074.7 2603.3 4468.0 9375.0

does not move more than 500 meters in any direction. Thus, we chose to

divide the data into tiles with a size of 500 x 500 m. For each tile, we

calculated the average throughput for each operator. The expected value

for multipath transport and host multihoming can be calculated using

each tile. This evaluation assumes that all three ISPs are available. Host

multihoming uses a 75% probability rate and a 90% efficiency rate when

choosing the best interface, which is based on the database method. It

is assumed that multipath transport will aggregate all of the available

bandwidth. Table 4.3 presents the averages for all tiles. It shows that,

on average, it is possible to obtain approximately 3 Mbit/s with a single

operator. However, the host multihoming and multipath transport val-

ues are much higher. This is due to the fact that different networks are

overlapping but not at exactly the same place. The conclusion is that the

operator networks are interleaved in a such way that allows both host

multihoming and multipath transport to improve the throughput.

The final throughput evaluation is the drive-through test. This involves

a car and a laptop with three mobile phones connected to it with USB ca-
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bles. Every mobile phone had a different ISP SIM, and each operator was

a network operator; thus, no virtual operators were included in the test.

The multipath connection was made over all three mobile connections si-

multaneously. The service side was our own server setup running MPTCP

at the university. The route was around 15 kilometers long in a single di-

rection through the Finnish capital region, including both suburban and

forest areas.

The results from the first drive-through measurement can be seen in

Figure 4.9. The tests were run several times at several different times. A

more detailed analysis of them can be found in publication journal. The

figure shows that the multipath connection was always better than the

best single-path connection.
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Figure 4.9. Drive through test with multipath connection over three ISPs.

Publication V analyzes the aggregation rate of MPTCP with three mo-

bile connections. We found that MPTCP is able to utilize each path as

efficiently as TCP in stable environment. In drive-through measurements

the aggregation rate was over 90% and thus combination of multiple con-

nection improves the throughput significantly. We did not obtain a mea-

surement where MPTCP would suffer when compared to TCP. Our con-

clusion is that it is possible to aggregate the throughput from multiple

mobile access networks and multisim devices would benefit from the mul-

tipath transport.
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4.3.3 Stability

MPTCP is designed to support mobility. As long as one interface is con-

nected, the logical connection should stay open. Also, the throughput ag-

gregation from the functional interfaces should not suffer when one inter-

face is dropped.

Figure 4.10 shows the results from a single 12-kilometer drive using

MPTCP and three mobile connections. Each separate connection experi-

enced at least two different blackouts during the drive. Thus, the through-

put with any of the three operators would have dropped to zero during the

drive. However, the MPTCP was able to transfer a minimum of 2 Mbit/s

even in the worst-case scenario.
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Figure 4.10. Drive through test with blackouts.

During the drive-through test, the MPTCP was able to transfer about as

much traffic as the best interface in any given situation. The aggregation

rate was more than 90% of the goodput transferred for each path. Alto-

gether, we tested several hundred kilometers. On one occasion, the con-

nection with a single operator tore down completely and the mobile net-

work context was lost. However, the multipath connection remained open,

and after the lost interface received a new context, the connection contin-

ued over it. Similar robustness was presented in a study with MPTCP

over a single WLAN route and with one mobile connection [13]. The con-

clusion is that MPTCP is able to cope with handovers and that the con-

nection stability is high compared to any single-path connection.
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4.4 Summary

Multipath and host multihoming transport are capable of harnessing re-

sources from multiple networks. The analysis shown in this chapter ver-

ifies that it is possible to harness resources from mobile networks. The

multipath implementation, MPTCP, was able to both aggregate the avail-

able throughput and increase the availability to almost as high as mul-

tiple access allows. Devices with only one radio and host multihoming

extension can offer the same level of availability as multipath communi-

cation. Host multihoming is also able to increase the throughput com-

pared to single-path communication when different location are consid-

ered. Multipath communication with multiple radios is virtually always

better than single-radio host multihoming.
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5. Conclusion and Discussion

The research presented in the dissertation was done to find a solution

for how to obtain a better mobile connection with multipath protocols.

During the time of the study, the technology has evolved and matured:

MPTCP did not exist when the first steps were taken, and now it is al-

ready an internet standard. In 2008, there were no multisim devices that

could support many mobile networks. Now, in 2015, there are a plenty

of dual sim devices that support access to multiple networks simultane-

ously. However, these devices still lack multipath transport, and thus, the

benefits of multipath connectivity.

5.1 Research Questions

The goal of the dissertation was to answer three questions: Is there a need

and the resources for multipath transport in mobile networks? What are

the benefits of and requirements for multipath transport? And, how can

multipath transport be implemented with current devices, and how well

does it work? This section presents the discussion and conclusions for

each question.

5.1.1 Need and Resources

The first question had to do with need and resources. There are two dif-

ferent needs for mobile access: throughput level and availability. The use

of mobile Internet connections is increasing rapidly; however, radio access

cannot keep up with recent developments. The limitations on transmis-

sion speed are getting ever closer to the limits of physics. There is also

basic law of economics with respect to the networks: base stations are

built and upgraded in the areas with the most users. There are and will

always be areas with lower quality access. Multipath transport, however,
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can help in this respect.

Chapter 2 analyzed the current networks and established that there are

unutilized resources that can be used to improve throughput. Different

operator networks overlap in such a way that makes it possible to aggre-

gate them. However, the real improvement is in terms of the increased

availability with some throughput levels. There are existing throughput

levels where availability can be increased many fold with the usage of

multipath transport. This is due to the fact that operators do not want

to compete with the same customers, and thus diversify the place of the

base station. This diversification of networks is also leading to new devel-

opments, as future networks are moving on to smaller cell sizes. Already,

urban areas have small LTE cells and clusters of public and commercial

WLAN networks. Multipath transport can bundle them together to in-

crease both throughput and availability.

An increase in throughput will cause more congestion in the network.

The overall benefit in terms of throughput might not be as high as esti-

mated if everyone is using the mobile multipath connectivity at the same

time. However, as the resources are divided more efficiently with multi-

path communication, then the overall throughput will improve.

One challenge is that multipath connection requires access and thus

contracts with multiple operators. This will increase the price, and thus

the benefits have to outweigh the costs. Publication I focuses on business

cases that make sense from the standpoint of increased costs.

5.1.2 Benefits and Requirements

Multipath connectivity can deliver a wide range of benefits with respect to

mobile connectivity: increased availability, increased throughput, better

failure tolerance, and smooth handovers with different radio technologies.

For it to be more widely adopted, the multipath protocols must be able

to function adequately with the Internet and thus pass through middle-

boxes. Also, the multipath flows must be fair in relation to existing TCP

flows.

There are many protocols for multipath communication, however this

dissertation has shown that MPTCP is quite good at both aggregating

the resources and passing through the network. The evaluation also

demonstrated that the connection stability will increase with MPTCP. The

single-operator blackouts caused by handovers and coverage problems did

not affect the MPTCP connection as much. For example, the MPTCP
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would have made it possible to watch video streaming, such as Netflix,

with almost no buffering services while driving around the Finnish cap-

ital region. With single-path connectivity, not a single operator was able

to keep the throughput level high enough.

This study also defined availability as the probability of obtaining a cer-

tain speed at a random location. The level of improvement in availability

is high when comparing single-path connectivity to multipath transport

with three operators in Finland. For example with 5 Mbit/s the availabil-

ity is nearly tripled from less than 30% to more than 90%. The differ-

ence is significant, especially when considering that the above-mentioned

speed is not an uncommon requirement for Internet services.

If we assume that services would have already adopted multipath trans-

port, then the only cost would be that of customer access. The customer

needs to have a contract with all the operators she or he wishes to use. It

is quite safe to assume that both the price and the throughput would dou-

ble with two similar quality mobile connections. The price increase for the

throughput level does not sound sensible for most users. However, the in-

crease in availability is probably more important. Many critical services,

such as emergency services, require a high level of availability regardless

of the cost.

5.1.3 Implementation and Results with Mobile Networks

The final research question had to do with how to best implement mul-

tipath transport for mobile networks. There are already mobile devices

that support access to multiple networks on the market. However, the

devices do not support multipath protocols. The client’s operating system

and the service operating system stacks need to be modified. Practically

no mobile device or any service supports MPTCP at the moment, as of

summer 2015.

The goal was to improve connection quality via multiple mobile access

networks. The analysis presented in Chapter 3 hinted at the fact that

MPTCP would be the best match for this purpose with the least number

of challenges. The evaluation presented in Chapter 4 with respect to im-

plementing multipath transport and both standalone and drive-through

testing shows that MPTCP is able to achieve all of the above-mentioned

benefits: improved throughput, availability, handovers, and failure toler-

ance. For the most part, MPTCP was able to aggregate all of the through-

put capacity available from multiple access networks. Similarly, if an ac-
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cess network is available, then MPTCP is able to maintain the connection.

One challenge with multipath transport is that it requires devices to

have multiple radios, and thus it does not improve the throughput of pas-

sive multisim phones. Thus the dissertation presented host multihom-

ing protocol that is meant for such devices as passive multisim phones.

These devices only have one radio but access to multiple networks. Host

multihoming uses one network at a time, but it can change the network

when needed. There are few methods for choosing the best interface on

the fly. However, the transmission quality for non-active networks cannot

be determined without statistics from history. Fortunately, the analysis

shows that the quality has spatial locality and thus can be predicted: The

connection speed is about the same in the same location. With our own

unoptimal database method, we were able to overtake non-multihomed

clients.

Host multihoming was never as good as multipath transport in our eval-

uation with respect to throughput, stability, or availability. However, in

many respects this comparison is not fair because host multihoming has

been designed for devices with only one radio. It is meaningful to com-

pare it with single-path connectivity since it is intended for devices with

only one radio. For example, the availability of a speed of 5 Mbit/s will

almost double with host multihoming compared to single-path transport.

Also, the probability of achieving a speed of 100 kbit/s is almost as high

as 100% everywhere in Finland with host multihoming. Thus, host multi-

homing is the best solution for a business that requires high availability

with a single radio device. Since such devices are already on the market,

the adoption will depend on the services built on top of them.

5.2 Improvements for Multipath Connectivity

This section presents ideas and a discussion on how to improve multipath

transport even further. These ideas emerged during the research process,

but they are not necessary for multipath transport to function in mobile

networks.

5.2.1 Forward Error Correction and Latency

The presented solution aims mainly to improve throughput and availabil-

ity. However, this dissertation does not address high packet loss or chal-
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lenging environments. Packet loss will have a heavy impact on through-

put.

I began the research by adding a forward error correction to the mobile

transport in Publication VI. FEC is method for encoding data so that

it can pass over a link with losses. These codes function in such a way

that when the receiver has enough encoded data, it can then decode the

original data. Thus, if we know beforehand how many packets will be

lost, then we will not have to retransmit the packets but we can send

more encoded data. This method can be used to improve passage time

and reduce signalling. The FEC can only improve the connection due to

packet losses. For connections without packet losses, the benefits are non-

existant [8].

However, the interesting part of the research has been done by joining

multipath transport with forward-error corrections. The benefit to doing

this is that the protocol can tolerate a loss rate of even as high as 50% [57].

Also, the delay can be reduced significantly compared to non-FEC solu-

tions.

One challenge was that encoding requires a great deal of processing and

is memory intensive. There is specialized hardware for FEC encoding

in the mobile radio chip, but it is not available for software purposes.

Publication VI shows that it is still possible to run even optimal codes in

user space at a high enough speed for mobile networks. An interesting

future study would be to add an FEC to MPTCP for a similar evaluation

as done in Chapter 4.

5.2.2 Load Balancer Combined with Mobility

MPTCP requires service-side modifications to be able to work. This can

be resolved by a third-party proxy server, but all of the traffic must then

be tunneled through the proxy server. However, load balancers have the

benefit of not requiring server software, proxy servers, or any service-side

modifications. The nature of a load balancer is of course a bit different

than multipath transport, since multipath transport can aggregate the

bandwidth with one flow. A load balancer aggregates the bandwidth by

spreading multiple TCP flows to multiple interfaces.

Typically, the load balancers do not support mobility or single-flow fault

tolerance. If a single interface fails, all of the flows connected to that

interface will terminate. New flows can be initiated over other interfaces,

but the original flow will fail.
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In Publication II, we used Mobile IP together with a load balancer to

overcome these issues. In this way, we allowed the TCP flows to be relo-

cated in the case of interface failure. This allows full failure tolerance and

mobility support. Yet, aggregation with a single flow is still not possible.

The difficulty has to do with the load balancing algorithm for new flows

or with flow relocation. We evaluated a few different methods for solving

this problem and found that no stateless algorithm that we tried was able

to aggregate the throughput well enough. The load balancer had to keep a

record of how much traffic each flow is transmitting and also the amount

of traffic per interface.

The load balancing solution is good for a situation in which there is more

than one flow originating from the client. However, mobile phones are

inherently single-user devices, and thus competing flows are rare. One

example mentioned in the introduction had to do with a rural area as a

possible business case, in which the solution could be a mobile broadband

router.

5.3 Discussion on Disruptive Technologies

There is always the possibility of disruptive technologies that could render

the multipath connectivity obsolete. One assumption made in this disser-

tation about the future is that mobile networks are the most efficient way

to connect to the network. Thus, combining many mobile network con-

nections would make for an even better connection. However, there are

some emerging technologies and projects that could render mobile data

connections obsolete, such as SpaceX micro satellites or Project Loom.

The current state of satellite networks means that they cannot compete

with mobile networks in terms of economics or quality. Yet, projects such

as SpaceX are trying to leverage this problem. The problem with satellite

connections is the long latency period due to long distances.

Another possibility is Project Loom, which would bring the Internet

through a network of helium balloons in the sky. The balloons them-

selves carry LTE base stations for clients to connect to them. Unfortu-

nately, the plan suffers from the same fundamental problem as with mo-

bile networks. More base stations are needed in populated areas and less

elsewhere. The network upgrade cost is high, and thus, economically it

makes sense to seldom update the remote areas.
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5.4 Discussion on Adoption

At the time of writing this dissertation, multipath connectivity has not

been adopted yet. A study on MPTCP adoption says that there must be

both a need and the protocol must be superior to competing offers [37].

This dissertation has both presented the needs for multipath communi-

cation and the benefits of MPTCP over competing protocols. I hope that

this will give both the service industry and operating system manufac-

turers the necessary push to make the change. The benefits are clear;

however, even as I have introduced and explained the technical and busi-

ness possibilities, there are also some worries on the part of industry lead-

ers, mainly telecommunication operators. They worry about the increased

competition between Internet service operators and especially about the

problems this particular technology would cause for the competition. Mul-

tipath connectivity is seen as something that would increase competition

and make it very easy to change the provider even on the fly [65]. How-

ever, in my personal opinion, it seems that the possible customers are

willing to pay more to receive multipath transport with multiple opera-

tors.

The first step is that we need to have devices with multiple SIM sup-

port. The need for such devices is high in areas like India, where single-

operator coverage is limited. During the past two years, these devices

have emerged on the market even from large manufacturers. Now, dur-

ing spring of 2015, the first active multisim mobile devices have appeared.

Fortunately, I had to rephrase this introduction from stating that the chal-

lenge is the lack of hardware. The hardware does exist and is available

on the market. The only thing missing is the adoption of protocols.

The requirement is that the service side has to adopt multipath proto-

cols in their stack. Since the technology only functions when both the

client and the the service have the appropriate implementation, the adop-

tion process is likely to start with a company that can control both ends,

such as Google, Apple, or Microsoft. These companies can update both

their client and server stacks. The community has already noticed that

Apple might be using the MPTCP in the new iPhone and some of their

own services. However, since support is not generally available on the

iPhone for 3rd party applications, a broader audience has not yet started

to adopt the technology.

I would like to conclude this dissertation by saying that MPTCP is cur-
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rently performing so well that it could be the first protocol to replace TCP

as the de facto transport protocol for the Internet. Practically all devices

with multiple Internet access would benefit from the change.
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Multipath transport is a transport-level 
solution that makes it possible for end hosts 
to use multiple access networks 
simultaneously. This dissertation analyzes 
the feasibility of using multipath transport 
in mobile networks. Prior studies suggest 
that a protocol for multipath transport 
requires user need, that the protocol is 
superior to existing solutions, and that the 
network has capacity. This dissertation 
shows use cases and demand, analyzes 
achievable performance, and verifies that 
mobile networks have the capacity and 
diversity for multipath communication. 
Finally, the dissertation quantifies the 
benefits of using multipath transport.  
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