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Chapter 1

Introduction

There are generally two fundamental problems with audio processing: P-1
the available processing power must be sufficient and P-2 the available tools
must be simple and efficient. One way to measure the success of overcoming
these problems is with two factors: F-1, the end-to-end audio signal latency
of the system, and F-2, the achieved polyphony. This thesis sets to find out
the viability a modern web browser for audio synthesis and effects processing
with main focus on measuring the end-to-end latency F-1, and with a simple
polyphony performance F-2 testing.

Web is a strong candidate to be the future platform for application de-
velopment, and a huge step towards has been taken with the emergence of
the HTML5 and related technologies. Among these are a subset, more or
less dealing with audio, making possible complex audio applications to be
run with and within a web browser. However the viability of a web browser
for the purpose can be brought into question. Processing power of a per-
sonal computer has been sufficient to perform real-time audio synthesis with
desktop applications in studio quality for a long time, but can a web browser
utilize the underlying resources to achieve the same? This is the primary
research question of this thesis Q-1 : How viable is a web browser for audio
platform.

To find out, two use cases are set up: UC-1 web browser as a VST Host
and UC-2 remote desktop VST Host. In UC-1 audio synthesis and effects
processing are performed locally inside a web browser, whereas in UC-2 the
work is carried out by a desktop VST Host application on a remote server
and accessed as a service by the browser. Testing focus is on the processing
power P-1 available in web browser by measuring latency F-1 and polyphony
F-2.

UC-2 draws out another aspect to consider. Since the processing power
is no longer an issue, the focus could be shifted more towards the applica-
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CHAPTER 1. INTRODUCTION 2

bility of distributed audio applications. The main issue will no doubt be the
added delay introduced by the network, but also the usability of streamed
user interface and managing of control flow. This brings out the secondary
research question for this thesis Q-2 : How applicable are distributed audio
applications in general.

Q-2 will be examined more on an observational level based on experiences
gained by conducting this research. No measures, other than latency, will
be taken nor will there be heuristic evaluation of any sort. The reporting
is based solely on empirical experience gained implementing and testing the
system.

The structure of the thesis is as follows. Next, in chapter 2, a more
thorough introduction is provided with relevant technologies, concepts and
related work. In chapter 3 the use cases and test procedures are explained,
and results are presented. Chapter 4 evaluates and discusses the results, and
the final chapter 5 sums up the work.



Chapter 2

Background

The history of audio synthesis reaches as far back as the dawn of 20th century
and in hindsight two fundamental problems can be seen present trough out
the journey: P-1 the vast processing power required for audio processing and
P-2 the requirement of simple and powerful methods to utilize the available
resources [31].

P-1 is no surprise when considering that professional music platforms are
expected of sample rates above 48 kHz, various channel configurations, such
as 2.0 or 5.1, computational demand of complex signal processing, ability to
handle standard communications protocols such as MIDI, precision timing
functionality and minimal latency [39].

Usually audio processing consists of a chain of linked nodes that manip-
ulate the incoming audio data and pass the product to the next node. This
is called an audio pipeline, audio graph, or even audio path, and each piece
of data through it experiences latency [4].

Distributed audio applications should also be able to transmit audio,
control and communication data over a network in real-time [17]. The fast
development of processors has greatly solved P-1 for native desktop audio
applications, but it is still questionable can that processing power be utilized
sufficiently inside web browser.

The other problem P-2 is more problematic in it’s nature alone, but even
more so when stepping inside a higher abstraction layer environment, such
as a web browser, because it limits the scope for available resources. This
thesis does not try to answer to either problem, but to discover how well
these problems have been met in the context of web browser.

3



CHAPTER 2. BACKGROUND 4

2.1 History of audio synthesis

This section takes a brief look on how the mentioned problems have been
met earlier. In brief, the history of audio synthesis could be divided into six
phases from tone wheels to web browser based processing: analog synthesis,
hybrid synthesis, digital synthesis, mixed digital synthesis, desktop synthesis
and web browser based synthesis.

This section is inspired and based on a book Electronic and Computer
Music by Peter Manning [23], unless otherwise cited.

2.1.1 Analog synthesis

One of the first synthesizers is Telharmonium, first working model presented
in 1906. Telharmonium weighed some 200 tonnes, measured nearly 19 meters
in length and cost about $200,000. Nevertheless it is considered one of the
first synthetic instruments and it produced sound electro-mechanically using
tone-wheels.

Around 1910 a member of Futurist Movement, Balilla Pratella, wrote in
his Technical Manifesto of Futuristic Music, that composers should thrive
to master all of the instrumentation space and not just that of traditional
instruments. Two years later a Futurist Luigi Russolo took this idea even
further in his manifesto. He stated that the aural domain of traditional in-
struments is poor much due to the limited spectrum of timbre and suggested
they should be abandoned altogether in favour of expression by noise sounds.

Advancements in electronic music remained highly academic in nature
until after the World War II with few exceptions such as the highly popular
Hammond organ in the mid 1930s producing sound much the same way as the
Telharmonium using tone-wheels. Another intriguing instrument invented
during those years were Theremin in 1920. Theremin consists of two antennas
that detect hand movements in the air, the other hand controlling the pitch,
the other controlling the volume. Theremin produced sound with two high
frequency oscillators beating against each other.

In 1947 a transistor was invented and it marked a significant turning point
in the development of synthesizers and electronic instruments in general.
Transistor was superior compared to vacuum tubes, which were commonly
used in analog synthesizers earlier. Transistors allowed synthesizers to be
built more compact and mobile even.

Robert Moog, who spent much of his early life building and experiment-
ing with electrical instruments, especially with Theremins, became well ac-
quainted with sound generation with analog circuits and transistors. Eventu-
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ally in 1966 the first Moog synthesizer was built. Moog synthesizer was one
of the first voltage controlled transistor synthesizers and its set the new in-
dustry standard. Some notable users of Moog synthesizer include the Doors
and the Beatles [23, 29].

2.1.2 Hybrid synthesis

Digital signal processing provides techniques that simply can not be achieved
in purely analog way. In digital format the processed sound is quantified in
extremely high precision allowing the full power of mathematical analysis to
take advantage of and isolate components of frequency, amplitude and time
accurately.

Towards the end of 1960s the digital computer design was finally reaching
compact size and reduced cost. It was however as early as 1957 that the first
computer program for sound synthesis was developed. That program was
MUSIC I developed by Max Mathews in Bell laboratories. Music I was very
primitive allowing only generation of one wave function, but it set a lasting
foundation in the history of computer generated music eventually leading to
a MUSICn family and a Csound open source audio library. Long still were
the days that those programs could be run in real-time.

Early programs consisted of composition assistive applications with syn-
thesis capabilities. One such early application was SCORE developed by
Leland Smith for producing musical scores for human players. Other ex-
periments consisted of applications that made possible mixing acoustic and
digitally synthesized sounds, modelling acoustic instruments digitally and
manipulating the timbres, pitches and overall sound dynamically from one
to another, though not in real time. Some famous experiments in this area
include works by Jean Claude Risset, e.g. Songes, 1979.

During the 1970s hybrid synthesizers emerged. Hybrid synthesizers use
analog means to generate sound and digital computing units as controllers.
The first hybrid synthesizer was GROOVE developed in Bell Laboratories
and presented in 1970. GROOVE used voltage controlled oscillators, ampli-
fiers and filters for producing sound, attached to digital computer incorpo-
rating a graphical real-time display visualizing the process.

The main motivation behind these hybrid systems was the advantages
brought by digital computing units to monitor and control some aspects of
the analog system synthesising and processing the sound. This approach
was not perfect however since analog devices had to be manually configured
to achieve variations in the nature of produced sound, and the sound space
available was theoretically finite and digital computers of the days simply
were not powerful enough to do such processing in real time. All this was to
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change however since the first microprocessor was manufactured by the IBM
in 1971 [23].

2.1.3 Digital synthesis

Quickly after the microprocessor emerged the competition exploded bring-
ing equipment prices down and performance up. The developments quickly
evolved and allowed the manufacturing of specialized hardware with instruc-
tion sets for specific purposes like audio synthesis and processing. Early
commercial all-digital synthesizer dubbed Synclavier was released in 1977.

During the late 1970s and early 1980s the competition and selection of
products in the market was growing fast and the problem with connecting
devices from different manufacturers together started to be a real problem.
This problem was first addressed in 1981 at the meeting of National Asso-
ciation of Music Merchants and eventually in 1983 a control protocol MIDI
(Musical Instrument Digital Interface) was launched.

One of the all time commercially most successful digital synthesizer was
the Yamaha DX7 released in 1983 and it was also one of the first synthesizers
utilizing the new MIDI standard. DX7 also made the case for all-digital
synthesizers in general in competition with analog techniques. One notable
patch included in the DX7 synthesizer is known as the E. Piano 1, which
emulates the sound of Fender Rhodes electric piano [23].

2.1.4 Mixed and desktop synthesis

Meanwhile microcomputers had evolved and started to appear a prominent
platform for audio processing. This progress was sped up the emerging of
WIMPS (Windows, Icons, Mouse, Pointers) based Graphical User Interfaces
(GUI’s). During the 1980s microcomputers were mainly used for control or
editing tasks with external hardware and most of these systems depended
more or less on pluggable special purpose DSP-cards.

One such example is a company named DigiDesign established in 1985.
DigiDesign launched a Sound Designer sample editor application to be used
with E-mu Emulator II external digital sampler. In 1988 it released a plug-
gable DSP-card Sound Accelerator to increase the performance of their appli-
cations. Another product of theirs included a software synthesis application
TurboSynth and with Sound Accelerator it was able to perform in real-time.
DigiDesign’s Sound Tools released in conjunction with the Sound Accelerator
eventually evolved into ProTools.

During the 1990s software based synthesis relying only on the native
hardware started to take ground. Significant role was played by Csound
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language and in fact it was already in the late 1980s that the first real-time
system was build for Csound by Vercoe. This system was however designed
for special purpose machine for audio processing. However the initiative was
set and quickly software based audio applications started to evolve along
with processing power of the underlying technology.

With this same motivation multi-track audio editors started to pack MIDI
sequencing capabilities and Germany based company Steinberg recognized
an opportunity here. They developed a technique named Virtual Studio
Technology (VST). VST is meant for creating a pluggable software modules
that emulate the sound of real instruments or act as effect modules. Later
VST has become widely supported in various applications.

By the mid 1990s standard computers started to have enough power to
perform most of the repertoire offered by the Csound in real-time. Came the
end of the 1990s it was clear that no external hardware was required for pure
software based synthesis [23].

2.1.5 Web browser based synthesis

Initially web browser was a static platform for viewing structured documents
and stayed as such for a long time. Java Sound, introduced in 2000 as part
of Java 1.3, provided the first means for real-time processing of sound in
web browsers. Next advancement happened in 2008 when Flash introduced
dynamic sound generation.

In 1995 Netscape developed JavaScript support. JavaScript differed from
Java or Flash significantly since it run natively in the browser rather than in a
separate environment, that only communicated with the browser. JavaScript
does not need a third party software to be executed either. But it wasn’t
until 2008 that audio processing started to shape up in this front when initial
draft for HTML5 was introduced [39].

HTML5 took on to vamp up the media capabilities in web browser and
technologies such as Web Audio API, Web MIDI API and WebRTC are
really proving to make it happen. Additionally with the emergence of tech-
nologies such as Emscripten, asm.js and Portable Native Client a modern
web browser is shaping up to be a strong candidate for the next generation
audio application platform.

2.2 Concepts

This section describes central concepts featured in this work. First audio
handling on operating system level is examined on a general level. Win-
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dows Audio Session API (WASAPI) on Windows, Core Audio on OS X and
Advanced Linux Sound Architecture (ALSA) on Linux will be discussed.

Second basic characteristics of digital audio are presented followed by
description of Digital Audio Workstation (DAW) and its simpler form, a
Host. These are applications that enable the use of pluggable modules that
offer virtual instrument emulation or effects processing. A DAW also provides
a sophisticated GUI for creating, editing and mastering audio tracks.

Finally, latency will discussed. Latency in terms of audio generally refers
to the end-to-end delay of the audio signal from input to output. The general
rule is that lower the latency the better. Limits for evaluating the results in
this work are also presented and justified.

Polyphony is often mentioned with latency as a digital audio system per-
formance measure. Polyphony is simply a number of how many sounds can be
generated simultaneously without audible artefacts. So, in essence polyphony
is a simple measure of how powerful the underlying system is in terms of au-
dio processing.

2.2.1 Audio Stack

Audio stack, depicted in figure 2.1, in Windows, Mac and Linux can be
generalised into four parts: audio application, native audio API, driver and
audio hardware. Audio application offers user interface to interact with the
underlying system. The user mode / kernel mode boundary in the figure
indicates a process priority boundary. Typically applications in user mode
have restricted access to lower level functionality of the system. Native audio
API enables the application to access those lower level endpoints, such as
soundcard through the device driver. In Windows the native audio API
is called Windows Audio Session API (WASAPI), Core Audio in Mac and
Advanced Linus Sound Architecture (ALSA) in Linux [7].

WASAPI offers application two ways to access audio device endpoint:
shared mode and exclusive mode. In shared mode, the application endpoint
buffer is routed to a software sound engine, which mixes together streams
from every application before passing the mix to the audio device driver. In
exclusive mode, WASAPI routes the application endpoint buffer straight to
the driver bypassing the audio engine. Although exclusive access reduces
latency, it blocks every other application from using the device. When in
exclusive mode the WASAPI queries the endpoint for the smallest buffer
length to use in communication between the application and the endpoint
[24]. The default buffer length used by WASAPI is 10 ms in Windows 10,
and if device driver is optimized, an application may query smallest possible
buffer size, and request to use it instead [25].
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Figure 2.1: General audio stack of operating system.

Core Audio in OS X tracks audio endpoint driver’s read location on buffer
and predicts when it needs to provide new data. Based on the prediction Core
Audio wakes each client thread by interrupt requesting new audio data and
writes the buffer samples provided by the application to the driver’s mixer
buffer. The driver handles the final writing of the mixer buffer to the sample
buffer read by the hardware [33]. The default buffer size used by Core audio
is 512 samples, but an application may request as small buffers as supported
by the device [14].

ALSA uses the default read and write C-functions to communicate with
a device driver. An application may write an arbitrary amount of audio data
for playback, and ALSA handles the actual communication with the driver.
If the I/O-operation is non-blocking and the driver is not ready to receive
data the write operation returns an error. Otherwise in blocking mode, the
write operation waits for the driver and returns when the buffer is succesfully
transferred. Both of these can cause unexpected behaviour and thus ALSA
provides a way for an application to poll the driver for when it’s ready for
I/O and only then use the read and write [32].

ALSA also offers direct access to driver buffers, which removes the need
for the driver to copy the application buffer to another location in memory.
This reduces the total latency of the audio path, but requires hardware sup-
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port and the buffer size is restricted by the hardware requirements, which
vary between audio chips [15].

Pero studied the performance of WASAPI, Core Audio and ALSA in
[28] and found that ALSA performed the best with WASAPI placing a close
second, and Core Audio performing the worst. All the results were, however,
within 3 ms range of each other on overhead latency.

2.2.2 Digital Audio

Digital audio is discrete presentation of analog sound waves. The most im-
portant properties of sound waves are frequency, amplitude and phase. The
frequency is the amount of times the sound wave repeats in a time period
and the amplitude is the relative strength of the sound wave, i.e. how large
pressure change it causes in the medium. Phase is the relative offset of a
sound wave. Two sound waves in opposite phases decrease each other’s am-
plitudes, and in a same phase, increases the amplitude. Phase, however, is
not important in terms of this work.

In the analog domain frequency, perceived as pitch, and amplitude, per-
ceived as loudness, have theoretically infinite range of possible values. Human
hearing however can only register frequency range from approximately 20 Hz
to 20 kHz [28]. The perceived loudness on the other hand is not as straight
forward since it is dependent on the frequency. The range for loudness peaks
at around frequency of 1 kHz having a dynamic range of approximately 140
dB. These limits can be utilized to calculate requirements for digital audio
[13].

The Nyquist-Shannon sampling theorem states, that to be able to re-
produce any given wave form a sampling rate of double that of the wave
frequency must be used. And since the human hearing has a range of ap-
proximately 20 kHz a common sampling rate is 44,1 kHz [16].

The amplitude of the sound wave in digitised form is presented as the
actual value of the sample. The analog to digital conversion process samples
the given electric pulses, produced by e.g. a microphone, at the given rate,
e.g. 44,1 kHz, and converts the voltage value into a binary representation.
The accuracy of the conversion is dependant on how many bits there are
reserved for each sample and that value is known as the bit depth. The
human perceived dynamic range of approximately 140 dB can be accurately
presented with 24 bits [13].

The above process is called Pulse Code Modulation (PCM) and it pro-
duces PCM-encoded digital audio data. PCM encoding is a standard way to
represent digital audio in computers [16].
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2.2.3 Digital Audio Workstation

Digital Audio Workstation (DAW) is somewhat ambiguous term and may
refer only to the editor software or to the complete system: a computer, a
soundcard, an input device and the software. So to clarify, in this thesis a
DAW refers only to the software editor.

Typical DAW offers a track based interface where time runs along x-axis
and generally supports plugins to extend its capabilities. Plugins provide
virtual instruments usually emulating the sounds of classical synthesizers.
Plugins may also function as effects processors providing, for example, chorus
or pitch shifting effects. Notable plugin APIs include Audio Unit (AU) in
Mac, Microsoft DirectX Instruments (DX and DXi) in Windows, LADSPA
in Linux and Steinberg’s Virtual Studio Technology (VST), which is cross-
platform [18]. Usually a DAW also offers MIDI routing to and from plugins
allowing external hardware synthesizers to be used for controlling purposes
[19].

Host application is a simplified version of DAW in the simplest offering
only the execution of a single plugin, such as a software synthesizer. A Host
also handles the audio routing for the plugin and usually, too, offers MIDI
routing.

2.2.4 Latency and polyphony

This subsection presents the latency limits for evaluating the results later in
this work. They are presented in tables 2.1 and 2.2 for use cases I and II
respectively.

Every application introduces latency on data passing through [4]. On
audio system, the route from input to output is called the audio path, and
the total end-to-end latency is a sum of many factors along the path. This
latency can have an impairing effect on the usability of the application and
thus the lowest possible latency is often desirable. The acceptable range for
latency, however, depends much on the context of the application [20, 37].

Major causes for latency on the audio path are buffering, signal processing
algorithms, A/D- and D/A-conversions and transfers over networks [3, 17].
Of these, buffering is usually the main culprit.

Asynchronous communication within the system (i.e., thread hopping)
requires buffering. Usually, thread hopping utilizes a technique called double
buffering. Double buffering uses two equal size buffers, the other being read
while the other is being written. This allows for continuous stream of data
to be available for the next link in the audio path.

Double buffering, however, introduces latency that is equal to the buffer
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size relative to the used sampling rate. For example, buffer of 4096 samples
with sampling rate of 44,1 kHz adds roughly 92,9 ms of latency. The same
figure for buffer size of 64 samples adds up to approximately 1,4 ms.

So, on a general rule it makes sense to optimize the buffer size as small
as possible. But too small buffer sizes can overload the CPU making the
audio process unstable and potentially causing it to crash. Too small buffer
sizes can also have to ability to block the CPU for other processes making
the whole system unresponsive, thus if there is no need for small buffers sizes
they should be avoided [30].

The input of an digital audio system has a minimum latency of one sample
[28], but is generally bigger due to buffering. When using an acoustic source,
the latency for input is the time to perform the A/D-conversion. This adds
latency from 500 µs to 5 ms depending on the buffer size, and the figures
are of same magnitude when using an external hardware synthesizer as the
source for audio. The D/A-conversion at the output adds latency equally
[17, 30].

Format conversions also add latency. For example, with Opus, the pri-
mary codec used in WebRTC, the algorithmic delay has a minimum value of
5 ms. The default frame duration for Opus is 20 ms, thus summing the total
to 25 ms added latency [35].

Finally, in case of distributed systems, transfers over network also add to
the total latency. The network induced latency is dependant of the band-
width available, the physical distance between end-points and the delay from
routers receiving and forwarding the packets. There is a theoretical limit for
the lowest possible added latency due to network infrastructure, which can
be calculated, although can rarely be reached in practice.

For example, sending a frame of 20 ms audio over RTP has a transmission
delay of 0,35 ms with connection bandwidth of 1024 kbps. The delay over
the network builds up by 5 µs for each 1000 meters, assuming 70 % of the
speed of light for the propagation velocity [17].

The figure 2.2 depicts the audio graph inside web browser including Web
Audio API, PNaCl and Emscripten. Every node in the figure has internal
processing time, each line across thread-boundary causes thread hopping and
depending on the source and the destination A/D- and D/A -transforms are
required on each end of the graph.

2.2.4.1 Local audio system

Studies have shown that professional pianists can perceive latencies as low
as 10 ms between key press and sound emerging from the string vibrations
[22]. Many instrument design guidelines suggest this to be the upper limit
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Name Range Description
EC-1.1 <10ms Ideal
EC-1.2 11-30ms Noticeable
EC-1.3 31-42ms Acceptable
EC-1.4 >42ms Unacceptable

Table 2.1: Evaluation criteria for the end-to-end latency measurements for
UC-1.

for instrument latency, and thus it will used as the most idealistic limit in
this work.

A study by Lago and Kon [20] suggests that the 10 ms limit should not
be focused on too strictly. The study points out that even latency of 30
ms can be acceptable with most audio applications and will be used as the
intermediate limit in this work.

Levitin et al. [21] conducted an experiment to find out the threshold delay
between tactile and aural feedback for them to be perceived as simultaneous.
The study reported the range to be from -25 ms (aural feedback happening
prior to tactile) to 42 ms. The study ruled delays with over 25% of the
events reported by the test subjects as being asynchronous to be as such,
but without any statistical reasoning. The upper limit will be used as the
final limit in this work.

2.2.4.2 Distributed audio system

Streaming over a packet switched network can have a delay of over one second
and still be considered to be in real-time [37]. Distributed systems often trade
off strict latency limits for other advantages such as distributed storages or
collaborative environments.

Transfers over packet switched networks are especially prone for jitter,
which must be compensated with buffering to ensure continuous media play-
back. For example, WebRTC uses dynamic jitter buffer NetEQ for voice,
which manages the buffer length according to network performance minimiz-
ing the latency while maintaining playback quality[9].

According to Nielsen application response times of under 100 ms are
considered by users as instantaneous, maximum of 1 s as noticeable, but not
interrupting, and over 10 s as unacceptable [27]. These limits are meant for
evaluating general purpose applications, but are used in this work for use
case II. The reasoning is that the results are expected to be within these
limits rather than the ones introduced in table 2.1.
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Name Range Description
EC-2.1 <0,1 s Ideal
EC-2.2 0,1 - 1,0 s Noticeable
EC-2.3 1,0 - 10,0 s Acceptable
EC-2.4 >10,0 s Unacceptable

Table 2.2: Evaluation criteria for the end-to-end latency measurements for
UC-2.

2.3 Browser based audio synthesis

With recent developments a web browser can be turned into a Host or full
blown DAW. Most notably these advancements include the Web Audio API,
Web MIDI API and Media Capture and Streams, which alone are sufficient
for the task, providing the necessary functionality.

Monschke implemented a cloud based collaborative DAW application [26]
using Web Audio API and other HTML5 based specifications. The applica-
tion he created is capable of multitrack recording and editing, it has synthe-
sizers built in and it allows multiple users to work on a piece of music at the
same time.

Performance boosting technologies have also appeared allowing a bet-
ter utilization of available resources, these include Emscripten and PNaCl.
Emscripten and PNaCl are open source projects that aim to increase the
performance and horizon for possible operations in web browser. The use
of these technologies allows for creation of virtual instrument and effects
modules that can be attached as part of Web Audio API pipeline. Existing
native plugins can be ported to and encapsulated as independent functional
DSP-units and with a defined API they are easily reusable. Examples of this
kind of approach already exists, e.g., Web Audio Modules1 [19]. Also Web
Audio Components2 has a similar approach of developing Web Audio API
attachable effects modules, but rather than port existing native plugins, they
are developed from scratch with JavaScript.

Kleimola [18] studied porting Host-based plugins into web browser con-
text with the focus on audio processing latency and computational load. He
examined both PNaCl and Emscripten in his work and found out that PNaCl
could outperform Emscripten with 10 times lower latency.

1http://www.webaudiomodules.org/
2https://github.com/web-audio-components/web-audio-components-spec
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Figure 2.2: Combined audio graph of Web Audio API, Emscripten and
PNaCl.

Finally NW.js is a node.js based web server integrated with webkit browser
engine. Although NW.js is technically a server based technology, its main
audio capabilities are derived from the webkit engine, which is the same used
in Chrome.

Figure 2.2 depicts the combined audio graph of Web Audio API (top),
Emscripten module (middle) and PNaCl module (bottom) inside web browser.
It also illustrates the possible connections between the nodes.

2.3.1 Web Audio API

The Web Audio API [1] defines JavaScript interface for audio processing and
synthesis inside the web browser. Web Audio API is maintained by W3C.

At the highest level of Web Audio API is audio graph, or audio pipeline,
which is depicted in the figure 2.2 at the top level. Audio graph runs in a
dedicated thread separate from the script thread and with higher priority.
Basic building block of Web Audio API is an AudioNode and the audio graph
consists of AudioNodes linked together.

There are three types of nodes: source nodes, destination node and pro-
cessing nodes. Source nodes work as audio inputs. Audio graph may have
multiple sources including e.g. microphone, WebRTC stream or native os-
cillator node. Destination node is usually the system audio endpoint, e.g. a
computer soundcard, and there can only be one such node in audio graph.
Processing nodes are in between source and destination nodes and perform
all the desired DSP-operations. Web Audio API defines 15 native processing
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nodes including, e.g., gain and compressor nodes.
A ScriptProcessorNode (SPN) is a special type of processing node. SPN

enables the definition of custom processing logic allowing more complex
DSP-operations. SPN can also be used to link trans-compiled desktop DSP-
applications as part of the audio graph, but more on that later in sections
2.3.4 and 2.3.5.

There is however a one major drawback to using SPN for it executes in the
browsers script thread. This has two consequences. The script thread does
not have elevated priority and it is responsible for the user interface control
and all other user defined script execution. However the main downside
with SPN runnin in the script thread is that communication with the rest of
the audio graph is asynchronous. Asynchronisity requires double buffering,
which creates latency. For example at the default sample rate of 44,1 kHz
and a common buffer size of 1024 samples, the resulting delay is around 23
ms. That means 46 ms of added delay between the call and the results.

SPN is, however, currently deprecated in the Web Audio API specifica-
tion, and is to replaced with Audio Worker Node (AWN). AWN runs in the
same thread as the rest of the audio processing, entirely, and eliminates the
need for thread hopping because it can be called synchronously. The use of
AWN though drops the priority level of the web audio thread since custom
user submitted JavaScript can not be trusted high priority for security rea-
sons. Currently no browser vendor offer implementation of AWN and thus
SPN is used in this work.

2.3.2 Media Capture and Streams

Media Capture and Streams [5] is a specification maintained by W3C. It
defines a JavaScript API to request access for local media sources, and also
how the acquired streams are presented. Media Streams and Capture API
enables applications to get hold of system level audio devices and listen for
any audio input. Media Capture and Streams is also commonly known by
one of its defining commands getUserMedia().

At the presentation level, the top most layer is a media stream object. A
single media stream carries one or more media stream tracks, which are used
to present stream from one media source. These media stream objects can
be fed directly to WebRTC connection and be delivered over a network to a
peer machine.

Media Capture and Streams API also enables the capture of external
application interfaces in Chrome, and it is a feature that will be utilized
within this work. It works just as audio, except they are presented as video
streams.
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2.3.3 Web MIDI API

Web MIDI API [38] is a W3C Working Draft that specifies how to deal with
MIDI messaging and accessing MIDI compliant devices from within a web
browser. MIDI, Musical Instrument Digital Interface, is a standardised pro-
tocol for transmission of music data between compliant devices. In physical
terms, there are three types of MIDI ports: in, out and through. In software
based MIDI applications, these are usually configurable.

Example MIDI message for synthesizer to produce sound would consist
of three one byte values, first represented in eight bits and the other two in
seven bits. First byte indicates the instruction, e.g., 0x90 ”note on”. The
second byte identifies the pitch ranging from 0 to 127, 60 generally mapping
to a middle C and each step being equivalent of a semi-tone. The third
byte is usually the velocity for the note, in which case it has the same value
range as the pitch. The effect of the velocity roughly translates as the level
of volume of the resulting sound. MIDI can also be used to control system
specific parameter values or the articulation of currently playing note such
as vibrato [23].

2.3.4 Portable Native Client

Google’s open-source technology Native Client, NaCl, enables the execution
of native applications inside web browser runtime in near native speeds. NaCl
runs in a sandboxed environment, in a dedicated thread, enabling secure ex-
ecution of user provided code in performance intensive manner. While NaCl
is independent of underlying operating system, the modules are architecture
specific and each module for supported architecture needs to be optimized
separately, which can be a huge effort. This problem is solved by the Portable
Native Client, PNaCl. The audio graph of the PNaCl inside web browser is
depicted in figure 2.2 at the bottom level.

PNaCl utilizes LLVM, Low Level Virtual Machine, which is a compiler
infrastructure that can be used to trans-compile code written in native lan-
guages such as C or C++ into a architecture neutral bitcode. The resulting
bitcode is then distributed and compiled ahead of time into architecture spe-
cific assembly code on load time but before any code execution [6].

PNaCl modules are loaded with embed tags into web browser context
and they consist of the ported native application code and a wrapper that
utilizes Pepper Plugin API (PPAPI) to access underlying system functions
and to communicate with JavaScript. PPAPI is a set of function end points
that enables the access to e.g. system’s audio functionality as well as the
communication with JavaScript.
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When PNaCl accesses audio device it can specify a preferred buffer size
in samples. However, Pepper API may choose to use larger buffer size if the
browser recommended buffer size is larger, or if the requested buffer size is
smaller than the minimum size allowed, which is 64 samples. The browser
recommended buffer size takes precedence [10].

Native Client and Portable Native Client are open-source technologies,
but currently they are only supported in Google’s Chrome web browser3.

2.3.5 Emscripten and asm.js

Another method for porting native applications into web browser is Em-
scripten4. The process is the same at first as with PNaCl; the source code
of the native application is compiled into bitcode with LLVM and an LLVM
backend, Emscripten, is used to compile the bitcode into asm.js compliant
code [40]. The audio graph of the Emscripten module inside web browser is
depicted in figure 2.2 at the middle level.

Emscripten produces JavaScript that is conforming to asm.js5, which is a
specification by Mozilla. Asm.js is a strict subset of JavaScript designed to
be highly optimizable and aiming for much improved performance compared
to that of standard JavaScript. This is achieved by limiting the language
features to those amenable to ahead-of-time optimization, and other perfor-
mance improvements such as total type consistency and removed carbage
collection in favour of manually controlling memory usage. As asm.js is pure
JavaScript the browser support for it is wide [11].

Emscripten modules define a global JavaScript variable Module, which
functions as a entry point for the actual procedures defined by the ported
application. When used with SPN Emscripten modules are loaded into web
browser context using regular script-tags and the SPN audio processing call-
back calls the Emscripten module’s processing function. When used with
AWN the Emscripten modules must implement certain interface after which
they can be instantiated and loaded into web audio processing thread as
audio worker nodes.

3https://developer.chrome.com/native-client/nacl-and-pnacl
4http://kripken.github.io/emscripten-site/
5http://asmjs.org/
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2.3.6 NW.js

NW.js6, formerly known as node-webkit, is an open source project that inte-
grates the cores of node.js7 JavaScript runtime and Chromium8 web browser.
NW.js offers tools for desktop applications in a web browser context.

Chromium is an open source project that is the basis for Google’s Chrome
web browser. Chromium core enables the use of Web Audio API, Web MIDI
API, WebRTC, etc., and has a major impact on improving the interoperabil-
ity of the server application with the client.

Node.js is based on Google’s V8 JavaScript engine, and is essentially a
runtime that allows the execution of JavaScript code server side. Node.js is
designed for event driven and asynchronous tasks making it ideal for stream-
ing media platforms.

2.4 Transferring audio, data and interface

This section describes technologies in this work used for transferring data
between two endpoints. Endpoint here means logically isolated application,
remote or local.

With the emergence of technologies such as WebRTC and Web Sockets
the real-time multimedia communication capabilities have advanced tremen-
dously with full-duplex keep-alive connections. This has made browser based
DAWs capable for easily achieve collaborative environments for creation of
musical pieces [19].

Data must also be routed between endpoints locally, between two ap-
plications running on same machine. Fortunately, audio and MIDI I/O is
standardized at least on platform level, and thus virtual cable technologies
are available for the task.

2.4.1 WebRTC and WebSocket

WebRTC 1.0: Real-time Communication Between Browsers [2] describes an
JavaScript API, which allows a conforming device to communicate directly
with another such device. The WebRTC specification is maintained by W3C.
WebRTC defines two communication channels between endpoints: media
stream channel and a data channel. Presentation of media streams is de-
scribed in section 2.3.2.

6http://nwjs.io/
7https://nodejs.org/
8https://www.chromium.org/
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WebRTC delivers media streams using Real Time Protocol’s Secure-suite
(SRTP), which runs on top of either UDP or TCP depending on the situa-
tion. Preference is given to UDP, being the better choice for real-time media
streams since it aims for performance and does not re-deliver dropped pack-
ets. On the other hand, when dealing with audio processing, this behaviour
may cause unwanted artefacts in the final rendered audio product.

When WebRTC session is being established the involved parties first ne-
gotiate the used audio and video codecs as well as protocols. The WebRTC
Codec and Media Processing Requirements [34] defines that all WebRTC
compliant clients must support PCMA/PCMU, Telephone Event and Opus
audio codecs. Of those the Opus is recommended whenever available.

Web Sockets API [12] defines a JavaScript interface for using web sockets
protocol [8] in web browser. The specification for the API is maintained
by W3C, and the specification for the protocol is maintained by the IETF.
Web socket is a bi-directional communication channel working on top of TCP
protocol. TCP protocol ensures the delivery of packages and offers reliable
data transfer, which, however, can cause undesired latency when working
with real-time media.

2.4.2 Virtual cable routing

Virtual audio cable is a technology to create virtual system level audio input
and output devices. These devices can be used to route audio between appli-
cations, and since the routing is done virtually, there is no audio loss. In this
work, a VB-Audio Hi-Fi Cable by VB-Audio Software9 is used. VB-Audio
Hi-Fi Cable is a virtual audio device driver for Windows.

Virtual MIDI cable works the same way, except it routes MIDI messages
instead of audio data. In this work a LoopBe1 virtual MIDI cable10 is used.

2.4.3 VNC

Virtual Network Computing (VNC) enables remote access for applications
across networks. VNC was originally developed by Olivetti Research Lab as
open source project, which led to many variants. The VNC solution used
in this work is RealVNC11 by the same authors and it uses Remote Frame-
buffers (RFB) for streaming the interface.

Within this work however VNC is used only locally on server side to
capture the native VST Host’s interface, which is then converted into images

9http://vb-audio.pagesperso-orange.fr/Cable/
10http://www.nerds.de/en/loopbe1.html
11https://www.realvnc.com/
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and streamed over the network to client. VNC is also used to route control
messages coming from the client. This is because VNC would require the use
of 3rd party extension, such as Java, to work directly on web browser.



Chapter 3

Research

There are two fundamentally different use cases in this work. In UC-1 a
native VST synthesizer plugin is trans-compiled into a module that can be
run in a web browser. In UC-2 the plugin is run inside a desktop VST Host
application and used remotely as a service from the web browser.

Figure 3.1 displays the general architectural diagram of the implemented
system and draws out the two use cases. Both cases are further divided into
two variants by underlying technologies. UC-1.1 utilizes PNaCl and UC-1.2
utilizes Emscripten as porting tachnologies; U-2.1 utilizes Web Sockets and
UC-2.2 utilizes WebRTC as transport technologies.

A synthesizer engine Music Synthesizer for Android1 (msfa) will be used
in all variants. Msfa emulates the sound of Yamaha DX7 synthesizer. The
baseline for latency and polyphony is measured with Dexed2 plugin, which
wraps the msfa, and it will be run inside SaviHost3 VST Host.

1https://github.com/google/music-synthesizer-for-android
2http://asb2m10.github.io/dexed/
3http://www.hermannseib.com/english/savihost.htm

22
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Figure 3.1: Depiction of the high level architecture with related technologies.

3.1 Baseline

Baseline measurements are taken from SaviHost running Dexed VST-plugin
for comparison with the later results in this work. Measurements are taken
on Windows 10 laptop with 2,4 GHz Intel Core i7, 8 GB of RAM and an
integrated sound card. In addition to using WASAPI shared mode regularly,
a Steinberg ASIO4ALL4 audio driver will be utilized to emulate WASAPI
exclusive mode.

ASIO4ALL bypasses Windows’ software audio engine and communicates
with the audio device drivers directly [36]. Emulation is needed to achieve
comparable results with PNaCl in exclusive mode on Windows 10, and to
achieve the lowest possible latency baseline measurement. SaviHost does not
offer the possibility to operate in WASAPI exclusive mode.

4http://www.asio4all.com/
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Setup Buffer size (samples) Latency (ms) Polyphony
SaviHost ASIO 64 40 (4.4) 128
SaviHost ASIO 256 48 (3.2) 128
SaviHost ASIO 512 57 (4.6) 128
SaviHost WASAPI 90 94 (3.7) 128
SaviHost WASAPI 256 97 (4.5) 128
SaviHost WASAPI 512 98 (4.5) 128
SaviHost WASAPI 1024 114 (2.9) 128

Table 3.1: Results for baseline latency and polyphony with SaviHost running
Dexed in Windows 10.

The results in table 3.1 are presented as follows: first column identifies
whether SaviHost was run with ASIO4ALL or WASAPI shared mode, second
column presents the used buffer size in samples, third column shows the
measured average latency of 10 measurements with standard deviation, and
the last column displays the achieved polyphony.

The buffer sizes were selected to reflect the ones used in UC-1 testing,
except for WASAPI Shared Mode smallest buffer size. WASAPI Shared
Mode could produce clean audio only with 90 sample buffer at the lowest.

Latencies for ASIO are almost linear, but WASAPI Shared Mode seemed
to be stuck with the default buffer size reported by Microsoft5 and only
started to have effect on larger buffers than 512 samples. The default buffer
size in Windows 10 is 10 ms, which roughly equals 512 samples.

Also for the sake of comparison, the ASIO mode roughly corresponds to
the exclusive mode of the WASAPI.

3.2 Use case 1: browser as a VST Host

This use case is focused on the performance of audio synthesis in web browser
by using accelerator technologies PNaCl and Emscripten. The test proce-
dures are aimed to find out the best possible performance in Windows 10,
OS X Yosemite and Ubuntu 14.04 LTS by measuring the synthesis delay and
polyphony. Various buffer sizes will be used for better comparison.

3.2.1 Use case 1.1: PNaCl

PNaCl was described earlier in section 2.3.4, but in short it is a technique
to trans-compile (e.g., C-code) into a module that can be loaded with embed

5https://msdn.microsoft.com/en-us/library/windows/hardware/mt298187(v=vs.85).aspx
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tag, and run, inside web browser in a dedicated thread. The used PNaCl port
of msfa was provided by Soundation6 but was, however, a closed trial. Since
the use of Web Audio API with PNaCl would require thread hopping, the
module will be connected to the browser audio endpoint directly to achieve
the lowest possible latency.

3.2.2 Use case 1.2: Emscripten

Emscripten was described earlier in section 2.3.5, but to recap it is a technique
to trans-compile native application source code into a high performing subset
of JavaScript known as asm.js. Resulting Emscripten modules can then be
loaded with script tag and run inside web browser in the script thread. The
used Emscripten port of msfa can be found from Web Audio Modules site7.

3.2.3 Test settings

Procedures described here are aimed to test the performance in two measures:
end-to-end latency from key press to resulting audio playback and polyphony
performance. The latency will be measured by capturing the sound of a key
press and the resulting sound with microphone and examining the recording
on an audio track editor.

The tested system is a Windows 10 laptop with 2,4 GHz Intel Core i7
and 8 GB of RAM. The tested iMac is a 3,4 GHz Intel Core i7 and 8 GB
of RAM running Mac OS X Yosemite 10.10.5. The tested Linux is Ubuntu
14.04 LTS running 3,30 GHz Intel Xeon E3-1230 and 15,6 GB RAM. All of
the machines have integrated sound cards.

Tested browsers are listed in table 3.2.3 along with version numbers and
tested technologies. Emscripten module was tested on all browsers and
PNaCl only on Chrome due to the lack of support on other vendors. The
reported values are averages of ten measurements along with standard devi-
ation.

6https://soundation.com/
7http://www.webaudiomodules.org/wamsynths/webdx7/
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Browser Version PNaCl Emscripten
Chrome 45.0.2454.99 X X
Chrome Canary 48.0.2533.0 X X
Firefox 44.0.1 X
Microsoft Edge 20.10240.16394.0 X
Opera Developer 34.0.2011.0 X
Safari 9.0 (10601.1.56.2) X

Table 3.2: List of tested browsers.

3.2.4 Results

Browser Latency (ms) Polyphony Buffer size (samples)
PNaCl

Canary excl. 57 (3.4) 4 256*
Canary excl. 65 (3.6) 4 512
Canary 109 (4.7) 4 512
Chrome 116 (4.0) 4 512

Emscripten
Canary excl. 57 (3.5) 4 256
Canary excl. 81 (2.0) 4 512
Canary 123 (5.4) 4 512
Chrome 122 (3.4) 4 512
Opera excl. 55 (4.0) 4 256
Opera excl. 79 (3.8) 4 512
Opera 124 (6.7) 4 512
Microsoft Edge 124 (2.9) 4 512
Firefox 211 (3.6) 4 256
Firefox 233 (3.2) 4 512

Table 3.3: Results for latency and polyphony on Windows 10. *The used
PNaCl implementation didn’t allow smaller buffer sizes than 256 in Windows,
so here the buffer size affects only the browser to OS interface.
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Browser Latency (ms) Polyphony Buffer size (samples)
PNaCl

Chrome 42 (3.3) 4 64
Chrome 51 (2.9) 4 256
Chrome 74 (3.9) 4 512

Emscripten
Chrome 61 (2.0) 4 256
Chrome 96 (4.1) 4 512
Opera 61 (1.8) 4 256
Opera 97 (1.8) 4 512
Firefox 186 (5.0) 4 256
Firefox 222 (7.9) 4 512

Table 3.4: Results for latency and polyphony on Ubuntu 14.04 LTS.

Browser Latency (ms) Polyphony Buffer size (samples)
PNaCl

Chrome 39 (2.3) 4 64
Chrome 49 (3.0) 4 256
Chrome 65 (3.7) 4 512

Emscripten
Chrome 59 (2.9) 4 256
Chrome 84 (4.6) 4 512
Safari 48 (2.3) 4 256
Safari 57 (5.9) 4 512
Firefox 135 (3.5) 4 256
Firefox 137 (4.9) 4 512

Table 3.5: Results for latency and polyphony on OS X Yosemite 10.10.5.

The first column identifies the browser. On Windows Chrome Canary and
Opera Beta supports accessing WASAPI exclusive mode with a start flag
--enable-exclusive-audio. Exclusive mode allows the browser to bypass
Windows’ internal sound mixer and access system’s audio device endpoint
with less buffering and hence, reduced latency. Exclusive audio mode is
indicated by the identifier excl.

The second column shows the measured end-to-end latencies. The first
value is the average latency of ten measurements and the value in parentheses
is the standard deviation.

The third column is the achieved polyphony without glitches in the audio.
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Polyphony was tested by MIDI with evenly spread pitch range around value
of 60, with note velocity of 100. The fourth column marks the used buffer
size in samples.

3.3 Use case 2: remote desktop VST Host

This use case focuses on using a desktop VST Host as a service. The Dexed
plugin is loaded into a SaviHost and accessed with web browser over a net-
work. The use case is divided into two variants by used networking technol-
ogy: Web Sockets and WebRTC. The testing aims to find out the end-to-end
latency in distributed audio synthesis.

This use case is also examined from more general perspective. The focus
is on applicability of the given technologies for Software as a Service (SaaS)
based implementation of remote audio applications. There will not be any
test procedures devised for this purpose and the matter will be reflected on
in the discussions based on experiences gained during this work.

3.3.1 Use case 2.1: Web Sockets

Web sockets was described in section 2.4.1, but in short it is a full-duplex
persistent communication channel between two endpoints and runs on top of
TCP.

In this work, the client first establishes web socket connection to the
server. The server uses VNC to capture SaviHost’s GUI and starts streaming
it to the client. Upon receiving a MIDI message from the client the server
uses LoopBe1 to route it to SaviHost, which routes it to the Dexed plugin.
SaviHost then routes the synthesized audio via VB-Audio Hi-Fi Cable to
the server application, which forwards it to the client over the web socket
connection one buffer at a time in binary form.

The client uses a jitter buffer to manage latency so to avoid glitching.
Once the buffer is filled, the client starts queuing the buffers for playback
with Web Audio API.

3.3.2 Use case 2.2: WebRTC

WebRTC was described in section 2.4.1, but in short it’s a protocol family for
full-duplex real-time media streaming that works primarily on top of UDP.

In this work, the client first establishes a web socket connection to the
server and starts negotiating the WebRTC session. Once the connection is
up, the server starts streaming the SaviHost interface and audio as separate



CHAPTER 3. RESEARCH 29

media streams to the client, and the client can send MIDI messages via
WebRTC data channel to the server. The internal MIDI and audio routing
in the server side is handled the same way as in the Web Sockets variant.

WebRTC incorporates dynamic jitter buffering in it’s internals by de-
fault. Its size in milliseconds can be monitored in Chrome by accessing
chrome://webrtc-internals. By the time this feature was discovered, how-
ever, Chrome had received an update, which changed the description of audio
codecs in the Session Description Protocol (SDP) used to negotiate the ses-
sion between parties. It had the effect that the NW.js could not parse the
SDP correctly any more, and thus a depiction of the chrome://webrtc-internals
will not be included here.

3.3.3 Test settings

Testing aims to measure the end-to-end latency from key press to resulting
audio playback. The latency will be measured by capturing the sound of
a key press and the resulting sound with microphone and examining the
recording on an audio track editor.

This use case is only tested on Windows 10 with Chrome. The reasoning
is that the network induced latency is so great that differences between OS’s
and browsers are insignificant.

The client machine is a Lenovo Y50-70 laptop running Windows 10 with
2,50 GHz Intel Core i7 and 16,0 GB of RAM. The server is a Lenovo G510
laptop running a Windows 10 with a 2,4 GHz Intel Core i7 and 8.0 GB of
RAM. SaviHost and Dexed plugin will be used for testing.

3.3.4 Results

Browser Latency (ms) MIDI pingback keydown/keyup (ms)
Web Sockets

Chrome Canary n/a n/a
WebRTC

Chrome Canaray 833 10/7

Table 3.6: Results for latency over Web Sockets and WebRTC on Windows
10 using Chrome

Results for Web Sockets are missing due to incapability to achieve non-
glitching results. This will be discussed in next chapter.
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Latency for WebRTC is an average of ten measurements with standard
deviation in the parenthesis. The ping back latencies for the sent MIDI
messages for note on and note off are presented in third column, and are
also averages of ten measurements.



Chapter 4

Analysis

This chapter evaluates the results against the criteria presented in table 2.1
for use case 1, and in table 2.2 for use case 2. First both use cases are
analysed separately after which ensues a general discussion reflecting on the
results.

4.1 Use case 1: browser as a VST Host

As we recall from the table 2.1 the evaluation criteria for use case 1 are: EC-
1.1 <10 ms, ideal ; EC-2 11-30 ms, reasonable; EC-3 31-42 ms, acceptable;
EC-4 >42 ms, unacceptable.

By conclusion no browser fell within ideal nor reasonable ranges; every
browser in Windows 10 evaluates as unacceptable; Ubuntu 14.04 and OS X
Yosemite 10.10.5 achieved acceptable evaluation with Chrome running PNaCl
module with buffer size of 64 samples; and finally Emscripten evaluated as
unacceptable in every case.

As for polyphony performance, the results are surprising at the least.
Every browser with every setup achieved a result of 4 simultaneous voices
rendered cleanly. This is in huge contrast to the baseline measurement of 128
voices with no exceptions. It is really an interesting result, which is hard to
analyse. The results for polyphony performance are, however, questionable
since a quick test with sequencer interface resulted in better results.

Further analysis in presented below divided into variants UC-1.1 PNaCl
and UC-1.2 Emscripten. Last section includes general discussion on local
audio synthesis and effects processing in web browser.

31



CHAPTER 4. ANALYSIS 32

Figure 4.1: Latency results for use case 1 with standard deviation. Each
value is an average of 10 measurements.
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Figure 4.2: Best performances across operating systems for each setup.

4.1.1 Use case 1.1: PNaCl

Lowest result with PNaCl, and overall for this work, was achieved in OS
X with Chrome using 64 sample buffers reaching 39 ms. The same setup
in Ubuntu yielded 42 ms of latency. Quite unexpectedly both were on the
par with the baseline measurement. The explanation could be, though, that
the used on-board integrated audio interfaces have limits on performance,
which were caught up earlier than other bottlenecks with browser based
implementations.

Overall the performance with PNaCl across OS’s is very equal when com-
paring the results for buffer size of 512 samples, which is the only equal
comparison point because of limitations regarding Windows.

In Windows, the PNaCl module was running with 512 sample buffer for
256 and 512 sample buffers due to the fact that the PNaCl module did not
allow for smaller buffers sizes. The 256 sample buffer in the results means
that the Chrome was started with --audio-buffer-size=256, which sets
the Chrome endpoint buffer size. This explains the small difference between
the 256 and 512 buffers in Windows running PNaCl in WASAPI exclusive
mode; only 8 ms when compared to Ubuntu and OS X.

The exclusive mode bypasses the WASAPI software audio engine and au-
tomatically uses as small buffer as the audio device supports. The lowest 512
sample buffer result with PNaCl was in fact reached with Canary in exclusive
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mode with 65 ms. And the difference between shared mode and exclusive
mode performance was 44 ms. Chrome measured 7 ms larger average latency
than Canary in shared mode with 512 sample buffer.

The results with Ubuntu and OS X were very equal. With 64 samples
Ubuntu achieved 34 ms and OS X 39 ms; with 256 samples 51 ms for Ubuntu
and 49 ms for OS X; and with 512 samples 74 ms for Ubuntu and 65 ms for
OS X.

4.1.2 Use case 1.2: Emscripten

The Emscripten performance was very even across operating systems with
256 sample buffers. Only Safari on OS X and Firefox on every OS made a
clear difference.

Safari achieved the lowest latency of 48 ms and being 9 ms ahead the
second lowest result. And quite surprisingly achieved lower latencies with
Emscripten than Chrome with PNaCl with equal buffer sizes. Safari may
be communicating with the Core Audio with smaller buffers than any other
browser. Both being Apple’s proprietary technologies it would seem the most
obvious answer allowing high level of optimization.

Firefox on the other hand produced latencies roughly two times as high as
other browsers. First it would seem that Firefox ignores the requested buffer
size and uses larger value instead. But, since there are a clear difference
between sizes of 256 samples and 512 samples, this can not be the reason.
Second guess is that Firefox communicates with the OS and the audio driver
with much larger buffers and the major increase in latency only incurs after
the audio data exits the browser. This explanation, however, fails on OS X
where the difference in the results is only 2 ms, which can not be considered
significant. Possible explanation on OS X is that Firefox just ignores any
requested buffer size settings.

Overall differences in Emscripten latency on Windows were 24 ms for
Canary in exclusive mode, 24 ms for Opera in exclusive mode and 22 ms
for Firefox. The differences between exclusive mode and shared mode in
Windows were 42 ms for Canary and 45 ms for Opera. Thus, it seems that
the software audio engine in WASAPI adds roughly 20 ms latency compared
to using exclusive mode with 512 sample buffer on Emscripten.

The biggest upset in Windows was Opera. Opera scored the lowest Em-
scripten latency with 55 ms end-to-end. Although Canary lost only 2 ms
making the difference insignificant it is still remarkable.

Also, notable in Windows is the fact that no browser could perform with
buffer size of 256 samples in WASAPI shared mode. This is the reason why
Edge and Chrome are missing the results for 256 sample buffers: the resulting
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audio is broken. Firefox however did achieve clean result with Emscripten
running with 256 sample buffer. But, this also suggests that Firefox has some
peculiar way of handling audio buffers.

OS X did not have any sort of coherence in the latency delta between
buffer sizes: 25 ms for Chrome, 9 ms for Safari and 2 ms for Firefox. Results
for Chrome seem normal and are very much in line with those for Canary
in exclusive mode on Windows. Firefox probably just ignores the buffer size
setting as discussed above.

Safari, however, did achieve quite interesting results. The 9 ms clearance
compared to next lowest Emscripten latency may be explained in that Safari
is Apple’s proprietary web browser. One would imagine there is extremely
well optimized audio path in terms of end-to-end latency in place. The small
difference of 9 ms between buffer sizes with Safari is on the verge of being
impossible. Because even though the communication with the audio driver
stayed the same, the increase of Emscripten buffer by 256 samples should
increase even the theoretical limit more than 9 ms. But it may also be
explained by small sample size in measurements and the measurement error.

In Ubuntu all the results seems quite normal overall for Emscripten. Dif-
ferences in latency were 35 ms for Chrome, 36 ms for Opera and 36 ms for
Firefox.

Windows bit surprisingly out performed Ubuntu with Chrome (Canary
in Windows) and Opera with both buffer sizes. The differences between 256
samples were 4 ms and 6 ms, whereas the differences with 512 samples were
15 ms and 18 ms. The 256 sample size differences would suggest that there
is one extra buffer in Ubuntu’s audio path compared to Windows, but the
differences with 512 samples somewhat dissolves that explanation. However,
the remainders could be explained by other processing.

Windows also beat OS X with Chrome by 2 ms and 3 ms. The significance
of the differences are, however, questionable.

4.1.3 Discussion

Overall the results for UC-1 revealed that performance differences between
WASAPI in exclusive mode, ALSA and Core Audio are insignificant, and
similar results were acquired in [28]. It must be noted though, that WAS-
API has a sort of handicap compared to the other two since it could only
perform as well in exclusive mode. Exclusive mode however can serve only
one application per audio end point at any given time. In other words, an
application using exclusive mode bocks any other application from using the
same device.

Unfortunately, ideal 10 ms latency limit was far beyond reach. Even the
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reasonable range was left untouched and only PNaCl on Ubuntu and OS X
was able to land on the scale achieving latencies below 42 ms. Given that
the baseline measurements did not perform any better, it is suspectable that
the integrated on-board audio interface present in every tested platform was
the bottleneck.

It must be noted, also, that these technologies are still young and browser
based audio processing has been of major interest only in few business areas.
These are mostly videotelephony applications, e.g., Skype and FaceTime.
These kind of applications have very different set of requirements than profes-
sional, studio level, audio applications and there have not been any demand
for more powerful platform on web.

Fortunately, the possibilities have been noted seeing there are technologies
thriving to allow for more efficient power utilization in web browser based
applications. These technologies push the boundaries and raise interest by
providing glimpses of what is possible and interest in turn advances the
technologies even more.

So, the evolution is continuously on going and in the near future e.g. Web
Audio API’s Audio Worker Node will be available in major web browsers.
Audio Worker Node would allow Emscripten type modules to be run in the
browsers audio thread, which means that it will not have to compete for
resources in the script thread. And most importantly it eliminates the need
for asynchronous communication with the rest of the audio graph.

Another example of this progress is WebAssembly1. WebAssembly is a
technology that intends to combine the best of Emscripten and PNaCl. It
is meant for executing native code in web browser while providing asm.js
conforming fallback in case there is a lack of support. WebAssembly is also
motivated by W3C so the applicability is a lot better than that of PNaCl,
and on par with Emscripten if not better.

Interesting setup for future research would be to test the browser based
audio synthesis with external professional level audio interfaces to see if the
10 ms latency is even nearly reachable. The polyphony performance also lays
out some research questions given that the results achieved in this work are
quite peculiar. For example it is unclear why the polyphony performance was
different when triggered from JavaScript for-loop when compared to using
a sequencer interface.

1https://www.w3.org/community/webassembly/
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4.2 Use case 2: remote VST Host

As we recall from the table 2.2 the evaluation criteria for use case 1 are: EC-
1.1 <0.1 s, ideal ; EC-2 0.1 - 1.0 s, reasonable; EC-3 1.0 - 10.0 s, acceptable;
EC-4 >10.0 s, unacceptable. As can be seen from table 3.3.4 WebRTC reached
reasonable evaluation while Web Sockets did not qualify at all.

Further analysis in presented below divided into variants UC-2.1 Web
Sockets and UC-1.2 WebRTC. Last section includes general discussion on
distributed audio systems.

4.2.1 Use case 2.1: Web Sockets

The traffic was monitored using Wireshark2 and time deltas between con-
sequent packets were examined. It turns out that when using web sockets
the intervals between packages averages to 84,2 ms with the maximum value
being 465,7 ms for a set of approximately 500 packets. The biggest problem
is that the jitter is by no means even and almost every other package arrives
late. This causes constant glitches in the audio playback and finally con-
sumes the reserved buffer on the client side. Another problem seemed to be
that every time a packet is dropped it triggers re-transmission, which would
require a fine grained buffer mechanism on the receiving to be able to handle
it.

This is a case where the network caused jitter causes eventual buffer
underflow. It is very hard to avoid too since TCP triggers re-transmission on
dropped packets. Finer grained buffering mechanism could solve the problem,
but implementation of such is out of scope for this work.

The audio was acquired with Media Capture and Streams API’s getUser-
Media() which was connected to Web Audio API’s ScriptProcessorNode. The
SPN receives a buffer of specified size, the buffer is of type Float32Array. The
used web socket library was ws3 for node.js, which supports binary transmis-
sion of data. The transmitted binary data must be presented in the format
of node.js Buffer. This requires type conversion, which takes time, but is
inevitable. Thus another possible solution is to use a method that avoids the
conversion. Although testing revealed it taking only a minimal amount of
time rendering this explanation questionable.

2https://www.wireshark.org/
3https://github.com/websockets/ws/



CHAPTER 4. ANALYSIS 38

4.2.2 Use case 2.2: WebRTC

With WebRTC network induced jitter is less of a problem, even non-existent
at times. This is of course no surprise considering WebRTC is holistic solution
designed for the purpose of real-time streaming. This is largely due to the
buffering mechanism used in WebRTC, NetEQ. NetEQ monitors the network
performance and adapts the buffer size accordingly. NetEQ may also request
a packet re-transmission if it has time for it. In Chrome the used jitter buffer
size can be looked up from chrome://webrtc-internals/.

4.2.3 Discussion

First off, it is obvious that TCP is not suitable for real-time streaming. TCP
incorporates re-transmission of dropped packets, which makes it difficult to
manage network jitter. And there is not even a good reason for it if UDP
is available. So to put it shortly, web sockets are not suitable for real-time
media streaming.

Even still TCP has a purpose with audio applications. Suppose the pur-
pose for distributed audio application is only a cloud based storage or mixing
of pre-recorded tracks, then TCP is perfect for the purpose.

WebRTC on the other is more interesting when talking about real-time
media streaming. Although no matter the transport technology, distributed
audio applications are probably facing an impenetrable wall with latency
ever reaching even near 10 ms. That aside, there are still many interesting
applications for distributed audio contexts.

These include the mentioned cloud based mixing with collaborative envi-
ronments, cloud based audio rendering in latency in-sensitive scenarios even
distributed performance in some cases. This discussion focuses more on using
cloud based applications as a service in same way.

Chrome offers the capability to capture application interface and stream it
over the network with WebRTC. It does not, however, offer any way for con-
trolling that interface from the receiving end. This is quite problematic when
dealing with distributed application because the control mechanism must be
implemented separately. In this work, Windows API was used through For-
eign Function Interface (FFI) to map user actions to actual interaction with
the streamed application. This kind of protocol, though, is not ideal since
the registering of user actions by setting a listener on an video projection of
the interface and mapping relative coordinates of each point of action adds a
kind of redundant layer to the control chain, and it seems somewhat super-
ficial at best. Also, the added complexity of the server side code even when
dealing with only one platform is quite tremendous.
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A better way to offer streamed applications would be to separate the
interface from the logic, serve it in, e.g., XML-based description and let the
client render it locally. This would allow better tracking of user actions
because it would be based on the actual interface rather than on arbitrary
pixel positions on top of playing video. The responsiveness of the interface
would be much improved since the visual cue could be rendered instantly,
to some extent, while communicating the actual control and result with the
server. The interface would also be much more customisable allowing better
adaptation for different platforms. And, finally the server side would not
need any sort of graphical runtime.

There are numerous technologies supporting this type of behaviour. Most
importantly Web Components4 is a set of standards that aim to improve
platform independent and reusable development of web application interface
components. Web Components is a W3C specification produced by Google.

There are also various Interface Description Languages (IDL) that can be
used to describe the components of an interface. Based on these descriptions
the interface can be built using one of several libraries like Polymer 5.

4http://webcomponents.org/
5https://www.polymer-project.org/1.0/
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Conclusions

This thesis set out the explore the viability of web browser for audio syn-
thesis and effects processing. Two fundamentally different use cases were
introduced: local synthesis and synthesis as a service, and both use cases
were divided into two variants.

In the first use case, a port of native Yamaha DX7 emulation plugin was
run inside a web browser and its performance was measured. In the first
variant, PNaCl was the basis for the porting technology and Emscripten in
the second variant.

In the second use case, the web browser accessed a server running the
plugin as a desktop application offering it as a service. The first variant used
Web Sockets as the transport technology and the second used WebRTC.

The devised test procedures aimed to measure the performance by two
factors: latency and polyphony. Latency was measured in end-to-end ba-
sis from user action to resulting audio playback with a laptop microphone
recording the sound of the key press and the audio playback. This recording
was then examined in audio track editor. The polyphony was tested with
MIDI by sending evenly spread range of key on -events to the plugin around
the pitch value of 60 with note velocity of 100.

Operating systems included in the testing were Windows 10, Ubuntu
14.04 LTS and OS X Yosemite 10.10.5. Tested browsers included Chrome,
Canary, Firefox, Opera Beta and Edge in Windows, Chrome, Firefox and
Opera in Ubuntu, and Chrome, Firefox and Safari in OS X.

The measured latency was evaluated against criteria that were drawn from
past research. For the first use case latencies less than 10 ms are considered
ideal, latencies between 10 ms and 30 ms as reasonable, between 30 ms and
42 ms as acceptable, and greater than 42 ms as unacceptable.

For the second use case latencies less than 0.1 s are ideal, between 0.1 s
and 1.0 s reasonable, between 1.0 s and 10.0 s acceptable, and greater than

40
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10.0 s unacceptable.
The results for the first use case evaluated as unacceptable, except for

two cases. PNaCl on Ubuntu and OS X achieved acceptable evaluation with
buffer size of 64 samples achieving 42 ms and 39 ms latencies respectively.
When comparing the performance with larger buffer sizes it seems that Win-
dows would have achieved the same evaluation, too, had been able to run
the PNaCl module with smaller buffer sizes than 512 samples. Quite unex-
pectedly the browser based audio synthesis with PNaCl was on the par with
baseline measurements, which begs the future research on the subject with
professional level audio interfaces.

Lowest latency with Emscripten was measured to be 48 ms with Safari
on OS X quite surprisingly topping even Chrome running PNaCl module
with equal buffer sizes. Other than that Emscripten performance was very
even between browsers and across operating systems. Firefox made a big
difference, though, scoring roughly two times the latencies as other browsers,
which is probably due to a peculiar buffer handling by the browser.

The second use case, audio synthesis as a service, showed that Web Sock-
ets are not a viable method for real-time media streaming. The network
jitter turned out to be hard to handle on the client side. The problem may
have been solved using more fine grained buffering mechanism, or with TCP
enveloping, which can be used as a work around to avoid re-transmission for
dropped packets. However, it seems bit unnecessary given there are options
like WebRTC running on top of UDP. And, in any case, was out of scope of
this work. The WebRTC variant achieved reasonable evaluation regarding
latency reaching 833 ms delay on average.

The second use case was also examined from the general perspective of
streamed applications focusing on audio. No test procedures was set up
for the task, but rather it was based on gained experience and observations
while implementing and testing the system for latency. Primary observation
was regarding the GUI streaming as a video. This method was found to be
awkward in many aspects. First of all, it sets the server side a requirement
for graphical run time and it is a very limiting factor on virtualization of the
server side platform. Another major hindrance is that the client side needs
to listen for user actions based on seemingly arbitrary pixel locations on top
the streamed video, and sending the mouse click events with the coordinates
to the server.

A better way to approach streamed applications in general would be to
separate the logic from the interface, and only send the description of the
interface to the client. This way the client can render the actual interface as it
seems best and react to user action more immediate way. Only actual control
messages would then be streamed to the server. This would also simplify the
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process since there would not be need for mapping the coordinates to any
specific switch on the interface before performing a particular task.

To conclude the results it can be said that currently web browser is far
from professional platform for audio applications. For even if the bottleneck
was the non-professional level audio interface present in every platform, the
PNaCl technology is supported only in Chrome, and Emscripten did not per-
form efficiently enough. But it must be stated that audio processing in web
browsers is a very recent subject and the technologies are only emerging as
of now. Sure, there have been Skype, FaceTime and whatnot for a while,
but those kind of internet telephony applications have much permissive re-
quirements, and thus can be optimised better.

In case of distributed audio applications, there seems to be an impen-
etrable wall with latency ever reaching the 10 ms boundary. The physical
constraints of network transfers just can not overcome the issue of distance.
But distribution can provide other assets such as cloud based storage, or col-
laborative environments. One example could also be a game where a state
change requires re-rendering the sound effects based on random variable.
Here the server side can be used to process the baseline effects to be used
later on in the game, leaving the client side resources free, e.g., for graphics
calculations.

Even still there are promising prospects on the horizon that can push the
boundaries of browser based audio synthesis. Or browser based processing
in general. For example, Audio Worker Node replacing the Script Processor
Node of the Web Audio API improves custom logic implemented to the Web
Audio API audio graph, since it allows the processing in the audio thread.
This eliminates the need for thread hopping and double buffering and also
the Audio Worker Node does not need to compete for time with other custom
JavaScript.

More interestingly, some might say, there is WebAssembly on the table.
WebAssembly allows native application source code to be ported into mod-
ules that can be run in web browsers, much like what PNaCl does. Only
WebAssembly is a joint project among major players in the field, and not
only Google. WebAssembly provides also a fallback method to asm.js based
JavaScript module in case the browser does not support it, much like Em-
scripten.

As I, personally, see things, these are a huge step towards making the
applications natively interconnected not regarding the actual physical ma-
chine. It would be great to see computers becoming a platform where the
underlying processing power is exposed to internet raw. This would blur the
boundary of physical machines and applications would only be kind of frame
harnessing the underlying stream of calculating power in a certain way. For
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example, application logic residing in cloud based infrastructure, could access
client side hardware directly through drivers.

Web services have also the positive effect of making assets more easily
available. This thrives the competition and brings the costs for end user
lower. In regard of professional level audio applications, it would be a major
impact given that the native platforms often cost hundreds of dollars. Even-
tually this leads to virtuous circle making services accessible to more people,
more people finding interest in the services and some starting to further de-
velop them. The nature of iterative development in this regard could lead to
drawing more people in the field coming up with new ideas, better products
and more added value for the end users.

To sum up, technologies revolving around audio processing, and media
streaming, are very immature. This reflects on the available resources very
clearly. For example, a simple stand alone WebRTC server was very hard to
find. Also, audio processing and communication between browser and server
is a rarity technology. Only nw.js was found to support these properties in
simple and easy manner. And, there is no robust way to harness the full
potential of the underlying processing power for web application running in
browser. Alas, there are a lot of people working on these prospects in open
source basis and that is inspiring.
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