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Abstract 
The importance of data is widely acknowledged in the modern society. Increasing volumes of 
information and growing interest in data driven decision making are creating new demands for 
analytical methods. In data mining applications, users are often required to operate with 
limited background knowledge. Specifically, one needs to analyze data and derived statistics 
without exact information on underlying statistical distributions. This work introduces the 
term scarcely defined distributions to describe such statistical distributions. 
  
In traditional statistical testing one often makes assumptions about the source of data, such 
as those related to normal distribution. If data are produced by a controlled experiment and 
originate from a well-known source, these assumptions can be justified. In data mining strong 
presuppositions about the data source typically cannot be made, as the data source is not under 
the control of the analyst, is not well known or is too complex to understand. 
  
The present research discusses methods and applications of data mining, in which scarcely 
defined distributions emerge. Several strategies are put forth that allow to analyze the dataset 
even when distributions are not well known, both in frequentist and information-theoretic 
statistical frameworks. A recurring theme is how to employ controls at the analysis phase, if the 
data were not produced in a controlled experiment. In most cases presented, control is achieved 
by adopting randomization and other empirical sampling methods that rely on large data sizes 
and computational power. 
  
Data mining applications reviewed in this work are from several fields. Biomedical 
measurement data are explored in multiple cases, involving both microarray and high-
throughput sequencing data types. In ecological and paleontological domains the analysis of 
presence-absence data of taxa is discussed. A common factor for all of the application areas is 
the complexity of the underlying processes and the biased error sources of the measurement 
process. 
  
Finally, the study discusses the future trend of growing data volumes and the relevance of the 
proposed methods and solutions in that context. It is noted that the growing complexity and the 
needs for quickly adaptable methods favor the general approach taken in the thesis, while 
increasing data volumes and computational power makes it practically feasible. 
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algorithmic data analysis 

ISBN (printed) 978-952-60-6653-0 ISBN (pdf) 978-952-60-6654-7 

ISSN-L 1799-4934 ISSN (printed) 1799-4934 ISSN (pdf) 1799-4942 

Location of publisher Helsinki Location of printing Helsinki Year 2016 

Pages 196 urn http://urn.fi/URN:ISBN:978-952-60-6654-7 





Tiivistelmä 
Aalto-yliopisto, PL 11000, 00076 Aalto  www.aalto.fi 

Tekijä 
Aleksi Kallio 
Väitöskirjan nimi 
Otanta niukasti määritellyistä jakaumista: menetelmät ja sovellukset tiedonlouhinnassa 
Julkaisija Perustieteiden korkeakoulu 
Yksikkö Tietotekniikan laitos 

Sarja Aalto University publication series DOCTORAL DISSERTATIONS 26/2016 

Tutkimusala Tiedonlouhinta 

Käsikirjoituksen pvm 17.08.2015 Väitöspäivä 19.02.2016 

Julkaisuluvan myöntämispäivä 10.11.2015 Kieli Englanti 

Monografia Yhdistelmäväitöskirja (yhteenveto-osa + erillisartikkelit) 

Tiivistelmä 
Datan merkittävyys on laajalta tunnustettu nyky-yhteiskunnassa. Kasvavat datavarannot ja 
lisääntyvä kiinnostus datapohjaista päätöksentekoa kohtaan luovat myös uusia tarpeita data-
analytiikan menetelmille. Tiedonlouhinnan sovelluksessa joudutaan usein toimimaan 
rajallisen taustatiedon varassa. Analysoitavan datan ja siitä johdettujen tilastollisten suureiden 
tilastollisen piirteet eivät ole kattavasti tiedossa. Tässä työssä käytetään termiä niukasti 
määritelty jakauma kuvaamaan edellä mainitun tyyppisiä tilastollisia jakaumia. 
  
Perinteisesti tilastollisessa analyysissa tehdään oletuksia datan jakaumasta, kuten esimerkiksi 
datan oletetaan olevan normaalijakautunutta. Jos data on tuotettu kontrolloidussa kokeessa ja 
peräisin hyvin tunnetusta lähteestä, niin tällaiset oletukset ovat perusteltuja. 
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silloin kun dataa ei ole tuotettu kontrolloidussa kokeessa. Useimmissa tapauksessa kontrolli 
toteutetaan käyttäen satunnaistusta ja muita empiirisen otannan menetelmiä, jotka käyttävät 
hyväksi suuria datakokoja ja merkittävää laskentatehoa. 
  
Tiedonlouhinnan sovelluksia käsitellään useilta eri alueilta. Biolääketieteellistä mittausdataa 
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Preface

During my post-graduate studies I attended a workshop on ethics in re-

search. There we discussed the profound question about the value of one’s

research for the society and the humankind. One physicist explained

how the question seemed alien to him. His studies were about airborne

aerosols and within that field the common practice was to emphasize the

fact that understanding aerosols is crucial for understanding the climate

change. Every research project proposal would go to lengths to highlight

this social aspect. "But I have no idea about climate, let alone the social

impact of climate change," he confessed. "I study how particles move in

the air. Larger implications are completely outside of my research focus

or expertise."

In the following discussion we formulated an approach to analyzing the

social value of research. It is impossible to tell the true value of a single

article or a thesis. Only time will tell and sometimes it will be a very long

time. Instead, one should make two questions. What is the value of my

research field or school of thought to the society? And how well does my

research support the field, given its internal rules and principles? The

question becomes a little easier to answer by breaking it down.

My thesis is part of the modern critical school of statistical significance.

Rapid development of analysis methods and growing data sizes has chal-

lenged the established statistical methods. I see that the core message

of the school is a very important one: statistical testing must follow the

on-going development or we will be plagued with false interpretations.

The toolbox of the modern data analyst must extend beyond the typical

statistical tests and established p-value levels.

I believe that publishing in international peer-reviewed forums and fol-

lowing established scientific practices will efficiently produce new knowl-

edge. The thesis should make a fair contribution towards that end. In
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my point of view one of the main disadvantages in the current scientific

system is the lack of openness, when it comes to data and methods. For

that reason I have spent effort on open access publishing, open data and

open source methods.

My thesis project has been long and it has involved several collabora-

tions, so there are many people to thank. My original supervisor Heikki

Mannila pointed out the interesting questions and provided an excep-

tional example of how research should be conducted. Aristides Gionis

efficiently supervised the thesis to its conclusion. Kai Puolamäki and

Juho Rousu were important advisors for me during the project. The origi-

nal research team with Niina Haiminen, Niko Vuokko and Markus Ojala

provided me a good environment for getting started with academic work.

I had the pleasure of collaborating with people from various fields, ei-

ther through my day job at CSC or through research related connec-

tions. These valuable collaborators include Eija Korpelainen, Laura Elo-

Uhlgren, Teemu Laajala, Tero Aittokallio, Mikael Fortelius and Sami

Hanhijärvi.

Finally, I would like to thank my parents for giving the first spark of

interest towards science and my wife Tanja for bearing with me through

the night shifts that this scientific adventure has required.

Espoo, January 28, 2016,

Aleksi Kallio
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1. Introduction

The importance of data to the modern society is widely acknowledged.

The related value depends on the methods of applying, analyzing and

understanding the data, emphasizing the importance of methodological

research.

This work focuses on data mining, which here refers to the process of

extracting knowledge from large datasets [40, 38, 49]. Data mining cen-

tres on real-world datasets that contain errors and noise. Thus the ability

to work in uncertainty is essential for the process, making data mining

closely linked to statistics.

Chambers introduced the term greater statistics to describe all types of

activities related to learning from data [15]. Within the field of greater

statistics, data mining is characterized by its reliance on large datasets.

Data mining processes typically seek to explore the data, without strong

initial assumptions about the phenomena of interest. In traditional sta-

tistical testing, assumptions are often made about the nature of data,

such as those indicating that data are normally distributed. Typically

assumptions are valid, as data are produced by a controlled experiment.

By carefully designing the experiment to exclude confounding noise and

to verify the measurement protocol, one can reach a good level of confi-

dence that data adhere to initial assumptions. If the phenomenon cannot

be controlled, there can be other means to achieve control over data. As

an example, when working with survey data one can draw from the ex-

tensive existing knowledge on survey methodology to minimize harmful

biases.

Strong presuppositions about the data source typically cannot be made

in data mining. Methods of employing controls at the analysis phase,

when they were lacking when data was produced, constitute one recur-

ring theme in the present study. To counterbalance the lacking informa-
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tion about the data sources, one has the advantage of larger amounts of

data. By relying on the mass of data and employing well-chosen meth-

ods, it is possible to reach credible results even when faced with data

from conditions that are not well understood. This study is part of the

methodological shift of balance from controlled and well known conditions

to uncontrolled and scarcely known conditions. Larger data sizes form an

important enabler for the shift.

1.1 Distributions and data mining

The statistical concept of probability distribution is fundamental when

applying rational reasoning to real-world problems. Almost any real ob-

servation is bound to contain error and variation, so that one cannot just

directly compute the result from observed values. A probability distribu-

tion allows to represent uncertainty and variation, which is an essential

requirement for rational reasoning and decision making in authentic sit-

uations.

A probability distribution represents the probability of different out-

comes for a random experiment. As an example, consider the experiment

of casting two dice. We would like to know the probability of arriving at

sum 6. The problem could be approached practically by casting the dice

and marking down the results. Say, after 10 casts, we have observed re-

sults

{3, 2}, {1, 1}, {5, 5}, {3, 2}, {5, 6}, {4, 2}, {6, 2}, {2, 6}, {1, 3}, {1, 2}
The 6th cast resulted in the desired sum, so we could approximate the

probability of two dice producing the sum 6 as 1
10 = 0.1.

Figure 1.1. Probability distribution function for the experiment of casting two dice.

10
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Dice casting is a simple random experiment. We can easily enumerate

all the 36 possible outcomes of casting two dice, allowing to create the

exact probability distribution for the experiment. This can be achieved

visually by drawing all possible combinations of values for the first and

second dice, and then stacking together those combinations that yield the

same sum. Figure 1.1 shows the result of such stacking1. For each sum S,

Figure 1.1 indicates the associated probability P (S). From the illustrated

distribution we can read the exact probability of two dice producing the

sum 6, which is 5
36 ≈ 0.139.

It appears that the practical approximation for probability of sum 6 was

accurate, given the small number of samples. The approximation was pro-

duced by sampling data from the true distribution and using the samples

to produce a so-called empirical estimate from the distribution. As the

underlying problem was simple, it was easy to compare the result to the

known ground truth.

The distribution of sums from casting two fair dice is easy to compute.

In this study we require a well-defined statistical distribution to meet two

criteria

• Probability distribution function or cumulative distribution function is

known

• Probability distribution function or cumulative distribution function is

computationally tractable (computable)

These criteria guarantee the sufficiency of the information available on

the distribution and the practical usability of the information for compu-

tation. The distribution of sums of two fair dice is obviously well-defined,

as it is given in complete precomputed form in Figure 1.1.

In this research the focus is on challenging distributions of matrices. As

a simple example, consider the uniform distribution of 2 × 2 matrices of

ones and zeroes (binary). See the left half of Figure 1.2 for an illustration

of all such matrices. It is important to note that unlike in the dice casting

example, the matrix outcomes of the random experiment have no natural

ordering and for that reason the placement of matrices is arbitrary.

The simple set of all matrices is rarely useful in data mining. We can

elaborate the case by adding additional constraints, such as requiring that

1Illustration adapted from Tim Stellmach.
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Figure 1.2. Two sets of binary matrices encircled: all 2x2 matrices on the left and matri-
ces with row and column sums 1 and 1 on the right.

each row and column has a certain number of ones. This kind of constraint

is useful in practical data analysis, when one wishes to account for the

fact that some rows are more populated than others and some columns

are more populated than others. As a minimal example, the right half of

Figure 1.2 shows the set of matrices in which rows sums are constrained

to 1 and 1, and column sums are constrained to 1 and 1, similarly. In other

words, the sum of the cells in any row or column is 1. Only two matrices

satisfy these constraints. When investigating them, it is interesting to

find that one matrix can be transformed into another by swapping ones to

zeros, and zeros to ones. This property has significant practical applica-

tions, which will be discussed later.

It is easy to calculate the number of all the binary matrices with a given

number of rows and columns, and then to derive the uniform probability

distribution for them. In the case of 2×2 matrices, there are 16 of them, so

the uniform probability of each matrix is 1
16 . The number of constrained

matrices shown on the right half of Figure 1.2 is also easy to calculate

in this trivially small case. However, there is no known method for cal-

culating the number of row and column sum constrained matrices in the

general case. Adding such constraints renders the well-defined distribu-

tion of matrices into something else. This work explores methods that

allow to sample matrices with the same row and column sums, but they

do not support efficient approximation of the distribution. By the formu-

lation, the probabilities of all matrices with same row and column sums

are equal. But what escapes the methods is assessing the exact numeric

value of that probability, or equally, the number of such matrices. Hence

the distribution does not meet the criteria for a well-defined distribution.

This research applies the term scarcely defined statistical distribution

to describe distributions that fail to meet the criteria for well-defined sta-
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tistical distributions. As discussed previously, the distribution of matrices

with given row and column sums is scarcely defined in the general case.

These terms do not refer to properties of distributions, but to our current

knowledge about them. As theoretical knowledge increases, a scarcely

defined distribution can become well-defined.

Theoretical breakthroughs about fundamental distributions are rare.

When faced with scarcely defined distributions in practical data analysis,

the data analyst cannot rely on methods that require the distributions to

be known. Instead, he or she is required to find alternative formulations,

approximations and work-arounds to achieve the final goals of the analy-

sis task. The present study examines different strategies and techniques

that can be employed when working with scarcely defined distributions.

Solutions are presented in different application areas, especially focusing

on quickly developing fields such as bioinformatics, as they tend to induce

new demands and challenges for methods development.

1.2 Contributions

The publications included in this research have contributed to several

data mining application areas, as well as to computational methodology

related to scarcely defined distributions. Four of the publications con-

tribute to the field of bioinformatics. The work designs a non-parametric

margin sum based significance testing approach in Publication I that is

generally applicable to many types of gene expression data. Publication

III focuses solely on correct significance testing of gene expression data

from periodicity studies, such as the analysis of cell division cycles or cir-

cadian rhythm. In Publication III we re-analyze existing data and meth-

ods for periodicity data, propose a novel method for significance testing

and demonstrate its strengths over the existing methods.

Publication V discusses bicluster detection from gene expression data.

The work analyzes existing methods and proposes a novel method. Publi-

cation IV proposes a new approach to the analysis of biological or medical

ChIP-seq data. The study demonstrates the improvements over a tradi-

tional approach. The author has also contributed to an extension of Pub-

lication IV that gives guidelines for ChIP-seq data analysis [47]. Within

bioinformatics method development, the author has also been one of the

main contributors in developing Chipster software, an integrated system

and set of methods for the analysis of microarray and high-throughput

13
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sequencing data [50, 48].

In the field of paleoinformatics, Publication II and Publication VI focus

on the central question of presence-absence data analysis. Publication

II proposes a principled computational framework for discovering statis-

tically significant patterns such as correlations and co-occurrences from

present-absence datasets. The study analyzes the theoretical and practi-

cal shortcomings of previous approaches and demonstrates how the pro-

posed framework can be adopted for reliable data analysis. Publication VI

continues on the topic, discusses the weaknesses of existing significance

testing methods and presents Rasch model as an alternative that has not

yet been employed in presence-absence data analysis.

Contributions to general computational methodology include the novel

randomization algorithm and significance testing method for real-valued

data matrices in Publication I. Publication VI discusses the general prob-

lem of margin sum based null models of binary matrices. Publication V

proposes a novel biclustering algorithm for real-valued matrices that can

also be adopted outside the context of gene expression data.

Publication IV proposes also a simple framework for distributing large

randomization tasks on a computing cluster. The author furthered the

study of the subject and contributed to two more refined distributed frame-

works for bioinformatics, namely Hadoop-BAM and SeqPig [68, 81].

14



2. Distributions and sampling

This study focuses on the statistical probability distributions of matrices.

More specifically, we assume a random experiment in which the set of pos-

sible outcomes Ω, is a set of matrices. The goal is to assign probabilities to

certain sets of outcomes. In probability theory, the concept of measurable

space is employed as a framework for assigning probabilities [46].

Measurable space is defined as (Ω,A), where A is a σ-algebra defined

on Ω. A defines the sets of outcomes for which it is possible to assign a

probability. This allows the definition of probability measure P on (Ω,A)

as a function P : A → [0, 1] that is countably additive and satisfies P (Ω) =

1. P defines the probability distribution of possible experiment outcomes.

Finite sets of outcomes, such as the set of 2 × 2 binary matrices, are

easy to work with. We can use P(Ω), all subsets of Ω, as σ-algebra. This is

because the probability of each outcome is known and they can be summed

to derive probabilities for any sets of outcomes. For uncountable matrix

sets such as sets of real-valued matrices, more rigor is needed. The most

appropriate σ-algebra depends on the case. In statistical testing, one is

often interested in assigning the probability of observing a matrix at least

as extreme as the observed, where the σ-algebra could be {∅, A,Ac,Ω} with

A being the set of matrices at least as extreme as the observed.

If (Ω,A, P ) are known and P (a) can be computed for all a ∈ A, then

(Ω,A, P ) are well-defined. If (Ω,A, P ) are not well-defined, we call them

scarcely defined.

One of the practically important types of matrices is the binary matrix,

i.e., matrices of form {0, 1}m×n. They can be adopted to represent graphs

or co-occurrence of two kinds of events. From Figure 1.2 we saw how this

set can be constrained with row and column sums, which we collectively

call the margin sums.

The set of matrices with row sums R and column sums C is denoted by
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MR,C . Then the uniform probability distribution of binary matrices with

given margin sums is

P (M |R,C) =
1

|MR,C |
As discussed previously, P (M |R,C) is scarcely defined in the general

case. The number of matrices |MR,C | is not generally known and hence we

cannot derive the probability distribution P (M |R,C). Introducing meth-

ods that allow to approximate P (M |R,C), and more importantly, impor-

tant statistics that depend on P (M |R,C), is one of the central themes in

this research.

We are not always directly interested in the matrices. Instead, we ex-

amine certain statistics on the matrices. The statistics are considered

random variables in the probabilistic setting. For data mining, relevant

examples of random variables include structural measures, such as clus-

tering errors or coefficients of determination. The distribution of random

variable X, also called the law of X, is defined by

PX(x) = P (X−1(x))

Here P is the distribution of outcomes. Cumulative distribution function

for variable X is defined as

F (x) =
∑
x′≤x

PX(x′)

and in continuous case as

PX(x) =

∫ x

−∞
PX(x′) dx′

It is possible to define X so that PX and F are well-defined, even if P

is scarcely defined. In practical data mining X is typically defined so that

PX and F are scarcely defined when P is scarcely defined.

If PX and F are scarcely defined a typical solution is to use empirical

approximation via sampling. When n random samples are drawn from

the distribution defined by F , their empirical distribution can be denoted

with F̂ . If sampling is performed independently and at random from the

population, then F̂ (x) converges towards F (x) as n grows larger. This

correspondence between the distributions forms the theoretical basis for

most of the methods described in the current work. Because random vari-

able X could be considered a compressed representation of the underlying

P , it is sometimes possible to use a crude approximation of P to derive a
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realistic approximation of PX and F . Publication III describes such case

in the context of gene periodicity data analysis.

Most of the probability and measure theory goes beyond what is needed

in data mining and its applications. For a broader presentation of the

subject we refer to Jacod and Protter [46], and for an overview of random

sampling in statistical inference to Good [34].

2.1 Distribution representations

No de facto way has been identified to represent distributions in com-

puter systems. The exhaustive solution would be to tabulate all value

pairs (a, b) ∈ (A,B) of P : A → B, which requires that (A,B) is finite

and relatively small. Typically this requirement is not met, but (A,B)

is either uncountably infinite, countably infinite or finite but too large.

Therefore we employ some computational representation that allows to

derive results based on P without exhaustively enumerating them. As an

example, let P be normal distribution, with the familiar Gaussian proba-

bility density function

P (x) =
1

σ
√
2π

e−(x−μ)2/(2σ2)

If we now observe value o, we can give analytical formula for the ratio

of values with distribution P that are larger than or equal to o

∫ ∞

o
P (x) dx =

1

σ
√
2π

∫ ∞

o
e−(x−μ)2/(2σ2) dx

From the formula it is possible to compute the actual ratio with desired

precision, assuming that mean μ and variance σ are known.

Probability distributions can be defined in many ways. Besides the prob-

ability density function, the presentation can be in the form of a cumula-

tive distribution function or a valid characteristic function [46]. It is also

possible to give a rule that constructs the distribution from some other

distribution or joint distribution of several random variables.

In applied probability, including data mining, the analyst is often faced

with statistical modeling tasks where analytical formulations are unavail-

able [9, 8]. Especially for the exploratory type of analysis, quickly adapt-

able methods can be considered most appropriate. In these cases ana-

lytical results are often approximated with empirically calculated values,
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which also allow any desired level of precision. To derive an empirical ap-

proximation, values are sampled from distribution P and desired statis-

tics are calculated from them. This approach is known as the Monte Carlo

method [9]. Following the previous example, we can produce values from

normal distribution P and compare each of them to observation o to obtain

an empirical approximation for the ratio of the values that are greater

than o. When the number of samples n grows, the approximation con-

verges towards the true ratio.

Sampling as an empirical solution can be considered flexible, as it al-

lows, in principle, any distribution-based statistic to be computed. Almost

any representation of a distribution allows sampling, and almost any mea-

sure can be approximated from samples, making sampling a widely adapt-

able tool. However, caution needs to be exercised with sampling: some

distributions are more difficult and require special treatment. Notable

examples include large and multidimensional distributions, in which any

practical sampling scheme is capable of covering only a minuscule portion

of the entire space. Unpractical or unknown convergence properties of

a sampling procedure can also be challenging. Publication I describes a

case where, under certain assumptions, non-converged sampling leads to

conservative but correct significance measures.

In computational data analysis, also analytically derived results are al-

most exclusively evaluated on a computer at some point to produce nu-

meric values or graphical plots. In this step the absolute precision of ana-

lytical reasoning is lost, so that results provided by empirical approxima-

tion can be indistinguishable from their analytical counterparts. There-

fore, for applied statistical work, the border between analytical and empir-

ical methods cannot be considered strict, but instead a gradual transition

towards greater laxness of approximation. The methods presented in this

research represent different points on this scale.

2.2 Sampling and statistical inference

Random sampling is a central tool in many types of statistical inference,

such as classical hypothesis testing. Given observation o and test statistic

X, we aim to calculate the probability of observing test statistic at least as

extreme under null hypothesis H0. Null hypothesis corresponds to having

no effect or pattern of interest: if the probability is small enough, we

can reject the null hypothesis in favor of the alternative hypothesis. The
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probability is given by p-value

p = PX(X ≥ X(o)|H0)

Here we assumed that extreme values of the test statistic are large, but

it is trivial to define the corresponding p-value for a test statistic where

extreme values are small.

The law of large numbers allows to estimate p from independent and

identically distributed (i.i.d.) samples o1, o2, . . . , on under H0 [34]. Each

comparison X(oi) ≥ X(o) follows Bernoulli distribution with success prob-

ability p. Hence the total number of successes in original observation and

n random samples follows binomial distribution Bin(n + 1, p). Then the

unbiased estimator for p is

p̂ =
|X(oi) ≥ X(o), i = 1, 2, . . . , n|+ 1

n+ 1
.

The estimate p̂ is called the empirical p-value. This fundamental con-

cept of significance testing is adopted in Publication I, Publication III,

Publication V and Publication VI. It is noteworthy that p̂ can never reach

zero, which is desirable as it would correspond to absolute certainty of

observation X(o) being impossible under H0. By increasing the sample

count n, the precision of the estimate can be increased, as can be seen

from the variance of the estimate p(1− p)/n.

Empirical sampling methods are popular in frequentist statistics, but

their influence has been the largest in Bayesian inference. Bayesian sta-

tistical inference is typically interested in computing the posterior proba-

bilities of model parameters, that is, the probability distributions for mea-

sures of interest with the dataset given. Bayes’ rule allows to derive pos-

terior distributions, but typically the derived forms are too complex to be

solved analytically. Originally Bayesian inference had limited applicabil-

ity, but the empirical computational methods that have been developed in

the previous 30 years have transformed Bayesian statistics into a practi-

cal tool for data analysis.

Bayesian posterior probability distributions are often multivariate joint

distributions that have no known analytical solutions and allow no direct

empirical sampling. To produce samples from the distribution, various

Markov Chain Monte Carlo (MCMC) algorithms are employed so that a

simpler proposal distribution can be used to produce samples from the

true sampling distribution. Hence, Bayesian statistics typically works

with scarcely defined distributions. The methods discussed in this study
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could therefore be conveniently integrated into Bayesian analytical work,

even though they are presented in a frequentist context.

Bayesian networks, also called belief networks, are a popular Bayesian

tool in practical applications. They are probabilistic graphical models

that represent random variables together with their conditional depen-

dencies. A Bayesian network allows the data analyst to model a rela-

tively complex dependency structure between many variables. Their mod-

eling power, together with the easily approachable visual presentation,

has made Bayesian networks popular in fields such as medicine and so-

cial sciences. Software implementations are widely available for inference

on Bayesian networks using Gibbs sampling. Gibbs sampler generates a

value for each of the variables in turn, conditional on the previous val-

ues of other variables. The sample sequence converges to a stationary

distribution that is the underlying joint distribution.

Other application areas for empirical sampling can be found from, e.g.,

information theoretic inference. One such application is discussed in the

context of Minimum Description Length (MDL) principle in Section 3.3.1

and Publication V. Of particular interest here are the structures called

biclusters that can be discovered from real-valued matrices. Employing

the MDL principle we define the distribution of ideal biclusters and then

follow a multi-step empirical sampling procedure to produce biclusters

from the distribution.

2.3 Markov Chain Monte Carlo sampling

Markov Chain Monte Carlo (MCMC) algorithms constitute one of the

most popular sampling methods for scarcely defined distributions. They

produce a sequence of samples by sampling from a simpler proposal distri-

bution. The sequence converges to stationary distribution that estimates

the joint distribution and allows, e.g., to compute marginal distribution of

some of the variables or to compute an integral.

In Publication I we used MCMC to sample from P , the distribution of

real-valued matrices with given row and column distributions. The ex-

act formulation of P is discussed later, but here we can assume that it

is difficult to directly sample matrices from P , but the probability can be

computed for a single matrix. Metropolis-Hastings is a frequently applied

MCMC algorithm for generating a converging set of samples [62, 41]. We

use the Metropolis-Hasting algorithm to sample indirectly from P , with
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the help of a so-called proposal distribution [62, 41]. Proposal distribution

for matrices M1 and M2 is denoted as P ∗(M1,M2), with
∑

M2 P ∗(M1,M2) =

1. We require that P ∗ is symmetric: P ∗(M1,M2) = P ∗(M2,M1) for all M1

and M2. When generating the chain, we move from M1 to M2 with prob-

ability

min(1, P (M2)/P (M1))

The Metropolis-Hastings algorithm guarantees that the samples con-

verge towards P [62, 41].

With the Metropolis-Hastings algorithm, the random samples are typ-

ically produced by making small modifications to the previous sample.

Obviously the first datasets are strongly correlated with the original and

consecutive datasets are strongly correlated with each other. Therefore,

they are not usable as such when independent and identically distributed

(i.i.d.) samples are required. This problem can be remedied by means of

two improvements to the algorithm: burn-in and thinning. The burn-in

process runs the sampler for a certain number of steps and discards the

samples, which mitigates correlation to the original sample. In the ex-

periments of Publication I we used a burn-in period of 100mn for matrix

with dimensions m × n. Sampling then continues with thinning applied,

meaning that only every ith sample is not discarded, to mitigate correla-

tion between samples. For thinning, we also applied 100mn as the sam-

pling interval i in Publication I. If the burn-in period and sample interval

for thinning are long enough, the sampler produces (approximately) i.i.d.

samples.

The optimal value for burn-in and thinning is partly an open ques-

tion. Metropolis-Hasting method guarantees that the sampling distribu-

tion converges to the desired distribution, but the rate of convergence is

unknown. In Publication I we give some theoretical results and practical

advice on parameter settings that allow convergence. We also adopt the

method of Besag and Clifford that guarantees the correctness of empiri-

cal p-values, even if the sampler has not yet converged [8]. If a sample

is recorded after n steps of the Markov chain, the method requires the

analyst to first run the chain backwards for n steps. After running the

chain backwards, we know that the subset of samples reachable with n

steps also contains the original dataset. Even if the sampler has not con-

verged, the empirical p-values are correct but only more conservative. For
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the Markov chains in Publication I the implementation is trivial, because

the chains are time reversible.

22



3. Sampling methods

Random sampling is straightforward with well-defined distributions. If

the analytical form of the distribution is known, then uniform random

numbers can be applied to generate samples from the desired distribution.

In its simplest form, we can use rejection sampling, i.e., draw the curve

of distribution function, sample x and y coordinates uniformly and reject

those x for which point (x, y) is above the curve [66]. For many distribu-

tions sampling can be made more efficient by using, e.g., slice sampling or

the Ziggurat algorithm [11, 59].

In this work we discuss distributions that do not allow to directly con-

struct samples from simple random numbers but require more complex

computational procedures. The ability to produce random numbers is nat-

urally still essential for the procedures.

The discussion is structured by the probability distributions and each

method is presented in the context of the corresponding sampling distri-

bution.

3.1 Sampling based on margins of binary matrix

In Publication II and Publication VI we consider binary matrices that en-

code ecological presence-absence information. In presence-absence matri-

ces rows correspond to species and columns correspond to locations. Each

cell has value 1 if the given species is present in the given location and 0

when absent.

When presence-absence matrices are analyzed, one needs to establish

the statistical significance of the discoveries. The statistical question that

we are interested in is how to sample matrices from a realistic null dis-

tribution. The sampled matrices can then be adopted to compute a null

distribution for the discovered patterns. To generate random matrices
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that share some of the properties of the original matrix, the trivial solu-

tion is to permute the matrix cells. This sampling method preserves the

total number of ones in the matrix. It does not preserve the total sum of

ones on rows and columns, so if the row and column sums are skewed, the

null distribution of sampled matrices does not preserve the skewness.

Currently there seems to be agreement in ecological literature that row

and column sums should not explain interesting patterns, so features

such as skewedness of those sums should be included in the null model

[79, 21, 17, 35]. To put it simply, it is not interesting that some species are

more common and some locations more populated. Hence, the literature

contains a large number of null models to test for the significance of pat-

terns [95, 5, 76, 91, 1, 4, 92]. A widely adopted margin sum based model in

ecology is the FF model (fixed row sums, fixed column sums). It constrains

both row and column sums to be exactly the same as in the original ma-

trix. Instead of the FF model, we will use the term swap model, as it is

typically used in computer science.

The sampling task of the swap model is to produce a uniform null dis-

tribution of matrices with row sums R and column sums C. We denote

by MR,C the set of matrices with row sums R and column sums C. There

is no known closed-form analytical solution that would produce samples

from P (M |R,C) or give |MR,C |. A viable approach to sample indirectly

from P (M |R,C) is Markov Chain Monte Carlo (MCMC) sampling. We

know the original matrix from MR,C and can perform small random chan-

ges to permute it. The random changes should be such that they produce

another matrix from MR,C . This is the practical idea of MCMC sampling:

produce a chain of samples that reaches MR,C as the stationary distribu-

tion. The requirements of MCMC sampling can be satisfied by a simple

operation called random swap.

Swaps operate on row and column pairs with a particular organization

of ones and zeros, shown in Figure 3.1. These row and column pairs are

called switch boxes [33]. Given matrix M , switch boxes are formalized by

Definition 1.

Definition 1 Denote values on a pair of rows and a pair of columns with

a = M(i1, j1), b = M(i1, j2), c = M(i2, j1) and d = M(i2, j2). A pair of rows

(i1, i2) and a pair of columns (j1, j2) contain a switch box if and only if

a = d, b = c and a �= b.

Swaps not only permute the matrix without changing margin sums, but
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Figure 3.1. Switch boxes of 2 × 2 values with ones shown in black and zeros shown in
white. The figure shows how by swapping elements inside the box it is possi-
ble to switch between the two boxes without changing margin sums.

it has been shown that MR,C is connected by swaps. A matrix can be

transformed into any other matrix with the same margin sums with a fi-

nite series of swaps [78]. When correctly implemented, the Markov Chain

of matrices created with swaps has a uniform stationary distribution and

can therefore be used to sample matrices with probability distribution

P (M |R,C) [16, 52].

Margin sum constraints offer a straightforward and intuitive approach

into sampling matrices that share the high-level structure of the original

matrix. However, it has been argued that being limited to strictly the

same margin sums might not yield realistic results [64, 90, 65, 79]. If

the constraints allow only small permutations, then the produced null

distribution will have matrices that are similar to the original one. This is

a valid concern especially for the so-called nested matrices that typically,

depending on the definition of nestedness, have no switch boxes. Nested

matrices constitute an important concept in ecological data analysis [5,

92].

Swap randomization tends to preserve certain local structures through-

out the randomization process. Consider the following example matrix.

M =

⎛
⎝ 1 0 1

0 1 0

⎞
⎠

Row and column sums of matrix M are R = (2, 1), C = (1, 1, 1). These

margin sums describe a matrix in which the first row is dominated by ones

and the second row is dominated by zeros. The columns have balanced

shares of both. One could argue that this description of global structure

would be well matched by matrix M ′.

M ′ =

⎛
⎝ 1 1 1

0 0 0

⎞
⎠

Under the swap randomization model M ′ is never produced, because it

has different margin sums and cannot be reached by any Markov chain of
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consecutive swaps. Starting from M , the chain walks through three ma-

trices that all have the two non-conforming row values, but in a different

column. In many applications such a feature of the data matrix would be

considered a random quirk and preserving it would not be desirable.

It is not possible to generate M ′ when margin sum constraints are strictly

enforced. A natural way to loosen constraints would be to preserve statis-

tical expectations instead of exact values. We constrain the expected mar-

gin sums of randomized distribution to equal margin sums of the original

dataset. This is achieved by a so-called Rasch model that sets each cell of

the matrix to value 1 with probability defined by pi,j , and 0 otherwise.

pi,j =
exp(λj + μi)

1 + exp(λj + μi)
(3.1)

The parameters λj and μi are column and row specific parameters that

are fitted to the original data matrix. For details on parameter fitting, see

De Bie [19]. Under the Rasch model, the most likely matrix for margin

sums R = (2, 1), C = (1, 1, 1) is indeed M ′. All of the three matrices that

are reachable with swap randomization have high probability in Rasch

distribution, as well. The Rasch model is derived from the expected mar-

gin sum constraints and among the models that satisfy the constraints,

this particular model maximizes entropy. This means that the Rasch

model introduces no additional biases. See Publication VI and De Bie

for motivation of the Rasch model and how it is derived from the margin

sum constraints [19].

Publication VI discusses the differences of swap and Rasch models when

employed as null models to preserve the global structure encoded by mar-

gin sums. In Publication VI it is discovered that for many uses, the swap

model is less conservative, i.e., tends to produce smaller p-values, even

though the underlying constraints are more strict. An important obser-

vation is that the effect of constraints on actual significance testing is

difficult to predict. Publication VI demonstrates that the final decision

of the null model is challenge specific to the application area: the data

analyst needs to choose the model that is most justified for the task. How-

ever, computational aspects still play a major role because the application-

specific implications of model selection cannot be evaluated without un-

derstanding the kind of patterns that are likely to emerge when the model

is used. For the two families of margin sum models, these differences

emerged as slightly surprising. Publication VI concludes that statistical

models should behave in an understandable and predictable way. The
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swap model does not lend itself to analytical treatment in the same way

as the Rasch model and there are aspects to the swap model that can

surprise the analyst.

3.2 Sampling based on margins of real-valued matrix

Marginal sum constraints are not limited to binary or discrete-valued ma-

trices but can be extended to real-valued data. Real-valued margin sum

constraints are useful in many data mining applications, especially for

measurement data which are typically presented in real-valued space.

Examples of datasets in which real-valued marginal constraints can be

used include gene expression datasets, industrial sensor data and survey

results.

The computational task is to produce matrices with similar marginal

distributions to the original matrix M . Denote the marginal distribution

distance of M and M ′ with E(M,M ′), the sum of differences in row and

column sums. We aim to sample random matrices so that they are likely

to have a small distance to the original matrix, therefore we formulate the

sampling distribution as

P (M ′|M) = c exp{−wE(M,M ′)}

Here w > 0 is a parameter that defines the steepness of the distance

measure and c is a normalizing constant.

The distribution P is difficult to directly sample from. In Publication I

we propose the MCMC Metropolis-Hastings sampling algorithm for P . A

central part of the Metropolis-Hastings algorithm is the proposal distri-

bution P ∗(M1,M2).

Proposal distributions can be implemented with different strategies.

The idea is to make local modifications to M1, either by shuffling values

inside M1 or assigning new values to some cells of M1. The nature of lo-

cal modifications has no effect on the correctness of the sampling scheme,

assuming that the Metropolis requirements above are met. Instead they

have a major effect on the practical efficiency of sampling. The strate-

gies aim to be fast, to change the matrix significantly and yet to introduce

only small changes to marginal distributions. We discuss different local

modifications and their advantages and disadvantages in Publication I.

While generating the Markov chain, each proposal requires recalcula-

tion of the marginal distribution distance E(M,M2). Calculation can
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be optimized with bookkeeping, but it still slows down sample genera-

tion significantly. In Publication I we discuss another MCMC sampling

scheme called SwapDiscretized. It relaxes the requirement on distri-

bution and samples from a distribution that approximately maintains

marginal value distributions. Relaxed distribution allows more efficient

sampling, because the distance measure E(M,M2) is not needed. The

SwapDiscretized method first discretizes the dataset into n classes by di-

viding the value range into intervals. The Markov chain is constructed by

starting from matrix C where values are replaced with their correspond-

ing class labels. Then each step in the chain preserves the distribution of

class labels within rows and columns. This is achieved with swap opera-

tion that exchanges class labels. We sample at random row indices i1, i2

and column indices j1, j2. If C(i1, j1) = C(i2, j2) and C(i1, j2) = C(i2, j1),

then switch the class labels. Finally the class labels are replaced with val-

ues by sampling without replacement from the set of the original values

of each class. Thus the method preserves value distribution of the entire

matrix.

In Publication I we test the sampler with both synthetic and real data

and compare it to permutation methods. When examining normalized

root mean square distances between the original dataset and random-

ized data, we observe that our methods produce distances that are depen-

dent on the global structure of the original dataset, whereas permutation

methods always produce distances that are close to theoretical maximum.

For datasets that have a weak structure (close to pure noise), our methods

produce distances that are close to the theoretical maximum. However,

for datasets with tightly concentrated margin distribution, the distances

are also smaller. The observation indicates that our methods preserve the

global structure as they are supposed to but do not introduce biases when

such a structure is missing. To verify the observation, the Publication I

also describes an experiment in which the average distance is measured

between randomized matrices. As expected, the average distance from a

random matrix to another random matrix is approximately equal to the

distance to the original matrix. We observed no non-trivial differences in

distance measures between variants of our methods.

Publication I reports also a larger real-world example case. It is an

analysis of gene expression data from human cancer cell lines. The idea

of the experiment is to show ways in which randomization methods can

be applied to analysis tasks in which the analysis method is a pipeline of
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multiple steps. Analytical distributions of such pipelines are not possible

to derive, so randomization tests offer an important tool for assessing the

true significance of the results. Our pipeline was constructed to mimic

the steps that were typical especially in the early gene expression data

studies. In the experiment we demonstrated how ill-chosen early steps

of the pipeline can destroy the true signal in data, but still the final step

reports p-values that indicate significance. Our methods allow to assess

the pipeline as a whole and correctly label the results as statistically in-

significant. We repeated the test with simple permutation randomization

methods, but they failed to label the results as insignificant.

As a practical recommendation we suggest using SwapDiscretized for

most applications in which margin distributions need to be preserved. In

light of experiments that measured matrix distance and difference in dis-

tributions it is capable of producing results similar to the more advanced

methods. The advantages of SwapDiscretized include its simple and un-

derstandable parameters and fast mixing time. If the application requires

preserving margin means and variances, then GeneralMetropolis with

GM-MeanStd distance measure and Mask modification is the recommended

choice.

De Bie suggests a maximum entropy method as an alternative way for

producing real-valued random matrices [19]. The method of De Bie pro-

duces random matrices so that marginal distributions are preserved on

expectation. This is different, and arguably less stringent, than the con-

straints preserved by the MCMC methods. They maintain marginal dis-

tributions exactly, except for the configurable error tolerance.

3.3 Sampling complex biological mechanisms

Gene expression datasets measure the activity level of typically tens of

thousands of genes in a set of samples, corresponding to, e.g., treatments,

different tissues or different tumor types, called collectively experimental

conditions. Gene expression data are typically produced by DNA microar-

rays, but also to an increasing extent with high-throughput sequencing

technology1. Biological mechanisms underlying the regulation of expres-

sion are insufficiently known and data tend to have large amounts of

noise and trivial biases due to shortcomings in e.g. measurement tech-

1Also called massively parallel sequencing, deep sequencing or next-generation
sequencing.
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nology and laboratory procedures. Dissecting the true biological signal

from noise and estimating its statistical significance is therefore difficult.

Gene expression analysis is typically aimed at identifying a small subset

of genes that show deviant behavior, suggesting that they are induced by

the biological process of interest. If the dataset is measured from, e.g.,

healthy and cancer samples, deviant genes would then be strong candi-

dates for further analysis that aims to understand the mechanisms in-

volved in the development of the cancer type under study.

3.3.1 MDL modeling of gene expression biclusters

In Publication V we formulate the problem of finding deviant genes as

a biclustering problem. Bicluster is a pair of rows (genes) and columns

(experimental conditions) of the data matrix such that the rows have sim-

ilar behavior in the columns. There are different definitions for similarity,

such as all values being constant inside the bicluster. For discussion on

different types of biclustering and evaluation of available methods, we

refer to [56, 10].

Our definition of similarity is based on the biology behind gene expres-

sion: It is reasonable to assume that the genes involved in the same bio-

logical process have similar expression levels in the relevant experimental

conditions, but the magnitude of the expression can be gene-specific. Sim-

ilar reasoning applies also to the experimental conditions. Therefore, our

definition of a bicluster is that rows within the bicluster are highly cor-

related with each other and, symmetrically, columns within the bicluster

are highly correlated with each other. Technically, a bicluster is a rank

1 matrix: it is explained by a single linear component for both rows and

columns. An example of a good bicluster is plotted in Figure 3.2. A good bi-

cluster should balance coherence and comprehensiveness: it should cover

as large a portion of the dataset as possible, while still maintaining inter-

nal value similarity.

Given gene expression dataset D, we use the probability P (D|R, C) of

dataset D, given rows R and columns C of the bicluster, to measure the

goodness of the bicluster. We will first sketch P and next formalize it. The

assumption is that a good bicluster explains the dataset well, i.e., maxi-

mizes the probability of data given the bicluster. Probability P should be

proportional to how well the bicluster can be described by linear compo-

nents and how well the rest of the matrix fits the background model. For

the background signal, we use normal distribution as our model. In our
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Figure 3.2. Example bicluster of 20 genes and 6 experimental conditions.

model it is also possible that the probability is maximized by R = ∅, C = ∅,

meaning that data are best explained by the background model alone.

Normal distribution, with parameters approximated from data, is often

used to model gene expression data, even though its theoretical ground-

ing can be debated [85, 93]. Given the complexity of gene expression

data, both of our models are obviously simplifications and the probabil-

ities might not correspond to true probabilities. As we are employing

models only to split the data into bicluster and background parts, the

shortcomings of the two models can be tolerated as long as they outper-

form each other in modeling parts of data within and outside of bicluster.

In Publication V we define P by applying the concept of minimum de-

scription length (MDL) [75]. The idea behind MDL is to describe model

and dataset in an encoded form and measure the length of the descrip-

tion. If the model does not fit data well, then a long description is needed

to describe discrepancies. A model that fits the data well allows short de-

scription. Different coding techniques will produce different description

lengths, which is problematic if MDL is used as an objective measure of

goodness for a model. That is why in modern MDL we establish a corre-

spondence between the coding length L and the probability distribution by

assuming a coding technique that minimizes the expected coding length.

Then

L(D|R, C) = −ln P (D|R, C)

The (R, C) that minimizes L(D|R, C) also maximizes P (D|R, C). To cal-

culate P , we follow the principle of Simple Refined MDL and define P to

be Normalized Maximum Likelihood, i.e., first define the probability of a

dataset given the model and then normalize it over all possible datasets

[36].
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The probability of data D given bicluster (R, C) and certain set of pa-

rameters θ is P (D|R, C, θ). First the probability is maximized by finding a

maximum likelihood estimate θ̂(D) based on the data. Then the effect of

the estimator θ̂(D) is removed by normalizing over all datasets.

P (D|R, C) = P (D|R, C, θ̂(D))

ND,R,C

where the normalizing factor is defined as

ND,R,C =

∫
P (D′|R, C, θ̂(D′)) dD′

It is now possible to compute P (D|R, C). For details, we refer to Publica-

tion V. Next we need to create an algorithm to find such (R, C) that max-

imizes P (D|R, C). It is impossible to exhaustively search over all (R, C),
as their count is exponential in the number of rows and columns. For

this reason, biclustering methods are heuristic. The problem with fully

heuristic solutions is that only little can be said about the end results they

produce: The definition for goodness of a bicluster is essentially in the al-

gorithm itself, and more importantly, in the algorithm-specific parameters

that the user needs to set. To tackle these issues in bicluster search, we

devised a heuristic algorithm that uses exact MDL-based probability P to

guide its progress. That way, we have a parameter free and well-defined

ground truth about bicluster quality and an efficient method for searching

solutions that are locally optimal, given the ground truth.

The heuristic algorithm is presented in detail in Publication V. The

basic idea is to first use a heuristic method for finding small seeds for bi-

clusters and then to grow them into full biclusters. As the probability P is

defined for a single bicluster, the growing process is managed separately

for each bicluster seed, so that description length is used to maintain bal-

ance of coherence and comprehensiveness while the bicluster is grown.

When growing the bicluster, several optimizations can be employed in cal-

culating the updated description length: constant parts can be neglected

and the previous linear component can be used as a starting point when

searching for the new strongest linear component. To obtain the final out-

put, overlapping biclusters are removed and the remaining ones checked

for statistical significance.

Following the biological logic behind our definition of a bicluster, it is

reasonable to assume that there are vast numbers of biological processes

active and visible in the expression dataset. Therefore, we could refor-

mulate P to consider probability in case of not only a single bicluster,
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but a set of biclusters. Then the MDL principle could be used to guide

the process until the end, so that there would be no need for heuristic

overlap removal or separate statistical significance testing. Unfortunately

this is unfeasible, because the computational formulation for normalized

maximum likelihood, or correspondingly coding length, would grow too

complex to be reasonably computed during the search for biclusters and

optimizations could not be as effectively applied. Also the task of grow-

ing biclusters would become overwhelming, as during each step we would

need to consider growing or shrinking not only a single bicluster but any

subset of the biclusters. Hence, we consider the computationally feasi-

ble distribution P (D|R, C) and use pruning of overlapping biclusters and

multiple hypothesis statistical testing to return only those biclusters that

are unique and statistically significant.

Statistical significance of each bicluster is computed by comparing their

likelihood to the likelihoods of biclusters in a null distribution. As a null

model, we assume that gene expression matrices follow the same global

patterns of significantly high and low expression, but they do not have

the local correlation structures of the original dataset. To sample matri-

ces from the null distribution, we use the SwapDiscretized randomization

method from Publication I. Original data are first discretized to three

values: significantly high, significantly low and no significant expression.

The discretized matrix is randomized so that the number of entries from

each discretized value is preserved for all rows and columns. Finally, the

original values are assigned randomly to matrix cells with the correspond-

ing discretized values. Hence the original value distribution of the matrix

is preserved but efficiently permuted, while global patterns of high and

low expression are retained. If the original dataset contains a correlative

pattern that is exceptional in randomized null distribution, then we con-

sider it a statistically significant bicluster. For the significance test, we

calculate the empirical p-value for each bicluster and correct it for multi-

ple comparisons by calculating the FWER adjusted p-value by means of

the method of Hanhijärvi [39].

In Publication V we compare our method to existing biclustering meth-

ods by evaluating the biclusters they produce. We first look at the rows of

a bicluster and calculate the strength of correlation between the columns

inside the bicluster by using the square of the correlation coefficient. We

repeat the calculation for the columns outside of the biclusters and for

all columns on the rows of the biclusters. These three measures are av-
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eraged over all biclusters to acquire a measure for the overall ability of

the method to locate areas of high correlation. The same experiment is

then repeated on the columns, in which we examine groups of rows. Ex-

periments are performed for biclusters generated by our method BiMDL

and five other methods, namely BiMax, OPSM, Samba, ISA and BCCA

[70, 6, 88, 44, 10]. When investigating the measures in Publication V,

our method provides an improvement over the previous methods. For

both rows and columns, our method locates biclusters with correlation in-

side them, but little correlation outside of them. This suggests that our

method is capable of locating and fully covering local correlation struc-

tures produced by clearly deviant biclusters of genes and experimental

conditions. As the statistics of the evaluation are defined similarly to the

MDL-based likelihood, the technical observation from the evaluation is

that our heuristic seeding, bicluster growing and overlap removal meth-

ods are performing well and are not producing strong biases towards bi-

clusters that are unlikely in the MDL model.

3.3.2 Periodic patterns in gene expression data

Periodic patterns of gene expression are induced by factors such as the

cell division cycle or the 24-hour circadian rhythm. The aim is to iden-

tify genes that are periodically regulated, i.e., show periodic expression

pattern with a wavelength that coincides with the regulating factor.

In complicated real world statistical tasks such as this, one is often re-

quired to make a certain amount of assumptions about the dataset, with

only partial understanding of the value distribution and the underlying

fundamental processes. Previously we discussed how approximations can

be balanced in a larger statistical framework, such as the MDL princi-

ple. In Publication III we study a gene expression analysis case in which

we are required to compare approximations to an absolute cut-off value,

making biases directly visible in the results.

Futschik and Herzel have studied different models for non-induced gene

expression in the context of periodic gene expression [32]. In their study,

the models are formulated as data-generating algorithms, meaning that

they can be employed to generate random gene expression data matri-

ces. These data matrices can then be used to calculate periodicity scores

from the proposed null distribution and to evaluate the statistical signifi-

cance of patterns in the original dataset. Periodicity is measured with the

Fourier scoring scheme, which is commonly used in periodicity studies
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and was also found to perform better than more intricate methods [20].

Finally, Futschik and Herzel used Fourier scores to derive empirical p-

values and compare them to a fixed threshold that has been corrected for

multiple comparisons.

The problem studied in Futschik and Herzel is as follows. Given the

observed m × n real-valued matrix M , denote by P : Rm×n → [0, 1] the

probability measure for observing the m × n gene expression matrix in

non-induced experimental settings, i.e., in conditions that are identical

to conditions in which M was observed, except that the periodic regulat-

ing factor is absent. In the case of gene cycle data, P would describe the

probability of observing datasets in conditions in which cells are not syn-

chronously dividing. The computational task is to provide a procedure

that samples matrices with probability distribution P̂ : R
m×n → [0, 1],

where P̂ (d) ≈ P (d).

We consider the following candidate computational models for sampling

P̂ , given the original matrix M :

• model P: random permutation of values in M

• model R: random permutation of values within each row of M

• model A: sampling from AR(1) autocorrelation and normally distributed

noise with parameters estimated from M

• model S: splitting cycles into prefix and suffix parts, then permuting

them in M

For an illustration of the operating principles of the methods and corre-

sponding result datasets, see Figure 3.3. The first two permutation-based

models P and R were employed in previous cell cycle literature, most no-

tably in the seminal paper by Spellman et al. [87]. Futschik and Herzel

propose a model that considers dependency of observations by modeling

the AR(1) autocorrelation between time points. Each time point is a sum

of an autocorrelation factor, dependent on the previous time point and

normally distributed noise. The autocorrelation coefficient and parame-

ters of the noise distribution are estimated from data. The motivation

behind AR(1) autocorrelation is that the experimental procedures used to

synchronize the cell division cycle may lead to a declining stress response
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Figure 3.3. Example dataset and results after applying randomization methods. The
original dataset is a simulated expression matrix of 10 genes and 20 time
points. The first five genes are cyclic and the values for the last five genes
are randomly drawn from a normal distribution, as can be seen from the
heatmap of the original dataset. Randomized datasets are illustrated with
a simplified chart showing the basic operating principle and a result dataset
shown as a heatmap.

pattern, hence the uninteresting stress response should be included in the

null model [32]. AR(1) autocorrelation assumes that each time point de-

pends only on the previous time point, so by definition, it does not capture

periodic patterns.

The first observation of Futschik and Herzel was that the permutation-

based model R is not a realistic model for non-induced expression. It ne-

glects the dependency structure between observations, leading to a null

distribution that is biased towards low periodicity and for that reason

performs poorly when evaluated against a set of known positives [32].

This observation is confirmed by our experiments in Publication III and

an identical observation is also made for the simpler permutation model

P.

The advantage of gene expression data is that they typically contain

mostly non-induced genes, allowing data-driven testing for significance.

Empirical Bayes methods can be used for detecting differential expres-

sion and distribution histograms alone provide interesting information,

as suggested by, e.g., Efron [24, 25]. In Publication III we compare the ob-

served distribution of periodicity scores to those produced with model A.

The small subset of induced genes is visually identifiable from the distri-

bution and we can conclude that model A is able to produce realistic null

distribution, but still underestimates the mean periodicity of non-induced

expression. This is supported by biological validation, where we use a set

of genes known to be regulated in a cell division cycle and calculate capa-

bility of statistical tests based on model A to identify them, using positive

predictive value (PPV) as a measure. We observed that PPV values were
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worse compared to our proposed method, which is described in the follow-

ing.

Our third argument in Publication III against model A, and also models

P and R, is based on mathematical analysis of how different models treat

the time component and sampling frequency of data. We demonstrate

how models P, R and A ignore the time component of the cyclic signal.

As periodicity is measured by using a Fourier score, which depends on

the time component, this omission leads to sampling randomized matrices

from pure noise when the sampling frequency of the original experiment is

sufficiently increased. As increased sample counts in wet lab experiments

should be encouraged, this restriction of the analysis method is obviously

undesirable.

The autocorrelation method A proposed by Futschik and Herzel is a ma-

jor improvement over the existing methods based on permutations and

plain normal distribution. However, as a realistic model of non-induced

gene expression, it can still be considered lacking. We argue in Publica-

tion III that iteratively improving the null model with new features to add

to its realism is not an efficient solution. Because of the sheer complex-

ity underlying gene expression regulation and DNA microarray measure-

ment technology, even the most advanced models remain unrealistic. In

Publication III we propose a solution that does not attempt to fully model

non-induced expression patterns, but instead focuses on the null distribu-

tion of the Fourier score. Futschik and Herzel use computational models

to generate a null distribution of datasets, from which the null distribu-

tion of Fourier scores is computed. Let f : R1×n → R be the Fourier score

function and p : R → [0, 1] the null distribution of Fourier scores, then

the empirical approximation p̂ employed by Futschik and Herzel can be

expressed as

p̂(s) =
∑
x∈F

P̂ (x), where F = {s′ : f(s′) = f(s)}

Clearly, if P̂ (d) ≈ P (d), then p̂(s) ≈ p(s), i.e., the empirical null distribu-

tion of Fourier scores approximates the true null distribution.

In Publication III we propose a solution where we only approximate

the null distribution of Fourier scores: p̂(f) ≈ p(f). The scores are still

calculated from a randomized distribution of datasets, but the sampling

method does not even attempt to produce datasets from the null distribu-

tion. For sampling, we propose a new split randomization method. The

method takes a gene cycle and splits it into two equal-sized parts referred
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to as the prefix and the suffix. Then we simply randomize the connection

between prefixes and suffixes, i.e., each suffix is randomly assigned to fol-

low a prefix. The length of the cycle in data can be either known from the

experiment, or as in Publication III, detected from the data. Essentially,

split randomization takes the original dataset and makes permutations

that break the periodic structure, but otherwise perturb the matrix only

moderately. This approach can be seen as an antithesis to autocorrelation

method A, which aims to construct a model that simulates gene expres-

sion completely.

To validate our claim that split randomization produces Fourier scores

for which p̂(f) ≈ p(f), we again compare the empirical null distribu-

tion to distribution in original data. Figure 3.4 contains distributions of

both autocorrelation model A and split randomization S. The distribution

produced by split randomization follows original data closely, except for

the range of high Fourier scores where the distribution of periodic genes

mixes with the distribution of non-induced genes. In the examined cases,

it seems that the approximation is accurate and offers a good basis for

statistically identifying periodic genes, being an improvement over auto-

correlation model A. Based on this observation, using split randomization

should result in better identification of periodic genes from expression

data.

Performance of split randomization method was confirmed in the bio-

logical validation experiment of Publication III. We compared the list

of significant genes produced by the methods to a benchmark gene list.

The benchmark list contains 113 genes that were confirmed to be periodic

in small scale laboratory experiments. We calculated positive predictive

value (PPV) as the fraction of true positives among all positives, i.e., the

fraction of genes overlapping the benchmark set among all genes reported

as significant by the method. Both methods A and S were able to identify

poor quality datasets, unlike the simpler permutation methods P and R,

which produced gene lists with low PPV values. For good-quality datasets,

the method S is systematically more conservative than A, but also yields

a better PPV value in every case. The conclusion to draw from the bio-

logical validation is that methods P and R, and to a lesser extent A, tend

to produce a larger number of false positives. Gene expression periodicity

studies are typically used to discover candidate genes for further study

and for that purpose the long gene lists produced by P and R can be con-

sidered problematic.
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In Publication III we considered a case where one needs to draw samples

from a typical real-life distribution: ill defined, only partially understood

and plagued by numerous sources of noise. We presented a solution that

could be considered top-down: using the original data as a starting point,

performing random modifications that remove the structure of interest,

while keeping the data otherwise as intact as possible. Our approach per-

formed favorably compared to previous bottom-up approaches, which aim

to simulate all relevant aspects of the data source to achieve a realistic

null distribution.
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Figure 3.4. Null distribution of periodicity scores produced by methods A and S in
dataset CDC15 plotted together with the distribution of values in the data.
The green density function shows the distribution in data and the red den-
sity function the null distribution produced by the randomization method.
The gray vertical line indicates the threshold of significance as decided by
the Benjamini-Hochberg method at FDR 0.05.
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4. Applications with scarcely defined
distributions

Data mining can be considered an exploratory process. New questions,

phenomena and types of data are being explored to discover novel pat-

terns of interest. Such an approach subjects the analyst to applications in

which only scarce information is available on fundamental statistical fea-

tures of the dataset, including distributions found within it. This chapter

investigates in detail some applications with scarcely defined distribu-

tions.

4.1 Significance of gene expression

Gene expression studies measure the activity level of genes in a set of

samples, with the aim of discovering novel biological processes or mecha-

nisms. Interesting patterns are typically local, i.e., concern only a small

subset of genes. In such analysis, the computational question is: in terms

of individual genes, how large a deviation in magnitude of expression be-

tween experimental conditions should we consider a significant discov-

ery (gene is induced), instead of being a chance occurrence (gene is non-

induced)? In classical statistics, we would assume the test statistic to

follow a certain distribution, given the parameters of distribution that

we would know from literature, assume or estimate from data. This ap-

proach does not work because the distribution of test statistics based on

gene expression is scarcely defined. There is no definite agreement on

distribution of gene expression values or distribution parameters [85, 93],

and many test statistics are derived from the expression values by a com-

plicated computational procedure. A complicated test statistic based on

the poorly understood joint distribution of gene expression values is prob-

lematic for the classical approach.

Another weakness of the classical statistical approach stems from the
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emphasis of data analysis has been moving from traditional statistical

tests to detecting complex patterns, such as clusters, regulatory networks,

or time series periodicity. Publication III is a good example of the data an-

alytical challenges created by new measurement technology such as DNA

microarrays: the publication and studies such as Futschik and Herzel

challenge the interpretation of seminal microarray-based discoveries, made

already more than 10 years ago [32] . Obviously more effective methods

are needed for working with statistical distributions and significance test-

ing, or otherwise fields driven by measurement technology will be plagued

by long-standing false interpretations.

The advantage of microarray experiments is that if we are studying the

behavior of dozens of genes, the dataset will contain a hundred-fold of

non-induced genes for comparison [24, 26, 93]. In Publication I and Publi-

cation III we develop methods that are based on this idea. They generate

data that share some of the same properties with the real data, but lack

the structure of interest. When the proposed methods are tested against

simple permutation tests, we concur in both publications that permuta-

tion testing alone is insufficient to acquire useful measures of significance

with gene expression data. In Publication V we also built our biclustering

method on top of the same idea. Instead of generating data, we applied

the non-induced bulk of data to learn features of data outside of the bi-

cluster.

4.2 Significance and interpretation of presence-absence

Ecological presence-absence datasets indicate for a collection of locations

and species which species are present in given locations. The locations

could be, e.g., fossil sites or map grid cells associated with observations

of present-day mammals. The co-occurrence patterns of species can carry

interesting information about the interactions between them: presence-

absence datasets are adopted for analyses such as correlation between

occurrences of taxa (see Publication II), nestedness [5, 92] and niche mod-

eling [57]. A presence-absence matrix of species A and B could be as fol-

lows:
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A B

1 1

0 0

1 0

0 1

1 0

1 0

0 1

0 0
To study co-occurrence or correlation of two species, the presence-absence

dataset can be summarized into a contingency table. The contingency ta-

ble for species A and B would be:
A=1 A=0

B=1 1 2

B=0 3 2
The data analyst is interested in if a given contingency table contains

evidence of a relationship between A and B, or if it merely describes ran-

dom fluctuations of two independent entities. Such analysis should be

robust against the frequencies of A and B: for example, if both A and B

occur frequently, then they should also co-occur frequently, even if the

two are independent. In a contingency table, the frequencies of A and B

correspond to row and column sums (marginal sums) of the table.

For the discussion, we introduce the following variables in a contingency

table.
A=1 A=0

B=1 a b r1

B=0 c d r1

c1 c2 n

In the above table, if r1, r2, c1, c2 are known, then any one of a, b, c, d

suffices to fully describe the table. Variable a is the obvious representative

variable, as it has a direct interpretation as a measure of co-occurrences.

For statistical analysis, the probability of interest is then the probability

of observing by chance a at least as high as the actual observation. The

probability is denoted by P (a ≥ a∗|r1, r2, c1, c2), where a∗ is the observed

number of cases with A=1 and B=1.

As originally pointed out by Fisher, the probability of a given contin-

gency table can be obtained from the hypergeometric distribution.

p =

(
a+b
a

)(
c+d
c

)(
n

a+c

)
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The one-tailed p-value defined by P can be computed with Fisher’s Ex-

act test [7]. In the test the null hypothesis is that the contingency table

has been sampled randomly from the uniform distribution of contingency

tables with the same marginal sums, with a being the test statistic. The p-

value of Fisher’s Exact Test is defined as the probability of the test statis-

tic a being as least as extreme.

As the closed analytical expression for p is known, there is no direct need

for empirical estimation. However, the factorials in the expression cannot

be computed directly for larger values of a, b, c, d, but need to be estimated

numerically. For large values of a, b, c, d, Fisher’s Exact Test can also be

approximated with Pearson’s Chi-square Test.

In ecology and paleontology, co-occurrences are traditionally quantified

by so-called similarity indices. Typical similarity indices are the ones pro-

posed by Jaccard [45], Sørensen-Dice [22, 86], Kulczynski [53] and Ochiai

[69]. Those four indices are recommended by an evaluation of 43 similar-

ity indices for presence-absence data [43].

In Publication II, we proposed Fisher’s Exact Test as a statistically more

sound tool for detecting correlations between species or locations in pale-

ontological presence-absence data. Jaccard, Sørensen-Dice, Kulczynski

and Ochiai indices can be computed from values a, b, c of the contingency

table. They do not depend on the number of dual absences d or the to-

tal number of occurrences n, being fundamentally different from Fisher’s

Exact Test in that regard. The argumentation for the formulation of the

indices is that the locations where neither species A nor B occurs should

not be considered, as they carry no information on interactions between

A and B. However, this argument applies also to some of the occurrences

counted by b and c. As an example, consider three islands I, II and III.

Both species A and B occur on island I, but only A has spread to island

II. Neither of the species has reached island III. Obviously absences in

island III carry no information on interaction between A and B. However,

the same holds for presences of A and absences of B in island II, as they

are explained by geography alone.

Similarity indices do not measure the correlation between species or any

other statistically significant pattern. We give an example of this in the

following table where a, b, c and d obey directly the marginal distribution

of species A and B.
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A=1 A=0

B=1 81 9

B=0 9 1
In the table both A and B are common (90%), so their co-occurrences

are also common. Jaccard, Sørensen-Dice, Kulczynski, and Ochiai inde-

ces yield high values of similarity (0.82, 0.90, 0.90, and 0.90, respectively).

These indexes should not be interpreted as evidence of correlation or in-

teraction between A and B, as they are independent in this case and the

co-occurrences are fully explained by the marginal distributions. On the

other hand, Fisher’s Exact test implies no correlation (p = 0.53, mid-P

variant).

Unlike similarity indices, Fisher’s Exact Test allows to detect statisti-

cally significant co-occurrence patterns. Significance is, however, limited

to the context that produced the contingency table and universal conclu-

sions should be drawn with caution, such as when suggesting new inter-

action between two species. One needs to consider how representative

the dataset is of the general population. For paleontological fossil site

data which has been collected in various research programs, represen-

tativeness is of great importance. In Publication II we discuss different

approaches to controlling biases due to unrepresentative samples.

Figure 4.1. Part of a world map with locations marked as dots, occurrences of species A
marked as backward slashes and occurrences of species B marked as forward
slashes. The dashed rectangles show areas of occurrence for both species. We
have enlarged the area covered by the rectangles slightly for visual clarity.

Publication II emphasizes the importance of carefully selecting the un-

derlying base set of locations for which the co-occurrence counts, simi-
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larity indices, and their significance is computed. We present three base

set filtering criteria: geographic, temporal and taxonomic restrictions. To

demonstrate geographic restrictions, consider the example data plotted

on Figure 4.1. The figure shows synthetic data for two African species A

and B.

To check for correlation between taxa we calculate Fisher’s Exact Test

(mid-P) and use threshold 0.05 for significance. Figure 4.1 shows areas of

both species as dashed rectangles. The base set can be selected from these

areas by either examining them both, i.e., the union of areas, or only the

intersection of the two areas, i.e., where we have evidence of both species

occurring. For the union of areas, we see significant negative correlation

with p-value 0.005. It could be argued that the two species are dissimilar,

maybe suggesting an interaction that would not allow the two species to

co-exist. However, when investigating the base set of intersecting areas,

the corresponding p-value is insignificant at 0.333. The intersecting area

selection is most suited for analyzing interactions between species, and

it does not support the hypothesis of dissimilarity, possibly due to lack of

data. Dissimilarity seen with the union of areas could be explained by

geography, as the two species have different areas of occurrence. In the

area where both species occur there is no strong evidence of interaction.

The fossil data contain information about the age of sites, which can be

used for temporal base set selection. We can define the lifetime for each

species as the time interval between and including the earliest and the

latest occurrence of the species. Then the base set of locations can be

restricted to the intersection of the lifetimes of the respective species. If

we observe any correlation, it is not due to the lifetimes of the species.

Taxonomic base set selection constrains the base set based on taxonomic

information. As an example, if we are studying correlations between

species, we can take into base set only the locations in which there is

at least one representative of the order of each of the two species. The

practical reason for applying such a constraint is that many data sets are

compiled from literature that is typically organized taxonomically, poten-

tially creating a pseudo-absence effect.

We evaluated the effects of different filtering criteria by employing the

Neogene of the Old World Database of Fossil Mammals NOW [31]. It con-

tains information about Eurasian Miocene to Pleistocene land mammals

and locations. The database has been collected from various data sources

and from studies with completely different research questions, making it
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demanding for statistical analysis and a good example for our suggested

approach.

Analysis of NOW data was carried out with temporal restriction that

only considered locations within the intersection of the lifetimes of the

given two species. Without the temporal restriction, the results were

strongly dominated by trivial temporal effects.

Without geographical base set selection, the correlations appear to be

primarily explained by distribution patterns. The factor explaining these

geographic associations is a strong climatological forcing: the distribu-

tion of the genera reflects the distribution of the ecological associations

(“chronofaunas”) to which they belong [29]. If geographic restrictions

are adopted for base set selection, then we observe correlations that are

mostly explained by ecology instead of geography. The correlated groups

of species represent interglacial and glacial assemblages with dynamic

biogeography [51]. For a more detailed discussion on the paleontological

interpretation of the results, we refer to Publication II and Fortelius [30].

4.3 Reproducibility of ChIP-sequencing results

High-throughput sequencing technology has become the major biomedi-

cal measurement technology, already partly replacing microarrays. Se-

quencers are capable of analyzing biological samples and scanning mil-

lions of reads, i.e., short fragments of DNA or RNA. If sequencing is per-

formed on an organism with a known genomic sequence, the reads can

then be aligned against the sequence. One of the important applications

of this approach is ChIP-sequencing, which is a method for analyzing how

proteins interact with DNA. ChIP-sequencing data are produced by a lab-

oratory technique called chromatin immunoprecapitation (ChIP), which

is followed by a high-throughput sequencing of the DNA fragments.

ChIP-sequencing data allow to locate areas of genome to which signif-

icantly more reads align than on average. These so-called peaks are po-

tential binding sites for proteins. The computational challenge is to iden-

tify which peaks are strong enough to be statistically significant, com-

pared to data from control samples that have not undergone ChIP treat-

ment. Peaks can be created by various poorly understood biases and

random fluctuations, in addition to actual biological processes. The re-

curring theme of controlling scarcely defined effects repeats itself also in

ChIP-sequencing data analysis: in this case data are produced by a con-
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trolled experiment but need an additional analysis phase to control the

remaining error sources. Many of the available peak detection models and

software packages aim to model ChIP-sequencing data to separate errors

from the true underlying signal. The challenge that remains is to find the

correct models and their parameters to achieve accurate peak detections:

the choice of the software package or parameters may considerably affect

the biological conclusions drawn from the ChIP-seq data [54].

Non-parametric methods of random sampling and bootstrap resampling

are commonly applied when examining parametric assumptions. In Pub-

lication IV we adapt sampling to ChIP-sequencing data, following the idea

of reproducibility-optimized test statistic (ROTS) originally developed by

Elo et al. [27, 28]. The motivation is to use the reproducibility of iden-

tified peaks as a parameter free quality measure for models and model

parameters.

In Publication IV we calculate the reproducibility of peaks by sampling

with replacement equal number of reads as in the original dataset. The

peak detection algorithm is applied to original and bootstrap resampled

data, and we collect k of the highest scoring peaks for both. Next we

merge the two top peak lists into a union peak list of size n. Finally, we

calculate the number of union regions m found in both peak lists. Peak

list reproducibility is defined as R = m/n, which takes values from 0 to 1.

The procedure is repeated and average R is calculated. In experiments of

Publication IV we generated 1000 bootstrap samples. Null reproducibility

is calculated by means of randomization, in this case by swapping the

label of ChIP-treated and control samples. Obviously, a peak detected

after the swap cannot be explained by the ChIP treatment.

Both sampling procedures are repeated for various top list sizes (k) and

peak detection parameter combinations (α), giving average reproducibil-

ity Rk,α, with an estimated standard deviation sk,α, and average null re-

producibility R0
k,α. These are combined to achieve a measure for peak

detection quality, the Z score

Zk,α =
Rk,α −R0

k,α

sk,α

ROTS Z score is a quality score that considers both reproducibility and

non-randomness. To assess the performance of the ROTS Z scoring method,

we test it against six datasets, for which ChIP-PCR validation data are

available. The space of models and parameters consisted of two different

models, corresponding to software packages MACS and PeakSeq [98, 77].
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For MACS we considered all parameter combinations of six shift sizes,

three bandwidths and two background model alternatives. For PeakSeq,

we considered all combinations of three max gap values and eight read

lengths. All other parameters were set to their default values.

In Publication IV we evaluated the ROTS Z score against a validation

data set. Evaluation was accomplished by calculating the overlap be-

tween known ChIP-PCR peaks and detected peaks for each model and

parameter combination. For overlap calculation, we used the function

regionOverlap in the Bioconductor Ringo package1. As an evaluation

measure, we applied the F-score, which is the harmonic mean of preci-

sion P and recall R

F =
2PR

P +R

Figure 4.2. Parameter combinations plotted as a F-score against top peak list length k

curve in STAT1_1 dataset.

The result of the evaluation was that peak calling parameters recom-

mended by the ROTS procedure provided systematic improvements in the

precision and sensitivity, compared to the default parameter settings of

the peak calling packages. As an example, Figure 4.2 shows all the an-

alyzed parameter combinations of MACS software package in STAT1_1

dataset of Publication IV. The F-score is plotted against top peak list

length k. The ROTS recommended parameter setting is highlighted, to-

gether with the default parameter setting. ROTS detected parameters

are an improvement over the default values and provide top performance

among all the parameter combinations.

1Version 1.10.0
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5. Discussion

This research has examined data mining methods and applications with

scarcely defined distributions. The motivation and usefulness of most of

the presented solutions depend on the availability of large datasets. The

need for working with scarcely defined distributions has resulted from the

increasing data production capability and data availability, and many of

the methods rely on large data amounts. Therefore, the future relevance

of the methodological areas this work addresses is coupled to the growth

of the available data.

5.1 Impact of high-throughput sequencing

Biomedical measurement technology has undergone a second major tran-

sition [63]. So-called high-throughput sequencing (HTS) instruments have,

to a large degree, replaced microarray-based detection of nucleic acid se-

quences, but also significantly extended the potential application area of

nucleic acid based analytics [13].

Sequencers are capable of scanning millions of reads, i.e., short frag-

ments of various types of DNA or RNA sequences. Sequencing the human

genome has been the most publicized achievement in the history of se-

quencing, but such de novo sequencing projects constitute just one of the

many possible applications of HTS technology. Nucleic acid sequences of-

fer a direct view on how genetic information is encoded, transmitted and

expressed in living cells, adding to the importance of proper analysis of

HTS data [13].

From a data analytical point of view, the transition to high-throughput

sequencing has many important consequences. New measurement tech-

nology creates a need for novel computational methods. This requirement

has spurred great interest among the methods science community and
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an abundance of algorithms have been proposed [42]. Publication IV re-

sponds to the situation by providing a statistical framework for using

and comparing alternative methods and parameter combinations in the

context of ChIP-seq data analysis, one major area of high-throughput se-

quencing. The statistically rooted approach enables avoiding many misin-

terpretations of data, caused by newly introduced and poorly understood

analysis methods.

Literature provides recent comparisons of methods of HTS data analy-

sis, both on ChIP-seq data analysis [3] and other HTS applications, such

as RNA-seq [83]. However, complete solutions to method and parameter

selection, similar to Publication IV, have not been proposed. This can

be partly explained by the high computational demands of the procedure.

An important challenge of future studies is to develop a reproducibility-

optimized test statistic with significantly smaller requirements for com-

putational resources.

Correct interpretation of gene expression data will remain a major ques-

tion also in the future, when high-throughput sequencing replaces mi-

croarrays as the source of expression data. HTS technology can be em-

ployed to measure the expression level for a gene sequence in a so-called

RNA-seq experiment, by matching the sequences found in the sample to

the genes or their parts such as the exons [72].

Periodic gene expression patterns of Publication III and biclusters of

Publication V are relevant also in the era of high-throughput sequencing.

Study of the circadian rhythm through gene expression has grown in pop-

ularity and presently accompanies gene cycle studies as an area where pe-

riodicity detection forms a central component of data analysis [97, 80, 23].

Biclustering continues to offer a useful tool for discovering important reg-

ulatory processes within cells, with recent examples in biomarker discov-

ery, molecular basis of brain diseases and pharmacological mechanisms of

natural medicines [94, 14, 71].

Gene expression measurements from HTS experiments are different

compared to continuous microarray data, as they are discrete. Also the

process of registering a nucleotide sequence is different. Probe-based mi-

croarray measurements are insensitive to relative ratios of gene-specific

signals, whereas HTS measurement can have a few strongly expressing

genes over-powering weaker signals [73]. If suitable normalization is ap-

plied, HTS measurements can be successfully analyzed for higher-level

patterns adopting methods that were originally developed for microarray
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data [73]. However, better results can be achieved with methods that are

directly designed for HTS data [73].

Methods of Publication III and Publication V could be applicable to HTS

data with suitable normalization and some precaution. Especially the bi-

clustering method of Publication V would benefit from modifications to

directly support HTS-based expression measurements, as it assumes nor-

mally distributed non-induced expression levels. Such an assumption fits

poorly with HTS sequence reading, which could be considered random

sampling of reads from a fixed pool of genes. Hence, Poisson or nega-

tive binomial distributions are proposed as more realistic alternatives to

modelling HTS expression levels [73]. As the methods of Publication III

and Publication V have modular structures, the required changes for im-

proved HTS data compatibility are feasible. When methods are designed

for scarcely defined distributions, they also are easy to adapt to new dis-

tributions.

With high-throughput sequencing the volume of data produced has grown

hundred-fold or more [63]. Larger data sizes increase statistical power,

which makes the results more reliable, but also allows to examine finer-

grained questions, such as detecting rare genetic variants that occur only

in a small fraction of the population [18]. High-throughput sequencing

requires smaller volumes of the biological sample matter, which provides

new opportunities in the laboratory and makes it possible to measure sin-

gle cells. Single cell sequencing offers a higher resolution of cellular dif-

ferences, as the signal is not an aggregate over several cells [84]. Thus

statistical power is also increased due to more focused measurements.

5.2 Margin constraints of matrices

Matrices under different types of margin constraints have been consid-

ered from many points of view in this research. Margin sum models are

central in ecological data analysis, but their use has not spread to other

areas. As the notion of margin sums and margin distributions is a general

one, the models would have potential also outside of ecology.

Presence-absence data analysis remains an important area in ecology,

paleontology and related fields. Important recent applications of presence-

absence analysis include nestedness [74, 60, 82, 61, 12] and correlation

analysis [89, 67]. Recently Hampton et al. have argued that ecologi-

cal research and method development should increasingly focus on large
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data processing [37]. In current literature the focus is on applications and

methods, as the studies have been conducted on relatively small datasets.

Continuing interest towards presence-absence matrices emphasizes the

importance of correct null models. The Rasch model proposed in Publica-

tion VI will hopefully be recognized in the ecological research community,

as it can be considered an improvement over existing methods.

In Section 3.1 we discussed binary matrices and compared the max-

imum entropy based to MCMC randomization. Surprising differences

were discovered, so an interesting question for future study is if the same

effect applies to the real-valued matrices and methods presented in Sec-

tion 3.2. The MCMC randomization methods of Section 3.2 maintain a

stricter set of constraints than the margin sum expectation model pro-

posed by De Bie [19]. As neither of the constraint sets is as strict as

the constraints maintained by binary swaps, it is unlikely that surpris-

ing differences be discovered between real-valued matrix models based

on maximum entropy and MCMC randomization.

5.3 Growth of data volumes

Growing volumes of data have been identified as an important area of

development throughout the society. Digitalization and popular interest

towards data analytics are regarded as major trends that change the way

businesses and individuals operate [58, 55, 96]. As the availability and

size of datasets is increasing, one can be confident that the expansion

of statistical methodology will be relevant also outside the boundaries of

science.

As discussed in the context of high-throughput sequencing, larger datasets

open up new opportunities. In some extreme cases this can reduce the im-

portance of statistical methods, such as when analyzing full population

datasets. If an analysis is based on more than billion individual people,

then the question of generalizability might be trivial.

Some have argued that the availability of massive datasets will lead to

the end of theory in science [2], but the idea is not supported by this re-

search. Scarcely defined distributions are encountered at the progressing

frontier of scientific inquiry. Advances in data availability are quickly un-

dermined by new, more complex questions. We have considered datasets

where the target of the study is a living organism or the history of ecosys-

tem on earth. Data analysts need to ultimately consider each discovery
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in the context of these massive processes: does the discovery generalize to

the underlying and highly complex process? The disparity still remains

major in complexity of the underlying process and in the amount and

quality of available data. It is not likely that progress in data produc-

tion capability will change the balance in the foreseeable future. Novel

measurement technologies do not obsolete statistical methods but allow

to pose new types of questions about the data and push the borders of

data driven discovery.

The ability to observe and to critically analyze one’s observations has

constituted the essence of science throughout history. While the basic

principle has remained the same, the methods of observation have under-

gone dramatic shifts, one after another. Systematically encoding obser-

vations into data has led to a series of revolutions, as the capability to

transcribe and store data has evolved together with technological devel-

opment. This study contributes to the shift from a hypothesis-driven to a

data-driven paradigm.

The fundamental motivation behind the data-driven paradigm is to broad-

en the scope of science by allowing researchers to articulate new questions

and to find well-founded solutions to them. New discoveries on uncharted

territories foster social development and technological innovation, but

also allow the scientific community to critically re-evaluate existing theo-

ries and knowledge. And finally, new ways of critical thinking respond to

our intrinsic curiosity and desire to more deeply understand the world we

live in.
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