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1.

Introduction

This thesis presents multiple applications of large data sets in electric power system
studies. This chapter presents the scope of the research work and discusses the
motivation for analysing the large and growing volume of data available in the field. It
then proceeds to present the methodology used in the publications of this thesis and the
contributions of the research work. The last section lays out the organisation of the
thesis.

1.1. Scope of the Research Work
The term big data is often used to refer to the increasing volumes of data available in
the modern world. The focus of this thesis is on data analysis methods and their
applications to extract value from the rapidly increasing body of data in the field of
electric power systems. The data analysis methods utilized in this thesis are from the
fields of statistics, machine learning and data mining. The most important aspects of the
utilised methods are presented in the publications of this thesis; however, the methods
are presented in more detail in this summary part of the thesis. In addition to presenting
the significant possibilities of big data, the possible problems are also discussed. It is
argued that although the newly available large data sets can offer valuable information,
the lessons learnt in the history of data analysis should not be forgotten in the midst of
the big data hype. To keep the focus on data analysis, this thesis does not consider the
technical challenges related to the storing and handling of big data.
An overview of big data analysis applications in electric power systems is given in
Chapter 3. The vast number of possible applications means that this thesis cannot cover
them all in detail. In this thesis, data analysis methods are applied to automatic meter
reading (AMR) consumption data, to wind speed and wind generation data, to fault
statistics and geographic data, and to damping data of oscillations in the power system.
The AMR consumption data is clustered, and consumption models are estimated for the
discovered clusters. The analyses of wind speed and wind generation data focus on
understanding the effects of the geographical distribution of wind power. In order to
understand the combined effect of electricity consumption and distributed generation,
such as wind and solar power, combined statistical modelling of consumption and
generation is presented. In addition, statistical modelling is used to find interesting
system operation conditions (e.g., power flows, generation) affecting the expected
damping of the 0.35 Hz inter-area oscillation in the Nordic power system. Finally,
identification of different geographically varying risk factors affecting the expected
fault rate in power distribution systems is presented.
The reasons for focusing on the above-mentioned topics are manifold. Firstly, some of
the analysed data sets, such as AMR data, have only recently become available. Other
data, e.g., geographic data, have existed before, but are only now becoming openly
available, thus making them available for academic research (this is discussed more in
Section 3.1). Secondly, the topics presented in this thesis are becoming more and more
important. This is especially true for wind power, as the amount of installed wind
generation is increasing in many countries. Thirdly, industry has shown interest in the
presented topics, which has motivated the research. Further motivation for analysing
the selected topics in detail is given in the next section.

1

From the power system point of view, the topics of the publications are varied.
However, all of the publications utilize statistical modelling, and to a great extent the
conclusions are drawn from data analysis results. In addition, in the study of
contemporary power systems, many previously distinct aspects should be combined.
For example, the inclusion of distributed generation in the distribution system level
requires the combined analysis of both consumption and generation at the distribution
system level. While at first glance distinct, many topics analysed in this thesis have
similar connections. For example, damping in the Nordic power system can be affected
by the increasing wind generation, which links the study of damping to the study of
wind power. Another example is the utilization of fault rate information and the
statistical modelling of stochastic generation and consumption in an automatic network
planning algorithm, which is an ongoing research task of the Power System research
group at Aalto University (this is discussed more in Section 6.2).

1.2. Motivation
The main motivation for the presented research work is the growing amount of data in
the field of electric power systems. AMR meters are one major reason for this. As there
are also many other data sources, e.g., phasor measurement units (PMUs), fault statistics
and geographic data sources, the available data has significant variety. These data
sources, among others, are utilized in this thesis. The variety of data is an important
characteristic of big data. Although the volume and variety of data are important in
enabling the data analyses, it is fundamentally the value that can be extracted from the
data using appropriate data analysis methods that is the most important aspect of big
data analysis.
As presented in Section 3.1, a major challenge in the utilities sector is considered to be
the analysis of big data and actually converting it into valuable intelligence (as opposed
to collecting and storing data). Many senior executives in the utilities sector say that
they do not maximize the value of their data. Tools for analysing data are seen as the
most important data management investment, which gives motivation for the work
presented in this thesis.
Forecasting demand, analysing and shaping customer consumption patterns and
preventing outages are possible applications of big data, as presented in Section 3.1.
Additionally, AMR consumption data can provide a better understanding of customer
segmentation. Stochastic generation can affect the power system both on a local
distribution system level and on the transmission system level, which gives motivation
for the statistical modelling of wind power for both distribution system operators
(DSOs) and transmission system operators (TSOs). Big data analysis can also be applied
in power system operation, control, and protection. These possible applications, and
others presented in Section 3.1, should make big data analysis very interesting for the
energy and utilities industry.
Electricity consumption profiles were constructed in Finland in the 1980s, and they are
still being used by many DSOs. The hourly AMR consumption data is a significant
change from the yearly energy measurements that were typically available for small
customers, such as households and small businesses, in Finland in the past. The AMR
data can be used to represent each consumer with the actual measured data, but data
modelling is still relevant, e.g., for modelling new planned consumption. The AMR data
can be used to update the consumer type information of a DSO using, for example,
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mathematical clustering techniques. It can also be used to find new consumer types.
AMR data can also be used to update the consumption profiles of the different consumer
types. The effects of outside temperature and other exogenous variables on consumption
need to be considered in such modelling.
Understanding the effect of stochastic renewable generation (such as wind and solar
power) on the electric power system is becoming increasingly important as more
generation capacity is being installed. As the generation is stochastic in nature, a
statistical approach for the analyses is natural. The increasing stochastic generation can
affect TSOs, for example, in regard to the need for reserves, new transmission lines and
demand response. The geographical distribution of the installed wind power is likely to
affect the behaviour of the aggregate wind generation and thus the probabilities of very
high or low wind power generation. The effect of the geographical distribution of wind
power should thus be studied. To enable the modelling of planned wind generation
instalments, the methodology for analysing wind power should be able to model
locations without wind speed or wind generation measurements.
Including stochastic generation at the distribution system level reflects the shift away
from centralized plants feeding consumption-only distribution systems (top-down
paradigm) to the mixed consumption and generation nature of the future distribution
systems with distributed renewable energy sources. As distributed stochastic generation
becomes more widespread, the power flow can be either to or from the grid. This can
affect the DSOs, as the distribution grids were usually built according to the top-down
paradigm. As both consumption and generation have to be considered together, e.g., to
find the probability of consumption being high and generation being low
simultaneously, their combined statistical analysis is required. As more stochastic
renewable generation is installed, the statistical analysis of the generation and
consumption becomes even more important.
There exists a large volume of literature on the use of PMU data to estimate the damping
of oscillations in the power system (a literature review is given in Section 3.5). The
monitoring of oscillatory stability is important, as poorly damped oscillations may lead
to large scale disturbances. In the Nordic power system, the requirement for the stability
of inter-area oscillations sometimes poses constraints on the transmission capacity of
the power system. Increasing wind generation can affect the damping in the Nordic
system, either directly or indirectly, by decreasing the share of hydro power generation,
nuclear generation and other thermal generation in the system. This links the study of
damping to the study of wind power. The availability of hourly power flow, generation
and load data from the Nordic power system, for example, through Nord Pool Spot (a
market for electrical energy in Europe), enables the search for power system operating
conditions that can be used to explain the changes in damping.
When a power system is being planned, one important consideration is the expected
fault rate at different geographical locations. Fault rate maps, which specify the fault
rates at different geographical locations, can be used in network planning algorithms
that utilize geographic information. Even without an automatic network planning
algorithm, the geographically varying fault rate information can be used as background
maps in the different network planning processes of a DSO.
It is argued in this thesis that both the analysis of the geographically varying fault rates
and the statistical analysis of consumption and wind generation can be utilized in an
automatic distribution system planning algorithm. This connection between the study
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of fault rates and the study of consumption and stochastic generation is discussed further
in Section 6.2. As the volatility in wind and solar generation can be significant, and as
the high and low generation can affect the directions of power flows in the distribution
grid, the statistical analysis of stochastic generation will become especially important
when the amount of distributed generation increases in the future.

1.3. Research Methods
This thesis focuses on data analysis methods, which are presented in detail in Section 4.
Multiple data visualization techniques are presented, as they are important in finding
patterns in the data. In this thesis, data modelling methods with specified stochastic
models are favoured when modelling the discovered patterns (this is discussed in
Section 2). All of the used data analysis models are fundamentally linear, which may
seem restrictive. However, as shown in Section 4.2.2, linear models with data
transformations offer substantial flexibility. Linear models are used because they are
relatively easy to interpret and the dependency structures are easy to see and to
understand. They can also often be estimated with computationally fast methods (this is
discussed in Section 4.2.4). In some publications, the results from the data analysis
methods are further applied in other models and algorithms (such as an automatic
distribution network planning algorithm).
AMR data is analysed in [Publication I]. The large size of the AMR data set is first
decreased by reducing the dimension of the data using principal component analysis
(PCA). The data is then clustered using the k-means method to find distinct consumer
groups. The Gaussian mixture model (GMM) clustering method is also tested. The daily
consumption profiles for the clusters are analysed using static regression models.
In [Publication II], two multivariate time series models, the vector autoregressive
(VAR) model and the ARC model, which consists of univariate autoregressive (AR)
models connected via a spatial correlation matrix C (calculated from simultaneous wind
speed measurements), are presented for modelling wind speeds in multiple locations. In
[Publication III], the VAR model is applied to wind generation data from multiple
countries. In [Publication IV], the ARC model is used to analyse the aggregate wind
generation of Finland. Several different probability distributions (PDs) are used for
modelling the wind speed and wind generation data.
In [Publications V, VI], the modelling of distributed stochastic generation (e.g., solar
and wind power) is combined with the statistical analysis of hourly electricity
consumption to enable the analysis of their combined effect. The analysis of the
distributed generation is carried out either by the ARC model [Publication V] or by AR
with exogenous variables (ARX) model [Publication VI]. In both publications, dynamic
regression models are used to model the hourly consumption data. The Monte Carlo
(MC) simulation method is crucial in [Publications II-V], especially when analysing
wind power and electricity consumption in the long term.
Static and dynamic regression models are used in [Publication VII] to analyse the
relationship between the damping of electromechanical modes and system operating
conditions, e.g., power flows, wind generation and consumption, in the Nordic power
system. The damping data are estimated from PMU data. In [Publication VIII], the
logistics regression model is used to analyse the geographically varying fault rates in
power distribution systems.
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1.4. Contributions of this Thesis
The contributions of this thesis can be summarized as:
x

Clustering of AMR consumption data with a clearly visualised clustering
structure and consumption models for the different clusters [Publications I, V]

x

Statistical modelling of wind generation in multiple locations, in particular to
understand the effect of the geographical distribution of wind power
[Publications II-VI]

x

Combination of the statistical modelling of stochastic generation and electricity
consumption to enable a probabilistic analysis of their combined effects
[Publications V, VI]

x

Finding of the interesting system operation conditions affecting the expected
damping in the Nordic power system and their use in the short term prediction
of damping [Publication VII]

x

Estimation of the geographically varying fault rates and their use in automatic
network planning [Publication VIII]

The visualization and clustering of a large AMR consumption data set in [Publication I]
succeeded in forming clusters of the main customer groups. Two distinct types of
storage electric heating were found, which shows that the analysis can give interesting
insight into the consumption behaviour of different consumer types. The use of the first
four rotated principal components (PCs) as the basis for visualizing the clustering
structure is an incremental development, which puts the focus on producing
understandable results for a DSO. The estimated regression models for the consumption
profiles allow the effects of the different explanatory factors, e.g., outside temperature,
to be compared for the different customer types. The inclusion of day length as an
explanatory variable is an important incremental development to separate the effect of
outside temperature from the effects of day length and the other exogenous explanatory
factors.
The transformed VAR model in [Publication II], with the consideration of the monthly
changing diurnal variations using an exogenous dummy variable system, is a novel
contribution. As a further contribution, the paper shows that the VAR model is
preferable for analysing existing measured locations; however, the ARC model provides
a straightforward approach for adding new locations to the model. The paper also began
exploring the effect of the geographical distribution of installed wind power on the
aggregate wind generation (especially on its probability distributional properties).
It is shown in [Publication III] that the VAR model presented in [Publication II] is
applicable for assessing the risks of very high or low wind generation over a large
geographical area (in [Publication III], very high and very low wind generation are
referred to as wind generation contingencies). Modelling the error term of the VAR
model as a Gaussian copula with t-distributed marginal distributions (margins) to better
model the measured wind generation data is a novel contribution in [Publication III].
The paper adds to the literature by showing the significant differences in the PD of the
aggregate wind generation, which depend on the geographical distribution of wind
power in the presented scenarios. The scenarios are based on the European Wind Energy
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Association (EWEA) targets for the year 2020. As an additional novel contribution,
[Publication III] presents a method for finding the scenario with the minimum variance
of the aggregate wind generation in relation to the share of installed wind power in the
different analysed areas.
[Publication IV] adds to the literature by showing how the transformed ARC model can
be applied to future wind power scenarios with a large number of non-measured
locations. The capability of the presented methodology to model planned (and thus often
non-measured) wind generation locations is a novel contribution. The paper improves
the ARC model presented in [Publication II] by modelling the error term PDs using
t-distributions. The paper also utilizes a more complete power curve model and
considered aspects such as the wake effect inside wind farms and the availability of the
turbines. The validity of the model is verified with 212 wind power simulation locations
against the measured aggregate wind power generation in Finland from multiple years.
In general, all of [Publications II-IV] contribute by focusing on the importance of the
geographical distribution of wind power.
In [Publication V], the statistical analysis of distributed wind generation is combined
with a statistical analysis of electricity consumption. As an incremental development,
the paper presents a stepwise method to select only the relevant explanatory variables
in the consumption models. As a continuation from [Publication I], the need for having
day length as an explanatory variable, even if outside temperature is often the most
interesting explanatory factor, is emphasized. As a novel contribution, the deviation
from the consumption profile is analysed for the different customer types for different
group sizes. As an addition to literature, the paper combines the statistical consumption
and wind generation models into a unified long term MC simulation model. This allows
the analysis of the effects of different consumption and wind power scenarios on the
power system. The methodology is applicable to existing areas with measured wind
power and consumption data, or to new areas where wind power and consumption are
only planned. The possibility to model planned consumption and wind power scenarios
without measurements is a novel contribution.
The combined effect of stochastic generation and electricity consumption is analysed
also in [Publication VI]. The analyses were carried out in the short term to provide
thermal state forecasting for distribution network components, to enable the more
efficient operation of distribution systems. In addition to consumption and wind power,
statistical modelling is also applied to solar power.
Several interesting system operation conditions (e.g., power flows, generation) affecting
the expected damping of the 0.35 Hz inter-area oscillation between Southern Sweden
and Southern Finland were found in [Publication VII]. In contrast to most previous
research, which used simulations, the paper utilizes measured data from a real power
system. Such analysis of the expected damping in the Nordic power system, with
measured data from the system operation conditions, is a novel contribution. As
expected, the power flow on the AC transmission lines from Finland to Sweden is the
major explanatory factor. However, more interestingly, the results also indicate that
damping increases with increasing hydro and nuclear generation in Finland. The
estimation of the probabilities of very high or low wind generation in [Publications IIIV] has a possible application in estimating low damping in the future, when even more
wind power will be installed in the system (this is discussed in Section 6.2). The short
term prediction of damping can be used to warn the system operator of possible low
damping values in the near future (for example 24 hours ahead).
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The effect of geographically varying risk factors, e.g., the height of forest exceeding
10 m, on the expected fault rates in distribution networks are estimated in [Publication
VIII]. The resulting fault rate estimates are presented on a map. The most important risk
factors are reported, and the use of the resulting geographically varying fault rate
estimates in automatic network planning is demonstrated. The paper contributes by
using a large and extensive fault data set and by utilizing new sources of spatial data
(that were previously not openly available). The paper also adds to the literature by
applying the developed methodology as an integrated part of an automated distribution
network planning algorithm. In addition to fault rates, the statistical analysis of
electricity consumption and wind generation [Publication V] has a possible application
in automatic network planning (this is discussed in Section 6.2).
Considering the additions to the literature, the novel contributions of this thesis can be
summarized as:
x

The transformed VAR model, with the consideration of the monthly changing
diurnal variations using an exogenous dummy variable system for analysing
wind power in multiple locations [Publications II, III]. The error term of the
VAR model are modelled as a Gaussian copula with t-distributed margins in
[Publication III].

x

A method for finding the wind power scenario with the minimum variance of
the aggregate wind generation in relation to the share of installed wind power
in the different analysed areas [Publication III].

x

The transformed ARC model, with the capability to model planned (and thus
often non-measured) wind generation locations [Publications II, IV]. The ARC
model error term PDs are modelled using t-distributions in [Publication IV].

x

Showing the significant differences in the PD of the aggregate wind generation
depending on the geographical distribution of wind power [Publications II-IV].

x

Modelling the deviations from the consumption profiles for different consumer
group sizes, and combining the statistical consumption and wind generation
models into a unified long term MC simulation model [Publication V].
Importantly, the presented methodology can be used to model planned
consumption and wind power scenarios without measurements.

x

Analysis of the expected damping in the Nordic power system utilizing
measured data of the system operation conditions, e.g., power flows, wind
generation and consumption [Publication VII].

x

Applying the geographically varying fault rate estimates (resulting from the
geographically varying risk factors) as an integrated part of an automated
distribution network planning algorithm [Publication VIII].

x

Clustering a large AMR consumption data set, and especially, producing an
understandable visualization of the clustering structure using the first four
rotated PCs [Publication I].

x

Clear separation of the effects of the different explanatory factors on
consumption, and a comparison of these effects for the different customer types
[Publication I]. As an incremental development, [Publication V] presents a
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stepwise method to select only the relevant explanatory variables for the
consumption models.

1.5. Organisation of this Thesis
This thesis is organised as follows. Chapter 2 gives an overview of the big data concept.
The available large data sets and their current applications in the field of power systems
are presented in Chapter 3. The applied data analysis methods are presented in
Chapter 4. Chapter 5 gives a summary of the publications of this thesis with the most
important findings and results highlighted. A conclusion about the findings and results
is given in Chapter 6. The chapter also presents possible future research topics and
expansions of the presented research.
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2. General Overview of Big Data
Big data refers both to the increase in the volume of data and to the techniques used to
analyse the data [1]. In [2], Joe Hellerstein, a computer scientist at the University of
California in Berkeley, calls the growing amount of data “the industrial revolution of
data”. Large data sets have become available in many fields, such as healthcare, banks,
airlines, retail, utilities and the energy sector [3], [4]. In science, very large data sets
have been used, for example, in astronomy and genetics [2], and big data analysis was
crucial in finding the Higgs Boson [5], [6]. Meteorology is another field where very
large data sets are utilized.
The following two sections present the important aspects of big data and discuss the
applied data analysis methods. The use of exploratory data analysis (EDA) in finding
patterns in large data sets and in visualising the data and the results is emphasized. Data
modelling methods with a specified stochastic model, e.g., regression models and
autoregressive models, are also presented.
The third section discusses the possible problems in big data. It is discussed in
Section 2.3.1 that big data analysis can sometimes focus too much on correlation instead
of causation. It is important to understand that big, but biased, data do not make the
analyses any easier. Even worse, haphazard collection of data can lead to wrong
conclusions. An example of this is given in Section 2.3.2. The preferred use of data
modelling methods with specified stochastic models in this thesis is discussed in
Section 2.3.3. The interpretation of the estimated models and their evaluation
considering previous knowledge of the subject matter is emphasized in addition to the
more technical assessment of the estimated statistical models. The fourth section
presents a general data analysis framework that is used in the publications of this thesis.

2.1. Volume, Variety and Velocity of Data
Three important aspects of big data are volume, variety and velocity [1], [7]. As
suggested by the name, the quantity, or volume, of the data is a crucial aspect of big
data. In [2], it is argued that data are becoming an economic input similar to capital and
labour, and that it can be considered the new raw material of business. The quantities of
data mentioned when talking about big data are in the magnitude of terabytes or even
petabytes, and the amount of digital information increases tenfold every five years [2].
A major reason for the growing volume of data is technology, with mobile devices,
social media and web data seen as the most important new technologies for collecting
data [4]. Smart meters and sensors are also important sources of data generation [2], [7].
Greg Taffet, the chief information officer (CIO) of U.S. Gas & Electric, says that smart
meters will result in 1000 times the data coming through his systems [3].
Variety of data refers to the different types of data [1], e.g., video, image, text, audio
and maps. The growing number of different data sources, such as social media and
mobile devices, contribute to the growing number of different data types. Velocity refers
to the speed of data transfer [1]. In [7], it is also used to refer to the speed of processing
and using the data. Growing volume, variety and velocity of data can cause challenges
in data management. Nearly one third of the respondents in a survey to senior executives
around the world in [3] say that they have insufficient data government practices,
including even the very basics of data management, such as cleaning and verifying data.
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However, the focus of this thesis is in the analysis of big data, thus data management
issues are not addressed.
Although volume, variety and velocity of data are often mentioned when talking about
big data, the most important aspect of big data can be considered to be value [1]. Even
if a data set is very large, has variety and is growing fast, with no utility the data set is
effectively worthless. As emphasized in [3], although they may collect large volumes
of data, the most advanced data managers identify the most appropriate data for decision
making. In addition to relying on incoming data from the web, from social media and
from smart meters and sensors, planned systemic data collection is often beneficial.
Such data collection may result in less data; however, the collected data can be much
more beneficial than a large data set whose collection is not planned and controlled [8].
Such systematic data collection from experiments is crucial in science, as carefully
planned scientific experiments are arguably the only data source for making judgements
on causality. Regardless of how the data is collected or how large the data size is, the
most important consideration is the value that can be gained from analysing it.

2.2. Analysing Large Data Sets
“Data will not answer questions by themselves”, says Eric Bradlow, co-director of the
Wharton Business School Customer Analytics Initiative in [3]. Thus, in addition to
collecting and storing large data sets, big data also requires appropriate data analysis
techniques. In [2], Hal Varian, Google's chief economist says that data are widely
available, but the ability to extract wisdom from them is scarce. Sophisticated data
analysis techniques have been applied in some fields for a long time: analysis of missile
trajectories and financial hedging strategies are given as examples in [2]. But with large
data sets becoming available also in other fields, advanced data analysis methods are
now applied, for example, in healthcare, retail and utilities [3], [4]. In [2], Edward
Felten, a computer scientist at Princeton University, argues that for decades the
improvements in the software algorithms have been as important as Moore's law for
keeping up with the computing challenges caused by the growing volume of data.
The data analysis methods utilized in this thesis are from the fields of statistics, machine
learning and data mining. These fields have the similar aims of analysing and finding
patterns in data, and they often use similar or even the same methods. In Matlab, for
example, the statistics and machine learning methods are combined into the Statistics
and Machine Learning Toolbox [9], and methods such as linear regression, logistic
regression and discriminant analysis, which are often associated with statistics [10], are
listed under machine learning. In this thesis, the aim is to use the most appropriate data
analysis methods, regardless of their origins. If there are overlapping interpretations of
the same model or a measure in the different fields, however, the interpretation in
statistics is followed. The relationships between the different fields are seen as shown
in Fig. 2.1, i.e., the fields are overlapping but have distinct aspects.
In [11], two cultures of statistical modelling are distinguished: one assumes that the data
are generated by a stochastic data model (data modelling), and the other treats the data
mechanism as unknown (algorithmic modelling). Algorithmic modelling is often
associated with machine learning. It is argued in [11], that algorithmic modelling has
been developed in fields outside of statistics, while the data models have been strongly
favoured in statistics. However, exploratory data analysis (EDA), which often specifies
no data model, was promoted as a part of statistics already in [12]. EDA focuses on
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what the data can tell beyond the formal modelling or hypothesis testing task of
statistical modelling [13]. An important application of EDA is to suggest hypotheses
that can then be tested in a more formal manner. EDA is also used in supporting the
selection of appropriate statistical tools and techniques for analysing the data (this is
discussed more in Section 2.4). EDA is especially important in this thesis for suggesting
data models, as in most applications a suitable model structure could not have been
decided beforehand. In [10], it is argued that from a statistical perspective, data mining
can be viewed as computer automated EDA. In this thesis, it is considered that the
application of data mining as EDA belongs to the intersection of statistics and data
mining in Fig. 2.1.
In this thesis, both algorithmic modelling and data modelling methods are used. All
utilized EDA methods follow the algorithmic modelling framework, i.e., they do not
include an assumption of a stochastic data model. The data visualisation methods in
Section 4.1 are EDA methods with the aim to visualise the data, to find patterns in it
and to suggest possible dependency structures to be modelled. In addition, principal
component analysis (PCA), as presented in Section 4.1.4, and the k-means clustering
method (presented in Section 4.2.5) do not specify any stochastic model, and are thus
part of algorithmic modelling. However, Gaussian mixture model (GMM), whose use
in clustering is discussed in the same section, includes the assumption of many
multivariate normal distributions, i.e., it assumes a stochastic data model. In addition,
the regression models presented in Section 4.3 and the time series models presented in
Section 4.4 follow the data modelling framework with specified stochastic models and
hypothesis testing. The data modelling approach was seen favourable in many
applications in this thesis, for example, when analysing electricity consumption
[Publications I, V, VI], as a structured model with a clearly specified effect resulting
from each explanatory variable was considered desirable (further discussion is given in
Section 2.3.3).
The data analysis methods used in this thesis are described in detail in Section 4. The
statistical models are either implemented in Matlab, as explained in Section 4 and in the
publications of this thesis, or they are estimated using the built-in functions from the
Matlab Statistics and Machine Learning Toolbox [9], and the Econometrics
Toolbox [14]. A general workflow of the data analyses carried out in this thesis is
presented in Section 2.4.

Fig. 2.1. The view of the fields of statistics, machine learning and data mining taken in this thesis.
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2.3. Possible Problems with Big Data
The Economist tracks the beginning of the backlash against big data to mid-March in
2014 [15]. It can be considered natural that after some years of significant media
attention, the hopes put on big data may have been too great. In [16], “big data hubris”
refers to the assumption that big data are a substitute for traditional data analysis, rather
than an addition to the existing methods. As noted in [15], the problems concerning big
data are the same problems associated with any analysis of data. It is thus important to
remember the lessons learnt in the history of data analysis, even in the midst of possible
“big data hubris”. The following subsections discuss some general problems with big
data analysis. These do not include the technical challenges related to the storing and
handling of data, as this thesis is focused on the analysis and not on the storing and
handling of large data sets.

2.3.1. Spurious Correlations
The beginning of the backlash against big data was a report that the Google flu trends
(GFT) project had overestimated the proportion of doctor visits for influenza-like
illnesses by about double compared to the Centers for Disease Control and Prevention
(CDC) [15]-[17]. The GFT project was built to predict the CDC reports based on
Internet search queries, and was considered an exemplary use of big data [16]. CDC
bases its estimates on surveillance reports from laboratories across the United States.
Several causes for the problems with GFT are reported in [16]. One of the problems
relates to the risk of spurious correlations (sometimes also referred to as spurious
relationships). In this thesis, spurious correlation refers to all cases where the data show
a statistically significant correlation between two variables with no underlying causation
or meaningful relationship between the variables. An example of a meaningful
relationship is the correlation between the consecutive measurements in a time series,
i.e., autocorrelation. It is not strictly causation; however, its modelling is still
meaningful.
Spurious correlations may happen completely by chance, e.g., 5 % of the correlations
between independent random variables (RVs) are statistically significant at the
confidence level of 5 %. The chances of finding statistically significant but completely
meaningless correlations merely by luck becomes higher when more and more variables
are measured [15], [18], [19]. Another possible reason for a statistically significant but
spurious correlation between two variables is some third unseen factor that affects both
variables. In the case of the GFT project, for example, search terms related to high
school basketball were found to be correlated with the CDC data [16]. These variables
are correlated because of a common factor: both college basketball and flu are seasonal.
Although some of these seasonal variables unrelated to flu were removed, the GFT
completely missed the nonseasonal 2009 influenza pandemic [16]. Thus, at least the
initial version of GFT was part flu detector, part winter detector. Another example of
spurious correlation, a strong statistical correlation between the annual changes of the
Standard & Poor's 500 stock index (a leading indicator of Unites States equities) and
the butter production in Bangladesh, is given in [19]. In [8], it is argued that caring about
correlation rather than causation is common in big data analysis. However, bigger data
are not always better data [16], [18], and the old rule that correlation does not imply
causation should not be forgotten in the “big data hubris”.
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2.3.2. Biased Data
An example of the effect of biased data is given in [8]. In the 1936 American
Presidential election, two polls were conducted to forecast the winner of the election: a
postal opinion poll by The Literary Digest with 2.4 million returns and a smaller survey
of about 3000 interviews by George Gallup, an opinion poll pioneer. One could assume
that the larger survey with, for the time, an astonishing volume of data, would be able
to forecast the election results better, but in fact the smaller survey was far more
accurate [8].
But how come the smaller survey was more accurate? Opinion polls are based on
samples of the total voting population. Such samples always have to deal with sample
error and sample bias [8]. Sampling error tells about the risk that a randomly chosen
sample does not reflect the full population and it should be smaller in a larger sample.
Thus, if both surveys would have been representative of the total voting population, the
larger survey should have been more accurate. But this was not the case, as the larger
survey suffered from sampling bias, which is a much more severe problem than
sampling error. The Literary Digest had a very large data set, but it was very biased.
The opinion poll forms were sent to people on a list that was compiled from automobile
registrations and telephone directories [8]. Such a sample was very prosperous in 1936,
and thus a biased sample of the total population. George Gallup was able to gather a
smaller but a much more representative sample. Other examples of possible biases in
big data analysis are given in [18], for example, due to the way data cleaning is carried
out.
Big data risks making sampling issues more relevant again, as very large data sets can
seem to represent the whole statistical population. As described in [8], [18], this is often
not the case, and actually large data sets can make it even harder to figure out the
possible biases in the data. As noted in [18], interpretation is at the center of data
analysis. In this thesis, the mathematical analyses are thus always accompanied with a
more general assessment of the data and the results. The interpretation of the results and
their comparison to the general knowledge of the subject matter is considered crucial.

2.3.3. Is Theory Obsolete?
In [8] and [15], it is reported that some proponents of big data say that theory is not
needed anymore. However, as argued in [8], theory-free analysis of only correlations
can be fragile. Although a vast amount of data was used in the models of banks and
rating agencies during the financial crisis of 2007-2009, they failed to reflect the
financial risk in the real world [2]. One factor in the failure of Google flu trends (GFT),
as described in Section 2.3.1, may have been internet searches by healthy people
provoked by scary stories about flu in the news, giving too high estimates of flu
outbreaks [17]. As GFT was merely about finding statistical patterns in the data, and
not about what caused what, it was difficult to know what linked the search terms with
the spread of flu [8], [16], [17]. The need for interpretation and context in big data
analysis, as emphasized in [18], imply that merely finding patterns in data is not enough.
These concerns can be seen as criticism against algorithmic modelling, as it may place
less attention on theory than data modelling. However, algorithmic modelling (in this
thesis in the form of EDA) can be very powerful in finding patterns in data (this is
discussed in Sections 2.4 and 4.1).
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It is reported in [16] that the errors made by the GFT model are autocorrelated, and their
direction and magnitude vary seasonally. These model diagnostic findings imply that
GFT overlooks information that could be extracted by traditional statistical
methods [16]. The regression models presented in Section 4.3 and the autoregressive
models presented in Section 4.4, which are both data models, provide straightforward
and well-documented model diagnostic procedures for finding such shortcomings
(examples are given in Sections 4.3.2 and 4.3.3). Additionally, the estimated
coefficients of regression models can often be interpreted and the models can thus be
compared to the previous knowledge of the subject matter with relative ease. This was
important, for example, in finding all the relevant explanatory variables in consumption
modelling [Publications II, V, VI]. Data models are also well applicable to MC
simulations, as shown in Section 4.5. Long term MC simulations are a crucial part of
the analyses in [Publications II-V]. Data modelling methods, with stochastic data
models, naturally put the focus on analysing the PDs of the important random variables
(RVs) in full (in contrast to only analysing, for example, the expected value). This is
crucial in the wind power analyses in [Publications II-VI]. The above-mentioned
reasons are why data models are favoured in this thesis for modelling the structures
found using EDA.

2.4. Data Analysis Workflow in this Thesis
This section presents a workflow that covers almost all of the data analyses carried out
in the publications of this thesis. The general workflow diagram presented in Fig. 2.2
applies to all applications that use data models as the final models and where EDA, as
presented in Section 2.2, is used only for finding patterns in the data. The presented
workflow thus applies to all data analyses presented in this thesis, except to the
clustering in [Publication I], where algorithmic models PCA and the k-means method
were applied.
As can be seen in Fig. 2.2, the data analysis workflow starts by applying EDA methods
(e.g., histograms, scatter plots, PCA, time series plots) to the measured data and by
selecting a suitable data model (e.g., regression model). In this thesis, before fitting the
data model, the measured data and the EDA results are compared to the known
characteristics of the selected data model. For example, if an autoregressive (AR) model
is used, the data needs to be stationary (this is discussed in Section 4.1.1). If the data
model is not suited to the measured data directly, the data may need to be pre-processed.
Data transformations are used in almost all of the publications of this thesis (their use is
presented in Sections 4.2.2 and 4.4.5). The motivation for assessing the data model
before model fitting is to provide a more general assessment of the suitability of the
selected model to the analysed case (as was emphasized in the previous section).
When a generally suitable data model is found, the model is fitted (estimation methods
are discussed in Section 4.2.4). The required comparisons to the measured data (and to
the pre-processed data, if pre-processing was required) are manifold. Of course, the fit
to the measured data has to be adequate (keeping in mind that modelling always includes
some degree of simplification). In addition, when using a data model, the results also
have to meet certain statistical assumptions, e.g., the residuals of a regression model
have to satisfy the assumptions made of the error term of the regression model. This is
discussed more in Sections 4.3 and 4.4.
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Depending on the application, the fitted models may be used in short term forecasting
[Publications VI, VII], in long term simulations [Publications II-V] or, for example, in
creating a fault rate map [Publication VIII]. Thus, the fitted models have to be assessed
in terms of how well they succeed in their ultimate applications. For example,
considering the fit of the model, and even short term forecasting, the wind speed
modelling in [Publication II] could have been achieved without data transformations.
However, without transformations, the fitted model could not have be used in long term
MC simulations (this is discussed in Section 4.4.5). Thus, in order to provide a model
suitable for the statistical long term analysis of wind generation, the data
transformations were crucial.

Fig. 2.2. A general workflow of the data analyses presented in this thesis that use the data modelling
approach. The blue parallelograms are data elements. The data element resulting from data modelling (for
example, from an estimated regression model) can include a wide variety of data relevant for model
validation (for example, in [Publications II-V] the comparison of the MC simulated wind power data to the
measured wind power data is crucial for assessing the adequacy of the utilized model).
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3. Large Data Sets and their Analysis in
Electric Power Systems
This chapter gives an overview of the current use of big data in electric power systems.
The first two sections discuss the growing volume and variety of the available data and
its possible applications in the field. The following four sections give more detailed
overviews of the data analysed in the publications of this thesis. These sections include
also literature reviews on the applied data analysis techniques.

3.1. The Volume of Data is Increasing Rapidly
In [4], Andrew Bilecki, the CIO at UK Power Networks, a distribution system operator
(DSO), says that smart metering and other evolutions around sensor data will make the
volume of data grow exponentially in the next few years. An example of the scale of
the change in the volume of data is given in [7]: if meter-reading frequency is increased
from monthly to every 15 minutes, the increase in data volume is 3000-fold. While data
volume may be currently lower in the electric power industry than in the traditionally
data-intense industries, the volume of data is growing quickly.
Automatic meter reading (AMR) electricity consumption data are given as one of the
major reasons for the increasing volume of data in power systems [3], [4], [7]. Large
data sets are also collected from more traditional data sources, such as industrial control
systems and power system disturbance records [7], [20], [21]. The use of phasor
measurement unit (PMU) data has been growing in power system studies [22]-[27].
Other important data sources include geographical information [4], [28]-[33] and
weather data [7], [34], [35]. The increase of openly available spatial data, whose
availability is driven for example by the Infrastructure for Spatial Information in the
European Community directive [36], is a driver for the use of geographical data.
Electricity markets, such as Nord Pool Spot [37], provide for example price, generation,
consumption and power flow data. Utilities are also expected to follow other businesses
in using the data available in social media [4]. These different data sources create
significant variety in the available data.
In [4], [7], the challenges of collecting and storing large data sets are noted, but the
biggest challenge in the utilities sector is considered to be the analysis of big data and
actually converting the data into business intelligence. In [4], only 16 % of the survey
respondents of senior executives in the utilities sector across Western Europe say that
their smart meter data strategy is advanced, and 47 % say that they do not maximize the
value of their data. Data analytics tools are seen as the most important data management
investment priority. There is thus scope to advance the use of big data analysis in the
field of power systems.

3.2. Overview of Possible Applications
The capabilities of the energy and utilities industry to forecast demand, analyse and
shape customer consumption patterns, prevent outages and optimize unit commitment
are given as possible applications of big data in [4], [7]. The use of dynamic pricing to
optimize the demand response control of electric storage space heating for households
is presented for example in [38]. In addition, AMR consumption data can provide a
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better understanding of customer segmentation [39]-[43]. Analysing and managing the
increasing number of small generators scattered geographically throughout a region is
another application of big data [7]. Such generators are increasingly solar and wind
generators, whose generation is by nature stochastic. Stochastic generation can affect
the power system both on a local distribution system level and on the transmission
system level [44]-[51].
Other applications include the use of big data in power system operation, control, and
protection [20], [21]. The potential of bottom up load flow analysis based on customer
level smart metering to compute distribution network system states is presented in [52].
The use of geographical information in power system planning is presented in [28]-[33].
PMU data can be used, for example, to study the stability of inter-area
electromechanical oscillations [22]-[27]. In [35], weather and consumption data are
used to estimate load profiles and feeder losses. Planning for a possible rise in the
number of electric vehicles is mentioned as a possible application of big data in [7].
The need to combine the research and development efforts of transmission system
operators (TSOs) and DSOs is noted in the Research and Development Roadmap of the
European Network of Transmission System Operators [53]. Many applications of big
data can affect both DSOs and TSOs. An example of this is wind power, which in
[Publication III] is analysed on the Nord Pool Spot bidding area level [37], so on the
level of multiple TSOs from different countries. In [Publications II, IV] it is modelled
on the level of a single country, which in Finland means one TSO, and in
[Publications V, VI] on the level of a single DSO. All of these applications use similar
data modelling techniques and partly also the same data.

3.3. Automatic Meter Reading Data
A statute in Finland demanded that 80 % of the electricity consumers had to be measured
remotely using an hourly resolution by the end of 2013, and that the data must be stored
for at least six years [54]. This means about 53 000 AMR measurements for each
consumer, so for every 100 000 customers there will be about 5.3×109 measurements.
Such volume of data is a significant change from the yearly energy measurements that
were typically available for small customers such as households and small businesses
in the past.
The electricity consumption profiles that are still being used by many DSOs in Finland
were constructed in the 1980s [55]. Each consumer, with the possible exception of some
very large consumers with specific load profiles, was given a type and the load profile
of that type was used to model the consumer. The AMR data can now be used to
represent each consumer with the actual measured data, but data modelling is still
relevant for example for modelling the effect of outside temperature and other
exogenous variables on electricity consumption and to model new planned
consumption.
The type information of the consumers is usually based on the information provided by
the consumers when they were connected to the grid, and the information may not have
been updated since. The AMR data can be used to update the type information by
mathematically estimating the proper group from the measured consumption data. It can
also be used to find new consumer groups, i.e., clusters. The application of data
clustering methods to electricity consumption data has been presented for example
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in [39]-[43]. In addition to clustering, most approaches also include some form of data
dimension reduction to make the data size more manageable for the clustering method.
Principal component analysis (PCA), which is used for example in [39], [43], defines a
coordinate system that optimally describes the variability in the analysed data set [94].
The coordinate system is orthogonal. PCA is a linear method, however, non-linear
extensions are available. For example, the curvilinear component analysis presented
in [43] can be seen as a nonlinear extension of PCA. The restriction of orthogonality
can also be loosened (for example by applying a non-orthogonal rotation [94]).
Dimension reduction can also facilitate data visualization, which is an important part
of [Publication I]. Rotation of the PCs can also be beneficial in visualization. In this
thesis, dimension reduction (including rotation) and clustering are presented in
Sections 4.1.4 and 4.2.5.
The k-means clustering method and its variants are arguably the most popular clustering
methods [39], [43]. Gaussian mixture model (GMM) clustering can be seen as a
generalization of the k-means method when Euclidean distances are used [56]. Most
clustering methods place each consumer in a certain group (hard clustering); however,
for example in [42] the clustering is fuzzy, so each consumer has a certain strength of
association with each cluster and no exact cluster is specified (soft clustering). GMM
can be used either in hard or soft clustering [57]. The importance of data pre-processing
and outlier removal in clustering is emphasized in [40] and in [Publication I]. Notably,
most of the dimension reduction and clustering methods are algorithmic techniques, i.e.,
they do not specify any stochastic model. An exception is GMM, which assumes that
the data points are generated from a mixture of multivariate normal distributions
(components) with unknown parameters [57]. Both k-means and GMM clustering are
considered in [Publication I].
In addition to the clustering of consumers, AMR data can also be used to model
electricity consumption, e.g., to update the consumption profiles of the different
consumer groups. Outside temperature is often considered an important explanatory
variable in load modelling [34], [35], [43]. The non-linear nature of the effect of outside
temperature on electricity consumption is noted for example in [58]. The non-linear
effect can be modelled using a partially linear structure [43], which is done also in
[Publications I, V]. The effect of special days (e.g., Christmas, New Year’s Eve) is
emphasized in [59]. All consumption models presented in this thesis include the
consideration of the different day types and special days, i.e., the calendar effect.
In [Publications V, VI], as the modelling is applied to hourly data, the diurnal structures
are also considered.
Models from the autoregressive–moving-average (ARMA) family have been used to
model short term electricity consumption in [43], [59]. The dynamic regression model,
which is presented in Section 4.3.4, includes both exogenous explanatory variables and
an AR part. It is used to model the hourly electricity consumption in [Publications V,
VI]. The exogenous explanatory variables are crucial in long term forecasting and
simulation [Publication V]. The AR part is important in short term forecasting; however,
the AR part plays a role also in the long term analyses, as it models the dynamic effect
of the exogenous explanatory variables (this is demonstrated in Section 4.3.4). The use
of periodic AR models is presented in [43]. In [Publications V, VI], the diurnal and day
type dummy variable system is used to achieve a similar effect to a seasonally varying
constant term (and thus a different expected consumption value for the different hours
of the day for the different day types). For the daily consumption data in [Publication I],
a static regression model was considered sufficient.
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Artificial neural networks have been used in load modelling [34], [60]-[62], usually in
short term forecasting. However, regression models provide some advantages compared
to neural networks. A linear regression model is clearly divided to a fundamentally
linear structural part (non-linear dependencies can, however, be modelled, as shown in
Section 4.3.2) and to an error term. The structural part specifies the effect of each
explanatory variable and provides a straightforward interpretation of their effects (the
importance of interpretation is discussed in Section 4.2.6). Model diagnostics, which
are described in Section 4.3.2, are also straightforward to carry out. Furthermore, a
regression model can be used effectively in Monte Carlo (MC) simulations, as shown
in Section 4.5.1. Long term MC simulations are a crucial part of [Publication V].
Regression models (static or dynamic) were thus selected as the methodology for
analysing electricity consumption in this thesis. The importance of adding all relevant
explanatory variables to the models is emphasized in [Publications I, V], as excluding
explanatory variables can lead to biased estimates of the coefficients of the explanatory
variables included in the model, as shown in Section 4.3.3.

3.4. Stochastic Renewable Generation
As more stochastic renewable generation capacity is being installed, understanding its
effect on the electric power system is becoming increasingly important. The two most
important such generation types in the European Union (EU) are solar and wind
power [63]1. There is currently a significant amount of installed wind power in the EU
countries with more planned [64]. Of the Nordic Countries, Sweden and Denmark have
a lot of wind power installed. Many countries, including Finland, have plans to increase
their generation capacity significantly. Solar power is somewhat less prominent [63],
but its share is growing. The inclusion of both consumption and generation in future
distribution systems with distributed renewable energy sources reflects the shift away
from the top-down paradigm of centralized plants feeding consumption-only
distribution systems [53].
As distributed stochastic generation becomes more widespread, the power flow can be
either to or from the grid. This can affect the DSOs as the distribution grids were usually
built according to the top-down paradigm. A statistical approach for analysing the effect
of distributed generation is required as the generation is stochastic. As the power flows
in the grid depend also on consumption, statistical modelling should be applied also to
the load profiles. The increasing amount of wind and solar power can also affect TSOs,
as the stochastic nature of the generation can make even the aggregate generation very
volatile [Publications III, IV]. As can be seen in Fig. 3.1, the expected correlation
between wind speeds in different locations is strongly dependent on the distance
between the locations. The correlations in the figure are calculated from the wind speed
measurements of the 19 locations analysed in [Publication II]. Such differences in the
expected correlation is the reason why the analysis of the spatial dependencies in
stochastic generation is crucial [Publications II-V].
The use of ARMA models to model the temporal dependencies in individual wind speed
locations is presented in [65]-[66]. Temporal dependencies describe the likelihood of
low or high wind speed or power persisting in time. The ARMA models can also be

1

The most important renewable generation types reported in [63] are biomass, renewable waste and
hydropower. However, as these generation types are mostly controllable, they were not considered
stochastic renewable generation.
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applied to solar radiation [67]. As linear time series models, the ARMA models are
relatively simple and understandable. Although they are atheoretical models (i.e., they
are not based, for example, on atmospheric physics), they are data models, and thus
provide a straightforward framework for model diagnostics and hypotheses
testing [105]. The univariate time series models used in the publications of this thesis
are presented in Section 4.4.1.
In addition to the temporal dependencies, the spatial dependencies between different
generation locations are important when analysing more than one wind generation
location. In [45]-[47], copulas are used to model such spatial dependencies. A copula
can be used to analyse the (probability distribution) PD of a multivariate random
variable (RV), as any multivariate PD with continuous margins can be written in terms
of the cumulative distribution functions (CDFs) of the margins and a unique copula
which describes the dependence structure between the univariate RVs [97]. Copulas are
especially useful when the margins are non-normal1. Modelling the PDs of the margins
separately from the dependency structure is crucial in [Publications II-IV], where both
the vector autoregressive (VAR) model and the ARC model, which consists of
univariate AR models connected via a spatial correlation matrix C (calculated from
simultaneous wind speed or wind generation measurements), are applied with data
transformations.
In [48], both temporal and spatial dependencies are considered by using the Cholesky
decomposition of the correlation matrix of the measured wind speed time series to
transform the simulated univariate time series to multivariate cross-correlated time
series data. A similar approach is taken in [Publications II, IV], when the ARC model
is used (the ARC model is discussed further in Section 4.4).
If the analysis of the full spatial and temporal dependence structure is required, the
cross-correlation functions (XCFs), which indicate the probability of reaching similar
wind speed or power values contemporaneously in different locations, need to be
analysed in detail [68]. In [49]-[51], this is achieved using the VAR model. In addition
to wind power modelling, the VAR model is also applicable for modelling solar power
[50]-[51]. The VAR model is presented in Section 4.4.4, and used in [Publications II,
III]. A comparison of the ARC model and the VAR model in statistical wind power
modelling is presented in [Publication II].
In addition to modelling the temporal and spatial dependencies, the analyses in
[Publications II-VI] require the estimation of wind speed or generation PDs in the
individual locations. Weibull distribution is an often used parametric PD when
modelling wind speeds [95], [96]. The non-parametric empirical cumulative distribution
function (ECDF) was utilized in [46]. In this thesis, parametric, non-parametric and
semi-parametric PDs are used in wind speed and generation modelling in
[Publications II-VI]. The different types of PDs are presented in Section 4.2.3. All wind
power models in this thesis utilize probability integral transformations, which do not
preserve the Pearson’s correlations [69], [70]. However, rank correlations, such as the
Spearman’s rank correlation coefficient, are preserved, and thus they provide a
straightforward way to measure correlation when probability integral transformations

1
Copulas are also well applicable to data simulation, as presented in Section 4.5.2. Their ease of use in MC
simulations is perhaps the greatest reason for the increasing use of copulas in statistical modelling.
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are used [45], [46]. Data transformations are discussed further in Sections 4.2.2 and
4.4.4, and in Appendix A.
A further consideration in wind power generation is the monthly changing diurnal
structure of wind speeds [49]-[51]. The analysis of such structures can be achieved by
removing them from the data in estimation and adding them back in simulation [49]. In
[50] and [51], they are analysed by fitting different PDs for the different hours of the
day. The two approaches for modelling the monthly changing diurnal variations in this
thesis are presented in Section 4.4.6. The approach taken in [Publications II-VI] depends
on whether the ARC or the VAR model was used.

Fig. 3.1. The Pearson’s correlation coefficients of the wind speed data from [Publication II] plotted
according to the distances between the locations.

3.5. Phasor Measurement Unit Data and Damping Estimation
There exists a large body of literature on the use of PMU data to estimate the damping
of oscillations in the power system. Detailed presentations of the algorithms can be
found for example in [22]-[27], [71]-[74]. The monitoring of oscillatory stability is
important, as poorly damped oscillations may lead to large scale disturbances [75]. In
the Nordic power system, the stability of inter-area oscillations sometimes poses
constraints on the transmission capacity of the power system [73].
In [Publication VII], the aim is to find power system operation conditions, e.g., power
flow, generation and load variables, which can be used to explain the variation in
damping. Several methods for finding the dependencies between the operation
conditions and damping, such as regression models, GMM, regression trees and neural
networks have been presented in [76]-[80]. However, in these references, the results are
presented only with operation condition data from simulations. In [81], measured data
from the Icelandic power system was used to find significant correlations between some
operating conditions and damping.
As hourly power flow, generation and load data are now available from the Nordic
power system through Nord Pool Spot [37] and, for example, through Svenska Kraftnät,
the Swedish TSO [82], the analyses in [Publication VII] were carried out using
measured operating condition data. The damping data, with focus on the 0.35 Hz interarea mode in the Nordic power system, is estimated from measured PMU data. Static
and dynamic regression models, which are presented in detail in Section 4.3, are used
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to model the dependencies between the system operation conditions and damping. The
static model is used to find the relevant explanatory system operating condition
variables. The dynamic model is used in forecasting the damping 24 hours ahead.

3.6. Fault Statistics and Geographic Information
Automatic distribution system planning algorithms have been developed, for example,
in [83]-[85]. The use of geographical data in such planning algorithms is presented
in [28]-[33]. When a power system is being planned, one important consideration is the
expected fault rate at different geographical locations. The differences in the fault rates
in different environments are analysed, for example, in [86]-[90]. The fault rate
surfaces, which specify the fault rates at different geographical locations, can be used
in the network planning algorithms that utilize geographic information. Even without
an automatic network planning algorithm, the fault rate information can be used as
background maps in different network planning processes of a DSO.
In [Publication VIII], a logistic regression model is used to find the geographic risk
factors that can be used to estimate the expected fault rates at different geographical
locations. An application of the estimated fault rate surface as one of the inputs for the
automated planning algorithm utilizing geographical data is also presented. Logistic
regression, which belongs to the family of generalized linear models (GLMs), is
described in detail in Section 4.3.5. In a logistic model, the dependent variable is binary
(meaning that it can get only two possible values, which are usually coded 0 or 1). This
is in contrast to the ordinary linear regression model, where the dependent variable, with
any usual error term specification, can take in principle any real value.
Section 6.2 describes the possibility of using both the analysis of the geographically
varying fault rates [Publication VIII] and the statistical analysis of electricity
consumption and wind generation [Publication V] in the automatic distribution system
planning algorithm. The statistical analysis of stochastic generation is especially
important when the amount of distributed generation increases in the future, as the
volatility in wind and solar generation can be significant, and can affect the directions
of power flows in the distribution grid.
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4.

Applied Data Analysis Methods

The following sections explain the most important aspects of the data analysis methods
used in this thesis, with the focus on the applications for the studied data sets in
[Publications I-VIII]. Section 4.1 explains the exploratory data analysis (EDA) methods
used in data visualization. Data visualization is usually the first step when analysing any
data. EDA methods are also used when visualizing the obtained results, e.g., when
comparing the autocorrelation function (ACF) of the Monte Carlo (MC) simulated data
to the ACF of the measured data. Section 4.2 discusses the possibilities and the
challenges related to the use of large data sets and the resultant requirements for the data
analysis methods. Sections 4.3 and 4.4 present the two most important statistical
modelling frameworks used in this thesis: regression modelling and time series
modelling. Section 4.5 explains how the MC simulation method can be used to estimate
probability distributions (PDs).

4.1. Data Visualization
This section presents the data visualization techniques that are used in
[Publications I-VIII]. In addition to visualizing the data, the aim is to find interesting
patterns and to suggest possible data models that could be used to model the data. Some
of the presented visualizations are carried out on measured data from the publications
of this thesis; however, others use simulated data to focus on the important aspects to
be visualized.

4.1.1. Univariate Time Series
A time series is denoted yt, where the time index t = 1…T, where T is the number of
observations. It is assumed that t is discrete and measured with a constant resolution.
For example, yt can be a hourly time series of wind speeds measured for one year, in
which case and yt is measured in one hour intervals and T = 8760. If the resolution was
not constant in some measured data because of non-measured time steps, the data was
artificially filled in to create constant resolution (usually using autoregressive models).
Fig. 4.1 presents a visualization of a simulated example univariate time series1. The top
subplot shows the first 500 time steps as a time series plot, and the ACF and the
histogram of yt are presented in the bottom subplots. The top subplot can be used to
assess the stationarity of yt, which is required, for example, if yt is assumed to be a
realization of an autoregressive–moving-average (ARMA) process [91]. Only 500 first
time steps are plotted in Fig. 4.1, but of course all time steps have to be viewed when
assessing the stationarity of yt. For yt to be stationary, there should be no trend or change
in the variance visible in the time series. Additionally, there should be no visible cyclical
(seasonal) patterns. In a more technical sense, for yt to be weak-sense stationary, the
expected value and variance of yt, i.e., E(yt) and Var(yt), should be the same for all t,
and the covariances Cov(yt, ys) should be dependent only on the difference between t
and s [91]. For example in [Publication III], the measured wind generation time series
could not be assumed to be stationary, and thus data transformations were used to make
1

The example time series is simulated using a theoretical transformed seasonal AR model (the
transformation is carried out as shown in Section 4.2.2). It is not based on measured data; however, it shows
important aspects of time series visualization and modelling relevant for [Publications II-VII]
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the time series visibly stationary. The simulated time series plotted in Fig. 4.1 is a
realization of a stationary process and there is thus no trend or change in the variance.
If a process can be considered stationary, its ACF and partial autocorrelation function
(PACF) can be used to describe some of the most important temporal dependency
structures in the data [105]. For example, in Fig. 4.1, at least two observations can be
made from the ACF: yt is relatively strongly correlated with the previous yt values, and
there appears to be a (seasonal) dependency structure at around lag 24 or lag 25. The
high ACF values at small lags show that there is substantial inertia in yt, so for example
if yt-1 was a large value, then it is likely that yt will also be a relatively large value. In
both the analysed wind speed and wind generation data, the ACF values at small lags
were very high [Publications II-IV]. As yt is a stochastic process, it is important to note
that, although unlikely, there can be large changes between subsequent yt values even if
the ACF values at small lags are high. The importance of the error terms in modelling
such behaviour is described in Section 4.4.1. If yt is hourly data, the peak in the ACF
near lag 24 can be assumed to represent some diurnal structure in the data, as is the case
with wind speed and power data [Publications II-IV]. ACF is arguably the most
important measure of temporal dependencies; however, in order to assess the necessity
of the autoregressive (AR) and the moving-average (MA) parts of an ARMA-process
and their required orders, the PACF needs to be studied as well [91].
When AR (or VAR) models were used in [Publications II-VI], both the stationarity and
the adequacy of the model order were assessed. The short term forecasting capabilities
of the estimated models were tested also for the models ultimately used only in long
term MC simulation [Publications II-IV]. Short term forecasting is shown in
[Publication VI]. When used in long term MC simulations, the capabilities of the models
to simulate data with all the important statistical characteristics were assessed with a
wide range of visual and numerical comparisons [Publications II-IV]. The use of time
series models in short term forecasting and in long term MC simulations is discussed
more in Section 4.4 (the MC method is presented in detail in Section 4.5).
The weak-sense stationarity of yt considers the first two moments, i.e., E(yt), Var(yt) and
Cov(yt, ys). Their consistency in time is enough for ARMA modelling to be valid [91].
However, in [Publication II-VI], the full analysis of the PDs of stochastic generation,
electricity consumption and other variables (in addition to only analysing the first two
moments) is crucial. An easy way to visualize a PD is the histogram, which can be seen
for the simulated yt in the bottom right subplot of Fig. 4.1. Kernel smoothing, which is
presented in Section 4.2.3, is another PD visualization method. For a stationary
univariate time series, the ACF, PACF and the histogram describe some of its most
important characteristics. And even if the process is not stationary, the sample ACF and
PACF, and the histogram provide an important visualization of yt. However, the
visualization of the dependency structure between two or more random variables (RVs)
may require additional plotting, as shown in the next subsection.
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Fig. 4.1. Example of the time series plot (only first 500 time steps), ACF and histogram of simulated time
series yt.

4.1.2. Beyond Correlation
Considering two 2-dimensional RVs, x = [x1, x2] and y = [y1, y2], with mean vectors 0
ͳǤͲͲ ͲǤͻ
ቃ and ሺ࢟ሻ ൌ ቂ ͳǤͲͲ ͲǤͻͷ ቃ,
and covariance matrices ሺ࢞ሻ ൌ ቂ
ͲǤͻ ͳǤͲͲ
ͲǤͻͷ ͳǤͲͲ
one might assume that the RVs are very similar. The mean vectors and the covariance
matrices are, however, only the first and second moment information of the PDs, and
they do not fully explain the dependency structure of all PDs [92]. For a 2-dimensional
RV, a visualization with the histograms of the margins and a scatter plot can show a
much fuller view of the dependency structure. As seen in Fig. 4.2, such visualization
can immediately show that x is different from y. The difference in the PDs is very
significant when looking at the probability of reaching, for example, values where both
of the margins are lower than -2. Such events do not occur in the 1000 simulated samples
of y, but occur multiple times in the same sized sample of x in Fig. 4.2.
As has been mentioned, only analysing the first and second moments is not always
enough to fully capture the dependency structure between RVs. This is especially true
when the data is skewed, and thus non-normal, which is the case in wind speed and
wind generation data [Publications II-IV]. Finding the probabilities for the very high or
low wind generation is important, as such events can cause problems for the power
system. Thus, the full analysis of the PDs of the important RVs is crucial. This was
achieved using data transformations, as presented in Sections 4.2.2 and 4.4.4. It is
important to note that the discussion in this subsection has focused only on the
dependency structure of two RVs (any ordinary correlation coefficient always measures
the relationship between two RVs). Although the visualization shown in Fig. 4.2 can be
done pairwise for all the combinations of the constituent RVs (margins) in a multivariate
case, there are additional challenges when measuring and visualising the dependencies
in higher than two dimensions, as shown in the next subsection.
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Fig. 4.2 The histograms of the margins and the scatter plots of RVs x (blue) and y (red) with 1000 simulated
samples.

4.1.3. Multivariate Data
A multivariate RV with k dimensions is denoted y = [y1,…, yk]. The correlation matrix
of y, the mean vector and the variances for each of the k margins provide the first and
second moment information about the PD of y [92]. As seen in the previous subsection,
the first two moments cannot explain the dependency structure in full. To add more
information, the dependency structures behind the correlation matrix can be visualized
using scatter plots and histograms of the margins, as seen in Fig. 4.3. The visualised
data is the hourly outside temperature, day length and electricity consumption of the
direct electric heating type data used in [Publications I, V]. Day length was calculated
according to [93]. The diagonal of a correlation matrix consists of ones, as the
correlation of a variable with itself is always one, and thus the visualisations of these
would provide no information in Fig. 4.3. The space is therefore used to draw the
histograms of the margins.
As can be seen in Fig. 4.3, the electricity consumption of the direct electric heating type
is correlated strongly (-0.80) with day length. However, when the dependencies are
analysed in detail [Publication I], the effect of day length on consumption is quite low
compared to the effect of outside temperature. This difference could not be seen by
comparing directly the correlations -0.8 for day length and -0.9 for outside temperature1.
The reason for the difficulty in distinguishing the effect of these two explanatory
variables is caused by the strong correlation (0.82) between them. Regression modelling
with correlated explanatory variables is discussed in more detail in Section 4.3.3. It can
also be seen in Fig. 4.3 that the effect of outside temperature on electricity consumption
seems non-linear. The analysis of such non-linear dependencies using fundamentally
linear models is discussed in Section 4.3.2.
The difficulty of distinguishing between the effects of outside temperature and day
length, with the added challenge of non-linear dependencies, is an example of the
general difficulty of visualising and analysing data that has more than two dimensions.
As visualisation usually happens in two dimensions, the dependencies between more
1

Partial correlations could be used to compare the correlations [105]. However, as a regression model is
used to achieve effectively the same comparison [Publication I], the use of partial correlations is not
presented.
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than two variables has to be done pairwise. For example, in Fig. 4.3 the outside
temperature and day length can be compared to electricity consumption individually,
but the combined effect is very difficult, or downright impossible, to be seen from the
two dimensional figures. As shown in [Publication I], the non-linear effect of outside
temperature cannot be directly seen in Fig. 4.3, as the day length can also have a nonlinear effect and summer holidays can make the consumption lower during summer,
confusing the effect of multiple causes for lower consumption during the warm summer
period.
Three variables could be visualised using a three dimensional rotatable figure, but this
was considered difficult, and the problem would nevertheless return when higher
dimensional data is considered. Thus, although the human eye was considered very
effective for analysing the visual representation of two dimensional cases, as was shown
in the previous subsection, higher dimensional data often requires some mathematical
analysis to make sense of the multivariate case. The next subsection shows how a
dimension reduction technique can be used to help in the visualisation of high
dimensional data. Section 4.3 presents the multiple regression model for analysing the
effect of multiple explanatory variables. Section 4.4.4 presents a model for analysing
multivariate time series.

Fig. 4.3. A visualisation of the correlation matrix (the Pearson’s correlations are given in bold font for each
variable pair) of the standardized electricity consumption of the direct electric heating type, outside
temperature and day length with histograms of the margins.
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4.1.4. Dimension Reduction Using Principal Components
As shown in the previous subsection, multivariate data with high dimension can be
difficult to visualise. For example, in [Publication I] the size of the electricity
consumption data matrix is 1824×9504 with k = 1824 measured locations for T = 9504
hours. This makes its visualisation challenging, and the automatic meter reading (AMR)
consumption data size is growing even larger as more consumers are measured. For
example, calculating monthly electricity consumptions from the hourly data could be
used to reduce the dimension of the data. For the data in question, this would mean
going from the 9504 variables to 12 variables. However, such a priori chosen
aggregations can hide interesting behaviour, such as diurnal or weekly variations, in the
data.
An example of a dimension reduction technique that makes no a priori structural
assumptions about the data is principal component analysis (PCA). PCA does not
automatically reduce the dimension, but it creates artificial variables than can often be
used to visualise important aspects of the data [94]. The PCA transformation is
ࡿ ൌ ࢄ

(4.1)

where X is the data matrix, C is the principal component (PC) coefficient matrix and S
is the resulting matrix that contains the PCs (also called PC scores). The PCA
transformation is specified so that the PCs are uncorrelated [94]. The first PC has the
highest variance that can be constructed from the columns (variables) of X using a linear
transformation. The second PC has the second highest variance (under the constraint
that it is orthogonal to the first PC), and so on for the following PCs (under the constraint
that each of them is orthogonal to the preceding PCs). The PC coefficients of C can be
calculated by computing the singular value decomposition of X or the eigenvalue
decomposition of Cov(X) [94]. The transformation from X to S in (4.1) holds all the
information of X if all PCs are used, i.e., X can be reconstructed fully from S if C is
known. However, PCA can be used as a dimension reduction technique if only some of
the PCs are considered and they can be used to represent the original data set
meaningfully [39], [94]. This is usually measured by the percentage of the variability in
the original data set that can be explained by the selected PCs [94].
Fig. 4.4 shows an example of how PCA can be used to visualise the proportion of
installed capacity (PIC) wind generation data taken from [Publication III]. PIC data
compares the generated wind power to the installed wind generation capacity. As
explained in [Publication III], the analysed region is divided into the Nord Pool Spot
bidding areas [37] because of data availability issues. The number of variables was
reduced from 17544 to two. The first two PCs explain 58 % of the variability in the
data. It can be seen that these PCs provide a two dimensional view of the wind
generation in the eight areas that corresponds approximately to how they are
geographically located on the map. The PCs are rotated to match the usual orientation
of a map (rotation of PCs is discussed more in Section 4.2.5). The fact that the two
dimensional rotated view of the PCs match reasonably well to the geographical
locations of the areas suggests that the dependency structure between the areas could be
explained by their geographical locations. This dependence structure is analysed in
detail in [Publication III]. Another application of PCA, for visualising and preprocessing AMR data, is presented in [Publication I].
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The capability of PCA to provide a meaningful visualization with a relatively low
dimension (number of variables) is ultimately based on the correlations between the
variables (columns) in the original data, i.e., X in (4.1). Considering the case presented
in Fig. 4.4, the correlations in X are the correlations between the measured wind
generation data in the different Nord Pool Spot bidding areas. The capability of the first
two PCs to explain a significant amount of the variability in X is due to the relatively
strong correlations between the measured wind generation data in the different areas.
SE1, SE2 and FI have a high positive PC 1 score and DK1, DK2 and SE4 have a low
negative PC 1 score in Fig. 4.4; PC 1 can thus by interpreted to provide information on
how the areas are aligned on a roughly southwest to northeast direction (the PC 1 scores
of the other areas match this interpretation). It is natural that PC 1, with the highest
variance, matches the general direction in which the areas are placed on the map. PC 2
aligns the areas on a roughly southeast to northwest direction. The PC 1 and PC 2 are
perfectly orthogonal (by definition); however, the roughly orthogonal interpretations of
them as directions on a map indicate that they can be used to approximately represent
the areas on a two dimensional plane.
Interpretation is a significant challenge in PCA [94]. Fig. 4.4 is an example of using
PCA as EDA, i.e., to find interesting dependencies in data (that can be modelled further
using data models). The aim is thus not to use the presented PCs as the final model, but
to provide a starting point for further analyses, e.g., for analysing the importance of the
geographical distribution of wind power in understanding the correlation structures in
wind speed or wind generation data from multiple locations. Using data models, such
analyses are carried out in [Publications II-V]. In [Publication I], where k-means
clustering based on PCs is used as the final model for clustering AMR data, a more
extensive interpretation of the PCs is given.
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Fig. 4.4. The first two PCs of the wind generation PIC values with a map of the region for the Nord Pool
Spot bidding areas [37] of Finland (FI), Sweden (SE), Denmark (DK) and Estonia (EE). The PCs are rotated
to match the orientation of the map.

4.1.5. Multivariate Time Series
A k-dimensional multivariate time series, zt = [z1,t,…, zk,t], consists of k univariate time
series zi,t. An example of a 2-dimensional stationary zt can be seen in Fig. 4.5, with the
first 500 time steps of the simulated time series example plotted in the top subplot 1.
Each of the univariate time series can be visualised individually using the methods
described in Section 4.1.1. The ACFs of z1,t and z2,t are plotted in the subplots in the

1

The example time series are simulated using a theoretical transformed vector AR (VAR) model (the
transformations are carried out as shown in Section 4.2.2; the VAR model is presented in Section 4.4.4).
The model is not based on measured data; however, it shows important aspects of time series visualization
and modelling relevant for [Publications II-V]
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middle section of Fig. 4.5. Both time series show some inertia as they have relatively
high positive ACF values for small lags.
The correlation between the simulated z1,t and z2,t is 0.37, which indicates some
dependency structure between the univariate time series. However, as zt is a multivariate
time series, the dependency structure between z1,t and z2,t should be visualised using a
cross-correlation function (XCF), which also considers the lagged versions of z1,t and
z2,t [91]. The XCF of z1,t and z2,t is plotted in the bottom subplot of Fig. 4.5, and it can
be seen that the highest correlation is not at lag zero, but between z1,t-1 and z2,t. The
tendency of z1,t and z2,t to move in unison can be seen in the time series plot in Fig. 4.5,
but the XCF peak at lag one cannot be easily inferred by just looking at the simulated
time series. In [Publication III], the XCFs were interpreted to inform about the
prevailing wind direction, and their full analysis was seen to be worthwhile. This was
achieved using the vector autoregressive (VAR) model, which is presented in detail in
Section 4.4.4.
Fig. 4.5 and the discussion in the previous paragraph show that visualizing the
dependency structure of a multivariate time series, even with only two dimensions,
requires multiple plots. A higher dimension time series requires even more plots as
XCFs have to be plotted between each univariate time series. Even so, the ACFs and
the XCF in Fig. 4.5 show only correlations. As was shown in Section 4.1.2, correlations
are not always enough to specify the full dependency structure between RVs. Between
each pair of the RVs, such as z1,t and z2,t-2 or z1,t-15 and z1,t, there exists a dependency
structure that can be visualized, for example, as shown in Fig. 4.2. Such plots are
presented for some of the most important variable pairs in [Publications II-III]. It is
complicated to visualise the full dependency structure of a multivariate time series;
however, relatively simple fundamentally linear models can be used to model the
dependencies, as explained in Section 4.4.4 and in Appendix A.

Fig. 4.5. Time series plots of the first 500 time steps of a simulated zt (blue is z1,t and red is z2,t) with the
associated ACFs and the XCF (lag 1 corresponds to the correlation between z1,t-1 and z2,t, and so on).
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4.2. Analysing Large Data Sets
The data sets analysed in this thesis are large. For example, the size of the AMR data
set analysed in [Publication I] is 1824×9504 ≈ 17×106. However, this is just a small part
of the full AMR data set that by statute has to be kept for all consumers for six years in
Finland [54]. The fault statistics in [Publication VIII] consists of about 96000 line
segments with 10000 fault records that are connected to geographical data from multiple
sources with up to 20 meter raster resolution for a 25000 km2 area (roughly the size of
Belgium).
The wind speed and power data sets used in [Publications II-V] are relatively large,
especially in the scenarios in [Publication IV] where individual generation locations are
considered. However, the volume of data is likely to grow even larger in the future. For
example, if ten years of hourly wind power data were available from the 28 EU countries
divided into four geographical areas, the data size would be 4×28×10×8760 ≈ 10×10 6.
Following the approach presented in [Publication IV] to analyse individual wind
generation locations would result in even higher volumes of data. Also, the resolution
of wind speed and power measurements is getting higher, which will increase the
volume of data. Thus, the statistical models and the estimation methods have to be
applicable to very large data sets. This section explains what statistical methods were
selected and what estimation methods were utilized to reach reasonable computation
times and, on the other hand, to provide understandable and interpretable results.

4.2.1. Hourly Data
The electricity consumption and wind power models are estimated on hourly data in
[Publications II-VI]. The change from mostly yearly data to hourly electricity
consumption data from households and small businesses is a significant change, and it
allows the diurnal structures to be used in the clustering of consumers [Publication I].
The use of hourly resolution was determined by data availability as both the AMR data
and the Nord Pool Spot data [37] have hourly resolution. Higher resolution wind speed
data were available from a few locations, however there were not enough such locations
to model the spatial dependencies required in [Publications II-IV].
The PMU data analysed in [Publication VII] was available in higher resolution;
however, it was aggregated to the hourly level, as the operating condition data are
currently available on an hourly level [37]. The utilized regression and autoregressive
models do not assume any specific resolution for the data. Thus, the models can, in
principle, be used with higher resolution data. However, data availability is the
prerequisite for such higher resolution analysis.

4.2.2. The Flexibility of Linear Models
All of the regression and time series models used in this thesis are fundamentally linear.
This may seem restrictive; however, with data transformations, linear models offer
substantial flexibility. Linear models are used because they are relatively easy to
interpret and the dependency structures are easy to see and to understand. Often the
linear models can also be estimated with the computationally fast ordinary least squares
(OLS) method. The different estimation methods are discussed in Section 4.2.4.
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Some form of data transformation is used in all of the publications of this thesis.
In [Publication I], the AMR data set is scaled to omit the yearly energy consumption
information to reach data that is suitable for clustering. The use of a link function in a
generalized linear model (GLM) [Publication VIII] can be seen as a form of data
transformation. In [Publication III], the wind power data is transformed to PIC data to
create stationary data. In [Publications II-VI], where wind speed or power data is used,
the transformation to normally distributed data is a crucial part of the modelling
procedure. An example of such data transformation can be seen in Fig. 4.6, where a
simulated Weibull distributed time series yt is transformed to a standard normal
distributed time series zt using the transformation
ିଵ
ሺܨ௬ ሺݕ௧ ሻሻ,
ݖ௧ ൌ ܨ୬୭୰୫

(4.2)

where Fy is the cumulative distribution function (CDF) of yt (here the Weibull
ିଵ
distribution) and ܨ୬୭୰୫
is the inverse CDF of the standard normal distribution. The
Weibull distribution is selected as an example PD as it is often used to model wind
speed PDs [95], [96], [Publications II, IV]. Fig. 4.6 shows that the transformation is
almost linear for large yt values but highly non-linear for small yt values. However, the
transformation is monotonous and thus rank-preserving [97], which means that the rankbased temporal dependency structure is preserved. This can be seen in Fig. 4.6 in the
subplot on the right; although the time series zt and yt are different, they maintain the
same rhythm of change. The use of (4.2) in the modelling of wind speed and wind
generation data is described in detail in Section 4.4.4 and in Appendix A, where the use
of rank-preserving transformations is important.
The previous paragraph focused on the data that is being modelled, i.e., the dependent
variable in regression modelling terms. However, in many instances, the explanatory
variables also required some attention. For example, logarithmic transformations are
used in [Publication VIII] to reach explanatory variables with less skewed PDs. Piecewise linear structures are used in [Publications I, V] to allow the modelling of non-linear
effects with fundamentally linear models (this is discussed more in Section 4.3.2).
Dummy variables are used in [Publications I-V] to indicate the absence or presence of
some categorical effect, such as different day types when modelling electricity
consumption. With such a wide range of data transformations and modelling structures
available for both the explanatory variables and the dependent variables, linear models
were found to be adequate for the modelling required in this thesis.
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Fig. 4.6. A scatter plot with histograms showing the transformation from a simulated Weibull with scale
parameter 4 and shape parameter 2 distributed, i.e., Wbl(4, 2) distributed, yt to a standard normally
distributed zt on the left, and time series plots of zt and yt on the right for the first 100 time steps.

4.2.3. Non-parametric and Semiparametric Distributions
With many of the analysed data sets, the often made assumption of normally distributed
data was clearly not appropriate. For example, the Weibull distribution was used in
[Publications II, IV] for analysing wind speed PDs. The t-distribution (in this thesis
t-distribution refers to the t location-scale distribution [102]1) was used for modelling
the error terms of the wind power and electricity consumption models in
[Publications III-V]. The Bernoulli distribution was used in [Publication VIII], as
shown in Section 4.3.5. However, in some applications non-parametric and
semiparametric PD estimators were needed to provide the required flexibility
(compared to fitting a parametric PD to the measured data).
Two types of non-parametric distribution estimators are used in this thesis: the empirical
cumulative distribution function (ECDF) and the nonparametric density estimator using
Gaussian kernel smoothers. The ECDF was computed using the Kaplan-Meier estimator
[92], and was used in [Publications II, III]. It is a simple estimate of the CDF of an RV,
which directly calculates how many data points in the sample are smaller than the value
of interest. It thus directly applies the very definition of CDF to a sample and is very
flexible. One of the drawbacks of ECDF is that it creates a step function to represent the
CDF even if the RV is assumed to be continuous [92]. However, the most important
drawback in the context of this thesis was that, as a consequence of its definition, ECDF
cannot estimate the CDF for values smaller than the minimum or larger than the
maximum in the sample. For example, in [Publication II, IV] estimation of the
probabilities of reaching higher wind speeds than the maximum measured values was
considered crucial.
The Gaussian kernel is an example of a kernel smoother that can be used to give a
smooth non-parametric estimate of a CDF [98]. Gaussian kernels are used in [99] to
model wind speed data. In addition to giving a smooth CDF estimate, the kernel method
can estimate the CDF outside the minimum and maximum range of a sample. However,
1

The t location-scale distribution includes three parameters: the location parameter, the scale parameter
and the shape parameter, i.e., the degree of freedom (DoF) [102]. Only the shape parameter is important
when considering the shape of the distribution, so usually only DoF is reported.
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in [100] and [101], the generalized Pareto (GP) distribution, which is a parametric
distribution, is recommended for modelling the tails (for example, the lowest and
highest 10 % of the data) of many different PD shapes. A detailed estimation of the tails
becomes viable when the data size becomes larger, as more and more data points belong
to the tails. The GP tail is used to model the upper tail of both wind speed and power
data in [Publications II-IV], especially to reach out-of-sample data in simulation. As the
bulk of the data is modelled using either Gaussian kernels or an ECDF, which are nonparametric, the combination with the parametric GP tail becomes a semiparametric
distribution.

4.2.4. Estimation Methods
As the data sizes are large, the estimation methods have to be computationally efficient.
The maximum likelihood (ML) method is often the favoured method for estimating the
parameters of a statistical model [91], [92]. However, for some models, the ML
estimator can be computationally slow to calculate as it may include numerical
optimization. For linear regression models with homoscedastic and temporally
uncorrelated error terms, OLS estimator is the best linear estimator [91], and in such
cases there is no clear advantage in using the ML estimator1. OLS is relatively fast to
calculate as no numerical optimization is required, and is thus used when appropriate.
As AR and VAR models can be seen as regression models [91], the OLS method can
also be used to estimate the parameters of the autoregressive models, as long as the error
terms are homoscedastic and temporally uncorrelated.
However, the ML method should be used in the estimation of the parameters of some
PDs, such as the Weibull and Pareto distributions [92]. The logistic regression, with
binary response (0 or 1), should also be estimated using the ML method [103]. Thus,
the ML method was utilized when GP tails or Weibull distributions were fitted or the
parameters of the logistic regression were estimated. Additionally, the t-distributions of
the error terms of the models in [Publications III-IV] were estimated using ML [102].
Although the regression models in [Publications I, V] were estimated using the OLS
method, the stepwise explanatory variable selection method required multiple
estimation procedures to be carried out.

4.2.5. Clustering with Dimension Reduction
The clustering of AMR consumption data in [Publication I] was not carried out on the
full data set, but on the first few PCs calculated from the AMR data (using PCA, which
was presented in Section 4.1.4). This makes the computation of the clustering faster and
allows the resulting clusters to be visualised using a few dimensions (an example can
be seen in Fig. 4.7). Such visualizations allow the clusters to be based on a visual
presentation of the data on which the plausibility of the clusters can be assessed.
Pre-processing of the AMR data was crucial in [Publication I]. Without size scaling
(standardizing the yearly consumptions), PCA could not have been used, as the
uncorrelated (orthogonal) PCs would not have represented the data properly. However,
after a proper pre-processing, the resulting PCs formed clusters, even visually, without
any mathematical clustering [Publication I]. The first four PCs can be seen in Fig. 4.7.
1

Additionally, if the error terms are normally distributed, the OLS estimator is identical to the ML
estimator [91].
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As the first four PCs hold relevant information [Publication I], the essentially two
dimensional visual assessment should be accompanied with a mathematical clustering
method that considers all dimensions at the same time.
Fig. 4.7 shows the unrotated PCs, i.e., the PCs that are the direct result of the applied
PCA. However, rotated PCs are presented in [Publication I], as they provide a clearer
visual presentation (unrotated PCs are presented here to provide additional information
to the publications of this thesis). In Fig. 4.7, the clusters are formed so that no one PC
can be clearly seen as the dividing factor between the different clusters. Visually, the
PCs seem to require some rotation to align them with the clustering structure. Different
rotation methods were tested, and finally Varimax rotation was used in [Publication I],
as it gave the clearest visual presentation where individual PCs could be named (e.g.,
“heating”) and it gave the resulting cluster structure and interpretable basis (e.g.,
consumer types that use electric heating and those who do not are differentiated by the
“heating” PC). Such easily interpretable PCA results were welcomed by Helen
Sähköverkko Oy, the partnering distribution system operator (DSO). Additionally, the
sizes and the profiles of the clusters that were formed using the first four rotated PCs
were as expected [Publication I]. Further assessment of the PCA results (and the
clustering results) is given in [Publication I].
The clustering in [Publication I], which is also used in the colouring of Fig. 4.7, was
formed using the k-means method. The k-means clustering was calculated using
Euclidean distances, and the clustering was carried out using the Matlab function
kmeans, which uses the k-means++ algorithm (this is the standard k-means clustering
algorithm, but with an improved selection of the centroid seeds for the clustering) [9].
It can be applied either to the rotated or to the unrotated PCs to arrive essentially at the
same clusters, as the Varimax rotation is orthogonal [94]. The k-means clustering
(especially when Euclidean distance metrics are used) is applicable to circular
shapes [94], which was considered suitable for the pre-processed AMR data in
[Publication I]. The resulting clusters were assessed considering the plausibility of the
results with the partner DSO.
Clustering using a Gaussian mixture model (GMM) was tested in [Publication I], as it
is somewhat more flexible than the k-means method [56], [57]. The GMM can be seen
as a generalization of the k-means method with Euclidean distances [56], and it can be
specified to handle non-spherical shapes. However, each cluster is specified by a
multivariate normal distribution, which places restrictions on the possible cluster
shapes [56], [57]. The resulting GMM clusters were either very close to the clustering
achieved using the k-means method with strong restriction on the GMM covariance
structure, or unrealistic with flexible covariance matrix specifications. GMM specifies
a data model (many multivariate normal distributions) and thus the resulting clusters
could be compared to the assumed stochastic model. However, no reason to assume
multivariate normal distributions as the cluster shapes was found in [Publication I].
Thus, the k-means clustering method was used to calculate the clusters.
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Fig. 4.7. All combinations of the first four (unrotated) PCs calculated for the pre-processed hourly AMR
electricity consumption data presented in [Publication I].

4.2.6. Interpretation of the Estimated Models
“Correlation does not mean causation”, as the famous saying goes. Thus, the observed
correlations in the data and the resulting models are always accompanied with a larger
non-mathematical consideration of the phenomenon: do the correlations, the models and
the derived interpretations of possible causation match the previous research findings
and common sense knowledge. Statistical testing, such as testing the significance of the
various explanatory variables and out-of-sample forecasting were also utilized to help
in this assessment of the results. When possible, the assessment of the results and their
interpretations were discussed with colleagues, such as the partnering companies and
researchers from other fields.
The interpretation of the estimated models is important as all statistical models can in
the end only model structures in the available measured data. Issues such as biased data
and spurious correlations cannot be addressed by analysing the data. As discussed in
Section 2.3, the models need to be assessed in context and compared to the previous
knowledge of the subject matter. For example in [Publication I], where PCA and
k-means clustering were used, the interpretation of the resulting rotated PCs and the
clusters, and their assessment outside the mathematical analyses with the partner DSO
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was considered more important than any goodness-of-fit type of mathematical measure
of the results. As discussed in Section 2.3, the careful consideration and understanding
of the estimated models and the obtained results is even more important when the
volume of data increases.

4.3.

Regression Models

Regression models are one of the most popular statistical models. They are used to
model and analyse multivariate data, when the variables can be divided into two groups:
explained (or dependent) variables and explanatory (or independent) variables. In this
thesis, all regression models include only one dependent variable but always multiple
explanatory variables. Such models are called multiple regression models. The models
presented in the first two subsections are both linear regression models, however the
separation into static and dynamic models was seen to be justified, as the interpretation
of the effects of the different explanatory factors is quite different. The logistic
regression model presented in the last subsection is a specific type of GLM that was
used in [Publication VIII], as the dependent variable is binary data with only 0 and 1 as
possible values.

4.3.1. Static Multiple Regression Model
In a multiple regression model, several explanatory variables x = [x1,…, xk]′ are used to
explain the variability of the dependent variable y. The model, as specified for a
measurement point i, is
ݕ ൌ ܿ  ࢈࢞  ݑ ,

(4.3)

where c is the constant term, xi are the explanatory variables at i, ui is the error term at
i and b = [b1,…, bk] are the coefficients of the model. In (4.3), c and b are assumed to
be the same for all i. The model can be divided to the structural part ܿ  ࢈࢞ and to the
error term ݑ . The expected value of the error term is assumed to be zero, so E(ui) = 0.
The error terms are also often assumed to be independent and identically distributed
(i.i.d.) for all i. However, sometimes, as in [Publication I], this assumption cannot be
made.
The structural part of the model (4.3) defines the conditional (in forecasting, this means
that the values of the explanatory variables are known) expected value of the dependent
variable
ሺݕ ȁ࢞ ሻ ൌ ܿ  ࢈࢞ ,

(4.4)

as E(ui) = 0. The effect of the coefficients b can be defined as change in E(yi), i.e., if
there is a unit change in any explanatory variable xj, the change in E(yi) is bj (the
coefficient of xj). If the explanatory variables of (4.3) are fixed (non-stochastic), the
conditional variance of yi is defined by the variance of the error term
Var(yi | xi) = Var(ui).

(4.5)

The structural part of (4.3) thus sets the expected value of yi, and the error term tells
about the uncertainty in the forecast of yi. The assumptions made about the error term,
and their comparison to the residuals of the estimated model, are important in model
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diagnostics when assessing the estimated model. This aspect is discussed more in the
next subsection.

4.3.2. Model Diagnostics
As was presented in Section 4.2.4, certain assumptions about the error term ui of (4.3)
have to be made for the OLS method to be a valid estimation method. In addition to
having E(ui) = 0 for all i, the error terms have to be homoscedastic and uncorrelated, so
Var(ui) has to be the same for all i and correlation Corr(ui, uj) = 0 for i ≠ j [105].
However, the error terms are not required to be normally distributed (or even to follow
the same distribution) for the OLS method to be a valid estimation method. The role of
model diagnostics is to test if the residuals (the estimated error terms) of the estimated
model can be assumed to match to assumptions that were made about the error
term [105]. Some form of model diagnostics has been part of all the publications in this
thesis.
In addition to the assumptions made about the error terms, some assumptions also have
to be made about the explanatory variables. For example, multicollinearity, which
happens when two or more of the exogenous explanatory variables in the regression
model are highly correlated [91], is discussed in [Publication V]. As specified by (4.4),
the dependence between the explanatory variables and E(yi) has to be linear (or at least
has to be able to be approximated by a linear model) for (4.3) to be a sensible model.
However, it is important to note that linear regression models can include terms such as
ଶ
ݔଵǡ ݔଶǡ or ݔଵǡ
as explanatory variables [91].
Although the model diagnostics are focused on testing the hypotheses made about the
error term, the possible violations of the OLS assumptions can be used to find possible
misspecification of the structural part (4.4) [91]. Such findings can be considered to be
the most important application of model diagnostics, as if there is any structure in the
residuals, it is advisable to re-consider the specification of the structural part of the
model.
An example of the use of model diagnostics to find problems in the structural part of a
model is shown in Fig. 4.8. A sample of 1000 data points is simulated from a model
yi = 20 + bixi + ui, where bi = -0.8 when xi ≤ 12 and bi = 0 when xi > 12, and the error
term ui follows a normal distribution N(0, 22). yi is thus linearly dependent on xi, but
only when xi is lower than the limit 12. Assuming that the true model is not known, the
simulated sample in Fig. 4.8 could be interpreted to imply a second order polynomial
dependence structure between xi and yi. To test this, a regression model with structural
part ܿ  ܾଵ ݔ  ܾଶ ݔଶ was fitted. For a comparison, a piecewise linear regression
model [105] with structural part c + b1x1,i + b2x2,i, where x1,i = xi and x2,i = 0 when xi ≤ 12
and x2,i = xi – 12 when xi > 12, was also estimated.
As seen in Fig. 4.8, the residuals of the second order polynomial model are not
independent of xi. This is of course a result of the misspecified structural part. The
piecewise linear structure for xi can model yi well and there is no structure visible in the
residuals, which is expected as it matches the structure of the simulation model. When
modelling the effect of outside temperature on electricity consumption in
[Publications I, V], where the use of multiple explanatory variables was an additional
challenge compared to the example presented here, many specifications of the structural
part were considered. The testing of the different structural parts and assessing the
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residuals was a crucial part of achieving the piecewise linear model that was ultimately
used for modelling the effect of outside temperature. In addition to being statistically
sound models, such piecewise linear models offer a straightforward interpretation: one
linear dependency between the outside temperature and consumption holds for cold
temperatures and another for warm temperatures. Such clear interpretation of the
models was appreciated by the partnering DSO.

Fig. 4.8. The top subplot shows a simulated sample of yi (blue) with the fitted regression model with the
second order polynomial of xi (red) and with the piecewise linear structure of xi (magenta) as explanatory
variables. The residuals of the models are plotted according to xi in the middle and bottom subplots with
colours matching the models in the top subplot.

4.3.3. Omitted-variable Bias
The results in Table 4.1 show the importance of considering all relevant explanatory
variables in the multiple regression model. Failing to add some explanatory variable can
corrupt the estimated coefficients of the other explanatory variables [106]. The example
of such omitted-variable bias was constructed by simulating 10000 samples from the
model yi = 0.9x1,i + 0.2x2,i + ui, where ui follows N(0, 0.22). The explanatory variables
x1 and x2 were first simulated from a standard bivariate normal distribution with
correlation zero and then with correlation 0.82 (to match the case presented in
Section 4.1.3). The results in Table 4.1 show that in the case with uncorrelated
explanatory variables the coefficients of the model are estimated correctly even if the
explanatory variables are analysed separately. However, in the general case with
correlated explanatory variables, both variables have to be included in the regression
model to obtain correct estimates for the coefficients. It is worth noting that the
correlation between the explanatory variables should not be too high, or
multicollinearity problems may arise [91], [Publication V].

40

The ability of the multiple regression model to distinguish the effect of different
explanatory variables is shown in [Publications I, V]; the outside temperature is a
significantly more important explanatory variable than day length for the direct electric
heating consumer type, even though both temperature and day length correlate relatively
strongly with the electricity consumption (as seen in Fig. 4.3). If only the outside
temperature would have been used, there would have been a risk to arrive at a biased
estimate of its effect, following the behaviour described in the previous paragraph. It is
therefore important to include all possible relevant explanatory variables in the
regression model, even if only the effects of a few of them are ultimately of interest.
Such comprehensive consideration of the structural parts of the models was especially
important in [Publications I, V-VIII], where a lot of possible exogenous explanatory
variables were available. In addition to considering all relevant variables, the non-linear
dependency structures had to be considered for some explanatory factors, as explained
in the previous subsection.
Table 4.1. Estimation results of three different regression models with different structural parts used to
model the simulated data with 10000 samples from the specified model, where ui follows N(0, 0.22).
Estimation of model
yi = c + b1x1,i + b2x2,i + ui

Corr(x1,i, x2,i) = 0

Corr(x1,i, x2,i) = 0.82

c

b1

b2

c

b1

b2

The actual coefficients

0

0.9

0.2

0

0.9

0.2

Estimated coefficients with
only x1 in the model

0.00

0.90

Not in
model

0.00

1.07

Not in
model

Estimated coefficients with
only x2 in the model

0.00

Not in
model

0.20

0.00

Not in
model

0.95

Estimated coefficients with
both x1 and x2 in the model

0.00

0.90

0.20

0.00

0.90

0.20

4.3.4. Dynamic Multiple Regression Model
The multiple regression model that was presented in Section 4.3.1 is static, which means
that if the measurement points i are considered to represent time (usually denoted t), the
change in any explanatory variable has an immediate effect on yt [91]. This was
considered a reasonable assumption when analysing daily electricity consumption data
[Publication I]; however, when analysing hourly consumption data in [Publications V,
VI], a consideration of the dynamic effects of the changes in the explanatory variables
was included in the analysis. In [Publication VII], both static and dynamic regression
models were used to analyse the damping data.
There are two major differences between static and dynamic models. Firstly, in
forecasting, the dynamic model utilizes the knowledge of both the exogenous variables
and the past measured values of yt, while a static model can utilize only the exogenous
variables. As many phenomena in the world have inertia, knowledge of the past is often
useful. Secondly, the dynamic model models the dynamic effect of the explanatory
variables so that changes in the explanatory variables do not have simply an immediate
effect on yt. For example, the effect of a change in outside temperature on electricity
consumption is usually not immediate [Publication V].
The dynamic regression model defines yt at time t as


ݕ௧ ൌ ܿ  ࢈࢞௧  σୀଵ ܽ ݕ௧ି  ݑ௧ ,

(4.6)
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where c is the constant term, xt = [x1,t,…, xk,t]′ are the values of the k exogenous
explanatory variables at t, ut is the error term at t, and b = [b1,…, bk] and ai are the
coefficients of the model. This specification does not consider lagged versions of xt as
they were not used in the publications of this thesis. Reasons for this are discussed in
[Publication V]. In (4.6), c, b and ai are assumed to be the same for all t. The conditional
expected value of yt is
ሺݕ௧ ȁ࢞௧ ǡ ݕ௧ିଵ ǡ ǥ ǡ ݕ௧ି ሻ ൌ ܿ  ࢈࢞௧  σୀଵ ܽ ݕ௧ି

(4.7)

and if the explanatory variables of (4.6) are fixed, the conditional variance is
Var(yt | xt, yt-1,…,yt-p) = Var(ut).

(4.8)

Thus, similarly to the static regression model (4.3), the structural part of (4.6) describes
the expected value of yt, and the error term tells about the uncertainty in the forecast of
yt. When E(yt) is calculated for many time steps, the result is called the mean path [91].
As (4.6) is used to forecast yt further in time, Var(yt) will increase reflecting the higher
uncertainty when the forecasts are calculated further. The prediction intervals (PIs),
which tell about the uncertainty in the forecasts and depend on variance, behave
similarly to the PIs in the AR model, which are presented in Section 4.4.1.
The effect of a step change in any explanatory variable xj on E(yt), when yt follows (4.6)
with p = 1, is first the estimated coefficient bj and, as time progresses, the effect on E(yt)
progresses as shown in Table 4.2 (it is assumed that the change in xj is the only change
in the structural part of the model). The last row shows the long term coefficient for xj,
i.e., the value that the change in E(yt) approaches when t approaches infinity. It is a
result of the sum of the geometric series ͳ  ܽଵ  ܽଵଶ  ܽଵଷ   ڮ ܽଵ௧   ڮthat can be
seen forming in the table; when t goes to infinity and |a1| < 1 (the process is assumed to
be stationary), the sum is
௧
σஶ
௧ୀሺܽଵ ሻ ൌ

ଵ
ଵିభ

.

(4.9)

In the general case, with p ≥ 1, the long term coefficient is [91]
ܾǡ୪୲ ൌ ଵି

ೕ
భ ିିڮ

.

(4.10)

Three example paths of E(yt), when p = 1 and bj,lt = 1, are presented in the top subplot
of Fig. 4.9 to showcase the effect of a1 on the rate of change in E(yt). Each case will
have the same long term effect of the change in xj,t, but the dynamic short term effect
will be different. The bottom subplot shows an example simulation run from each
example model to showcase how the time series looks when the error term is considered
(the simulation of data from regression models is presented in Section 4.5.1). The
required bj for (4.6) and (4.7) was calculated from bj,lt using (4.10). The variability
visible in yt, when the error terms are considered, corresponds to the process variance
Var(yt). The difference between one step ahead variance Var(ut) and the process
variance is explained for the AR model in Section 4.4.1, and the same distinction can
also be made for dynamic regression models [91]. In essence, the process variance tells
about the uncertainty in yt when the past values of yt are not known. This is the case in
long term simulations (the values are simulated; they are not known or measured). The
variance of the forecasts (when the past values of yt are known) approaches the process
variance as t goes further (this is shown in [Publication V]).
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As seen in Table 4.2 and in Fig. 4.9, the dynamic effect of any explanatory variable is
a combination of the estimated coefficient bj and a1,…, ap. As the parameters of (4.6)
are estimated, the resulting model thus specifies a dynamic response of the explanatory
variable by estimating both b and ai. The plausibility of the modelled dynamic effects
in the electricity consumption models is assessed in [Publication V], focusing especially
on the time that it takes for the changes in outside temperature to affect consumption,
as this can be compared relatively easily to the general knowledge of the expected heat
dynamics of buildings in Finland.

Fig. 4.9. The top subplot shows the mean paths of yt for three different a1 parameters: 0 (blue), 0.4 (red)
and 0.8 (magenta). The bottom subplot shows one simulation run of yt from each of these dynamic
regression models when ut follows N(0, 0.12), with the exogenous explanatory variable xt plotted as a
dashed black line.
Table 4.2. The mean path of (4.6) with p = 1 (and |a1| < 1) when there is a step change in one of the
explanatory variables at t = 0.
t

xj,t

Change in E(yt)

-1

0

0

0

1

bj

1

1

a1bj + bj

2

1

a1(a1bj + bj) + bj

3

1

ܾ ሺܽଵଷ  ܽଵଶ  ܽଵ  ͳሻ

...

...

...

∞

1

ܾ

ͳ
ͳ െ ܽଵ
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4.3.5. Logistic Regression
If the error term of the linear regression model is assumed to be normal (or any
distribution that has the support for all real values), yi can take any real value. This can
be seen in (4.3): if ui can take any real value, then yi can take any real value. Therefore,
the regression model, in its standard form, is generally only applicable to cases where
the dependent variable can take any real value, although in many applications the
likelihood of reaching not supported yi values might be so small that they can be ignored.
However, in some cases the values of yi are restricted, so that the standard linear
regression model definition (4.3) cannot be considered valid. Such is the case in
[Publication VIII], where the measured dependent variable can only take values of
0 or 1 (there either was a fault in a line section or there was not). The logistic regression
model can be used to model such a case with a binary dependent variable [103]. Logistic
regression is part of the generalized linear model (GLM) modelling framework, which
allows for even more flexibility, however, only logistic regression is presented here as
it is the only GLM model used in the publications in this thesis.
An example of a case with a binary measured dependent variable can be seen in Fig.
4.10, where 100 simulated outcomes of a Bernoulli distribution with parameter pi are
simulated. The outcome of a Bernoulli distribution, yi, can be only 0 or 1: the probability
of reaching yi = 1 is pi, and the probability of reaching yi = 0 is 1 − pi. In the example,
ଵ
pi depends on xi as  ൌ
షೣ , so the probability of reaching yi = 0 is high for small xi
ଵାୣ

values and the probability of reaching yi = 1 is high for large xi values. This simulates
a case where a risk factor xi makes the probability of reaching outcome yi = 1 higher
(and is thus comparable to the analysis in [Publication VIII]). Fig. 4.10 shows in red the
result of the linear regression model (4.3) fitted directly on the simulated outcomes of
yi. The model tries to estimate pi, i.e., the probability of reaching yi = 1 or yi = 0.
However, it cannot be considered a valid model as the estimated pi can take values
outside of the interval [0, 1] (as the estimated pi are interpreted as probabilities, they
should not be outside of this range).
However, as seen in Fig. 4.10 in magenta, the logistic regression model can be used in
the case presented in the previous paragraph. The model, written in the GLM form, is
 ൌ ሺݕ ȁ࢞ ሻ ൌ  ିଵ ሺܿ  ࢈࢞ ሻ ൌ ሺ

ଵ

ଵାୣషሺశ࢈࢞ ሻ

ሻ,

(4.11)

where xi are the explanatory variables and c and b are the coefficients of the linear
predictor [103]. The distribution of yi is a Bernoulli distribution with parameter pi and
the so called link function is logit [103]. The structure of (4.11) is not a regression model
in the sense that it is not a sum of a structural part and an error term. However, the aim
is the same: explain the changes in the dependent variable using the explanatory
variables. It is also important to note that the pi cannot be measured, as only the
outcomes yi can be measured. However, there is a link between these two: the pi
specifies the probability of reaching yi = 0 or yi = 1. The ML estimation method can be
used to estimate (4.11) [103], as it finds the coefficients c and b that maximize the
likelihood of the measured values yi being a realization of the Bernoulli distribution
with pi changing according to (4.11). ML estimation was used in [Publication VIII].
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Fig. 4.10. 100 simulated outcomes yi from a Bernoulli distribution that has a lower pi for small xi values
and larger pi for higher xi values (blue) with the fitted ordinary linear regression model (red) and the
estimated logistic regression model (magenta).

4.4. Autoregressive Models
This section presents univariate and multivariate AR models that are used to model
temporal dependencies in [Publications II-VI]. The most important application of the
multivariate time series models is the analysis of wind speed and power data acquired
from multiple locations. The multivariate AR model, also called the VAR model, is
used to analyse the spatial and temporal dependencies in [Publication III]. The
univariate AR model is used in [Publication VI], and it plays an important part in the
ARC model, which consists of univariate AR models connected via a spatial correlation
matrix C (calculated from simultaneous wind power measurements), that is used in
[Publications IV, V]. A comparison on the use of the ARC and the VAR model in the
analysis of wind generation in multiple locations is presented in [Publication II].
The first section of this chapter presents the univariate AR model, and the second section
focuses on the role of the error term in the AR model. The third section presents the
VAR model. The last subsection shows how the analysis of the monthly changing
diurnal structures, which are required when analysing wind speed or power data, can be
added to the models. The ARC model is not presented in detail as it is fundamentally a
combination of the AR models and a correlation matrix to model the spatial
dependencies in wind power in multiple locations. The ARC model is presented in
[Publications II, IV], and is designed to be used only in long term MC simulations (not
in short term forecasting).

4.4.1. Univariate Autoregressive Model
The AR model specifies a stationary stochastic time series zt as


ݖ௧ ൌ ܿ  σୀଵ ܽ ݖ௧ି  ݑ௧ ,

(4.12)

where c is the constant term, a1,…, ap are the coefficients of the model and ut is the error
term at time t [91]. Stationarity requires certain conditions of the ai coefficients [91]. c
and ai are assumed to be the same for all t. The model can be generalized to include the
MA part to obtain the ARMA model [91]. However, as in the analyses carried out in
this thesis the MA parts were not required, only the AR model is presented. The error
terms ut are often assumed to be i.i.d, however for the OLS estimation method to be
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optimal, only homoscedastic and temporally uncorrelated error terms are required [91].
The conditional expected value of the AR(p) process is
ሺݖ௧ ȁݖ௧ିଵ ǡ ǥ ǡ ݖ௧ି ሻ ൌ ܿ  σୀଵ ܽ ݖ௧ି ,

(4.13)

and the conditional variance is
Var(zt | zt-1,…,zt-p) = Var(ut).

(4.14)

Thus, as for the regression models presented in Section 4.3, the structural part of (4.12)
specifies the mean path for zt, and the error terms tells about the uncertainty in the
forecasts of zt. The AR model can be seen as a regression model where the explanatory
variables are the lagged versions of the observed time series [91]. Thus, similar model
diagnostics can be applied to the AR model as were presented for the linear regression
model in Section 4.3.2.
When AR models are used in forecasting zt, (4.14) tells about the uncertainty in the one
step ahead forecast (meaning that zt-1,…, zt-p are all known). When the forecasting
procedure is carried out further in time, the uncertainty in the forecasts increases for
each time step [91]. When t approaches infinity, the variance of the forecasts approaches
the process variance, i.e., Var(zt), which means that in the long term the predictive
power of the previous values of zt fades out. An example of the uncertainty in the
forecasts going from the one step ahead Var(ut) towards the long term Var(zt) can be
seen in Fig. 4.111. The example zt is an AR(1) process with c = 0 and a1 = 0.95, and ut
follows a normal distribution with mean zero and variance specified so that Var(zt) = 1
[105]. Thus, the PD of the process zt is N(0, 1). The 95 % prediction intervals (PIs) in
Fig. 4.11 approach the long term range -1.96…1.96, which corresponds to the 95 % PIs
of N(0, 1). Thus, in the long run, the only thing that can be said of a forecast of zt is that
it is a random draw from N(0, 1).
In the long term MC simulations, the variance of an AR model is always the process
variance (there are no measured previous values of zt, as all data are simulated). The
same holds for the VAR model and the dynamic regression model (the ARC model is
created to be used only in long term simulations). The simulations carried out in
[Publications II-V] are always long term in nature. However, conditional short term
forecasting is applied in [Publications V-VII]. The evolution of the PIs from the one
step ahead forecast to the long term PIs is shown for the dynamic regression model in
[Publication V]. The PIs of the dynamic regression models behave similarly to the PIs
of the AR model shown in Fig. 4.11 [91].

1

The calculation of the variances and the PIs of the forecasts of an AR model are shown for example
in [105]. Fig. 4.11 is drawn accordingly. The simulation of data from time series models is presented in
Section 4.5.1.
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Fig. 4.11. The 95 % forecasting PIs (magenta) and the long term 95 % PIs (dashed magenta) of an AR(1)
process zt with a1 = 0.95 and ut follows N(0, 0.0975). The forecasting starts at t = 1 with z0 = 0 (so the last
known value of zt is 0). The 25 simulated example paths (blue) show that some simulated samples are
outside of the forecasting PIs, which is expected, as 5 % of the samples should be outside of the 95 %
forecasting PIs. It can be seen that in the long term the 95 % forecasting PIs move towards the long term
95 % PIs.

4.4.2. Importance of the Error Term Distribution
The importance of analysing the error terms of the statistical models in detail is
emphasized in [Publications III-V]. As presented in section 4.5.2, the error terms are
especially important in long term MC simulation, as they are the reason why each
simulation run is different. The importance of analysing the PDs of the error terms of
autoregressive models in detail is fundamentally an extension of the discussion in
Section 4.1.2 to time series data; the first two moments are not always enough to specify
the behaviour of a stochastic time series process in full. The knowledge of the
probabilities of reaching very small or very large values is important for example in
[Publications II-V], where the probabilities of very low or high wind generation are the
crucial research questions to be answered.
The effect of the error term distribution on the AR process (4.12) is shown in Fig. 4.12.
Both zt and yt are simulated from an AR(1) model with the same structural part with
c = 0 and a1 = 0.95, so the mean paths and the ACFs of zt and yt are the same [91]. The
error term of zt is normally distributed and the error term of yt is t-distributed with a
degree of freedom (DoF) of four, and they are specified so that Var(zt) = Var(yt) = 1
(this forces the error term variances of the models to be the same, as the structural parts
of the models are the same [91]). Thus, all first and second moment information of the
models are the same. However, Fig. 4.12 shows that there are significant differences in
the behaviour zt and yt. These are caused by the different error term distributions, as a tdistribution has fatter tails, i.e., higher probabilities for reaching very small and vary
large values, than a normal distribution with the same variance [92]. The probability of
a large change from t to t + 1 is also higher, as can be seen in the bottom subplots of
Fig. 4.12: the larger the distance from the zt = zt-1 or yt = yt-1 line, the larger the change
between the consecutive time steps. Fig. 4.12 shows that the PD of the error term has a
significant effect on the behaviour of the process. The detailed analyses of the error
terms were thus considered worthwhile in [Publications III-V].

47

Fig. 4.12. Time series plots and the scatter plots associated with ACF lag 1 for a simulated sample from zt
with a normally distributed error term (blue) and from yt with a t-distributed error term with a DoF of four
(red). Both zt and yt have the same structural AR(1) part, with c = 0 and a1 = 0.95. As noted in Section 4.2.3,
t-distribution refers to the t location-scale distribution [102].

4.4.3. t-distributed Error Terms in Wind Power Modelling
The reason for using t-distribution (as noted in Section 4.2.3, this refers to the t locationscale distribution [102]) for the error terms of the wind power models in [Publications
III, IV], as opposed to normal distribution, is twofold. Firstly, as shown in the
publications, the t-distribution provides a better fit to the residuals, i.e., the estimated
error terms, of the time series models. Secondly, the models with t-distributed error
terms provide MC simulated data that better matches the statistical characteristics of the
measured data. An example of this shown in Fig. 4.13. The effect of using the
t-distributed error term is similar to the simple example in Fig. 4.12. It can be seen that,
compared to the simulation with a normally distributed error term, the simulated data
with the t-distributed error term better resembles the scatter plot of the measured data.
This was consistent with all the analysed dependency structures in [Publications III,
IV].
It is important to note that with either normally distributed or t-distributed error terms,
the first and second moment information (i.e., mean, variance and correlation) is almost
identical for the simulation models presented in Fig. 4.13. However, as was noted in
Section 4.1.2, only analysing the first and second moments is not always enough to fully
capture the dependency structure between RVs. In Fig. 4.13, the model with the
normally distributed error term gives too few simulated samples with a large change in
wind generation in one hour, and thus underestimates the risk of sudden changes in wind
generation.
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As normal distribution can be seen as a special case of t-distribution (t-distribution
approaches normal distribution when DoF approaches infinity [92]), models with
t-distributed error terms are also applicable in cases where the error terms can be
modelled using the normal distribution. In addition to wind power modelling,
t-distribution was used also for the error terms of the electricity consumption models in
[Publication V].

Fig. 4.13. Measured PIC data (blue) for Nord Pool Spot bidding area DK2 compared to the simulated PIC
data using the model presented in [Publication III] with t-distributed (red) and normally distributed
(magenta) error terms. The chosen scatter plot depicts the dependency structure behind ACF at lag 1.

4.4.4. Multivariate Autoregressive Model
The VAR model is a generalization of the AR model for multivariate time series. It is
used in [Publications II, III] to analyse the spatial and temporal dependencies in wind
speed and generation data. The k-dimensional p-order VARk(p) model specifies a
stationary multivariate stochastic time series zt = [z1,t,..., zk,t]′, which is a k×1 random
vector, as


ࢠ௧ ൌ ࢉ  σୀଵ  ࢠ௧ି  ࢛௧ .

(4.15)

where A1,…, Ap are the k×k coefficient matrices, c is the k×1 constant term vector and
ut = [u1,t,.., uk,t]′ is the k×1 error term vector at time t [104]. Stationarity requires certain
conditions of the Ai matrices [104]. In the VAR model, the error terms are usually
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defined as temporally uncorrelated and homoscedastic, so Corr(ui,t, uj,t+h) = 0 when
h ≠ 0 [104]. This allows the margins of error term PD to be correlated when h = 0.
Assuming that all margins (components of zt) follow N(0, 1), the transformation
࢟௧ ൌ ሾܨଵିଵ ሺܨ୬୭୰୫ ൫ݖଵǡ௧ ൯ሻǡ ǥ ǡ ܨିଵ ሺܨ୬୭୰୫ ൫ݖǡ௧ ൯ሻሿԢ,

(4.16)

where ܨଵିଵ ǡ ǥ ǡ ܨିଵ are the inverse CDFs of the margins of yt and Fnorm is the CDF of
the standard normal distribution, can be used to obtain yt = [y1,t,..., yk,t]′ with non-normal
margins [69]. Transformation (4.16) is the reverse of transformation (4.2) applied to all
components of zt (an example of the transformation for a univariate time series was
shown in Fig. 4.6). For example, in [Publication II] the margins are the estimated wind
speed PDs in the individual locations. The detailed presentation of the dependency
structures specified by (4.16) are given in Appendix A. Instead of ACFs and XCFs,
which are specified using the Pearson’s product-moment correlation coefficients, the
correlation structures of yt from (4.16) are measured by RACFs and RXCFs, which are
ACFs and XCFs specified using Spearman’s rank correlation coefficients. The reason
for this is presented in Appendix A. RACFs and RXCFs are used in [Publications II-V].
As discussed in Section 4.1.5, a multivariate time series can include complicated
dependency structures. The process specified in (4.16) provides a flexible way to model
such structures. Fig. 4.14 shows an example time series plot and the RACFs and the
RXCF of the first 500 time steps from a simulated bivariate process yt = [y1,t, y2,t] that is
the result of (4.16) applied to a simulated time series zt = [z1,t, z2,t] from a VAR2(1)
model (4.15), where both components of zt are standard normally distributed. The ܨଵିଵ
and ܨଶିଵ required in (4.16) are the inverse CDFs of Wbl(4, 2) and Wbl(6, 2),
respectively (Weibull distributions are used as examples as they are often used to model
wind speed PDs [95], [96], [Publications II, IV, V]). Fig. 4.15 shows the dependency
structures between RACF lag 1 for y1,t and RXCF lag 1 for y1,t and y2,t for a simulated
sample from yt (these are selected example bivariate scatter plots of the dependency
structures presented in Appendix A). As the time series data analysed in this thesis is
hourly, lag 1 corresponds to a lag of 1 hour.
It can be seen in Fig. 4.14 and Fig. 4.15 that the VAR process with non-normal margins,
even with only p = 1, can specify complex temporal dependency structures and
structures between the components y1,t and y2,t (called spatial dependency structures in
[Publication III]). Each component has a PD to model, for example, the wind speed or
wind generation distribution of the location, and the VAR model can be used to specify
complex spatial and temporal correlation structures. Such a VAR model is used
successfully to model wind power in multiple locations in [Publication III]. In
[Publications IV, V], a somewhat different but related ARC model is used. A
comparison of these models is presented in [Publication II]. The use of non-normal
margins is crucial in both the VAR and ARC model when modelling wind speed and
wind generation data [Publications II-VI].
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Fig. 4.14. Time series plots of the first 500 time steps of a simulated yt (blue is y1,t and red is y2,t) with the
associated RACFs and the RXCF (lag 1 corresponds to the Spearman’s rank correlation between y1,t-1 and
y2,t, and so on).

Fig. 4.15. The dependency structures behind RACF lag 1 for y1,t and RXCF lag 1 for y1,t and y2,t for the
simulated sample from yt with margins Wbl(4, 2) for y1,t and Wbl(6, 2) for y2,t.

4.4.5. The Fundamental Reason for Using Data Transformations
In this thesis, the fundamental reason for using data transformations in wind power
modelling is to provide representative simulated wind speed and wind generation data
(Monte Carlo simulations are presented in detail in Section 4.5) [Publications II-V].
Although presented in (4.16) for the VAR model, the transformations are similarly
required for the ARC model used in [Publications II, IV]. Data transformations with
linear models can also be used to model non-linearities. However, as shown in
[Publications II-IV], the wind speed and generation data did not show any significant
non-linearities.
An example of using the VAR model with non-normal margins in data simulation was
presented in Fig. 4.14 and Fig. 4.15. As is appropriate for wind speed and wind
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generation, the simulated data are all non-negative. Such simulation results could not
be achieved when using the standard VAR model (4.15) without the transformation
(4.16), as with any usual error term specification (e.g., normal distribution,
t-distribution), the error term can take any real value. If the error term can take any real
value, the resulting zt can also take any real value, which should not happen for wind
speed or generation data. Additionally, if the error term in (4.15) follows a multivariate
normal distribution (the usual assumption), the resulting simulated zt will also follow a
multivariate normal distribution [104]. This is clearly not appropriate for wind speed or
generation data [Publications II-IV]. In contrast, when (4.16) is used to reach the VAR
model with non-normal margins, the margins of yt are representative of the wind speed
or generation PDs in the different locations [Publications II-IV].

4.4.6. Analysing the Monthly Changing Diurnal Variations
Wind speed and generation measurements show a clear diurnal structure
[Publications II, III], which can be seen, for example, as a peak in the ACF at lag 24 (an
example of such a peak was shown in Fig. 4.1). The peak implies that some phenomenon
occurs every 24 hours. There is thus predictive power in knowing the value of yt 24
hours ago and it should be used in forecasting. The peak at lag 24 in the ACF can be
analysed by fitting an autoregressive model with a lag 24 coefficient [105]. This is valid
in short term forecasting, and was done in [Publication VI], as measured yt-24 is available
when calculating the forecasts.
The diurnal structures, which are monthly changing [Publication II], should be
considered also in the long term MC simulations to obtain representative wind
generation time series. In the long term simulations, an AR model with the lag 24
coefficient cannot be used, as E(yt) is constant for all t. This means that the AR model
with lag 24 cannot generate data where the overall level (the expected value) of wind
power would change from day to night or from summer to winter in the long term (in
the short term this is possible, as the past measured yt-24 is available). The same is true
for the VAR model. However, the simulation model has to allow for a changing E(yt),
and in [Publications II, III] this was achieved by including exogenous dummy variables
in the VAR model. In [Publications II, IV, V], when the ARC model was used, the
monthly changing diurnal structures were first removed from the model in estimation
and added back in simulation. This also results in changing E(yt). Thus, the monthly
changing diurnal variations are considered in all long term wind power MC simulation
models presented in this thesis.

4.5. Monte Carlo Simulation Method
The aim of the MC method is to estimate the PDs of one or more RVs using data
simulation (repeated random sampling). In [Publications II-IV], for example, the PD of
the aggregate wind generation was estimated for different wind power scenarios. In
[Publication III], the PDs of the wind generation in the individual Nord Pool Spot
bidding areas were estimated from measured data; however, the actual interest is on the
PD of the aggregate wind generation in a planned scenario, e.g., the EWEA 2020
scenario [64]. The PD of the aggregate wind generation in such a planned scenario
cannot be estimated from measured data (as the scenarios do not exist). However, the
MC method can be used in such a situation when the behaviour of the parts and their
dependency structure (e.g., the VAR model) are estimated and the interest is in the sum
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of the parts (e.g., the aggregate wind generation). A general justification for using
simulations to analyse stochastic models is given, for example, in [107]. The MC
method can be utilized in short term forecasting [Publication V], however, in this thesis,
it is used mostly in long term simulations [Publications II-IV].
The flow chart of the MC method, as applied in the papers in this thesis, is shown in
Fig. 4.16. The separation into the error term part and structural part matches the linear
regression and autoregressive models presented in this thesis. The first subsection of
this section discusses the use of the regression and autoregressive models in MC
simulations. The second subsection emphasizes the role of the error terms in MC
simulations and introduces the copula method for simulating data from multivariate
RVs. The last section shows how the aggregate RV of interest can be estimated from
the simulated data and discusses the required number of MC simulation runs to reach
reliable CDF estimates.

Fig. 4.16. Flow chart of the MC simulation procedure as it is applied in this thesis. The naming of the
variables correspond to the linear regression models (Sections 4.3.1 and 4.3.4) and to the autoregressive
models (Section 4.4).

4.5.1. Simulating Data from the Estimated Models
The MC simulation procedure starts by drawing random numbers from the specified
stochastic model. For example, for the electricity consumption model in
[Publication V], an MC simulation run starts with a random draw from the estimated
error term, which is the stochastic part of the regression model (this corresponds to the
stochastic model in Fig. 4.16). In the case of [Publication V], the deterministic model
in Fig. 4.16 is the dynamic regression model (for each consumer group), where the
simulated error term is the input. In the publications of this thesis, one simulation run is
usually used to simulate one year of data. For the MC method to provide a proper
statistical estimate of the aggregate RV of interest, multiple simulation runs are
required. The required number of simulation runs is discussed in Section 4.5.3.
In [Publication V], the simulations are generated both for wind generation and
electricity consumption. Ten such example simulation runs are shown in Fig. 4.17 for a
few example days. It is important to note that these are long term simulations (not
conditional forecasts) to represent three possible days. The simulation runs for the
electricity consumption, which is modelled using dynamic regression models, have
relatively similar simulated paths, as the exogenous variables are dominant and stay the
same from one simulation run to another (outside temperature and calendar structure is
fixed for each scenario). For wind power, the effect of exogenous variables, namely the
monthly changing diurnal structure, is very small compared to the autoregressive
structure. This leads to ten very different wind generation simulation runs in Fig. 4.17.
Such behavioural difference in the stochastic models for wind power and electricity
consumption represent the fact that while wind power can be forecasted in the short
term, in the long term it can vary significantly. On the other hand, the consumption
profile shape can be estimated even in the long term if the outside temperature scenario
is fixed.
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The outside winter temperature in Finland is much lower than the outside summer
temperature. Therefore, the simulated paths of the electricity consumption in Fig. 4.17
are very different for summer and winter, especially as the consumption scenario
specified in [Publication V] has a high share of electric heating customers. The peaks
in the consumption time series in the working day evenings are caused by time-of-use
electricity tariffs for the direct electric heating customers [Publication V]. There are
many reasons why the combination of wind generation and consumption can be either
high or low at a given hour. For example, during the working day peak the consumption
is likely to be higher than the wind generation. On the other hand, during summer
consumption is lower, and wind generation is likely to be higher than consumption. In
[Publication V], the probability of such combinations, and their effect throughout the
year, are analysed successfully using the MC method. The basis for the analyses are the
well-defined data models for wind generation and electricity consumption.

Fig. 4.17. Ten MC simulation runs for the aggregate 3 MW wind power (red) and the aggregate
consumption (blue) scenario using the measured outside temperature specified in [Publication V]. The top
subplot shows two working days and a Saturday for summer, and the bottom subplot shows the same three
day pattern for winter.

4.5.2. Significance of the Error Terms
For the linear regression models and autoregressive models, the MC simulations start
by drawing random numbers from the estimated error term PD (as seen in Fig. 4.16).
As the structural parts of the models are the same for all simulation runs, the random
draw from the error term is the only reason why each simulation run is different. Thus,
the detailed analysis of the error term is important.
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If the dimension of the error term is higher than one, and the margins are non-normal,
the copula method can be used to efficiently simulate representative error term samples
[97] for the MC simulations. A copula specifies the distribution of a random vector u
as
࢛ ൌ ൣܨଵିଵ ሺݒଵ ሻǡ ǥ ǡ ܨିଵ ሺݒ ሻ൧,

(4.17)

where ܨିଵ is the inverse CDF of the margin ui and v = [v1,…, vk] is specified by the
selected copula [97]. For example, if a Gaussian copula is used, v is a result of
࢜ ൌ ሾܨ୬୭୰୫ ሺ݁ଵ ሻǡ ǥ ǡ ܨ୬୭୰୫ ሺ݁ ሻሿ,

(4.18)

where e follows a multivariate normal distribution with E(ei) = 0 and Var(ei) = 1 for
all i.
Gaussian copulas are used in [Publications III, V] to model the error terms of the
models. The margins of the error terms are modelled using t-distribution, which is a
symmetric distribution that allows the kurtosis of the PD to be specified by the
DoF [92]. The kurtoses in the error terms in [Publications III, V] were estimated to be
significantly higher than in a normal distribution (i.e., the PDs have fatter tails) which
implies that in both electricity consumption and in wind generation the error terms
cannot be assumed to be normally distributed, as this would generate too few very high
or very low values when the models are used in MC simulations. A visual presentation
of the effect of t-distributed error compared to normally distributed error term with the
same variance was shown in Fig. 4.12.
Considering the transformation from e to v in (4.18) and then from v to u in (4.17), the
resulting transformation is fundamentally the same as in (4.16). This similarity is further
discussed in Appendix A to show that the dependency structures between the RVs
specified by the VAR model with transformations are specified by bivariate Gaussian
copulas. The VAR model with non-normal margins is thus strongly related to the copula
modelling framework.

4.5.3. Estimating the Desired Probabilities
As the MC method is applied as presented in Fig. 4.16, after drawing random numbers
for ut and calculating yt, the analysis of the resulting yt,aggr still needs to be carried out.
For one simulation run of a standard year, yt,aggr is a time series of 8760 hours summed
up from the k hourly time series yt,1,…, yt,k. For example, in [Publication V], when both
wind generation and electricity consumption are considered, one 8760 hour aggregate
time series yt,aggr would have only a handful of simulated hours near the expected
consumption peak. This would not give a proper probabilistic estimate of the peak
hours.
The MC simulation method relies on a lot of simulation runs to estimate the CDF, or
probability density function (PDF), of the RVs of interest. In [Publication V], 1000
consumption simulation runs and 1000 wind generation simulation runs were carried
out, which resulted in a combination of 10 6 different hourly realisations of a year. This
results in multiple simulated time series with high wind generation occurring during
low consumption hours, and vice versa. The resulting PDFs of the peak net load hour
(the aggregate consumption subtracted by the aggregate local generation) for different
scenarios are shown in [Publication V]. Fig. 4.18 shows the estimated 95th and 99th
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percentile estimates of the peak when the number of simulation runs increases for one
of the scenarios. It can be seen that the 106 simulation runs is not extravagant, as it takes
many simulation runs before the estimates start to stabilise. The estimate of the 99th
percentile requires more simulation runs to stabilise, which is to be expected as only
one in 100 simulations should have a higher peak than the 99th percentile value.

Fig. 4.18. The estimated 95th (blue) and 99th (red) percentiles of the peak net load using different numbers
of MC simulation runs for the 3 MW wind power scenario with the consumption scenario specified by the
measured outside temperature, as presented in [Publication V].
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5.

Summary of the Publications

This section presents summaries of the publications in this thesis (the publications are
presented in Appendix B). An overview of the analysed data and the utilized
methodologies are given with links to the relevant parts of Chapter 4. The most
important findings and results are also presented. The presentation is focused on the
results from the data analysis methods. For example, in [Publications VI, VIII], these
results are analysed further (with non-statistical methods) to reach significant additional
results. To keep the focus on data analysis, the additional results are presented relatively
briefly.

5.1. Using AMR Data to Model Electricity Consumption
Hourly automatic meter reading (AMR) data is analysed in [Publications I, V, VI]. The
AMR data was acquired from Helen Sähköverkko Oy, the distribution system operator
(DSO) of the Helsinki area. In [Publication I], principal component analysis (PCA) is
used to reduce the dimension of the data (PCA was presented in Sections 4.1.4 and
4.2.5). The suitability of PCA (e.g., the assumed linearity and orthogonality) is assessed
for the analysed data set. The importance of data pre-processing is emphasized in
[Publication I]. For example, the orthogonality of PCA could not have been assumed
for the original AMR data without size scaling. However, PCA was considered
appropriate for the pre-processed data. The Varimax rotated principal components
(PCs) is used to give a visualization of the clusters for an easier interpretation of the
resulting cluster structure.
The k-means method is used for clustering in [Publication I] (the k-means method was
presented in Section 4.2.5). Again, the pre-processing of the data was important, as
without size scaling, the cluster shapes could not have been assumed to be circular. For
the pre-processed data, however, the k-means method with circular cluster shapes was
considered appropriate. The use of Gaussian mixture model (GMM) clustering is tested
(as presented in Section 4.2.5); however, the k-means method is eventually used, as
GMM did not provide any better results. In addition to clustering, daily consumption
profiles are estimated for each cluster. These models give further help in interpreting
the clustering structure, as the most important exogenous explanatory variables were
presented for each cluster. For example, clusters with high dependency on outside
temperature imply that the customers of the clusters use electric heating.
The cluster sizes and their profiles are as expected in [Publication I]. This strengthens
the confidence in the results. The analysis succeeded in forming credible clusters of the
main customer groups. In addition, two distinct types of storage electric heating
customers were found. The finding of these types shows that the presented methodology
can give interesting insights into the consumption behaviour of different consumer
types. The static regression models are shown to be effective in modelling the daily
electricity consumption in [Publication I]; however, dynamic regression models are
considered necessary when modelling hourly resolution data in [Publications V, VI].
The static and dynamic regression models were presented and compared in Section 4.3.
In [Publication VI], the dynamic regression model is used in the short term forecasting
of electricity consumption. In [Publication V], the focus is on long term Monte Carlo
(MC) simulations (the use of the dynamic regression model in MC simulations was
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discussed in Section 4.5). The MC simulations allow statistical modelling of long term
electricity consumption. The need for having day length as an explanatory variable,
even if outside temperature is often the most interesting explanatory factor, is
emphasized in [Publications I, V]. The deviation from the consumption profile is
analysed for different consumer group sizes in [Publication V]. The presented
consumption MC simulation model is applicable to existing areas with measured
consumption data, or to new areas where consumption is planned. Combined with the
statistical analysis of stochastic generation, the AMR data based consumption models
can be used in the analysis of distribution systems hosting distributed generation. Such
combined use of the statistical models of electricity consumption and wind generation
in long term MC simulations is presented in Section 5.3.

5.2. Statistical Analysis of Large Scale Wind Power
Large scale wind speed and wind power data is analysed in [Publications II-IV]. In
[Publication II], two multivariate time series models, vector autoregressive (VAR) and
ARC, are presented for modelling wind speeds in multiple locations. The VAR model
is presented in Section 4.4.4 and in Appendix A. The ARC model consists of univariate
autoregressive (AR) models (presented in Section 4.1.1) connected via a spatial
correlation matrix C (calculated from simultaneous wind speed of wind generation
measurements). It is argued in [Publication II], that the VAR model should be used
when modelling existing wind generation locations, as it can better model the full crosscorrelation functions (XCFs) between the locations. However, the ARC model provides
a straightforward way to add new non-measured locations to the model. Data
transformations are crucial for applying both models, as wind speed and power data are
analysed with fundamentally linear models (as presented in Section 4.4.5). These two
models, the VAR and the ARC model with non-normal margins, allow for the statistical
analysis of wind power in a multitude of cases.
In [Publication II], two example scenarios are presented to show the significant
differences in the probability distribution (PD) of the aggregate generation depending
on the geographical distribution of the generation locations. This is achieved using the
MC simulation method presented in Section 4.5. The planned wind generation locations
in the scenarios require the Weibull parameters to model the wind speed PDs (as no
measured data is available). The parameters are taken from the Finnish Wind Atlas
database [108], [109].
The wind power time series models presented in [Publication II] are applied further in
[Publications IV, V], to analyse and compare realistic wind power scenarios in Finland
and in Nordic Countries and Estonia. The error terms, whose effect in autoregressive
models is shown in Section 4.4.2, are also analysed in more detail in
[Publications III, IV]. In [Publication IV], the ARC model is applied to the historic
information about installed wind power in Finland to assess the ARC model in analysing
aggregate wind generation in the long term. The power curves of the wind turbines were
analysed in more detail than in [Publication II], considering, for example, the wake
effect [110] and the availability of the turbines. The scenarios in [Publication IV] are
built according to the knowledge of planned wind generation in different locations in
Finland to achieve realistic geographical distributions of wind power in the scenarios.
The scenarios show significant differences in the probability density function (PDFs) of
the aggregate generation, implying that geographical distribution should be taken into
account when assessing the effect of planned wind generation.
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The VAR model is applied directly to the aggregate Nord Pool Spot bidding area wind
generation data in [Publication III]. This allows the modelling of large geographical
areas without detailed knowledge of the wind speed PDs in individual locations. The
aggregate installed capacity of the wind power scenarios presented in [Publication III]
matches the aggregate capacity of the EWEA 2020 plan [64], but with different
geographical distributions. Constraints were considered in order to arrive at realistic
scenarios. One contribution of [Publication III] is to show how the scenario with the
minimum variance of the aggregate wind generation (with a given aggregate installed
capacity and certain constraints), called MINIMUM VARIANCE, can be found.
The scenarios presented in [Publication III] show significant differences in the volatility
of the aggregate wind generation and in the probabilities of reaching very high or low
generation, as can be seen in Fig. 5.1. The differences in the expected values of the PDs
are relatively small; however, the shapes of the PDs are quite different, especially in the
tail areas, which leads to quite different probabilities of very high or low wind
generation. Of the presented scenarios, the MINIMUM VARIANCE scenario has the
lowest probability of reaching high deviations from the expected generation value. This
is achieved by a high geographical distribution of the installed generation. From the
point of view of the entire power system, and thus from the point of view of the
transmission system operators (TSOs), the MINIMUM VARIANCE scenario can be
considered favourable, even if the expected generation value is slightly lower than in
the other scenarios [Publication III].

Fig. 5.1. The PDF estimates of the aggregate hourly wind generation in Scenarios MAXIMUM ENERGY
(blue), EWEA 2020 HIGH (red) and MINIMUM VARIANCE (magenta) from [Publication III]. The
dashed lines with matching colours denote the estimated expected generation values.

5.3. Analysis of Distribution Systems Hosting Distributed Generation
In [Publications V, VI], the statistical analysis of consumption and distributed
generation, such as wind and solar, is combined. This is done in order to analyse their
combined effect on the contemporary distribution systems with both consumption and
stochastic generation (in contrast to traditional centralized large-scale generation
feeding consumption-only distribution systems).
In [Publication VI], consumption, solar and wind generation and temperature models
are used in short term forecasting. The utilized models are either dynamic regression
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models1 (as presented in Section 4.3.4) or AR models (as presented in Section 4.4.1).
The use of data transformations, as shown in Section 4.4.5, is emphasized for wind and
solar modelling. The behaviour of the prediction intervals (PIs) of the models follow
the behaviour of the PIs of the AR model shown in Section 4.1.1. The results from the
statistical models are further used in deterministic models in thermal state forecasting
of distribution network components. This enables day ahead planning for a more
economical and efficient distribution system operation.
In [Publication V], the consumption and wind generation models are used in long term
MC simulations to estimate the PD of the aggregate effect of both consumption and
distributed wind generation. The combination can function effectively as a load or as a
generator (an example of the behaviour of aggregate wind generation and consumption
during different days of the year was shown in Fig. 4.17). When the analysis is carried
out for all hours of the year, it can be applied for example to analyse the percentage of
hours when the net generation is expected to be higher than a given threshold. If the
threshold is the maximum capacity for transferring power to the high voltage side, the
analysis can be used to compare different methods for managing the excess generation
hours (e.g., energy storage, wind generation curtailment) [Publication V].
Another application of the methodology presented in [Publication V] is the statistical
analysis of the peak net load. An example of such analyses for different wind and
consumption scenarios can be seen in Fig. 5.2. The PDF of the aggregate effect is
analysed using the MC method, as presented in Section 4.5. The amount of installed
wind generation has a significant effect on the behaviour of the aggregate, as does the
outside temperature, as low temperature causes high consumption (the consumption
scenario in [Publication V] includes a high share of electric heaters). The variance and
the shape of the PDF of the peak net load in Fig. 5.2 is determined by the combined
effect of the variability in wind generation and in consumption [Publication V].

Fig. 5.2. Kernel PDF estimates, calculated using 106 MC simulation runs, of the peak net load in the
scenarios with no installed wind power (blue) and with 3 MW installed wind power (red) presented in
[Publication V]. The dashed lines show the estimated PDFs for the respective wind power scenarios when
the consumption scenario is specified for a very cold winter.

1

The electricity consumption model used in [Publication VI] is referred to as the AR with exogenous
variables (ARX) model, but it is effectively the same as the dynamic regression model (4.6).
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5.4. Statistical Analysis of Damping in the Nordic Power System
The effect of the system operation condition variables, such as power flows and
generation, on damping (of the 0.35 Hz electromechanical mode) is analysed in
[Publication VII] using static and dynamic regression models. The static model is used
to identify the most important explanatory factors, while the dynamic regression model
is applied in the short term prediction of damping, which can be used to warn the system
operator of possible low damping values in the near future (for example 24 hours ahead).
The results in [Publication VII] indicate that the proposed dynamic model is capable of
predicting about 89 % of all the low damped hours observed during one year (assuming
accurate forecasts of the explanatory variables), indicating that the model has the
potential of being successful also in real application.
The power flow on the AC transmission lines from Finland to Sweden is the most
important explanatory variable in [Publication VII], which is consistent with previous
damping studies [111]. Hydro and nuclear generation in Finland and nuclear and other
thermal generation in Sweden, are also found to be important in explaining the damping.
Wind generation in Sweden and Denmark are included in the regression model and they
are statistically significant explanatory variables, however, as discussed in [Publication
VII], their effect with the installed wind generation capacities of 2010 and 2011 are
somewhat small. However, they can become more important in the future when more
wind power is installed. In addition, high wind generation at a given moment will cause
other generation types to generate less, so wind power can affect the damping by
changing the values of the other explanatory variables. The connection with the studies
of future wind power scenarios in [Publications III, IV] is discussed more in Section
6.2.

5.5. Analysis of Network Fault Statistics and Geographic Information
In [Publication VIII], the logistic regression model (as presented in Section 4.3.5) is
applied to a fault statistics data set acquired from Kainuu region in the central parts of
Finland. The data set constitutes of approximately 10000 fault records from a large area
of 25000 km2 (roughly the size of Belgium) collected during 9 years. Different
geographic data, such as altitude and height of forest, are used as the explanatory
variables. The logistic regression model is used to find risk factors from the
geographical data that can cause higher risk of a fault occurring in a certain geographical
location. This information can then be used in the planning of the distribution grid.
The risk factors that were identified include the elevation from the ground, height of
forest exceeding 10 m and whether or not the distance to nearest road is less than 30 m.
By using the geographic data of the identified risk factors, the probability of a fault
occurring in a certain geographical location can be estimated using the fitted logistic
regression model. These probabilities can be converted to fault rates as shown in
[Publication VIII]. The resulting fault rate map of a part of the Kainuu region is shown
in Fig. 5.3. The overlaid network plan is generated using a network topology
optimization algorithm, with the geographically varying fault rate as part of the input
information, as presented in [Publication VIII]. In addition to being used in the network
planning algorithm, the fault rate information can be used as a background map in
different network planning processes.
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When the automatic network planning algorithm is applied to the contemporary
distribution system, statistical modelling can be utilized in multiple parts of the
algorithm. The use of the logistic regression model to estimate the fault rate map is one
of the possible applications. The statistical modelling of consumption and stochastic
distributed generation [Publication V] is another possible application that is currently
being investigated in the Power System research group at Aalto University. The future
research plans considering the automatic network planning algorithm are discussed
more in Section 6.2.

Fig. 5.3. The estimated fault rates from [Publication VIII] visualised on a map of a part of the Kainuu
region. The overlaid network plan (red) is generated using a network topology optimization algorithm with
the geographically varying fault rate information as one input. The bodies of water are marked with a very
low fault rate; however, they are treated distinctly in the planning algorithm.
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6.

Conclusions and Future Work

Many different applications of large data sets in electric power system studies have been
presented in this thesis. The focus has been in the data analysis methods, as a large
volume of data in itself does not provide value. This chapter presents the conclusions
from the publications that make up this thesis. It then proceeds to discuss possible future
research work.

6.1. Conclusions
Several different data analysis methods have been presented in this thesis. Exploratory
data analysis (EDA) methods have been applied to visualize and to find patterns in large
data sets. Data models, such as the vector autoregressive (VAR) model, have been used
to model the found patterns and structures. The need to model the probability
distributions (PDs) of the relevant random variables (RVs) in full was emphasized, e.g.,
when estimating the probabilities of very small or large wind generation [Publications
II-V]. This was achieved using the Monte Carlo (MC) simulation method.
The clustering of automatic meter reading (AMR) data in [Publication I] can be applied
to find new clusters or to compare the clusters to the existing type groups in a
distribution system, for example, to find customers that are in the incorrect group. The
dimension reduction of the large AMR data set was helpful in the clustering procedure,
but more importantly, the rotated principal components (PCs) gave a visual
representation of the cluster structure for easier interpretation of the results. The
statistical modelling of electricity consumption [Publications I, V, VI] can be used to
update the load profiles of the existing consumer groups or to model the consumption
of the new clusters. The deviations from the consumption profile were analysed for
different consumer group sizes in [Publication V] to achieve representative MC
simulation data for different consumer groups.
The statistical analysis of wind speed and generation data in [Publications II-IV]
demonstrate the significant effect of the geographical distribution of the installed
generation. As more wind power is installed, the statistical analysis of wind generation
becomes even more important. A method for finding the scenario with the minimum
variance of the aggregate wind generation in relation to the share of installed wind
power in the different areas was introduced in [Publication III]. A detailed analysis of
the PDs of the individual locations was emphasized in all of the publications, and a
detailed analysis of the error term PDs of the wind power models was included in
[Publications III, IV]. The VAR model was considered preferable for analysing the
spatial and temporal dependency structures of the existing measured locations;
however, it was shown that the ARC model, which consists of univariate autoregressive
(AR) models connected via a spatial correlation matrix C (calculated from simultaneous
wind speed measurements) enables a straightforward addition of new locations to the
model [Publication II]. The capability to model new planned wind generation locations
is important when assessing future wind power scenarios.
The combined statistical analysis of distributed generation and consumption was shown
in [Publications V, VI]. In [Publication VI], the effect was analysed in the short term to
provide thermal state forecasting of distribution network components for a more
efficient operation of distribution systems. The analysis of the effect in the long term in
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[Publication V] was used to estimate the expected peak net load and its prediction
intervals (PIs). The combined effect of wind generation and consumption was analysed
also throughout the year. Such analysis can be used, for example, to compare different
methods for managing the high net generation hours in different scenarios (e.g., energy
storage, demand response). The presented methodology is applicable to existing areas
with measured wind power and electricity consumption data, or to new areas where
wind power and consumption are only planned.
In [Publication VII], the effects of different system operation conditions on the expected
damping of the 0.35 Hz inter-area oscillation in the Nordic power system were analysed.
As expected, the power flow on the AC transmission lines from Finland to Sweden was
the major explanatory factor in the regression model for explaining the different
damping values. The results also indicate that damping increases with increasing hydro
and nuclear generation in Finland. The short term prediction of damping can be used to
warn the system operator of possible low damping values in the near future. The results
indicate that the damping forecasting model is capable of predicting most of the low
damped hours (assuming accurate forecasts of the explanatory variables), indicating that
the model has the potential of being successful in real application.
In [Publication VIII], the effects of the geographically varying risk factors on the
expected fault rates were estimated using the logistic regression model. The identified
risk factors include: elevation from the ground, height of forest exceeding 10 m and
whether the distance to a road is less than 30 m. The resulting fault rate estimates were
then presented on a map, and the use of the resulting geographically varying fault rate
in automatic network planning was demonstrated. The presented network plan was
generated using a network topology optimization algorithm developed in the Power
System research group at Aalto University, with the geographically varying fault rate
as part of the input information.
The most important contributions of this thesis are:
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x

Clustering of a large AMR consumption data set with a clearly visualised
clustering structure [Publication I] with consumption models estimated for the
different clusters [Publications I, V]. As an incremental development, a
stepwise method to select only the relevant explanatory variables was presented
[Publication V]. The need for having all relevant explanatory variables in the
regression models was emphasized [Publications I, V]. As a novel contribution
in [Publication V], the deviation from the consumption profile was analysed for
different consumer group sizes. The applicability of the presented methodology
to long term MC simulations was presented. The possibility to model planned
consumption without measurements is a novel contribution in [Publication V].

x

Presentation and comparison of the VAR and ARC models (with data
transformations) for analysing wind generation in multiple locations
[Publications II-V]. The transformed VAR model, with the consideration of the
monthly changing diurnal variations using an exogenous dummy variable
system, is a novel contribution. [Publications III, IV] contributed by modelling
the error terms of the models in more detail. An important addition to the
literature in [Publications II-IV] was to show the significant effect of the
geographical distribution of wind power on the PD of the aggregate wind
generation. A novel contribution in [Publication III] was a method for finding
the minimum variance scenario. The capability of the ARC model

[Publications II, IV] to model planned (and thus often non-measured) wind
generation locations is also a novel contribution.
x

Combination of the statistical modelling of stochastic generation and electricity
consumption to enable a probabilistic analysis of their combined effect
[Publications V, VI]. [Publication V] contributed in combining the
consumption and wind generation models into a unified long term MC
simulation model. This allowed the analysis and comparison of the effects of
different consumption and wind power scenarios on the power system. As a
novel contribution, the presented methodology in [Publication V] is capable of
modelling consumption and wind power scenarios without measurements. In
[Publication VI], the combined analysis of distributed generation (wind and
solar power) and consumption was carried out in the short term to provide
thermal state forecasting of distribution network components.

x

The identification of several system operation conditions affecting the expected
damping in the Nordic power system [Publication VII]. In contrast to most
previous research, the paper utilized measured data. With measured data of the
system operation conditions, such analysis of the expected damping in the
Nordic power system is a novel contribution. It was demonstrated that the short
term prediction of damping can be used to warn the system operator of possible
low damping values in the near future. The estimation of the probabilities of
very high or low aggregate wind generation in [Publications II-IV] may be
utilized in estimating low damping in the future when more wind power is
installed.

x

The use of the geographically varying fault rate estimates in automatic network
planning [Publication VIII]. The effects of several different geographically
varying risk factors on the expected fault rates were demonstrated. Utilizing
new sources of spatial data (that were previously not openly available) and
using a large and extensive fault data set added to the contribution of
[Publication VIII]. Applying the developed methodology as an integrated part
of an automated distribution network planning algorithm was an addition to the
literature. It was argued that the statistical analysis of electricity consumption
and wind generation [Publication V] also have a possible application in
automatic network planning.

In addition to the individual applications of statistical modelling, an important
conclusion of this thesis is the general applicability of data analysis methods to a wide
range of topics in electric power system studies. Such analyses will be even more
important in the future, when more and more data becomes available.

6.2. Future Work
There were very few offices and small businesses in the AMR data studied in
[Publication I], so with a more comprehensive AMR data set the clustering could be
applied to find interesting clusters also in those customer segments. The hourly level
dynamic regression model can be fitted for all clusters, in addition to the two groups
analysed in [Publication V], to provide consumption profile models for all the important
consumer types for a DSO. As discussed in [Publication V], the presented consumption
modelling will need to be adapted to cope with very small groups or even individual
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customers, where load behaviour prediction becomes challenging (e.g., in Finland,
some rural distribution feeders have only one or two LV customers per secondary
substation) in order to use the methodology in the automatic distribution planning
algorithm.
Considering the work presented in [Publication III], if hourly wind power data would
be available, for example from all the EU countries, the PD of the aggregate wind
generation of the whole EU area could be analysed. On this scale, the geographical
distribution of wind power could significantly alter the probabilities of reaching very
low or high aggregate wind generation. Also, the slightly lower expected annual wind
energy generation in the scenario with the minimum variance of the aggregate in
[Publication III], compared to the other scenarios, might be less of an issue when
considering a larger geographical area with more locations with favourable wind speed
PDs. The consideration of the transfer capacities between areas should also be studied
further, especially as strengthening some key transfer capacities might achieve
significant reduction in the volatility of the aggregate wind generation.
The statistical analysis of solar power in multiple locations should be combined to the
analysis of wind power in order to assess their combined large scale effect. For example,
considering the finding of the minimum variance scenario in [Publication III], the
addition of solar power would allow the combined effect of wind and solar power to be
analysed in different countries. Such analyses could be utilized to find the scenario with
the minimum variance of the aggregate generation with a given total amount of installed
stochastic renewable generation capacity (both solar and wind power). This could be
helpful, for example, in choosing the levels of subsidies for solar and wind power in the
individual countries (assuming that such subsidies can be implemented or affected).
Many possible applications of the wind speed and power analyses were presented in
[Publications II-V]. In addition, the statistical modelling of wind power has already been
applied to the analysis of energy systems, for example, to analyse the effect of the
stochastic nature of wind power on electricity prices [112]. These analyses can be
extended in the future, for example, by including more countries in the analyses. When
higher resolution wind speed and power data become available in larger quantities, the
statistical models can be applied to analyse the likelihood of significant changes in wind
power in the very short term.
The approach of statistically analysing the combined effect of both consumption and
stochastic generation could be applied also on a higher aggregation level, for example,
at the level of the Nord Pool bidding areas analysed in [Publication III]. This would add
the consideration of the uncertainty in electricity consumption to the analysis of
uncertainty in wind generation. This is important, as fundamentally the most
challenging situations for the power system are specific combinations of consumption
and generation (e.g., low generation during high consumption).
Considering the work carried out in [Publication VII], a straightforward continuation of
the work would be to apply the methodology to another power system, to see if
interesting risk factors for low damping could be found. Another possible future
research topic is the analysis of inertia, and especially finding possible risk factors for
low inertia in the power system. Such work would first require a reliable method for
estimating the inertia in the system at different times.
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The probabilistic analysis of very high wind generation in [Publications III, IV] could
be applied to the damping study [Publication VII] to give information on possible risks
of low damping in the future wind power scenarios. Even though the direct effect of
wind generation was not considered very significant with the current installed wind
generation capacities [Publication VII], the other generation types would generate less
during high wind generation, and this might create a risk for low damping. The possible
effect of high wind generation on inertia would be another interesting future research
topic.
The use of the estimated geographically varying fault rates in automatic network
planning has been demonstrated in [Publication VIII]. The need for probabilistic
modelling of consumption and generation in automated network planning has been
called for, for example, in [113]. This would combine the statistical modelling of
stochastic generation and consumption [Publications I-V] and the statistical modelling
of geographically varying fault rates [Publication VIII] in the automatic network
planning algorithm. Thus, the application of statistical modelling to these aspects of
power system studies, which might at first seem rather disconnected, could be included
in the broad task of network planning. This combination is a currently ongoing research
task in the Power System research group at Aalto University. It demonstrates the
multiple uses of the statistical analyses of large data sets in electric power system
studies.
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Appendix A: VAR Model with Non-normal
Margins
The stationary VARk(p) model (4.15) with c = 0 can be written in a VARkp(1) form, also
known as the state space formulation, as
ࢆ௧ ൌ ࢆ௧ିଵ  ࢁ௧ ,

(A.1)

where
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(A.2)

where Ik is the identity matrix of size k and the other vector and matrix sizes are as
follows. Zt is a kp×1 vector, A is kp×kp matrix and Ut is a kp×1 vector [104]. Stationarity
requires certain conditions of the A matrix [104]. The autocovariances of the VARk(p)
model at lag h are given by

ା
ࢣࢠ ሺ݄ሻ ൌ ࡶ൫σஶ
ሻԢ൯ࡶԢ,
ୀ  σࢁ ሺ

(A.3)

where J is a k×kp matrix [Ik, 0,…, 0] and ΣU is the covariance matrix of Ut [104]. The
autocovariances at lag h can be scaled to reach the autocorrelations as
ࡾࢠ ሺ݄ሻ ൌ ࡰିଵ ࢣࢠ ሺ݄ሻࡰିଵ ,

(A.4)

where D is a diagonal matrix with the standard deviations of z1,t,..., zk,t, i.e., the square
roots of the diagonal components of Γz(0), on the diagonal [104]. The diagonal
components of the autocorrelations give the ACFs for each univariate component zi,t.
For example, the ACF of z1,t at lag 3 is the first row first column element of Rz(3). The
non-diagonal elements of Rz(h) give the XCFs between the components of zt.
Considering a VAR model with E(zi,t) = 0 and Var(zi,t) = 1 for all components i, the
autocorrelations can be written as
ߩࢆ ሺͳǡͳǡ ݄ሻ ߩࢆ ሺͳǡʹǡ ݄ሻ ǥ ߩࢆ ሺͳǡ ݇ǡ ݄ሻ
ߩࢆ ሺʹǡͳǡ ݄ሻ ߩࢆ ሺʹǡʹǡ ݄ሻ ǥ ߩࢆ ሺʹǡ ݇ǡ ݄ሻ
൪,
ࡾࢆ ሺ݄ ሻ ൌ ࢣࢆ ሺ݄ ሻ ൌ ൦
ڰ
ڭ
ڭ
ڭ
ߩࢆ ሺ݇ǡ ͳǡ ݄ሻ ߩࢆ ሺ݇ǡ ʹǡ ݄ሻ ǥ ߩࢆ ሺ݇ǡ ݇ǡ ݄ሻ

(A.5)

where ρZ(i,j,h) specify the ACFs (for each component zi,t) and the XCFs (between each
component pair zi,t and zj,t when i ≠ j) associated with the process zt. If the error terms
of the VAR model are i.i.d. and follow a multivariate normal distribution, then zt also
follows a multivariate normal distribution for all t [104]. In [69], it is shown that any
pair [zi,t, zj,t+h] of the process zt follows a bivariate normal distribution N2(0, ∑), where
σൌ

ͳ
ߩࢆ ሺ݅ǡ ݆ǡ ݄ሻ
൨.
ߩࢆ ሺ݅ǡ ݆ǡ ݄ሻ
ͳ

(A.6)

Considering the transformation (4.16) from zt to yt, and assuming that the margins of yt
are well-defined continuous PDs, the PD of any pair [yi,t, yj,t+h] can now be defined. The
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two RVs yi,t and yj,t+h follow the margins Fi and Fj, respectively. As [zi,t, zj,t+h] is normally
distributed with mean vector 0 and correlation matrix ∑, the dependency structure of
[yi,t, yj,t+h] is specified by a bivariate Gaussian copula with parameter ∑ [97]. As shown
in [69], it is complicated to calculate the Pearson’s product-moment correlation
coefficients after the transformation (4.16). However, rank-based correlation
coefficients do not change when going from zt to yt, as (4.16) is a monotonous (and thus
rank-preserving) transformation [97]. Spearman’s rank correlation coefficients rs are
thus used to measure the dependencies for yt. The relationship between ρ and rs for a
Gaussian copula is [97]


ఘ

ݎ௦ ൌ గ ܽ ݊݅ݏܿݎଶ .

(A.7)

Thus, for any given i, j and h, the bivariate PD [yi,t, yj,t+h] has the margins Fi and Fj,
respectively, and the correlation is specified by rs(i,j,h). When rs is calculated for all i, j
and h, the RACFs and RXCFs can be specified for yt using the transformation (A.7) for
the ρZ(i,j,h) values of zt specified in (A.5). The dependency structure of any pair
[yi,t, yj,t+h] is determined by a bivariate Gaussian copula with parameter ∑, as specified
in (A.6).
When the VAR model with non-normal margins is used in [Publication III], the margins
of the error term of zt are t-distributed, and thus zt cannot be assumed to be exactly
multivariate normal distributed (although, in visual assessment it was considered to be
close to multivariate normal distribution in the simulations). This makes the analytical
definition of the dependency structure of yt very difficult. However, as semi-parametric
PDs with GP tails were used for the margins of simulated zt in [Publication III], the
assumption of a normally distributed zt was not required. As zt was very close to a
multivariate normal distribution, however, the dependency structures defined in the
previous paragraphs do give a good idea of the approximate dependency structure of yt
also in [Publication III].
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Appendix B: Publications I-VIII
The following pages present the eight publications of this thesis (due to copyright issues,
the publications are unfortunately available only in the printed version of the thesis;
readers of the online version of the thesis can, however, use the DOI names of the
publications at page xi to find the publications online).
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