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Maintenance forms the major part of the software’s development costs. Keep-
ing the software’s code base in a good shape, i.e. maintainable, speeds up and
reduces the cost of making changes and makes them less risky. Refactoring and
reengineering are practices to improve a software’s maintainability.

An essential part of keeping a software’s maintainability at a desired level or
systematically improving its maintainability is to measure the progress and to
find the parts of code whose improvement would have the biggest affect on the
overall maintainability. This can be done by using metrics. It is crucial to make
sure the metrics are actively used by the company personnel. This can be done
by providing useful deployment practices for the metrics.

A literature review and a case study was conducted using a simplified version
of the Design Science. The aim was to find a relevant set of metrics and useful
ways of deploying them at the case company. In the case study, workshops were
organized at the case company to fulfill the aim. Out of the suggested metrics the
three top prioritized ones were implemented in a automated metrics system. The
analyzed files were prioritized based on the file activity. An aggregated index was
calculated out of the three metrics to provide a quick overview on the situation.

Out of the suggested deployment ideas two deployment practices were prototyped.
A reactive way is proposed for monitoring the change in the maintainability of
the code base and a proactive way for systematically reducing the technical debt
by identifying the most problematic places in the code base whose refactoring
would most benefit the total maintainability of the software.

The implemented metrics system and the prototyped deployment practices were
presented and evaluated at the case company and were found useful. Apart
from the three company specific code measures, the results should be generally
applicable to any Scrum organization that aims to control and systematically
repay its quality debt. The organization can use a similar approach as described
in this thesis to find out their unique set of top priority technical debt issues to
measure. The process was applied in a multi-site Scrum organization and hence
applied techniques that fit well distributed teams. The deployment practices
utilize cloud services making them useful to distributed teams.
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Language: English
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Ylläpito mudostaa pääosan ohjelmiston kehityskustannuksista. Koodikannan
pitäminen ylläpidettävänä tekee koodimuutoksista nopeampia, kustannustehok-
kaampia, sekä riskittömämpiä. Ohjelmiston ylläpidettävyyttä voi parantaa refak-
toroinnilla ja laajemmalla uudelleensuunnittelulla.

Jotta ohjelmiston ylläpidettävyyttä voitaisiin parantaa järjestelmällisesti tai edes
pitää halutulla tasolla, täytyy sitä voida mitata. On tärkeää varmistaa metriikoi-
den jalkauttaminen yrityksessä tarjoamalla niiden käyttöön sopivia käytäntöjä.

Tutkimus suoritettiin kirjallisuuskatsauksen ja yksinkertaistetuttua Design
Science -tutkimusmetodia noudattavan case-tutkimuksen muodossa. Tutkimuk-
sen tavoitteena oli löytää case-yritykselle olennainen heidän ohjelmistonsa
ylläpidettävyyttä kuvaava mittaristo, sekä hyödylliseksi koettuja jalkautta-
miskäytäntöjä valituille metriikoille.

Mittaristoa ja jalkauttamistapoja pohdittiin case-yrityksessä järjestetyissä
työpajoissa. Koodikannasta kolmea tärkeimmäksi valittua metriikkaa tuottava
metriikkajärjestelmä implementoitiin. Analysoidut tiedostot priorisoitiin tiedos-
tojen aktiivisuuden perusteella ja jokaiselle tiedostolle laskettiin metriikoiden pe-
rusteella indeksi, joka antaa nopean yleiskuvan sen ylläpidettävyydestä.

Ehdotettujen jalkauttamisideoiden perusteella kehitettiin kaksi prototyyppiä
jalkauttamiskäytännöistä. Niistä toinen tarjoaa reaktiivisen lähestymistavan
antamalla luontevan paikan seurata koodikannan ylläpidettävyyden muutok-
sia. Toinen, proaktiivinen tapa mahdollistaa ohjelmiston ylläpidettävyyden
järjestelmmällisen kehittämisen osoittamalla koodikannasta ne paikat, joiden pa-
rantaminen eniten kehittäisi ohjelmiston kokonaisylläpidettävyyttä.

Kehitetty metriikkajärjestelmä ja prototyyppitasolla toteutetut jalkautta-
miskäytännöt esiteltiin case-yrityksessä ja arvioitiin siellä hyödyllisiksi. Lukuu-
nottamatta kolmea case yritykselle spesifistä metriikkaa, kaikki tutkimustulok-
set ovat yleistettävissä mille tahansa Scrum-organisaatiolle, joka haluaa hallita
ja parantaa koodinsa ylläpidettävyyttä. Löytääkseen juuri omalle koodikannal-
leen sopivimmat ylläpidettävyyden mittarit, organisaatio voi käyttää tutkimuk-
sessa kuvattua, hajautetulle Scrum-organisaatiolle sovitettua prosessia. Jalkaut-
tamiskäytännöt hyödyntävät pilvipalveluita ja sopivat siksi hajautettujen tuote-
kehitystiimien käyttöön.

Asiasanat: ohjelmiston ylläpidettävyys, tekninen velka, metriikat

Kieli: Englanti
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Chapter 1

Introduction

1.1 Problem statement

Out of the software’s life cycle the cost of maintenance has a major part [43],
generally over 60% [9, 30, 49]. Apart from adding new features and fixing
errors, an important part of maintenance is improving the software structure
and design by reengineering and refactoring it. This is done to undo the
natural degradation that a code base experiences over time e.g. due to the
gradual modifications done to it [22]. The maintainability of source code
degrades even when not modifying the code base, since new features in the
programming languages raise the level of the optimum state of the source code
quality [37, 57]. If the software quality is not regularly improved it will slow
down the development teams’ feature development velocity [4, 22, 27, 59].

Refactoring extends the softwares lifetime [4], keeping it longer in the
evolution phase of its life cycle [61], hence improving its evolvability [45].
In his dissertation Mäntylä et al. [45] listed benefits of software evolvabil-
ity. Apart from the already mentioned improved software design and longer
software lifetime and better development velocity it will improve the un-
derstandability of the code [4, 22], help locate bugs [4, 22], make testing,
auditing and documenting easier [4], reduce dependency on individual devel-
opers [4], increase job satisfaction [4] and preserve the software as an asset
to the company developing it [4].

In order to systematically improve quality we need to measure the im-
provements, such as refactorings or reengineerings. To do this we need to
know the current state, set a goal of the desired state we want to achieve and
track the progress. [24, 51]

The higher level goal of the thesis is to provide the case company tools
for making more informed decisions in their maintenance work. Informed

8



CHAPTER 1. INTRODUCTION 9

decisions are based on facts instead of hunch and personal views. Ideally the
metrics suite will benefit the company’s maintenance work in three ways. To
begin with, the metrics suite can be used for tracking the progress of the
company’s efforts in improving its software’s maintainability towards a pre-
defined goal. Secondly, fitting metrics show the impact of done refactorings
in order to get some idea of the profitability of the refactoring’s effort. A
third way to exploit the metrics suite is to have it point out the part of code
that would mostly benefit from a certain type of refactoring.

This thesis acts to find valuable indicators to measure the technical debt
and maintainability focused on the real life context of a software company,
where the research results will be deployed and their usefulness evaluated.
The case company’s software product has been developed since the 1970s
and makes no exception in the matter of a code base becoming more com-
plex over time, especially the core part of the product that is written in the
Fortran language. Although active quality work is now done in the devel-
opment teams, the cost of the complex code base is paid in form of loss of
productiveness of the developers in the maintenance work. The first and big-
ger part of this thesis will focus on providing a automatic metrics system that
has relevant metrics depicting the case company’s software products core’s
maintainability.

For the metrics to become useful and add value to the company’s de-
velopment process, they must be actively used by the development teams
doing the refactoring work, but also by management in leading the quality
work. Studies show that 78% or more of measurement programs fail within
the first two years after initiation [14]. This underlines the importance of
a well-thought deployment of metrics. Hence the other part of the thesis is
to find out the most useful way to use the gathered data of the software’s
maintainability. What would be the most natural way for the case company’s
development teams and management to include the metrics as a part of their
work and in this way to maximize value the metrics offer to them. What
should the metrics look like? Where should they visible and when? How
often should they be viewed? Should the case company have some team or
company level practices regarding the use of the metrics?

The ultimate goal – although outside of the scope of the thesis – is to be
able to make fact based decisions for the optimal prioritization of the devel-
opment of features, bug fixes and improvements, which would consider long
and short term business targets as well as the estimated productivity bene-
fits gained from refactorings, see Figure 1.1. Measuring technical debt and
especially maintainability is a challenging task and no exact metrics are pos-
sible. Even harder is to draw measure productivity. Hence this thesis tries to
find those metrics that best depict the state of the case company’s software’s
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core. There is also no absolute correct way of using metrics. Therefore the
way most fitting to the case company is looked for.

Figure 1.1: A model of how to form optimal prioritization of development
work.

1.2 Research questions

The question to answer in the thesis is: How to track the case company prod-
uct core’s maintainability in a relevant and useful way in order to improve
them? The following two research questions are formed based on this higher
level question.
• RQ1: What are depicting metrics to measure the maintainability of the

Fortran code base in the case company?
• RQ2: How to deploy the generated metrics in the development teams

as a part of their normal sprint work?
Both of these questions are studied by using a literature review and em-

pirical evidence. Two artifacts were be produced as a result of this research.
The first is a automatic metrics system measuring relevant aspects of the
case company’s software product’s maintainability and acts as an answer to
RQ1. The second part answers RQ2 in form of guidelines of how to use and
where to incorporate the metrics system once it exists.
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1.3 Structure of the Thesis

Figure 1.2 depicts the structure of the thesis and to which research question
each chapter relates to by either providing background information or by
researching for an answer to them.

The Introduction chapter describes the research problem, goals and re-
search questions which will be answered in the thesis. The following Main-
tainability chapter defines key terms related to maintainability and technical
debt necessary to understand the thesis. The third chapter lists the results
of a literature review done to find the metrics to measure technical debt
and maintainability that are suggested in literature. Chapter four describes
the case company, their products and the environment that the metrics are
developed for. Chapter five describes the research methods used in the thesis.

Chapter six gives the results of the case study done on finding out suitable
metrics and implementing an automatic metrics build based on the metrics
found in the literature review and the interviews of the case study. In chapter
seven good practices to deploy the metrics into the development teams and
their ongoing quality work are researched using both a literature review and a
case study. Chapter 8 evaluates the results and their validity. The Discussion
chapter analyzes the results and puts them in a broader context. In the
Conclusions chapter the most important findings are summarized.
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Figure 1.2: How each chapter of the thesis relates to the research questions.



Chapter 2

Maintainability

This chapter presents the key terminology of the thesis. The concept of
maintainability is defined and put into context in the software life cycle.
Also the related terms of technical debt and legacy code are defined.

2.1 Software life cycle

Although it is traditionally thought that any work on a software after its
initial release is software maintenance many more sophisticated software life
cycle models like the staged model have been introduced [61]. This model
consists of the following five stages:

The initial development stage covers all development done before the
initial release of the software. The evolution stage follows the initial release
and may include major modifications to the software. The servicing stage
start when the architecture of code base has become too complex and hard to
maintain or the company is lacking skilled personnel to do it. In this phase
only minor modifications, mostly bug fixes, are done and touching the code
is mostly avoided by using wrappers. [61]

When the software company decides to do no more servicing, the software
will move to the phaseout stage. The software company will be generating
revenue with the software for as long as it can without doing any more
modifications to it. All problems are solved using workarounds. Finally the
software will enter the closedown stage where the company stops supporting
the software and possibly encourages its users to start using the replacing
software. [61]

Hence not all stages after the initial development should be regarded as
software maintenance, only the stages in which active development of the
software’s source code take place. This is clarified in Figure 2.1.

13



CHAPTER 2. MAINTAINABILITY 14

Figure 2.1: A modified illustration of the staged software life cycle [61] em-
phasizing in which part of the life cycle software maintenance takes place.

2.2 Maintainability, technical debt and legacy

code

The terms software maintainability, technical debt and legacy code are all
closely related. Technical debt can be seen as a part of maintainability and
legacy code as code that has serious problems with maintainability.

Maintainability and evolvability practically mean the same thing [45].
Software maintainability describes the ease of keeping a software in a cur-
rent, stable state [45] including activities like bug fixing, performance im-
provements and the adaptation of the software to new environments [11],
hence making software maintenance more productive [23]. Evolvability em-
phasizes the ability to further develop a software more clearly and is hence
preferred by some [45].

Technical debt was first introduced by Cunningham [12] as a metaphor for
developers choosing to do their implementation work by ”quick and dirty”
hacking under time pressure and hence setting up with a technical debt,
which is like a financial debt. The organization has to pay interest regularly
in form of less productive development work, i.e. by spending more effort on
feature development and bug fixing [50]. They can also choose to pay down
the principal by refactoring away the unfavorable ”quick and dirty” design.
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By investing in reducing the principal the organization reduces the future
interest payments [21]. In other words technical debt describes bad design
choices in the code base, which make further development less productive.
To boost the productivity one has to improve the bad design.

Since the original definition the use of the term technical debt has become
more ambiguous and it has been used covering new areas of software and its
development process that are not directly related to the technical quality of
a software [37]. For this reason Kruchten et al. [37] suggested a reduced and
clarified definition of technical debt, which describes technical debt only as
the part of the technical debt landscpe that is mostly invisible to others than
developers. This includes parts architectural debt, structural debt, test debt,
documentation debt, code complexity, coding style violations, low internal
quality and code smells. Together with defects and low external quality,
technical debt forms a part of the quality issues affecting the maintainability
of a software system. This is the definition used to describe technical debt
in the context of the thesis.

Generally legacy code is understood as incomprehensible code that is
hard to change [19]. Hence legacy code is code that is laborious to maintain
and probably suffers from technical debt. Michael C. Feathers defines legacy
code more radically as simply code without tests [19] in other words having
test debt. The reasoning behind this is that when making changes to code
without tests it is impossible to verify that the changes do not create bugs
in the software. No matter how clean the architecture and the code is.

2.3 Improving the maintainability

Refactoring is the process of improving the internal structure and design of a
software system without changing its external behavior [22]. It is the work to
undo the gradual degradation of a software systems source code that tends
to happen to software during its evolution phase.

Reengineering consists of reverse engineering the systems source, restruc-
turing it, possibly moving the system on a new platform or environment or
even translating the source code to a new language [72] like suggested by
Fanta and Rajlich [17] and Takeda and Fujita [70].

Difference between refactoring and reengineering is the scope of the changes.
Refactoring tends to include more local changes in individual source code files
while reengineering usually includes bigger structural changes that affect the
whole software system. Refactoring might be included as a part of the total
reengineering work [15, 68].



Chapter 3

Measuring technical debt and main-
tainability

In this chapter the existing knowledge base on measuring technical debt and
maintainability is researched in form of a literature review. Measuring soft-
ware maintainability in the way that it truly depicts the maintenance burden
of the development teams is a challenging task. Hence no single correct solu-
tion exists but many different approaches have been introduced. These range
from more traditional metrics like cyclomatic complexity to code smells in-
dicating suspicious code design. In this chapter we will first clarify the the
commonly confusing concepts of measures, metrics and key performance in-
dicators and their difference. Then we will go through different types of
software quality metrics that are suggested by literature to measure techni-
cal debt and maintainability. The difference between automated metrics and
manual evaluation is also shortly described.

In this thesis the different types of metrics are classified into the follow-
ing categories: traditional metrics, language specific coding violations, code
smells and other maintainability metrics (see Figure 3.1). In the following
chapter each class and its single metrics are described in more detail.

3.1 Difference between measure, metric, in-

dicators and key performance indicators

The concepts of measure, metric, indicators and key performance indicator
are commonly used interchangeably and are hence distinguished and defined
here. A measure or measurement is a single point of measuring comparing
to a standard [10], i.e. by using a standard unit of measure like centimeters
when measuring length. Examples for measurements are 3 cm, 10 Newton,

16
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Figure 3.1: Different types of maintainability metrics

100 source lines of code, cyclomatic complexity of 20, etc.
A metric is based upon two or more measures relating them in some

manner [60], for example the change of a softwares cyclomatic complexity
over time or fixed defects per 1000 lines of code. Trends can become visible
in metrics.

An indicator is a metric or combination of metrics that provides actual
insight onto the state of a product, process, etc. In order to do this an
indicator brings context to the metric by comparing it to a specified condition
[11], e.g. a goal value to be attained. For example the evolution of a software’s
cyclomatic complexity during the year with the goal of 10, because it is
commonly considered a good value.

The difference between an indicator and a key performance indicator is
that the KPI’s focus measuring performance aspects that are most relevant
for the success of the organization [55]. Hence they are often derived from
the company’s strategy. A KPI could for example measure a software’s cy-
clomatic complexity during the year with the company’s strategic goal set to
the cyclomatic complexity of 10.

The related figures 3.2, 3.3 and 3.4 visualize the given example.
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Figure 3.2: Example for a measure: A single measure of cyclomatic complex-
ity of a software in a single point of time.

Figure 3.3: Example for a metric: Cyclomatic complexity over time.
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Figure 3.4: Example for an indicator: Measured cyclomatic complexity over
time in comparison to the feasible complexity level.

3.2 Traditional software metrics

In the traditional software metrics this paper includes metrics like the size
in lines of code (LOC) [77], McCabe’s cyclomatic complexity [46], Halstead
complexity measures [29], the Maintainability Index [73] and unit test cov-
erage ??.

Table 3.1: Traditional code metrics introduced in litera-
ture.

Metric Description
LOC Lines of code in subroutine, file, etc.
Cyclomatic Com-
plexity

Amount of possible execution paths in code. Directly cor-
relates with ease of testing, since each execution path re-
quires its own test case.

Halstead Complex-
ity measures

Measures such as program volume, difficulty to under-
stand and coding effort calculated of the number of dis-
tinct and total operators, operands.
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Maintainability In-
dex

A single compound value to depict maintainability that
consists of the Halstead Volume metric, cyclomatic com-
plexity, the average number of lines of code per module
and optionally the percentage of comment lines per mod-
ule.

Unit test coverage Indicates what part of the code base is covered by auto-
mated unit tests.

3.2.1 LOC

Paul McMahon’s, the co-founder of a Japan based software company door-
keeper.jp, stated in his tweet 1 that all code is technical debt and that some
code just has a higher interest rate. The tweet was presented by Kevin
Henney at the QCon London 2015 conference in his presentation ”Small Is
Beautiful” [32]. The presentation emphasized the importance of a small code
base in keeping a software maintainable. The smaller the code base, the eas-
ier it is to grasp and hence maintain. According to this way of thinking the
best metric for software maintainability is the number of lines of code of the
code base.

The lines of code can be measured in different ways of which the most
common way is to ignore comment lines and whitespaces and hence only
count lines of code that include executable source code. This is also known
as SLOC, source lines of code. The LOC measures can be total LOC of the
program [31], average LOC of a function or the percentages of the distribution
of different size functions classified into levels from very long to short [31].

3.2.2 Cyclomatic Complexity

An often, e.g. in the Maintainability Index, used measure is average cyclo-
matic complexity of a function. Its relevance has been criticized since for
example a big amount of trivial getter and setter functions with a minimal
complexity value tend to hide the problematic functions with a high com-
plexity value, which pose a high risk in maintenance problems. Heitlager
et al. [31] suggests classifying complexity values into risk levels from high
risk with values over 50 to low risk with values of 1 to 10. The distribution
of code with different risk levels is then counted and presented as percentage
of each risk level code of the whole code base. [31]

1https://twitter.com/pwim/status/549463179084853248

https://twitter.com/pwim/status/549463179084853248
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3.2.3 Halstead Complexity measures

The Halstead Complexity measures [29] include for example program vol-
ume, difficulty to understand and coding effort. These are calculated from
the number of distinct and total operators and operands. The Halstead Com-
plexity measures have been criticized to be difficult to compute and suffers
from the lack of a clear definition of operators and operands in different pro-
gramming languages. For this reason they have not acquired a commonly
accepted or widely used status [1, 31, 35]

3.2.4 Maintainability Index

The Maintainability Index [73] is a compound value of different measures:
the Halstead Volume metric (HV), cyclomatic complexity (CC), the average
number of lines of code per module (LOC) and optionally the percentage of
comment lines per module (COM). The function is:

171− 5.2 ln(HV )− 0.23CC − 16.2 ln(LOC) + 50.0 sin
√

2.46 ∗ COM (3.1)

Its function is fitted based on statistical correlations and has been crit-
icized inter alia of being incomprehensible due to its constant values and
multipliers. Also, since it is only a single value it is hard to trace down
the individual problems that should be fixed in order to improve the value.
Because of this developers might feel lack of control over the metric and no
longer support the use of it. [31]

3.2.5 Unit test coverage

Unit test coverage tells how big a part of the code base is run during the
unit test execution, hence what part of the code base is covered by tests.
Having a good unit test coverage gives software developers the possibility to
validate that their modifications to the programs source code do not have
any unwanted side effects [19].

Yet the unit test coverage does not show whether the tests are actually
testing anything, or if they are only executing code without asserting the
correctness of any conditions or results. One way of approaching this problem
is counting the number of assert statements to give a rough idea of the test
quality. Heitlager et al. [31]
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3.3 Language specific coding violations

Coding violations are language specific bad design practices or deviations
from the suggested coding standards of a language. Each programming lan-
guage has their own best practices so these cannot be generalized. Since the
research is focusing on measuring a code base written in the Fortran, only
coding violations of this language are considered here.

Coding violations of Fortran include the use of deprecated language fea-
tures or other unfavorable features of old Fortran standards, where new better
ways exist. These violations are caused by the long history and language evo-
lution of the Fortran language and are made possible by the strong backwards
compatibility of the newer language versions.

3.3.1 A short history of Fortran

The first Fortran version called ’FORTRAN I’ was released in 1956 [5]. Since
then numerous new versions have been released. The major version updates
include Fortran 66, Fortran 77, Fortran 90, Fortran 2003, Fortran 2008. For-
tran language evolution has strong emphasis on backwards compatibility.
Old features are rarely deleted although a lot of new features are added.
The possibility of doing the same thing in many different ways has lead to
different dialects of Fortran programming, depending on the set of language
features used. [54]

3.3.2 Fortran refactorings suggested by literature

The point has been raised by Overbey et al. [54] that the different language
dialects cause most problems to developers having to maintain somebody
else’s Fortran code, since they will have to be fluent in all different dialects
and preferably also understand the advantages and disadvantages of using old
or new program constructs. This is also the case in the case company. From
a developers point of view an ideal situation would be to update all code
base to use the same dialect, preferably the most recent and more powerful
one.

Table 3.2 contains a list of the Fortran coding violations, suggested refac-
torings and deprecated or old features listed in literature. The used sources
are two conference papers [47, 54], the documentation of Fortran refactorings
possible to perform using the Photran refactoring tool mainly developed by
the University of Illinois at Urbana-Champaign [52], and two books [28, 48].
The refactorings are listed in order of most referenced to least referenced.
The top four refactorings are suggested by all five sources, five refactorings
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by four sources, ten refactorings by three sources, 16 refactorings by two
sources and fifteen refactorings only in one source.

Table 3.2: Fortran coding violations listed in literature
ordered from most referenced to least referenced.

Coding violation Listed in
Remove computed GOTO statement [28, 47, 48, 52,

54]
Remove arithmetic IF statement [28, 47, 48, 52,

54]
Transform CHARACTER * to CHARACTER(LEN=) declaration [28, 47, 48, 52,

54]
Introduce IMPLICIT NONE [28, 47, 52, 54]
Remove REAL type iteration index [28, 47, 48, 52]
Change fixed form to free form [28, 47, 48, 54]
Remove assigned GOTO [28, 47, 48, 52]
Replace old style DO loops [28, 47, 52, 54]
Extract internal procedure [28, 47, 52]
Replace shared DO loop termination [28, 47, 48]
Move COMMON block to MODULE [28, 47, 54]
Convert DATA to PARAMETER [28, 47, 52]
Remove ENTRY statements [28, 48, 54]
Replace STATEMENT functions with INTERNAL functions [28, 48, 54]
Remove branch to END IF [28, 48, 52]
Remove PAUSE statement [28, 48, 52]
Add DIMENSION statement [28, 47, 54]
Change keyword case, i.e. FORTRAN to fortran [47, 52, 54]
Rename [47, 52]
Extract local variable [47, 52]
Encapsulate variable [47, 52]
Make PRIVATE entity PUBLIC [47, 52]
Add ONLY clause to USE statement [47, 52]
Remove unreferenced labels [47, 52]
Remove reserved words as variables [47, 54]
Remove unused local variables [47, 52]
Minimize ONLY list [47, 52]
Make COMMON variable names consistent [47, 52]
Remove FORMAT statement labels [28, 47]
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Replace obsolete operators: .LT. .LE. .EQ. .NE. .GT.

.GE.

[47, 52]

Move SAVED variables to COMMON block [47, 52]
Require explicit INTERFACE blocks [28, 54]
Assumed character length of function results [28, 48]
Alternate return [28, 48]
Introduce INTENT IN / OUT [47]
Canonicalize keyword capitalization [47]
Move entity between modules [47]
Change subprogram signature [47]
Transform to WHILE sentence [47]
Delete unused COMMON block variable [47]
Replace specification statements with variable’s type decla-
ration statement for public, private, pointer, target,

allocatable, intent, optional, save, dimension,

parameter

[54]

Add identifier to END statement [52]
Convert between IF statement and IF construct [52]
Make SAVE attributes explicit [52]
Standardize statements [52]
Remove EQUIVALENCE statement [28]
Remove DOUBLE PRECISION type [28]
Replace GOTO statement with SELECT CASE or IF, ELSE IF,

ELSE statement
[28]

Move BLOCK DATA to MODULE [28]

3.4 Code smells

Code smells are suboptimal design choices that can be used as indicators of
code that would benefit from refactoring [22]. Code smells are for example
duplicate code, long methods, long parameter list, classes that have too much
or too little functionality, methods that are using more data of another class
than its own. For all of the code smells introduced in [22] Fowler and Beck
suggest a set of refactorings to fix the situation. So code smells can be used
to indicate a developer when and what to refactor.

Together with other measures code smells provide good insight on soft-
ware maintainability and can be used as indicators of refactoring targets that
will improve the software’s maintainability [77]. Many of the code smells and
solutions suggested in [22] apply as such or in a modified form to Fortran as
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well [53]. Refactorings aimed at object oriented design can be for example
applied to Fortran modules.

Table 3.3: Code smells introduced by Fowler et al. [22]

Code smell Description
Duplicated Code Completely or mostly duplicated blocks of code. Also

doing the same thing in two different ways.
Long Method Methods consisting of too many lines of code.
Large Class A large class having too much functionality (Swiss army

knife).
Long Parameter
List

Method parameter list too long.

Divergent Change Class is often changed in different ways for varying rea-
sons.

Shotgun Surgery Same change has to be implemented in many different
locations in the code.

Feature Envy A method uses more data of another class than its own.
Data Clumps A group of data that is commonly seen together e.g. com-

monly passed together as method parameters.
Primitive Obses-
sion

Using primitive data structures when the use of objects
would be beneficial.

Switch Statements Use of switch statements that are often duplicated into
different parts of the code.

Parallel Inheri-
tance Hierarchies

Duplication in inheritance hierarchies, creating subclass
in one forces to create it also to the other.

Lazy Class Classes that do not have much functionality.
Speculative Gener-
ality

Unused functionality created because of its potential need
in future.

Temporary Field Instance variables used only in certain cases.
Message Chains Long chains of objects asking other objects for a certain

value.
Middle Man Using unnecessary middle men in the retrieval of data.

Instead ask the relevant class directly.
Inappropriate Inti-
macy

Classes too interested in each others contents, sometimes
causing bidirectional dependencies.

Alternative Classes
with Different In-
terfaces

Two classes implementing practically the same function-
ality but have different interfaces.
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Incomplete Library
Class

Library classes that lack needed functionality.

Data Class Classes that have are only holding data. All functionality
is done outside of the class.

Refused Bequest Superclasses that have functionality that is not needed in
the subclasses.

Comments Comments are often placed around inferior quality parts
of the code to explain the bad design.

3.5 Other maintainability metrics

The already listed traditional software metrics, language specific coding vio-
lations and code smells measure focus on measuring the source code. In order
to broaden the understanding of the software’s maintainability’s state, these
metrics can be supplemented with other maintainability metrics, that utilize
other aspects of the software than the source code. For example the defect
density also takes into account all known defects and active files utilizes the
file activity of each file in the code base.

3.5.1 Defect density

Defect density is the number of known defects divided by the size of software
at a specific time. Software size can be measured in LOC. The defect density
makes it possible to compare the relative amount of defects in different size
softwares or software components in order to find those which are most defect
prone and would mostly benefit of improvement. [75]

3.5.2 Active files

Schulte et al. [65] introduces the concept of active files and recurrent active
files. According to their study out of the changes done to the code base
20-40% are made only to 2-8% of the files, i.e. a significant proportion of the
total changes is performed to a small amount of files. These files, which they
call the active files, cause 60-90% of all the defects of the software. The major
part of the active files, 65-95% were architectural hub files, which change as
part of feature additions.

A file is active on a date d if it has changed on that day and at least once
in a selected time frame t preceding the day d. Files are recurrently active
if they are active on a day d and have been changed at least once in each of
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the n preceding time frames. Schulte et al. [65] chose the time frame to their
case research according to the products’ release cadences.

Figure 3.5 depicts the main concepts of active files. It shows the edit
history of a single file. The file is an active file, since it is edited on day
d and also once in the time frame between d and d − t. The file is also a
recurrent active file with n = 3, since apart from being a active file, it is
edited once in the time frame between d− t and d−2∗ t and between d−2∗ t
and d− 3 ∗ t.

Figure 3.5: A file’s edit history: A visualization of the concepts of active
files.

Using software change metrics indicating probable problem areas of the
code base has also been suggested by Shihab et al. [66]. Fenton and Ohls-
son [20] also found evidence supporting the Pareto distribution of defects in
software, i.e. that the major part of defects are produced by only a small
number of modules. Harrison and Cook [30] also noted how changes tend to
concentrate on a small amount of files. In their research a small subset of
10% of all changed modules accounted for over 50% of all done changes. The
importance of activeness of a part of code is also emphasized when analyz-
ing the cost of technical debt: Technical debt in inactive code is said to be
less expensive – simply because the cost of technical debt comes in form of
increased effort in future modifications [62].

Antinyan et al. [3] found only a moderate correlation between the number
of revisions (changes in a version control system) on a file and its cyclomatic
complexity. Fenton and Ohlsson [20] found no significant correlation between
the complexity and fault-proneness or the size and fault-density of modules.

Antinyan et al. [3] concluded in his case research that using just two
measures, cyclomatic complexity and the number of revisions was enough to
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find the problematic parts of code that would most benefit of improvement.
The number of revisions is another way of measuring the file activity.

Since the active files seem to be the main source of defects, it seems
logical to focus the maintainability improvement effort such as refactoring
and raising the unit test coverage on these files and hence ”get the biggest
bang for the buck” for the done effort.

3.6 Problems in metrics

The biggest challenge in using metrics must be choosing the ones that cor-
relate the most with the actual maintainability burden of the developers.
Hence a lot of research and different suggestions of sets of metrics exist to
solve the problem [29, 31, 46, 73, 77]. Fowler [21] claims it impossible to
measure technical debt effectively. Kruchten et al. [37] stated that it is not
possible to measure all elements of technical debt, especially bad structural
or architectural design and technological gaps resulting of the inability to
evolve the software according to the evolution of for example programming
languages.

It has come up in discussions with the case company and another com-
pany facing similar issues with legacy code that it is hard to isolate single
refactorings and their effect on the maintainability of the software to tell
which of them has been worthwhile and which not. Changes in maintainabil-
ity are not visible immediately and usually there have been multiple changes
that could be possible causes for the change.

3.7 Automatically calculated metrics vs ex-

pert judgment

Different approaches to measuring software maintainability exist of which
some are possible to calculate automatically, using for example static code
analyzers, whereas on others one needs to rely on expert judgment. Combin-
ing both approaches will give a more precise and complete view on the state
of the software. [2, 58, 77] A problem in using expert judgment is that it is
time consuming and expensive [2].
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Deploying the metrics

Metrics – no matter how well they have been chosen – will not do any good
if they are not used. Too often metrics are being calculated without being
made use of. This is why it the project of creating a set of metrics does not
end when the calculated metrics are at hand, but it is essential to plan and
ensure the use of the metrics in the target groups. [14]

4.1 Practices for successful metrics deploy-

ment in literature

The deployment practices suggested in literature were grouped into five cat-
egories depending on what part of the organization they relate to (individual
developers, agile teams or the whole company), whether they relate to the
metrics program itself or were technical solutions (Table 4.1). Most recom-
mended practices were team practices and company wide practices. Each
group and their practices listed in Table table are 4.1 are described in more
detail in the subsections below.

29
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Table 4.1: Deployment practices in literature

As part of
individual
develop-
ers’ work
process

As a part
of agile
teams’
work pro-
cess

Company
wide prac-
tice

On metrics
program

Technical
solutions

Metrics
as help
in finding
refactor-
ing targets
[67, 69, 76]

User stories
for paying
of technical
debt [6, 8]

Base de-
cision of
merging to
master on
metrics [3]

Ensure com-
mitment by
including
personnel
in metrics
definition
[14, 74]

Build fails
when tech-
nical debt
violations
[25]

Metrics
as help in
validating
refactor-
ing results
[67, 69]

Fixed capac-
ity in sprint
for paying
of technical
debt [59]

Incentive
structures
[33]

Test met-
rics with
pilot version
[33, 42]

All metrics
easily ac-
cessible in
one place
[3, 14, 33, 74]

Talk about
changes in
metrics in
retros /
reviews [6]

Base metrics
on company
goals [74]

Metrics cho-
sen carefully
since they
steer work
focus [74]

Team con-
siders im-
pact and
trade-offs
of taking
and repaying
technical
debt [6, 42]

Management
committed
to make
changes
based on
metrics
and deci-
sion criteria
[14, 74]

Define deci-
sion criteria
[14, 74]

Set tar-
gets for the
wanted level
of the met-
rics [14, 16,
33, 42]

Never used
against in-
dividuals
[14, 26, 74]
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Teams iden-
tify and pri-
oritize tech-
nical debt [6]

Facilitate de-
bate [33]

4.1.1 As part of individual developers’ work process

Metrics [69] and their visualizations [67] can help the developer to find suit-
able targets for refactoring and afterwards to evaluate the effects of done
refactorings, hence to do more systematic refactoring efforts. Simon et al.
[67] researched an approach where different aspects of code are visualized to
help developers to spot anomalies in the code and hence find good candidates
for refactoring.

Wettel and Lanza [76] observed that an even more useful approach than
just listing or even visualizing metrics is to visualize the locations of the
code base’s basic features and its design problems. They researched the use
of a software tool called CodeCity in visualizing a code base and its different
aspects as a three-dimensional city (see Figure 4.1). This tool provides the
user a way to quickly comprehend the big picture of the code base and its
possible design problems, such as code smells. These problems can after then
be investigated closer and possibly be improved by refactoring.

4.1.2 As a part of agile teams’ work process

A good practice in managing the technical debt is adding user stories related
to paying off the technical debt into sprints [6, 8] and releases [8]. Power [59]
recommends having a regular, fixed capacity of stories related to paying off
technical debt in each sprint. Following the realized work types of each sprint
is needed to ensure the continuous improving of the architecture instead of
adding to the technical debt.

Development teams should be able to identify and prioritize technical
debt and make informed, conscious decisions based on trade-offs when accu-
mulating or reducing the amount of technical debt [6]. Accidentally added
technical debt is recognized in reviews and retrospectives [6]. Although not
literally noted in the article using metrics is an obvious way of tracking tech-
nical debt.

4.1.3 Company wide practice

Letouzey and Ilkiewicz [42] suggests a technical debt management practice to
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Figure 4.1: Code City, a tool visualizing a code base and its different aspects
as a 3D city.
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systematically reduce the technical debt. This practice includes defining and
implementing technical debt metrics, setting targets for the desirable level
and kind of technical debt, continuous monitoring of the debt, analyzing its
impact and repaying the debt. The bad practices creating the technical debt
that the organization wants to measure in the metrics are defined by experts
from different units in a common workshop. The metrics are reviewed and
updated annually in annual reviews.

Iversen and Kautz [33] describe incentive structures, determining goals,
publishing objectives and data widely and facilitating debate as elements of
a successful metrics program.

ISO-15939 [16] suggests defining a decision criteria, i.e. thresholds, targets
or patterns of the metrics that indicate the need to act. A similar point is
raised by Dekkers [14] and Westfall [74], who emphasize the importance to
act upon the changes visible in metrics. Management needs to be committed
to make changes based on the data presented by metrics.

In the process described by Antinyan et al. [3] self-organized agile teams
use the metrics to support them in making more informed decisions when
delivering code to the main branch of the version control system. The teams
monitored trends in the metrics and observed that their attention was drawn
to just a handful of files. Before merging changes to the master branch
the changes especially in these key files were evaluated manually for their
potential harmfulness. The research was done as a case study in two large
enterprises. The metrics were quickly accessible in a MS Sidebar gadget in a
simple form. The gadget also had links to more detailed statistics and other
data.

Metrics should never be used against individuals, since this will typically
negatively affect the validity of the data [14, 26, 74]. What must be meant
with this is that the affected personnel will do everything possible to avoid
the unpleasant incident of happening again – even by cheating the metrics
in a non-productive manner. Hence a more effective way would be to use the
metrics to guide people in their work and show the progress in the measured
things, or to emphasize positive changes in the measured subject and to give
positive feedback for people based on their good work.

4.1.4 On metrics program

Dekkers [14], Westfall [74] remind that software is a complex system and
benefit of using a large set of metrics to depict its different important aspects.
These metrics are best placed in one easily accessible location so that all
aspects can be monitored easily [14]. Dekkers [14] recommends clarifying the
role of metrics for managers: that they depict the current state that can be
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used as a base for corrective actions, but that metrics as such are not the
corrective action.

When defining the metrics it is important to include the persons who will
be the ones using the metrics, since participating in the definition process
builds the feeling of ownership of the metrics [14, 74]. This way the persons
are more likely to use and maintain the metrics. Apart from the committing
effect, participating the people involved in the measured work or product will
produce valuable input, since they are experts on the topic being measured
[74].

Westfall [74] also notes that the metrics used should always be chosen
carefully, since they will affect the behavior of the personnel working on the
measured subject. People often want the metrics to look good and hence
focus their work on the measured items, even sometimes in an unwanted
way. Hence it is important that the metrics are based on the goals of the
company.

4.1.5 Technical solutions

Gat and Ebert [25] suggest having an automated measurement system for
technical debt that is linked to the software build. The build would auto-
matically fail on technical debt violations.

No matter how the metrics are implemented, according to Westfall [74]
for metrics data to be useful and used, it is necessary that the gathered data
is easily accessible in a metrics database.

4.2 Characteristics of useful metrics

Heitlager et al. [31] lists characteristics of useful metrics. These are trace-
ability, comprehensibility, the ease to compute, technology independence and
classifying results and showing each class’ distribution instead of showing av-
erage results of metrics’ results.

In order for the developers to know the correct target to improve, the
ability to trace the cause of the metric values and possible changes in them
is relevant.
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Table 4.2: Characteristics of useful metrics listed in lit-
erature

Characteristic Why?
Traceability In order to know the correct target to improve, the

ability to trace the cause of the metric values and
possible changes in them is relevant.

Comprehensibility For the metrics to be applied and used correctly they
have to be comprehensible and easily explainable.

Easy to compute For the metrics to require little up-front investment,
they should consist of simple definitions.

Technology indepen-
dent

To be widely applicable to different systems, the met-
rics should be technology independent.

Distribution of severity
classes instead of aver-
age metrics

Measuring average metrics tends to mask the outliers
with high complexity values behind the large amount
of low complexity getter and setter functions, etc.
More representational is to measure the percentage
of e.g. high complexity code of the whole code base.
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Research method

This chapter describes the environment and the research paradigm used in
the research. The environment of the thesis was the case company, for which
the artifacts of the thesis research were implemented. The used research
paradigm was Design Science, which aims in supporting the rigorous artifact
development for research purposes.

5.1 Environment: Case company

The environment of the thesis research was a case company. The case orga-
nization is a software company headquartered in Helsinki, Finland, but also
has development and sales offices around the world. The case company offers
many different products and solutions in the area of naval engineering. The
majority of the products are based on the same core component written in
Fortran, which was initially developed already in the 1970s. During its long
lifetime the core has undergone a great deal of changes. The Fortran lan-
guage has also developed during this time allowing more sophisticated ways
to solve problems. Small parts of the core have been rewritten in modern
programming languages.

At the case company practically all Fortran code was written using the
Fortran 77 standard. During the code’s evolution more modern Fortran
standards were applied in automatic mass refactorings, such as applying free
format layout and explicit declarations for variables. Still a large amount
of coding practices of Fortran 77 retain where newer more beneficial ones
are available. Also some low level features like memory management have
been implemented in-house, since they were not available at the time. These
implementations are still in use and should be replaced by modern 3rd party
solutions.

36
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5.1.1 Case selection

The case selection enabled the study of how a Scrum organization can control
the maintainability of a software product with the help of relevant software
metrics. Underlining the topic’s relevance is that the topic suggestion came
from the case company itself due to the need for good enough metrics to
depict the maintainability of their software product. If the resulting metrics
system succeeds they might be included in the company’s technology strategy
in form of concrete targets for the metrics to improve the maintainability of
the software. Hence the case organization was highly motivated to offer help
and support for the research.

Before this thesis work the company has been measuring test coverage, av-
erage cyclomatic complexity of functions and the code base size. Apart from
the test coverage metrics, the company wide use of the metrics has not been
systematic and the need for a more effective way of deploying the existing
metrics has been recognized. The need for more precise metrics measuring
the maintainability of the software product’s Fortran code base, especially
the technical debt including Fortran code violations, has been identified and
an initial list of the most common code violations and other bad practices
has been made and fixes have been suggested for these. The progress of
the refactoring work would be tracked and managed using metrics that are
also suggested for each listed bad coding practice. The full list of suggested
refactorings by the case company can be found in Appendix A.

At the time of the research the company was doing the development work
using the Scrum process on team level and the Scaled Agile Framework [38]
on organization level. The company has 75 software developers and architects
in 13 teams. Out of these less than 50 are working with the Fortran code
base.

5.2 Research paradigm: Design Science

Design Science [71] was chosen as the research paradigm of this thesis. The
goal of design science research is to develop an artifact that solves an orga-
nizational problem. The artifact may be in form of developed a software or
it can be intellectual. The artifact has to be of novel nature. The problem
to be solved in the research is defined by describing the current state and
the goal. During the gap between the two is narrowed down in an iterative
and incremental manner. For doing this the problem can be divided into
several sub problems which are solved in each iteration. Hence the scope of
the problem that the artifact solves can be extended iteratively.
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After each iteration the artifact is evaluated using certain evaluation
methods appropriate to the artifacts nature. If possible the research re-
sults are evaluated using a predefined set of metrics. Research needs to be
rigorous, but only up to the level in which is not clogging the relevance of the
research. When the research is finished and the results presented, it is impor-
tant to customize the level of detail and focus of the presentation depending
on the audiences background: More technical details for a technical crowd
and a more general presentation emphasizing the importance of the problem
and the value of the solution for a more management-oriented audience.

The Design Science process consists of six steps: identifying the problem
and its importance, defining the objectives of a solution, design and devel-
opment of an artifact to meet defined objectives, a demonstration where the
artifact is applied in a real life context, evaluation where the artifact’s effi-
ciency and effectiveness in the is evaluated based on the demonstration and
finally the communication of the research in publications.

5.2.1 Design Science in case study

This research applied a simplified version of Design Science. The research
process consisted of four steps as depicted in Figure 5.1. In the first step
the problem was defined in form of the research questions and the research
problem. Their relevance was underlined in the introduction chapter but
also in the case company description. The second step was the artifact de-
velopments, which consisted of finding answers to the research questions at
workshops at the case company and in literature and implementing or pro-
totyping them. The third step was the evaluation, which was performed by
presenting the results to case company personnel and having them evaluate
them in an online survey. During the artifact development smaller evalua-
tions were performed by the instructor after each of the three development
iterations. The fourth step, communicating the results, was partly done in
the evaluation session, but will be performed more thoroughly by the deliv-
ery of this masters thesis and by a more in-depth presentation at the case
company after the delivery. The research results were also presented at the
Aalto university to the supervising professor and other academic guests.

The research done has two artifacts: the automatic metrics build and the
guidelines on how to deploy them in the teams. The metrics build consists
of well-chosen metrics depicting the maintainability of the case company’s
Fortran code base. The generated metrics needed to be usable and easily
deployable to be a part of the teams scrum work. To be relevant and to
ensure their continuing use the deployment guidelines of the metrics needed
to be simple, minimal and feel like a natural fit for the teams sprint work.



CHAPTER 5. RESEARCH METHOD 39

Figure 5.1: The simplified Design Science process applied in the research.

The metrics build created as a part of the thesis was a minimum viable
product that could easily be extended in future. Hence an emphasis was on
implementing the machinery for generating the metrics. New metrics can be
added with minimal effort even after the thesis’ research.

5.3 Research process for data collection in

workshop sessions

The case study plan structure suggested by Robson [63] was used to plan the
workshop sessions at the case company getting their input on good solutions
for RQ1 and RQ2.

5.3.1 Objective

1. Get case company personnel’s answers to RQ1 and RQ2.
2. Get case company personnel emotionally invested in the thesis research

and its artifacts: the metrics build and its deployment.

5.3.2 Selection strategy

The basis of who to include in the workshops was completely based on the fact
of who will be using the metrics later and who’s work it will be affecting.
Developers working with the Fortran code base will be the most affected,
since they will be the ones reading the metrics and focusing their refactoring
efforts accordingly. Management will be using the metrics for prioritizing
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the issues the development team’s will work on and setting targets. This
can happen on team level when done for example in sprint planning sessions
together with the product owner and the developers and on company level
setting the company’s technology strategy.

Hence the input gathering sessions were held for each of the five devel-
opment teams that are working with the Fortran code base. Also a session
was held to hear the Release & Tools team and managers that are closest to
R&D. Separate sessions were held for each of these groups. The reasoning
was based on experience of other meetings at the case company that have
showed that the more participants a meeting has, the less feedback is to be
expected from each participant. Smaller groups where the participants know
each other well (teams) have gotten the most output from each participant.

5.3.3 Methods

Due to the large group of people to gather data from, the data collection
method has to be efficient and lightweight. Individual interviews fall out
of the scope due to their time consuming nature. Group interviews would
be another option, but it is not the most effective way to activate and get
the most output of each participant [7]. Methods that enable users to input
silently by writing activate the participants well [39], even better than only
a group conversation [7, 18]. This allows each person to participate at the
same time without the need to fight for his turn to speak, e.g. in case of
some participants dominating the discussion. Also the writing process forces
everyone to actively process their own thoughts on the subject.

Since the teams are partly distributed between sites a tool enabling easy
collaboration between sites is needed. The ARCA-tool is proven to be a
efficient and easy to learn and use tool for conducting retrospectives for
distributed teams [41] and has been successfully used by a development team
at the case company for almost two years in their sprint retrospectives. Since
the case study is ultimately seeking to improve the case company’s process
of software maintenance a retrospective is a natural fit for the purpose. The
process described by Lehtinen et al. [41] was originally used by the team but
has evolved towards a more fitting match for them. The used input collection
method was based on the evolved method of the team. The aim is to benefit
from the team’s lessons learned and get a more natural feeling retrospective
method. As in the team’s current retrospectives, communication is performed
using the Microsoft Lync video conferencing tool.

The resulting process that was used in the sessions is the following:
1. Intro, what are we going to do and how (5 min)
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2. Input collection: Maintenance difficulties, how to measure them (10
min)

3. Going through input, Discussion (15 min)
Focus on unclear points, asking how listed problems could be measured

4. Prioritizing results by voting (2 min)
Everyone has 3 votes

5. Input collection: How to deploy metrics (10 min)
6. Going through input, Discussion (15 min)
7. Prioritizing results by voting (2 min)

Everyone has 2 votes (due to generally lower amount of input)
The sessions were divided in two parts. The first part gathered the par-

ticipants input on their views of RQ1 and the second part on RQ2. In other
words the first part of the session aimed to answer the question on what to
measure and the second part on how to use this data in order for it to be
useful. Each part had the same amount of time allocated. The first part was
approaching the question in a problem oriented way, asking the participants
what problems they counter in their work with the Fortran code base and
whether these could be measured. The initial ARCA-tool analysis can be
seen in Figure 5.2.

Figure 5.2: The base of the ARCA-tool analysis for RQ1, before the partici-
pants input.

The second part aimed to gather the participants ideas on how the metrics
should be deployed in order for them to be useful. Also feedback on the
current metrics and their usefulness was gathered. The initial ARCA-tool
analysis can be seen in Figure 5.3. In order to give the participants a better
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understanding on what the ideas might be related to the following questions
were verbally asked by the presenter:
• What should the metrics look like?
• Where should they be visible?
• How often should the metrics be studied?
• Should we have some team practices for the use of the metrics?
• Should we have some company practices for the use of the metrics?

Figure 5.3: The base of the ARCA-tool analysis for RQ2, before the partici-
pants input.

5.4 Prioritization criteria for the collected data

For choosing the most relevant ideas to implement, the results have to be
prioritized. The research result funnel in Figure 5.4 depicts the different
factors for prioritizing the results gathered from case company workshop
sessions and literature. Out of the prioritized results the most relevant ones
were chosen to implement as artifacts of the thesis research. The affecting
factors for ideas are: the amount of overall votes, whether it was a top
voted issues of a group, the amount of groups that voted for the idea or
mentioned it, the ideas ease of implementation and whether it was suggested
by literature.

Since the artifacts will be developed for and used by the case company,
the bigger weight in prioritization is given to the results of the workshop
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Figure 5.4: The research result funnel: Prioritization of research results
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sessions. The artifact should be as useful as possible in specifically in the
case company environment.

The prioritization criteria is based on the one introduced by Lehtinen
et al. [40], who use four categories to sort the causes for problems perceived
in project retrospectives. The classes are: process areas, cause types, in-
terconnectedness and feasibility for process improvement. Process areas de-
scribe in which part of the organization or process the problems occur, e.g.
Implementation, Software testing or Management. Cause types generalize
the cause in whether it is related to people, tasks, methods or environment
and which of their subcategories. The dimension of interconnectedness ana-
lyzes, which process areas are connected to each other. Feasibility for process
improvement simply states whether the problem cause is concrete enough to
be solved by the resources available.

The process area and cause class as such were not used since they did not
fit the rather technical results of the workshop sessions. They seem to be
better suited for general project or iteration retrospectives. A similar gener-
alization as in the cause class was made, but a fitted version to the context:
all issues were generalized and classified to one of the most commonly named
causes. The used classes are listed in Appendix B.

The issues were also classified according to their equivalent in literature.
Ease of implementation was used instead of the feasibility for process im-
provement to describe whether a issue is feasible to implement in the scope
of the thesis work. Interconnectedness of the suggested ideas was investi-
gated to offer more insight of the issues and their relationships, but was not
used for prioritization. The complete lists of issues and ideas that were listed
by the groups and prioritized by them as relevant are visible in Chapter 6
in Figure 6.2 and Figure 6.8. These also contain their scores in the different
classes used for prioritization.

5.5 Artifact development process

The artifact development was divided into three iterations. After each it-
eration a small evaluation followed by presenting the results to the thesis
instructor at the case company. The next iteration was planned considering
his feedback.
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5.6 Evaluation

To evaluate the success of the thesis’ artifacts a session was held and the
same people that participated in the sessions surveying for answers to RQ1
and RQ2 were invited to join. In this video conference session the artifacts
were presented and feedback was gathered using a web survey. The link
to the feedback form was handed at the beginning of the session and the
participants were asked to answer each question during the session, right
after the corresponding artifact was presented. This made sure that the
participants remember each artifact in question and also that they did not
forget to answer the survey.

Apart from validating the usefulness of the artifacts, the session was held
in order to commit the case company personnel more to the metrics project.
The idea was that they would feel that their previous participation had an
impact on the work. Also the artifacts would feel more like their own when
they understand that the artifacts were created based on their ideas. A short
time frame of 30 minutes was chosen in order to get as broad participation
as possible.

5.6.1 Feedback session structure

1. Short introduction to the topic: What is the thesis about? What is this
session about?

2. Providing a link to the feedback questionnaire. Participants are asked
to answer each question right after the corresponding artifact has been
presented.

3. Describing and showing the results of the previous held sessions and
their prioritization.

4. Presenting the artifacts.

5.6.2 Questionnaire questions

The first four questions are multiple choice questions with answer alterna-
tives from one to five using the Likert scale [44]. For example when asking
about relevance the answers would be: ”Very relevant”, ”Somewhat rele-
vant”, ”Neutral”, ”Not very relevant”, ”Not at all relevant”. The same
pattern applies for questions asking about the accuracy and usefulness. The
questions asked for feedback on the relevance of the maintainability index,
and hence the single metrics of which it consists of, the maintainability in-
dex formula and the deployment practices. The last two questions are open
questions which asked for open textual feedback on the good and bad sides
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of the presented metrics system and the deployment practices.

1. How relevant do you find the maintainability index?
2. How accurate do you find the formula and weights used in calculating

the maintainability index?
3. How useful do you find the reactive deployment practice?
4. How useful do you find the proactive deployment practice?
5. What do you find especially good in the metrics proto?
6. What should be changed or improved in the metrics proto?



Chapter 6

Artifact development

6.1 Workshop session output

Around 70% of the invited persons participated in the six held sessions.
Out of the 61 persons invited to the sessions, 43 joined. The amount of
participants in the groups was between 54% and 100%. The more detailed
group level participation data is visible in Figure 6.1.

Figure 6.1: Amount of persons of each group that attended the sessions

In the first part answering RQ1 altogether 253 causes to the Fortran code
base’s maintenance difficulties and ideas for their measurement were intro-
duced. Out of these causes 62 were voted by the team as the most relevant
ones. The major part, 40 causes, got only the vote of one of the groups par-
ticipants. Eleven causes got 2 votes, 6 causes 3 votes, 4 causes 4 votes and
1 only one cause got 5 votes of the group participants. Results sessions with
developers and software architects were mainly Fortran coding violations and

47
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other concrete, low level issues. The session where the participants consisted
of managers and the Release & Tools team preferred higher level metrics such
as traditional metrics combined with defect density and file activity aimed
to visualize the state of the whole code base.

In the second part answering RQ2 altogether 147 ideas on how to deploy
the metrics came up. Out of these ideas 35 were voted by the team as the
most relevant ones. The major part, 27 causes, got only the vote of one of
the groups participants. Seven ideas got 2 votes, one idea got 3 votes. None
got more than 3 votes.

6.2 RQ1 output analysis

Figure 6.2 lists all those maintainability issues that were prioritized by the
teams. The results are listed in order of relevance based on the number of
overall votes each issue got from all teams. It also lists the number of groups
that gave top priority for the issue, the number of groups that prioritized
the issue, the number of groups that mentioned the issue, whether the issue
was suggested by literature, the estimated ease of implementation of the
issue and finally whether they based on the previous numbers were chosen
to implement in the scope of this thesis work.

For those issues that were also mentioned in literature, Figure 6.3 shows
the class of metrics and the exact metric they correspond to in literature.

The scale of the ease of implementation is more thoroughly described in
Table 6.1. It depended on the amount of unknowns related to the implemen-
tation logic and whether some of it is already even implemented.

Table 6.1: Ease of implementing the data collection of
listed maintenance issues

Difficulty
level

Description

Already done Only integration to metrics system needed.
Easy Automatic identification logic known, requires only

minor implementation to work.
Medium Identification logic known, requires larger implemen-

tation.
Hard No good way of automatically identifying or imple-

menting known.

Figure 6.2 shows that the three topmost issues are clearly the most rel-
evant ones when looking at the overall votes, groups that gave top priority,
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Figure 6.2: All mentioned maintainability issues that were prioritized by
teams



CHAPTER 6. ARTIFACT DEVELOPMENT 50

Figure 6.3: Maintainability issues’ links to literature
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groups that prioritized or mentioned the issues in general. Two of the issues
were also mentioned in literature and all three were estimated not to be very
difficult to implement in a system that automatically calculates their values.
Due to this reason the top three issues of the list were included in the au-
tomated metrics system implemented within the scope of the thesis. Out of
the suggested idea to visualize the relationship between complexity, change
frequency, bug rate and test coverage only a change frequency measure is
chosen to show data of the file activity.

Dev team 1 had prior to the thesis research prepared a list of suggested
refactorings and measurement practices for them. These were counted as
mentioned issues for their team’s session.

The relationships between all group’s top voted maintainability issues are
depicted in Figure 6.4. In the graph the thicker the lines between two issues
are, the bigger the number of the two connected issues are. The color of
the lines depicts the amount of votes given to prioritize the connected issues.
The more red the line is, the more the related issues have been prioritized.
Descriptions has the thickest and most prioritized relationships. Those issues
that are not visible in Figure 6.4 did not have any relations to other issues.

6.2.1 Global state, shared memory and other side-effect
causing practices

Dev teams 1 and 3 found global state the most important things to measure
in the Fortran code base. Three other groups prioritized it as a relevant, but
not the most relevant issue. Only one team did not name the issue. Global
state refers to the use of global variables and the complexity it brings to the
code in form of unknown side effects to functions.

There are two kinds of global variables used in the case company product’s
Fortran code base: public COMMON area variables, public MODULE variables
and encapsulated, private MODULE variables. Public global variables can be
directly referenced and changed from all locations that include the containing
COMMON area or MODULE. Private global variables are referenced and changed
using getter and setter functions. Private global variables are considered as
easier to maintain, since they can be changed to include locking mechanisms
that make them thread safe. The use of public global variables is not thread
safe and is hence preventing the efficient utilization of multi-core processors.

Other common causes for side effects are the EQUIVALENCE statements,
the lack of INTENT IN / OUT statements, long routines and complex code
(see Figure 6.4). An EQUIVALENCE statement sets a variable to point to the
memory location of another variable. Changing the value of one variable
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Figure 6.4: The relationships between all group’s top voted maintainability
issues.
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hence changes the value of the other variable as well. This is especially prob-
lematic when done to global variables, since it makes tracking the changes to
the global state of the variable more difficult. This might lead to unexpected
and hard to find side effects in state dependent code.

The lack of INTENT IN / OUT statements makes it hard to know which
of the given parameters of a function are modified during its execution and
which not. The connection between long and complex routines and side
effects is not that direct. Long and complex routines are less comprehensible
for the developer and might hence hide side effects, that are not obvious from
the routine declaration.

6.2.2 Proprietary data structures: Descriptions and
Records

Dev teams 2 and 4 found the case organizations’ proprietary data structure
consisting of ”Descriptions” and ”Records” the biggest problem. These struc-
tures are stored in a database and are referenced using ”Reference numbers”.
From direct database calls using only reference numbers it is hard to deduce
what kind of content the data structure has. The Description data structure
consists of multiple smaller record data structures. Descriptions were prior-
itized by two other development teams and mentioned by two development
teams. In these cases the mentioned Description issues were directly linked
to the voted causes. The linked causes are the lack of good data structures
in the used in Fortran code base and the use of magic numbers.

Magic numbers were voted for by 2 teams with 3 votes. They were men-
tioned also by 2 other teams. Magic numbers are numbers that are not
explained in the code, e.g. by using a constant. The magic numbers are
often used as reference numbers to refer to specific Descriptions. Description
related difficulties, the lack of good data structures and magic numbers are
closely linked together. If the votes are counted together they sum up to 23
votes and is hence clearly found to be the most relevant maintainability issue
in Fortran code base.

Historically in FORTRAN 77 no feasible data structures were available.
Hence the proprietary Description data structure was created and has been
used in most cases where any data structures were needed. Some other
cases pack data into string or integer variables. In the later Fortran versions
structured types have been available and hence the use of the Descriptions
is not necessary any more. The lack of good data structures was named by
4 teams and voted 3 teams with 6 votes to be relevant.

The use of Descriptions and Records can be put into two categories: The
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case where the low level Description specific routines are directly called and
the case where the low level calls have encapsulated by extracting them to
helper routines. The reduction of the amount of direct Description specific
calls can be done in two stages. First by encapsulation and later, when
the use of Descriptions in a specific context has been well encapsulated, by
changing the implementation to use another data structure, e.g. a Fortran
structured type, instead. Hence encapsulation can be seen as a cleaner way
to use Descriptions.

6.2.3 Non descriptive naming of functions and vari-
ables

Dev team 2 found non descriptive naming of functions and variables a top
priority maintainability issue. Four other teams prioritized the issue. Non
descriptive naming in Fortran comes from the old Fortran 77 six character
limit for function and variable names. Hence the classic naming convention of
functions and subroutines at the case company is of format ABC123 consisting
of two to three letters and 1 to 4 numbers. For example a graphics related
routine might have been named GR121. The six character name limit has
been removed in Fortran 90. The majority of the case company’s function
names using the old standard have been renamed to have a more descriptive
name, but still many functions names are using it. Variable names have not
been following the same naming ABC123 convention, but have been freely
shortened to fit in the six characters available, e.g. CUPAGD standing for the
current window’s default page size. Out of these minimal names it is in most
cases hard to tell what the function is doing or what the variable is used for.

6.3 Metrics system

6.3.1 Covered metrics

Antinyan et al. [3] suggests cyclomatic complexity and change frequency
as a minimal but sufficient set of metrics to draw developers attention to
potentially harmful changes in the source code. The changes of cyclomatic
complexity in files was monitored and files that had the highest number of
revisions were prioritized in the results.

The minimum viable product implemented in the research follows a sim-
ilar pattern as described by Antinyan et al. [3], but with the following modi-
fications: Cyclomatic complexity was replaced with the top three prioritized
maintainability problems – global state, the use of Descriptions and Records
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and non descriptive naming of functions and variables – and instead of the
number of revisions we used the similar measure of file activity as described
by Schulte et al. [65], but with the modification that the file does not have
to be modified on the exact date of the analysis to be an active file.

A file is defined as active on day d if they have been edited at least once
in a time frame d− t. Recurrently active files on day d are files, which have
been edited at least once in every n time frame t going back from day d.
Figure 3.5 in chapter 3 depicting the file activity according to Schulte et al.
[65] can be used as a reference to clarify the used logic. In their case research
Schulte et al. [65] chose the number n of iterations to be three and the time
frame t to be equal to the release cadence of the measured company. In
the developed artifact in our case the same values were chosen. The release
cadence of the case company is three months.

The three main issues consist of several unique measures listed in Figure
6.5. The use of Descriptions and Records is tracked by simply counting all
function calls that handle these data structures. The use of global state and
shared memory consists of the measure of the number of include statements
of COMMON areas (global state) and the number of EQUIVALENCE statements
(shared memory). Non-descriptive naming consists of non-descriptive func-
tion and variable names. Non-descriptive function names are those which
follow the old ABC123 naming convention having 1 to three letters followed
by one or more numbers. The standard old naming convention is easy to rec-
ognize and no false positives should show in the results. The logic in finding
non descriptive variable names in turn is more error prone since variables in
the case company’s old Fortran 77 code did not have any naming convention.
All variable names with six or less characters are matched, producing some
false positives as well.

6.3.2 Absolute metrics vs relative metrics

The code base at the case company is over five million lines divided into more
than 14000 files. Following the way of thinking of Henney [32] the best way
to improve its maintainability would be to just cut down the size in order
to achieve a smaller code base. Hence all maintainability metrics should be
such that decrease when removing code, no matter how good quality it might
be.

The case company has previously been using relative metrics, such as the
average cyclomatic complexity of functions. These have been problematic in
the sense that they would show an increase in average cyclomatic complexity
when removing less complex code, disregarding the fact that the done change
eased the maintainability of the code base.
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It is also notable that adding new code, no matter how good its quality
is, adds to the maintenance burden of the developers, since they will then
have to oversee a larger amount of code. Hence the metrics should show
adding new code as a change to the worse. Absolute metrics work exactly
this way, but relative metrics would show the addition of good quality code
as a positive change in the average complexity.

Hence the metrics system will only use absolute metrics, such as the ab-
solute number of included common areas, instead of e.g. the average number
of included common areas in a function.

6.3.3 Maintainability index

Figure 6.5: The composition of the maintainability index

Out of these values a compound value, the maintainability index, is cal-
culated. The idea of the maintainability index is to offer a quick overview on
the maintainability of the measured unit. The formula used for calculating
the index is:

MI = DESC ∗ 1 + CA ∗ 100 + EQ ∗ 10000 + NDF ∗ 10 + NDV ∗ 5 (6.1)

Where MI = maintainability index; DESC = # of description related calls;
CA = # of included COMMON areas; EQ = # of EQUIVALENCE statements;
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NDF = # of non-descriptive function names; NDV = # of non-descriptive
variable names.

In the index each value is weighted depending on its severity and preva-
lence in comparison to the other measures. As depicted in Figure 6.6 the
idea behind the weights of the maintainability index formula was to give
each measure the right emphasis in the index. The severity of each measure
is given in comparison to description related function calls. Included COMMON

areas and EQUIVALENCE statements are considered 10 times worse than a de-
scription related function call. A non-descriptive function name is considered
only half as bad as a description related function call and a non-descriptive
variable name only 0.25 as bad. Since there is no exact and simple way for es-
timating the severity of each measured maintainability problem, the severity
values are more or less based on the researchers gut feeling.

The weight of description related function calls was chosen to be 1. Since
there were 200000 description related function calls in the Fortran code base,
they will add 200000 to the maintainability index. There were 20000 state-
ments including a COMMON area, which is 10 times less than the number of
description related function calls. Yet they are considered 10 times as bad.
Hence the weight 10 * 10 = 100 was chosen for them. Using the same logic
all weights were chosen.

Figure 6.6: Reasoning behind the weights of the maintainability index for-
mula

Other than the idea of offering a quick overview, the maintainability index
is in no way related to the Maintainability Index [73] presented in literature.
The pitfalls of the Maintainability Index [73] are avoided by having a clear,
understandable formula with only additions of single values and multiplying
them with a weight that corresponds to their severity. Out of the presented
maintainability index it is easy to trace down the individual problems that
should be fixed in order to improve the index, since all the single values are
presented separately. If the maintainability index has been growing, one can
simply look at the individual measures and see which of them have been
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growing and fix those. The individual measures are all based on concrete,
low level code practices.

6.3.4 Technical considerations

6.3.4.1 Parsing the Fortran code

In order to automatically identify global state, the use of Descriptions and
non-descriptive function and variable names in the Fortran code base, the
Fortran files need to be parsed. To do this there were three main options:
using regular expressions, using the Photran parser and using an ANTLR
[56] based Fortran parser developed in-house at the case company.

Regular expressions are quick to implement but are less intelligent, since
they are only scanning the text, without understanding the code semantics.
Multiple regular expressions have a bad performance since they are parsing
the source code again for every regular expression.

Using parsers the source code is parsed only once and a abstract syntax
tree (AST) structure is created based on that. All searches are done using
the AST, which tends to have good performance. Using the in-house ANTLR
based parser has the advantage that it is already contained in the current
tool set and its use is known in the company. Taking the Photran parser into
use would have had the benefit of someone else maintaining the code, but
the downside of having to include yet another new tool in the tool set and
learning its use.

Hence the in-house ANTLR based parser was chosen.

6.3.4.2 Storing the results

A big choice in the scope of this thesis is how to do a minimal implementa-
tion in storing the resulting metrics. Eventually the cleanest solution would
be to use a database on a separate server for this purpose. This way all
machines running the metrics script, continuous integration build machines
or developers’ local machines would have easy access to the history results.
Due to time limitations the results are stored as files on a network drive. To
minimize the overhead later, the file format JSON was considered, since it is
the same that most NoSQL databases use. Due to restrictions in the build
environment this was not easily available and a similar YAML format was
chosen.

As depicted in Figure 6.7, the analysis generates one yaml file for each
commit it analyzes. The filename consists of the commit date and the commit
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hash, e.g. 2015-01-07 6c9a518809e67.yaml. The files consist of all the
metrics for all files of the Fortran code base.

Figure 6.7: Output of a metrics analysis: one YAML file per analysis con-
taining the results.

The system analyzes only the changed files since the previous analysis
was done. The results for the unchanged files are copied from the previ-
ous analysis’ YAML file. This speeds up the system significantly, when for
example analyzing only 30 files instead of 14 thousand.

6.3.4.3 Iterating through version control history

In order to turn measures into metrics, historical data is needed to bring
the measures into context. The metrics system is able to automatically go
through the version control history in one month steps and analyze the state
of that date. To be able to view charts visualizing the metrics comma sepa-
rated (csv) files can be generated with the system. These csv files can then
be turned into charts using e.g. Microsoft Excel.

Going through the version control history is started from the most recent
commit and a full analysis is run for this. After that the state is reset to
a at least one month older state and the changed files since the previous,
more recent commit are analyzed. This is repeated until the beginning of
history. On the first analysis for the most recent state the full file activity
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is the file activity calculated. Going back in the history the file activity is
no more calculated, but only copied from the original results. If a has been
deleted and hence pops up as a new file when going through the history, the
file activity is not run for this file. This was left out in order to save time and
since the file activity for already deleted files is not very relevant. The order
of going through the version control history is from most recent to oldest
and not vice versa, due to the magnitude of relevance of the results. The
most recent commit’s analysis is the most relevant and the oldest commit’s
analysis the least relevant. Since the analysis of the whole version control
history will take a very long time, it was considered better to start from the
most relevant results in case only a subset of the whole history is analyzed.

6.4 RQ2 output analysis

As done for the workshop sessions’ output for RQ1, also the output of the
latter part of the sessions answering to RQ2 were listed and analyzed based
on the overall priority and emphasis that they were given by the groups,
whether the ideas were also mentioned in literature, the estimated ease of
implementation of the ideas and whether they in the end were implemented
within the scope of the thesis (Figure 6.8). As an addition the suggestions
were categorized using the same categories as in the literature review. The
used categories were practices that are part of an individual developers’ work
process, team level practices, company wide practices and general suggestions
on the metrics program itself and technical solutions.

For those issues that were also mentioned in literature, Table 6.2 lists the
connections of the prioritized ideas to literature.

Table 6.2: Deployment ideas’ links to literature

Deployment idea Literature suggesting the same
All metrics visible in one place Antinyan et al. [3], Dekkers [14],

Iversen and Kautz [33], Westfall [74]
Holding regular discussions on metrics Bavani [6], Letouzey and Ilkiewicz [42]
Metrics frequently updated Antinyan et al. [3], Westfall [74]
Deny pull requests when metrics dete-
riorating

Antinyan et al. [3]. Also: Gat and
Ebert [25] suggest failing builds

Hold trainings on how to read metrics
and what to do with them

Dekkers [14], Iversen and Kautz [33]
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Setting targets for metrics Dekkers [14], Emam and Card [16],
Iversen and Kautz [33], Letouzey and
Ilkiewicz [42]

Compiler warnings when metrics dete-
riorating

Gat and Ebert [25] suggest failing
builds

Fixed scope for quality work in itera-
tions

Power [59]

Bonus payments based on metrics Iversen and Kautz [33]
Hallway TV’s showing metrics Antinyan et al. [3], Dekkers [14],

Iversen and Kautz [33], Westfall [74]
suggest publishing data widely in an
accessible manner

Give cost for quality problems and not
acting on them

Bavani [6], Curtis et al. [13], Letouzey
and Ilkiewicz [42]

To be able to understand how the individual suggestions for RQ2 relate
to each other, their relationships are depicted in Figure 6.9.

The top priority ideas of each participating group were the following: The
metrics should be updated frequently (Dev team 2) and all accessible from
one place instead of scattering them around, which was the current situation
at the case company (Dev team 4). Further degrading of the code base should
be hindered by giving direct feedback to developers of their code quality. The
forms of feedback suggested were denying pull requests to the master branch
of the version control system or failing local builds in case of decline in the
metrics (Management and Release & Tools team). A softer form of feedback
would be sending automated emails to persons who push low quality code
(Dev team 1) or to have compiler warnings. For fast developer feedback, the
possibility to run the metrics locally on the developers machine for a small
set of files, e.g. only changed files, would be appreciated (Dev team 3). As a
team practice regular discussions on code metrics within development teams
is suggested to provide better understanding of the quality and to get a sense
of code responsibility (Dev team 5). Setting targets in these discussions was
also mentioned as a possible practice (Dev team 5).

Differing from the output for RQ1, in which all suggestions were inde-
pendent metrics to measure a unique attribute of the code, the output for
RQ2 consists mostly of attributes that describe a useful deployment prac-
tice of metrics. They are not independent deployment practices that could
be applied as such. Hence deployment practices satisfying as many of the
requested attributes as possible had to be developed. As visible in Figure
6.10 the output of the workshop sessions indicate clearly the twofold use of
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Figure 6.8: All mentioned deployment ideas that were prioritized by teams
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Figure 6.9: The relationships between all group’s top voted deployment ideas.

metrics – the reactive and the proactive use. Metrics are used in a reactive
manner for giving feedback for developers on their work, so that they can
react earlier to unwanted decreases in the level of maintainability. On the
other hand metrics give and overall understanding on the code quality and
points out the most problematic areas in the code. This information can
be used proactively by systematically improving the maintainability of the
code. Hence two deployment practices were developed in the research: the
reactive and the proactive one.

Figure 6.10 lists the output of the workshop sessions that indicate ei-
ther the reactive or the proactive way of using metrics. Output indicating
the reactive way are those which emphasize giving some sort of automated,
metrics based feedback for the developers based on their work. The proac-
tive way can be seen in the output that describes setting targets for metrics
and supporting those targets by bonus payments or by emphasizing the im-
portance of repaying the technical debt by giving a monetary cost for the
quality problems that might cumulate over time if they are not improved.
Visualizing metrics as a heat map that indicating the critical areas in the
code base is obviously aimed to aid systematic refactoring. Fixed scope for
quality work is a practice to ensure that proactive improvements to the main-
tainability are done regularly and regularly held discussions on metrics were
described in the workshops to aim to set targets for the metrics and to track
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Figure 6.10: Workshop output that indicate either the reactive or the proac-
tive way of using metrics.

the improvements of the latest efforts.

6.4.1 Reactive deployment practice

A reactive use of metrics that gives feedback always when doing pull requests
was suggested by case company participants. Currently at the case company
the merging of changes to the main branch of the version control system is
performed by creating a pull request. Some other than the developer of the
done changes has to review the changes and approve that they can be merged.
Additionally the changes must compile and all automatic tests must pass. In
case the changes are not approved, the developer must make improvements
to the changes and do another pull request.

In the suggested pull request approach metrics depicting the affect of
the changes in the maintainability would be shown to the reviewer of the
changes in the same tool that is used for handling the pull requests. The
metrics would offer the reviewer additional information on the changes, but
the decision whether or not to accept the pull request would still be made
by the reviewer. The metrics would just help him make a more informed
decision. The pull request process is depicted in Figure 6.11.

The pull request approach fulfills the following top voted ideas of the
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Figure 6.11: The pull request process used in the case company supplemented
with the new metrics data to aid decision making.

sessions: all metrics visible in one place (visible in the tool used for pull
requests), holding regular discussions on metrics (changes of metrics visible
in the pull request might result to conversations between the reviewer and
the developer of the changes), metrics frequently updated (updated when
making a pull request), email notifications when metrics deteriorating (pull
request approval / disapproval status is emailed to developer), possibility to
run metrics locally for a small set of files (metrics run for only the changed
files).

A very similar pull request approach was recommended by Antinyan et al.
[3]. Automatically failing builds as suggested by Gat and Ebert [25] might
lead to frustration and possibly attempts to go around this system in non-
productive manners. Simply relying on an automatic system to fail builds or
deny pull requests does not take into account the possible justifications for in-
creasing the complexity of the system to fulfill a specific need. Manual expert
assessment supported by the metrics data to get a broader understanding of
the changes and their effect on the maintainability on the system solves this
problem. Combining automatically calculated metrics and expert judgment
also leads to more accurate conclusions of the direction the maintainability
of the system is going [2, 58, 77].

The reactive pull-request-approach was prototyped by doing a simple
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mockup of how the metrics would be shown in the tool used for handling
pull requests. In the mockup a new ”Metrics” tab is added to the tool. This
tab shows the changes in the metrics of the feature branch since branching
from master. The mockup is shown in Figure 6.12.

Figure 6.12: Mockup of the integration of the metrics in the Atlassian Stash
tool’s pull request view

Although the reactive pull-request-approach was just prototyped using a
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mockup, the necessary functionality in the metrics system exists. With the
proper parameters the system will show the changes in the metrics compared
to the previous results are printed out. The system will only analyze the files
which have been changed since the last analysis was done. Using the same
functionality it is also possible to compare the difference in the metrics of any
two commits, in this case the the last commit in the master branch before
the branching was done and the latest commit of the branch to be merged
back to master.

Currently the metrics system will just print the changes of metrics to the
console output in the following manner:

------------------------------

Changes since latest analysis:

Current commit: 20b84d6966864, 2015-05-18

Latest analyzed commit: 2a640fb04de23, 2014-12-12

description_calls: +309

common_areas: +24

equivalences: +0

non_descriptive_func_names: +2

non_descriptive_var_names: +472

maintainability_index: +3924

------------------------------

6.4.2 Proactive deployment practice

In the proactive use of metrics, the metrics are used to give an overview
on the whole code base and to indicate those places in the code whose im-
provement would most benefit the overall maintainability of the software.
The case company’s Fortran code base consists of 14 thousand source code
files. It is clear that all of these files cannot be maintained actively by the
approximately 50 developers that are working with the Fortran core. Hence
the prioritization of the refactoring targets is of great importance to get the
best value for the done efforts.

Prioritizing the files only by their complexity is not enough. All files are
not worth the same, since a rather stable file with a lot of technical debt does
not affect the maintainability as much as a constantly changing file with some
technical debt. Previously at the case company the five most complex files
of each teams responsibility area of the code base were listed, but according
to the feedback of the case company personnel those files were often pretty
stable and unchanged files, hence not the most important ones to refactor.
File activity is recommended by literature and was also requested by case
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company participants for prioritizing the files and finding those refactoring
targets that have the biggest affect on the maintainability of the whole code
base.

Each analysis of the metrics system produces a file with the results, which
are sorted by relevance. First in the file are the total values of all files that
offer the viewer a quick overview of the whole code base. The total values are
followed by all files that are recurrently active on the date of the analysis.
These are listed in descending order based on their maintainability index,
which indicates the amount of technical debt of the files. Next are the stable
files equally in descending order based on their maintainability index. Figure
6.13 visualizes the sorting logic in a result file.

A future improvement would be to keep the data as simple as possible
and move the prioritization to the visualization.

The metrics system is automatically run at regular intervals by the com-
pany’s continuous integration server. The idea is that in order to do system-
atic refactoring for the most relevant files the developers only have to open
their web browser to see the latest analysis run by the continuous integration
server. In the file produced by the analysis they can take the topmost file of
the list that belongs to the responsibility area of their team and improve the
file by refactoring.

This approach was prototyped with the help of the case company’s Re-
lease and Tools team by creating a separate test build in the continuous
integration server that could run the analysis. The results of the previous
successful build are copied before the analysis. This way the history data is
eventually cumulated.

Out of the history data it is possible to create a comma separated value
(csv) file that contains the total values of all existing analyzes. This can be
used to generate charts to visualize the data, e.g. by using Microsoft Excel or
IBM Watson Analytics, to see the long and short term trends of each metric.
Figure 6.14 shows how the csv file will look like when opened with Microsoft
Excel and after adding some charts.

As desired in the workshop sessions the metrics system can also be run
locally by developers and can analyze just a small subset of all files, if e.g.
the developer has some specific target subsystem in mind.

6.4.3 Recommended supporting practices

A list of practices that came up in the workshops are additionally recom-
mended by this thesis to be conducted at the case company to support the
reactive and proactive approaches (see Figure 6.15). Especially the proac-
tive way benefits from company wide practices that drive active refactoring
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Figure 6.13: How results in a YAML file are sorted
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Figure 6.14: An example of the usage of the csv file with Microsoft Excel.

instead of just focusing on the typical everyday work.

Figure 6.15: Recommended practices that support a successful deployment
of the reactive and especially the proactive use of metrics.

The target setting would be done by setting company wide targets and
dividing them upon the teams. Based on the targets, improvement stories can
be added to the teams’ backlogs. To ensure the progress of these improvement
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stories, it would be beneficial for the teams to have a fixed amount of story
points reserved for quality improvement work in each sprint. The progress
would be tracked in retrospective sessions at regular intervals. Probably no
big changes will happen in one sprint, so the interval of discussing the metrics
could be e.g. every other sprint or even once in a release (every 3 months).
When starting the actual deployment of the metrics in the company, training
should be held to company personnel to train them in how to read and work
with the metrics.



Chapter 7

Evaluation

Out of the 61 invited case company employees thirty participated in the
evaluation session. Most of them were developers, but also some directors
and managers participated. Out of the participants 18 answered the feedback
form. Participant numbers are depicted also in Figure 7.1.

Figure 7.1: Attendees at the evaluation session at the case company.

The questions and their numerical results on the Likert scale [44] are
listed in Figure 7.2. Out of all answers for the first question regarding the
relevance of the maintainability index the average on Likert scale was 4.0,
meaning ”Somewhat relevant”. Open feedback on the maintainability index
was that it seemed to offer a good overall picture for checking the overall
progress of the maintainability of the code base.

For supplementing the index more metrics such as the cyclomatic com-
plexity were hoped to be included in it. A problematic case was introduced
in which the metric will go up even though the made change was good. This
happens when splitting a method with e.g. use of global state. The extracted
method will have to include the same common areas separately, which will
increase the absolute amount of included global areas. Some advice was given
on how to improve the accuracy of single measures, such as global state.

Active files got positive open feedback as well. A point was raised that
the active files might change in time depending on the current development
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Figure 7.2: Questions with multiple choice Likert scale responses and their
average responses.

focus and it was asked whether this is the wanted behavior of active files or
not.

The average for the second question regarding the accuracy of the main-
tainability index’s formula was 3.1, which is ”Neutral”. Most of the criticism
of the open feedback was directed at the formula and the weights of the
maintainability index. The reasoning behind the weights were not clear and
seemed to be biased. Some advice was given on how to tune the weights to
be more accurate. In the evaluation session a more detailed description on
why each weight was chosen might have improved the score, but was left out
due to the tight 30 minute time constraint of the session.

The average answer regarding the usefulness of the reactive deployment
proactive using pull requests was 3.9, which is close to ”Somewhat useful”.
The open feedback gave some praise for the idea and found that it could be
beneficial. An improvement would be to make the pull request data more
visual.

The proactive deployment practice was considered to be above ”Some-
what useful” with the average score of 4.4. The proactive approach got some
general praise in the open feedback. The point was raised that the approach
would benefit of something that drives the practice, such as the fact that
management would start tracking the maintainability metrics and encourage
their improvement.

Due to the positive feedback on the artifact, we base our conclusion that
the artifact provides a good enough solution to solve the research problem.
It was considered to be as a relevant and useful way to measure the main-
tainability of the case company’s software. It makes sense to continue the
research project by taking the metrics system and the suggested proactive
and reactive deployment practices into use in the case company. To build
more trust in the maintainability index, it’s weights should be improved and
justified in a better manner. Ideally the weights are refined in close cooper-
ation with developers.



Chapter 8

Discussion

8.1 RQ1

The goal of RQ1 was to find depicting metrics to measure the maintainability
of the legacy code base in the case company.

Two artifacts were created as an answer to RQ1: A list of relevant metrics
to measure the maintainability of the legacy code base of the case company.
To concertize the listed metrics a system was implemented that generates
metrics data for the three top priority metrics of the list: the use of global
state, the use of a suboptimal in-house data structure and bad naming of
functions and variables. The system also gives a single value for the main-
tainability of the analyzed file. This value is the maintainability index and is
calculated from the results of the three metrics. Finally the results are pri-
oritized based on the file activity of each file and their maintainability index.
Recurrently active files with the biggest maintainability index are prioritized
highest and inactive files with low maintainability index values the lowest.

Antinyan et al. [3] concluded in his case research that using just two sorts
of metrics, cyclomatic complexity and the amount of changes of a file, were
sufficient to indicate problematic places in the code base. The minimal set of
metrics in this research can be compared with this set. Instead of cyclomatic
complexity it consists of three low level company specific major problems in
the code supplemented with the file activity calculated in a similar manner
as described by Schulte et al. [65].

Although Heitlager et al. [31] prefer technology independent metrics, the
results of the sessions at the case company show that the biggest issues at
the case company are specific to the bad technology and even case company
specific practices they have been following in their legacy code base. To
offer more precise results of the actual problems the chosen metrics are not
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technology independent, but such that measure specifically the most relevant
problems in the case company’s source code.

Based on the evaluation done at the case company the three chosen met-
rics and the maintainability index are relevant. The maintainability index’s
formula and its weights of each metric needs to be refined and justified in
order not to seem biased. Prioritizing the results based on file activity has
shown promise in many case studies [3, 65, 66] and was also received well
at the case company. When working with a code base as large as at the
case company with its over 14 thousand files of Fortran code, it is crucial to
be able to prioritize the files and find those whose improvement would most
benefit the maintainability of the software.

Whether file activity should be a part of RQ1 or RQ2 is debatable. It is
an additional measure and hence part of RQ1, but its purpose is to prioritize
those files which are modified regularly. Hence it is a tool for RQ2 and the
usage of the metrics by making the metrics data more useful by providing an
easy list of top priority files to refactor in order to most improve the overall
maintainability of the code base.

The final evaluation on whether the chosen set of three metrics prioritized
using the maintainability index and file activity is sufficient to draw attention
to the most crucial places in the code base can be done once the metrics have
been used for a longer period of time and refactoring efforts have been done
using the metrics to guide the efforts.

Answers for the research question were researched with both a literature
review and a case study. Literature offered a vast amount of different metrics
that are either generally applicable for all programming languages or specif-
ically the one used in the case company’s legacy code base. In this research
the metrics were divided into four categories: traditional software metrics,
language specific coding violations, code smells and other maintainability
metrics. Traditional software metrics, language specific coding violations,
code smells measure the source code directly, while the other maintainability
metrics such as defect density and file activity provide insight of other as-
pects of the code and its development and get their data from a development
tools such as the version control system or the issue tracker.

Out of the results of the workshop sessions can be noted that the wanted
level of abstraction for the metrics seems to change depending on the persons
profession. Results from case company sessions with developers and software
architects were mainly concrete, low level issues which are all considered as
bad programming style adding to the technical debt of the code base. In
order to improve the maintainability measured by these metrics, one just
has to replace the measured items with other, more sophisticated solutions.
Managers were more interested in higher level metrics such as traditional
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metrics together with defect density and file activity visualizing the whole
code base. These were aimed for getting a rough overview on the whole code
base’s maintainability, but might not offer such obvious insight on how to fix
the problems it is depicting.

8.2 RQ2

The goal of RQ2 was to find useful ways of including the metrics in the
development teams normal development work flow.

Two artifacts were developed as an answer to RQ2: These are the list
of useful deployment practices of the metrics and useful attributes it should
have. Two deployment practices were prototyped that either came directly
or indirectly from the list and fulfill many of the useful attributes listed.
The prototyped practices fulfill different needs. One practice is a reactive
one and is aimed for continuous tracking of the new changes made to the
code base. The other practice is a proactive one and is aimed for getting a
broad overview of the whole legacy code base in order to find its problematic
spots whose refactoring would most improve the overall maintainability of
the software.

Both practices were suggested at the case company but also had strong
backing in literature. The reactive approach makes the metrics data available
for the reviewers of changes before they are merged to the master branch of
the version control system. The approach is very similar to the merging
practice described by Antinyan et al. [3]. The idea of the proactive approach
is to be able to systematically improve the code base quality by using the
metrics as a guide to point out the most troublesome parts of the code so
that these can be improved by refactoring. By improving the most relevant
parts of the code the aim is to get the best value for the done work. This
approach is similar to the ones described by Simon et al. [67], Stroggylos and
Spinellis [69], Wettel and Lanza [76].

In the literature these approaches were found useful and the evaluation
concluded at the case company indicate that the proactive and reactive de-
velopment practices of the metrics are useful. Still the final evaluation cannot
be done until the practices have been taken into use.

The answers to RQ2 in literature can be categorized into five categories:
practices that form a part of individual developers’ work process, practices
that form a part of agile teams’ work process, company-wide practices, prac-
tices regarding the metrics program itself and technical solutions. The ma-
jority of the suggested ideas at the case company were technical solutions
(8 out of 17). The developers seem to want to automatize the metrics and
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their usage as much as possible to make it a natural fit to their working pro-
cess without without adding new extra steps to it. The rest of the suggested
deployment ideas were team level practices (4 out of 17), company wide prac-
tices (3 out of 17) and practices regarding the metrics program itself (3 out
of 17).

Although the code bases are all unique and have their own specific prob-
lems, the development processes used in software companies are mostly based
on some standard such as the Scrum process. Hence the the deployment prac-
tices for incorporating metrics in the every-day work flow of developers can
be generalized better to be used even as such in any other software company
with a similar work process. This is supported by the fact that the majority,
71%, of the ideas regarding useful deployment practices and their attributes
that were suggested by the case company participants were also mentioned
in literature.

8.3 Evaluation of the validity of the research

To evaluate the validity the validity classification scheme described by Rune-
son and Höst [64] is used.

8.3.1 Construct validity

The construct validity measures how the research methods might pose a
threat to research validity. The Design science research method that was used
in the case research emphasizes the importance of research rigor and critically
evaluating all implemented research artifacts. In the information gathering
sessions organized at the case company the group of participants was large.
All developers working with the legacy code base and the key managers
related to its development were invited and 70% of them participated.

The ARCA-tool and the used retrospective method give every partici-
pant good possibilities to participate as noted by Lehtinen et al. [41] and
by Bjørnson et al. [7] for sessions including silent writing instead of only
group discussions. The fact that not all invited persons were able to partic-
ipate poses a slight risk that the results might have had a slightly different
emphasis if all had participated.

It is probable that the participants were the ones that were the most
interested in the subject. The ones that did not participate might have had
a different view on the researched problem.

In the literature review no strict, formal method was used. The search
was performed by exploratory methods followed by snowballing [34]. The ex-
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ploratory method consisted of searching for related keywords such as ”mea-
suring software maintainability”, ”technical debt” and ”software metrics de-
ployment” in different search engines and databases such as Google Scholar,
Scopus, IEEE Xplore, ACM and ScienceDirect, . The abstracts of articles
with promising topics were read and if they seemed relevant the rest of the
article was read in more detail. When relevant articles were found, the Snow-
balling method [34] was used to find more articles on the same subject. This
meant that articles that referenced (forward snowballing) or that were ref-
erenced by the read article (backward snowballing) were browsed and those
potentially relevant ones read.

A more systematic way would have been to replace the exploratory method
with a systematic literature review [36], but this would have also been a very
heavy process and would taken time from the case research and hence re-
duced its scope. For this reason the exploratory approach combined with
snowballing was chosen.

Due to less strict and undocumented the literature review method there
is a risk that the set of articles used in the literature review were affected
by the conductors personal preference. On the other hand due to the more
lightweight search process it was possible to use a broader set of search en-
gines, databases and search terms.

8.3.2 Internal validity

Internal validity is relevant when researching causal relationships. There is
a risk that a possible additional cause for the investigated behavior might be
relevant but is not noted by the researcher.

In the manner the case study was conducted there is little risk for mis-
evaluations, since the evaluation is basically done collaboratively by the case
company participants on what makes their personal maintenance efforts of
the legacy code base difficult and how the metrics data should be deployed
to be useful. The artifact of the sessions are prioritized lists of the most
important maintainability issues to measure and how to use these metrics.
For RQ1 the three top voted issues were the ones that were implemented in
the artifact.

The internal validity of the results for RQ2 is harder to verify, since the
prototyped reactive and proactive deployment approaches of the metrics were
not simply taken from the top 2 of the list of the workshop results.

Later the usefulness of the implemented artifacts were also evaluated by
case company personnel.
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8.3.3 External validity

External validity measures the level of which the results of the research are
generalizable and whether they are interesting also outside the specific re-
searched case context.

Apart from the three company specific code measures, the results should
be generally applicable to any Scrum organization that aims to control and
systematically repay its quality debt. The organization can use a similar
approach as described in this thesis to find out their unique set of top priority
technical debt issues to measure. The process was applied in a multi-site
Scrum organization and hence applied techniques that fit well distributed
teams. The deployment practices utilize cloud services making them useful
to distributed teams. This is discussed in more detail in the conclusions
chapter. The results of the literature review are generalizable, since they offer
a broad view of the current literature on the subject of measuring software
maintainability.

The purpose of the case study was to find those results that are relevant
specifically for the case company and are hence not generalizable as such.
What can be generalized from the case study results though is that according
to this study it does make sense to find out any company’s specific needs to
find out the most relevant metrics suite to fit their needs. The process used
to find these needs suited the purpose well and could be easily used in other
companies as well.

To make this conclusion more scientifically significant it would make sense
to do an evaluation of the actual use of the metrics at the case company and
to repeat the same study in different companies. Then the results might
show whether it is useful to use company specific metrics for measuring the
maintainability of their software products.

8.3.4 Reliability

Reliability measures how much the results were dependent of the person
conducting the research. Can another person repeating the same steps expect
to find the same solutions?

All steps of the research are well-documented. Hence following the doc-
umentation the results should be more or less the same for any researcher.

The researcher acted as the facilitator of the retrospective sessions at
the case company, which might slightly affect the results of the sessions,
compared to if someone else had conducted them. But the effect will be
minimal as Bjørnson et al. [7] noted in their sessions using causal mapping.
The used method is similar to the method of Bjørnson et al. [7].
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It is possible that the results of the evaluation session at the case com-
pany were slightly affected by the fact that the research worker was the one
presenting the results. Due to this they might have given slightly better eval-
uations in order to not seem rude. Yet it probably did not have a very big
effect, since the evaluation was conducted anonymously in a written, indirect
manner. Also it was emphasized in the session that honest feedback is valued
and that it is the only way the metrics can later be improved in the right
direction to be the most useful for the case company.



Chapter 9

Conclusions

The research aimed to find a relevant and useful way of tracking the main-
tainability of the case company’s legacy code base in order to improve it in a
systematic manner. As a result an automatic metrics suite was implemented
and two deployment practices were introduced. The metrics suite measures
the three top problems of the code base and prioritizes the results according
to a single compound value, the maintainability index, and the file activity.

Apart from the three company specific code measures, these results should
be generally applicable to any Scrum organization that aims to control and
systematically repay its quality debt. The organization can use a similar
approach as described in this thesis to find out their unique set of top priority
technical debt issues to measure. The process was applied in a multi-site
Scrum organization and hence applied techniques that fit well distributed
teams.

Once a suitable set of metrics has been defined the results need to be
prioritized. This is obvious in for code base bigger than a hobby project of a
couple of thousand lines. File activity is proven to be an useful way of doing
this.

A suite of automatically calculated relevant metrics is not enough as
such, but has to be incorporated into the company’s development process in
a useful way. Any company either has technical debt or wants to avoid it
can benefit of the twofold utilization of metrics consisting of the proactive
and reactive deployment approaches. The proactive approach can be used
to systematically improve the code quality and repay technical debt were
it matters the most. The reactive approach can be introduced to avoid
any further code quality degradation and hence to control the code base’s
maintainability in the everyday development.

Both the reactive and the proactive deployment approach utilize software
tools that run in the cloud, hence making them applicable for distributed
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Scrum teams. The proactive approach is based on a continuous build running
in the company’s continuous integration server. The reactive approach runs
in a software service that is used to do code reviews before merging changes
in the code to the master branch of the version control system. Both are
practices that are beneficial to any Software company, distributed or local.

To confirm the general relevance of the metrics and deployment practice
definition of the thesis and the general usefulness of the reactive and proac-
tive deployment practices, further case studies using the same approach are
required.

At the case company possible further developments in the metrics might
include adding new measures. This might give a more exact picture of the
software’s maintainability, but it might also needlessly over-complicate and
spread focus of the quality improvement work. Having a simple set of metrics
makes them easily understandable and makes focusing on these key problems
easy. Hence before adding more metrics to the system, it should be considered
whether it really is relevant.

Another factor that should be considered before adding new measures
to the metrics suite is the nature of the metrics. The implemented three
top priority metrics all depict bad coding practices which should eventually
not be used at all. Hence the eventual target state of them is zero. Due to
this unity the formula of their aggregated value, the maintainability index,
turned out rather simple. When adding more metrics, which do not aim
for a zero value the formula will inevitably become more complex and even
ambiguous. First the ultimate target of the metrics needs to be defined.
For test coverage one might aim for 100%, but with cyclomatic complexity
there are no absolute target states, just guidelines. Originally McCabe [46]
recommended 10 as a ”reasonable, but not magical upper limit” for the
cyclomatic complexity of a software module. With measures like this, the
maintainability index formula needs to be considered carefully.

Yet, if the metrics system is supplemented with new measures, they need
to be added to the maintainability index formula as well. It is important
to remember to normalize the maintainability index in such a way that the
resulting value does not change. Adding a new metric to the index without
normalizing would cause the index to peak or drop although no changes were
made in the code base. This would cause unnecessary confusion, since the
index’s value should only change when the measured entities in the code base
change.

Although the three chosen metrics now depict the state of the top three
maintainability problems of the case company software, this will not be the
case forever. The chosen metrics might loose relevance when the depicted
issues reach a sustainable level or even the ultimate goal of 0 or when other
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more significant problems arise. For this reason it is a good idea to verify the
relevance of the measured entities at regular intervals, such as annually or
every three years. If new issues arise, the metrics should be modified accord-
ingly by adding new metrics and changing the weights in the maintainability
index based on the considered importance.

To make the final evaluation of the relevance and usefulness of the de-
veloped metrics and their prototyped deployment practices, a further study
at the case company is needed. It would include the implementation of the
two prototyped development practices and making them part of everyone’s
development process. After the metrics system and its deployment practices
have been in use for some time, further study on whether they have actually
been relevant and useful should be concluded. This would include tracking
the occurred usage of the metrics using automatically calculated statistics
and surveys. Also the changes in the maintainability of the measured code
base should be tracked. Although it might be impossible to isolate all the
factors affecting the changes in the software’s maintainability, by combining
the research on the usage of the metrics at different times and the trends of
the maintainability of the software, this further research might bring some
insight on whether the metrics had an impact on the maintainability.
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Appendix A

Bad design choices listed by case
company before thesis work

• Non-descriptive names / IDs
• Long subroutines / methods
• Subroutine parameters lack INTENT-definitions
• Direct references to common block variables
• EQUIVALENCE-statements
• No compile-time or run-time type-checking for subroutine
• ENTRY-statements
• Fixed-size strings
• Integer-variable encodes multiple values
• Complex logic for determination of local-variable value
• Computed gotos / ARITHMETIC IF
• Numbered do-loops with end-labels
• DATA-statements for local constants
• COMMON area variables for defining global constants
• GOTOs to implement loops and conditional logic
• Huge number of parameters for subroutine
• Explicit loop for assigning all array members
• Duplicate comparison of variable in if-elseif blocks
• Using DM String-records for temporary string lists
• Dead / unused / unnecessary code/features
• Code Duplication
• Related global variables and routines scattered around
• Huge monolithic dll
• Global State
• Problematic Description + Record -data-structures are used even when

not suitable
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• Two-directional references (coupling) between software layers
• Lots of custom code for doing things that 3rd party components exist
• Limitations of Fortran-language



Appendix B

Classifications used to group listed
issues and ideas in the held ret-
rospective sessions

The used cause classes for RQ1 were:
• Global state
• Core debugging
• Core feature
• Side effects
• EQUIVALENCE
• Lack of interfaces
• Lack of documentation
• Complexity
• Test coverage
• Test quality
• Duplicate code
• Correlation between complexity, change frequency, bug rate, test coverage
• Long routines
• Coding convention
• INTENT IN / OUT
• Tool support
• Interoperability
• Legacy code
• Documentation
• Naming
• Capital letters
• GOTO
• Data structures
• Descriptions
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• Magic numbers
• Slow compilation and tests
• Monolith
• Backward compatibility
• Mixed abstraction levels

The used cause classes for RQ2 were:
• Heat map
• DoD (Definition of Done)
• Frequently updated
• Hold training on metrics’ use
• Email notifications
• Regular discussions
• Set targets
• Run metrics locally for small set of files
• Run metrics locally for smaller set of files
• Give cost for quality problems
• Available in one place
• Deny pull requests
• Fixed scope for quality work
• Hallway TV’s
• Dig in data
• Emphasize good improvements
• Compiler warnings
• Bonus payment
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