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Modern computer architectures are developing towards increased use of paral
lelism. Multicore processors have become the standard in workstations, and clus
ter systems are getting cheaper. The performance increase brought by parallel 
hardware can only be utilized by software, if the software supports parallelism. 
The process simulation software Apros is designed for system scale simulations of 
industrial process plants, such as nuclear power plants. The algorithms to solve 
the thermal hydraulics, i.e. the flows, pressure transients and heat transfer, in pipe 
networks are a central part of the simulator. Particularly, the two-phase flow of 
water and steam is of great importance in both nuclear and combustion boiler 
applications. In Apros, the one-dimensional dynamics of the liquid-gas flow are 
calculated with the six-equation model which is based on the conservation laws of 
mass, momentum and energy for the separate two phases.
In this thesis parallelization of the six-equation algorithm of Apros was designed 
and implemented using the Message Passing Interface. The implementation was 
tested by investigating both the correctness of the calculation results and the 
speedup in parallel execution. Three standard separate effect tests were used for 
the validation. For two out of the three cases, the results produced by the parallel 
algorithm corresponded perfectly to the sequential results, while small numerical 
problems were encountered in one case.
The parallelization significantly increased the calculation speed. The speedup was 
measured as a function of the number of used processes, and maximum speedups 
between 2.1 and 3.7 were obtained for different test cases. The measurements were 
carried out on a multicore PC with 8 cores. The results were also compared to 
the predictions given by Amdahl’s law, and the performance of the parallelization 
was assessed by experimentally determining the serial fraction.

Keywords: thermal hydraulics, two-phase flow, process simulation, Apros, 
parallel computing, Message Passing Interface, MPI
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Uusien tietokoneiden nopeutuminen perustuu yhä enenevissä määrin rin
nakkaisten prosessointiyksiköiden käyttöön. Moniydinprosessorit ovat arkipäivää 
kuluttajatietokoneissa, ja myös laskentaklusterien hinta on laskenut. Vaikka lait
teisto mahdollistaisi rinnakkaisen ajon, yksittäinen ohjelmisto hyötyy tästä vain, 
jos se tukee rinnakkaislaskentaa.
Prosessisimulointiohjelmisto Apros on suunniteltu prosessiteollisuuden laitosten, 
kuten ydinvoimaloiden, systeemitason simulointiin. Termohydrauliikkaratkaisija, 
jota ohjelmistossa käytetään putkiverkkojen virtausten, painetransienttien ja läm
mönsiirron ratkaisemiseen, on simulaattorin keskeinen osa. Eritoten veden ja 
höyryn kaksifaasivirtaus on tärkeä osa-alue ydinvoimasovelluksissa. Aprosissa 
nesteen ja kaasun yksidimensioisen dynamiikan ratkaisemiseen käytetään kuusi- 
yhtälömallia, joka perustuu erikseen molemmille faaseille kirjoitettaviin massan, 
liikemäärän ja energian säilymislakeihin.
Tässä työssä suunniteltiin ja toteutettiin Aprosin kuusiyhtälömallin rinnakkaistus 
käyttäen MPI:tä (Message Passing Interface) ja viestinvälitysmallia. Tehtyä toteu
tusta testattiin laskentatulosten oikeellisuuden ja laskennan nopeutumisen osalta. 
Kahdessa validointimallissa kolmesta rinnakkaistetun algoritmin tuottama tulos 
vastasi erittäin hyvin sekventiaalisen algoritmin tulosta, kun taas yhdessä mallissa 
rinnakkaisella versiolla ilmeni pieniä numeerisia ongelmia.
Rinnakkaisen algoritmin käyttö nopeutti laskentaa huomattavasti. Laskenta 
nopeutui maksimissaan 2,1-3,7 -kertaiseksi testimallista riippuen. Nopeutumista 
mitattiin käytettyjen prosessien lukumäärän funktiona, ja mittaukset tehtiin 8- 
ytimisellä moniydinkoneella. Saatuja mittaustuloksia verrattiin Amdahlin lain 
antamiin ennusteisiin, ja rinnakkaistuksen suorituskykyä arvioitiin määrittämällä 
kokeellisesti ohjelman sekventiaalinen osuus.
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1 Introduction
During the past two decades, performance of microprocessors has increased 1000- 
fold, mainly due to the miniat urization of transistors [1]. When the size of transistors 
is decreased, their properties scale in such a way, that not only does the number 
of transistors per given area increase, but also their speed and energy efficiency. 
However, this optimal scaling is now nearing its end. Although the miniaturization 
of transistors continues in the near future, the performance does not scale at a 
same rate as before. New architecture solutions, such as the use of multiple cores 
and customization of the cores, are needed to utilize the available resources more 
efficiently ¡1].

The proliferation of parallel architectures affects also software development, since 
parallel machines need programs, that can take advantage of the parallelism. Be
cause of the extra effort in the software design, parallel programming has thus far 
mainly been used in specialized fields, such as high performance scientific computing 
or graphics processing, where a lot of computing power is needed. As parallel hard
ware has become more common, and the future increase in processor performance 
is expected to come from the use of parallel features, designing the programs to run 
in parallel has become tempting in a wider field of application areas. This is true 
also for simulation of industrial processes and power plants.

«Apros is a simulation software product jointly developed by the energy company 
Fortum and the VTT Technical Research Centre of Finland. The software is de
signed for dynamic simulation of processes at the system scale. Efficient algorithms 
to solve the thermal hydraulics, i.e. the flows, pressure transients and heat transfer, 
in pipe networks are at the heart of the simulator. In addition to solving the process, 
the simulator integrates automation and electrical systems to the solution, making 
it possible to simulate entire industrial processes, such as power plants, with their 
instrumentation and control.

Apros has several different models for solving the thermal hydraulics, from which 
the so-called six-equation model is the most comprehensive. The six-equation model 
describes the behaviour of a two-fluid gas-liquid system by starting from the separate 
conservation laws of mass, momentum and energy for both phases. The six-equation 
model is the most computationally intensive part of the Apros solver, and therefore, 
a main development focus in improving the solver performance.

At Fortum, Apros is used to support the operations of the Loviisa nuclear power 
plant. The software is used to conduct engineering and safety analysis calculations, 
and to assist in the design and validation of new control room and emergency oper
ating procedures. Apros is also used for dynamic closed loop testing of new digital 
instrumentation and control systems, and will be used for operator training in the 
near future. In training simulator applications, real time performance is necessary. 
If the calculation speed is not sufficient, the real time performance can be prioritized 
over the fidelity and accuracy of the model in every detail. Therefore, it is impor
tant that performance of the software keeps increasing as computers get faster. As 
the current trends in computer hardware promote parallel processing, it has been 
considered as necessary to redesign the software and its algorithms to support the
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new platforms, and thus take advantage of the advances in processor technology also 
in the future.

Parallel techniques have been typically applied to problems, such as fluid dy
namics computations, where the number of cells in the computational grid is very 
large, usually in the order of millions. This is not the case with process simulators, 
since the used models are mostly one-dimensional, and therefore, the number of 
computational cells is more moderate, usually some thousands. In addition, there 
are several distinct grids for different Apros packages, such as for the automation 
solution, the electrical systems and the different process models, and different algo
rithms are used for each. The different packages interact with each other, and in 
many cases must be solved in a predefined order. All that makes it difficult to find 
the potential concurrency in the program and an efficient parallel implementation.

At Fortum, the parallelization of Apros will bring several direct benefits. First, 
as detailed analysis studies can take days to run, reduced calculation time speeds 
up the work flow. Second, the presently used work methods can be simplified. 
Already, a model level parallelization approach can be used with large models, such 
as the Loviisa training simulator. In this approach, the Apros model is divided 
into several sub-models, which are executed in parallel without modifications to 
the Apros solver itself. The partition of the model must be done and maintained by 
hand, requires detailed knowledge of the solver, and is prone to errors. Therefore, the 
benefits for the user will be substantial, if an automatic solver-level parallelization is 
implemented. Maintaining the model will be easier, possibility for errors is reduced, 
and the parallelization will be more flexible. Third, the parallelization supports 
also the long term goal to model all the water-steam circuits of the Loviisa training 
simulator with the six-equation model. Presently the homogeneous model is used 
for most of the secondary circuit. The homogeneous model cannot describe all the 
physical situations as the six-equation model does, and also the coupling between 
the models can cause numerical difficulties. The use of only the six-equation model 
will increase the accuracy and the range of validity of the simulator.

In this thesis, the six-equation model of Apros is parallelized by using the Message 
Passing Interface (MPI). The main objectives of the work can be defined as:

• Further develop and implement the parallel algorithm for the six-equation 
model using MPI.

• Demonstrate the applicability of the implemented algorithm. This is achieved, 
when two conditions are fulfilled:

— The parallel algorithm must produce correct results.
— The parallel algorithm must calculate faster than the sequential algo

rithm.

The first objective forms the practical part of the thesis. An initial design has 
been proposed for the parallel algorithm in previous research. In the thesis, this 
algorithm is implemented and developed further to produce a working parallel solver 
for the six-equation model. Because the full Apros solver has several distinct parts
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that interact with each other, a parallelized version, with all features of the present 
software, would require a substantial amount of work. The purpose of the thesis 
is not to produce a full parallel solver with all features present, but to provide a 
proof-of-concept of the chosen parallelization approach. This means, that the thesis 
focuses only on the six-equation model and its connections to a few other, selected 
packages. The thesis should provide enough information, that it would be possible 
to decide whether to proceed with the project, and a solid basis, on to which the 
full parallelized product can be developed.

Two main goals are set for the performance of the parallel algorithm. First, it 
must produce correct results. In this context, the correctness means, that the results 
must be sufficiently close to the solution produced by the sequential algorithm. 
Exact correspondence is not required, since the solution will in any case be an 
approximation of the real physical situation. The validity of the sequential solution 
has been confirmed by comparing the results to available measurement data.

The correctness of the solution will be tested in the validation process. The 
used validation cases will be so-called separate effects tests, which are used to test 
the performance of the six-equation model of the solver. These tests are a part of 
the usual test battery, which is used to validate all new Apros releases. The solver 
cannot be tested with models of full power plants, because they would require the 
integration of virtually all current Apros features and are, therefore, out of the scope 
of the thesis.

The second, self-evident goal for the software is, that it must run faster than 
the sequential version. If this goal is not met, there is no motivation to use the 
parallel version of the software. The speedup in parallel execution is investigated by 
measuring the run times and comparing them to the ones of the sequential algorithm. 
In addition, the measurement results are used to analyse the performance of the 
parallelization, to identify possible bottlenecks, and thus to provide information for 
further development.

There are several aspects to the testing of the parallelization, that are not in
cluded in the scope of the thesis. First, a graph partition algorithm is used to 
decompose the computational grid to different processing units. The testing of the 
partitioner is not carried out in the work. The partition will have an effect on the 
calculation results, but for the used test models, the partition will be trivial, and 
therefore, all sensible algorithms would provide the same result. Second, although 
some of the connections of the six-equation model to the other Apros packages have 
been implemented, their rigorous testing is not in the scope of the thesis. Third, 
the used hardware will have an effect on the speedup of the calculation. The tests 
in this work are carried out on a single system and the testing on different hardware 
will be left for future research.

The structure of the thesis is as follows: In Section 2, a wider view of the 
parallel computing landscape is given to the reader. The classification of parallel 
systems is addressed, with emphasis on memory organizations. Also widely used 
parallel design patterns and the MPI programming environment are introduced. 
Finally, performance metrics of parallel programs and simple models to predict the 
performance are discussed.
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In Section 3, Apros is more thoroughly introduced and the earlier parallelization 
efforts are presented. In addition, the results of a literary review on the use of 
parallelization in other process simulation software are presented.

The Section 4 presents the basics of the six-equation model. The governing 
equations and the broad lines of the discretization procedure are introduced. Also, 
the connections of the six-equation model to the other Apros packages are discussed.

In Section 5, the basic concepts of the parallelization are presented. First, choices 
behind the basic parallel design are justified, and the different aspects of the par
allel algorithm are more thoroughly presented. After this, the planned simulation 
platform is introduced, and finally, the handling of the connections to three other 
Apros packages are discussed as an example.

The Section 6 presents the results from the testing of the implementation. First, 
the validation results are presented and discussed. Then, the measured speedups 
are presented together with other performance metrics, and the possible causes 
for the observed phenomena are contemplated. Lastly, the obtained results and 
shortcomings of the used tests are discussed.

Finally in Section 7, the significance of the results and the future research direc
tions are pondered.



5

2 Parallel computing
In general, parallel computing is an extremely wide field, because parallelism is 
exploited extensively on several levels in both the hardware and the software. At the 
processor level, hardware can take advantage of instruction level parallelism (ILP). 
This means, that the processor can execute several instructions at the same time, for 
example, by using pipelining or multiple functional units [2, 3]. The parallelization 
is done directly by the hardware or by the compiler at compile time and, therefore, 
the use of ILP techniques benefits also sequential programs.

Also the operating system adds a layer of parallelism when it manages the pro
cesses and threads running on the system. If there are several processing elements 
available, the operating system can exploit the parallelism by running several pro
grams at the same time, although the programs themselves are still executed se
quentially.

The parallelism at the software level will be the focus of this work. At the soft
ware level, a single program is constructed in a such way, that it can take advantage 
of the parallelism offered by the hardware.

The objective of the section is to provide a wider view of the field, introduce 
terminology, and put the methods used in the thesis into perspective with alternative 
approaches. First the parallel hardware is addressed. A coarse classification of 
systems is given, and two main classes based on the memory organization axe more 
thoroughly presented. Concerning the software level, typical design patterns used 
in parallel programs are introduced, and the MPI programming environment, which 
is used in this work, is presented. After this, the performance of parallel programs 
is discussed. Performance metrics and models are presented, and some performance 
limiting factors are addressed.

2.1 Parallel computer architecture
In this section, the aspects of parallel computer architecture are considered, which 
directly influence the design of parallel programs. This means mainly systems with 
different memory organizations. A good introduction to parallel programming ar
chitectures and concepts is given by Räuber and Riinger in their book Parallel 
Programming for Multicore and Cluster Systems [2], on which this section is largely 
based on.

2.1.1 Classification of parallel systems

A coarse classification of parallel computing systems can be given according to 
Flynn’s taxonomy [4]. This division is based on the control and data flows during 
the computation and it separates systems to four classes. Below, the instructions 
and data refer more accurately to streams of instructions and data. The four classes 
are [2]:

• Single instruction, single data (SISD): The SISD model corresponds to the clas
sical sequential computer, where one processing element processes a sequence
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of instructions on one stream of data. Even the modern standard single-core 
processors cannot be considered SISD architectures, because they process at 
least two instructions per cycle [5].

• Single instruction, multiple data (SIMD): In the SIMD model several process
ing elements execute the same instruction sequence synchronously on different 
data streams. This model is effective in highly data parallel applications, i.e. 
in applications, where the same operation is repeated for all elements in a 
large data set. These kind of needs arise, for example, in graphics processing 
tasks [2].

• Multiple instruction, single data (MISD): The MISD model has remained 
mainly as a theoretical computer architecture, because the efficient use of 
multiple instruction streams usually requires multiple data streams [5]. No 
commercial computer of this type has entered mass production.

• Multiple instruction, multiple data (MIMD): The MIMD is the most flexible 
of the models and represents the general-purpose parallel computer. Each 
processing elements executes its own instruction stream on its own stream 
of data, making the execution of different elements asynchronous [2]. In the 
following the focus will be on MIMD type parallel computers.

The MIMD type systems can be further classified according to their memory 
organization. The memory organization can be either based on the programmer’s 
view, i.e. how the address space is divided between the different processing elements, 
or alternatively on the organization of the physical memory [2]. Here the program
mers view is emphasized and systems are divided into two groups: the processing 
elements have either a shared or a private memory space. In the latter case, the 
memory space can also be said to be distributed.

Also hybrid designs of these two classes exist. For example, a computer cluster 
can consist of several nodes with multiple processing elements. Each node may 
have a memory which cannot be accessed from the other nodes, but the processing 
elements of the node share the address space [6]. Next, some typical features of 
shared and distributed memory systems are introduced.

2.1.2 Shared memory

In shared memory machines all the processing elements have access to a common 
memory space. Physically the memory can be either centralized or distributed. A 
typical configuration is to have a centralized main memory, which is used by several 
processing elements. In this case, all the processing elements can access the memory 
in equal amount of time, and the system is called a symmetric multiprocessor (SMP) 
or an uniform memory access (DMA) system [2]. The multicore processors found in 
modern workstations are examples of the SMP type design [2]. Usually each core 
has a private cache and is connected to a shared main memory by a central memory 
bus.
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memory memorymemory

(a) (b)

Figure 1: Shared memory systems, (a) In a SMP type system all processing elements 
have an equal access to the memory, (b) In a NUMA system some processing 
elements are physically more closely connected to some memory elements than others 
and, therefore, the memory access is non-uniform.

Another class of systems with shared memory are systems, where the memory is 
physically distributed. In this case all the processing elements do not have uniform 
access time to the shared memory and the system is called a non-uniform memory 
access (NUMA) system [6]. For example, a NUMA system can consist of several 
computational nodes, that are connected by an interconnect network. Each node 
consists of a processing element and a memory module and all the memory modules 
are virtually shared by all the elements, i.e. there is only one address space. In this 
case the memory access to the local memory is faster than to the memory of some 
other node, although the system appears identical to SMP from the programmer’s 
point of view. The SMP and NUMA architectures are illustrated in Figure 1.

To ensure fast access to the shared memory through the interconnect or a bus 
for all processing elements becomes increasingly difficult as their number increases. 
This can be efficiently done for a few processing elements, but scaling past a few 
dozen is difficult [2]. The problem can be alleviated by the use of caches. A cache 
is a small and fast memory between the processing element and the main memory, 
where frequently used data from the main memory is temporarily stored. When the 
processing element reads data, first the cache is checked. If the data is not found, it 
is retrieved from the main memory and stored in the cache. If the processor needs 
the same data soon after the first memory access, the data will still be in the cache 
and no main memory access is needed. Usually several levels of cache are used in 
modern processors. The cache level closest to the processing element is the smallest 
and fastest, while the size and memory access time increase the further it is from 
the central processing unit (CPU).

The shared memory space implies also for an obvious choice for the communica
tion strategy. The different processing elements can easily communicate by reading 
and writing the shared variables. This brings also problems, if two processors want 
to access the same variable at the same time. This can lead to a so-called race con
dition, meaning that the result of the computation depends on the order, in which 
the processing elements access the data [2]. For this reason the behaviour of the 
program is non-deterministic. Because a processing element may have the variable, 
that another elements is accessing, in its cache, an unified view of the caches must
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also be maintained. This is the so-called cache coherence problem, which is handled 
by using some cache coherence protocol to ensure, that each processing element 
accesses the valid data [2].

The shared memory environment supports the use of multi-threaded applica
tions. A thread can be described as a light weight process, and to illustrate their 
differences, short descriptions are given of both.

• Process: A process can be defined as a program in execution. It owns all the 
information that is needed to continue the execution of the program. Each 
process is allocated its own address space, where this information is stored. 
The information includes, for example, the program code, the program data 
stored in the stack or the heap data structures in the main memory, the con
tents of the registers, i.e. the data in the small, quick memory located in the 
CPU, and the value of the program counter, which stores the address of the 
next instruction to be executed [2].

• Thread: A process can consist of multiple threads, which share the address 
space of the process [2]. A thread has a private copy of information, which is 
needed to process an instruction stream independently from the other threads, 
i.e. each thread owns a private stack, and the contents of the registers and the 
program counter. Other data and the program code are shared with the other 
threads.

As the threads share most of their resources, they are natural units of execution 
on shared memory machines. On SMPs the use of threaded applications avoids the 
unnecessary copying of the data compared to the situation, where multiple processes 
would be used.

Also the choice of programming environment is greatly influenced by the underly
ing hardware architecture. For shared memory machines the thread-based environ
ments, such as Pthreads, Java threads or the OpenMP (Open Multi-Processing), are 
the natural choices [2]. For high performance shared memory applications OpenMP 
has emerged as the most commonly used environment [6]. The OpenMP standard 
defines a set of compiler directives and libraries for controlling the parallelization [2]. 
The creation of threads and work sharing is controlled by compiler directives in the 
native code, which can be Fortran, C or C++ language. A typical use of OpenMP 
is to gradually parallelize an existing serial program, for example, by dividing the 
work in loops to several threads.

2.1.3 Distributed memory

In distributed memory machines each processing element has a private memory 
space. Again the memory can be physically distributed or centralized. A typical 
configuration is to organize the system into nodes, which consist of a processing 
element and a local memory. The nodes are connected to each other through an 
interconnect network [2]. This configuration is illustrated in Figure 2. Another ex
ample, this time with physically centralized memory, is to execute several processes
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interconnect

Figure 2: Typically systems with distributed memory consist of computational 
nodes, which consist of a processing unit and a local memory (M). The nodes are 
connected to each other through an interconnect network.

working together on a multicore processor. In this case, each process has its own 
address space although the same physical memory is used.

Systems, that consist of multiple computational nodes working together as a 
single unit, are called clusters [2]. A commodity cluster is a cluster of comput
ers build from off-the-shelf components, for example, a set of personal computers 
(PC) connected together with standard Ethernet network. Custom clusters or mas
sively parallel processors (MPP) are at the other end of the spectrum. In MPPs 
the interconnect and the processors are tightly coupled and often custom designed. 
Especially the properties of the interconnect, such as the used network topology, 
routing algorithm and switching strategy, play an important role for the perfor
mance of a distributed machine [2]. The communication time in a tightly coupled 
supercomputer can be almost as fast as in a shared memory environment, while 
communication in commodity cluster can be orders of magnitude slower [6].

Because the data exchange in a distributed memory system is expensive, special 
care should be taken to design data structures, that minimize the need for commu
nication. Each processing element should use mainly data from its private memory, 
in order to reduce the number of communication calls and the amount of sent data.

There are a few consequences from the lack of shared address space in distributed 
memory machines. Because threads share some of their resources, they are not 
suitable for distributed memory environment. Secondly, because there are no shared 
variables, which could be used for communication, the processes must communicate 
explicitly by sending and receiving messages. This naturally leads to the so-called 
message passing communication model.

This also influences the choice of the programming environment. The Paral
lel Virtual Machine (PVM) [7] and the Message Passing Interface (MPI) [8] are 
examples of environments targeted for the message passing model and distributed 
memory systems. The PVM was the first portable message passing library to gain 
widespread use in the parallel programming community, but since then it has been 
largely superseded by the MPI [6]. The basic properties of MPI are introduced in 
Section 2.3.
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2.2 Programming patterns
Given a specific problem that is wanted to be solved in parallel, the task of the de
signer of the solution procedure is to find the concurrency in the problem, to exploit 
the concurrency, in the design of the algorithm and to implement the algorithm in 
some programming environment [6]. The available hardware affects the choice of the 
parallelization strategy and the programming environment, but the biggest factor 
in the design is still the structure of the problem itself. There are, of course, end
less possibilities how different problems can be parallelized, but very often different 
strategies lead to the same, small set of typical programming patterns. This chapter 
follows the book Patterns for Parallel Programming by Mattson et al. [6], which 
outlines a process that takes advantage of design patterns to construct a parallel 
program. A design pattern can be defined as a good solution to a recurring problem 
in a particular context.

The first step in the design process is to find the potential concurrency in the 
problem without considering specific programming structures. The decomposition 
of the problem into pieces, that can execute concurrently, can be done in two dimen
sions, i.e. according to tasks and data. The two decompositions are not independent, 
meaning that choosing some task decomposition usually implies to a data decompo
sition and vice versa. In the data decomposition the control flow of the execution is 
divided to parts, that can be executed in parallel, while in the data decomposition 
the data used by the tasks is divided to distinct chunks, that could be operated upon 
independently. When the decomposition has been chosen, the dependencies between 
the tasks and data should be identified and taken into consideration in the design. 
If an existing sequential program is being parallelized, the high level structure of the 
algorithm can already be set, so that the programmer cannot influence the design 
on such a high level. In this case, the parallel algorithm structure must follow the 
boundary conditions set by the sequential algorithm.

When decompositions for the tasks and data have been found and their depen
dencies are known, the next step is to consider the structure of the algorithm. The 
major factors affecting the choice of a specific structure are the target platform and 
the major organizing principle. There are three groups of organizing principles im
plied by the data and task decompositions: organization by tasks, organization by 
data decomposition and organization by flow of data [6]. The organizing principle 
is chosen such that the most advantage can be taken from the potential parallelism 
of the data and task decompositions. The organizing principle determines the com
position, that is ultimately mapped to each unit of execution. A decision tree for 
choosing a pattern for the algorithmic structure is shown in Figure 3 and the main 
patterns are:

• Task parallelism: If the tasks are the main concurrent feature in the problem, 
task parallelism can be used. The task parallel pattern is therefore quite a 
general pattern, which can be used in a variety of parallelizations.

• Divide and conquer: If the tasks proceed recursively, the divide and conquer 
strategy can be used. The original problem is divided to smaller sub-problems,
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Figure 3: Decision tree for choosing an algorithmic structure design pattern [6]. The 
choice of the pattern is influenced by the major organizing principle.

which are solved and merged back to form the solution of the original problem. 
This procedure can be recursive, i.e. each sub-problem is further divided to 
smaller problems, in which case also the merging phase involves multiple steps.

• Geometric decomposition: When the algorithm is organized around a data 
structure, where each part can be processed concurrently, geometric decompo
sition can be used. Typically the data structure is based on a physical mesh 
which is divided into several sub-domains. The sub-domains usually interact 
only with the neighbouring sub-domains.

• Recursive data: This pattern can be used, when the algorithm uses a recursive 
data structure, such as tree structure or a linked list. The idea is to transform 
the problem from one, that must be processed sequentially, into one where all 
elements of the structure can be handled at the same time.

• Pipeline: If a regular flow of data between tasks is the organizing principle, 
the pipeline pattern can be used. In the pipeline the data moves from one task 
to the next, while on each step an operation is performed on the data. The 
operating principle is analogous to an assembly line.

• Event-based coordination: The algorithm is built around the flow of data, but 
the flow can be irregular and dynamic. The system consists of events, that 
define the flow of data, and tasks. The structure of a task consists of receiving 
an event, processing it and generating new events.

It should be noted, that the program does not need to follow one particular 
pattern. Most real programs use different patterns for different parts of the program 
or in a hierarchical manner. For example, a task parallel approach can be used to 
divide the work at a higher level in the program, while a geometric decomposition 
is used to further divide the work in each high level task.
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When the algorithm structure has been chosen, the third step is to move closer 
to the program level and consider how the algorithm will be implemented. For this, 
some widely used patterns for supporting structures are introduced. The supporting 
structures are software constructions, which are intended to support the expression 
of parallel algorithms. Some typical ways to structure a parallel program include:

• SPMD: The SPMD stands for Single Program, Multiple Data, meaning that 
each processing unit is executing the same program, but on a different set of 
data. Using the same program does not mean, that the processing units have 
to execute exactly the same instructions (as in SIMD). Each unit is assigned 
a rank, which can be used in the source code to control the units to execute 
different parts of the code. The SMPD is especially well suited for process 
based programs.

• Fork-join: When the execution of the main unit reaches a fork point, new tasks 
are created and executed. These tasks run concurrently until they reach the 
end of their section and join back to the main unit. The fork-join model is 
usually used with thread based implementations.

• Master-worker: The processing units consist of one master and several workers. 
The master has a set of tasks and it organizes the work by giving out tasks to 
the workers. When the worker is done, it asks for another task. The master- 
worker pattern is well suited for dynamically balancing the work load of the 
parallelization.

• Loop parallelism: When entering a parallelized loop, a group of tasks are 
created and each is assigned with a portion of the loop iterations. These tasks 
are then executed concurrently. Loop parallelism is usually used in thread 
based programs.

Again, the mentioned patterns are not the only ways to structure a parallel 
program. In addition they are not exclusive. For example the master-worker or 
loop parallelism patterns can be implemented by using a SPMD program. Also, the 
supporting structure patterns are not connected to any specific algorithm structure 
patterns, although certain methods are more suitable used with some than others. 
For example, a very common choice is to organize a SPMD style program around 
a geometric decomposition. Also some programming environments are very tightly 
coupled with certain patterns. For example, MPI is mainly designed to support 
SPMD programs, while OpenMP uses loop parallelism extensively.

2.3 Message passing interface
The Message Passing Interface or MPI is an interface specification for a message
passing library [9]. MPI is the programming environment, that will be used in 
this thesis. The idea behind message passing is simple: the processes communicate 
by sending and receiving messages. Although the standard includes hundreds of
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functions, only six are needed to write simple programs. MPI is not a language or 
a library itself. It specifies the interface, according to which a library can be build. 
There exists several libraries, which implement the functionality of MPI, such as 
the MPICH [10], the Open MPI [11] or the Intel MPI library [12]. The standard 
provides language bindings for C, C++ and Fortran [9].

The work on MPI began in the early 1990s as a joint effort of parallel com
puter manufacturers, industry and university researchers [9]. At the time, there 
were several different message passing environments in use, which made writing 
portable programs difficult. MPI was created to combine the best features of the 
then-used message passing libraries in order to create an easy-to-use application 
programming interface for building portable message passing programs, that would 
run efficiently on different distributed memory machines from clusters to massively 
parallel machines. Since then MPI has become the de-facto standard for message 
passing applications.

The point-to-point communication is the fundamental functionality in MPI: One 
process sends a message, while another receives it. To keep track which message is 
meant for which receiver, each process is assigned an identifier called the rank. In 
addition to the data that is sent, the message includes an envelope, i.e. information 
needed by the receiver to distinguish a particular message [9]. This information 
includes the ranks of the source and destination processes, a tag and a communicator. 
The tag is an integer, which is used to specify different messages sent from one sender 
to the same receiver. The purpose of the communicator is to define a communication 
context for a group of processes. The context provides an unique communication 
universe: messages are always received within the same context they were send, and 
messages send in different contexts do not interfere [9]. This can be used for example 
to limit collective communication to a subgroup of all the processes.

There are several modes for the basic point-to-point communication calls, which 
are intended to give the programmer power to influence how the MPI implementa
tion handles the send operation. The programmer can, for example, require that 
the messages are buffered or that the two processes synchronize their execution at 
the communication point. By default the communication calls are blocking, i.e. the 
sender does not return from the call before the send buffer can be reused. There ex
ists also non-blocking versions for all the point-to-point communication calls, which 
make it possible to overlap communication and computation in order make use of 
the wait time for a message.

In addition to the point-to-point communication, MPI includes routines for col
lective communication, to which all processes in the communicator participate. 
These can be classified according to the sending and receiving processes as: one-to- 
all, all-to-one and all-to-all. There is also a barrier call to synchronize all processes. 
Examples of collective communication are the broadcast and reduce operations. In 
the broadcast the root process sends the specified data to all the other processes, 
and in the reduce the data is collected to the root process at the same time doing a 
specified operation. For example, with the sum operation, the reduce can be used 
to sum all the values in the send buffers of other processes and return the result to 
the root process. The collective operations could be implemented by using point-to-
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point communications, but usually the libraries provide better optimized algorithms 
for the collective calls.

The MPI standard includes also many other features such as derived data types, 
parallel I/O operations, dynamic process creation and one-sided communication. 
As was mentioned, MPI is just a standard, meaning that the implementation of 
the MPI library has an effect on the final performance of the program using it. 
Some of the libraries might be better optimized for some platforms than others, and 
also differences in the used algorithms may cause differences in the performance. 
The implementation can also use different communication protocol depending on 
the hardware platform. For example, if an MPI program is executed on a multi- 
core processor with shared memory, the library can implement the communication 
operations by writing and reading memory at the corresponding memory locations.

2.4 Performance of parallel programs
The goal in the parallelization of a program is to reduce its execution time. There
fore, the natural metric for measuring the performance of the parallelization is to 
measure the execution time. The wall clock time, i.e. the real time, should be used, 
because it is usually the quantity that is wanted to be minimized.

It is convenient to compare the execution time of the parallel algorithm to that 
of the sequential one. A quantity called the speedup, 5, is defined as [2]:

S(p) = T(1)
ПрУ

(i)

In the expression T(p) denotes the total execution time of the algorithm on p pro
cessing elements. In the rigorous definition of the speedup, the sequential execution 
time T(l) is defined as the execution time of the best possible sequential algorithm. 
This implies, that S(p) < p always holds, because in the case S(p) > p, it would be 
possible to construct another sequential algorithm, which would execute the same 
steps as the parallel processors do in a back-to-back fashion, and thus be faster than 
the original sequential algorithm [2]. The best possible sequential algorithm for the 
problem is seldom available and, therefore, the speedup is in practice calculated by 
using the sequential version of the parallel implementation.

In the case S(p) = p, the speedup is said to be linear. For algorithms, where the 
processes need to communicate with each other, linear speedup is very difficult to 
achieve in practice. However, this is not the case for the so-called embarrassingly 
parallel algorithms, where the tasks of the program are completely independent [6]. 
Although the speedup is in theory limited to linear, superlinear speedups have been 
attained [2]. This is usually related to cache effects. In the parallel algorithm each 
processing element may own only a portion of the problem, which fits into the cache. 
The sequential program must access the whole data structure, which does not fit into 
the cache. The main memory accesses are considerably slower than cache accesses, 
thus slowing down the execution.

The efficiency £ of a parallel program is the speedup normalized by the number
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of processing elements [6]:

m = (2)
P

From the definition of the speedup it follows, that E(p) < 1. The efficiency is related 
to the optimal utilization of computing resources. It might not be reasonable allocate 
more resources for a single computation, if the efficiency is low and thus also the 
attainable increase in the speedup.

2.4.1 Amdahl’s law

There usually exists some part in the algorithm that cannot be parallelized. As 
an example, in a data parallel program the time spent on operations on the data 
structure is reduced, when the data is divided among multiple processes. On the 
other hand, there are always control structures or an initialization phase, that do not 
depend on the size of the data structure and need to be executed by all the processes. 
This part of the algorithm cannot be made faster by adding more processes. The 
fraction of the algorithm that cannot benefit from the parallelization is called the 
serial fraction /.

In general, the overall speedup attainable by increasing the relative speed of a 
portion of the program is given by Amdahl’s law [13, 3]. When applied to paral
lelization, the maximum speedup for a sequential program with a serial fraction / 
can be derived as follows.

The total execution time of the sequential program T(l) is a sum of the execution 
times of the serial (Ts) and parallelizable (Tp) parts, i.e. T(l) — Ts + Tp. The 
definition of serial fraction gives f — Ts/T{ 1), which naturally leads to the parallel 
part being Tp/T( 1) = 1 — /. When assumed, that the work included in Tp is perfectly 
parallelized among p processes, the total execution time is given by

T(p) = Ts + ^. (3)
p

When this expression is divided by the execution time of the sequential program, 
the speedup is obtained as

+ Tp. _ =>> _L = f + (4)
T(1) T(1)+ Т(1)р ад p 1 j

s(p) = тгш
J ' p

The above holds, when the problem size is fixed and it is assumed, that the paral
lelization is perfect, i.e. there is no overhead from the communication and the load 
balance is perfect. Speedups given by Amdahl’s law for different serial fractions are 
shown in Figure 4.

Amdahl’s law has an important consequence, which is seen by taking the limit 
in respect of the number or processes

lim S(p)
p—»00

1
T (6)
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f=0.05

Figure 4: Amdahl’s law. The serial fraction / limits the speedup S.

The attainable speedup is limited by the serial fraction, no matter how many pro
cessing elements are assigned for the calculation. For example, even if 80% of the 
work can be parallelized, the maximum speedup is limited to 5. Furthermore, the 
speedup starts to saturate relatively quickly, when more processes are added, as 
can be seen from Figure 4. The limit set by Amdahl’s law should be taken into 
consideration, when a parallelization is designed. The work should concentrate on 
parts that are the most time consuming. In addition, the parallelization does not 
need to be scalable to arbitrary number of processes, because the gain from adding 
a process diminishes quickly.

2.4.2 Gustafson’s law

Amdahl’s law is a model for the speedup in a situation, where the problem size 
is fixed. Often in reality, this is not how the parallelization is utilized. Often 
the increased calculation speed is used to calculate larger problems in the same 
time as before instead of solving the same problem in a shorter time. In this case, 
Amdahl’s law underestimates the benefit from the parallelization. The view that the 
calculation time is kept constant, while the problem size is scaled as more processing 
units are taken into use leads to Gustafson’s law and the so-called scaled speedup [14, 
15].

It is assumed, that the amount of work that can be done in parallel varies with the 
problem size, i.e. if the size of the problem is doubled also the number of processors 
is doubled [14]. It is also assumed, that the time used in the serial part of the 
program does not depend on the problem size. The problem size is increased in such 
a way, that when more processing units are taken into use, the execution time of 
the parallel program always remains the same T(p) = Ts + Tp. This means, that



17

the execution time of the sequential program increases linearly with the size of the 
problem and thus also p:

Tm=T, + pTp. (7)

Now the scaled serial fraction fscaled is defined in the terms of the serial portion of 
the parallel program:

Ts
fscaled ~

Tip)
Ts

Ts + Tp (8)

The scaled speedup is then calculated as

S(p) = = 7" +JJ^P = fscaled + (1 - fscaled)P = P + (1 ~ P) f'scaled- (9)
T(p) Ts + Tp

With the given assumptions, i.e. the problem size is increased such that the time 
Tp is constant for all p, the scaled serial fraction is constant. This means, that the 
speedup will increase linearly as processors are added. It should be noted, that as 
was done with Amdahl’s law, no communication overhead or uneven load balance 
is taken into consideration.

Gustafson’s law is not in contradiction with Amdahl’s law, but it merely states 
that it is possible to utilize a parallel machine more efficiently than Amdahl’s law 
would suggest. To maintain good efficiency, the problem size must be increased as 
more processing units are taken into use. In Amdahl’s law increasing the problem 
size and, therefore, the time used in the parallel portion, decreases the serial fraction. 
This means, that for a certain number of processes the speedup will increase, if the 
problem size is increased.

2.4.3 Karp-Flatt metric

The execution time, the speedup and the efficiency axe metrics, that can be used to 
measure the performance of a parallel program. None of these are really suitable 
for clearly detecting problems in the parallelization, such as effects of overhead or 
uneven load balance. For this purpose, an experimentally determined serial fraction, 
or the Karp-Flatt metric, has been introduced [16]. The experimental serial fraction 
is a diagnostic tool, unlike Amdahl’s or Gustafson’s laws, which are models used to 
predict how the speedup behaves, when the number of processors is increased under 
certain assumptions.

The idea is to write Amdahl’s law in a different form. When the serial fraction 
is solved from Equation (5), one obtains

m = ею)
p

Above the subscript is used to emphasize, that the quantity Д is not the real serial 
fraction of the algorithm, but a quantity experimentally determined by measuring 
the speedup. In the Equation (3), which is used to derive Amdahl’s law, it is 
assumed, that the work is perfectly distributed among the processes. An additional 
term should be added to account for the overhead from the communication, and in



18

reality there might be load balance problems. When the speedup is measured, all 
these factors affect the result and therefore show in the Karp-Flatt metric.

The behaviour of the metric as a function of the number of processors can give 
insight about the problems in the parallelization [16]. For example, if the load 
balance is uneven, this will show as irregular variation in the Karp-Flatt metric, 
because for some number of processors the load happens to be better balanced than 
for others. If fk stays nearly constant for all p, the parallelization performs ideally 
and the limiting factor is the serial fraction of the algorithm. The overhead from 
synchronization is typically assumed to be a linearly or logarithmically increasing 
function of p [16]. Therefore, the value of Д will smoothly increase when p is 
increased, if synchronization overhead is important.

2.4.4 Limiting factors

The above shown models for predicting the speedup have assumed, that the par
allelization is perfect. In reality this is not the case. Above, some of the limiting 
factors have already been mentioned. Three such factors are the overhead from the 
parallelization, a large serial fraction and a non-optimal load balance.

Usually the tasks in parallel programs are not independent, meaning that com
munication and synchronization is necessary between the processes. Synchronization 
is needed to ensure the correct order of execution, because the execution order of 
processing units may vary between different runs due to non-deterministic factors, 
such as how the operating system schedules the processes for execution. Synchro
nization always adds overhead from invoking the call and waiting.

The execution time of the program between two synchronization points is dic
tated by the execut ion time of the slowest process. To avoid a situation, where other 
processes idle while waiting for one, all the processes should have an equal amount 
of work to do. The distribution of work for optimal utilization of the computing 
resources is called load balancing.

Load balancing is especially important in task parallel programs. If the tasks 
are not equally sized, organizing them for the processes can be difficult. Even with 
equally sized tasks, a good load balance might be difficult to achieve, if the number 
of tasks is small. For example, a problem consisting of five tasks of equal work, 
cannot be optimally divided, if there are only four processing units available. The 
load balancing problem can be tackled by dynamically distributing the load. For 
example, in the master-worker programming pattern each worker orders a new task 
from the master, when it is finished with the previous one. This way all the workers 
can be kept busy even if the sizes of the individual tasks vary considerably.

In parallelizations based on data decomposition, a good load balance is often 
easier to achieve. Usually the number of degrees of freedom is large, meaning that 
the work can be divided more flexibly. But an even geometrical partition does not 
always imply a good load balance, if the computational work varies between the 
elements of the decomposed problem. The work load can also vary temporally, in 
which case dynamic load balancing would be needed.

In distributed memory systems the message passing can cause considerable over
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head. The time it takes to send a message of size N through the communication 
medium can be written as [6]:

Tn(N) = a + j. (11)

The first term a is called the latency, which corresponds to the cost of sending a 
zero-sized message through the communication medium [6]. The latency includes 
the overhead from the software, e.g. from the implementation of the communication 
algorithms, and the delays induced by the interconnect network. The second term 
depends on the bandwidth ß of the communication medium. The bandwidth limits 
the speed of the transfer after it has been initiated. Both the latency and the 
bandwidth depend heavily on the properties of the interconnect network, and can 
influence the design of a parallel program. For example, if the latency is high, it 
might be necessary to group messages together to avoid invoking the communication 
routines several times.

The overhead from the communication can be hidden to some extent, if commu
nication and computation can be overlapped. For example, MPI offers non-blocking 
communication routines that return before a reply is received from the other par
ticipant of the call. The completion of the communication must be later queried, 
before proceeding further. Overlapping communication and computation can only 
be done, if there is work available, that does not depend on the sent data. Suitable 
work can sometimes be hard to find.
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3 Process simulation
Process simulation is used in this thesis to refer to dynamic simulation of industrial 
processes on the system scale. The system scale refers to simulation of whole plants 
as compared to the scale of individual components or the even smaller micro scale. 
A process simulator is an engineering tool, where a virtual model of a process plant 
can be constructed and analyzed. The virtual model is constructed based on design 
data, and it can be used to obtain more detailed information of the system than 
experimental measurements would provide [17].

A typical characteristic of a process simulator is, that it integrates all the systems 
of a process plant, such as automation and electrical systems, into the same simu
lator. This makes it possible to study the interaction of the different systems with 
the process. In engineering design work, process simulators fill the void between the 
steady state calculations of the initial design phase and the more accurate modelling 
of certain components with three-dimensional computational fluid dynamics (CFD) 
tools.

3.1 Apros
Apros is a multifunctional software for dynamic simulation of power plants and 
other industrial processes. The software is a joint effort of the energy company 
Fortum and the VTT Technical Research Centre of Finland. The development was 
initiated in the 1980s to answer the growing demand for safety analysis simulations 
in the nuclear industry. Since then, the capabilities of the simulator have expanded 
to cover other process industry applications, such as combustion power plants and 
pulp and paper mills [18, 19].

The algorithms to solve fluid flows in a network of one-dimensional pipes are at 
the core of the simulator. Because of the nuclear background, special focus has been 
given to accurate modelling of water-steam systems, although several other fluids 
can be simulated as well as concentrations of other species in the fluid. The software 
solves the state of the fluid, i.e. the pressure, enthalpy and other thermodynamic 
properties, in the pipe network of the model. The solution of flows is coupled to a 
nuclear reactor model and the heat transfer solution of the model’s solid structures. 
In addition to the process model, auxiliary systems, such as electrical networks and 
automation components, are modelled and coupled to the process model.

Apros has been successfully applied to several uses [17]. The most obvious uses 
are as an analysis simulator or as an engineering simulator in the design phase of 
a process plant. The process model in Apros can also be connected to an external 
automation system and used for automation testing [20]. The automation system 
gets realistic feedback from the virtual process model in Apros and the overall op
eration of the real automation can be tested. In addition to this Apros has been 
used as a calculation engine in a training simulator for plant operator training [21]. 
This type of simulator can also be used to test control room user interfaces and to 
develop operational procedures [22].

The modelling approach in Apros is hierarchical, and the model can be divided
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into three levels [18]. The sub-process level describes large, fairly independent parts 
of the model which interact with each other. The second level is the process com
ponent level. The user works mainly on this level and constructs the model from 
process components, such as pipes, valves, pumps and automation instruments. To 
the user the model appears as a process and instrumentation diagram, which are 
widely used in process plant design. The third and finest level of the model is the 
calculation level, which defines the grid, where the discretized equations are solved. 
The calculation level components are automatically generated from the process com
ponent level with minimum input from the user. The users can concentrate on their 
main task, building an accurate description of the process, without deep knowledge 
of the used numerical solution principles.

The evolution of the fluid in the process system is governed by the conservation 
equations of mass, momentum and energy. Apros has several different models avail
able for simulation of the fluid. The two-phase flow can be simulated either with the 
so-called homogeneous, five-equation or six-equation models. In addition, there are 
separate models for single phase flow, nuclear containment and steady state tank 
dynamics simulations [23].

In the homogeneous model, the two phases in the flow are assumed to be homo
geneously mixed. The conservation laws for mass, momentum and energy are solved 
for the mixture and, therefore, the model has also been called the three-equation 
model. In the five-equation model conservation of mass and energy are written for 
the separate phases, while conservation of momentum is solved only for the mixture. 
The velocities of the two phases are then solved from the so-called drift-flux model. 
In the six-equation model all the conservation laws are written separately for both 
phases. The different thermal hydraulic (TH) models can be connected to each other 
within a single Apros model. This makes it possible to simulate certain parts of the 
model with greater accuracy than others. The homogeneous (TH2) and six-equation 
(TH6) models are iterated during a single time step, while the five-equation model 
is only solved once.

Mathematically the six-equation model is the most complete description of two- 
phase flow, but it is also the most numerically intensive. For all three models, 
the system of equations is not complete and must be closed by using experimental 
data in the form of constitutive equations, for example, for heat transfer coefficients 
and inter facial mass transfer. The properties of the six-equation model are more 
accurately described is Section 4.

3.2 Earlier use of parallel computing in Apros
The importance of parallel computing for the future of information technology and, 
therefore, also for the field of process simulation, has already earlier been recognized 
in the development of Apros. The now taken approach with distributed memory and 
message passing offers promising performance gains and a flexible method for di
viding the computational work, but the needed changes are laborious to implement. 
This is because all the data exchange must be explicitly configured and changes to 
the numerical algorithm are necessary. Several other parallelization approaches, that
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require less or no changes at all to the code, have been tried. The most important 
approaches are described below.

• A model is divided to separate sub-models: This approach does not 
require changes to the software, as needed data exchange is done using the 
existing Apros communication library and all the needed changes are done 
to the model itself. The idea is to divide a large Apros model to several 
smaller parts. Each of these parts is executed in a separate process running a 
normal Apros executable. The extent of the model outside each sub-model is 
excluded from simulation by the user. The needed data exchange between the 
sub-models must be defined by hand and several changes may be necessary to 
the model in parts connecting the sub-models. To properly set up a simulation 
in this way needs expert knowledge and is clearly out of the reach of a typical 
user.
This approach has been successfully implemented at the development simula
tor for the Loviisa nuclear power plant (NPP) at Fortum, where the parallelized 
model is in daily use. The whole NPP model is divided to 12 sub-models, which 
include separate models for the primary circuit, the secondary circuit and the 
containment and a three-dimensional reactor core divided in 9 parts. The 
results with this approach have been good, since it is now possible run the 
simulator faster than in real time. This is not possible, when the whole model 
is executed in one process.
There are, nonetheless, numerous disadvantages with this approach. Firstly, 
the manual model partition requires extra work, and the changes in the model 
need to be propagated into the files, which define the components that are ex
cluded from the simulation. The same applies for the data, that is exchanged 
between the sub-models during the simulation. All this needs extra mainte
nance work as the model evolves, and even if the process is semi-automated, 
the method is prone to human mistakes.
Secondly, the calculation is sensitive to the partition of the model. As data is 
typically exchanged between the models once per time step, the propagation of 
fast transients, such as pressure transients, may be affected by the sub-model 
boundaries. This can cause incorrect results or instability of the calculation. 
In other words, expert knowledge is needed to divide the model in such a 
way, that the sub-model boundaries are located at less critical places from the 
viewpoint of numerical stability.
A third point concerns the flexibility of the parallelization. Because the model 
is divided by hand and the partition can only be done in a suitable way, it 
is extremely difficult to take more processing units into use, if performance 
requirements increase. For example, in the case of the Loviisa NPP model, 
it would be very difficult to divide the primary circuit into separate models 
without seriously influencing the numerical solution and, therefore, the results.

• Automation or external models are executed in separate threads: In
this approach Apros is run in one process, while separate threads are created to
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handle certain parts of the computation. The threads utilize shared memory, 
and the used strategy can be categorized as task parallelism. This approach 
works best with parts of the calculation, that are loosely connected to the 
main thermal hydraulic iteration, such as the automation system or external 
models.
The automation solution of Apros exchanges information with the process 
model only in few places during a time step, and otherwise the main and 
automation threads operate separately. This mimics the natural parallelism 
of a real digital automation system in respect to a controlled process: the 
automation system reads measurement data and operates actuators affecting 
the state of the process at certain time intervals without other interaction with 
the process.
External models are user written pieces of code, which are compiled to dy
namically linked libraries and connected to the simulation engine of Apros. 
External models are suitable for parallelization, since they are connected to 
the main algorithm only through their input and output, which occur in few 
well defined places during the simulation step.
The results from this approach have been promising. The performance gain 
depends on the fraction of the time used by the parallelized part as compared 
to the total execution time. Gains are higher for models with large automation 
systems or a lot of external models, while the optimum speedup is achieved 
for models, where the parallelized and non-parallelized parts take roughly the 
same amount of time to execute.
Training simulators, for example, have often a detailed description of the au
tomation and may gain from this approach. An increase of about 20% in the 
simulation speed has been achieved for the Loviisa NPP training simulator, 
when the automation modelled in Apros is parallelized [24]. In addition, the 
safety automation emulation for the training simulator will be implemented 
with external models. The safety automation consists of multiple independent 
automation systems, that cannot interact with each other for safety reasons. 
Each of these systems will be emulated by one external model, and clear benefit 
is expected to come from the ability to parallelize these heavy computations.
One disadvantage of the thread based approach is, that currently the automa
tion modelled in Apros cannot be divided into smaller pieces and must be 
given to one thread. This means, that the parallelization cannot be scaled 
when more processing units are available. The situation is better with ex
ternal models, since usually there are several external models, which brings 
flexibility to the parallelization.

• OpenMP parallelization: OpenMP has been used to distribute the compu
tation in shared memory environment. The target has been to take advantage 
of loop level parallelism and divide the work of the computationally intensive 
loops of the main iteration to several threads. This approach would be very 
appealing for multicore workstations, the main environment where Apros is
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used. For extremely large models, the current standard workstations with 
typically 2 to 8 cores could become a bottle neck, if a large number of threads 
would be needed.
Thus far the results have not been good. No speedup has been achieved 
and in some cases the computation has even gotten slower as compared to 
the sequential execution. The reason for this is not entirely clear. Some 
possible causes could be a slow memory bus, the overhead induced by the 
thread handling in OpenMP or a non-optimized memory layout of Apros data 
structures resulting in false sharing of variables between caches.

3.3 Use of parallelization in other process simulation software
The reference [5] handles the current state and future prospects of high performance 
computing (HPC) in nuclear engineering. The main application areas of HPC are 
recognized among the most computationally intensive tasks with high number of 
degrees of freedom, such as core neutronics, thermal hydraulic analysis or structural 
mechanics. In the field of thermal hydraulics, the most important areas to benefit 
from HPC are accurate three-dimensional CFD simulations at the component level 
and direct numerical simulations (DNS) at the micro scale, for example detailed 
simulations of boiling phenomena on hot surfaces.

Although simulations at the system scale are not seen to benefit from high per
formance capabilities as much as more computationally intensive applications, par
allelization techniques have been used to pursue performance gains. This section 
presents the use of parallelization in a few other system codes comparable to Apros. 
Also some details of the future directions of their development are given. It should 
be noted, that up-to-date information about the development status of other soft
ware products is at times hard to find, because not all organizations actively publish 
results. Here, an effort is made to give an comprehensive overview within the limits 
of the information available to the writer. It might be, that some of the information 
is already outdated. Also, the quality of the references should be viewed critically.

• RELAP5-3D: The RELAP5-3D or the Reactor Excursion and Leak Analy
sis Program is the current state-of-the-art system code in the RELAP series 
developed at the Idaho National Laboratory [25, 26]. The RELAP5 has been 
developed since the 1970s and it is based on the six-equation two-phase model 
with partially implicit numerical scheme. The latest big addition has been 
the capability to model three-dimensional flows. Parallelism is utilized in the 
matrix solver of the software, which can take advantage of shared memory 
environment. The parallel solver is intended mainly for multi-dimensional 
problems, where speedups have been attained. For one-dimensional problems 
the RELAP manual states, that the solver runs “as fast or faster” than the old 
sparse matrix solver [26].

• RELAP-7: The RELAP-7 is a planned next generation tool in the RELAP 
series and a successor to the RELAP5-3D [25]. The development has been
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started in 2011. The new software relies on the MOOSE framework (Multi- 
Physics Object-Oriented Simulation Environment), which provides the general 
solver and meshing tools for the software [27]. The framework is intended for 
multi-physics simulations, and the models of different physical phenomena will 
be strongly coupled. This means, that all models will be solved in one system, 
and not by the loosely coupled procedure of supplying the solution of one 
model as a boundary condition for the next. Because the data structures and 
solution methods of the framework have been designed parallel from the very 
beginning, all the software built on top of the framework will be inherently 
parallel. The underlying libraries used by MOOSE rely mainly on the message 
passing model and MPI [28]. The platform has been used in several other 
nuclear related software, such as the BISON code for fuel performance and 
the Proghorn code for pebble-bed reactor simulations [27]. In both codes, the 
strong couplings between different physical phenomena are important.
By using the numerical integration methods and meshing management pro
vided by the platform, the development of RELAP can concentrate on the 
physics and user experience. The platform, for example, makes it possible to 
easily couple different physical models and domains of different dimensionality 
together. In addition to the solver, also the main thermal hydraulic model in 
RELAP-7 will be changed from the six-equation model to a seven-equation 
model, i.e. both phases will have separate pressures in the solution [25]. With 
such extensive changes, RELAP-7 will be a completely different software prod
uct as compared to the other codes in the RELAP series. This also means, that 
the development must be started practically from a scratch. Because RELAP- 
7 is still in the early development phase, no data of the parallel performance 
is available. The question, that how well the software is able to utilize the 
provided parallelism remains to be seen.

• CATHARE: The CATHARE (Code for Analysis of THermalhydraulics dur
ing an Accident of Reactor and safety Evaluation) is a joint effort of the French 
Atomic Energy Commission CEA, the Nuclear Safety Institute IRSN and the 
companies EOF and Areva-NP [29]. The code is a best-estimate system code 
which utilizes the six-equation model with staggered grid and fully implicit 
time discretization [30]. The principal methods are very similar to Apros. The 
code has been parallelized with OpenMP for shared memory environments. On 
their website the development team states, that for most reactor plant safety 
studies a speedup of 5 has been achieved, when run on 8 threads [30].
The current version of CATHARE in industrial use is the CATHARE-2. The 
next generation version of the software will be the CATHARE-3, which is 
being developed as a part of the NEPTUNE platform [31, 32]. The goals of 
the development are, among other things, advanced physical models, improved 
3D modelling and implementation of modern software architectures. Emphasis 
is set to provide interfaces to couple simulations at multiple scales. To achieve 
this goal the software architecture will be object-oriented and the code will be 
arranged to distinct components with clearly defined application programming
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interfaces. Compared to the MOOSE framework, NEPTUNE does not offer 
as tightly integrated environment, but instead the platform sets a standard on 
how the constituent software should be organized to assure interoperability. 
The use of parallel computing techniques is possible within the platform, but 
not inherently provided.
TRIO-U is a CED code developed by the CEA, which has been coupled with 
CATHARE in the context of the NEPTUNE platform [33, 31]. Although the 
TRIO-U is not a system code, it is mentioned here, because it has many of the 
designs used in modern parallel simulation software. The software has been 
built as a framework, with an open software structure and modular design. 
The objective has been to produce a thermal hydraulics framework, where 
the simulated equations, specific solution methods and physical models can 
be easily changed. An object oriented design has been used to achieve this. 
The software has been designed parallel from the beginning. It is built for 
distributed memory systems and utilizes distributed data structures. The 
goal has been to make the parallelization transparent to the developer. For 
example, when a developer wants to add a new physical model to the code, no 
extra work would be needed to separately parallelize that model.

• TRACE: The TRAC/RELAP Advanced Computational Engine (TRACE) 
is a thermal hydraulic system code developed by the United States Nuclear 
Regulatory Commission (NRC) [34]. The code combines the capabilities of 
three other NRC system codes, RELAP, TRAC-P and TRAC-B, into a single 
computational tool. The TRACE can perform parallel calculations with the 
help of its Exterior Communication Interface (ECI), which uses the message 
passing model in communication between the processes [35]. The interface 
can be used both to couple external models, i.e. separate code written by the 
user, to the solver, and to manage the communication, when several TRACE 
processes are executed in parallel.
The decomposition of the simulation is based on the modularity of the TRACE 
components [35]. Similar to Apros, the models in TRACE are constructed from 
components like pipes, valves and pumps, each containing several calculation 
level components. The data flow between different components is organized to 
occur only on certain synchronization points, such that the computations of 
different components are independent between the points. This makes it pos
sible to parallelize the computation by dividing the components to a number 
of separate TRACE processes. Special effort has been put to remove the data 
dependencies, when the parallel version has been constructed from the serial 
version [35].
The decomposition of the model must be done by hand, although an automatic 
system was reported to be under work [35]. The used approach has a lot in 
common with the model level parallelization of Apros. The matrix solution 
procedure in TRACE has been modified for parallel processing in such a way, 
that implicit coupling is maintained between nodes owned by different pro-



27

cesses, although most of the work in the matrix solution can be done locally 
by the process [36]. In the model based parallelization of Apros the connection 
between submodels is explicit, i.e. the values from previous time step are used 
as boundary conditions, which leads to numerical instability, if the location of 
the process boundary is not carefully chosen.
In ideal one-phase flow test cases, which are optimally load balanced and espe
cially designed to test the communication performance, parallel efficiencies up 
to 97%, 93% and 87% have been reported for 2, 3 and 4 CPUs respectively [35]. 
This translates to speedups up to about 3.5. In practical reactor applications, 
a good load balancing is harder to obtain by coarsely dividing the model by 
hand. For two test cases on different platforms, speedups between 1.2 and 1.8 
have been reported using 2 and 3 CPUs [37]. It should be noted, that the here 
presented results are from the early 2000s, and the capabilities of the code 
might have improved since then.

• ATHLET: The ATHLET program (Analysis of THermal-hydraulics of LEaks 
and Transients) developed by the Gesellschaft für Anlagen- und Reaktorsicher
heit (GRS) is the German version of a best-estimate thermal hydraulic sys
tem code [38]. The software implements the typical capabilities of a one
dimensional TH solver using the six-equation model. Increasing the calcu
lation speed has been recognized as an important goal in the ATHLET de
velopment [39]. The software has been parallelized with OpenMP for shared 
memory environments, but initial tests have shown bad scalability when the 
number of processing elements is increased. No quantitative results were re
ported. Also a second approach is under way to use the MPI in distributed 
memory environments.

The current state among the thermal hydraulic best-estimate system codes seems 
to be, that parallelization has been recognized as an important goal and measures 
have been taken to tackle the problem. The development of most of the mentioned 
software has begun during the same period in the 1970s and 1980s. The original 
software designs do not support parallelism, and all the software have similar prob
lems arising from trying to add parallel features later. If the development would be 
started now, the software would be designed parallel from the beginning, as is the 
case with the MOOSE framework and the TRIO-U software.

One trend in the development of system codes is to achieve more modular soft
ware structure in order to to add flexibility and to make implementing changes 
easier. RELAP-7 does this by using the MOOSE framework and GATH ARE-3 by 
adopting an object oriented code structure. Features that enable multi-scale simu
lations are another trend [40, 5]. The objective is to enable local zoom on parts of 
the simulation where greater accuracy is needed. This can be done, for example, by 
providing couplings to other codes, that simulate the phenomena at the component 
or micro scales.
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4 The six-equation model
The thermal hydraulic six-equation model is the computationally most intensive part 
of the Apros solver and, therefore, the focus of the parallelization effort. This section 
introduces the basics of the model and describes the used numerical methods and 
the broad lines of the discretization process. While the parallelization concentrates 
on the six-equation model, the correct communication with other, non-parallelized 
parts of the solver covers a large, if not the largest, part of the needed work and 
changes to the code. Therefore, the connections of the six-equation model to the 
other Apros packages are also discussed.

4.1 Governing equations
The six-equation model describes a two-phase liquid-gas flow. In applications con
cerning nuclear power plants with boiling or pressurized water reactors (BWR,PWR), 
the main interest is in water-gas flows, where the gas is usually steam. In general, 
single-phase fluid dynamic problems can be complex and very difficult to solve. The 
addition of a second phase makes the problem even more complicated. The difficul
ties originate from the phenomena occurring at the constantly deforming interface 
between the two phases.

The six-equation model is based on the conservation equations of mass, momen
tum and energy for both the separate liquid and gas phases. A practical formulation 
for the flow can be derived from the more complex, so-called local instant formula
tion, which describes the fluid as multiple three-dimensional single-phase liquid and 
gas domains, that are separated by a constantly changing interface [41]. A temporal 
average is taken to transform the problem with multiple single-phase domains to a 
problem of two continuous, overlapping fields with an additional parameter called 
the void fraction. The void fraction a is the fraction of gas from the total volume. 
In large pipe systems, one is usually interested in the phenomena occurring along 
the axis of the pipes, not in the transverse directions. Therefore, a simpler one- 
dimensional problem is obtained by further averaging over the cross sections of the 
pipes. The phenomena in the transverse directions are taken into account in the 
correlations, which are used to close the system of equations.

This process leads to an one-dimensional system of six coupled partial differen
tial equations, where the complicated interface phenomena have been transformed 
to source and sink terms in the equations, modelled by correlations. It has been 
assumed that the pressure is equal for both phases [42]. The equations below apply 
to both liquid and gas phases, i.e. к = {l, g} [19]:
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The first equation is the conservation of mass, where ak is the volume fraction of 
phase k, pk is the density and uk the velocity. The term f\, is the mass transfer 
between the phases. The next equation is the momentum balance, where p is the 
pressure, щк the interface velocity and g the acceleration of gravity in the direction 
of the pipe axis. The interfacial and wall friction are denoted with Flk and Fwk, while 
the function Fk accounts for the effect of valves, pumps and form loss coefficients 
describing obstacles in the flow channel [19]. The last equation is the conservation 
of total energy. The equation is written for the enthalpy hk, and the heat transfer at 
the interface and the walls are given by qlk and qwk, while htk denotes the enthalpy 
at the interface.

Because there are only two phases, the volume fractions and the mass and mo
mentum transfer at the interface must be in balance:

(15)
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The mass transfer is calculated by requiring, that the energy production at the 
interface is zero [19].

In addition to the void fraction, two-phase flows have another important geomet
rical parameter, that is needed to describe the phase interface [41]. This parameter 
is the interface area per volume. The evolution of this quantity can be modelled 
with a separate transport equation, or by dividing the flow to several flow regimes, 
where the characteristics of the interface are modelled by using a different empirical 
correlation for each regime. In Apros the latter approach is used, and the modelled 
regimes are the bubbly, annular, droplet and stratified flows [19]. The correlations 
for friction and heat transfer at the wall and the phase interface depend on the flow 
regime as well as the phase. A full description of the correlations used in Apros can 
be found in the references [19] and [43].

The six-equation model has also been extended to handle non-condensable gases, 
such as air, nitrogen or hydrogen [44, 45]. The non-condensable gas solution consist 
of two additional equations which are coupled to the other equations in the system. 
The model accounts for the non-condensable gas in the gas phase as well as dissolved 
gas in the liquid phase. It is assumed, that the non-condensable gases and steam 
form a homogeneous mixture in the gas phase.

If only one non-condensable gas is considered, its evolution in the gas phase is 
governed by the conservation equation for the non-condensable gas density pnc:

(19)

where mr is the released specific mass flow [45]. The released gas flow accounts for 
the flow of non-condensable gas released from the liquid phase and its dissolution 
from the gas phase to the liquid. In the case of multiple gases, pnc is the density of
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the mixture of the gases. Concentration of the dissolved gas is the liquid phase is 
governed by the equation:

<9(1 - a)pixd <9(1 - a)pimxd .
--------di--------+---------- Tz---------= "m~ <20)

where the solved quantity xd is the mass fraction of the dissolved gas in the liquid 
phase. The dissolution of gas is limited by the maximum amount of gas, that can be 
dissolved in the liquid at certain pressure and temperature, and also the calculation 
of the release is affected by the surrounding conditions. Accurate description of the 
calculation of mr is given in the reference [45].

If there are multiple non-condensable gases, a conservation equation of mass is 
written for each additional gas. When the mass fraction of the jth gas from all 
non-condensable gases is znc¿, the mass equation for that gas is

dapncXnc,j , dapncxncdUg _л z-r)1 ^
dt + dz - U‘

In a case with multiple gases, the dissolution of only one gas can be simulated. For 
this particular gas the right hand side of the above equation is set to mr instead of 
zero. The Equations (19) and (21) are connected by the fact that the sum of the 
mass fractions is always one. When the systems are solved, first the density of the 
mixture of the non-condensable gases pnc is solved from the Equation (19), and after 
it is known, the mass fractions xncj can be solved from Equation (21).

4.2 Discretization and numerical methods
This section introduces the broad lines of the discretization procedure. For a detailed 
description the reader should refer to the original paper by Siikonen [42] and the 
technical report by Hänninen and Ylijoki [19]. The solution order of the different 
discretized equations is discussed more thoroughly in Section 4.3.

The used numerical method is in essence a one-dimensional finite volume pressure- 
correction algorithm applied to a two-fluid flow. The equations are solved on a stag
gered grid, i.e. there are two sets of overlapping control volumes. In Apros these 
are called the nodes and the branches. The mass, energy and non-condensable gas 
equations are discretized on the first set of control volumes, while the latter is used 
in the discretization of the momentum equation.

The main variables in the solution are the pressure p, the void fraction a, the 
phase enthalpies h¿ and hg, and the velocities щ and ug. Other material properties, 
such as the densities or the temperatures, are solved from the equation of state as 
a function of pressure and enthalpy. The state variables, such as the pressure, the 
enthalpies and the void fraction, are solved at the nodes, while the flow related 
variables, such as the velocities or the mass flows, are solved at the branches. The 
staggered grid is visualized in Figure 5.

The spatial discretization is done by integrating the Equations ( 12)—( 14) over 
the respective control volumes. After this the implicit, or backward, Euler method 
is used for time integration. The implicit method is first order accurate [46]. In
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Figure 5: A staggered grid applied to a duct with changing cross sectional area. The 
node control volumes are marked out with solid boundaries and branch volumes with 
dashed. The solved values are stored at the center of the control volumes. These are 
marked by dots for the nodes (e.g. p, a, hfc) and by crosses for the branches (e.g. щ). 
The used indexing is also visualized. Later in the thesis a simplified presentation 
is used, where grey dots denote the nodes and lines denote the branches. This 
presentation is shown in the picture below the duct.

general, an upwind discretization is used for the convection terms, meaning that the 
values at the boundary of the control volume (crosses in Figure 5) are interpolated 
from the values of those control volumes, where the flow is coming. Throughout 
the solution correlations are used. These are usually highly non-linear and must be 
linearized.

The derivation of the solution algorithm proceeds as follows. First the momen
tum equations for both phases are discretized. The non-linear convection term is 
linearized with respect to velocity. This yields two equations that couple the pres
sures and the velocities of the phases. The phase velocities can now be solved from 
these equations to yield

Uk,i+1/2 = ^k,i+1/2 (Рг+l — Pi ) T £4,i+l/2> (22)

where Z4ii+1/2 and Uk,i+i/2 are constants, that contain values from the last iteration 
round, and к = {/,g). The superscript n refers to the current iteration and г to 
the control volumes as shown in Figure 5. The expressions of the constants can be 
found in the reference [19].

The next step is to discretize the mass equations. At this point, the non- 
linearities in the time derivative and convective terms (the product (XkPk) are lin
earized with respect to the pressure and the void fraction. The expressions for the 
velocities at the current iteration round from Equation (22) are then inserted into 
the convection terms of the discretized mass equations. By combining the mass 
equations, the void fractions can be eliminated, and an equation is obtained for the 
pressure

atp- = ¿ЧрГ+i + àiPi_ i + bi. (23)
The equations for the pressures at the individual nodes form a sparse linear sys
tem, which must be solved. When the pressures are known, the velocities can be 
calculated directly from Equations (22).
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Above the expressions are written for a line of nodes and branches, which leads 
to a tridiagonal system. In reality, several branches can be attached to one node, in 
which case the pressure is given by

(24)

instead of Equation (23). The sum is done over all the nodes j, that are connected 
to the node i. The coefficients аг and bt are known as the node and the source values, 
and they are stored at the nodes. The coefficients a¿j are stored at the branches. 
Because the coefficient is not the same when written for the node j, i.e. a^ Ф aß, 
another set of coefficients must be stored at the branches. The coefficients atJ and 
aß are called the forward and the backward terms.

When the pressures and velocities at the current iteration round are known, the 
void fraction can be obtained from the discretized mass equations. This time the 
new values are used in the non-linear time derivative and convection terms and 
no linearization is needed. Instead, the interfacial mass transfer term Г must be 
linearized. The void fraction is calculated either from the mass equation of the 
liquid, the gas, or the combination of the equations, depending of the previous value 
of a. In all of the cases, the form of the linear system will be same as the pressure 
system, i.e. the Equation (24).

After the void fraction solution, the non-condensable gases and the enthalpies of 
both phases can be solved. In all the cases, the new values of о:^, p, щ and pk at the 
current iteration round are used, and the resulting form of the linear system will be 
the same as in the Equation (24). This means, that similar matrix solvers can be 
used for all systems. Several solvers have been implemented in Apros, but for most 
of the systems a direct method based on bi-factorization is used [47]. Also other 
packages of Apros, such as the heat transfer solution and the electrical systems, 
result in similar structure for the matrices [47]. This makes it possible to use the 
same matrix solution routines throughout the software.

The boundary conditions for the systems are handled with external nodes and 
branches. The values of pressures, enthalpies, void fractions and concentrations stay 
constant in the external nodes, and in the external branches the velocities are kept 
constant [19].

4.3 The solution algorithm
The solution process is iterative, and in addition to the solution of the linear systems, 
it includes various calculations for the control volumes, such as calculation of mate
rial properties from tabulated values or transfer terms from constitutive equations. 
The main steps during one iteration round are [19]:

1. Interfacial heat transfer coefficients are calculated.

2. The pressure equation is formed and solved, (p)

3. The velocities are calculated.
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4. The densities, saturation enthalpies and temperatures are updated using the 
new pressures.

5. The void fraction equation is formed and solved, (a)

6. The non-condensable gas equations are formed and solved. (pnc, xnc, x^)

7. The heat flows from heat structures are calculated and the temperatures of 
the heat structures are solved. (HS)

8. The equations for enthalpies are formed and solved, (hi, hg)

9. Interfacial mass transfer rates are calculated using the interfacial heat transfer 
coefficients and the new enthalpies.

10. The convergence of the iteration is checked by comparing mass errors to the 
maximum allowed values.

Above, the symbols in the parenthesis are used to mark the steps, where matrix 
solutions are done. The heat structure (HS) solution, where the temperatures of 
the solid structures are solved, is not an integral part of the six-equation model. 
It is nonetheless solved during the iteration round, and therefore included in the 
description.

The convergence of the iteration is monitored through the mass error. The 
error is a measure of how much the discretized conservation of mass equation is off 
balance. As the iteration proceeds, the mass error approaches zero, and the iteration 
is stopped when the error in all the nodes is lower than some predefined value.

The above list tells only the steps done during a single TH6 iteration round. 
The entire simulation time step includes also the solution of other Apros packages. 
For example, the automation system and the composition solution for boron con
centration are solved outside the iteration. In addition to the six-equation model, 
packages such as the homogeneous thermal hydraulic model are also iterated. The 
steps of all the iterated packages are solved back to back, before proceeding to the 
next iteration round.

4.4 Connections to other Apros packages
Although the main focus of the parallelization is on the six-equation model, the 
solutions of other Apros packages are coupled to the six-equation model, and thus 
affect its solution. The MPI parallelization of Apros is largely managing the data de
pendencies resulting from these connections. This section explains how the different 
packages are connected to the thermal hydraulic model.

• Process components: The process components, such as pipes, valves and 
pumps, are closely connected to the thermal hydraulic calculation level. The 
calculation level components are automatically generated, when process com
ponents are added to the simulation model. The process components, so to 
say, own the thermal hydraulic calculation level. The data flow between the
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process component and calculation level is illustrated by an example: The 
information stored at the process component level, in this case a position of a 
valve, is propagated to the calculation level components. There it contributes 
to the calculation of friction coefficients and thus the coefficients of the linear 
systems governing the problem. In the other direction, the values at the pro
cess component level are updated according to the values at the calculation 
level. For example, the mass flow through the valve is calculated using the mass 
flows stored at the calculation level. Usually the interaction is dynamic. For 
example, the position of the valve can be updated by the automation system 
at every time step and, therefore, the contribution to the matrix coefficients 
is constantly changed.

• Thermal hydraulic models: Different thermal hydraulic models can be 
connected to each other. This happens via special connecting branches, that 
are generated between two nodes from different thermal hydraulic models. 
The different models are not solved in one system, but separately, and the 
values from one solution serve as boundary conditions for the other. The 
connecting branch manages the setting of the boundary conditions, for example 
interpolates the velocity of the water-steam mixture in the homogeneous model 
from the two separate phase velocities in the six-equation model. The thermal 
hydraulic models interact also indirectly through other packages, such as the 
heat structures.

• Composition solution: In addition to the thermal hydraulic network, Apros 
has a second, identical network for composition solution. Each thermal hy
draulic node has a corresponding composition node, which is used to store the 
concentrations of different components in the process fluid. The composition 
nodes are connected by composition branches just like in the TH network. 
There are several different composition module types corresponding to differ
ent fluids or mixtures. The mixture of water and boron is especially important 
in nuclear applications. In the solution, the boron is assumed to be only in 
the liquid phase, and its evolution is calculated from a conservation of mass 
equation

<9(1 - a)pixb , <9(1 - a)pixbui
+ = 0, (25)dt dz

where xb is the mass fraction of boron [19]. The composition solution is tightly 
connected to the thermal hydraulic solution, because data from the TH solu
tion, such as void fractions and fluid velocities, is reused.

• Heat structures: The heat structures are used to model heat transfer in 
solid structures. Typically heat structure nodes are automatically generated 
with process components, such as different heat exchangers or certain pipe 
types. Usually, only heat transfer in the radial direction is modelled, for 
example, heat conduction through the tube walls of a heat exchanger, although 
axial models can also be used. In the solution, the temperatures of the heat 
structure nodes are solved. The nodes are connected to the thermal hydraulic
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nodes through heat transfer modules, which can be connected to any thermal 
hydraulic model. This way the heat structures indirectly couple different TH 
models. Heat fluxes between the heat structure and TH nodes are calculated 
at the heat transfer modules, when the temperatures at the nodes are given. 
These fluxes are used as boundary conditions for the heat structure solution. 
Unlike the thermal hydraulic nodes, the heat structure nodes do not usually 
form a single large network, but several independent networks. Therefore, the 
solution can be fairly easily rearranged and divided to smaller parts.

• Automation: The automation is a fairly independent package. The connec
tions to the process model come in the form of measurements and actuations, 
which are handled by a relatively small number of different modules types. 
Otherwise, the automation system does not directly affect the variables of the 
process model. The measurement modules are typically connected to process 
level components, but can in some cases be connected straight to calculation 
level modules. The automation takes measurement data as input and calcu
lates the response. The output is handled in actuator modules, which control 
the process components. The actuator modules are connected to process level 
components, where they write the process components attributes, such as a 
position of a valve.

• Electrical system: The electrical system is connected to the thermal hy
draulic model through the process components. A node in the electricity 
solution network can be defined as a power source for a process component, 
such as a pump or a motor driven valve. The loss of power from the electrical 
network changes the state of the process component, which in turn affects the 
solution of the TH model. In the other direction, the process component draws 
power from the network, and therefore affects its solution. Another coupling 
comes through the power generation. The TH model may contain a turbine 
which is connected to a generator. Changes in the process affect the power 
the generator generates and, therefore, the state of the electrical network.

• Neutronics: The neutronics are coupled to the flow solution, as the water 
in the reactor acts both as a coolant and a moderator in PWR and BWR 
type plants. The first part of the coupling, i.e. cooling the solid structures, 
is handled through the heat structure solution. The second part connects the 
flow parameters and the neutronics solution more directly. The fluid properties 
like density, void fraction and boron concentration are needed in the solution.
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5 Parallelization of the six-equation model
In this section the implemented parallelization is presented. First, the reasoning 
behind the chosen approach and the initial design hypothesis are given. In the sec
ond part, the used techniques and the algorithm are discussed. The objective is to 
present the main ideas without going too deeply into the details of the implemen
tation. Third, the long term goal of the simulation environment, where the parallel 
algorithm will be run, is introduced. As the section discusses mainly the aspects re
lated to the independent six-equation model, the last part is included to give insight 
to the integration of other Apros packages with the parallel six-equation model. As 
an example, the connections to three other packages are discussed.

5.1 Design basis and background
In general, there are several possibilities to parallelize a program like Apros. First, 
Apros has multiple different packages, which are connected to each other only 
through boundary conditions or some other relatively loosely coupled mechanism. 
These packages include, among others, the automation and the electrical systems 
and the different thermal hydraulic models. The different packages could be viewed 
as separate tasks and the task parallel approach could be used.

There are some problems with an approach where each package is assigned as 
a single task. The granularity of the parallelization would be coarse, meaning that 
there would be only as many tasks as there are different packages. The number 
of tasks would limit the number of usable processing units, and balancing the load 
would be difficult. The sequential structure of Apros would be another problem. 
Currently, the dependencies between the packages dictate that some of the packages 
must be executed in a predefined order. If the program is parallelized using task 
parallelism, the temporal dependencies would make the problem effectively sequen
tial. It would be possible to revise these dependencies, and streamline the packages 
in such a way, that concurrent execution is possible, but the needed amount of work 
would be considerable.

A good starting point for the parallelization is to look at the time consumption 
of the sequential program. According to Amdahl’s law the largest speedup can 
be obtained by improving the performance of those parts of the program, that 
use the most time. The target is to increase the performance especially in nuclear 
applications. This means, that the time consumption profiles should be measured for 
models, which represent the typical characteristics of this group. For this reason, the 
performance profiles for the analysis and the training simulator models of Loviisa 
NPP have been earlier measured, and the results are shown in the Table 1. In 
addition to the time consumption, the number of the most important module types 
are given to illustrate the relative sizes of the different packages. Both of the models 
include only the primary and secondary circuits, i.e. the computationally heavy 3D 
reactor is not included.

It can be seen from the table, that the solution of the six-equation model (TH6) 
takes the majority of the computation time both in absolute terms as well as relative
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Table 1: The shares of calculation time used by different Apros packages, and the 
number of a few characteristic components to illustrate the relative extent of the 
packages. The shares are calculated from the data in reference [48]. The item “Other 
packages” includes, for example, the automation and electrical systems.

Loviisa NPP analysis Loviisa NPP training
model simulator model

TH2 material properties 0.5 % 9%
TH2 other parts 0.5 % 20 %
TH6 material properties 29 % 7 %
TH6 other parts 65 % 36 %
Other packages 5 % 28 %
TH2 nodes 400 3400
TH6 nodes 1600 1000
Automation signals 4800 120000
Electrical nodes 40 300

to the extent of the packages. Inside the thermal hydraulic models, the most time is 
spent on the material property calculations. This means the calculation of properties 
like density or heat conductivity from tabulated values as a function of pressure 
and enthalpy after these variables have been solved from the linear systems. The 
solution of the matrices itself takes only a small portion of the total time (about 
6 % in both models [48]), and therefore no great performance gains are achievable 
by parallelizing only the matrix solution procedure. Clearly, the six-equation model 
is the first priority in the parallelization.

Currently, the secondary circuit of the Loviisa NPP training simulator is mod
elled with the homogeneous thermal hydraulic model. The long term plan is to take 
the six-equation model into use in the main systems of the secondary circuit. This 
further increases the proportion of calculation time used by the six-equation model, 
and increases the importance of the parallelization for the training simulator.

The six-equation model is built around a computational grid, i.e. the thermal 
hydraulic flow network of nodes and branches. Most of the computations are done 
for each of the control volumes in the network, which implies that a data based, 
geometric decomposition could be used. This can be achieved, for example, by 
using loop parallelism, but the previous tests with OpenMP did not yield good 
results. Another choice is to use SPMD type execution, i.e. to execute the same 
program in several processes, and to divide the nodes and branches so that each 
process gets only a part of the work. MPI is well suited to implement a SPMD type 
program, and in the following, the focus will be on this approach.

At this point, also the intended hardware platform should be considered. The 
number of thermal hydraulic nodes for a typical Apros model ranges from about 
one hundred to several thousands. If the work is divided into too small units, 
the overhead from the parallelization grows large compared to the benefits from the 
reduced workload. Assuming that an efficient grain size for the work is a few hundred
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nodes, the parallelization should be scalable up to tens of processing units, but not 
necessarily to hundreds or more. This means, that medium sized models could take 
advantage of the current multicore processors with a few cores, but small clusters 
with distributed memory would be preferable for the largest models. It would be 
ideal, if the programming environment supports both hardware platforms. This 
favours the choice of MPI, because while being intended especially for distributed 
memory environments, it can also be efficiently used in physically shared memory 
environments, if the library implementation supports message passing in shared 
memory. Therefore, it can be used both with distributed memory clusters and 
workstations with multicore processors, although in the latter case some memory 
resources will be inefficiently used. The use of MPI provides also potential scalability 
for the future, if the typical size of Apros models greatly increases.

The coarse structure of the parallelization is, therefore, to construct a SPMD 
type program in the MPI environment and use a geometrical decomposition for the 
six-equation flow network. This approach requires, that the network is partitioned 
in such a way, that each process owns a set of nodes and branches. Because the 
discretized solution of the governing equations couples the nodes in the network, 
each part of the decomposition cannot be handled independently. Two types of data 
dependencies are recognized. First, the calculation of variables at one node may 
depend on the values of the surrounding nodes and branches. Therefore, a process 
needs to store also values at the few closest nodes and branches outside its scope, i.e. 
in the so-called boundary region. Second, the solution of the linear systems couples 
all the nodes of the network together. To produce exactly the same results as before, 
all the nodes must be solved in the same matrix system.

Both dependencies are typical in problems arising from the numerical solution 
of partial differential equations. The first one must be handled by updating the 
values at the boundary region at certain intervals. How often and at what point this 
update is done, depends on the algorithm. As for the second dependence, there are 
several ways to deal with the solution of the linear systems. For example, a parallel 
matrix solution algorithm can be used, the solution can be centralized to a single 
process, or if the problem allows, a divide and conquer style approach can be taken 
to divide the original problem into several sub-problems.

Typically in numerical solution of partial differential equations, the solution of 
the linear systems is the most time consuming operation. This is not the case in 
Apros, as the solution of matrices takes about 6% of the time [48] and, therefore, the 
gain from dividing the computational work of the matrix solution is minimal. Also, 
a parallel solution method would likely need specific distributed data structures, 
meaning that there would be a need to revise the old structures already implemented 
in Apros.

The most ideal option would be to have separate linear systems for each of the 
sub-domains. However in this case, the coupling between the sub-domains would 
not be implicit, i.e. in the solution the value at a node near the boundary would not 
depend from the value of the adjacent node across the boundary. This could cause 
stability problems, as have been seen in the model level parallelization of Apros 
in the case the locations of the sub-domain boundaries are not carefully chosen.
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Because the parallelization should be scalable and the partition flexible, the places 
of the boundaries can change considerably, and the algorithm should be able to cope 
with this. Therefore, some form of implicit connection should be present across the 
sub-domain boundaries.

The original design proposed for the algorithm is based on the idea, that each 
simulation time step can be handled fairly independently in each sub-domain. The 
hypothesis is, that the pressure, the void fraction and the enthalpies must be ex
changed after each time step to update the boundary conditions for each sub-domain, 
and all the other matrices, except the pressure system, can be solved independently 
in the sub-domains. The reason for this is, that pressure transients are fast com
pared to convection phenomena. A disturbance in the pressure field travels with the 
speed of sound in the system, while convected quantities, such as enthalpy, travel at 
the speed of the flowing fluid. Therefore, it has been assumed, that the solution of 
pressure system is the most numerically sensitive of the matrices. The hypothesis is, 
that the centralized solution of the pressure matrix provides the implicit connection 
across the sub-domain boundaries. The development and implementation of the 
parallel algorithm in the thesis is started from this basis.

In order to maintain the implicit coupling, and still use the existing matrix 
algorithms of Apros as far as possible, the pressure matrix is solved centrally by one 
of the processes. This adds a task parallel component in the parallel design: one 
process is dedicated to handle the centralized matrix solution in the algorithm.

5.2 Program design
The basic design of the parallelization is built around a master and several worker 
processes. Although, the processes are called with these names, the program does 
not use the master-worker programming pattern in the original sense of the term 
(see Section 2.2). As was mentioned, the geometric decomposition pattern with 
SPMD style execution is used for the workers, while the master can be viewed as a 
separate, task parallel process.

The nodes and branches of the six-equation flow network are divided among the 
workers, such that each owns a separate set, known as the scope of the worker. In 
the six-equation part of the solver, the partition of work between the master and the 
workers is as follows: The workers are responsible for all the computations done for 
the nodes and the branches, that belong to the scope of the worker. This includes, 
among other things, the material property calculations, calculation of matrix coef
ficients and the solution of those matrices, that are solved separately in each scope. 
The only part not done by the workers is the centralized solution of matrices. This 
is the first main task of the master, while the second is to act as a hub during 
the communication. In the first implementation, all the communication is directed 
through the master process. The basic concepts and partition of work are illustrated 
in Figure 6.

All the processes start with the same simulation database, meaning that each 
process has a copy of the whole flow network in their database. This approach 
simplifies certain things, as will become evident later, but also means, that the work
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Worker 1

Master

Worker 2 Worker 3

Figure 6: The basic parallel design. Each worker owns a part of the six-equation 
flow network and performs all the calculations for the nodes and branches in its 
scope. The master does not own any nodes or branches, and is used exclusively to 
compute the centralized matrix solutions. All communication, including the inter
worker communication, goes through the master. Picture of the example model 
courtesy of Fortum.

is not automatically restricted to the scope of the worker. Fortunately, the already 
existing functionality of Apros can be used to restrict the work, without excessive 
alterations to the source code, for example, by changing the limits of all the loops 
over the nodes.

Each node has an attribute, which defines, whether the node is in simulation 
or not. The indexing used in different loops is generated automatically according 
to the list of nodes in simulation. Therefore, the work is limited to the scope of 
the worker automatically by changing the in-simulation attribute of the nodes. The 
idea is to change the attribute during the simulation preparation according to the 
partition of the network, and after that, initialize the simulation with the reduced 
set of nodes for each worker. In addition to the scope of the worker, also a few 
branches and nodes outside of the scope need to be included in the simulation to 
take care of the data dependencies between the scopes. This part of the network is 
called the boundary region of the worker, and it will be introduced more thoroughly 
later.

The original design hypothesis for the algorithm was, that the solution in different 
parts of the domain could be handled separately, with the exception of the pressure, 
which would be solved centrally for the whole network to accommodate for fast 
pressure transients. Also, the enthalpies and void fractions would be exchanged 
between the workers only once in a time step to update the boundary conditions.

Initial testing showed, that this was not enough to ensure the convergence of 
the simulation. First, the values in the boundary region need to be updated more 
frequently. In the current implementation, not only are the void fractions and the 
enthalpies updated, but also all the other variables, that are solved in linear systems 
for the separate scopes. The data exchange for a given variable is done immediately
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after the matrix solution, in order to ensure up-to-date values in the boundary 
region for the subsequent calculations. This approach means, that more variables 
are exchanged, and instead of doing the exchanges once in a time step, they are 
done at every iteration.

Second, even with more frequent data exchange, there were problems with solv
ing only the pressure matrix centrally. By experimentally testing with different 
combinations of centrally solved matrices, it was discovered, that also the void frac
tion system had to be solved this way. This indicates, that the couplings between 
the scopes need to be implicit in the void fraction system for the iteration to con
verge. It is likely, that the pressure and the void fraction are more tightly coupled 
together in the solution procedure than the other variables. Further research would 
be needed to accurately isolate the cause of the numerical problems.

In addition to the pressure system, the void fraction matrix is solved centrally, 
while the other variables are solved in separate systems for each scope. The two 
matrix solution procedures are responsible for the majority of the data transfer 
during the six-equation iteration. Both the matrix solutions and the respective data 
exchange patterns are discussed more closely in Section 5.2.2.

Next, the individual aspects of the parallelization are addressed more closely. 
First, the method for partitioning the flow network is presented and the reasons be
hind the boundary region are discussed. After this, the centralized and distributed 
matrix solution procedures are discussed with their respective data exchange pat
terns. Also other communication related aspects are handled. Third, the simulation 
preparation is introduced. During the preparation, the processes do not communi
cate through the MPI, and the current implementation of this procedure is presented. 
Last, the simulation phase is introduced, with the focus on the data transfer during 
the simulation.

5.2.1 Graph partitioning and the boundary region

How the nodes and branches of the flow network are partitioned between the workers 
is an essential part of the parallelization. Two objectives can be set for the partition:

• The partition should be as even as possible.

• The connections between the different parts should be minimized.

Because most of the computations are done pointwise for each node, including the 
time consuming material property calculations, an even distribution of nodes is the 
most important factor influencing the load balance of the program. If the load 
balance is not good, the performance will be low. The second condition affects two 
matters. First, the calculations are done also in the boundary region of the worker. 
If the network is cut from such places that there are a lot of connections between the 
workers, the number of nodes in the boundary region will be high. This increases the 
calculation time. The second point is connected to the stability of the calculation. 
In the distributed solution of a matrix, the couplings between the nodes across the 
worker boundary are explicit, which leads to increased risk of stability problems.
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This possibility should be minimized. Minimizing the connections also implies, that 
in general one process should own one physically connected part of the graph, not 
several small pieces.

The problem described above is a graph partitioning problem [49|. Graph parti
tioning has been a subject of extensive research, since it has many applications, for 
example, in integrated circuit design, transportation and scientific computing. In 
computing, it is used, among other things, to partition large finite element meshes 
for parallel algorithms and to compute fill-reducing orderings for sparse matrices. 
The k-way graph partition problem is to partition a graph G(V, E) of a set of ver
tices V (nodes) and a set of edges E (branches) into к equal subsets [49]. Each 
subset of vertices V) has a size of n/к, where n is the total number of vertices. The 
edge-cut of the partition is defined as the set of those edges, whose incident vertices 
belong to different subsets V¿. The optimal partition minimizes the edge-cut. In 
practical applications, the sizes of the subsets are not required to be exactly equal, 
but a small load imbalance is allowed.

Because of the extensive research on the subject, several algorithms have been 
developed. The earliest methods, such as the Kernighan-Lin algorithm [50], were 
heuristic methods, whereas spectral methods have been used more recently to pro
duce high quality partitions, but with a high computational cost [49]. Multilevel 
methods are a third class of methods, which combine elements from both previous 
classes and generally produce good results with smaller cost.

An open source software METIS developed at the University of Minnesota is used 
for the partition of the six-equation flow network [51]. The algorithm used for the 
partition is a recursive multilevel bisection algorithm [49]. In the method, the graph 
is first successively coarsened by aggregating vertices and edges, and the initial 
partition is computed for the coarsest graph. After this comes the uncoarsening 
phase. The partition is successively projected on to the higher level graph, and at 
each step the partition is refined. When the highest level, i.e. the original graph, is 
reached, the final partition has been obtained.

Problems can arise, if the calculation level modules of a single process component 
are owned by different worker processes. Attributes of some process components are 
calculated from multiple calculation level modules. For example, the water level 
in a tank is calculated by using data from all the nodes owned by the tank. To 
ensure correct results in these situations, it is best to adapt the partition in such 
a way, that all the nodes in a single process component are owned by the same 
worker. In practice, this is done by aggregating the nodes together and by giving 
this combination as a single vertex with higher weight to the graph partitioner. This 
procedure might make achieving good load balance more difficult, but the effect 
should not be too great for typical Apros models, where each process component 
usually owns just a few calculation level modules.

When the division of the nodes is done, the branches are divided according to the 
node partition. The branches have a direction, i.e. they come from some node and 
end in another. The branches are assigned to that worker, who owns the from-node 
of the branch. The workers scope can either end in a node or a branch, but this does 
not make a difference, since the nodes and branches in the boundary region will be
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Figure 7: The assignment of the boundary region, when the graph is divided. The 
grey nodes and solid branches are owned by the respective worker processes, i.e. 
they belong to the scope of the worker, while the nodes and branches with dashed 
lines are added to the boundary region of the worker. Together these make the set 
of nodes, which is included in the simulation. The branch at the cutline is owned 
by only one of the processes.

in any case included in the simulation.
The assigning of the boundary region, when the network is divided, is shown 

in Figure 7. The boundary region includes two sets of nodes and branches leaving 
from the boundary of the worker’s scope. The size of the region is dictated by the 
data dependencies in the calculation of the matrix coefficients. The worker must 
calculate the coefficients correctly for those nodes and branches, that are included 
in its scope. The coefficients depend on the data of the two sets of neighbouring 
nodes and branches, meaning that also the attributes of the nodes and branches 
in the boundary region must be correct in order to produce correct values for the 
coefficients in the scope. This is ensured by adding also the boundary region in 
simulation. This means, that all the properties, except the ones solved in matrices, 
are calculated and updated in the boundary region during the simulation just as 
in the scope. Most of the attributes are calculated pointwise for the nodes, i.e. the 
calculated values will be correct without information from the neighbouring nodes, 
but in some cases the calculation in the boundary region may in turn depend on 
the data outside it. In these situations, the needed variable is updated at a suitable 
point during the iteration to have correct information when the calculations in the 
boundary region are done.

5.2.2 Communication and matrix solutions

The two matrix solution procedures are characterized by the communication before 
and after the solution method is called. For this reason, the matrix solution pat
terns are presented together with the used communication concepts. In turn, the 
communication is built upon the used data structures, and therefore, this section 
starts with a discussion about the simulation database.
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In a data decomposition based parallelization, it would be ideal, that also the 
data structure is distributed, i.e. a piece of data would be stored only for that 
process that owns it. However, this is not the case in the current approach. The 
parallelization is built around the fact, that all the processes own the same simulation 
database. This means, that the workers have memory allocated also for data, that 
is not in their scope. Although this wastes some memory resources, other things are 
simplified. For example, there is no need to keep track between a local and global 
indexing. This simplifies the data transfer, since the index of a node will be same for 
all processes. In addition, the storage space is already available for the nodes and 
branches in the boundary region. Although the memory is allocated for the entire 
database, the data is guaranteed to be only valid, if it is included in the scope or 
the boundary region of the worker.

The nodes and branches in Apros have several attributes, such as the pressure 
or the temperature. The data for each attribute is stored in an array of consecutive 
locations in the memory. For example, the values of pressure for all nodes in the 
model are stored in one continuous array. Because the order of the nodes in the 
array is not the same as the physical order of the nodes in the model, on which the 
partition is based on, the data owned by a single worker is scattered in the array. 
This somewhat complicates the data transfer.

In the current implementation, all the communication happens between the work
ers and the master, i.e. the workers never send messages directly to each other. There 
are two types of communication events: the collect and the broadcast. In the fol
lowing, these are explained for a single attribute, but in general, several attributes 
can be aggregated into a single message.

In the collect part, the master collects the values of an attribute from the workers 
and merges them to its database. Each worker sends a message to the master, that 
contains only those elements of the attribute array, that belong to its scope. The 
master waits for the messages, receives them and merges them to the attribute array 
in its own database. Because the data owned by a worker is scattered in the array, a 
mechanism is needed to exclude unneeded data from the message. To avoid copying 
data and the use of an extra layer of buffer arrays, this is currently implemented by 
using MPI derived data types. A data type is created for each worker by combining 
basic data types (double precision type). The locations of the elements owned by a 
worker relative to the starting address of the array are used to include only those 
elements in the data type, which are owned by the worker. The master constructs 
data types to correspond the ones constructed by the workers. The types are used 
with the MPI point-to-point communication routines to automatically send and 
merge the correct data elements to their correct locations in the array. At the 
end of the collect, the master owns a valid copy of all the entries of the collected 
attribute.

In the broadcast part, the communication is handled in the opposite direction. 
The master sends the entire attribute array to all the workers by using the broadcast 
call of MPI. There are several different cases during the simulation, where the work
ers need different parts of the data from the master. For example, the workers may 
need the entries in their scope plus the boundary region, or only in the boundary
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Figure 8: (a) Centralized matrix solution. When the workers have calculated the 
matrix coefficients, the master collects the four coefficient arrays and solves the whole 
system. When the solution is ready, the master broadcasts the result to the waiting 
workers, (b) Distributed matrix solution. The workers calculate the coefficients 
and proceed directly to solve the systems in their own scopes. When the respective 
solutions are ready, the solved quantity is merged at the master and broadcast to 
all the workers, in order to update the values at the boundary region.

region, and at some point also outside the boundary region. To keep things simple 
in the first implementation, all these cases are handled by broadcasting the entire 
array to all the workers, although unnecessary data will also be sent. At the end of 
the broadcast, all the workers will have the same, valid entries of the attribute in 
their databases.

As can be seen, all the processes take part in the two basic communication 
events. Although, the calls are not strictly synchronizing, they are often used in 
a way, that effectively synchronizes the processes. A typical example is, that the 
master first collects the data, then does some computation, and in the end broadcasts 
the result. First, the master has to wait for all the workers before proceeding to the 
computation, and after this the workers have to wait in turn for the broadcast. This 
procedure synchronizes the processes.

The two basic communication types can be used to collect or broadcast any node 
or branch attribute. They are an integral part of the centralized and distributed 
matrix solution procedures, which are presented in Figure 8. The first solution 
procedure is the centralized matrix solution. As has been mentioned, all the matrices 
in Apros have a similar structure. Four arrays for the coefficients are specified for 
each matrix solution. These coefficients are the node, forward, backward, and source 
terms of Equation (24). The master process must have a valid copy of these arrays 
before it calls the matrix solution algorithm. The matrix coefficients are calculated 
by the worker processes for their respective scopes. When going to the matrix 
solution, first the workers send the elements of the four coefficient arrays to the 
master. The master receives the messages and proceeds to solve the matrix, while
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the workers wait for the answer. When the solution is ready, the master broadcasts 
the solved quantity to the workers.

The other solution procedure is the distributed matrix solution. The workers 
calculate the matrix coefficients for their own scopes and solve the sub-systems 
independently. Although the boundary region is also included in the simulation, 
only the nodes included in the scope are solved as a part of the linear system. When 
the solutions are ready, the values are collected to the master, merged into the same 
array and broadcast back to the workers. This is done to update the values in 
the boundary region for each worker. In reality, only the values belonging to the 
boundary region of some worker are necessary to send. As can be seen, a lot of 
extra data is sent, but for simplicity the basic routines have been used in the first 
implement at ion.

The exchange of boundary region data could also be implemented by point- 
to-point communication between neighbouring workers. This is not necessarily a 
more efficient method, because in a complex flow network all the workers might 
have boundary with each other, meaning that the number of needed point-to-point 
messages would be large.

5.2.3 Preparation phase

If changes have been made to the Apros model, a preparation must be executed 
before the simulation is run by giving the Apros prepare command. The standard 
preparation procedure includes multiple steps. For example, initial values are calcu
lated for the calculation level components, various index lists are updated and the 
matrix solver is initialized.

The initialization needed by the parallelization is also executed during the prepa
ration phase. The master and workers do not communicate directly during the 
preparation, meaning that the prepare command can be invoked independently for 
all the processes. The communication happens indirectly through command queue 
files, that the master prepares for each worker. These files need to be copied to 
the work folders of the worker processes, and therefore, the preparation phase for 
the parallel solver includes also steps, that are done outside the Apros calculation 
engine.

The preparation procedure is shown in Figure 9. The procedure takes advantage 
of the fact, that all the processes start from the same simulation database, which 
is loaded from the model snapshot file. The master is responsible for the first part 
of the preparation. First, the master loads the model from the snapshot file and 
executes the Apros prepare command. For the master, all the nodes and branches 
are in simulation, which means that the matrix solver will be initialized to solve the 
problem for the whole flow network. After this, the master executes the following 
preparation steps, that are associated with the parallelization:

• The master calls the graph partition algorithm and divides the flow network.

• The master loops through the workers, and according to the partition, writes 
a separate command queue file for each worker. The queue file includes:



47

— Commands to update the attributes, that contain the worker ranks of the 
nodes and the branches.

— Commands to take the nodes and the branches, that are not included in 
the worker’s scope or boundary region, out of simulation.

When the master is finished with the preparation, the snapshot file and the 
queue files are copied to the work folders of the corresponding worker processes. 
After this, the workers load the model from the snapshot file and run the queue 
file. The commands in the queue file modify the original database by updating 
parallelization related variables and by taking unneeded nodes and branches out 
of simulation. Finally, the workers execute the Apros prepare command, which, 
among other things, initializes the matrix solver for the new, reduced part of the 
flow network owned by the worker and updates the index lists so that the out-of- 
simulation nodes are skipped during the simulation.

The initialization of the parallelization in the preparation phase includes also 
another part, that is executed by all the processes, including the master. In this 
part, the communication related information is initialized. For example, the starting

Start Aproses through MPI 

Master Workers

Load model 
snapshot file Wait

Prepare
(Write queue files) Copy model snapshot 

and queue files

Load model 
snapshot file

Wait

T

Send ready notification

Prepare

Read queue file

Ready Ready

Figure 9: The preparation procedure. The commands for the Apros engine (circled 
with solid line) are given through the AprosCMD tool (see Section 5.3), while the 
copying of files is done manually. In the future the part circled with the dashed line 
will be handled automatically by giving the prepare command to the master Apros.
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locations of the transferred variables in the simulation database are fetched and 
stored to avoid querying them during the simulation. Also, the MPI derived data 
types are initialized with the help of the rank lists for the nodes and the branches.

Currently, the parts, that are not executed by the Apros engine, such as the 
copying of files, are done manually. This will be automated later in such a way, that 
only one prepare command needs to be given for the master to execute the whole 
preparation sequence. In Figure 9 the automated part is illustrated with the dashed 
lined box.

5.2.4 Simulation phase

The simulation can be started, when the preparation has been done. At this point, 
all the processes have loaded the same database from the snapshot file and specialized 
it by reading the queue file. As a general rule, all the processes execute the same 
steps in the simulation until the start of the six-equation iteration round is reached. 
At this point, the execution is branched. The workers proceed to the six-equation 
model, while the master skips all the calculations and waits the workers to reach 
the communication points.

The communication between the master and the workers during one six-equation 
iteration round is shown in Figure 10. The figure focuses on the data exchange be
tween the processes and the associated calculations. Naturally, the whole procedure 
involves more calculations, which are described in Section 4.3.

The iteration round starts by deciding whether the iteration is executed. The 
workers vote on the subject. If one of the workers needs to execute the round, also 
all others will do the same. In the first part of the iteration round, the pressure and 
void fraction systems (p and a) are solved by the master. The communication in 
the figure refers to the communication done during the centralized matrix solution 
procedine as described in Section 5.2.2.

After this, the non-condensable gas related systems (z^, pnc and xnc) are solved. 
If the dissolution of the gases is not simulated or there is only one gas, the systems 
for the mass fraction of the dissolved gas (x¿) and the gas mass fractions (xnc) are 
skipped together with their respective data exchanges. The non-condensable gas 
related solutions are distributed to the workers.

The next step is to update the velocities (щ and ug) and the mass flows (rh¡ and 
m.g in the branches. The values are needed outside the boundary region, in order 
to calculate certain attributes correctly in the boundary region. The exchange is 
done with the same collect and broadcast procedure as is used for the matrix related 
variables.

The heat structure (HS) solution is not an integral part of the six-equation 
iteration, but it is nevertheless executed during the iteration round. Therefore, it 
is included in the figure to illustrate the relative place to the other data exchanges. 
The heat structure solution procedure is more accurately described in Section 5.4.2.

In the last part of the iteration round, the liquid and gas enthalpies (hi and hg) 
are solved by the workers. After this, the convergence of the iteration is tested, and 
the workers vote on the result. If any of the workers still need further iterations, all
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Figure 10: The communication during one TH6 iteration. The symbols in the 
boxes refer to the different matrix solutions, and their place indicates whether they 
are distributed to the workers or centralized to the master. HS refers to the heat 
structure solution, which is explained more accurately in Section 5.4.2

the processes get the information and can proceed accordingly.
As can be seen, the matrix solutions account for the majority of the data ex

change during the iteration. From the numerical point of view, it would be better 
to solve all the matrices centrally. With this procedure the couplings between the 
scopes are implicit, which would ensure the stability of the calculation. On the other 
hand, the amount of transferred data should be minimized in order to minimize the 
overhead from the communication. In the current implementation, roughly four 
times more data (the four matrix coefficient arrays versus the solved variable) is 
sent in the collect phase of the centralized solution than in that of the distributed. 
The amount of broadcast data is the same in both cases. In addition, there is po
tential to further reduce the amount of data in the distributed case by exchanging 
only the values in the boundary regions. For these reasons, the distributed solution 
procedure has been favoured always when possible. Although the amount of data 
is lower, also the distributed solution enforces a synchronization of the processes, 
which also increases the overhead from the parallelization. The votes have a similar 
effect. Although, the amount of transferred data in the vote is insignificant, an 
additional synchronization is enforced.

The data exchanges before and after the matrix solution have been implemented 
in such a way, that it is relatively easy to change between the centralized and the 
distributed solution of a matrix. Therefore, it is possible to change the algorithm in 
the future, if further research shows problems with numerical stability.

5.3 The simulation system
The parallelization of the calculation engine of Apros is also a part of a long term 
project to provide tools for cloud computing services in process simulation. The 
main goal of the parallelization is, of course, to increase the calculation speed of the 
software, but the planned simulation system will provide the platform, where the 
simulation engine is run in the future.

The planned simulation system is show in Figure 11. The system consists of three 
types of software: the engineering station, the simulation server and the calculation
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Figure 11: The planned simulation system. The engineering station is executed on 
a client machine and is the user interface for a simulation. The simulation server 
manages the simulations running on the host machines of the calculation cluster. 
Several simulation jobs can be run simultaneously and multiple engineering stations 
can be attached to the server. For each distinct simulation case, the server starts a 
calculation engine, which in itself consists of a master and multiple worker processes.

engine. The engineering station is the user interface of the system. The user builds 
the model and controls the simulation through it. When the simulation is started, 
the engineering station writes the model into a snapshot file and sends it to the 
simulation server. During the simulation, the server directs feedback data, such as 
monitored variables, back to the engineering station. It will be possible to discon
nect and reconnect the station from the server without influencing the simulation. 
The server can communicate with and handle simulations from several engineering 
stations at the same time.

The simulation server program is run on all the host machines of the computing 
cluster, where it is used to control the execution of simulations and transfer of files. 
If the system consists of multiple hosts, which is the intention, one of them will 
execute the master server, which is responsible for the communication with the 
engineering stations. When the simulation is started from the engineering station, 
the master server allocates the needed computing resources and redirects the files 
from the engineering station to other hosts, where the simulation will be run. If 
the system is busy, jobs can be queued and the results retrieved later, when the 
computation has finished. This prohibits the live interaction with the simulation, 
but is very convenient, for example, with time consuming analysis calculations. To 
run a simulation, the server starts the parallel calculation engine trough the MPI 
infrastructure, which itself consists of a master and several worker processes.

The system described above is the planned system, and because its function
ality is not yet fully implemented, the development of the parallelization of the 
calculation engine has been done in a more limited environment. Currently, the 
system consists of only the calculation engine, i.e. the master and several workers
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processes. The model snapshot file and the command queue files made by the master 
are manually distributed to the used hosts and work folders. The execution of the 
processes is controlled with a software called the AprosCMD, which has been origi
nally intended to handle multiple Apros processes in the model level parallelization 
approach. The parallel processes are started manually through the MPI infrastruc
ture, after which they register with the AprosCMD. The commands, for example to 
modify the model or start the simulation, are given to all processes simultaneously 
through the AprosCMD. After the simulation has started, the processes communi
cate through MPI.

5.4 Integration of other packages to the parallel six-equation 
model

Thus far the six-equation model has been handled as an independent entity, but as 
was told in Section 4.4, the model is coupled to several other Apros packages. The 
interaction between the packages is complicated by the parallelization as the data 
dependencies have to be managed between the processes.

The fundamental reason for the complications is, that the valid data in the six- 
equation flow network is distributed to the workers. The data is guaranteed to 
be valid only for one process, i.e. for the worker that owns that particular node 
the data is related to, while the others may or may not have the correct value in 
their databases. As the other packages are executed, the six-equation related data 
is needed, but might be incorrect. Therefore, also the other packages need to be 
modified to correctly handle the data dependencies. In the first implementation, 
the goal is to parallelize only the six-equation model, and as a general rule, other 
packages are not parallelized.

In the ideal case, there would be no dependency between a package and the six- 
equation model, and therefore, the package could be executed by all the processes. 
In this situation, all the processes would get the correct result without communi
cation, and no changes would be needed to the code. Unfortunately, the packages 
are not independent. Nevertheless, a similar approach can be used for the process 
components, because the results depend only on the local calculation level compo
nents. All the workers (and the master) execute all the process components. If the 
component is related to the nodes in the scope of the worker, the results of the 
calculations are valid, and the process component will contain correct values. In the 
other case, the results are incorrect, but this does not matter, because the partic
ular process does not use the results. Of course, this holds only, if it is assumed, 
that the interaction with other packages, such as the automation, which might need 
the values from the process components, is handled correctly. Because unnecessary 
computations are done, some calculation time is wasted. In the future, the extra 
calculations will be dropped, but for simplicity, this approach has been chosen for 
the first implementation.

Sometimes a package is so closely connected to the six-equation flow network, 
that it is best to parallelize also the other package to efficiently handle data depen
dencies. This is the case for example in the composition solution, where the same
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Figure 12: The communication during a simulation time step for the currently 
implemented packages (grey). The communication during the TH6 iteration round, 
including that needed by the heat structure solution, is shown more accurately in 
Figure 10.

solution grid is used both for the composition and the TH solution. More often the 
other package uses another, separate solution grid (e.g. homogeneous TH model). 
In this case, the package may depend on the six-equation data from several different 
workers, meaning that no worker will produce the correct result, if the package is 
executed on all processes. In these cases, the used approach is to centralize the so
lution to the master process, and to handle the data dependencies manually in the 
code. After the solution, the results are distributed to the workers needing them.

As can be seen, the manner the data dependencies are handled varies from pack
age to package. The dependencies must be searched and handled manually for each 
package, and for this reason, the integration of packages is the most laborious part of 
the implementation, and the biggest drawback from the use of distributed memory. 
As an example, the integration of three packages: the composition solution, the heat 
structure solution, and the automation system, is presented in this section.

Figure 12 illustrates the division of work between the master and the workers 
with the example packages during one simulation time step. The data exchanged 
between the processes is more accurately handled in the following sections. An ob
servation can be made about the communication: The handling of the dependencies 
between packages increases the need of communication, and communication implies 
synchronization of the processes even, if the amount of transferred data is small. As 
connections to more packages are implemented, the overhead from the extra cornimi-
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nication might become a problem at some point. In this case, it might be necessary 
to restrict the communication to only certain points. This means, that larger mod
ifications to the solver would be needed to modify the dependencies between the 
packages.

5.4.1 Composition solution

The convection of boron plays an important part in nuclear applications. In Apros 
the composition solution is used to solve the convection of different substances, such 
as boron, in the flow system. This section considers specifically boron, but the same 
principles can also be applied to other substances.

In addition to the thermal hydraulic network, Apros has a second, identical net
work for the composition solution. Each thermal hydraulic node has a corresponding 
composition node, and the same applies to the branches. The convection of boron 
is solved from the Equation (25). As can be seen from the equation, the values of 
void fractions, densities and velocities are needed in the solution. These values are 
valid only at the scope of the worker owning the nodes. This means, that in order 
to avoid unnecessary data transfer, a composition module should be owned by the 
same worker as to whom the corresponding node belongs to. Therefore, the best 
way to handle the data dependencies is to also parallelize the composition solution.

The natural approach to the parallelization is to use the same geometrical de
composition as for the flow network. Because of the dual network structure, the 
partition, that was calculated for the TH network, can be directly reused for the 
composition network. The same type of data dependencies are present as before: the 
values in the worker’s boundary region need to be updated, and the matrix solution 
needs to be handled. The matrix solution of the boron concentration is handle by 
using the distributed matrix solution procedure, as described in Section 5.2.2.

The boundary region is handled differently than for the TH network. The com
position modules, that are out of the scope of a worker, including the ones in the 
boundary region, are taken out of simulation during the preparation phase. Also 
the boundary region can be excluded, because no attributes of the composition 
modules, except the concentration itself, are updated. Because the TH nodes in 
the boundary region, on the other hand, are in simulation, the needed flow related 
values are already updated during the iteration. When, in addition, the values of 
boron concentration in the boundary region are updated during the data exchange 
of the matrix solution, all needed data is up-to-date, and the matrix coefficients of 
the boron system are calculated correctly.

The composition solution is not part of the six-equation iteration, because the 
flow values are not influenced by the concentrations. Therefore, the solution needs 
to be done only once in a time step. This is done before going into the iteration, as is 
shown in Figure 12. Because the solution is not iterated, the boundary conditions of 
the separate worker sub-domains are not updated within a time step. Therefore, the 
solution will not be the exactly the same as in the sequential algorithm. Although 
this affects the results during transient conditions, the results in the steady state 
will be identical. The assumption is, that if the sizes of the worker sub-domains are
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large compared to the convection speed, the differences also during the transients 
will remain small.

5.4.2 Heat structures

The heat conduction in solid structures is solved on a separate network consisting 
of heat structure nodes and branches. The solved variable is the temperature of the 
heat structure nodes. The HS nodes are connected to the thermal hydraulic nodes 
through heat transfer modules, as is shown from Figure 13. Unlike the TH network, 
the HS network does not form a large network, where all the nodes are connected, 
but consists typically from several uncoupled subsystems. This offers some freedom 
as to how the heat structure solution can be handled in the parallelization.

The HS solution can be parallelized by dividing the uncoupled subsystems to 
the workers. Although the temperatures of all the nodes are solved in the same 
matrix, the matrix can be divided to several smaller ones without affecting the 
results, because the subsystems are uncoupled. On the other hand, this does not 
remove all the communication need, because the TH nodes, to which the subsystem 
is connected, might belong to different workers. In addition, the amount of time 
used in the heat structure solution is small to bring large performance increase if 
parallelized.

For these reasons, an approach was chosen, that is not as efficient but easier to 
implement. In this approach, the full HS solution is centralized to the master process. 
The connection between the HS network of the master and the TH networks of the 
workers is handled through the heat transfer modules. The heat transfer modules 
share more data with the TH network than HS, and therefore the heat transfer 
modules are owned by the workers.

Two quantities are central for the parallelization: the heat flux between the net
works and the temperature at the HS nodes. The heat transfer module calculates 
the heat flux from the HS node to the TH node, when the temperature is given, 
and in the heat structure solution the temperatures of the nodes are solved, when 
the heat fluxes are supplied as boundary conditions. In the solution procedure, the 
workers first calculate the heat fluxes at the heat transfer modules. Then the mas-

Figure 13: Coupling of the calculation level components with heat structures. Ther
mal hydraulic nodes (circles) are connected to the heat structure nodes (squares) 
through the heat transfer modules (diamonds). Typically only a small number of 
heat structure nodes are directly connected to each other.
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ter collects the values from the workers according to which worker owns which heat 
transfer module. When the master has the correct flux values, it solves the system 
for temperatures, and after this, another exchange is made, where the master broad
casts the temperatures to all the workers. The heat structure solution is calculated 
during each TH6 iteration round, and the associated data exchange is illustrated in 
Figure 10.

5.4.3 Automation

The automation system is fairly independent from the process model, since the inter
action happens via a relatively small set of measurement and actuator components. 
Because of the independence, it is difficult to decompose the automation system 
according to the partition of the flow network. An easier approach is to keep the 
automation system intact and execute it at one place. This way, the inner function
ing of the system does not need to be taken into account, as long as it is made sure, 
that the interface of the automation and process system is handled correctly.

To keep the automation intact, its execution is allocated to the master process, 
while the workers skip the execution altogether. In the current implementation, the 
workers wait for the master to execute the automation, but in the future the master 
will use the already implemented thread based approach to concurrently run the 
automation in a separate thread along the rest of the calculations of the time step.

The structure of an automation time step consists of three parts: the measure
ments are read from the process components, the automation is executed, and last, 
the calculated actuations are written to the process components. Because the mas
ter executes the automation and the process components are owned by the workers, 
communication is needed in order to access the valid data owned by only one of the 
workers.

Each measurement and actuator module has a reference to the attribute of the 
process component it measures or controls. This is used in the preparation phase, 
where all measurement and actuator components are gone through, and the refer
ence is used to fetch the address of the needed data in the database and to store 
it in a list. In a second list, information is stored about which worker owns the 
referenced process component. These fists are then used in the data transfer during 
the simulation.

During the time step, all the processes calculate the attributes of the process 
components from the attributes of the calculation level components. The calcu
lated values will be correct only on the worker, who owns the particular process 
component. Next, before the automation solution, the fists generated during the 
preparation phase are used to transfer the correct values of the measured attributes 
from the workers to the master. After this, the master goes to the automation solu
tion, in the beginning of which the measurements are executed. Because of the data 
transfer, the values that are read from the master’s database will be valid. Then, 
the master solves the automation and writes the output values, i.e. the actuations, 
to the attributes of the process components in its database. After this, another 
data transfer is made to transfer the modified attributes from the master to all the
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workers. In the end, all the processes have the correct attributes in their databases.
The described procedure to solve the automation produces exactly the same re

sults as the sequential version. The solution is done once in a time step before going 
to the iteration, as is shown in Figure 12. The overhead induced by the communi
cation comes mainly from the synchronization, because the amount of transferred 
data is proportional to the number of measurement and actuator modules in the 
model, which is relatively small. For example, in a full scale NPP simulator, there 
are a few thousand measurements.
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6 Testing of the implementation
The testing of the parallelization falls into two categories. First, the validity of the 
calculations is tested by comparing the results from the parallel algorithm to those 
produced by the sequential one. Second, the performance of the algorithm is tested 
by measuring the speedup and other metrics. Before the results are presented, the 
used software tools and test hardware are introduced. In the last part, a short 
discussion is given on the results and the shortcomings of the used tests.

6.1 Tools
In this section, the most important software tools and test hardware are introduced. 
All the tests were carried out on a Dell Precision T5500 workstation with Intel Xeon 
X5550 (2.66 GHz) dual-socket processors. The processors have four cores each, i.e. 
altogether eight cores can be used. Each core has two levels of private cache (LI 32 
kB, L2 256 kB), while the third level (L3 8 MB) is shared among one socket. The 
amount of main memory was 24.0 GB.

The system was running a Windows 7 64-bit operating system, and for the runs, 
where the execution time was measured, the Apros processes were given the highest 
(Realtime) priority status. In the case, where all the eight CPUs were used for Apros, 
one of the processes was given only the second highest status (High) to ensure system 
responsiveness. The processes were also bound to the individual CPUs by setting 
the processor affinity.

The parallelization was implemented on top of the version 5.12.04 of Apros. A 
32-bit release version of Apros Nuclear Huge was compiled for the speedup tests with 
the pipe models, while the standard Apros Nuclear was used for all the other tests. 
The software was compiled with the Intel Visual Fortran Compiler XE 14.0.0.103 in 
the Microsoft Visual Studio 2010. The used MPI library was the Intel MPI library 
version 4.1, which implements version 2.2 of the MPI [52]. The profiling tool, that 
was used to measure the time consumption of the sequential program, was the Intel 
VTune Amplifier XE 2013 Update 12.

6.2 Validation
In this section, the correct functioning of the parallel implementation is tested by 
calculating three test cases. The main goal is to ensure, that the parallel version pro
duces results, that correspond to the results from the sequential algorithm. On the 
other hand, assessing how well the results from the sequential algorithm correspond 
to the measurement data, is not in the scope of the thesis. Although the physical 
solution is not in the focus of the work, a few comments are given to describe, what 
is happening in each simulation.

A set of validation cases is tested every time a new Apros version is released, 
and in the future also the parallel algorithm will go through the same procedure. 
Currently, the parallel version does not yet support all the features needed for the full 
validation procedure. Therefore three cases, which are supported, have been chosen



58

from the set. These are the Edwards pipe test, Battelle top blowdown experiment 
and the Mar viken critical flow experiment.

The parallel version is tested by simulating each case with 2-7 worker processes, 
i.e. on 3-8 CPUs and the results are compared to the ones obtained from the se
quential version. For each case, the same variables are monitored as in the normal 
Apros validation procedure.

Normally, it is ensured in the partition of the flow network, that all the calcula
tion level components of a single process component are owned by the same worker 
process. Because the used test cases comprise of a relatively few process level com
ponents, this approach does not lead to practical partitions, and is not therefore 
used. For example, 48 of the 51 nodes in the Edwards pipe test belong to the same 
pipe component, meaning that virtually all the work would be allocated to the same 
worker process. In addition, the used models do not contain connections to other 
Apros packages, such as the automation system, that would require the same worker 
to own all the modules inside a single process component. The networks of all the 
three models are simple (some branching, but no loops), and for this reason it is 
easy to generate sensible partitions, i.e each worker owns a distinct, connected part.

6.2.1 Edwards pipe test

The Edwards pipe experiment studies the phenomena occurring in a sudden depres
surization of a horizontal pipe [53]. The test platform is a pipe filled with water 
initially at high pressure and temperature (6.895 MPa, 242 °C) [19]. In the begin
ning of the test, a burst disk at the other end of the pipe is punctured causing a 
fast transient. The fluid starts to flow out of the pipe with high velocity at the 
same time as the pressure drops and flashing occurs. The pipe is 4.096 m long and 
divided to 50 calculation nodes in the Apros model. The inner diameter of the pipe 
is 0.073 m, and the total simulation time is 0.6 seconds. The initial 15 ms of the 
transient is simulated with a time step of 0.01 ms, after which the step is increased 
to 5 ms for the remaining time.

Three variables are monitored during the simulation: the pressures at the open 
and the closed ends of the pipe, and the void fraction at a point about 1.5 m from 
the closed end. The simulation results are shown in the left column of Figure 14. In 
the first moments of the test, the pressure drops very rapidly. After the initial drop, 
the pressure stays approximately constant until about 0.25 s, after which it drops to 
the atmospheric pressure. Because of the decreasing pressure, flashing occurs and 
the void fraction increases until all the water has boiled to steam.

The results from all the parallel runs with 2-7 workers give very good results as 
compared to the sequential run. The differences are essentially non-existent as the 
results fall within a line width from each other. The differences are quantified in 
the plots on the right column of Figure 14. These plots depict the absolute errors in 
the parallel runs compared to the sequential run. Here, the differences between the 
runs are more clearly seen. As a general trend, the higher the number of workers is, 
the larger the error. In any case, the errors are very small, relative errors are of the 
order of 10-3 both for the pressures and the void fraction.
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(b) Error at the closed end.
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□ Meas.

(a) Pressure at the closed end.

(d) Error at the open end.(c) Pressure at the open end.
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(e) Void fraction at 1.5 m from the closed end. (f) Error of the void fraction.

Figure 14: The results of the Edwards pipe test. All the results calculated with 
different number of worker processes (2-7) fall to the same line. The differences 
between the runs are negligible, but can be seen in the error plots. The errors are 
absolute errors compared to the sequential run (Seq.).
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The number of needed iterations per time step in all the parallel runs is the same 
as in the sequential run. This is important, since the performance gain achieved by- 
dividing the work in one iteration round can easily be lost, if more rounds are needed 
for the iteration to converge.

6.2.2 Battelle top blowdown experiment

The Battelle top blowdown experiment (OECD Standard Problem No. 6) simulates 
the water level rise caused by a pressure decrease, which is a situation encountered in 
boiling water reactors [54]. The test facility is a vertical tank with an inner diameter 
of 0.77 m and height of 11.19 m [19]. The tank is partially filled with water at high 
pressure and temperature (7.07 MPa, 285 °C, water level 7.07 m). At the beginning 
of the experiment, a break orifice is opened at the top part of the tank (at height 
10.01 m) and steam starts to flow out through a discharge nozzle. As the pressure 
decreases the water level in the tank rises. Eventually the water level reaches the 
break orifice and also water is sprayed out.

The Apros model of the tank consists of several pipes, which are needed to 
describe the initial void fraction distribution. The model has approximately 220 
nodes. The used time step is 5 ms and the total simulation time is 5 s.

The results from the simulation are shown in Figure 15. Three variables are 
monitored: the mass flow through the break orifice, the pressure in the tank and the 
void fraction at the break orifice. When the break orifice is opened, the mass flow of 
steam through the nozzle quickly jumps to about 22 kg/s and stays approximately 
constant. At the same time the pressure steadily decreases. When the water level 
reaches the level of the nozzle at about 2.7 s, the mass flow sharply increases and 
void fraction decreases, indicating that also liquid water is going through the nozzle.

Again, the results from the parallel runs with 2-7 worker processes are in perfect 
agreement with the results from the sequential run. From the absolute errors shown 
in the right column of Figure 15, it can be seen that small differences are present 
and they increase near the end of the simulation. Despite the growing trend, the 
relative errors are of the order 10-4 for the mass flow and 10-5 for the pressure and 
the void fraction. The number of needed iteration rounds as a function of time was 
approximately the same in all the parallel and the sequential run.

6.2.3 Marviken critical flow experiment

The Marviken full scale critical flow tests study critical flows in short pipes of large 
diameter [55]. The test series consists of several tests with flows through different 
nozzles, and the used case is the test number 17 of the series. The test facility 
consists of a pressure vessel, a discharge pipe, a test nozzle, and a rupture disk 
assembly. The vessel is partly filled with water at high pressure (4.936 MPa, water 
level 19.85 m). The total height of the vessel is 24.55 m and the inner diameter is 
5.22 m. The discharge pipe is a vertical pipe with a length of 6.3 m and an inner 
diameter of 0.75 m, and the nozzle is attached to the end of the pipe. The nozzle is 
1.11 m long and has a diameter of 0.3 m. The Apros model consist of 80 nodes and 
a time step of 10 ms is used. The total simulation time is 100 s.
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(a) Mass flow at nozzle. (b) Error of the mass flow.

(c) Pressure of the tank. (d) Error of the pressure.

(e) Void fraction at the nozzle.
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(f) Error of the void fraction.

Figure 15: The results of the Battelle experiment. The outputs from the parallel 
runs with 2-7 worker processes agree perfectly with the output of the sequential run 
(Seq.). The absolute errors are shown in the plots on the right column. The relative 
error of the mass flow is approximately IO-4 and the errors of the pressure and void 
fraction are 10-5.
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The simulation results are shown in Figures 16 and 17. At the beginning of the 
test, the rupture disk is punctured and fluid starts to flow through the nozzle. The 
pressure in the vessel starts to decrease, and because the flow at the nozzle is choked, 
the mass flow through it decreases at the same pace as the upstream vessel pressure. 
At about 95 s, the flow is cut off. The pressure in the nozzle stays approximately 
constant during the experiment.

The correspondence between the results of the parallel and sequential runs is not 
as good as in the two previous tests. With two worker processes, the results agree 
perfectly, but problems are encountered, when the number of workers is increased. 
This can be clearly seen from the number of iterations taken per time step and the 
time step size in Figure 18. If the iteration does not converge before a set number 
of iteration steps is reached, Apros automatically halves the time step and restarts 
from the last converged time step. The parallel version needs to take more iteration

(b) Error of the top pressure.(a) Pressure at the top of the vessel.

if 240

(c) Temperature at 12 m. (d) Error of the temperature.

Figure 16: The variables inside the pressure vessel in the Marviken experiment. The 
correspondence between the parallel and sequential results is not as good as for the 
two other tests. The differences can be clearly seen from the error plots, where the 
errors peak at the same time more iterations are needed.
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rounds and decrease the time step, when the number of workers is more than two. 
This is seen also in the monitored variables, where the errors peak at these time 
instances.

The pressure in the nozzle oscillates up to about 40 s from the beginning of the 
simulation, and the same is true, but to a lesser extent, for the mass flow. The 
oscillations occur both in the parallel runs as well as in the sequential solution. This 
is clearly seen in the errors of the variables in Figure 17. At the same instance of 
time, when the time step is reduced, the oscillations have larger amplitude than the 
general level. This happens at different times for different number of workers.

Although there are some visible problems, the errors stay rather small. The 
maximum relative error is about 4% for the mass flow, 5% for the nozzle pressure, 
1% for the temperature and 3% for the vessel pressure. Even after encountering a 
problem, the solver can recover fairly well from the instability, and the results stay 
near the values of the sequential version. Only the solution with 5 worker processes
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Figure 17: The variables in the nozzle in the Marviken experiment. For all the runs, 
even for the sequential one, the pressure and mass flow oscillate up to 40 s. This is 
more clearly seen in the error plots.
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deviates more from the trends of the others during the final 5 s.
The interesting fact about the instabilities is, that they occur at different times 

for different number of worker processes. This indicates, that the problem is related 
to the partition of the flow network. As the number of workers changes, so does the 
places of the boundaries, where the network is divided. More precisely, the problem 
is connected to the lack of implicit coupling between the scopes of adjacent workers 
in the matrix solution. If all the matrix solutions are centralized, in which case the 
couplings are implicit, the solution is exactly the same as in the sequential version. 
Another observation is, that the run with seven workers does not produce the largest 
errors. This indicates, that the inappropriate placement of the boundary between 
the workers influences the results more than just the number of workers.

Shortening the time step alleviates some of the encountered problems. For ex
ample by using a time step of 2.5 ms in the case of five workers, which performed the 
worst of the tested cases, the results are very close to the sequential solution. The 
problem is, that the decrease in the time step also impairs the solution by increasing 
the oscillations in the nozzle. This occurs also in the sequential solution.

All in all, the solver handles the calculation fairly well. It might be, that the 
simulated case is difficult even for the sequential solver, as is indicated by the oscil
lations in the nozzle. For this reason, more testing would be necessary to study, if 
same kind of problems are encountered in other models.

(a) Time step. (b) Iterations per time step.

Figure 18: The time step and the number of iterations taken per time step in the 
Marviken experiment. In the parallel runs with the number of workers between 3-7, 
extra iterations have to be taken and the time step must be decreased. The difficulty 
causing this measure happens at different times for different runs, which indicates 
that the problem is related to the partition of the flow network.

6.3 Speedup in parallel execution
The goal for the parallelization is to increase the calculation speed of the program. 
To examine, if the objective was met, the speedup was measured. In addition, the
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efficiencies and experimentally determined serial fractions are reported to investigate 
bottlenecks in the parallelization.

In this section, all results are reported as a function of the number of worker 
processes instead of the total number of processes. This is done, because the master 
process does not participate in the shearing of the work load. For example, in the 
derivation of Amdahl’s law it was assumed, that the work is divided to p parts, and 
to fulfil this assumption p must be the number of worker processes. On the other 
hand, this approach does not agree with the definition of efficiency. The efficiencies 
in the thesis are calculated by using the number of worker processes instead of the 
total number of processes, in which case the results reflect how well the computing 
resources are utilized among the worker processes. It should be noted, that this does 
not comply with the definition of efficiency in the usual sense.

Several Apros models were used to test the speedup in parallel execution. From 
the models used for validation, the Battelle model (220 nodes) was used. No exten
sive testing was done with the Edwards pipe nor Marviken models, since no great 
benefit was expected from the parallelization, because of their small size (50 and 80 
nodes).

In addition to the Battelle model, a pipe model consisting of 2000 nodes in a 
single pipe was constructed for the testing. In contrary to Battelle, the pipe model 
includes also the parallel solution of boron concentration. The length of the pipe was 
200 m and the diameter 6 cm, and the case was simulated for 20 s with a time step 
of 10 ms. Boundary conditions were set at the inflow end of the pipe to sinusoidally 
vary (period 6.28 s) the pressure (1.5±0.2 MPa), void fraction (0.4±0.2) and boron 
concentration (700±500 ppm). This was done to have a transient in the calculation 
instead of a mere steady state. The pressure at the outlet was 1.0 MPa. The parallel 
calculation results were visually inspected to correspond very well with the results 
from the sequential run.

To test the effect of the size of the model, three additional pipe models were 
made by copying the pipe with 2000 nodes. These models included two, three and 
four copies of the pipe with the same boundary conditions for all. By this way, the 
sizes of the models were extended up to 8000 nodes with 2000 node intervals.

In the first part of this section, the methods used for estimating the errors in 
the measurements are introduced. Second, the results are reported for the Battelle 
model and the pipe model with 2000 nodes, and a comparison is made to the trends 
predicted by Amdahl’s law. Also, possible causes for the observed phenomena are 
contemplated. Finally, the results obtained from all runs are compared to each other 
to study the effect of increasing the model size.

6.3.1 Error analysis

All the quantities that are calculated are based on measuring the execution time of 
the program. Apros has a built-in timer for measuring the execution time, which 
displays the results as calculation speeds, i.e. as ratios of the simulation time to the 
elapsed calculation time

Tx sim /слг'\s = (26)Trreal
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There are several options available for measuring speeds both in wall clock and 
CPU time. For example, the instantaneous speed of a single time step, the averaged 
instantaneous speed, or the speed calculated from the beginning of the simulation, 
can be measured.

For each test run, the speed calculated from the beginning of the simulation in 
wall clock time was recorded. This option is used, because it contains the whole 
execution time of the simulation phase, and is therefore compatible with the notion 
of the execution time as meant in the definition of speedup. The measurement does 
not include the time spent in the simulation preparation.

Although the calculation speed is recorded, the real measured quantity, whose 
measurement results are normally distributed, is the calculation time. Therefore, 
the reciprocal of the recorded speed is taken to get the time

(27)T= -
s T4i,S sim

As can be seen, the quantity is the elapsed time normalized by the simulation time.
The normalization does not have an effect on the results, because the common factor 
cancels out when the speedup is calculated. For each test case, the simulation is 
run N times and the mean T is calculated from the individual times Tu г = 1,..., N. 
The error in the time is estimated by the standard error of the mean

(28)

Below, the overline notation will be omitted, and the times T are used to refer to 
the average times.

When the average times and their errors are known, the speedups can be calcu
lated from the Equation (1). The errors are estimated with the differential

АГ(1) Г(1)АГ(р)
T(l) T(p)2 (29)

Similarly, the efficiency and the experimentally determined serial fraction are cal
culated from the Equations (2) and (10), and the errors are estimated with the 
differentials:

V
(30)

ЛА = (31)
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6.3.2 Comparing speedup to Amdahl’s law

In this section, the measured speedups, efficiencies and experimentally determined 
serial fractions are presented for the Battelle model and the pipe model with 2000 
nodes. The obtained results are compared to predictions given by Amdahl’s law. 
The execution time was measured four times for each number of worker processes 
as well as for the sequential version.

The measured speedups are given in Table 2. A maximum value of 2.12 ± 0.03 
was obtained for the Battelle model with 5 workers, while the value 2.99 ± 0.02 was 
measured for the pipe model with 6 workers. The speedups, along with the efficien
cies and the experimentally determined serial fractions, are depicted graphically in 
Figure 19, where also the prediction given by Amdahl’s law is shown.

Table 2: The speedup of the computation for different numbers of worker processes, 
p. The maximum error was 0.05 for the Battelle model and 0.07 for the pipe model.

V 2 3 4 5 6 7
Battelle 1.31 1.67 1.93 2.12 2.12 1.95

Pipe 2000 1.47 1.92 2.33 2.77 2.99 2.96

The problem with using Amdahl’s law directly as a reference point is, that the 
real serial fraction of an algorithm is very difficult to reliably determine. The time 
consumption of the sequential Apros was measured with a profiling tool for both test 
cases, and from the data it was estimated, that about 95% of the time was used in 
routines, that benefit from the parallelization. This portion should be high, because 
both of the test cases use exclusively the six-equation model. No data is available 
for distribution of computing time inside the routines, but it was estimated, that 
no more than 10% of the time is used in sequentially executed parts. The overall 
serial fraction was approximated to be 0.10 ± 0.05. It should be recognized, that 
the estimate is very crude, and is meant for providing an example, how the trends 
should behave, more than an accurate upper limit for the speedup.

From the Figure 19 it can be seen, that the speedup and efficiency are not at the 
same level as the prediction from Amdahl’s law. The difference can be explained by 
the overhead from the parallelization, which includes the time needed for communi
cation and synchronization. Although the level is not the same, the general trends 
follow Amdahl’s law. For the largest numbers of workers, the speedup saturates in 
the pipe model and starts to decrease in the Battelle model. The differences between 
the two models are mostly related to the size of the models, and will be explained 
more thoroughly in the next section.

The speedup and efficiency are not especially well suited to diagnosing problems 
in the parallelization. For this reason, the Karp-Flatt metric, i.e. the experimentally 
determined serial fraction, was calculated from the measurements and is shown in 
Figure 19. In optimal conditions, the limiting factor is the real serial fraction, 
in which case, the Karp-Flatt metric should be a constant as a function of used 
processors.
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Figure 19: The measured speedup, efficiency and Karp-Flatt metric for the two test 
cases. The values are compared to the predictions given by Amdahl’s law, computed 
with a serial fraction of / = 0.10 ± 0.05.

In the parallelization, the collection of data to the master process is implemented 
in such a way, that only the data owned by the worker is sent. This is not the 
case in the other direction, as the master always broadcasts entire arrays to the 
workers. Therefore, the amount of sent data increases as more worker processes 
are used. Also the number of messages increases and more processes participate in 
the synchronization. Therefore, it is expected, that the communication overhead 
increases as a function of worker processes, which in turn should show as a smooth 
increase in the experimentally determined serial fraction.

As can be seen from the figure, this is not the case. Up to five workers, the 
Karp-Flatt metric actually decreases, meaning that the parallelization works more 
optimally as more processes are used. There are several possible explanations for 
this behaviour: the total amount of work can diminish, the cause may be in load 
balancing, the communication might work better with larger number of processes 
or there might be some other hardware bottleneck, such as the memory.
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First, in certain circumstances, the total workload of a parallel algorithm can 
be less than that of its sequential version. In the current implementation, one 
mechanism that could reduce the workload is the distributed solution of the matrices. 
If the cost of the matrix solution scales in a higher power than linear, which is 
usually the case, solving several smaller matrices instead of one large one could 
reduce the total work. It is, nonetheless, unlikely, that this is the reason for the 
observed behaviour, because the matrix solutions take such a small fraction of the 
computational time.

A second reason could be the load balance. If the load balance improves as more 
workers are added, the experimentally determined serial fraction would decrease. 
This is also an unlikely reason, because the fraction decreases smoothly, whereas 
the load balance would most likely vary, when processes are added, and thus also 
the Karp-Flatt metric.

Third, the communication overhead might decrease with more processes, be
cause, as was mentioned, in the collection of data the size of the individual messages 
decreases as the number of workers increases. When the initial optimizations were 
done to the communication routines, it was noticed that the size of the messages 
did not affect the performance as much as the number of messages, i.e. the commu
nication cost was latency dominated. This observation is in contradiction with the 
made argument. More research would be needed to clarify how big an effect the size 
of a message does have on the communication time.

Fourth, the cause may be related to a memory bottleneck. When the number of 
worker processes is increased, the size of the data set, that a process needs to access, 
decreases. This means, that a larger portion of the needed data fits in the cache, 
which in turn reduces the number of expensive main memory calls. This could lead 
to a smooth decrease.

After five worker processes, the decrease in the experimentally determined serial 
fraction levels off in the pipe model. The small increase for seven workers can be 
explained by the test environment, and will be more thoroughly handled in the next 
section. For the Battelle model, the values start to increase after five workers. This 
increase can be contributed to the communication overhead. The model consists of 
only about 220 nodes, meaning that time savings from reducing the work load do 
not compensate the increased communication need. For example, using 7 workers 
instead of 6, reduces the number of nodes owned by one worker by about 6. Reducing 
the computation time by such a few nodes cannot anymore cover the increased 
communication time.

6.3.3 The effect of the size of the model

In this section, the effect of the size of the model to the speedup is investigated. In 
addition to the two models used in the last section, three more pipe models, with 
4000, 6000 and 8000 nodes each, are used. The measurement series was repeated 
four times for all the test models.

Increasing the model size is expected to effect the speedup by various mecha
nisms. First, increasing the size should decrease the serial fraction, because the
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Figure 20: The speedup for different sized models. As a general trend, increasing 
the number of nodes in the model (shown in the legend) increases the speedup for a 
given number of worker processes, but the level does not increase between the 6000 
and 8000 node models.

proportion of parallelizable work increases relative to the control structures and 
other serial work. This would lead to higher speedups. Second, if the cost of com
munication is latency dominated, the proportion of time used in the communication 
routines decreases relative to the time used for useful calculations. This has the 
same effect as reducing the serial fraction. Third, a larger model size means, that 
more data has to be transferred. If the communication is limited by the bandwidth, 
increasing the model size would translate to a lower speedup. The initial optimiza
tion of the communication routines indicated, that in the current test environment, 
the communication is latency dominated, and therefore increases in the speedup are 
expected.

The speedups calculated from the measurements are shown in Figure 20. As 
a general trend, the speedup for a certain number of worker processes grows as 
the model size is increased. The highest speedup of 3.74 ± 0.04 was measured for 
the pipe model with 8000 nodes, when executed on six worker processes. Other 
observations that can be made are, that in all cases the speedup saturates as a 
function of workers at the last measurement point, and that the two largest models 
give roughly the same results. Also, the results of the three largest pipe models 
do not follow the general trends when run with 2, 3 and 4 workers. The efficiency 
is shown in Figure 21. As was expected, the efficiency increases as the size of the 
model is increased and decreases when more worker processes are used.

The results agree very well with the expectations. As the model size increases, the 
speedup increases due to the reduced serial fraction and the smaller relative portion 
of overhead from communication to the useful computations. The saturation of the
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Figure 21: The efficiency for different sized models. The efficiency follows the same 
trends as the speedup. The values grow as the model size increases.

speedup for seven worker processes can be explained by the run environment for all 
test cases except the Battello model. With seven workers, all the eight CPUs of the 
computer are used for the Apros processes. Because the system remains responsive, 
the operating system must change between the execution of different programs on 
the CPU, for which the process priority of Apros was not set to the highest level. 
This causes the one process to lack from the speed of the others, causing the others 
to wait at the communication points as the processes synchronize with each other.

The saturation of the speedup as a function of the model size starts to show 
for the model with 8000 nodes. The obtained speedups are roughly equal as for 
the model with 6000 nodes. This is somewhat unexpected, because the overhead 
of the communication is assumed to be latency dominated. At least the behaviour 
cannot be explained only by the communication cost model of Equation (11), when 
assumed that the latency and bandwidth are constant. When the serial fraction 
diminishes and the communication is latency dominated, the speedup would even
tually approach linear behaviour. This is clearly not the case, meaning that some 
other overhead becomes dominating when the model size is large. One reason might 
be, that the communication medium becomes blocked when more data is exchanged, 
meaning that the bandwidth does not stay constant. To determine the precise cause 
of this behaviour, more research would be needed.

More insight is obtained by looking at the Karp-Flatt metric, which is shown in 
Figure 22. As a general trend, increasing the model size decreases the experimentally 
determined serial fraction, meaning that the real serial fraction and the relative 
communication overhead decrease. The increase in the values, when run with seven 
workers, is caused by the test environment as explained earlier.

For the three largest models the experimentally determined serial fraction varies
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Figure 22: The Karp-Flatt metric for different sized models. The experimentally 
determined serial fraction decreases as model size is increased. All models exhibit 
the decreasing trend as a function of the number of workers. Exception to this trend 
is made by the points, in which the serial fraction dips. At these points the number 
of pipes in the model matches the number of used worker processes.

considerably as the number of workers is increased. Usually this kind of variation is 
a sign of a non-optimal load balance. The load balance argument is supported by 
the fact, that the variations match perfectly the number of pipes in the models. The 
three biggest models have been constructed by copying the pipe with 2000 nodes 
for two, three and four times. It can be seen, that the Karp-Flatt metric hits a 
minimum, when the number of pipes equals the number of workers, i.e. the value 
dips with two workers in the 4000 node model, with three in the 6000 and with four 
in the 8000.

When each worker owns a single pipe, the load is perfectly balanced. This 
is because the copied pipes have identical initial values and boundary conditions, 
meaning that exactly the same calculations occur at all the processes. On the other 
hand, the same argument should apply to the case, where four pipes are divided to 
two workers. As can be seen from the Karp-Flatt metric, this is not the case, as 
similar deviation from the trend does not occur.

If the load balance is the cause, it would also indicate, that the balance is not 
ideal for those measurements, where the number of workers does not match the 
number of pipes. It was checked, that also in these cases the nodes are divided 
very evenly to the workers. This in turn suggests, that the computational work 
per node can vary from node to node. This is indeed possible, since for example 
the material property calculations for some properties include an iteration for each 
node. Depending on the prevailing conditions, this iteration can converge faster for 
some nodes than others.
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When the points where the dip occurs are omitted, the trend in the Karp-Flatt 
metric is decreasing for all the models. It is probable, that the same mechanism 
explains both the drops and the decreasing trend, because in a drop the experi
mentally determined serial fraction falls approximately to the same level where the 
global minimum is. If the cause is the load balance, it would mean that the load 
balance gets gradually better when processes are added. It seems unlikely, that the 
load happens to get better divided in all models for each added process.

Another suggested cause for the decreasing trend in last section was the effect of 
the cache. This could also explain the drops to some extent. The data for the nodes 
of a single pipe is stored in consecutive locations in the memory. If the worker owns 
the whole pipe, it makes sure that no unneeded data is copied to the cache. When 
the pipe is divided to several workers, the memory locations might not be next to 
each other, meaning that when a cache line is copied, it might contain unnecessary 
data.

The memory effects and the load balance are the two most probable reasons that 
would explain the decreasing trend in the Karp-Flatt metric. To clarify which one, 
if neither, is the reason, more tests would be necessary.

6.4 Discussion of the results
In general, the solver performed well in the testing. In the validation, the Edwards 
pipe and the Battelle cases were calculated with perfect correspondence to the se
quential results, while numerical problems occurred in the Mar viken case. Also the 
results concerning the calculation speed were positive, as maximum speedups be
tween 2.1-3.7 were measured for the different models. Because the development of 
the parallel version is still under way, the conducted tests could not be as compre
hensive as would be desirable. Next, some aspects are handled, which should be 
taken in the consideration in future tests. Also, the correspondence between the 
now obtained results and those, what can be expected from the finished product, 
are pondered.

First, all the validation cases were fairly similar, i.e. all contained a pressurized 
vessel, that was discharged. Also, the models contained only six-equation model 
components and, therefore, the couplings to other, already integrated packages were 
not tested. A more varied test set would be desirable, but before more complicated 
models can be used, the rest of the connections of the six-equation model to the 
other Apros packages must be implemented.

Second, none of the validation or speedup models included non-condensable 
gases. The non-condensable gas solution is a relatively tightly coupled part of 
the six-equation model, and it should be tested to make sure, that no numerical 
problems arise from the distributed solution of the matrices. Also, when the model 
does not contain non-condensables, two of the three data exchange events related 
to the gas solution are skipped. This somewhat affects the results of the speedup 
measurements by decreasing the overhead from communication.

Third, all the models were essentially straight chains of nodes and branches, 
meaning that the performance of the graph partitioner was not yet fully tested. A
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more complicated network may also lead to situations, that are more difficult for 
the solver to handle numerically. In addition, the nodes of each process component 
were not grouped to a single worker, because of the simplicity of the used models. 
This means that the load balance is very good, whereas in real life models a small 
load imbalance will be caused by the grouping.

The prerequisite for continuing the testing is that the connections to the other 
packages in Apros are implemented. This way a wider set of more complicated 
models can be taken into use. With a wider test set, it will be seen, if similar 
instabilities as in the Marviken case occur. If this is the case, the algorithm must 
be modified, because even if the accuracy of the results is acceptable, the reduced 
time step and the extra iterations quickly cancel out the performance gain obtained 
from the parallelization.

The cause for the instabilities is the explicit coupling across the boundaries of 
the workers’ scopes. To remedy the problem, the implicitness over the boundaries 
must be increased. This can be done, for example, by solving more of the matrices 
centrally. The parallelization has been implemented in such a way, that it is rela
tively easy to make this modification. If this measure is needed, the gained speedup 
will be reduced to some extent, but preliminary tests have shown, that the parallel 
version will still be faster than the sequential one.

The models used to study the speedup are in some aspects too ideal. In real 
life models, the speedups are likely to be somewhat lower. The main reason for 
this is, that in most models there are also other packages than just the six-equation 
model. This will increase the serial fraction, and more importantly more commu
nication will be needed to handle the connections between the packages. Both the 
amount of transferred data and the number of synchronization points will increase. 
All in all, the attained speedup will be highly model dependent, and it will be influ
enced, among other things, by the extent of the six-equation part relative to all the 
packages, the number of nodes, and how well the flow network can be partitioned.

The speedup tests indicated that higher speedups are attainable by using more 
processes. For all models, except the Battelle, the speedup did not saturate as 
the number of workers was increased before the final seven workers, when the test 
computer became the bottleneck. In addition, the parallelization worked even more 
optimally, when the number of processes was increased. A certain cause for this was 
not identified, but a cache related bottleneck or load imbalance were seen as the 
two most probable candidates. More testing would be necessary to find out the true 
cause. In any case, the results looked very promising for obtaining higher speedups.

Thus far, all the tests have been conducted on the same workstation. To have a 
more comprehensive view of the performance, different hardware environments will 
be used. Also, to continue the testing with higher number of processes, another 
system is necessary. Optimally, a multicore computer with more CPUs could be 
used to maintain the fast communication through the shared memory, but tests 
should also be conducted on real distributed systems, such as a cluster, to see 
how the parallelization performs in the environment it is primarily targeted for. A 
distributed system offers better scalability in the terms of the number of processes, 
but the risk is, that the higher cost of communication will impede the good results



obtained on a shared memory platform. The hardware will in any case influence the 
results and therefore several systems should be tested.
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7 Conclusions
Parallelization has been recognized as an important means to increase the calculation 
speed of Apr os. In this thesis, a parallel solution method for the six-equation model 
was implemented and tested. The main goal of the work was to develop a working 
solution algorithm separately for the six-equation model, and to demonstrate, that 
the algorithm can be used as the basis for the development of the full parallel A pros.

The practical work in the thesis consisted of two parts: the implementation and 
development of the algorithm, and the testing of its performance. The implemen
tation was started based on the original proposal for the parallel solution method. 
During the initial testing it was discovered, that the proposed method did not work 
as intended. During the work the algorithm was further developed, and in this thesis 
a new, improved parallel solution method is presented.

The goal of the testing was to investigate, that the algorithm functions as in
tended, and that it is suitable for further development. Two prerequisites were set 
for the performance. Firstly, the calculation results must be sufficiently close to the 
ones produced by the sequential version, and secondly, the parallel version must run 
faster than the sequential one.

The correctness of the results was investigated in the validation, where three 
standard separate effect tests were calculated. Two of the cases were calculated with 
perfect correspondence to the sequential results, while small numerical difficulties 
were observed in the third one. The problems were contributed to the lack of 
implicit coupling between the sub-domains of different processes in the solution of 
linear systems.

The improvement in the calculation speed was investigated by measuring the 
speedup for different test models as a function of the number of processes. The 
test results were very promising as speedups up to 3.7 were measured. In addition, 
the experimentally determined serial fraction indicated, that higher speedups are 
achievable by further increasing the number of processes. It was recognized, that the 
used test models were too optimal to accurately predict the performance of the fully 
parallelized Apros with real-life models. In general, the best results are predicted for 
large models with high proportion of six-equation model, but the achievable speedup 
will be highly model dependent.

In the future, both the development and the testing should be continued. For the 
development, the integration of other Apros packages to the parallelization is the 
first priority, and it is also a prerequisite for more robust testing. As more packages 
are integrated, the set of available test models can be increased, and testing can 
be conducted with more versatile models. With real-life models, it will be seen, if 
similar numerical problems, that occurred in the Marviken case, are repeated. In 
addition, the speedup can be measured for a more representative set of models. Only 
then can the performance gain be reliably evaluated.

Thus far the testing has been done on a single multicore PC. In the future, the 
tests should be continued on different machines with different hardware technologies. 
This way, a more comprehensive picture of the performance of the parallelization will 
be obtained. Especially, true distributed memory systems, such as clusters, should
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be tested. These platforms offer a better scalability in the terms of the number of 
available processors, but likely at the cost of increased communication overhead.

Two main risks are seen, when the development is continued. The first risk 
is the numerical stability. If further testing reveals problems with the algorithm, 
for example similar as seen in the Marviken case, modifications are needed. The 
most straightforward way to tackle these problems is to ensure the implicit coupling 
between the sub-domains by centralizing the solution of all matrices. If this is 
necessary, more communication is needed, and therefore there will be a cost in the 
form of a lower speedup. The second risk is related to extending the parallelization. 
When more Apros packages are integrated to the solver, there is a risk, that the 
increased communication will consume the benefits from the parallelization. In this 
case, it might be necessary to make larger modifications to the solver, or try to 
parallelize the work of other packages to increase the positive effects.

All in all, the test results were very promising and the development of the full 
parallel Apros should be continued on the basis of the parallelization of the six- 
equation model. If the same level of speedups can be maintained for the final 
product, Apros users will benefit significantly.
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