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Due to many new applications and cloud services the need to transfer data increases 
rapidly. Therefore, networks' owners have to invest to new infrastructure or find new 
ways to transfer data. This thesis reveals what would the network at the airport be like 
and its costs if delay tolerant data were transferred around the world using commercial 
airliners.  First  a  network  was  designed  for  Helsinki  Airport,  Stockholm  Arlanda 
Airport and London Heathrow Airport. Then they were simulated using NS-2 network 
simulator.  The costs  were calculated by summing the prices of all  the devices and 
estimating installation costs.

The simulations were run using eight different file sizes between 1 and 430 GB. The 
arriving planes carried files that were transferred either to departing planes or to a 
server at the airport to wait for a suitable departing plane. Typical delay was between 1 
and 2 hours when the files were transferred to a departing plane via server. 5 – 10 GB 
files were the easiest to be transferred. The bigger the files were the more difficult they 
were to be transferred, because the transfer time was limited. Regardless of the file size 
there was a strong correlation between the number of files transferred from the planes 
and the times the planes were at the gate. If all the files had been transferred to a server 
first, more big files could have been transferred from the arriving planes. Typically 
small files were transferred directly form plane to plane and large files via server. The 
change happened between 10 and 43 GB at Helsinki and Arlanda Airports and between 
43 and 86 GB at Heathrow. The costs per airport gate were between $900 and $1100 
which didn't correlate with the size of the airport. However, the bigger the maximum 
number of planes at the gates was, the higher the costs per gate were.
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Monien uusien sovellusten ja pilvipalvelujen myötä verkossa siirrettävän datan määrä 
kasvaa erittäin nopeasti. Verkkojen ylläpitäjien on joko investoitava nopeampiin verk-
kolaitteisiin tai keksittävä uusia tapoja siirtää dataa. Tässä diplomityössä tutkitaan, mil-
lainen ja kuinka kallis olisi lentokentällä oleva verkko, jos viivettä sietävää dataa siir-
rettäisiin ympäri maailman tavallisten matkustajalentokoneiden mukana. Työssä suun-
niteltiin lähiverkko Helsinki-Vantaan, Tukholman Arlandan ja Lontoon Heathrown len-
tokentille. Verkkojen toiminta todennettiin simuloimalla ne NS-2 simulaattorilla. Kus-
tannukset saatiin laskemalla yhteen tarvittavien laitteiden hinnat ja arvioimalla asen-
nuskuluja.

Simuloinneissa käytettiin kahdeksaa eri tiedostokokoa välillä 1 – 430 GB. Saapuvissa 
koneissa oli tiedostoja, jotka siirrettiin joko suoraan lähdössä olevaan koneeseen tai 
lentokentällä olevalle palvelimelle odottamaan sopivaa konetta. Palvelimen kautta läh-
tevään koneeseen siirretyt tiedostot kokivat tyypillisimmin tunnin tai kahden viiveen. 
Helpoimmin siirrettäviä tiedostoja olivat 5 – 10 GB tiedostot. Mitä suurempia tiedostot 
olivat, sitä hankalampi niitä oli siirtää, koska siirtoaikaa oli rajallisesti. Koneesta siir-
rettyjen tiedostojen määrä korreloi vahvasti portilla oloajan kanssa tiedostokoosta riip-
pumatta. Jos kaikki tiedostot olisi siirretty palvelimen kautta, olisi se auttanut ainoas-
taan kaikkein suurimpia tiedostoja. Pienet tiedostot siirrettiin useimmin suoraan ko-
neesta koneeseen ja suuret palvelimen kautta. Muutos tapahtui Helsinki-Vantaalla ja 
Arlandalla välillä 10 ja 43 GB ja Heathrowlla välillä 43 ja 86 GB. Verkkojen kulut yhtä 
lentokentän porttia kohti vaihtelivat kentästä riippuen välillä 900 - 1100 $, millä ei ol-
lut yhteyttä kentän kokoon. Sen sijaan, mitä enemmän samanaikaisesti porteilla oli ko-
neita, sitä korkeammat olivat kustannukset porttia kohti.
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1  Introduction
The Internet consists of networks that are usually stable and topology changes occur 
slowly. Packets are lost fairly seldom, and when they are lost, short delays enable fast 
retransmissions.  Many Internet  protocols need stable  network conditions  in  order  to 
transfer data efficiently. Many popular Internet applications are interactive and require 
short  latencies.  Their  users  know  what  they  want  and  expect  to  get  it  quickly. 
Traditional Internet usage has created a misconception that all communication works 
like that, but in fact many applications use data that can be useful even after a long 
period of time. This kind of data is called delay tolerant data. Even data that is used in 
an interactive application can become delay tolerant if it's important enough and the 
network is so unstable that the user is happy to get it through at some point. Delay-
tolerant Networking (DTN) is a technology that can be used to transport delay tolerant 
data.

Delay tolerant network is an overlay network situated usually above the transport layer 
or a lower OSI layer. Fundamentally DTN is a store and forward network that allows 
data  packets,  or  bundles  in  DTN terminology,  to  be  stored  to  one  or  many  nodes. 
Ordinary routers and switches also store packets, but in DTN networks bundles remain 
in network nodes longer. Stored bundles are destroyed only when their TTL is exceeded 
or  the  storage memory runs  out.  Delay  tolerant  network  can be formed of  network 
devices managed and maintained by a network administrator or it can be an ad hoc 
network.

DTN technology can be used for many reasons in many kind of applications. It can be 
used when the network connection is poor or exists only some of the time. The only 
available network may not have an end-to-end connection, delays are long and packets 
are  lost  all  the  time.  Often  some or  all  the  nodes  in  the  network  move  creating  a 
topology that is constantly changing. In this kind of environment conventional Internet 
protocols may not work at all and an additional protocol like DTN is needed. Even a 
stable and reliable network can benefit from DTN properties. It enables data transfers 
over a longer period of time, which can benefit the user, too, if the postponed transfer is 
compensated  with  lucrative  offers.  In  some  cases  DTN  can  even  offer  faster  data 
transfers than traditional Internet.

1.1  DTN Can Bring Savings to Home Users and ISPs

ISPs design their networks so that they are able to handle the peak loads. Usually the 
load fluctuates heavily over the time, which leads to resource wastage for most of the 
time. For example, home users use their Internet connections mostly during the evening 
because  they  are  not  at  home  during  the  day.  Many  new  bandwidth  consuming 
applications together with flat-rate charging schemes are growing the gap between peak 
and off-peak usage. This means that there is a lot of free off-peak capacity that the ISPs 
have already paid for. [1]

Laoutaris and Rodriguez have studied how this free capacity could used by transferring 
delay tolerant data off-peak only [1]. For example, an end-user who downloads a full 
movie usually does it days or at least hours before actually watching it, so the download 
could easily be postponed until there is free capacity in the network. The reasons why it 
is not done today is because the end-users are not offered incentives and because the 
network can't recognize such data automatically. Laoutaris and Rodriguez suggest that 
there could be a simple button in the modem where the end-user could select constant or 
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reward transfer  mode.  Constant transfer  would  allow  the  end-user  to  use  the  full 
capacity at any time and he would not be rewarded by any way. Using the reward mode 
would limit the maximum transfer rate during the peak hours and reward the user with 
faster than purchased transfer rates during non-peak hours. This would benefit the ISP 
because it wouldn't create any extra costs. The off-peak load would not be higher than 
the peak load and the offered capacity would otherwise be unused. In the future the ISP 
wouldn't have to invest to new network components as often if the peak capacity would 
grow slower because the off peak capacity would be used more efficiently. [1]

Another method to utilize off-peak capacity proposed by Laoutaris and Rodriguez was 
Internet's post offices (IPOs). IPO is a storage repository in ISP's network near the end-
user who uses it to store data. Instead of sending his delay tolerant data directly to the 
receiver, he can upload the data to an IPO and let ISP send it when there is free capacity  
in the network. Without an IPO the sender would be required to monitor the transfer and 
couldn't use the computer to anything useful. ISP would again save in the network costs 
because only the off-peak capacity would be used. [1]

According to Laoutaris  and Rodriguez the reason why some ISPs have not released 
fiber to the home (FTTH) technology is partially because it is so fast that the end-users 
would  transfer  so  much  data  that  it  would  create  problems  elsewhere  in  the  ISP's 
network. If IPOs were connected to end-users' premises using FTTH and they would be 
used  to  transfer  delay  tolerant  data,  it  could  lead  to  faster  Internet  connections  in 
interactive  applications  where  it's  really  needed.  All  these  proposition  made  by 
Laoutaris and Rodriguez could bring savings to both ISPs and their customers. [1]

1.2  DTN Can Bring Savings to Business Users

Many business and scientific organizations can benefit  from delay tolerant transfers, 
too. Many scientific and industrial applications generate every day several gigabytes or 
even terabytes of data that has to be transferred to other facilities around the world. That 
data  could  be transfered  using  Content  Distribution  Network (CDN) or  transporting 
HDD's or DVDs using a courier service like FedEx. [2]

Laoutaris, Smaragdakis, Stanojevic, Rodriguez and Sundaram compared different ways 
to transfer delay tolerant data over long distances using unused off-peak capacity [2]. 
They compared scheduled End-to-End (E2E-sched) transfer, Store and Forward (S&F) 
transfer and using FedEx to transport hard drives. E2E-sched sent data directly from the 
sender to the receiver only when there was free capacity all the way from the sender to 
the receiver. S&F sent data first to an intermediate storage node when there was free 
capacity  between  the  sender  and  the  intermediate  node.  Later  when  there  was  free 
capacity between the intermediate node and the receiver, the intermediate node sent the 
data to the receiver. Laoutaris et al. found out that E2E-sched was able to transfer 20% - 
30% less data than S&F when the time zone difference between the sender and the 
receiver was not more than 5 hours. As the time difference grew, S&F was quickly able 
to transfer twice as many bytes as E2E-sched. Even though the time zone difference was 
long, it didn't mean that S&F was always better than E2E-sched. The reason why long 
time difference had such a big impact was because free capacity in the sender's and 
receiver's end didn't coincide. Because S&F stored the data in an intermediated node, it 
was able to wait for the best time in both ends to send the data. Using S&F Laoutaris et  
al. were able to transfer 24 TB in a day from EU to Latin America using only the 
unused capacity.
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Laoutaris et al. also calculated the costs to transfer 27 TB from EU to Latin America in 
one day. 27 TB is what CERN's Large Hadron Collider (LHC) generates on a daily 
basis.  They  estimated  that  transferring  that  much  data  using  a  regular  Internet 
connection would have required a 2.5 Gbit/s connection that would have cost anything 
between $75 000 and $225 000. They calculated that using FedEx to transport hard 
drives every day would have cost $18 000 in a month. They found out that E2E-sched 
would have been cheaper than FedEx in 38% and S&F in 70% of the cases. Both E2E-
sched and S&F were assumed to be using 95-percentile pricing where the top 5% of the 
bit rates are removed and pricing is based on the highest remaining bit rate. [2]

Laoutaris et al. found out that when the time zone difference was not more than 5 hours, 
E2E-sched was quite effective because it didn't require intermediate nodes. When S&F 
was able to transfer data without extra costs usually E2E-sched was able to do it, too.  
But as the time difference grew, S&F became more effective. When the time difference 
was 6 hours, S&F was twice as effective as E2E-sched, and when the difference was 12 
hours, S&F was three times more effective. They estimated that FedEx would be the 
cheapest only if the data were sent only occasionally. [2]

Laoutaris et al. showed that using only unused off-peak capacity delay tolerant transfers 
can bring great savings to many business users if data is transferred often and there is a 
lot of it. [2]

1.3  DTN Can be Faster Than the Internet

In neither of the studies mentioned in sections  1.1 and  1.2 the nodes of the networks 
moved.  DTN  community  has  also  carried  out  studies  where  the  nodes  of  a  DTN 
network move either randomly or according to a schedule. Often in the studies where 
node movement has followed a schedule, the nodes have been vehicles of a local public 
transportation, such as buses or trams, limiting the geographic dimensions of the study 
to one city or so. In 2009 Ott and Keränen carried out a study where they simulated a 
scheduled DTN network in a global scale [3]. In their simulations files were transported 
around  the  world  using  ordinary  commercial  airplanes  that  followed  a  real  flight 
schedule.  Essentially,  their  scenario  had  a  similar  store  and  forward  idea  as  what 
Laoutaris et al. used and was explained in section 1.2. The biggest difference was that in 
this case the intermediate storage node moved closer to the receiver. When a plane was 
at the gate at the airport, it was  connected to the airport network with a 1 Gbit/s link. 
The network was used to transfer files between the planes and the airport. Even when 
there was not a suitable plane where a file could be uploaded, it was not lost because it 
was stored on a server in the airport network. [3]

In most of their simulations they studied only top 100, 300 or 700 of the busiest airports  
in the world. 100 messages were generated and sent to random airports. The results are 
in table 1. Hop count was double the number of flights because transferring a file to the 
plane was one hop and transferring it to the airport was another one. When 300 or 700 
airports were studied, delivery probability was almost 100%, and non delivery occurred 
only when the simulation time ended before the message was delivered. When 3879 
airports  were  studied,  delivery  probability  was  lower  because  often  there  were  no 
suitable planes that could deliver the files to their destination. Average delay was 20 – 
22 hours when 300 or 700 airports were studied, but the delay became longer when the 
number of airports grew. The average hop count was about 7 – 8 when there were 300 
or 700 airports but it also grew when there were more airports. Busy airports were well  
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connected and had flights to many other airports around the world, which reduced the 
hop count. [3]

Table 1: Average simulation results [3]

Airports Delivery probability [%] Delay [min] Hop count

300 99.2 1214 7.06

700 97.8 1347 8.17

3879 61.0 1900 11.33

Ott and Keränen also studied sending data From Helsinki to five airports and compared 
the results with normal TCP-transfers. The results are in table 2.

Table 2: Sending data from Helsinki Airport to five airports

Destination Flight time [h] Delay [s]
RTT 
[ms]

TCP 
throughput 

[Mbit/s]

DTN 
throughput 

[Mbit/s]
Break even 

[GB]

Stockholm 1 10800 8 40.0 333 54

Frankfurt 2 14400 40 8.0 250 14

Madrid 4 21600 60 5.3 167 14

New York 8 36000 120 2.7 100 12

Los Angeles 12 50400 190 1.7 71 11

Before the departure each plane was assumed to be at the gate for 60 minutes. During 
that time the data was uploaded to the hard drive on-board. Also after the arrival planes 
were assumed to stay at their gate for 60 minutes after the arrival. During that time the 
data was uploaded from the planes to other planes or a server at the airport. In table 2 
these two hours and the flight time constitute the delay. Round trip time (RTT) was 
measured using PING. TCP throughput was calculated using one TCP connection. DTN 
throughput calculation was based on the assumption that on each plane there was 450 
GB of data which is the maximum number of bytes that can be uploaded in  an hour 
using a 1 Gbit/s connection. Break even is the limit when transferring data by airplanes 
becomes faster than a TCP transfer. Table 2 shows that transferring three DVDs or more 
to central Europe can be faster using airplanes than a single TCP connection, which 
indicates that using DTN can be faster than a conventional Internet if the number of 
bytes is large enough. [3]

1.4  The Goals of This Thesis

Even though the study carried out by Ott and Keränen was thorough, it didn't try to 
cover all  the details of the scenario.  One aspect that remained undealt  with was the 
network  at  the  airport  and how exactly  was the data  being  transferred  between the 
planes and the airport. All the planes were assumed to be at the gate a full hour before 
takeoff and after landing. In reality this may not be the case, so some of the data could 
not be uploaded from the planes. This thesis aims to clarify the events at the airport.
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The goal of this thesis is to find out what kind of network is needed at the airport and 
how much does it cost. One network is not meant to fit all airports but three airports are 
taken under closer scrutiny. When a plane is at the gate, it is connected to the airport 
network with a 1 Gbit/s link and the rest of the network is designed to be able to handle 
the traffic loads. Every airplane carries a Network-Attached Storage (NAS) device that 
stores the data. Arriving planes carry files, and each file has a destination airport where 
the file is transferred. After the arrival planes try to send each file to a plane that is 
departing to that destination. When there aren't any suitable planes departing, the files 
are uploaded to a file server that can be found in every airport terminal. Eventually, 
when a plane is departing to a suitable destination, the files on the servers are uploaded 
to the plane. Using Network Simulator NS-2 and actual airport schedules the network at 
each airport is simulated. The simulations are carried out using different size of files 
which should give an insight how the performance of the network is affected by the file 
size.  Based  on the  simulation  results,  the components  that  are  needed  to  build  the 
network  are  selected  and  their  costs  are  calculated.  Without  actually  building  the 
networks, it is very difficult to calculate all the single nuts and bolts. Therefore, only the 
bigger  and  more  valuable  network  components  and  an  estimation  of  the  cable 
installation costs  are  included in the calculations.  The simulations  may reveal  some 
common phenomenons that occur at all the airports. How many of the files are left in 
the arriving planes? How long are the delays? How large the files should be so that the 
file transfer is optimal? These are the most important questions.

1.5  The Structure of This Document

Later in this  document chapter  2 covers the theoretical background of the computer 
networks including DTN-technology. Chapter 3 introduces the overall plan of the study, 
the three airports and their schedules. Chapter 4 talks about the NS-2 simulator and the 
simulations. Chapter 5 then presents the simulation results. First each airport is covered 
in its own section, and then the results are compared to each other. Chapter 6 sums up 
the  costs  of  each  network.  Chapter  7 draws  the  final  conclusions  and  presents  a 
completely different way to build an airport network.
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2  Network Technologies and Protocols
This chapter introduces different network technologies and protocols that were used in 
the networks in this thesis. The Internet is a global network of networks. Millions of 
devices, mobile and immobile, are interconnected and communicating with each other. 
Every device can be grouped in one or several categories based on its function. Despite 
of a wide range of devices and functions they all either send/receiver data to/from other 
nodes  or  support  other  devices  doing just  that.  The Internet  can  be  accessed  using 
Internet Protocol (IP). In addition to IP, numerous other protocols, depending on the 
application, are being used every day.

A local area network (LAN), such as LAN 1 and LAN 2 in figure  1, is  a network 
confined to one location. LANs are interconnected using other interconnected networks 
such as the Internet. Many protocols that are being used on the Internet require an end-
to-end  connection.  However,  this  doesn't  always  have  to  be  the  case.  If  a  suitable 
protocol is being used, LAN 1 and LAN 2 can be interconnected using other methods 
that may not enable end-to-end connections. From the end-user's point of view, the only 
thing that really matters is that he can send and receive the data he needs.

Ethernet is the most common LAN technology today [4, p. 455]. Ethernet-technology 
allows combining two or more links, which is called link aggregation [5]. Aggregating 
links can be used to increase bandwidth with minimum costs. On the Internet a popular 
protocol combination for reliable data transfer is TCP/IP. In this thesis a DTN protocol 
called Bundle Protocol was also used over TCP/IP, so that the bundles were able to 
survive unusually long delays.

2.1  Seven Layers of OSI

Seven-layer OSI model in figure  2 is a traditional representation of the protocol stack 
that is used to transfer data in a typical present-day network such as the Internet. The 
protocol on each layer has its own tasks, and data is exchanged between the layers. 
Layers rely on the support of the layers below them and provide support to the layers 
above. The advantage of the layered stack is that a protocol on one layer can be changed 

Figure 1: A network of networks
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without changing the whole protocol stack. [6]

Layer  1  is  the  physical  layer  that  defines  electrical,  mechanical,  functional  and 
procedural  specifications  that  are  needed to  send bits.  Layer  2,  the  data  link  layer, 
provides methods for sending and receiving messages. It supplies devices with physical 
addresses  and provides  error-detection  capabilities.  Layer  3  is  the  network  layer.  It 
provides an end-to-end addressing system and routes packets between the sender and 
the receiver. IP-addresses are the most common layer 3 addresses. Layer 3 can fragment 
the packets so that they are compatible with the layer 2 protocol. Eventually it will also 
reassembly  the  fragments.  Layer  3  offers  some  network  diagnostics  and  reporting 
capabilities,  too.  Layer  4,  the  transport  layer,  provides  end devices  with  end-to-end 
communication.  Depending on the protocol,  communication can be reliable  or best-
effort.  Transport layer offers several functionalities such as application identification, 
segmentation  of  data,  control  of  data  flow,  transmission-error  detection  and 
confirmation that the message arrived intact. Layer 5 is the session layer. It can open, 
reopen, manage and close a session between two endpoints. It takes care of the virtual 
connection between application entities, synchronizes data flow, negotiate connection 
parameters  and  acknowledges  data  receptions,  among  other  things.  Layer  6,  the 
presentation  layer,  formats  the  data  to  a  suitable  form.  Its  functionalities  include 
encryption and decryption of a message, compression and expansion of a message and 
content translation. Layer 7 is the application layer. It provides an interface for the end 
user. [6]

2.2  Ethernet

Ethernet  has  become  de facto LAN technology after  gradually  outperforming  other 
technologies in the 1990's. Its success was a result of many factors. It  was the first 
widely deployed high-speed LAN technology and gradually network administrators got 
used to it. Other competing technologies, such as Token Ring and ATM, were complex 

Figure 2: OSI seven-layer model [6]



8

and expensive. Over the years Ethernet was able to evolve and achieve higher data rates. 
Last but not least, popularity has made Ethernet hardware very inexpensive. [4, p. 455]

Nowadays,  computers  and  other  network  devices  in  Ethernet  networks  are  usually 
interconnected using switches. A switch has multiple ports and it operates at the data 
link layer. When a switch receives a packet, it examines the packet's layer 2 destination 
address and forwards the packet to the port that leads to the destination. Only one host 
at the time can send data within a collision domain. Because every host interconnected 
by a switch have its own collision domain, hosts don't have to fight for the right to send 
data. Formerly, network HUBs were also used to interconnect network devices. HUB is 
a simpler device that operates at the physical layer. It also has more than one network 
interfaces. When a packet arrives at one port, HUB copies it and sends it to all the other 
ports. All the hosts interconnected by HUBs belong to the same collision domain so 
they have to fight for the right to send data, which will inevitable affect the throughput. 
Nowadays, switches have become so inexpensive that network HUBs have practically 
disappeared from the market. [4, pp. 465 – 468]

Today there is a wide range of Ethernet technologies that enable different data rates over 
different cable technologies. Depending mostly on the maximum range and data rate 
they  all  have  a  very  different  price  tag.  The  networks  in  this  thesis  utilized  many 
different technologies. 1000BASE-T technology is a fairly inexpensive technology and 
therefore it was the most commonly used technology in this thesis. It enables 1 Gbit/s 
connections  over  copper  cable  up  to  100  m  [7].  10GBASE-T  enables  10  Gbit/s 
connections over copper cable over distances up to 100 m  [8]. 10GBASE-SR (short 
range) supports 10 Gbit/s fiber-optic links up to 550 m [9]. 10GBASE-LR (long range) 
enables 10 Gbit/s connections over fiber-optic cables up to 10 km [10]. Unfortunately, 
the long range makes 10GBASE-LR the most expensive of these technologies.

Ethernet  frame structure  is  in  Figure  3.  Preamble  field  is  8  bytes.  It  wakes  up  the 
receiver and synchronizes its clock to that of sender's clock. The first seven bytes are 
10101010  and the eighth is  10101011.  Destination  and source addresses  use MAC-
addresses that are 6 bytes long. Type field indicates the protocol used on the network 
layer. The length of the data field is between 46 and 1500 bytes. The standard maximum 
transfer unit (MTU) is 1500 bytes. However, Ethernet versions that support at least 1 
Gbit/s transfer rates can use jumbo frames that can be up to 9000 bytes [11]. If the IP 
datagram is larger than the allowed data field, IP datagram is fragmented. Receiver uses 
Cyclic  redundancy check (CRC) field  to  detect  whether  there  are  any errors  in  the 
frame. [4, pp. 456 – 458]

2.3  Link Aggregation

The  basic  transfer  rate  in  these  airport  networks  was  1  Gbit/s  which  was  also  the 
maximum transfer rate of one interface in most of the switches. Since the networks were 
quite large and many of the switches were chained together, the data flow from multiple 
links accumulated on some of the links. The bandwidth of one link could have been 

Figure 3: Ethernet frame [4, p. 457]
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increased by replacing a single 1 Gbit/s link with a 10 Gbit/s link. Unfortunately, it 
would have led to overcapacity and higher costs. Instead, the bandwidth was increased 
just enough with only minimum extra costs using link aggregation.

In  link  aggregation  two  or  more  links  are  combined  to  form one  bigger  link.  The 
combined links belong to the same Link Aggregation Group (LAG). Link aggregation 
enables higher bandwidth without the need to upgrade the network components. For 
example, aggregating two 1 Gbit/s links produces one 2 Gbit/s link. Link aggregation 
provides not only higher bandwidth but also redundancy. If some of the aggregated links 
fail, the remaining link(s) remain operational. Switches from different vendors can be 
aggregated in one group provided they support IEEE standards 802.1AX or 802.3ad. [5]

Link aggregation can be used in many ways but is has its restrictions, too. Fiber-optic 
and copper links can not be in a same trunk and all the aggregated links have to operate 
at the same rate. Usually there is a limit how many Link Aggregation Groups a switch 
supports and what is the maximum number of links in one group. [5]

Link aggregation can either dynamic or static. In dynamic link aggregation devices can 
communicate with each other using Link Aggregation Control Protocol (LACP). If there 
is a problem in one of the aggregated links, the devices can exchange information using 
LACP and react to the problem. In static link aggregation the configuration parameters 
are saved only once in both devices and LACP is not used. [12]

2.4  Internet Protocol

Internet Protocol (IP) is the primary protocol on the Internet operating on the network 
layer. It is a connectionless and unreliable protocol, which means that it doesn't provide 
error correction or keep track of the sent packets. IP packets are not resend when they 
are lost. When reliability is needed, another protocol, for example TCP, is used on top of 
IP. IP packets are forwarded to the destination using routers and IP addresses. [13]

The header of the Internet Protocol is in figure  4. Version field indicates the protocol 
version being used. Currently, the most common version of IP is version 4, but version 6 
has slowly been gaining ground since the late 90's. Header length shows the length of 
the IP header. Service type field defines how the datagram should be treated. It has four 
options:  minimize  delay,  maximize  throughput,  maximize  reliability  and  minimize 

Figure 4: IP header [4, p. 326]
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monetary cost. Total length indicates the total length of the datagram in bytes. Because 
the field is 16 bits long, the datagram can be at most 65 535 bytes.  The value changes if 
the datagram is fragmented. Identification field is used to identify the datagrams. This id 
number is increased every time a datagram is sent from the source to the destination. It 
can be used for example when fragmented datagrams are reassembled. [4, pp. 325 – 
326]

Flags field consists of three bits. The first bit doesn't currently have a meaning. The 
second bit  forbids fragmentation.  The third bit  indicates that the datagram has been 
fragmented. If the datagram has been fragmented, fragment offset field indicates the 
offset from the start of the datagram. Time to live (TTL) reveals how many hops the 
datagram can still hop before it will be discarded. TTL is usually about 32 when the 
datagram is sent initially. After every hop the value is decremented by one. When it  
reduces to zero, the datagram is discarded. [4, p. 326]

Protocol  field  indicates  which  transport  layer  protocol  is  being  used  over  the  IP 
protocol.  Header  checksum  field  can  be  used  to  check  if  the  datagram  has  been 
corrupted. Before the sender sends the datagram, it calculates the checksum using the 
fields  in  the  header.  Then it  inserts  the  checksum to  the  corresponding  field.  After 
receiving the datagram, the receiver calculates the checksum again and compares it to 
the field's value. If the values match, the datagram is not corrupted. [4, pp. 326 – 327]

Source and destination addresses tell the sender's and receiver's IP addresses. Options 
field if optional. From a selection of different options it will indicate which are being 
used.  Finally,  the  data  field  contains  the  actual  data  and  usually  the  header  of  the 
transport layer protocol. [4, pp. 327 – 328]

2.5  Transmission Control Protocol

Transmission Control Protocol (TCP) is a point-to-point, reliable, connection-oriented 
transport layer protocol often used together with IP protocol. The point-to-point nature 
of the protocol means that there is always a single sender and a single receiver. TCP 
communication starts with a three-way handshake where the two parties establish the 
parameters of the data transfer. A TCP connection is not an end-to-end circuit like in a 
circuit-switched network nor a virtual circuit. The connection resides only in the two 
end  parties  and  the  intermediate  network  elements  no  nothing  about  it.  A  TCP 
connection  provides  also  a  full-duplex  data  transfer.  Data  can  be  transferred  from 
process  A  (host  A)  to  process  B  (host  B)  and  from  process  B  to  process  A 
simultaneously. [4, pp. 228 – 229]
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TCP segment structure is in figure  5. Source and destination port fields indicate the 
corresponding port numbers that are needed for multiplexing and demultiplexing data to 
and from upper-layer applications. Sequence number and acknowledgement numbers 
are  used  to  make sure that  the  packets  are  transferred  reliably.  Header  length  field 
reveals the length of the TCP header in 32-bit words. Typically it is 20 bytes, because 
the options field is not used. The flag field contains six bits. URG bit means that the 
segment  contains  urgent  data.  ACK  bit  means  that  the  segment  contains  an 
acknowledgement for a segment that was successfully received.  PSH bit means that the 
receiver should pass the data to upper layer instantly. RST, SYN and FIN bits are used 
for setting up a connection and ending it. Receive window field is used for flow control. 
Options field can be used for example when sender and receiver negotiate the maximum 
segment size (MSS).  Data field contains the actual data  that  is  transferred from the 
sender to the receiver. [4, pp. 231 – 232]

2.6  Delay Tolerant Networking and the Bundle Protocol

Delay tolerant networking (DTN) is an overlay network technology that is designed to 
tolerate long latencies and disruptions in connectivity. Its origins are in Interplanetary 
Internet, but DTN can be used in many applications such as sensor-based networks, 
providing Internet access in remote areas or various military projects. [14]

Many common Internet  protocols  have  strict  requirements  on  the  network.  When a 
reliable TCP protocol is being used together with IP, they require that the end hosts and 
routers  support  TCP/IP.  They  also  require  constant  messaging  between  the  two 
communicating parties when the data is being transferred. This means that the links and 
network have  to be fairly stable and the topology can change only slowly. Packet losses 
and latencies have to be relatively small so that the lost packets can be replaced with 
fast retransmissions. Additionally, all IPv4 addresses have the same structure. [14]

DTN protocol doesn't have these restrictions. Transport delay can be long and it is still 
possible  to  communicate  efficiently.  In  order  to  communicate  in  DTN,  applications 
don't have to have end-to-end connection when the data is being transferred. The sender 
can just send bundles and assume that the network will transfer them to the destination 
even if there is no immediate confirmation. Addresses don't have a specific form but 
many addressing conventions can be used. There can be many security mechanisms that 
protect the network and they can be used as soon as the problem is detected.  Even 

Figure 5: TCP segment [4, p. 231]
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though conventional IP routers and switches store and forward packets, too, they can 
store them only for a very short period of time. DTN nodes can store bundles until they 
can find another node to send them. DTN offers also mechanism to categorize bundles 
based  on  the  time  they  are  valid  or  importance,  which  is  important  when  storage 
memory is full. [14]

DTN uses Bundle Protocol (BP) to transport messages between nodes. Often Bundle 
Protocol is located above transport layer but it can operate right above lower layers, too. 
The protocol stack is in figure 6 and it covers several layers [15]. [16]

The data flow of the Bundle Protocol is depicted in the figure 7. Applications exchange 
and process Application Data Units (ADUs). An ADU can be for example an image, 
file, text message or any other sequence of data that is relevant to the application. [15]

ADUs are transported using the Bundle Protocol, where each ADU is divided into one 
or more bundles that  are  transported by DTN nodes.  Each bundle has two or more 
blocks of data. These blocks contain data that are known as header and payload in many 
other protocols. If bundles are fragmented, fragments are also bundles. Two or more 
fragments can be merged forming one bundle. [14]

Convergence layer operates at the lowest layer of the Bundle Protocol. Depending on 
the layer right below Bundle Protocol the corresponding convergence layer has to be 
used. For example, TCP convergence layer (TCPCL) is used when Bundle Protocol is 
used over TCP.  When the data needs to be transferred, TCPCL first initiates a TCP 
connection. Then the two parties exchange contact headers to set the TCPCL connection 
parameters and exchange singleton endpoint identifiers. After the TCPCL connection 
setup the data can be transferred. Each bundle is transmitted in one or more segments. 
When the data transfer is over, shutdown message is sent before the connections are 
closed. [17]

Figure 6: Bundle Protocol [15]
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The Bundle  Protocol  adds  layers  to  the  protocol  stack  but  it  also  changes  the  way 
application communicate. Because the delays can be very long, it may not be possible 
for the applications to exchange messages more often than it's absolutely necessary. For 
example, receiver may have to be able to identify the sender and receive the application 
data using just one message. In some conventional network applications there is a restart 
time after  which user  have to  perform identification procedure again.  Sometimes in 
DTN networks round trip time is longer than the restart time, so there has to be a way to 
maintain the state of the application in order to avoid constant identification. 

In order to be attractive from the user's point of view, DTN network must add some 
value. If a low data rate and high latency DTN network is the only network available, it  
can be enough to keep the users interested. Another way to add value to the user is to 
make communicating  faster  than  what  conventional  network can  offer.  One way to 
achieve  high data rate is to use some kind of vehicle, such as an airplane, to transport 
large bulks of data on a storage memory. Even if the storage memory doesn't move very 
fast, the data can be transported fast if the storage memory is large enough. This is the 
reason  why  it  could  be  feasible  in  some  cases  to  transport  files  using  commercial 
airplanes.

2.7  Summary

This  chapter  explained  how  different  network  protocols  have  both  differences  and 
similarities, and they all have their own role. TCP enable reliable data transfer but only 
Bundle Protocol enable data transfer when there is no end-to-end connection. Different 
Ethernet technologies can achieve different data rates, but along with long range and 
high data rate comes also higher price.

Figure 7: Data flow between different layers [15]
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3  Design Guidelines and the Airports
This  chapter  explains  the  overall  idea  how the  networks  were  designed.  The  study 
carried  out  by  Ott  and  Keränen  defined  the  most  important  ground  rules  of  these 
networks. It determined that the planes were connected to the network with a 1 Gbit/s 
link and that  there were file  servers connected to  the network,  too.  The rest  of  the 
network was designed to be able to transfer all the generated data. Another leading idea 
in this thesis was to find as inexpensive solution as possible.

This chapter also introduces the flight schedules. They were partly incomplete, which 
had an affect to the accuracy of the simulations in chapter 4. Still, the schedules were 
complete enough to give credible simulation results. The schedules also had an effect on 
which  three  airports  were  used  in  this  thesis.  The  airports  were  Helsinki  Airport, 
Stockholm Arlanda Airport and London Heathrow Airport.

3.1  FlightStats Schedules and Their Limitations

To get realistic results, the simulations were run according to genuine schedules. The 
schedules were downloaded from  www.flightstats.com. Nowadays there can be more 
accurate schedules available, but when this thesis was started in summer 2012, they 
seemed to be the best ones. To get a realistic picture of the flights, the simulations were 
run on a typical weekday when there was a normal amount of flights.  The summer 
months were avoided, too. FlightStats allowed users to download  at most three day 
schedules at the time. Therefore, the schedules used in the simulations started on May 
15th 2012 at 00:00 and covered the following three days. The simulated time was chosen 
so that the traffic peak occurred during the simulation. 

From the very beginning it became apparent that the schedules were far from perfect for 
this assignment. When the schedules were download from the site, both arriving and 
departing  flights  were  in  their  own XML files.  Usually,  when  a  commercial  flight 
arrives at the airport, passengers with their luggages leave the plane and new passengers 
with their luggages board the plane. Hence, an arriving plane turns into a departing 
plane. Unfortunately, in these schedules there was no indication which arriving plane 
turned into which departing plane after the turnaround. In addition, hardly any of the 
flights had indication which gate they arrived or departed. XML files had appropriate 
attributes for the gates but for some reason they were used only very seldom. At some 
airports not even the terminal was mentioned. Fortunately, at these three airports the 
schedules revealed which terminal the flights used. After finding out how many gates 
there were in the terminal, the flights were divided evenly among the gates. 

If all  arriving and departing flights had been considered as separate flights, arriving 
planes had arrived and left the passengers and then left the gate without any passengers. 
Similarly, departing planes had come to the gate without any passengers and departed 
with passengers. Since this was not realistic, arriving and departing planes had to be 
joined somehow. Therefore, an arriving flight was joined with a departing flight when 
both arriving and departing flights had the same airplane model and carrier, they both 
used the same terminal and the time between the arrival and the departure was longer 
than 20 minutes but not longer than 60 minutes. Even though this was not perfect, it was 
still a lot more realistic than considering all arriving and departing planes as separate 
planes. 

http://www.flightstats.com/
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20 minute turnaround time seems very short, but it may be possible, if it's a low budget 
company, the plane is small and there are not very many passengers. If the upper limit 
had been longer than 60 minutes, there would not have been enough gates during the 
peak minutes. At every airport there were several flights that could not be joined with 
another flight so they were only arriving or departing flights. When a plane was just an 
arriving plane, it  stayed at the gate at most 60 minutes after the arrival or when the 
following plane came to the gate. Similarly, a plane that was just a departing plane came 
to the gate at most 60 minutes before departure or when the preceding plane left the 
gate.  Therefore,  the  longest  time a  plane  stayed at  the  gate  in  the  simulations  was 
limited to 60 minutes, but the shortest time did not have a limit.

Even if more accurate schedules had been available, they would have only told where 
and when the planes were on a given day. The planes may not use the same gates week 
after week, and eventually some of the flights and schedules are changed. These all 
affect how much capacity is needed and where.

3.2  Three Differently Sized Airports

In this  thesis  a  network was designed for  three different  sized  airports.  One of  the 
airports was small, one was medium sized and one was big. Selecting the airports was 
not simple because the schedules at many of the airports didn't tell which terminal the 
planes used,  let  alone the gate  they used.  Helsinki  Airport  was chosen as the small 
airport.  Since  it  is  the  most  important  airport  in  Finland,  it  was  a  natural  choice. 
Stockholm Arlanda Airpot in Sweden turned out to be a very suitable mid sized airport. 
London Heathrow Airport in England is globally very big and busy airport which made 
it a perfect choice for a big airport. The schedules of all these three airports revealed 
which terminal the planes used but not the gate. 

The number of gates at each of these three airports was counted from different satellite 
images  and airport  maps.  Many  airports  have  both  contact  gates  and remote  gates. 
Contact gate is connected to the terminal building or close enough that the passengers 
can walk to the plane [18, p. 123]. Remote gates are so far away from the terminal that 
the passengers are transported to the plane by bus [18, p. 123]. In this thesis the planes 
used mainly contact gates, but sometimes the number of contact gates was so low that 
remote gates were used, too. Contact gates were relatively easy to find but remote gates 
were not. When the number of flights was high compared to the number of gates, more 
remote gates were accepted. In the end, the number of gates determined how long the 
planes were able to stay at the gate.

3.2.1  Helsinki Airport

Helsinki Airport (IATA: HEL) is the biggest airport in Finland. In Finland it is known as 
Helsinki-Vantaa airport because it is located in the neighboring town of Vantaa about 18 
km north of the center of Helsinki. The airport was opened in 1952 for the Olympic 
Games. There are three runways, the longest of which is 3400 meters. [19]

In  2013  over  15  million  passengers  used  Helsinki  Airport.  Recently  especially  the 
number  of  passengers  changing  from one  international  flight  to  another  has  grown 
strongly. One reason may be it's convenient location between Europe and Asia. [20]

Passengers are very pleased with Helsinki Airport. In the international Airport Service 
Quality survey customers gave it in 2013 an overall grade of 4.03 on a scale of 1 to 5.  
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The airport operations are usually run without delays. In 2013 only 0.87% of the delay 
to  departing flights  was caused by the airport,  which is  internationally  a  very good 
result. [21]

Figure 8 shows that at Helsinki Airport there are two terminals under one roof, but it is 
not  defined  which  gates  belong  to  terminal  1  and  which  gates  to  terminal  2.  It  is 
possible that there is not a clear border between them and the planes in terminal 2 can 
use the gates in terminal 1 when there is overcrowding in terminal 2, and vice versa. 
The official number of gates – both contact gates and remote gates – was also unknown 
during the simulations. Figure 16  shows that according to the FlightStats schedules the 
number of planes at the gates fluctuates significantly. During the busy hours the number 
of contact gates is not enough for all the planes so there has to be several remote gates at 
the airport. Using terminal maps, satellite images from Google Maps and even more 
accurate  helicopter  images from Fonecta all  the possible gates were counted.  In the 
simulations terminal 1 had 11 contact gates and 6 remote gates, and terminal 2 had 17 
contact gates and 23 remote gates. The contact gates 11 – 21 in figure 8 were in terminal 
1  and contact  gates  22  – 38  in  terminal  2  [22].  Altogether  the  number  of  gates  at 
Helsinki Airport was 57.

After combining arriving and departing flights at Helsinki Airport between May 15 th 
and May 17 th there were 333 flights that were only arrivals, 329 flights that were only 
departures and 321 flights that were both arrivals and departures. This meant (2 × 321) / 
(333 + 329 + 2 × 321) = 49% of the flights were able to find a pair. Figure 16 shows 
how many planes were at the gates as a function of time after the flights were divided 
evenly among the gates.

Figure 8: Helsinki Airport terminal map [22]
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3.2.2  Stockholm Arlanda Airport

Stockholm Arlanda Airport (IATA: ARN) is the biggest airport in Sweden. It's located 
about 40 km north of Stockholm in the Sigtuna municipality. The airport was opened in 
1962. There are four passenger terminals and five cargo terminals. International flights 
use terminals two and five, and domestic flights use terminals three and four. [23]

In 2013 20.7 million passengers visited Arlanda Airport. In the same year there were 
217 000 arrivals and departures to 181 domestic and international destinations. There 
are 3 take-off and landing runways, the longest of which is 3300 meters. The airport 
employs 17 500 people. [24]

Figure 9 shows that at Arlanda all four passenger terminals are under one roof [25]. Just 
like with Helsinki Airport the official number of gates was not defined. Depending on 
the source it was between 60 and 104. Using mostly the satellite images from Google 
Maps the number of gates was determined to be 60. Since there didn't seem to be any 
remote gates in the vicinity,  all  the gates were contact gates. There were 8 gates in 
terminal 2, 7 gates in terminal 3, 14 gates in terminal 4 and 31 gates in terminal 5. After 
combining the arriving and departing flights at Arlanda about 58% of the flights were 
able to find a pair. Figure 25 shows the number of planes at the gates as a function of 
time after the flights were divided evenly among the gates. Comparing figures 16 and 
25 reveals that even though the peak number of planes was higher at Helsinki, typically 
there were more planes at the gates at Arlanda.

3.2.3  London Heathrow Airport

London Heathrow Airport (IATA: LHR) is located 32 km to the west of Central London, 
the capital city of England. It is one of the busiest and advanced airports in the world. 
Heathrow airport was originally constructed in the 1930's [26]. It was selected as the big 
airport not only because of the size but more importantly because FlightStats schedules 
revealed which terminals the flights used. Many other the big airports did not even have 

Figure 9: Arlanda Airport terminal map [25]
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terminal information. [27]

Heathrow employs over 76 000 people [26]. In 2013 there were  469 552 arrivals and 
departures. Flights departed to 180 different destinations. The number of terminals was 
4 in 2013 because terminal 2 was under development. Terminal 2 was reopened in 2014 
but  it  was not  included in the simulations  in this  thesis.  The most  busiest  one was 
terminal 5 in 2013. Officially in 2013 there were 125 contact gates, 49 remote gates and 
12 cargo gates but their locations were not specified. The annual number of passengers 
was 72.3 million  in  2013.  Despite  of  the  size  the  airport  has  only  2  runways.  The 
northern runway is 3902 meters long and the southern runway is 3658 meters long. [28]

Since terminal 2 was closed when the simulations were run, there were 4 terminals at 
Heathrow.  Figure  10 shows that  all  the  terminals  were  in  their  own buildings,  and 
terminal 5 consisted of 3 separate buildings [29]. Since the number of the gates and their 
locations were not known when the simulations were run, the gates were again counted 
from the Google Maps' satellite images. Altogether 136 contact gates were found. Since 
the number contact gates was so high and at the time the number of remote gates was 
unknown, remote gates were not searched for. In the simulations there were 34 gates in 
terminal 1, 31 gates in terminal 3, 20 gates in terminal 4 and 51 gates in terminal 5. 
After combining arriving and departing flights, 50% of the flights were able to find a 
pair.  As  the  figure  34 shows, the  number  of  planes  at  the  gates  was  fairly  high 
throughout the day. 

Figure 10: Heathrow terminal map [29]
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3.3  Network Design Principles

Just like in the study carried out by Ott and Keränen, each airport gate in this thesis was  
connected to the network with a 1 Gbit/s Ethernet copper cable link. An example of an 
airport network is in figure 11. Airport gates were interconnected with switches. Since 
the maximum distance between devices is 100 m when copper cables are being used, 
copper cables were used only within terminals. Fiber-optic cables were used both within 
terminals and between terminals. DTN routers and nodes can store bundles for a long 
period of time. Because ordinary routers can't do that, each terminal was equipped with 
a file server that stores bundles. This way the network at the airport can be thought as a 
DTN router that can store bundles.

In the network the only bottlenecks were the links  that connected the planes to the 
network.  All  the other  links were dimensioned based on the simulation results.  The 
networks  utilized  various  Ethernet  technologies  because  it  is  currently  the  most 
common LAN technology  and  the  components  are  cheap  and  easily  available.  The 
networks included cables, file servers, network switches and the SFP+ transceivers for 
the fiber-optic links. Additionally, each plane had a NAS device on-board.  The network 
security devices, such as firewalls, were omitted. In the simulations and in the networks 
in the appendixes there was no connection to the Internet. Naturally, it the real world 
there would be. All the designed networks had several free 1 and 10 Gbit/s network 
interfaces that could be used to connect the networks to the Internet.

The networks in this thesis were designed to be as inexpensive as possible without being 
unrealistically inexpensive. The network components were mostly the cheapest one that 
were available not including special offers. The only cheap items that were not used 
were  the  third  party  SFP+  transceivers,  because  their  compatibility  is  not  always 
guaranteed. If they are compatible, using them will reduce significantly the costs of the 
fiber-optic links. Otherwise all the devices from different vendors were expected to be 
fully  compatible.  The cost calculations  include also a rough estimation of the cable 

Figure 11: An example of a network
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installation costs both at the airports and in the airplanes. All the network components 
and their costs are listed in detail in chapter 6. 

Since the link loads were often very close to the link's maximum capacity, the capacity 
was increased using link aggregation. If too many links are aggregated, they may not 
achieve the maximum throughput. Therefore, when the peak load was getting close to 
10 Gbit/s or more, the links were not implemented using ten 1 Gbit/s links but one or 
more 10 Gbit/s links. The maximum distance of a copper link is only 100 m which is 
not much at the airport. The range was increased by chaining the switches one after 
another. Because chaining the switches may eventually affect the maximum throughput, 
longer chains were replaced by one 10 Gbit/s fiber-optic link. There was no specific 
limit when the chains were replaced by fiber-optic links because the maximum load 
affected the decision, too.

In the simulations, and in the final networks, there was no redundancy, which means 
that there was only one route from any node to any other node. Redundant paths would 
have  been  preferable  because  it  increases  reliability  when  some  of  the  links  fail. 
Redundant paths can also be used to balance the loads, which reduces the loads on some 
of the links. However, there were several reasons why there weren't any. Switches are 
either  managed  or  unmanaged.  In  short,  managed  switches  allow  controlling  LAN 
traffic  whereas  unmanaged  switches  don't  [30].  Unmanaged  switches  are  usually 
cheaper than managed which is why at least some of the switches were unmanaged. 
Unfortunately,  not  all  unmanaged  switches  support  Spanning  Tree  Protocol  (STP), 
which enables loops in a network and prevent broadcast storms [31]. Another reason 
was that it wasn't clear if NS-2 considers the network nodes as routers or switches, and 
does it make any difference. If the nodes are routers and not switches, it is possible that  
NS-2 doesn't  send the packets correctly  to  the right  links  when there are redundant 
paths.

When  the  planes  were  using  remote  gates,  there  would  have  been  several  ways  to 
transport the data between the terminal and the plane. The data could have been first 
transferred to the bus  that  took the passengers and later  from the bus  to  the plane. 
Unfortunately, the transfer time would have been less than half of the time the plane is 
at  the remote gate,  which would have reduced the number of transferred bytes. The 
NAS device  on  the  plane,  that  stores  the  files,  could  have  been  transported  to  the 
terminal building, transferred the files there and then transported the NAS back to the 
plane. The transfer time could have been almost as long as the plane is at the gate but it 
would have required extra work. To avoid loosing time and extra work, a switch was 
installed under a remote gate. The switch was connected to the network and the planes 
like any other switch. It was assumed that the switch was in a protective casing where 
temperature and humidity  were at  a  suitable  level.  To maintain  this  atmosphere the 
casing used the same auxiliary power that the planes used. 

One goal of this thesis was to find out the effect of the file size and the optimal file size. 
Since using different file sizes in one simulations wouldn't have revealed much, all the 
files in each simulation were the same size. NS-2 trace files revealed that every packet 
contained 40 bytes of header data. Presumably 20 bytes were IP headers and 20 bytes 
TCP headers. Packets in total were 1500 bytes so (40 B) / (1500 B) = 2.667% ≈ 2.7% 
was protocols' header data. The planes were at the gates at most 60 minutes in which 
time 450 GB could have been transferred. Since the headers took about 2.7% of the 450 
GB, about 438 GB of actual data could have been transferred. To get an even number 
this was rounded down to 430 GB which was the number of bytes every arriving plane 
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had. 430 GB was then divided by different integers, resulting in different file sizes. The 
studied file sizes and the number of files that were in all arriving planes are in table 3.

Table 3: Studied file sizes

One file [GB] Number of files Total number of bytes [GB]

1 430 430

5 86 430

10 43 430

43 10 430

86 5 430

143 3 429

215 2 430

430 1 430
 

3.3.1  Reading and Writing Data Over 10 Gbit/s

Each of these three airports had dozens of gates, and the plane at each gate was able to  
generate up to 1 Gbit/s data rate. Therefore, the throughput to each server was expected 
to be high. Very fast SSD can nowadays achieve up to 600 MB/s which is 4.8 Gbit/s. 
However, these networks servers had to be able to read and write data much faster than 
that. Servers can increase their reading an writing speeds using Raid 0. The downside of 
Raid 0 is that it doesn't provide any redundancy. If one disk breaks down, all data is lost. 
[32, pp. 23 – 24]

Using Raid 0 the total theoretical reading and writing speeds can be calculated using 
equation 1. 

throughput [b/ s] = speed of one drive [b /s ] ⋅ number of drives (1)

In practice the equation may not scale perfectly linearly when the number of SSDs or 
HDDs gets very high. Memory manufacturers can exaggerate their products' maximum 
speeds, too. 

Van  der  Pol  and  Dijkstra  at  SARA Computing  and  Networking  Services  studied 
application networking over 10 Gbit/s transfer rates [33]. They used UDP but usually in 
file  transfers  TCP is  more  popular.  In  the  study  several  10  Gbit/s  links  and  three 
different type of NICs were being used. Their server had up to 6 SSDs. According to the 
manufacturer, the top reading speed of the SSD was 250 MB/s and external parties had 
earlier achieved up to 154 MB/s. However, van der Pol and Dijkstra were easily able to 
reach over 200 MB/s and sometimes even over 250 MB/s on one SSD. As a result of the 
study, they found out that it is possible to reach network I/O throughput that is very 
close to the theoretical nominal value at least when the rate is under 30 Gbit/s. Using 
three 10 Gbit/s NICs the throughput was 26.77 Gbit/s. The maximum theoretical value 
was 28 Gbit/s because one of the NICs used PCI Express 1.0 x4 that has the maximum 
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rate of 8 Gbit/s. The researches also learned that the disk I/O throughput is smaller than 
theoretical. They reached disk I/O throughput of 8.22 Gbit/s using 6 SSD disks. On 
average this means ((8220 Mbit/s) / 6) / 8 = 171.25 MB/s per SSD which is about 2/3 rd 

of the nominal value of 250 MB/s. As a conclusion, van der Pol and Dijkstra estimated 
that it should be possible to reach network I/O of 40 Gbit/s using two dual port PCI 
Express 2.0 x8 NICs. In their opinion 40 Gbit/s disk I/O throughput would probably 
require 40 to 50 SSDs. On average this would be 100 - 125 MB/s per SSD, which is 
about half of the maximum nominal value of 250 MB/s. [33]

Based on van der Pol's and Dijkstra's results, server's disk I/O throughput was calculated 
in this thesis using equation 2.

throughput [b /s ] = speed of one drive [b /s ] ⋅ number of drives ⋅ efficiency  (2)

Based on the previous results, in this thesis variable  efficiency in equation 2 was 2/3 
when the total  data rate was less than 20 Gbit/s,  and when it  was higher than that, 
efficiency was 1/2.  Equation 3 is  derived from equation 2 and it  reveals how many 
HDDs or SSDs each server needs to be able to handle the given throughput. The number 
of drives is always rounded up.

number of drives =
throughput [b /s]

speed of onedrive [b/ s] ⋅ efficiency
(3)

3.4  Summary

This chapter introduced the network design principles and basic simulation principles. It 
also revealed the shortcomings of the schedules used in the simulations and how they 
were taken care of. The networks were designed for Helsinki Airport, Arlanda Airport 
and Heathrow Airport because of their size and because their schedules were adequate. 
The chapter also described how servers can read and write data over 10 Gbit/s.
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4  Simulation Environment
This chapter introduces the simulator and describes how the simulations were run. The 
simulator used in the simulations was The Network Simulator NS-2 that is an open 
source discrete event simulator for network research [34]. It supports CBR (Constant 
Bit Rate), TCP, UDP and FTP protocols [35]. Today there are also some DTN agents for 
NS-2,  but  this  information  was  not  available  when  the  simulations  were  run  [36]. 
Instead, regular FTP over TCP was used in all the simulations.

4.1  Running Simulations Using Megabits Per Second Links

To get a profound picture how the files move around in the network and how high the 
throughput is on each link,  the initial  plan was to run 72 hour simulations at  every 
airport. After running some short test simulations it became apparent that the simulator 
was too slow and generated too much trace data. To reduce the simulation time and 
trace data, the simulations were run using 1 Mbit/s basic data rate instead of the real 1 
Gbit/s data rate. Naturally, the files were also megabytes instead of gigabytes. When 
conclusions were drawn from the simulation results,  megabits  per second data rates 
were simply changed to gigabits per second and megabytes to gigabytes. Additionally, 
simulated  time was reduced from the  original  72 hour  to  10 hours  at  Helsinki  and 
Arlanda Airports and to 6 hours at Heathrow Airport.

To get an idea how long the simulations would take using 1 Gbit/s links and gigabyte 
files, the network at Helsinki Airport was simulated using 1 GB files and n × 1 Gbit/s 
links. Only 1655 seconds (less than 30 minutes) were simulated, but it took about an 
hour for the simulator to run it. During these 1665 seconds the simulator generated 53.6 
GB of trace data even though half of the links were idle. Based on only this simulation, 
running  a  10  hour  simulation  could  have  taken  about  20  hours.  Unfortunately,  the 
beginning of the simulation progressed much faster  than the end,  which meant  that 
running the whole simulation would have taken much longer. As a comparison, a short 
simulation using 1 MB files and n × 1 Mbit/s links was run, too. It took only about 90 
seconds for the simulator to run a 2386 second (about 45 minutes) simulation.

The initial simulation using 1 MB files and n × 1 Mbit/s links took about 3 hours and 20 
minutes.  In  that  time 10 hours  (36 000 seconds)  were simulated.  Since 3 hours  20 
minutes is 12 000 seconds, it took 12 000 / 36 000 = 0.333 or 1/3rd of the simulated time 
to run the simulation, when 10 hours were simulated. When only a short simulation was 
run, simulation time over simulated time was 90 s / 2386 s = 0.0377 which is about 10% 
of the long term ratio. This meant that it would have taken about 10 times longer to run 
a long simulation than a short simulation indicated. Running a short simulation using 1 
GB files and n × 1 Gbit/s links took about two times longer than the simulated time was. 
Therefore,  running a long simulation would have taken about 20 times the simulated 
time. If simulated time had been 10 hours, it would have taken about 200 hours to run 
the simulation. In this thesis there were 8 simulations at each three airports. If all of 
them would have taken 200 hours, it would have taken about 24  × 200 hours = 4800 
hours or 200 days to run all of them. And that would have required round the clock 
simulation. Additionally, post processing the data would probably have taken another 
200 days. In practice,  using 1 GB files and n  × 1 Gbit/s links would have required 
methods that  would have reduced the simulator's  running time in the order of 90% 
before it would have been feasible.
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The other problem would have been the gigantic trace files that the simulator would 
have generated. In the short simulation where the files were 1 MB, links were 1 Mbit/s 
and the simulated time was 2386 s, the simulator generated trace data about 800 MB. 
On average  trace data  was generated  800 MB /  2386 s = 0.335 MB/s.  In  the long 
megabyte simulation where 36 000 s were simulated, the simulator generated about 70 
GB of data, which was on average 70 000 MB / 36 000 s = 1.944 MB/s. This meant that 
the long simulation generated about 6 times more data per second than the short one. In 
the short simulation using 1 GB files and n  ×  1 Gbit/s links, the simulator generated 
53.6 GB of trace data in 1665 seconds, which was on average 53 600 MB / 1655 s = 
32.4 MB/s. If a long simulation had generated about 6 times more data than a short one 
and the simulated time had been 36 000 s, the total amount of trace data using 1 GB 
files and 1 Gbit/s links would have been 6 × 32.4 MB/s × 36 000 s ≈ 7 TB. That would 
have been too much for a computer that has a 0.5 TB hard drive. In practice, it would 
have require finding a way to reduce the trace data more than 90%. Trace data can be 
reduced by reducing the number of links that are studied, but then it's impossible to 
know  what  is  the  throughput  on  those  links,  which  was  the  whole  point  of  the 
simulations. Additionally, the simulations might have not run any faster.

4.2  Simulator Design

Figure  12 shows a part of a simulated network. Nodes N1, N2 and N3 are airplanes. 
Nodes N4 and N5 are network switches. Node N6 is a file server. In the simulations 
airplanes and servers sent and received data. All those nodes had one TCP agent and one 
FTP generator for each receiving node. For example, node N1 was able to send data to 
nodes N2, N3 and N6, so three TCP agents and FTP generators were connected to it. 
Since each sink agent had to know how many bytes it had received form each sender, 
one sink for each sender was defined for each receiving nodes. Finally, all the nodes 
were interconnected following the network topology using duplex links that allowed 
sending data to both directions simultaneously. In figure  12 a solid line represents a 
duplex link and a dotted line logical connection between a network node and an agent.  
To eliminate all the bottlenecks from the network, in the simulations each link's capacity 
equaled the maximum theoretical load the link could face.
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In the simulator the packet size was set to 1460 bytes to which the simulator added 40 
bytes  of  header  data.  Altogether  the  packets  were  1500  bytes  which  is  Ethernet's 
standard maximum transfer unit (MTU) [4, p. 457]. In an Ethernet network that uses 
copper cables, the maximum distance between nodes is 100 meters, which takes at the 
speed of light 100 m / 300 000 m/s = 333 ns. Since it was not clear, if only propagation 
delay should be included, each link's delay was set to 500 ns. Otherwise the simulator 
used default settings.

In the beginning of every simulation all the file servers were empty, and the files came 
to the network only from the arriving planes. However, since every simulation started 
well before the traffic peak, the servers were not empty during the traffic peak. In the 
simulations  the  networks  were  not  connected  to  any outside  networks,  such as  the 
Internet, so the files were transferred only to the departing planes or file servers. Of 
course, in the real world there would be an access to the Internet, but this way it was 
easier to focus on the files that originated from the planes. 

Because only 6 or 10 hours were simulated, the simulations started during the day when 
there were already planes at the gate. Therefore, it was possible that the simulations 
started for example just five minutes before an arriving plane was scheduled to leave the 
gate. Then it would have had only 5 minutes to transfer all the files, which would have 
not been possible and would have led to too many incomplete files. Therefore, all the 
arriving planes that were at the gate when the simulation started were excluded from the 
simulations. On the other hand, all the departing planes were included in the simulation. 
When a plane left the gate the following plane was able to came to the gate right after it 
without a delay even though it would not be possible in the real world.

4.3  Sending Files

Table 3 shows the studied file sizes. In DTN networks bundles encapsulate ADUs. Since 
each ADU is semantically meaningful piece of information, a bundle is in this case the 
same as a file. In the simulations file sizes were in megabytes instead of gigabytes, so 

Figure 12: A part of a simulated network (n = 3)
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the files used in the simulations were 1 MB, 5 MB, 10 MB, 43 MB, 86 MB, 143 MB, 
215 MB and 430 MB. In the simulations every arriving plane carried 430 MB of files. 
Since the size of the files varied from 1 MB to 430 MB, depending on the file size, each 
arriving plane carried between 1 and 430 files. 

In each simulation all the files were the same size. Each file had a destination airport, 
and the simulator tried to transfer the file to a plane that was going to that airport. 
Destination airport was either one of the airports where planes departed from the airport 
or  the  airport  where  the  plane  just  landed.  For  example,  during  three  days  planes 
departed from Helsinki Airport to 76 different airports. If a file had had some other 
destination than one of these airports, it would have stayed on the server forever. Files 
were distributed evenly among all these airports even though some destinations could 
have been more popular than the others. Eventually, it was not that important how the 
files were distributed among departing planes as long as they were transferred to some 
planes.

An arriving plane tried to upload all of its files except the files that were destined for the 
airport where the plane was departing next. When an arriving plane arrived at the gate, 
it checked if there was a plane at a gate anywhere at the airport departing to the airport 
where some, or all, its files were destined for. If there was a suitable departing plane, it 
started to upload the file(s) directly to the plane. If a suitable plane was going to arrive 
at a gate little later while the sending plane was still at the gate, it waited for that plane. 
If there wasn't a suitable departing plane, the arriving plane sent the file to the terminal's 
file server. If a plane sent files directly to another plane and the other plane left the gate 
before receiving the whole file, the sender tried to send the whole file to the terminal's  
file server. In other words, file fragmentation was not allowed.

NS-2 simulator doesn't have a built in functionality that sends files one after another. 
Instead,  the  simulator  script  checked  regularly  how  many  bytes  the  receiver  had 
received  and  sent  the  next  file  when  the  receiver  had  received  enough  bytes.  As 
mentioned in section  3.3, the transfer protocols added about 2.5% more bytes to each 
file  transfer.  Because  the  simulator  can't  make  a  difference  between  real  data  and 
protocol headers, 102.5% of each file's size had to be received before the next file was 
allowed to be sent. The checking interval had some kind of effect on the simulation time 
so it couldn't be extremely short. On the other hand, it couldn't be too long because it 
increased  the  delay  between  consecutive  files.  In  these  simulations  the  simulator 
checked once in  a  second if  the receiver  had received enough bytes.  Naturally,  the 
sender was able to send files simultaneously to multiple receivers.

Files from any terminal's file server could be sent to any gate at the airport, but a plane 
was able to send files only to its own terminal's file server or another plane. File servers 
didn't  send files  to  one  another.  It  would  have  been smart  to  balance  the  loads  by 
transferring files between servers off-peak, but in practice it was impossible, because 
the simulator didn't know how busy the network was. Nevertheless, this option could be 
studied further in the future.

4.4  Log File

NS-2 simulator doesn't have a built in log file for the transferred files. Therefore, a log 
file that documents what happened to the files was created. It included the following 
information:
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• time: simulation time in seconds.

• time: how many minutes had gone since the start of the schedules i.e. May 15th, 
2012 00:00.

• whether this file transfer was successful or not 

• flight numbers of the source and destination flights 

• their individual flight IDs

• source and destination gates and terminals 

• source and destination node numbers in the simulator 

• file size 

• file ID 

• how many bytes were transfered 

• where was the file located after the transfer (plane or server) 

• what was the destination airport of the file 

• the state of the file at the end of the simulation: destination, transit or incomplete

File's  state was  destination when it  was successfully transferred to a plane that was 
departing to the airport where the file was destined for. When an arriving plane didn't 
have enough time to upload a file before it left the gate, the file's state was marked as 
incomplete. In these simulation those files were lost,  but in the real world the plane 
could upload them at the next airport. File's state was marked as transit when the file 
was successfully uploaded from the plane to a server. When the simulation time ended 
and an arriving plane was still at a gate, it was unknown what would have happened to 
the files that hadn't been uploaded yet. Therefore, those files' state also was transit, but 
this was less common. 

4.5  The Accuracy of the Simulations

Even though the nodes in NS-2 are often used both as routers and switches, according to 
Hongyun Zheng, NS-2 doesn't support switches [37]. Routers and switches have some 
similarities but they have differences, too. If the nodes in NS-2 really are just routers, 
there is no way of knowing how well they portray switches and how much it effects the 
results.

Lucio,  Paredes-Farrera,  Jammeh,  Fleury  and  Reed  from  the  University  of  Essex 
compared the results given by NS-2 to an actual simple network. Even though NS-2 
gave very similar results as a non-free simulator, NS-2 didn't accurately model the way 
FTP behaves when default simulation settings were being used. In the real world FTP 
adapts its output to network's conditions but NS-2 didn't seem to work like that. [38]

To test how NS-2 simulates when new nodes start to send data, a test simulation was 
run. Figure  13 depicts the simulated test network. Delay on each link was 30  μs, and 
packet size was 1500 bytes which included 40 bytes of header data. At 1 second node 1 
started to send data to node 16. Figure 14 shows the throughput on link from node 1 to 
node 14. Nodes 2 to 13 started sending data to node 16 between 2 – 13 s, one node at a  
time and once in a second. Figures 14 and 15 show that the maximum rate was achieved 
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immediately, and when other sources started to send data, it didn't have effect on the 
other links. Therefore, based on these results NS-2 reached the maximum transmission 
rate very quickly and maintained it regardless of the link load.

Figure 13: A test network

Figure 14: Throughput on link from node 1 to node 14
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To find out if it  takes longer to transfer a 1 GB file than a 1 MB file, the previous 
simulation  was  slightly  modified.  The  network  topology  stayed  the  same,  but  at  1 
second node 1 started to send a 1 GB file to node 16. Nodes 2 to 13 sent the same way 
as before. According to the simulator it took 8.2198 seconds to send the whole 1 GB 
file.  The packet  size  was  1500 bytes  of  which  40 bytes  was  protocol  header  data. 
40/1500 equals about 2.66%. Altogether 8 gigabits times 1.0266 equals 8.2128 gigabits 
had to be sent. In theory, using a 1 Gbit/s link this can be sent in 8.2128 seconds which 
is almost the same as the simulated result.

Then the capacities in the networks were changed from 1 Gbit/s to 1 Mbit/s and from 13 
Gbit/s to 13 Mbit/s. At 1 second node 1 started to sent a 1 MB file to node 16, and nodes 
2 to 13 sent data to node 16 the same way as before. Sending the whole file took 8.2209 
seconds. Therefore, transferring a 1 MB file using a megabits per second links took 
about as long as sending a 1 GB file using gigabits per second links. This showed that in 
megabit-scale simulations the files were transferred in the same amount of time as in 
gigabit-scale simulations.

4.6  Summary

This chapter introduced the simulator and how the simulations were run. It also talked 
about  the  factors  that  may  have  influenced  to  the  simulation  results.  Data  rates 
exceeding 1 Gbit/s generated too much trance data and took too long, which was solved 
by slowing down the data rates.

Figure 15: Throughput on link from node 15 to node 16
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5  Simulation Results
This chapter talks about the simulations results. It reveals where the files ended up, how 
were  they  transferred  there  and how long did  it  take.  The chapter  also  reveals  the 
throughputs on each studied link. The results at each airport are presented in their own 
sections. 

5.1  Simulations at Helsinki Airport

Helsinki Airport (HEL) is the smallest of these three airports. In the simulations there 
were 57 gates in two terminals. In terminal 1 there were 11 contact gates and 6 remote 
gates, and in terminal 2 there were 17 contact gates and 23 remote gates.

5.1.1  Schedules at Helsinki Airport

Figure 16 depicts how many of the gates were occupied as a function of time. Running 
each simulation  took two to three hours. Simulations' start time was at 13:59 on May 
16th 2012 and they ended at 23:39 on the same day. The maximum number of planes at 
gates was 40 when the time was 15:50. The mean number of planes at gates was 12.06 
and median was 11 when the planes were counted once a minute and idle minutes were 
included, too. Most of the flights used terminal 2.

Figure 16 shows that there were three very busy moments every day when there were 
lots of planes at the airport. Since the network and other resources were dimensioned to 
be able to handle these peak loads, there was lots of overcapacity off-peak.

Figure 16: The number of planes at the gates at Helsinki Airport
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Figure 17 depicts empirical cumulative distribution function (CDF) of the times arriving 
planes  were  at  the  gate.  It  was  drawn  not  by  using  a  specific  function  but  first 
calculating  cumulative probabilities,  then ordering the data  and finally drawing the 
graph  [39].  R  has  a  specific  function  for  empirical  CDF,  too,  but  it  did  not  draw 
continuous line. Figure 17 shows that almost half of the arriving planes were at the gate 
full 60 minutes and the rest between 20 and 60 minutes. On average arriving planes 
stayed at the gates 50 minutes and median time was 55 minutes. 

5.1.2  Simulation Results at Helsinki Airport

Table 4 depicts what happened to the files in each simulation at Helsinki Airport. Since 
these simulations didn't allow file fragmentation, usually smaller files made it to the 
server or another plane more often than larger files. Still, there were the least incomplete 
files when the files were 10 MB. Arriving planes had on average 50 minutes time to 
upload their files. Since each plane needed full 60 minutes to upload all of them, at least 
(60 min – 50 min) / 60 min = 0.1666 = 16.7% of the files were incomplete. Table  4 
shows that in practice at least 24% of the files were incomplete.

Figure 17: Empirical cumulative distribution function of the times arriving planes 
stayed at the gate
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Table 4: Simulation results at Helsinki Airport

File size [MB]

1 5 10 43 86 143 215 430

What 
happened to 
the files?

Incomplete [%] 28.1 24.1 24 27.3 35.7 39.8 44.7 67.3

Destination [%] 31.4 30.8 29.5 22.8 18.7 12.8 11.3 2.7

Transit [%] 40.5 45.1 46.5 50 45.6 47.4 44 30

How did the 
files reach 
destination?

Directly [%] 61.3 55.5 52.7 39.4 28.6 14 11.8 25

Via server [%] 38.7 44.5 47.3 60.6 71.4 86 88.2 75

Figure 18 depicts how the ratio of incomplete files decreased at first and then increased 
when the files became larger than 10 MB. When the files were small, they often found 
their way to the plane that was departing to the right airport. When the files were 1 MB, 
as many as 31.4% of them found their way to destination already during the simulation. 
If the simulation time had been longer, more and more of the files on servers would 
have  reached their  destination.  When the  file  size  grew increasingly  fewer of  them 
found their way to destination. Instead, the files stayed on the server or were not even 
transferred out of an arriving plane.

Figure 19 shows how the files that reached their destination during the simulation were 
transferred there. Files that were destined for the airport where the plane landed, in this 
case  Helsinki  Airport,  were  included  in  the  files  that  reached  there  destination  via 
server. The percentage of those files was quite small when the files were small, but it 
grew significantly as the file size grew.

Figure 18: The state of the files at the end of the simulations as a function of file size
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When the files were small, they were more often transferred from plane to plane directly 
than via server. When the file size was between 10 and 43 MB half of the files went via 
server and the other half directly. As the files got bigger, more and more of them went 
via server. When the files were 430 MB, only one file was transferred directly from 
plane to plane, so it should be omitted from further analysis. 

5.1.3  Transfer Times and Uploaded Files

All correlations in this thesis were calculated using R's correlation function cor with 
default settings. It uses Pearson's Product-Moment Correlation (PPMC) as default [40]. 
PPMC reveals  how well  a  line  can  represent  the  two  given  datasets.  In  R the  cor 
function returns one value r that can have values between -1 and 1. If r is from 0.5 to 1 
of from -0.5 to -1, there is a strong correlation. If r is from 0.3 to 0.5 or from -0.3 to 
-0.5, there is a medium correlation. If r is from 0.1 to 0.3 or from -0.1 to -0.3, there is a 
low correlation. If r is zero, there is no correlation. [41]

As expected, the simulations showed that when the files were small, there was a strong 
correlation between the time an arriving plane stayed at the gate and the number of files 
it  was  able  to  upload.  As the  files  became larger,  correlation  weakened.  Figure  20 
depicts correlation as a function of file size. One major reason for weakening correlation 
was that file fragmentation was not allowed. When the time ran out before the whole 
file was transferred, it was considered as an uncompleted transfer. When the files were 
small, it took only a short time to transfer them. When a file transfer was interrupted, 
only  one  of  many  file  transfers  failed.  As  the  files  got  bigger,  fewer  files  were 
transferred and one failed transfer had a bigger impact. For example, when the files 
were 430 MB, each plane had only one file.  If it  was not transferred,  100% of the 
plane's files were not transferred.

Figure 19: Files were transferred to destination either directly or via server.
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5.1.4  Transfer Delays When the Files Went Via Server

Figure 21 depicts kernel density estimations (KDE) of the transfer delays when the files 
were  first  transferred  to  a  server  and  then  to  a  departing  plane.  KDE  depicts  the 
probabilities of different values [42]. The KDEs at all the airports were plotted using R's 
density function with default settings.  When drawing a KDE, R requires at least two 
values  to  select  a  bandwidth  automatically.  The  simulation  with  430 MB files  was 
omitted from figure 21, because only one file reached its destination. Apart from the 430 
MB simulation, other KDEs looked quite similar.

Regardless of the file size, in figure 21 the most typical delay was between 70 and 100 
minutes. Delays between 250 minutes and 450 minutes were very uncommon. Between 
450 and 500 minutes there are small peaks in the KDEs most likely because the number 
of planes at the gates increased and many files found a suitable plane.

Three highest  and sharpest peaks are  from the simulations where the files were the 
smallest.  One  explanation  can  be  that  small  files  were  easier  to  be  transferred 
successfully to a departing plane. Additionally, when there were several small files on a 
server, they were destined to several different airports. Then most departing planes were 
suitable to some files. As the files got bigger and there were fewer of them, fewer and 
fewer departing planes were suitable, which increased the delay.

Figure 20: Correlation between the time an arriving plane stayed at the gate and 
the number of files it was able to upload
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5.1.5  Simultaneous Gate Times in Plane to Plane Transfers

Table 5 depicts the shortest, median and the longest times sending and receiving planes 
stayed  at  the  gate  simultaneously  at  Helsinki  Airport,  when  at  least  one  file  was 
transferred from plane to plane successfully. 2 – 5 minutes was enough to transfer small 
files, but as the files got bigger, simultaneous time had to be longer. 

Table 5: The times sending and receiving planes were at the gate simultaneously 

File size [MB] Shortest time [min] Median time [min] Longest time [min]

1 2 25 60

5 3 30 60

10 5 30 60

43 15 35 60

86 15 45 60

143 30 47.5 51

215 35 50 60

430 60 60 60

Figure  22 depicts the KDEs of the simultaneous times. The KDEs were plotted using 
the methods described in section 5.1.4. Each sender-receiver pair was taken only once 
regardless  how  many  files  were  transferred  successfully.  The  shortest  time  was  2 

Figure 21: Kernel density estimation of the transfer delays when the files 
reached their destination and were transferred via server.
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minutes and the longest 60 minutes. Again the KDE for 430 MB simulation was omitted 
from the figure, because only one 430 MB file was transferred directly from plane to 
plane and R wasn't able to plot it.

Different KDEs don't look the same like the KDEs of the delays. When the files were 
small, typically simultaneous times were less than 30. As the file size grew, longer times 
became more  common.  This  was  as  expected,  because  short  transfer  times  are  not 
enough to transfer large files.

5.1.6  Departing Planes

Table  6 shows to how many of the departing flights at least one file was uploaded or 
tried to be uploaded. When the files were 43 MB or smaller, files were transferred, or 
tried to be transferred, to at least 89% of the departing flights. As the files got bigger,  
the percentage decreased. The table doesn't reveal how many files were uploaded to 
each plane. It only tells that there was at least one file.

Figure 22: Kernel density estimations of the times sending and receiving planes were at 
the gate simultaneously.
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Table 6: The number of departing planes file(s) were tried to be uploaded

File size [MB] Uploads or attempts to 
flights

Percentage of all flights

1 121 100%

5 121 100%

10 116 96%

43 108 89%

86 98 81%

143 84 69%

215 64 53%

430 40 33%

Table  7 depicts how many files were successfully uploaded to the planes before they 
departed from Helsinki Airport. The maximum theoretical value was reached only when 
the plane was at the gate full 60 minutes and files were uploaded to the plane the whole 
time. Median time that departing planes were at the gate before departure in simulations 
at Helsinki Airport was 48 minutes which is 80% of 60 minutes. Therefore, if files had 
been uploaded to all  the departing planes the whole the time and they all  had been 
successful, in table  7 median to max theoretical ratio could have been at  most 80% 
when the files were small. In reality it was only 0 – 42%.

The number of successfully uploaded files varied from zero to the maximum theoretical 
value. When the files were 86 MB or smaller, median or typical ratio of was only 20 – 
42%.  But  when  the  files  got  bigger,  typically  departing  planes  drives  were  empty. 
Therefore, median of median values was only 25%. The results in table 7 don't reveal 
the reasons why the planes departed partially empty.

Table 7: The number on files uploaded to departing planes

File size 
[MB]

Min Max Median Max 
theoretical

Median to max theoretical 
ratio [%]

1 5 412 182 430 42

5 0 84 32 86 37

10 0 41 15 43 35

43 0 10 3 10 30

86 0 5 1 5 20

143 0 2 0 3 0

215 0 2 0 2 0

430 0 1 0 1 0
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Table 8 shows how many files were uploaded or attempted to be uploaded to departing 
planes. The table shows that even if all the files had been uploaded successfully, there 
would not have been enough files to fill the departing planes. The maximum number of 
files attempted to be uploaded to one plane was bigger than the plane could have taken, 
but this was extremely rare.

Table 8: The number on files uploaded or attempted to be uploaded to departing planes

File size 
[MB]

Min Max Median Max 
theoretical

Median to max theoretical 
ratio [%]

1 5 576 223 430 52

5 1 122 46 86 53

10 0 72 22 43 51

43 0 24 5 10 50

86 0 14 3 5 60

143 0 9 1 3 33

215 0 9 1 2 50

430 0 2 0 1 0

Figures 23 and 24 show how long before the departure files were uploaded to the planes 
and how many bytes were successfully uploaded to them. X-axis describes how many 
bytes of data were uploaded to a departing plane compared to the maximum theoretical 
number of bytes that was possible to be uploaded to the plane in the time it stayed at the 
gate. Using the ratio instead of byte count was necessary, because the time planes stayed 
at the gate varied. Y-axis describes the ratio of the difference between the departure time 
and the last upload event over the time the plane stayed at the gate. The time difference 
was divided by the time the plane stayed at the gate, because when the time difference 
was for example 25 minutes, it was more more significant when the plane was at the 
gate for 30 minutes than when it was for 60 minutes. When the last file was uploaded to 
a plane just before the departure, y-value was small.

Figure  23 shows, that when the files were small, values on y-axis were usually quite 
small and files were usually uploaded till the plane departed. Figure 24 shows that as the 
files got bigger, 43 MB in this case, longer time differences became more common, 
which means that uploading ended often well before the departure.
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Figure 23: When the files were 1 MB, they were usually uploaded till the 
plane departed.

Figure 24: When the files were 43 MB, uploading ended usually well 
before the departure.
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5.1.7  Link Throughput at Helsinki Airport

Simulations revealed what happened to the files, but also what was the throughput on 
each link. This information was needed to dimension the network, so that there would 
be just enough capacity to for the maximum load on each link.

Since NS-2 generated so much trace data, it was possible to study only the absolute 
minimum number of links at each airport. Usually this was not a problem, because it 
was possible to aggregate more link capacity than was needed. For example, there were 
three airport gates that could generate at most 3 Gbit/s of traffic, but switches had  four 
extra  1  Gbit/s  interfaces  that  could  be  aggregated  without  hardly  any  extra  cost. 
Therefore,  it  was  not  necessary  to  know  how  high  was  the  maximum throughput, 
because it couldn't have been too high.

The  maximum throughputs  on  each  studied  link  are  in  table  9.  The  network  is  in 
appendix  A.  The  maximum  throughput  was  the  highest  throughput  in  any  of  the 
simulations. Required link capacity was defined by taking the maximum throughput on 
the  link  and  converting  the  unit  from megabits  per  second  to  gigabits  per  second. 
Because the links were multiples of 1 Gbit/s or 10 Gbit/s, the required link capacities 
were rounded up to the next integer.
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Table 9: Link capacities at Helsinki Airport. The network is in appendix A.

Link From 
node to 

node

Link description Maximum 
throughput in 
simulations 

[Mbit/s]

Required 
link 

capacity 
[Gbit/s]

Copper 
(c)
or 

fiber (f)

Implementation

0 82 → 83 in a terminal 4 4 c 4 × 1 Gbit/s

0 83 → 82 in a terminal 3

1 83 → 84 in a terminal 2.7

1 84 → 83 in a terminal 5 5 c 5 × 1 Gbit/s

2 1 → 83 from a server 3.5

2 83 → 1 to a server 6 6 c or f 1 × 10 Gbit/s

3 83 → 90 inter-terminal 6 6 f 1 × 10 Gbit/s

3 90 → 83 inter-terminal 3

4 90 → 91 in a terminal 15 15 c 15 × 1 Gbit/s

4 91 → 90 in a terminal 10.7

5 2 → 91 from a server 17.5

5 91 → 2 to a server 26.5 27 f 3 × 10 Gbit/s

6 91 → 92 in a terminal 14

6 92 → 91 in a terminal 18.2 19 c 19 × 1 Gbit/s

7 92 → 94 in a terminal 7.7

7 94 → 92 in a terminal 7.9 8 f 1 × 10 Gbit/s

8 92 → 98 in a terminal 7

8 98 → 92 in a terminal 9 9 f 1 × 10 Gbit/s

9 97 → 98 in a terminal 4 4 f 1 × 10 Gbit/s

9 98 → 97 in a terminal 4

Links 0 and 1 were implemented by aggregating 1 Gbit/s copper links. In switch 83 in 
appendix A there was one extra 1 Gbit/s link that could have been connected either to 
switch 82 or 84, but was left unused. In links 4 and 6 there were 15 and 19 aggregated 
links  which  is  quite  a  lot.  Because  Netgear's  switch  GS752TXS  didn't  have  any 
restrictions how many links can be aggregated, it was assumed that there was no limit. 
Switch 91 had 14 extra links that remained available, if high enough throughput had 
otherwise not have been achieved.

5.2  Simulations at Arlanda Airport

Arlanda  airport  (ARN)  in  Stockholm  Sweden  is  the  second  largest  of  these  three 
airports. In the simulations there were 60 gates in four terminals. All the gates were 
contact gates.
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5.2.1  Schedules at Arlanda Airport

The simulations started on May 16th, 2012 at 12:00 and ended ten hours later at 22:00. 
The maximum number of planes at the gates was 36 at 17:20. On average there were 
13.86 planes  at  the  gates  when the  planes  were  counted once  in  a  minute  and idle 
minutes were included, too. Median number of planes was 15. At Arlanda the number of 
planes at the gates was more constant over time than at Helsinki Airport, even though 
there were clear spikes in the morning and in the afternoon. Figure 25 depicts how many 
gates were occupied as a function of time.

Figure  26 shows that about one third of the arriving planes stayed at the gate full 60 
minutes and the rest between 20 and 60 minutes. On average arriving planes stayed at 
their gates 45.9 minutes, and median time was 45 minutes. CDF was drawn using the 
method described in section 5.1.1.

Figure 25: The number of planes at the gates at Arlanda Airport
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5.2.2  Simulation Results at Arlanda Airport

Table 10 shows the simulation results at Arlanda. They resembled the results at Helsinki 
Airport, but there were about 5 – 8 percentage points less incomplete files at Helsinki 
than at Arlanda. One reason was that the arriving planes at Helsinki stayed at the gate on 
average 50 minutes and only 45.9 minutes at Arlanda. Increased number of incomplete 
files meant that fewer files than at Helsinki Airport reached their destination or server. 2 
– 5 percentage points fewer files reached their destination, and still in transit at the end 
of simulations were 4 – 6 percentage points fewer files than at Helsinki Airport. 

Table 10: Simulation results at Arlanda Airport

 File size [MB]

1 5 10 43 86 143 215 430

What 
happened to 
the files?

Incomplete [%] 33.3 30.5 30.9 35.2 40.6 44.2 52 73.8

Destination [%] 29.9 28.7 27.1 21.1 13.1 12.4 7.3 2.1

Transit [%] 36.7 40.8 42 43.8 46.3 43.3 40.7 24.1

How did the 
files reach 
destination?

Directly [%] 60.9 55.8 51.5 31.5 22.8 7.1 7.4 0

Via server [%] 39.1 44.2 48.5 68.5 77.2 92.9 92.6 100

Figure 26: The times arriving planes stayed at the gate 
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There  were  fewer  incomplete  files  when  the  files  were  small.  The  percentage  of 
incomplete files was the smallest, when the files were 5 MB. Arriving planes stayed at 
the gate on average 45.9 minutes. On average at least (60 min – 45.9 min) / 60 min = 
0.235 = 23.5% of the files were going to be incomplete. In these simulations the number 
of incomplete files was 7 – 50 percentage points higher.

Figure 27 depicts how the percentage of incomplete files diminished at first but started 
to grow when the files became larger than 10 MB. Just like at Helsinki Airport, fewer 
and fewer files found their destination as the file size grew. Except for the simulation 
with  430  MB  files,  the  percentage  of  transit  files  was  relatively  similar  in  every 
simulation. 

Figure 28 depicts how large percentage of the files reached their destination directly and 
via server. The graph looks fairly similar as the corresponding graph at Helsinki Airport, 
except that none of the 430 MB files were transferred directly from plane to plane at 
Arlanda Airport. Most of the small files were transferred directly from plane to plane, 
but as the file size grew, more and more of the files were transferred via server. Turning 
point was between 10 and 43 MB.

Figure 27: Files' state at the end of simulation as a function of file size
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5.2.3  Transfer Times and Uploaded Files

Unsurprisingly, there was a strong correlation between the time the planes stayed at the 
gate and the number of files they were able to upload. Correlation was the strongest 
when the files were 5 MB. As the files got bigger, correlation weakened but was always 
strong.  Figure  29 depicts  the  development  of  correlation  as  a  function  of  file  size. 
Correlations were calculated using methods described in section 5.1.3.

Figure 28: Files were transferred to destination either directly or via server

Figure 29: Correlation between the time an arriving plane stayed at the gate and 
the number of files it was able to upload
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5.2.4  Transfer Delays When the Files Went Via Server

Figure  30 depicts the kernel density estimations of the files' transfer delays when the 
files were first transferred to a server and later to a departing plane. The KDE from the 
430 MB simulation was omitted, because only three files reached their destination plane 
via server and therefore it looked very different. Otherwise, the KDEs were very similar 
regardless of the file size.

Figure  30 shows that depending on the file size typical delay was about 100 minutes. 
Smaller files typically reached their destination in little less than 100 minutes and larger 
files in little more than 100 minutes. Compared to the density estimations at Helsinki 
Airport, typical delay was about the same, but at Arlanda the peak was not as high and 
longer  delays  were  more  common.  Additionally,  at  Arlanda  the  KDEs  diminished 
steadily, and there were no peaks in longer delays. At both of the airports simulation 
time was 600 minutes and the longest delays were very close to that.

5.2.5  Simultaneous Gate Times in Plane to Plane Transfers

Table 11 depicts the shortest, median and the longest times sending and receiving planes 
stayed at the gate simultaneously, when at least one file was transferred from plane to 
plane successfully. When the files were small, 2 – 5 minutes was enough to transfer files 
from plane to plane directly. None of the 430 MB files were transferred directly from 
plane to plane.

Figure 30: Kernel density estimation of the transfer delays when files reached 
their destination and were transferred via server.
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Table 11: The times sending and receiving planes were at the gate simultaneously 

File size [MB] Shortest time [min] Median time [min] Longest time [min]

1 2 20 60

5 5 25 60

10 5 25 60

43 15 35 58

86 25 45 57

143 28 45 55

215 40 42.5 45

430 - - -

Figure 31 depicts kernel density estimations of the simultaneous times. The KDEs were 
drawn using the methods described in section 5.1.4. Each sender-receiver pair was taken 
only once regardless how many files were transferred successfully. The shortest time 
was 2 minutes and the longest  60 minutes.  Because none of the 430 MB files was 
transferred directly from plane to plane, it was omitted from the figure. 

Just like at Helsinki Airport, different KDEs don't look very much alike. When the files 
were small, short simultaneous times were more common than long ones. But when the 
files  were  larger,  simultaneous times had to  be  longer  in  order  to  transfer  the  files 
successfully. There were only two sender receiver pairs in 215 MB simulation, which 
explains the abnormal height of the 215 MB KDE.

Figure 31: Kernel density estimations of the times sending and receiving 
planes were at the gate simultaneously



48

5.2.6  Departing Planes

Table 12 shows to how many of the departing flights at least one file was uploaded or 
tried to be uploaded. The total number of departing flights during the simulation was 
190. When the files were 10 MB or smaller, files were uploaded to more than 95% of 
the flights. As the files got bigger, files were uploaded to fewer and fewer planes.

Table 12: The number of departing planes file(s) were tried to be uploaded

File size [MB] Uploads or attempts to 
flights

Percentage of all flights

1 187 98%

5 183 96%

10 183 96%

43 155 82%

86 118 62%

143 106 56%

215 94 49%

430 36 19%

Table  13 depicts how many files were successfully uploaded to departing planes. The 
maximum theoretical number of files was reached only when the plane was at the gate 
full 60 minutes and files were uploaded to the plane the whole time. Median time that 
departing planes were at the gate before departure in simulations at Arlanda Airport was 
45 minutes which is 75% of 60 minutes. Therefore, if files had been uploaded to all the 
departing planes the whole the time and they all had been successful, in table 13 median 
to max theoretical ratio could have been at most 75% when the files were small. In 
reality it was only 0 – 27%.

Regardless  of  the  file  size,  the  number  of  files  varied  from zero  to  the  maximum 
theoretical value or very close to it. When the files were 43 MB or smaller, typically 
only 20 – 27% of the maximum byte count was uploaded to departing planes. When the 
files were larger,  typically the drives were empty. The median of medians was only 
10%.
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Table 13: The number of files successfully uploaded to departing planes

File size 
[MB]

Min Max Median Max theoretical Median to max theoretical 
ratio [%]

1 0 414 115.5 430 27

5 0 84 22 86 26

10 0 40 9.5 43 22

43 0 9 2 10 20

86 0 5 0 5 0

143 0 2 0 3 0

215 0 2 0 2 0

430 0 1 0 1 0

Table  14 shows how many files were uploaded or tried to be uploaded to departing 
planes.  In  some  rare  cases  more  files  than  one  plane  could  take  were  tried  to  be 
uploaded, but median number of files was between zero and 33%. Median of medians 
was 30%. Even if all these files had successfully been uploaded to departing planes, 
there would not have been enough files to fill all of them. Therefore, the planes departed 
partially empty, because there were not enough files.

Table 14: The number on files uploaded or tried to be uploaded to departing planes

File size 
[MB]

Min Max Median Max theoretical Median to max theoretical 
ratio [%]

1 0 464 130.5 430 30

5 0 96 25.5 86 30

10 0 54 13 43 30

43 0 21 3 10 30

86 0 24 1 5 20

143 0 8 1 3 33

215 0 8 0 2 0

430 0 4 0 1 0

Figures 32 and 33 depict how long before the departure files were uploaded or tried to 
be uploaded to the planes and how many bytes were successfully uploaded to them. X-
axis describes how many bytes of data were uploaded to a departing plane compared to 
the maximum theoretical number of bytes that was possible to be uploaded to the plane 
in the time it stayed at the gate. The ratio instead of byte count was used because the  
time  planes  stayed  at  the  gate  varied.  Y-axis  describes  the  ratio  of  the  difference 
between the departure time and the last upload event over the time the plane stayed at 
the gate. When the last file was uploaded to a plane just before the departure, y-value 
was small. 
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Figure  32 shows that when the files were 1 MB, usually files were being uploaded to 
planes till the plane departed. Figure 33 shows that when the files were larger, 43 MB in 
this case, uploading often ended well before the departure.

Figure 32: When the files were 1 MB, they were usually uploaded till 
the plane departed

Figure 33: When the files were 43 MB, uploading ended usually well 
before the departure
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5.2.7  Link Throughput at Arlanda Airport

The network at Arlanda is in appendix C. Table 15 depicts throughputs on each link in 
both directions. Simulation data rates were transformed directly to gigabits per second 
to determine the required link capacities. Most of the links had to be implemented using 
10 Gbit/s fiber-optic links because the distances were so long, which lead to some extra 
capacity on many links. Aggregating 1 Gbit/s links would have been possible but it 
could  have  deteriorated  the  transfer  rate  eventually.  Fortunately,  the  maximum 
throughput on link four was not more than 10 Gbit/s, because it would have required 
switch  85  to  have  more  than  four  10  Gbit/s  optical  interfaces,  which  would  have 
required significantly more expensive switch.

Table 15: Link capacities at Arlanda Airport. The network is in appendix C.

Link From 
node to 

node

Link description Max 
throughput in 
simulations 

[Mbit/s]

Required 
link 

capacity 
[Gbit/s]

Copper 
(c) 
or 

fiber (f)

Implementation

0 2→82 from server 3.6

0 82→2 to server 5.5 6 c or f 1 × 10 Gbit/s

1 82→85 inter-terminal 4.7 5 f 1 × 10 Gbit/s

1 85→82 inter-terminal 3.2

2 3→83 from server 3.6 5 c or f 1 × 10 Gbit/s

2 83→3 to server 5

3 83→85 inter-terminal 3.6 6 f 1 × 10 Gbit/s

3 85→83 inter-terminal 5.7

4 4→85 from server 3.7

4 85→4 to server 9.9 10 c or f 1 × 10 Gbit/s

5 85→88 inter-terminal 6.6 7 f 1 × 10 Gbit/s

5 88→85 inter-terminal 6.3

6 88→90 in terminal 8 8 f 1 × 10 Gbit/s

6 90→88 in terminal 7.3

7 5→90 from server 7.1

7 90→5 to server 13.3 14 c or f 2 × 10 Gbit/s

8 90→92 in terminal 7.8

8 92→90 in terminal 9 9 f 1 × 10 Gbit/s
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5.3  Simulations at Heathrow

London Heathrow Airport (LHR) is the largest airport of these three airports. In the 
simulations there were 136 gates in 4 terminals. All the terminals were in their own 
buildings that were not connected to each other. Additionally, terminal 5 consisted of 
three separate buildings. All the gates were contact gates.

5.3.1  Schedules at Heathrow Airport

Since Heathrow Airport is about two times larger and three times busier than Helsinki 
and Arlanda airports, simulation time was only 6 hours. Simulated time started on May 
17th, 2012 at 4:59 and ended six hours later at 10:59. Running the simulations took from 
a couple of hours to ten hours depending on the file size. The smaller the files were the 
longer it took to run the simulation. Each simulation generated trace data from 60 GB to 
100 GB. 

The number of planes at the gates over time is depicted in figure 34. When the planes 
were counted once in a minute between May 15th and 17th, 2012, the maximum number 
of planes at gates was 81. The time was then 6:45 on May 17 th, 2012. Median or typical 
number of planes was 48 and mean was 37.3, when the planes were counted once in a 
minute and idle minutes were included, too. Figure 34 shows that even a busy airport 
like Heathrow doesn't operate round-the-clock. 

Cumulative distribution function of the times arriving planes stayed at the gate is in 
figure  35. CDF was drawn using the method described in section  5.1.1. Even though 
Heathrow was the largest and the busiest airport of these airports, more than half of the 
arriving planes stayed at the gates full 60 minutes. Average time was almost 52 minutes, 
which was more than at Helsinki and at Arlanda. Median time was full 60 minutes. The 
shortest time was 20 minutes. 

Figure 34: The number of planes at the gates at Heathrow Airport
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5.3.2  Simulation results at Heathrow Airport

Arriving planes stayed at gate on average 51.9 minutes. Since (60 min – 51.9 min) / 60 
min = 0.135, on average at least 13.5% of the files were left on the planes when the files 
were small. Table 16 shows that in practice 6 to 42 percentage points more of the files 
were  incomplete.  Because  the  planes  stayed  at  their  gates  longer  than  at  the  other 
airports, there were less incomplete files. Therefore, more files reached their destination 
or a server. The percentage of incomplete files was smaller when the files were small. 
But just like at the other airports, the smallest file size was not the most optimal. There 
percentage of  incomplete files was the smallest when the files were 5 MB.

Table 16: Simulation results at Heathrow Airport

File size [MB]

1 5 10 43 86 143 215 430

What 
happened to 
the files?

Incomplete [%] 21.8 19.6 20.6 25.3 29.9 36.6 43 55.8

Destination [%] 38.4 36.4 34.8 26.1 17.7 11.6 8.3 3

Transit [%] 39.8 43.9 44.6 48.6 52.4 51.8 48.7 41.1

How did the 
files reach 
destination?

Directly [%] 71.8 67.7 63 53.6 39.9 17.7 18.8 16.7

Via server [%] 28.2 32.3 37 46.4 60.1 82.3 81.2 83.3

Figure 35: Cumulative distribution function of the times arriving 
planes stayed at the gate
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Figure 36 shows how the state of the files evolved as a function of file size. Just like at 
the other airports, small files found their way to destination relatively often. As the files 
got bigger, the percentage of incomplete files grew, which reduced the percentage of the 
files that reached their destination. The percentage of the files that were on a server was 
between 39 and 52% in every simulations.

Figure  37 shows how the files reached their destination. More than 70% of the files 
reached their destination directly when the files were 1 MB. When the files were 86 MB 
or bigger, they reached their destination via server more often than directly from plane 
to plane.

Figure 36: The state of files at the end of simulations as a function of file size.

Figure 37: Files were transferred to destination either directly or via server
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5.3.3  Transfer Times and Uploaded Files

Just like at the other airports, there was a strong correlation between the number of 
successfully transmitted files and the time the planes stayed at the gate. When the files 
were 1 MB, correlation was 0.98, which was even stronger than at the other airports. 
But when the file size grew, correlation started to weaken. Eventually correlation was 
only 0.59 when the files were 430 MB. Correlations were calculated using the methods 
described in section 5.1.3.

5.3.4  Transfer Delays When the Files Went Via Server

Figure  39 depicts the kernel density estimations of the transfer delays when the files 
were first uploaded to a server and then to a departing plane. Again, the simulation with 
430 MB files was omitted from the picture since there were so few files. All the density 
functions in figure 39 are quite similar, and typical delay was less than hundred minutes. 
Simulation time at Heathrow was only 360 minutes which explains the lack of longer 
delays. 

Figure 38: Correlation between the time arriving planes stayed at the gate and 
the number of files they were able to upload at Heathrow Airport
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5.3.5  Simultaneous Gate Times in Plane to Plane Transfers 

Table 17 depicts the shortest, median and the longest times sending and receiving planes 
stayed at the gate simultaneously when at least one file was transferred from plane to 
plane successfully. Again 2 – 5 minutes was enough to transfer the shortest files. Some 
of the shortest times were closer to the theoretical minimum times than at the other 
airports. For example, at least 12 minutes were required to transfer a 86 MB file and 20 
minutes to transfer a 143 MB file.

Table 17: The times sending and receiving planes were at the gate simultaneously

File size [MB] Shortest time [min] Median time [min] Longest time [min]

1 2 25 60

5 5 30 60

10 5 35 60

43 10 40 60

86 13 40 60

143 20 45 60

215 35 45 60

430 60 60 60

Figure 39: Kernel density estimations of the transfer delays when files 
were transferred from plane to plane directly



57

Figure 40 depicts kernel density estimations of the times. The KDEs were plotted using 
the  methods described in  section  5.1.4.  Sender-receiver  pairs  were taken only  once 
regardless how many files were transferred successfully. Because only one 430 MB file 
was transferred directly from plane to plane, it was omitted from the figure.

Different KDEs don't look alike same way as the KDEs of the transfer delays. When the 
files were small, even a short time window was enough to transfer files. For example, 
when  the  files  were  1  MB,  almost  all  the  times  between  2  and  60  minutes  were 
relatively common. As the files got bigger,  more time was needed, and longer time 
windows became more common.

5.3.6  Departing Planes

In the simulations the number of departing flights was 226. Table  18 shows to how 
many of the departed flights at least  one file was uploaded or tried to be uploaded. 
When the files were 10 MB or smaller, files were uploaded to almost all of the flights.  
As the file size grew, files were uploaded to fewer and fewer flights. However, table 18 
doesn't reveal how many files were uploaded to planes.

Figure 40: Kernel density estimations of the times sending and receiving 
planes were at the gate simultaneously
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Table 18: The number of departing planes files were tried to be uploaded

File size [MB] Uploads or attempts to 
flights

Percentage of all flights

1 223 99%

5 223 99%

10 221 98%

43 205 91%

86 154 68%

143 113 50%

215 98 43%

430 50 22%

Table  19 depicts  how many files were successfully uploaded the planes before they 
departed from Heathrow. The maximum theoretical number of files was reached only 
when the files were uploaded to the plane for 60 minutes. In the simulations the median 
time departing planes stayed at the gate was full 60 minutes. Therefore, if files had been 
uploaded to the planes  the whole time and all  the uploads  had been successful,  the 
median to max theoretical ratio in table  19 should have been 100%, at least when the 
files were small. Instead, it was only 0 – 30%. 

The number of files varied from zero to the maximum theoretical value. When the files 
were 43 MB or smaller, typically only 20 – 30% of the maximum number of files that  
could have been uploaded to departing planes within an hour. But when the files were 
larger, median number of uploaded files was zero. Therefore, the median of medians 
was 10%.

Table 19: The number of files successfully uploaded to departing planes

File size 
[MB]

Min Max Median Max theoretical Median to max theoretical 
ratio [%]

1 0 424 128 430 30

5 0 82 24 86 28

10 0 40 11 43 26

43 0 9 2 10 20

86 0 4 0 5 0

143 0 3 0 3 0

215 0 1 0 2 0

430 0 1 0 1 0

Table 19 shows that the number of successfully uploaded files was typically quite small 
and the planes typically departed partially empty. Table 20 shows how many files were 
uploaded successfully or unsuccessfully to departing planes. As the table shows, the 
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planes would have had only a little more files, if all the uploads had been successful. 
Therefore, regardless of the file size planes departed partially empty, because there were 
not enough files to be uploaded to them.

Table 20: The number on files uploaded or tried to be uploaded to departing planes

File size 
[MB]

Min Max Median Max theoretical Median to max theoretical 
ratio [%]

1 0 459 135.5 430 32

5 0 103 28 86 33

10 0 62 14 43 33

43 0 22 3 10 30

86 0 15 1 5 20

143 0 8 0.5 3 17

215 0 9 0 2 0

430 0 5 0 1 0

Figures 41 and 42 describe how long before the departure last files were uploaded to the 
planes and how many bytes were successfully uploaded to them. X-axis shows how 
many bytes were uploaded to a departing plane compared to the maximum theoretical 
number of bytes that was possible to be uploaded to the plane in the time it stayed at the 
gate.  Because the planes didn't  stay at  the gate  equally long time,  x-axis  uses ratio 
instead of byte count. Y-axis shows the ratio of the difference between the departure 
time and the last upload event over the time the plane stayed at the gate. Y-axis also uses 
ratio because when the time difference was for example 25 minutes, it was more more 
significant  when the plane was at  the gate for 30 minutes  than when it  was for 60 
minutes. When the last file was uploaded to a plane just before the departure, the value 
on y-axis was small.

Figure 41 shows that when the files were 1 MB, in some cases the last upload occurred 
well before the departure, but usually uploading continued till the plane departed. As 
figure 42 shows, when the files were 43 MB, usually uploading ended well before the 
departure.
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Figure 41: When the files were 1 MB, they were usually uploaded till 
the plane departed

Figure 42: When the files were 43 MB, uploading ended usually well 
before the departure
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5.3.7  Link Throughput at Heathrow Airport

The network at  Heathrow airport  is  in  the appendixes  E,  F and  G. Links  and their 
throughputs  are  listed  in  table  21.  Megabits  per  second  data  rates  are  transformed 
directly to gigabits per second to determine the required link capacities. Most of the 
links had to be implemented using 10 Gbit/s fiber-optic links, because the distances 
were so long which led to extra capacity on many links.

Switch 165 had to have 22 copper interfaces that support 1 Gbit/s data rates and at least  
two  fiber-optic  interfaces.  Therefore,  Netgear's  GS752TXS  was  chosen.  Since  the 
switch had two extra fiber-optic links available, link 0 was implemented aggregating 
them. The same arguments applied to the switch in node 179.

Link 5 was also implemented aggregating two 10 Gbit/s fiber-optic links. Switches 183 
and 187 had to have four 10 Gbit/s fiber-optic interfaces and several 1 Gbit/s copper 
interfaces, therefore GS752TXS was used in nodes 183 and 187, too. Link 7 could have 
been a copper link, but since switch 195 had to have several copper link interfaces, 
Netgear's GS752TXS was chosen. 

Netgear's XS712T was chosen for switches 221 and 222. They were interconnected with 
two 10 Gbit/s  copper  links  because  the  distance was short  enough and copper  was 
cheaper than fiber.  Server 5 was also connected to switch 221 with a copper cable. 
Simulations indicated that the maximum throughput on link 9 was 6 Gbit/s, so switch 
221 needed to have 11 interfaces that support 1 or 10 Gbit/s copper links. Copper cables 
can be at most 100 m long, but it was not a problem since the terminal building was 
quite small.

Links 12 and 13 had to be fiber links because of their length. The maximum throughput 
of link 13 was 10.7 Gbit/s, but since it was more than 10 Gbit/s only for a very shot 
time, single 10 Gbit/s link was chosen. Switches' 207 and 213 model was GS752TXS 
because  it  was  the  cheapest  switch  that  had  enough  1  Gbit/s  copper  interfaces. 
Therefore, the switches had several idle 10 Gbit/s interfaces. 
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Table 21: Link capacities at Heathrow. The network is in appendixes E, F and G.

Link From 
node to 

node

Link 
description

Max 
throughput 

in 
simulations 

[Mbit/s]

Required 
link 

capacity 
[Gbit/s]

Copper 
(c) 
or 

fiber (f)

Implementation

0 1→165 from server 5.4

0 165→1 to server 12.6 13 c or f 2 × 10 Gbit/s

1 165→175 in terminal 6.6

1 175→165 in terminal 9 9 f 1 × 10 Gbit/s

2 165→183 inter-terminal 7.8

2 183→165 inter-terminal 8.1 9 f 1 × 10 Gbit/s

3 3→179 from server 7.1

3 179→3 to server 12 12 c or f 2 × 10 Gbit/s

4 179→183 in terminal 9.9 10 f 1 × 10 Gbit/s

4 183→179 in terminal 9.3

5 183→187 in terminal 12 12 f 2 × 10 Gbit/s

5 187→183 in terminal 11.8

6 187→195 inter-terminal 8.8 9 f 1 × 10 Gbit/s

6 195→187 inter-terminal 5

7 4→195 from server 5.5

7 195→4 to server 9.3 10 c or f 1 × 10 Gbit/s

8 187→221 inter-terminal 8.8

8 221→187 inter-terminal 9 9 f 1 × 10 Gbit/s

9 220→221 in terminal 6 6 c 6 × 1 Gbit/s

9 221→220 in terminal 5.8

10 5→221 from server 8

10 221→5 to server 16.1 17 c 2 × 10 Gbit/s

11 221→222 in terminal 8.9 18 c 2 × 10 Gbit/s

11 222→221 in terminal 17.7

12 213→222 in terminal 18 18 f 2 × 10 Gbit/s

12 222→213 in terminal 9

13 207→213 in terminal 10.7 10 f 1 × 10 Gbit/s

13 213→207 in terminal 7
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5.4  When All the Files Were Transfered to the Server First

In all the previous simulations direct plane to plane uploads were possible. Sometimes 
the files reached their destination quickly, but sometimes they stayed in the arriving 
plane because the time ran out. Instead of allowing plane to plane uploads, all the files 
could have first gone to a server and then to a departing plane. To find out how it would 
have affected the results, additional simulations were run at Arlanda, where all the files 
were first uploaded to a server and later to a departing plane.

Simulations where direct plane to plane uploads were not allowed were run only with 1 
MB, 10 MB and 215 MB files. Table 22 shows the state of the files after simulations. 
Compared to  the other  simulation results  at  Arlanda in  table  10,  files  reached their 
destination less often when the files were small and more often when the files were big. 
Regardless of the size, larger portion of the files were at the servers at the end of the 
simulations.

Table 22: Simulation results at Arlanda when all the files went via server

File Size [MB]

1 10 215

What 
happened to 
the files?

Incomplete [%] 38.7 28.3 40.3

Destination [%] 20.7 23.1 12.6

Transit [%] 40.6 48.6 47.0

Figure 43 shows the percentage of incomplete files as a function of file size when direct 
plane to plane uploads were allowed and not allowed. 

Figure 43: The percentage of incomplete files
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When all the files were 1 MB and all of them went via server, 38.7% of them didn't get 
out of arriving planes. When plane to plane transfer was allowed the percentage was 
only 33.3%. The reason might have been inefficient simulator scripting. When a plane 
started to upload its files to a server, it had a full 1 Mbit/s connection. 1 MB file is 8 
megabits. Additionally about 2.5% of protocol data had to be added to it. In total 8 000 
000 bits  × 1.025 = 8 200 000 bits  had to  be sent.  On 1 Mbit  link transferring 8.2 
megabits took about 8.2 seconds. The simulator didn't tell when it had successfully sent 
and received a file but the script had to check when the receiver had received enough 
bytes. The script could have checked it once in a millisecond but it would have made 
the simulation slower. Instead, the script checked it once in a second. In this case when 
it checked the number of arrived bytes after 8 seconds, the whole file hadn't arrived yet. 
The file arrived after 8.2 seconds but the sender was idle until the time was 9 seconds. 
When time was 9 seconds a new file was sent. This inefficiency increased the transfer 
time about 10% which increased the number of incomplete files. Because the planes 
were at the gate on average 45.9 minutes, at least 23.5% of the files should have been 
incomplete on average. This fault caused it to be about 10 percentage points higher, so a 
couple of percentage points of the incomplete files were caused by something else.

When plane to plane uploads were allowed, different connections from an arriving plane 
had to share the 1 Mbit/s link from the plane to the nearest switch. Depending on the 
case, idle time between consecutive files could vary from 0 to 0.999 seconds, and on 
average it should have been about 0.5 seconds. This 0.5 s is about 6% of the 8.2 s it took 
to transfer the whole 1 MB file when the whole 1 Mbit/s capacity was available.

In these two different simulation methods, where plane to plane uploads were allowed 
and not allowed, there was about 10% - 6% = 4 percentage points difference between 
the average idle time between consecutive files. The difference between average idle 
time is very close to the difference between the number of incomplete file which was 
38.7% - 33.3% = 5.4 percentage points.

Figure 44: Kernel density estimation of the transfer delays
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Figure 44 depicts the kernel density estimations of the transfer delays of the files that 
reached their destination during the simulation. They were quite similar with the ones in 
regular simulations but shorter delays were more common when all the files went to 
server first. This is because at least some of the files that previously were sent from 
plane to plane directly, were now uploaded to a server first and then immediately to a 
departing plane.

Correlation between the time spent at the gate and the number of successfully uploaded 
files from an arriving plane is depicted in figure 45. When files were small, there was 
hardly any difference, but as the files got bigger, correlation stayed stronger when all the 
files went to the server first.

5.5  Summary of the Simulation Results

This section summarizes and compares the results from all the airports. As figure  46 
depicts,  there  was a  strong correlation  at  all  the  airports  between the  time arriving 
planes stayed at the gate and the number of files they uploaded successfully to a server 
or another plane. This unsurprising result was similar at every airport. When the files 
were small, correlation was very strong, but as the files got larger, correlation weakened 
a bit but remained always strong. At Arlanda airport correlation was weaker than at 
other  airports  at  first  but  remained the strongest  as the files  became larger.  Overall 
differences were quite small between the airports. 

Figure 45: Correlation between the time an arriving plane stayed at the gate and the  
number of files it was able to upload
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Average and median times arriving planes stayed at the gate are in table 23. At Arlanda 
the planes stayed at the gate the shortest and at Heathrow the longest. The result of the 
time and strong correlation can be seen in figure 47 where the percentage of incomplete 
files is the largest at Arlanda and the smallest at Heathrow.

Table 23: The times arriving planes stayed at the gate

Airport Average time [min] Median time [min]

Helsinki 50 55

Arlanda 45.9 45

Heathrow 52 60

Figure 46: Correlation as a function of file size
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In the simulations at Arlanda Airport the arriving planes stayed at the gate on average 
45.9 minutes so at least 23.5% of the files could not be transferred out of the planes. As 
table 24 depicts, in the simulations the actual minimum percentage of these incomplete 
files was about 6 – 7 percentage points higher than the minimum theoretical percentage. 
The maximum percentage was about 42 – 50 percentage points higher than theoretical 
value. If all the planes hadn't had full 430 MB of data, the percentage of incomplete 
files would have been smaller. By and large, at every airport large files were incomplete 
more often than small files except for the 1 MB files. As table 24 shows, either 5 MB or 
10 MB files were incomplete the least often at every airport but never 1 MB files. In the 
real world files that are not transferred out from an arriving plane are not necessarily 
lost because they could be uploaded from the plane at the next airport.

Table 24: Summary of incomplete files

Theoretical 
minimum Actual minimum Actual maximum 

Airport Incomplete 
[%]

Incomplete 
[%]

File size 
[MB]

Incomplete 
[%]

File size 
[MB]

Helsinki 16.7 24.0 10 67.3 430

Arlanda 23.5 30.5 5 73.8 430

Heathrow 13.5 19.6 5 55.5 430

In the simulations at Arlanda where all the files were first uploaded to the server and 
then to a departing plane there were usually less incomplete files. When the files were 
10 MB, there were almost 3 percentage points fewer incomplete files, and when the files 
were 215 MB almost 12 percentage points fewer incomplete files. However, when the 

Figure 47: The percentage of incomplete files



68

files were 1 MB, there were more than 5 percentage points more incomplete files when 
all the files went via server,  but this may have been caused by inefficient simulator 
scripting explained in chapter 5.4.

When  the  files  were  successfully  uploaded  from a  plane,  they  either  reached  their 
destination plane or a server. Figure 48 depicts the percentages of the files that reached 
their destination plane during the simulations. If simulation time had been longer, more 
files had reached their destination. On the other hand, if the time had been longer, new 
files had come to the airport. The percentage of the files that reached their destination 
was the highest at Heathrow Airport, when the files were 10 MB or smaller. This is 
because the planes stayed at the gate the longest at Heathrow and at a large airport has 
more suitable departing planes. As the file size grew, the percentage of the files that 
reached their  destination decreased at  every airport.  The decrease was the fastest  at 
Heathrow. 

When the files were uploaded from a plane but didn't reach their destination, they were 
in  transit.  Almost  always  they  were  uploaded  on  a  server  but  in  some  rare  cases 
simulation ended just as they were being transferred. Figure 49 depicts the percentage of 
transit files. Unlike with the files that reached their destination or the files that were left 
in an arriving plane, the percentage of transit files didn't have a clear direction. At first 
the percentage grew till the files were 43 or 86 MB mostly because fewer and fewer 
files reached their  destination.  As the files got bigger, the percentage of transit files 
decreased, because more and more files were left in the arriving planes. 

Figure 48: The percentage of the files that reached their destination
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It was not possible to find out how much data was uploaded to the planes that arrived at 
these three airports, but it was possible to calculate how much data was uploaded to the 
planes that departed from these three airports. 

Figure 50: Departing planes' median drive usage 

Figure 49: The percentage of transit files
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Naturally, since there were many planes, the number of uploaded bytes varied from zero 
to full 430 MB that could be uploaded to a plane in 60 minutes. Figure 50 shows how 
much of the 430 MB were typically uploaded to planes before the departure. Overall, 
the drives were quite empty: median usage was always less than 50% and 0% when the 
files were big. Planes that departed from Helsinki were more full than the planes that 
departed from other airports.

The reason for under usage was always the lack of files. If all the available files, that 
were destined for the airports the planes were going, had been uploaded to the planes, 
the results had not been much better. At Helsinki Airport the median usage would often 
have  been 50 – 60%. At the other  airports  the results  would  have  been only  some 
percentage points higher, when the files were small. At best when the files were 143 MB 
at Arlanda Ariport, median usage would have been 33%, if all the uploads had been 
successful. Therefore, the answer could be in combination of figures 47 and 50. Failure 
to upload all the files from the arriving planes is not necessarily a problem, if there is 
not enough files to be uploaded to them.

Figure 51 shows to how many of the departing flights one or more files were uploaded 
or  at  least  tried to be uploaded.  When the files  were 10 MB or  smaller,  files  were 
uploaded to almost every departing flight. When the file size grew to 43 MB, files were 
still uploaded to more than 80% of the flights. After that the percentage dropped. At 
Arlanda and Heathrow the drop was sharp and at Helsinki Airport smoother. 

Figure 51: The percentage of the flights files were uploaded or tried to be uploaded
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Files were transferred from the arriving planes to another plane either directly or via 
server. Figure 52 depicts how the percentage of the directly transferred files evolved as 
a function of time at each airport. The numbers contain only the files that reached their 
destination during the simulations. At every airport small files were transferred directly 
more  often than via  server.  At  Helsinki  and Arlanda bigger  than 10 MB files  were 
transferred  more  often  via  server.  Because  Heathrow  is  bigger,  more  files  were 
transferred directly from plane to plane than at the other airports. Only very few 430 
MB files reached their destination, which explains why the percentage of 430 MB files 
at Helsinki Airport is higher than 215 MB files. 

5.6  Summary

This chapter presented the simulations results at each airport. At all the airports small 
files were easier to be transported to a suitable departing plane. Larger files found their 
way to their destination less often. Small files went usually to a departing plane directly 
from plane  to  plane  and large  files  via  server.  When  the  files  were  uploaded  to  a 
departing plane via server, typical waiting time on the server was between one and two 
hours.  Planes  departed  often  partially  empty,  because  there  were  not  enough  files 
available. Next chapter reveals the costs of the networks.

Figure 52: Percentage of the files transferred from plane to plane directly
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6  Network Costs
This chapter talks about the costs of the networks simulated in the previous chapter. 
Overall costs consists of hardware costs and labor costs that include cable installations 
and the  installation  work  in  the  aircrafts.  Hardware  costs  include  switches,  servers, 
cables and the storage device on each airplane. Labor costs are more difficult to define, 
so there is only a rough estimation of them. 

6.1  Labor Costs

Having a professional install the network cables is not free. A good estimation of the 
labor  costs  is  difficult  to  find  because  all  the  installations  and  environments  are 
different. Additionally, many companies charge by the network points and not by the 
length of the cable. Even though the exact cost was very difficult to determine, many 
sources estimated that installing a copper Ethernet cable in the US costs about $150 
[43].  Similar  estimate in  Finland,  Sweden or  England was not  available.  This $150 
includes the cable and all the other material as well as the labor. If a 100 m cable and its  
connectors cost about $50, labor costs are about two times more than the materials. 
These estimates are for office environment where the distances between the network 
devices are much shorter than at an airport. Aesthetic demands can also be higher in an 
office. Many of the cables in these networks run side by side, so many of them could be 
installed at the same time. On the other hand, some of the cables have to be installed 
underground and to other challenging location, which can increase the costs.

6.2  Network Components

Components included in the total costs were switches with their fiber optic transceivers, 
servers  with  their  components,  NAS-device  on  each  airplane  and  the  cables  that 
interconnected  all  these  components.  Defining  the  price  for  a  device  was  difficult 
because vendors often reduce prices if a customer buys in bulk. Additionally, prices tend 
to go down over time. Since it wasn't possible to  ask for offers,  list prices from any 
Finnish or international web sites were used. All the prices that were used were among 
the  cheapest,  but  suspiciously  cheap  prices,  such  as  limited  offers  or  going  out  of 
business sales, were not used. The prices in this chapter are in US dollars because all the 
prices were advertised in US dollars.

6.2.1  Switches

After fulfilling the minimum requirements the price of a switch was the most important 
criteria. The switches used in this thesis are in table 25. The maximum distance between 
two nodes  is  100 m when copper  cables  are  being  used  [44].  Unfortunately,  at  the 
airport gates are usually quite far apart. Using fiber-optic cables enables longer links but 
the price of the switches are higher. Another advantage with fiber-optic cables is the 
higher  throughput.  Netgear  has  many cost-efficient  switches  that  support  fiber-optic 
connections, which enable longer than 100 m links and 10 Gbit/s data rates. HP, on the 
other hand, has inexpensive smaller switches that support link aggregation. 

Using managed switches instead of unmanaged allows path redundancy in the network 
which increases resiliency. However, since they are usually more expensive, unmanaged 
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switches were sometimes used in these networks. Additionally, Netgear XS708E is a 
lightly managed switch, but it is uncertain what it actually means and does it allow route 
redundancy [45].

Table 25: Switches and their prices

Model

Interfaces

Managed / 
unmanaged

Link aggregation

Price

Copper Fiber 
(SFP+)

1 Gbit/s 10 Gbit/s
Number 

of groups 
(trunks)

Max 
links in 
a group

Netgear 
GS605

5 0 unmanaged 0 0 $33.00

HP 
1810-8G v2

8 0 managed 4 4 $100.00

HP 
1810-24G v2 

24 0 managed 8 4 $220.00

HP 
1810-48G

48 0 managed 16 8 $500.00

Netgear 
XS708E

8 
(1 or 10GE)

1 “lightly 
managed” 

4 4 $900.00

Netgear 
XS712T

12 
(1 or 10GE)

2 unmanaged 8 8 $1,600.00

Netgear 
GS752TXS

48 4 managed 8 $1,400.00

Netgear 
M7300-24XF

4 
(1 or 10GE)

24 managed 64 8 $7,500.00

6.2.2  Transceivers

Small form-factor pluggable (SFP) and Enhanced Small form-factor pluggable (SFP+) 
transceivers are small modules that can be plugged in to suitable interface in a switch. 
SFP's maximum data rate depends on the technology being used, but SFP+ supports 
data rates up to 10 Gbit/s. Using SFPs increases adaptability because the user doesn't 
have to decide before purchasing a switch what network technology he wants to use. 
Changing from one technology to another can be done by changing the SFP. Depending 
on the technology fiber-optic SFPs support either multi-mode or single-mode cables. 
Transceivers supporting multi-mode technology are cheaper but the maximum range is 
shorter. [46]

To ensure compatibility only Netgear transceivers for the switches and Intel transceivers 
for  the  servers  were  used  here.  There  are  also  third  party  transceivers  that  are 
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significantly cheaper but it is uncertain whether they are always compatible or not.

6.2.3  Cables

Both copper and fiber-optic cables were used in these networks. Most of the copper 
cable links here have a maximum rate of 1 Gbit/s, but since there were some 10 Gbit/s  
links, all the copper cables supported them, too. Since both Cat-6a and Cat-7 cables 
support 10 Gbit/s data rates up to 100 meters, copper cables were either of them [44]. To 
keep  calculations  simple  every  copper  cable  was  expected  to  be  100  meters  long. 
Therefore, the total length of copper cables was calculated by counting the number of 
copper cables and multiplying it by 100 meters. Defining the cheapest price per meter 
for a cable was especially difficult since it depends on the quantity and many vendors 
offer many different cables. After going through many web sites the price per meter was 
set to 0.5 $ [47]. 

Both multi-mode and single-mode fiber optic cables were used in these networks. Both 
of  these  cables  enable  10 Gbit/s  links  but  single-mode cables  have  a  longer  range. 
Multi-mode cables offer at most 300 meter links whereas single-mode cables enable 
links up to 10 km [9] [10]. Since single-mode cables use transceivers that are more 
expensive than multi-mode transceivers,  multi-mode cables  were used whenever  the 
distance was shorter than 300 m. Multi-mode fiber-optic cables were 50/125 and single-
mode cables 9/125. The first number, 50 or 9, is the diameter of the cable's core in 
microns. The second number, 125, is the diameter of the cable's cladding in microns. 
[48] 

All copper cables were used only inside but some of the fiber cables were run outside. 
Defining a suitable price for fiber-optic cable difficult, too. The price for multi-mode 
cables that were run only inside was set to 0.4 $ per meter, and if they could be installed 
also outside, the price was 0.9 $ per meter. Both indoor and outdoor single-mode cables 
cost 0.4 $ per meter. It is surprising why simpler multi-mode cable was more expensive 
than a single-mode cable, but the reason may have been higher supply.

6.2.4  Servers

The servers used in these networks were Dell's T610 but many other model would have 
suited, too. This model was chosen because it was used in van der Pol's and Dijkstra's 
study, where application networking over 10 Gbit/s transfer rates was studied, so it was 
known to be able to handle very high data rates [33]. The server didn't have hard drives 
so the overall prices were calculated for servers that used either HDDs and SSDs. 

SSD used here was Samsung 840 EVO 500 GB, which has an average read and write 
speed of about 500 MB/s [49]. Its price is currently about $250. HDD was Seagate 
Barracuda 1 TB, which has a an average read and write data rate of about 150 MB/s 
[50]. Its price is about $60. They are both one of the fastest drives in their category. To 
find out the lowest server cost, each server was equipped with just enough memory 
drives to be able to handle the maximum throughput using RAID 0.

Dell's T610 didn't include network interface cards (NIC), either.  When a server was 
connected to the network with a copper cable it used Intel's E10G42BT. And when it 
was connected with a fiber-optic cable it used Intel's E10G42AFDA. When a fiber-optic 
cable was used, NIC required a transceiver, too. Intel's E10GSFPSR was used with a 
shorter range multimode cable and E10GSFPLR with a longer range singlemode cable. 
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There  would  have  been  many  cheaper  transceivers  but  there  was  a  risk  that  they 
wouldn't have been compatible with Intel's NICs.

6.2.5  NAS on Every Aircraft

On each  plane  there  was  a  device  that  stored  the  files.  Even  though  airplanes  can 
sometimes experience strong vibrations and other hardships, it was assumed that there 
were  normal  office  conditions  on-board  and  no  need  for  a  rugged  NAS  that  can 
withstand extreme temperatures, strong vibration or water. Still, there were some basic 
requirements that the device had to fulfill. It had to be a NAS device that supported 
Gigabit Ethernet. It also had to be able to read and write its disks at least 125 MB/s.  
Many  of  the  planes  that  were  at  the  gate  were  uploading  files  to  the  airport  and 
downloading files from the airport at the same. Then, if a plane already had full 430 GB 
of data and it downloaded files faster than uploaded, it required more storage capacity 
than 430 GB. Therefore the NAS should have more storage space than 430 GB, for 
example 1 TB. 

Nowadays there are several NAS devices that fulfill these requirements. LaCie has a 
NAS called 2big NAS but unfortunately its maximum rate is only 100 MB/s [51]. Lacie 
also manufactures 5big NAS Pro that transfers data faster than 125 MB/s [52]. Its price 
without disks is 530 $ which is three times what 2big NAS costs. On each plane there 
was one LaCie 5big NAS with one 1 TB Barracuda HDDs, and the total price was $590. 

Unfortunately,  ordinary  commercial  airliners  don't  have  an  extra  RJ45  connector 
installed in them for new innovations. Until now there hasn't really been a need for 
anyone to transfer data to and from an airplane at 1 Gbit/s. Connecting an Ethernet cable 
to  an  airplane  is  more  expensive  than  to  an  ordinary  network  device  because  the 
operational  environment  in  an  airplane  is  much more  demanding than  in  an  office. 
Commercial  airplanes  often  fly  at  10  km where  the  temperature  can  be  dozens  of 
degrees below zero. They also have to endure high temperatures, ice, water, dust and 
dirt. This creates high demands for the parts that are used in airplanes. For example, 
many Cavotec's electrical power connectors, that are used in aircrafts, have an operating 
temperature between -65 °C and +125 °C. Information on rugged RJ45 connectors is 
more limited. Many brands manufacture them, but either the operational temperature is 
unknown or the price is undetermined. For example, L-com has several rugged RJ45 
connectors that cost between $67 and $105 [53].

The labor costs are also difficult to estimate because they are not advertised and the 
costs  vary  from  country  to  country.  In  Finland  ordinary  electrician's  hourly  fee  is 
estimated be €60 which is about $70 [54]. In some countries that could be an airplane 
electrician's hourly fee. If an electrician, charging $70 per hour, installs a network cable 
and a RJ45 connector in three hours, labor costs are 3  × $70 = $210, cable costs are 
about $20 and the connector is about $100. Overall installation costs are then about 
$330 per airplane. The total costs per one aircraft including NAS and cable installations 
are $590 + $330 = $920.

6.3  The Network at Helsinki Airport

The network at Helsinki Airport is in appendix A. The following sections 6.3.1 through 
6.3.5 present the costs of the different network components and cable installation costs.
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6.3.1  Switches

Switches used in the network at Helsinki Airport are in table  26. The network is in 
appendix  A. There were fewer fiber-optic links supporting switches than only copper 
link supporting switches but they were more expensive.

Table 26: The switches used at Helsinki Airport

Switch Price Number of 
switches

Node numbers Total price

HP 1810-8G v2 $100.00 14 80, 81, 82, 86, 
87, 88, 89, 93, 
95, 97, 99, 101, 

102, 104

$1,400.00

HP 1810-48G $500.00 2 84, 85, $1,000.00

Netgear XS708E $900.00 3 96, 100, 103, $2,700.00

Netgear XS712T $1,600.00 3 83, 94, 98, $4,800.00

Netgear GS752TXS $1,400.00 3 90, 91, 92, $4,200.00

Total price $14,100.00

6.3.2  Transceivers for the Switches

SFP+ transceivers for the switches at Helsinki Airport are in table 27. They cost almost 
as  much  as  all  the  switches  combined  even  though  not  all  the  switches  needed 
transceivers.

Table 27: Transceiver costs at Helsinki Airport

Module Price Multi-mode /
 single-mode

Number of 
modules

Nodes Total price

Netgear 
AXM761 

$500.00 multi-mode 6 83, 90, 91 (3 
pieces), 103

$3,000.00

Netgear 
AXM762

$900.00 single-mode 10 83, 90 (2 
pieces), 92 (2 
pieces), 94 (2 
pieces), 96, 

98, 100

$9,000.00

Total price $12,000.00

6.3.3  Cables

Fiber-optic cables used at Helsinki Airport are in the  table  28. Cables summarized by 
mode are in table  29. All kinds of fiber-optic cables were needed at Helsinki Airport: 
indoor multi-mode, outdoor multi-mode, indoor single-mode and outdoor single-mode.
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Table 28: The fiber-optic cables used at Helsinki Airport

Nodes Indoor / 
outdoor

Type Amount Mode Length of 
one cable 

[m]

1 - 83 indoor 50/125 μm 1 multi-mode 300

83 - 90 indoor 9/125 μm 1 single-mode 700

90 - 103 outdoor 50/125 μm 1 single-mode 250

90 - 96 outdoor 9/125 μm 1 single-mode 1 000

2 - 91 indoor 50/125 μm 3 multi-mode 250

92 – 94 indoor 9/125 μm 1 single-mode 350

92 - 98 outdoor 9/125 μm 1 single-mode 1 500

94 - 100 outdoor 9/125 μm 1 single-mode 400

Total length [m] 5 250

Table 29: Summary of the fiber-optic cables used at Helsinki Airport

Type Indoor / 
outdoor

Mode Length [m] Price per 
meter

Price

50/125 μm indoor multi-mode 1 050 $0.40 $420.00

50/125 μm outdoor multi-mode 250 $0.90 $225.00

9/125 μm indoor single-mode 1 050 $0.40 $420.00

9/125 μm outdoor single-mode 2 900 $0.40 $1,160.00

Total 5 250 $2,225.00

There were 149 cables in the network and each of them were presumed to be 100 m 
long. Copper cable costs were 149 × 100 m × $0.5/m = $7450 and all cable costs were 
$2225 + $7450 = $9675. Assuming that installing the cables cost two times more than 
the cables, installations cost $19 350.

6.3.4  Servers

Throughput  to  the server  in  terminal  1  was 6 Gbit/s  and 26.5 Gbit/s  in  terminal  2. 
Throughput to both these servers was higher than throughput from these servers, but in 
terminal 2 the maximum throughput from the server was still about 17 Gbit/s. When 
over a long period of time more files go to a server than leaves it, eventually storage 
memory runs out and some of files have to be destroyed.

When servers were equipped with SSDs, read speed of one SSD was 500 MB/s. In 
server 1 the maximum data rate was 6 Gbit/s and efficiency variable was 2/3. Equation 
3 gives the number of required SSDs.
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6Gbit /s
500 MB /s⋅8b/B⋅2/3

=
6 Gbit /s

2.66Gbit /s
= 2.25 ≈ 3

The maximum throughput to server 2 was 26.5 Gbit/s and the efficiency variable was 
1/2 because of the high throughput. The number of required SSDs was calculated using 
equation 3.

26,5Gbit /s
500 MB /s⋅8b/B⋅1/2

=
26.5Gbit / s
2.0Gbit / s

= 13.25 ≈ 14

The costs when the servers were quipped with SSDs are in the table 30.

Table 30: Server costs at Helsinki Airport when SSDs were being used

Server Type of 
device

Model Price Quantity Total price

Server 1 Server Dell T610 $1,500.00 1 $1,500.00

NIC Intel 
E10G42AFD

A

$600.00 1 $600.00

SFP+ 
transceiver

Intel 
E10GSFPSR

$250.00 1 $250.00

SSD Samsung 840 
EVO 500GB

$250.00 3 $750.00

Server 2 Server Dell T610 $1,500.00 1 $1,500.00

NIC Intel 
E10G42AFD

A

$600.00 2 $1,200.00

SFP+ 
transceiver

Intel 
E10GSFPSR

$250.00 3 $750.00

SSD Samsung 840 
EVO 500GB

$250.00 14 $3,500.00

Total price $10,050.00

When the servers were equipped with HDDs, the maximum read speed of one HDD was 
150 MB/s. The maximum throughput to server 1 was 6 Gbit/s and efficiency variable 
was 2/3. The number of HDDs was calculated using equation 3. The only difference 
compared  to  the  servers  using  SSDs  was  the  read  speed  which  was  70%  slower. 
Therefore, there had to be more drives.

6Gbit /s
150 MB /s⋅8b/B⋅2/3

=
6Gbit /s

0.8Gbit /s
= 7.5 ≈ 8
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The maximum throughput to server 2 was 26.5 Gbit/s. Because the throughput was so 
high, efficiency variable was ½. Equation 3 gives the number of HDDs.

26.5Gbit /s
150 MB /s⋅8b/B⋅1/2

=
26.5Gbit / s
0.6Gbit / s

= 44.2 ≈ 45

All the server components and their prices are in the table 31.

Table 31: Server costs at Helsinki Airport when HDDs were being used

Server Type of 
device

Model Price Quantity Total price

Server 1 Server Dell T610 $1,500.00 1 $1,500.00

NIC Intel 
E10G42AFDA

$600.00 1 $600.00

SFP+ 
transceiver

Intel E10GSFPSR $250.00 1 $250.00

HDD Seagate Barracuda
1 TB

$60.00 8 $480.00

Server 2 Server Dell T610 $1,500.00 1 $1,500.00

NIC Intel 
E10G42AFDA

$600.00 2 $1,200.00

SFP+ 
transceiver

Intel E10GSFPSR $250.00 3 $750.00

HDD Seagate Barracuda 
1 TB

$60.00 45 $2,700.00

Total price $8,980.00

6.3.5  Total Costs at Helsinki Airport

Total costs at Helsinki Aiport are in table 32. Switch costs include also the transceivers 
they need. The table also shows the costs divided by the number of terminals and gates. 
At  the  airport  there  were  57  gates  in  two terminals.  Total  costs  were  quite  similar 
regardless  which  memory  drive,  SSD  or  HDD,  was  being  used.  This  is  because 
Samsung's 840 SSD is about four times faster than Seagate Barracuda HDD but SSD is 
also about four times more expensive. Therefore, HDDs provide more storage capacity 
for the same price.
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Table 32: Total costs at Helsinki Airport

Servers using SSDs Servers using HDDs

Switches $26,100.00 $26,100.00

Servers $10,050.00 $8,980.00

Cables $9,675.00 $9,675.00

Cable installation $19,350.00 $19,350.00

Total $65,175.00 $64,105.00

Costs per terminal $32,587.50 $32,052.50

Costs per gate $1,143.42 $1,124.65

6.4  The Network at Arlanda Airport

The network at Arlanda Airport is in appendix C. The following sections 6.4.1 through 
6.4.5 present the costs of the different network components and cable installation costs.

6.4.1  Switches

The switches used in the network at Arlanda Airport are in table 33. There were more 
switches that have interfaces for only copper links, but switches that supported also 
fiber-optic links created the most costs. Node numbers that contain the letter b are nodes 
that were divided into two switches after simulations. For example, nodes 87 and 87b 
were  one  node  in  simulations  but  later  they  were  divide  in  two.  Usually,  because 
switches  supported  only  a  limited  number  of  links  in  link  aggregation,  and  it  was 
cheaper to get two small switches instead of one big switch.

Table 33: Switch costs at Arlanda Airport

Switch Price Number of 
switches

Nodes Total price

HP 1810-8G v2 $100.00 8 80, 84, 85b, 87, 
87b, 89, 89b, 

91, 

$800.00

HP V1810-48G $500.00 4 81, 86, 93, 94 $2,000.00

Netgear XS712T $1,600.00 2 82, 92, $3,200.00

Netgear GS752TXS $1,400.00 3 85, 88, 90, $4,200.00

Netgear XS708E $900.00 1 83 $900.00

Total price $11,100.00



81

6.4.2  Transceivers for the Switches

SFP+ transceivers for the switches are in the table  34. Single-mode transceivers were 
used when the length of the link was too long for a multi-mode link.

Table 34: Transceiver costs at Arlanda Airport

Module Price Multi-mode /
 single-mode

Number of 
modules

Nodes Total price

Netgear 
AXM761 

$500.00 multi-mode 5 85, 88, 90 (3 
pieces)

$2,500.00

Netgear 
AXM762

$900.00 single-mode 8 82, 83, 85 (3 
pieces), 88, 90, 92

$7,200.00

Total price $9,700.00

6.4.3  Cables

All the gates at Arlanda were in terminal buildings and all the terminal buildings were 
under  the  same roof  so only indoor cables  were needed.  Fiber-optic  cables  used at 
Arlanda are in table 35.

Table 35: The fiber-optic cables used at Arlanda Aiport

Nodes Indoor / 
outdoor

Type Quantity Mode Length of 
one cable 

[m]

82 - 85 indoor 9/125 um 1 single-mode 400

83 - 85 indoor 9/125 um 1 single-mode 400

4 - 85 indoor 50/125 um 1 multi-mode 300

85 - 88 indoor 9/125 um 1 single-mode 350

5 - 90 indoor 50/125 um 2 multi-mode 300

88 – 90 indoor 50/125 um 1 multi-mode 250

90 - 92 indoor 9/125 um 1 single-mode 350

Total length [m] 2 650

Summary of fiber-optic cables is in table 36. 

Table 36: Summary of the fiber-optic cables used at Arlanda Airport

Type Indoor / 
outdoor

Mode Length [m] Price per 
meter

Total price

50/125 um indoor multi-mode 1 150 $0.40 $460.00

9/125 um indoor single-mode 1 500 $0.40 $600.00

Total 2 650 $1,060.00
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There were 114 copper cables and they all were presumed to be 100 m long. Cables cost 
$0.5 per meter, and the total price of copper cables was 114 * 100 m * $0.5/m = $5700. 
Total  price of all  cables  was $1060 + $5700 = $6760. Assuming that  installing the 
cables cost two times more than the cables, installations cost $13 520.

6.4.4  Servers

When the servers were equipped with SSDs, the read speed of one SSD was 500 MB/s. 
The maximum throughput to the server  in  terminal  2 was 5.5 Gbit/s  and efficiency 
variable was 2/3. The number of drives required was calculated using equation 3.

5.5Gbit /s
500 MB /s⋅8b/B⋅2/3

=
5.5 Gbit / s

2.666Gbit /s
= 2.063 ≈ 3

In  terminal  3  the  maximum throughput  to  the  server  was 5.0 Gbit/s  and efficiency 
variable was 2/3. Equation 3 shows how many drives were required.

5.0Gbit /s
500 MB /s⋅8b/B⋅2/3

=
5.0Gbit / s

2.666Gbit /s
= 1.875 ≈ 2

In  terminal  4  the  maximum throughput  to  the  server  was 9.9 Gbit/s  and efficiency 
variable was 2/3. Equation 3 gives the number of required drives.

9.9Gbit /s
500 MB /s⋅8b/B⋅2/3

=
9.9 Gbit /s

2.666Gbit /s
= 3.713 ≈ 4

In terminal 5 the maximum throughput to the server was 13.3 Gbit/s and efficiency 
variable was 2/3. The number of SSDs was calculated using equation 3.

13.3Gbit /s
500 MB /s⋅8b/B⋅2/3

=
13.3Gbit / s
2.666Gbit /s

= 4.989 ≈ 5

Server  costs  at  Arlanda  when  SSDs  were  being  used  are  in  table  37.  The  server 
computer was always the most expensive component of the server. But when the peak 
throughput was very high, such as in terminal 5, the SSDs were almost as expensive. 



83

Table 37: Server costs at Arlanda Airport when SSDs were being used

Server Type of device Model Price Quantity Total price

Server 2 Server Dell T610 $1,500.00 1 $1,500.00

NIC Intel E10G42BT $750.00 1 $750.00

SSD Samsung 840 EVO 
500GB

$250.00 3 $750.00

Server 3 Server Dell T610 $1,500.00 1 $1,500.00

NIC Intel E10G42BT $750.00 1 $750.00

SSD Samsung 840 EVO 
500GB

$250.00 2 $500.00

Server 4 Server Dell T610 $1,500.00 1 $1,500.00

NIC Intel E10G42AFDA $600.00 1 $600.00

SFP+ 
transceiver

Intel E10GSFPSR $250.00 1 $250.00

SSD Samsung 840 EVO 
500GB

$250.00 4 $1,000.00

Server 5 Server Dell T610 $1,500.00 1 $1,500.00

NIC Intel E10G42AFDA $600.00 1 $600.00

SFP+ 
transceiver

Intel E10GSFPSR $250.00 2 $250.00

SSD Samsung 840 EVO 
500GB

$250.00 5 $1,250.00

Total price $12,700.00

When servers had HDDs the read speed of one HDD was 150 MB/s. In terminal 2 the 
maximum throughput to the server was 5.5 Gbit/s and efficiency variable was 2/3. The 
number of HDDs was calculated using equation 3.

5.5Gbit /s
150 MB /s⋅8b/B⋅2/3

=
5.5Gbit / s
0.8Gbit /s

= 6.88 ≈ 7

In  terminal  3  the  maximum throughput  to  the  server  was 5.0 Gbit/s  and efficiency 
variable was 2/3. The number of HDDs required was calculated using equation 3.

5.0Gbit /s
150 MB /s⋅8b/B⋅2/3

=
5.0Gbit / s
0.8Gbit /s

= 6.25 ≈ 7
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In  terminal  4  the  maximum throughput  to  the  server  was 9.9 Gbit/s  and efficiency 
variable was 2/3. Equation 3 was used to calculate the number of HDDs.

9.9Gbit /s
150 MB /s⋅8b/B⋅2/3

=
9.9Gbit /s
0.8Gbit /s

= 12.38 ≈ 13

In terminal 5 the maximum throughput to the server was 13.3 Gbit/s and efficiency 
coefficient was 2/3. Equation 3 gave the number of HDDs.

13.3Gbit /s
150 MB /s⋅8b/B⋅2/3

=
13.3Gbit / s
0.8Gbit / s

= 16.63 ≈ 17

Prices for the servers where HDDs were being used are in table  38. Again, in every 
server the most expensive component was the server computer itself.

Table 38: Server costs at Arlanda Airport when HDDs were being used

Server Type of 
device

Model Price Quantity Total price

Server 2 Server Dell T610 $1,500.00 1 $1,500.00

NIC Intel E10G42BT $750.00 1 $750.00

HDD Seagate Barracuda 1 TB $60.00 7 $420.00

Server 3 Server Dell T610 $1,500.00 1 $1,500.00

NIC Intel E10G42BT $750.00 1 $750.00

HDD Seagate Barracuda 1 TB $60.00 7 $420.00

Server 4 Server Dell T610 $1,500.00 1 $1,500.00

NIC Intel E10G42AFDA $600.00 1 $600.00

SFP+ 
transceiver

Intel E10GSFPSR $250.00 1 $250.00

HDD Seagate Barracuda 1 TB $60.00 13 $780.00

Server 5 Server Dell T610 $1,500.00 1 $1,500.00

NIC Intel E10G42AFDA $600.00 1 $600.00

SFP+ 
transceiver

Intel E10GSFPSR $250.00 2 $500.00

HDD Seagate Barracuda 1 TB $60.00 17 $1,020.00

Total price $12,090.00
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6.4.5  Total Costs at Arlanda

Network costs at Arlanda airport are in table 39. There were 60 gates in four terminals. 
Switch costs included also the transceivers they needed. Just like at Helsinki Airport the 
overall costs were very similar regardless which memory drive the servers were using.

Table 39: Total costs at Arlanda Airport

Servers using SSDs Servers using HDDs

Switches $20,800.00 $20,800.00

Servers $12,700.00 $12,090.00

Cables $6,760.00 $6,760.00

Cable installation $13,520.00 $13,520.00

Total $53,780.00 $53,170.00

Costs per terminal $13,445.00 $13,292.50

Costs per gate $896.33 $886.17

6.5  The Network at Heathrow Airport

The network at Heathrow Airport is in appendixes E, F and G. The following sections 
6.5.1 through 6.5.5 cover the costs of the different network components.

6.5.1  Switches

Switches used in the network at Heathrow are in the table 40. Unlike in the networks at 
Helsinki or Arlanda the switches that supported only copper links were more expensive 
than the switches that supported also fiber-optic links.
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Table 40: Switch costs at Heathrow Airport

Switch Price Number of 
switches

Node numbers Total price

Netgear GS605 $33.00 3 164b, 186, 190, $99.00

HP 1810-8G v2 $100.00 26 161, 167, 171, 172, 
176, 177, 181, 182, 
188, 189, 191, 192, 
197, 199, 200, 201, 
202, 203, 204, 209, 
210, 211, 216, 217, 

218, 225

$2,600.00

HP 1810-48G $500.00 27 162, 163, 164, 166, 
168, 169, 170, 173, 
174, 178, 180, 184, 
185, 193, 194, 196, 
198, 205, 206, 208, 
212, 214, 215, 219, 

220, 223, 224, 

$13,500.00

Netgear XS712T $1,600.00 3 175, 221, 222, $4,800.00

Netgear GS752TXS $1,400.00 7 165, 179, 183, 187, 
195, 207, 213, 

$9,800.00

Total price $30,799.00

6.5.2  Transceivers for the Switches

SFP+ transceivers for the switches are in table 41. Because Heathrow is geographically 
so large, the network required significantly more single-mode transceivers. This meant 
that transceiver costs were almost twice as much as at the other airports.

Table 41: Transceiver costs at Heathrow Airport

Module Price Number of 
modules

Nodes Total price

Netgear 
AXM761 

$500.00 3 165 (2 pieces) and 195 $1,500.00

Netgear 
AXM762

$900.00 22 165 (2 pieces), 175, 179 (3 
pieces), 183 (4 pieces), 187 (4 

pieces), 195, 213 (3 pieces), 221, 
222 (2 pieces) and 207 

$19,800.00

Total price $21,300.00
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6.5.3  Cables

Fiber-optic cables used in the network are in table 42. Because of the long distances the 
cables are much longer than at Helsinki and Arlanda.

Table 42: The fiber-optic cables used at Heathrow Airport

Nodes Indoor / 
outdoor

Type Quantity Mode Length of 
one cable 

[m]

1 - 165 indoor 50/125 2 multi-mode 300

165 - 175 indoor 9/125 1 single-mode 700

165 - 183 outdoor 9/125 1 single-mode 1 000

3 - 179 indoor 9/125 2 single-mode 700

179 - 183 indoor 9/125 1 single-mode 800

183 - 187 indoor 9/125 2 single-mode 400

187 - 195 outdoor 9/125 1 single-mode 1 600

4 - 195 indoor 50/125 1 multi-mode 300

187 - 221 outdoor 9/125 1 single-mode 2 500

207 - 213 outdoor 9/125 1 single-mode 400

213 - 222 outdoor 9/125 2 single-mode 400

Total length [m] 10 900

Summary of the cables is in table 43. Multi-mode cables were not needed outdoors but 
all the other cable types were needed.

Table 43: Summary of the fiber-optic cables used at Heathrow Airport

Type Indoor / 
outdoor

Mode Length [m] Price per 
meter

Price

50/125 um indoor multi-mode 900 $0.40 $360.00

9/125 um indoor single-mode 3 700 $0.40 $1,480.00

9/125 um outdoor single-mode 6 300 $0.40 $2,520.00

Total 10 900 $4,360.00

Since there were many switches using copper cables, the number of copper cables was 
high, too. There were 410 copper cables in this network and presumably all of them 
were 100 m long. Total copper cable costs were 410 * 100 m * $0.5/m = $20 500 which 
was almost five times more than  what fiber-cables cost. Overall, the total cable costs 
were $4360 + $20 500 = $24 860. Assuming that installing the cables cost two times 
more than the cables, installations cost $49 720.
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6.5.4  Servers 

When servers were equipped with SSDs the read speed of one SSD was 500 MB/s. In 
terminal  1  the  maximum  throughput  to  the  server  was  12.6  Gbit/s  and  efficiency 
variable was 2/3. The number of SSDs was calculated using equation 3.

12.6Gbit /s
500 MB /s⋅8b/B⋅2/3

=
12.6Gbit /s
2.666Gbit /s

= 4.73 ≈ 5

In terminal 3 the maximum throughput to the server was 12.0 Gbit/s and efficiency 
variable was 2/3. The number of SSDs was calculated using equation 3.

12.0Gbit /s
500 MB /s⋅8b/B⋅2/3

=
12.0Gbit / s
2.666Gbit /s

= 4.50 ≈ 5

In  terminal  4  the  maximum throughput  to  the  server  was 9.3 Gbit/s  and efficiency 
variable was 2/3. The number of SSDs was calculated using equation 3.

9.3Gbit /s
500 MB /s⋅8b/B⋅2/3

=
9.3 Gbit /s

2.666Gbit /s
= 3.49 ≈ 4

In terminal 5 the maximum throughput to the server was 16.1 Gbit/s and efficiency 
variable was 2/3. Equation 3 gave the number of SSDs.

16.1Gbit /s
500 MB /s⋅8b/B⋅2/3

=
16.1Gbit / s
2.666Gbit /s

= 6.04 ≈ 7

Summary of the servers' costs is in the table  44. The server computer was the most 
expensive  component  in  all  the  servers  except  in  terminal  5  where  the  peak  load 
required using seven SSDs.
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Table 44: Server costs at Heathrow Airport when SSDs were being used

Server Type of device Model Price Quantity Total price

Server 1 Server Dell T610 $1,500.00 1 $1,500.00

NIC Intel E10G42AFDA $600.00 1 $600.00

SFP+ 
transceiver

Intel E10GSFPSR $250.00 2 $500.00

SSD Samsung 840 EVO 
500GB 

$250.00 5 $1,250.00

Server 3 Server Dell T610 $1,500.00 1 $1,500.00

NIC Intel E10G42AFDA $600.00 1 $600.00

SFP+ 
transceiver

Intel E10GSFPLR $550.00 2 $1,100.00

SSD Samsung 840 EVO 
500GB 

$250.00 5 $1,250.00

Server 4 Server Dell T610 $1,500.00 1 $1,500.00

NIC Intel E10G42AFDA $600.00 1 $600.00

SFP+ 
transceiver

Intel E10GSFPSR $250.00 1 $250.00

SSD Samsung 840 EVO 
500GB 

$250.00 4 $1,000.00

Server 5 Server Dell T610 $1,500.00 1 $1,500.00

NIC Intel E10G42BT $750.00 1 $750.00

SSD Samsung 840 EVO 
500GB 

$250.00 7 $1,750.00

Total price $15,650.00

When servers were equipped with HDDs the read speed of one HDD was 150 MB/s. In 
terminal  1  the  maximum  throughput  to  the  server  was  12.6  Gbit/s  and  efficiency 
variable was 2/3. The number of required HDDs was calculated using equation 3.

12.6Gbit /s
150 MB /s⋅8b/B⋅2/3

=
12.6Gbit /s
0.8Gbit /s

= 15.75 ≈ 16

In terminal 3 the maximum throughput to the server was 12.0 Gbit/s and efficiency 
variable was 2/3. The number of HDDs was calculated using equation 3.

12.0Gbit /s
150 MB /s⋅8b/B⋅2/3

=
12.0Gbit / s
0.8Gbit /s

= 15 ≈ 15
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In  terminal  4  the  maximum throughput  to  the  server  was 9.3 Gbit/s  and efficiency 
variable was 2/3. Equation 3 gave the number of HDDs.

9.3Gbit /s
150 MB /s⋅8b/B⋅2/3

=
9.3Gbit /s
0.8Gbit /s

= 11.63 ≈ 12

In terminal 5 the maximum throughput to the server was 16.1 Gbit/s  and efficiency 
variable was 2/3. The number of HDDs was calculated using equation 3.

16.1Gbit /s
150 MB /s⋅8b/B⋅2/3

=
16.1Gbit /s
0.8Gbit / s

= 20.13 ≈ 21

The other server components and their prices are listed in table 45.

Table 45: Server costs at Heathrow Airport when HDDs were being used

Server Type of device Model Price Quantity Total price

Server 1 Server Dell T610 $1,500.00 1 $1,500.00

NIC Intel E10G42AFDA $600.00 1 $600.00

SFP+ 
transceiver

Intel E10GSFPSR $250.00 2 $500.00

HDD Seagate Barracuda 
1 TB 

$60.00 16 $960.00

Server 3 Server Dell T610 $1,500.00 1 $1,500.00

NIC Intel E10G42AFDA $600.00 1 $600.00

SFP+ 
transceiver

Intel E10GSFPLR $550.00 2 $1,100.00

HDD Seagate Barracuda
1 TB 

$60.00 15 $900.00

Server 4 Server Dell T610 $1,500.00 1 $1,500.00

NIC Intel E10G42AFDA $600.00 1 $600.00

SFP+
transceiver

Intel E10GSFPSR $250.00 1 $250.00

HDD Seagate Barracuda 
1 TB 

$60.00 12 $720.00

Server 5 Server Dell T610 $1,500.00 1 $1,500.00

NIC Intel E10G42BT $750.00 1 $750.00

HDD Seagate Barracuda 
1 TB 

$60.00 21 $1,260.00

Total price $14,240.00
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6.5.5  Total Costs at Heathrow

Network  costs  at  Heathrow  airport  are  in  table  46.  There  were  136  gates  in  four 
terminals. Again, the overall costs were very similar regardless which memory drive 
was being used.

Table 46: Total costs at Heathrow Airport

Using SSDs Using HDDs

Switches $52,099.00 $52,099.00

Servers $15,650.00 $14,240.00

Cables $24,860.00 $24,860.00

Cable installation $49,720.00 $49,720.00

Total $142,329.00 $140,919.00

Costs per terminal $35,582.25 $35,229.75

Costs per gate $1,046.54 $1,036.17

6.6  Limiting the Maximum Hop Count to 8

In all these networks there were many switches chained together mainly to increase the 
distance  between  nodes  or  the  link  capacity.  When  too  many  switches  are  chained 
together, the maximum theoretical capacity may not be achieved in practice. Still, it's 
unclear how many is too many. To reduce the number of switches and OSI model's layer 
2  hop  counts,  a  network  for  each  of  these  three  airports  was  designed  where  the 
maximum hop count from any node to any other node was 8. There was no specific 
reason why 8 hops was chosen but any smaller value would have increased the costs at 
Heathrow significantly. These networks were not simulated, but since the maximum link 
capacity  was  achieved  very  fast  in  the  previous  simulations,  the  results  probably 
wouldn't have been any better. In the real world, however, the probability of achieving 
the maximum theoretical throughput is higher when the hop count is small.

The networks where the maximum hop count from any node to any other node was 8 
are depicted in appendixes B, D, H, I and J. The costs of the networks are in the tables 
47,  48 and 49. Since only the hop count was smaller, servers cost the same as before. 
There  were  fewer  switches  than  before,  but  since  they  required  more  fiber-optic 
interfaces, they were more expensive.

At Helsinki Airport the network that has at most 8 hops from any node to any node was 
about 5% more expensive. At Arlanda the difference was only about 1%, because the 
network needed only small changes. Both these airports were fairly small and covered 
fairly small geographical area. The network at Heathrow, however, was about 30% more 
expensive when the maximum hop count was limited to 8. At every airport cables cost 
less,  when multiple  copper  cables  were replaced with one fiber-optic  cable,  but  the 
switches cost more. At Heathrow the switches were about 120% more expensive when 
the maximum hop count was limited.
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Table 47: Total costs at Helsinki Airport

Using SSDs Using HDDs

Max hop count 
8

Max hop count 
not limited

Max hop count 
8

Max hop count 
not limited

Switches $35,500.00 $26,100.00 $35,500.00 $26,100.00

Servers $10,050.00 $10,050.00 $8,980.00 $8,980.00

Cables $7,515.00 $9,675.00 $7,515.00 $9,675.00

Cable installation $15,030.00 $19,350.00 $15,030.00 $19,350.00

Total $68,095.00 $65,175.00 $67,025.00 $64,105.00

Costs per terminal $34,047.50 $32,587.50 $33,512.50 $32,052.50

Costs per gate $1,194.65 $1,143.42 $1,175.89 $1,124.65

Table 48: Total costs at Arlanda Airport

Using SSDs Using HDDs

Max hop count 
8

Max hop count 
not limited

Max hop count 
8

Max hop count 
not limited

Switches $23,200.00 $20,800.00 $23,200.00 $20,800.00

Servers $12,700.00 $12,700.00 $12,090.00 $12,090.00

Cables $6,200.00 $6,760.00 $6,200.00 $6,760.00

Cable installation $12,400.00 $13,520.00 $12,400.00 $13,520.00

Total $54,500.00 $53,780.00 $53,890.00 $53,170.00

Costs per terminal $13,625.00 $13,445.00 $13,472.50 $13,292.50

Costs per gate $908.33 $896.33 $898.17 $886.17
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Table 49: Total costs at Heathrow Airport

Using SSDs Using HDDs

Max hop count 
8

Max hop count 
not limited

Max hop count 
8

Max hop count 
not limited

Switches $114,865.00 $52,099.00 $114,865.00 $52,099.00

Servers $15,650.00 $15,650.00 $14,240.00 $14,240.00

Cables $17,790.00 $24,860.00 $17,790.00 $24,860.00

Cable installation $35,580.00 $49,720.00 $35,580.00 $49,720.00

Total $183,885.00 $142,329.00 $182,475.00 $140,919.00

Costs per terminal $45,971.25 $35,582.25 $45,618.75 $35,229.75

Costs per gate $1,352.10 $1,046.54 $1,341.73 $1,036.17

6.7  Summary

This chapter listed the components needed in the networks and their costs. The costs 
were calculated for servers using SSDs and HDDs. Additionally, the costs were also 
calculated for networks where the maximum layer 2 hop count from any node to any 
other  node  was  not  more  than  eight  because  a  large  hop count  can  deteriorate  the 
maximum throughput. Next chapter composites the simulations results and the costs and 
compares the results at different airports.
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7  Conclusions and Future Work
The goal of this thesis was to find out what kind of network would be needed at the 
airport  if  delay  tolerant  data  were  transferred  around  the  world  using  commercial 
airliners.  The  networks  were  designed  and  simulated  for  Helsinki,  Arlanda  and 
Heathrow airports.  In  the  simulations  files  were  transferred  from arriving  planes  to 
either departing planes or servers at the airport. The simulations revealed where the files 
ended up, how were they transferred there, how long did it take and how high were the 
link loads. Finally, the costs were calculated at all these three airports.

The basic assumption was that the planes stayed at the gate at most 60 minutes, and 
each plane was connected to the network with a 1 Gbit/s link. When the planes were at 
the gate, they were able to upload and download at most 430 GB of files because the 
rest of the transferred bytes consisted of protocol headers. In the simulation all the files 
were  on  the  arriving  planes,  and  servers  were  empty  in  the  beginning  of  every 
simulation. In each simulation all the files were the same size, and file fragmentation 
was not  allowed. However,  the simulations where the files were small  can to some 
extent  be  thought  as  simulations  where  the  files  have  fragmented.  Each  file  had  a 
specific airport it was destined for, and each file was tried to be uploaded to a departing 
plane that  was going to that  particular  airport.  There was no transfer control in the 
network, so every sender was allowed to send to any other node without any restrictions 
other than the maximum available bandwidth. To study the file transfer between the 
planes and the airport, the airport networks were not connected to any outside networks.

Very early on it became obvious that NS-2 doesn't suit very well for simulations this 
large.  Therefore,  the  simulations  were  run  using  megabyte  sized  files  instead  of 
gigabyte sized files and links that had a bandwidth of megabits per second instead of 
gigabits per second. To run the simulations using the correct files and link capacities, 
there should be a way to make the simulator simulate more than ten times faster and 
reduce the generated trace files more than 90%. Reducing the size of the trace files is 
especially difficult because NS-2 logs all the packet transfers. Even if there were a faster 
way to run the simulations, the simulated time should rather be longer. The simulated 
time was now 6 or 10 hours, which should be increased to one to three days. 

At the time the simulations were run there were no DTN components for NS-2, but 
nowadays there are some that could be useful and give more realistic simulation results 
in further studies. On the other hand, extra components can make the simulations even 
slower.  Additionally,  the  goal  of  this  thesis  was  to  find  out  how  the  files  were 
transferred  and  how  high  were  the  link  loads  in  the  network,  so  the  actual  DTN 
components weren't really necessary.

Accurate simulations require accurate schedules, too. Unfortunately, Flightstats or other 
known websites were unable to provide schedules that would have revealed the gates 
the  planes  were  using.  Even  if  the  schedules  had  been  accurate  they  are  changed 
periodically, which may affect the loads on links. All these shortcomings added some 
inaccuracy to the simulation results.

7.1  Files and Delays

As expected,  the simulations proved that there was a strong correlation between the 
number of files that could be uploaded from a plane and the time the plane stayed at the 
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gate. Correlation was very strong when the files were smaller than 10% of the 430 GB 
that was possible to transfer out of the plane within an hour. When the files were bigger, 
correlation weakened steadily but was always more than 0.5.

Because the correlation was strong, the time a plane stayed at the gate gave a good idea 
how many files on average could be uploaded form an arriving plane. For example, at 
Arlanda arriving planes stayed at the gate on average 45.9 minutes so at least (60 min – 
45.9 min) / 60 min = 23.5% of the files were incomplete i.e. left in the arriving plane. 
The simulations showed that when the files were small, on average at least 6 percentage 
points more of the files were incomplete than the time the plane stayed at the gate would 
have indicated. When the files were 430 GB, as much as 50 percentage points more of 
the files were left in the arriving plane than the time would have indicated. The result 
was  not  surprising  because  file  fragmentation  was  not  allowed.  For  example,  if  a 
transfer was interrupted after 429 GB was transferred, the whole 430 GB file was lost 
but 429 one gigabyte files were successfully transferred. From the airport's network's 
point of view file fragmentation should be allowed because at least parts of large files 
could be transferred. On the other hand, first fragmenting and then transferring all these 
fragments from source to destination would require more effort, and losing one of the 
fragments could ruin the whole transfer. Perhaps the sender should avoid sending files 
that are hundreds of gigabytes and fragment them before sending them.

Another  way to improve the chances to transfer the files out of the plane could be 
transferring them all to a server first.  Then the sender wouldn't have to wait for the 
receiver to arrive at the gate and the receiver wouldn't leave before the sender. In three 
simulations  where  all  the  files  were  uploaded  to  a  server  first,  the  percentage  of 
incomplete files was usually few percentage points smaller. It helped more when the 
files  were  big,  but  the  difference  was  insignificant  when  the  files  were  small. 
Additionally, it increased the traffic load to the server requiring more expensive severs 
and higher capacity links.

In the simulations the percentage of incomplete files was much greater than 6 – 50% 
because all the arriving planes had full 430 GB of data and all the files were uploaded 
from the planes when they arrived at the gate. In the real world all the files would not be 
uploaded from the planes at every airport, because some of the files would be going to 
the other airports the planes were flying later. In the simulations typically far less than 
430 GB of data were uploaded to departing planes at one airport. When the files were 1 
– 43 GB, the median number of uploaded bytes on a departing plane was only 86 – 182 
GB. But when the files were bigger, the median value was usually zero. Regardless of 
the file size, the reason was always the lack of suitable files.

Generally speaking, depending on the file size and the airport, roughly two thirds of 430 
GB were transferred out of the arriving planes to other planes or a server. One third of 
430 GB were transferred to the departing planes. Therefore, about one third of 430 GB 
per arriving plane accumulated to servers. Still, there were not enough files to fill the 
departing planes. One explanation is that departing planes and files were not destined 
for the same airport. In the real world the files would probably be divided even more 
unevenly among the different destinations than in the simulations. For example, from 
Helsinki there are several planes departing to Stockholm every day, but there would 
probably be not enough files to fill all the planes. On the other hand, there are fewer 
flights from Helsinki to USA, but there would probably be more files than the planes 
could take. Therefore, the files should be transferred to some other airport from where 
they  could  be  later  transferred  to  the  destination.  Otherwise  the  servers  at  Helsinki 
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Airport would eventually run out of storage space. The problem could be that some 
destinations, for example USA, are so popular that all the departing flights from any 
nearby airport are always full.

When the files are  very large,  too many senders  can congest  the 1 Gbit/s  link that 
connects the plane to the network. For example, when three senders try to upload a 215 
GB file to a plane simultaneously, none of the files are uploaded successfully, because it 
would require 90 minutes to upload them all. Therefore, to maximize the number of 
successful  file  uploads  to  departing  planes,  either  previously  mentioned  file 
fragmentation should be allowed or there should be an airport  network-wide control 
mechanism that allows only limited number of simultaneous file transfers to a certain 
node at least when the files are big. When all the files are small, control mechanism is 
not necessarily needed, because usually there is enough time to let them all send files 
simultaneously if each sender sends one file at the time. It is difficult to say how small 
files are small enough. If ten senders want to send a 43 GB file to one receiver, they 
need full 60 minutes to transfer all the bytes. At a small airport like Helsinki often there 
may not be ten senders that want to send a 43 GB file.  But at  a larger airport  like  
Heathrow the probability of finding ten or more senders is higher.

In the real world several planes want to send files at the same time to a certain plane and 
they have files that are different in size and have different transfer times. Choosing one 
sender may be simple, but because the rest of the senders will send their files to other 
planes or servers, one decision has an effect to the rest of the network, which makes the 
overall selecting process more difficult. Transfer control mechanism has to sort the files 
based on some criteria. It can be the destination of the file, size, priority information, 
estimated transfer time, age or something else. Even though it can be difficult to find the 
best order in which the files are transferred any order is better than letting all the senders 
send simultaneously when the files are big.

In  the  simulations  files  that  reached  their  destination  plane  already  during  the 
simulations constituted 2 – 38% of the files. If the simulation time had been longer, 
some of the files on servers had reached their destination. On the other hand, then new 
files had come from arriving planes and the percentage could have stayed the same. The 
files that reached their destination were transferred either directly from plane to plane or 
via server. When the files were transferred directly, transfer delay depended on the file 
size and available bandwidth. These delays were not collected in the simulations, but 
obviously  it  was  never  longer  than  the  time  both  planes  stayed  at  the  gate  i.e.  60 
minutes.  The times  sending and receiving  planes  stayed at  the  gate  simultaneously, 
when at least one file was transferred from plane to plane successfully, varied from 2 to 
60 minutes. 2 – 5 minutes of was enough to transfer small files, but naturally more time 
was needed to transfer bigger files. At Heathrow, where there were more planes than at 
the other airports, the shortest simultaneous times were closer to the minimum time it 
took to transfer one file. 

The delays when the files were first uploaded to a server and then to a departing plane 
were collected in the simulations. The delay varied at all the airports from almost zero 
to the longest possible time i.e. the simulated time. The simulations with 430 GB files 
were excluded from these results because only very few files reached their destination. 
Apart from the 430 GB simulations, typical delay was at every airport between 1 and 2 
hours regardless of the file  size.  The result  was encouraging because the files were 
uploaded only to the planes departing to the airport where the files were destined for. In 
the real world files could also be uploaded to other planes, which can only reduce the 
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delay.  Longer delays than 1 to  2 hours gained popularity  as the airport's  size grew. 
Kernel density estimation drew very high and narrow spike to around 80 minutes at 
Helsinki Airport but was more spread out at the other airports. In three simulations at 
Arlanda Airport, where direct plane to plane transfers were not allowed, the delay of the 
files that could have been transferred directly increased, but the overall delay of the files 
transferred via server decreased because many of these files were uploaded to planes 
right after they were uploaded to the server. Even though this kind of file transfer can 
carry large data volumes, usually large files can not be transferred faster, unless there is 
a direct flight from the sender to the receiver.

At every airport  small files reached their destination plane more often directly from 
plane  to  plane  than  via  server.  At  Helsinki  and Arlanda  airports  about  65% and at 
Heathrow up to 75% of files went directly from plane to plane when the files were 1 
GB. As the files became larger, increasingly more of them went via server. Turning 
point when the files started to go via server more often than directly, was between 10 
GB and 43 GB at Helsinki and Arlanda and between 43 GB and 86 GB at Heathrow. 
When the files were small,  it  was easier to move them from plane to plane directly 
because small files needed less time to be transferred. When the files were 430 GB, both 
sending and receiving planes had to arrive at the gate at the same time and stay there the 
full 60 minutes. These requirements were rarely met. Also, when the files were small, 
there  were  numerous  files  destined  for  many  different  destinations  so  usually  any 
departing  plane  was  suitable  to  some files.  Because  there  were  a  lot  more   planes 
departing from Heathrow than the other airports, more files were able to find a suitable 
plane where they could be transferred directly. This was one reason why even larger 
files were transferred from plane to plane directly more often at Heathrow than at the 
other airports.

Based on the simulation results  the most  difficult  file  size was certainly the largest 
possible file size i.e. 430 GB. It was by far the most difficult to transfer successfully,  
and only very seldom it could be transferred directly from plane to plane. Without any 
transfer control mechanism or file fragmentation, transferring 430 GB file is extremely 
lossy.  Even  though  small  files  were  less  often  incomplete  than  the  large  ones,  the 
smallest file size was never the best. The simulations showed that at every airport there 
was the smallest percentage of incomplete files when the files were 5 or 10 GB, which 
is  about  1 – 2% of  the total  430 GB capacity.  When every arriving plane contains 
dozens of files instead of hundreds, per file overhead is smaller, all the files can still be 
transferred in a relatively short time and there is less shifting from file to file. At every 
airport 1 GB files were transferred more often than the other files directly from plane to 
plane, but the difference to 5 or 10 GB files was always quite small. And even though 1 
GB files reached their destination plane during the simulations more often and departing 
planes contained more bytes, the difference to 5 and 10 GB files was again quite small.  
Additionally, one 10 GB file transfers ten times more bytes than a 1 GB file, which 
means that fewer files have to be sent. Therefore, based on these simulations the most 
optimal file size is closer to 10 GB than to 1 GB. 

On a more general level, if over a long period of time more files enter the network than 
leave it, servers fill up and some of the files have to be discarded. On the other hand, if 
too few files enter the network, the network is underutilized and departing planes don't 
have as much data as they could have. In the simulations, the way the files entered and 
exited the network was not optimal, because far more files entered than exited. Even 
though on average 20 – 74% of the files were left in the arriving planes, typically about 
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35 – 55% of the files were  transit in the end of simulations. Almost all of those files 
were on the servers and only a small percentage of them were being transferred when 
the simulation ended. As explained earlier, in the real world arriving planes wouldn't 
bring as much data as they did in the simulations and some of the files would be sent to 
the Internet or some other network. On the other hand, files would also be entering the 
airport's network from the Internet, which would increase the number of files on the 
servers.  In the real world,  unless the airport's  network is  constantly underutilized or 
perfectly balanced, sooner or later servers' storage capacity is exceeded and files have to 
be discarded or new files prevented from entering the network. Discarded files have to 
be selected based on some criteria, for example, priority, age or size. There could also 
be a mechanism that reserves storage capacity for each file beforehand at every airport it 
is going to use, which would guarantee lossless transfer. During the peak hours all the 
files might not be able to make a reservation which could be solved by postponing the 
transmission.

7.2  Network Costs

Network  costs  included  cables,  switches,  servers  and  a  rough  estimate  of  cable 
installation costs. The price of the NAS device that stores the files in the airplane and a 
rough estimate of the installation were also calculated. The costs were calculated for 
servers equipped with SSDs and HDDs. The costs were also calculated for networks 
where the maximum hop count from any node to any node was not more than eight 
because  large  hop  count  can  deteriorate  the  maximum  throughput.  The  costs  were 
calculated for the most  inexpensive setup that  didn't  contain any redundancy.  There 
were no redundant paths between nodes and no backup servers. The calculations didn't 
include any spare parts either. Servers were assumed to be using RAID 0 which is an 
inexpensive way to increase server's capacity. The downside of RAID 0 is the loss of all  
files  on  the  server  when  one  memory  drive  breaks  down.  Therefore,  investing  to 
redundancy would have increased reliability but would also have increased the costs.

The device that stored the data on the airplanes was LaCie's  5big NAS Pro. It  was 
equipped with one 1 TB HDD and cost $590. A rough estimation of the installation 
costs was $330. Altogether the costs per aircraft were $920. The NAS device could also 
be any other device that can store about 1 TB of files at least at 1 Gbit/s. 

The biggest airport of these three was by far Heathrow airport. Helsinki and Arlanda 
Airports turned out to be fairly similar in size even though there are fewer terminals and 
reported gates at Helsinki Airport. Additionally, flight peaks were higher and sharper at 
Helsinki Airport. There where also several remote gates at Helsinki Airport and non at 
Arlanda or Heathrow. The overall layout of Helsinki Airport was also less efficient from 
the  network's  point  of  view.  The corridors  in  terminals  had  gates  only on one  side 
whereas at Heathrow and Arlanda the gates were often on both sides. Since the basic 
maximum distance between two network devices is only 100 m, often the switches were 
able to service fewer gates at Helsinki Airport, which increased the costs. The overall 
costs were the highest at Heathrow, the second highest at Helsinki and the lowest at 
Arlanda.

Since Samsung 840 EVO SSD's the read and write speed, and also the price, was about 
four times higher than Seagate Barracuda HDD's, there was not much difference in the 
costs between the servers using SSDs and HDDs. However, there was a clear difference 
in storage capacity. For the same money, HDDs provided about 8 times more storage 
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capacity. Since the HDDs was able handle the traffic loads generated in the simulations, 
there is no good reason to use SSDs in these servers. Seagate Barracuda HDD has a read 
speed of 150 MB/s which is more than 1 Gbit/s, so even one HDD enables fast enough 
access rates also for the NAS device on the airplane.

When the maximum hop count between nodes was not limited and the servers were 
equipped with HDDs, the costs per gate were between $886 and $1125. The costs per 
gate were the highest at the smallest airport and the lowest at the medium-sized airport. 
When the maximum hop count was limited to eight, the costs per gate went up. When 
the maximum hop count was limited to 8, the costs per gate were between $898 and 
$1342.  This  time costs  were the highest  at  the largest  airport  and the lowest  at  the 
medium-sized airport. At Helsinki the increase in total costs was about 5%, at Arlanda 
only about 1% and at Heathrow 30%. Even though the increase in costs didn't correlate 
directly with the size of the airport, large network was more expensive to build with 
only few hops. At Helsinki the switches cost 36% and at Arlanda 12% more when hop 
count was limited, but at Heathrow the increase was 120%.

The number of terminals could not be used to determine the total costs of the network at 
the airport,  because the number of gates varies  from terminal  to terminal.  The total 
number of flights could not be used to determine the costs, either. For example, there 
were about 30% less flights at Helsinki and the number of gates was almost the same as 
at Arlanda, but the total costs at Helsinki were higher than at Arlanda. 

The number of simultaneous flights gave a better insight of the costs, when the airports 
were compared to each other. At Helsinki there were at most 40 planes at the gates, at 
Arlanda 36 and at Heathrow 81. When the maximum layer 2 hop count was not limited, 
the costs at Heathrow were roughly double the costs at Helsinki and at Helsinki the 
costs were a little higher than at Arlanda. The result was surprising considering that at 
Helsinki there were several gates outside of the terminal building in the runway and at 
Arlanda there were none. One explanation is that these networks were dimensioned to 
be able to handle peak loads and it didn't matter how much traffic there was outside the 
peak minute.

In all the networks at every airport the switches created the mosts costs. Installing the 
cables was estimated to cost two times more than the actual cables. Therefore, the cable 
installations were almost always the second most expensive cost. Usually, servers were 
the third most expensive component at Helsinki and Arlanda, and cables were the least 
expensive.  Heathrow was geographically so large that cables were more expensive than 
servers.  Since  fiber-optic  cables  and  copper  cables  cost  nowadays  about  the  same 
overall cable costs can get lower if copper cables are replaced with fiber optic cables. 
Capacity  is  higher  when  fiber  is  being  used  instead  of  copper,  and  even  more 
importantly in this case, the distances can be significantly longer.  At all the airports 
cables were less expensive when the maximum hop count was limited. But as table 49 
shows, what was saved in cable costs was lost in increased switch costs.

7.3  Comparison to the Current Data Rates

Aerial DTN data transfer system described in this thesis was able to upload at most 430 
GB of data at one airport. If a plane would stop at multiple airports and download data 
at all of them and never upload any of the data, it could realistically transfer 1 – 2 TB of 
data,  if  the  storage  capacity  were  big  enough.  For  example,  a  plane  departs  from 
Helsinki Airport with 430 GB on board. Then it flies to Paris and downloads another 
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430 GB of data. After Paris it flies to London and downloads another 430 GB. Now 
there is altogether 1.29 TB on board. If the plane then flies to New York, Philadelphia 
and Washington, DC and uploads 430 GB at every airport, it has transferred 1.29 TB 
across the Atlantic. 

But how good result is this compared to the traditional Internet? Submarine transatlantic 
cable capacity was 23 Tbit/s  as of year-end 2013 [55]. About 2500 planes fly across the 
North Atlantic every day [56]. Since it is unknown how many flights cross the Atlantic 
elsewhere,  it  is assumed 2500 flights is sufficiently accurate number to describe the 
whole transatlantic traffic. Presumably half of the flights go from east to west and half 
from west to east.

How much data should there be on each of these planes in order to match the current 23 
Tbit/s bandwidth? In one day a 23 Tbit/s link can transfer 23 Tbit/s * 86 400 s = 1 987 
200 Tbit = 248 400 TB of data. If 248 400 TB is divided between 1250 planes, each 
plane gets 199 TB. Therefore, transatlantic cables can transfer much more data than the 
aerial DTN described here. However, this was only one example from one location to 
another.  Elsewhere  aerial  DTN  could  have  more  significant  role.  Additionally,  the 
number of transatlantic flights can be a little higher than 2500, which would reduce the 
byte  count  per  aircraft.  Obviously,  all  data  is  not  delay  tolerant  and  therefore  not 
suitable for any kind of delay tolerant transfer. Still, perhaps the biggest setback from 
the aerial DTN's point of view is that the transatlantic transfer capacity has increased 
about 25% every year since 2007 and seems to be increasing very fast in the future, too 
[55].

7.4  A Different Approach

To match the current transatlantic development, the networks in this thesis would have 
to be changed. The last 1 Gbit/s link should be upgraded to 10 Gbit/s links or even 
higher data rates. This would require using only fiber-optic cables, which would allow 
longer ranges and loosing some of the intermediate switches. On the other hand, the 
remaining switches would have to be more expensive.  Either the number of servers 
would have to be increased or the severs would have to able to handle higher data rates. 
Both these options would increase the costs. The NAS on every aircraft would also have 
to  be equipped with  a  SFP+ transceiver.  Also the  cabling  and the  connector  in  the 
aircraft would have to be compatible. But even after all these changes the maximum 
byte count on each aircraft would grow from about 1 TB to about 10 TB, which is still 
far less than 199 TB.

Another way to increase the data rates would be rethinking the way this network works. 
In an alternative network, depicted in appendix K, on each plane there are at least two 
HDDs and some kind of simple computer that can transfer files from a disk to disk. The 
other HDD is removable and it is taken from the plane every time the plane arrives at an 
airport and carried to the airport like a bag. The other disk stays on the plane. During the 
flight the computer transfers the files that are leaving the plane at the next airport to the 
removable disk. When the plane arrives at the airport, someone from the airport staff 
brings in a new disk that has been waiting for the plane and takes the removable disk.  
Then the disk is transported and connected to the nearest server. It doesn't have to be 
transported there immediately but  preferably as  soon as possible.  Depending on the 
terminal each terminal can have one or more servers. All the servers are connected to 
the airport's  network and these removable disks are servers'  disks. Servers can have 
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some additional fixed disks, too. 

When a new disk is connected to a server, the software examines where the files are 
destined for. The server either finds a suitable plane or sends the data to an outside 
network like the Internet. If the files are sent to an airplane, the files are first sent over 
the network to the server closest to the gate where the plane departs. Well before plane's 
departure its removable disk is ready and filled with files that have come from planes 
that arrived at the airport or an outside network. Before the plane departs someone from 
the staff takes the disk and brings it to the plane. Disks don't have to arrive just before  
the planes depart but they can arrive as soon as the staff knows what gate the plane will 
use. Removable disks should be durable enough that they don't break down easily when 
they are carried to  and from airplanes.  Their  connectors have to  withstand constant 
reconnecting,  too.  Additionally,  they  should  have  some  kind  of  small  display  that 
indicates the terminal, gate and plane where it is destined for. 

Like the other networks this one has its pros and cons, too. The biggest problem is that 
it will require constant manual work. If moving the disks is organized well, it could be 
integrated into luggage transport. The are many people working at every airport anyway 
so moving these disks around should not be too difficult. All the removable disks don't  
have to be the same size but they must have standardized structure because they are 
taken to different planes and airports all the time. Delays are somewhat longer when 
plane to plane transmissions are not possible and because the disks are transported to the 
planes  well  before  departure.  On  the  other  hand,  this  kind  of  network  has  many 
advantages, too. Only the size of the disk limits how much data can be transported in 
one plane. Therefore throughputs can be very high and they can be increased simply by 
getting a larger disk. This kind of network provides almost lossless transmission. Data is 
lost only when a disk is broken or lost. Since only the file servers are connected to the 
network, it is a very simple and therefore inexpensive and easy to maintain. File servers 
can be connected with very fast links, but often one 10 Gbit/s fiber-optic link can be 
enough, because the delay will be longer anyway. In conclusion, this kind of network is 
superior when manual work and slightly longer delays are not a problem and high data 
rates, scalability, reliability and lower building costs are appreciated.
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Appendix A: Helsinki Airport
Helsinki Airport when hop count is not limited. In the picture file servers and some of 
the cables are located outside just to make the picture clearer.
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Appendix B: Helsinki Airport, Limited Hop Count

Helsinki Airport when the maximum hop count from any node to any node is limited to 
8. In the picture file servers and some of the cables are located outside just to make the 
picture clearer.
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Appendix C: Arlanda Airport
Arlanda airport when hop count is not limited. Nodes 11 – 70 are gates for the planes. In 
the picture file servers are located outside just to make the picture clearer.
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Appendix D: Arlanda Airport, Limited Hop Count
Arlanda airport when the maximum hop count from any node to any node is limited to 
8. Nodes 11 – 70 are gates for the planes. In the picture file servers are located outside 
just to make the picture clearer.
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Appendix E: Heathrow Airport (T1 and T3)
Terminals 1 and 3 at Heathrow airport when hop count is not limited. Nodes 10 – 74 are 
gates for the planes. In the picture file servers are located outside just to make the 
picture clearer.



111

Appendix F: Heathrow Airport (T4)
Terminal 4 at Heathrow airport when hop count is not limited. Nodes 75 – 94 are gates 
for the planes.
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Appendix G: Heathrow Airport (T5)
Terminal 5 at Heathrow airport when hop count is not limited. Nodes 95 – 145 are gates 
for the planes. In the picture file server is located outside just to make the picture 
clearer.
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Appendix H: Heathrow Airport (T1 and T3), Limited Hop 
Count
Terminals 1 and 3 at Heathrow airport when the maximum hop count from any node to 
any node is limited to 8. Nodes 10 – 74 are gates for the planes. In the picture file 
servers are located outside just to make the picture clearer.
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Appendix I: Heathrow Airport (T4), Limited Hop Count
Terminal 4 at Heathrow airport when the maximum hop count from any node to any 
node is limited to 8. Nodes 75 – 94 are gates for the planes. 
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Appendix J: Heathrow Airport (T5), Limited Hop
Terminal 5 at Heathrow airport when the maximum hop count from any node to any 
node is limited to 8. Nodes 95 – 145 are gates for the planes.
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Appendix K: A Different Network Model
A different network model where hard drives are carried manually to a server.
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Appendix L: Link Throughput at Helsinki Airport
Throughput on link 2 (1->83) in simulations at Helsinki. In the real world files are 1000 times 
larger and throughputs are expected to be 1000 times higher.

Throughput on link 2 (1->83), file size 1 MB Throughput on link 2 (1->83), file size 5 MB

Throughput on link 2 (1->83), file size 10 MB Throughput on link 2 (1->83), file size 43 MB

Throughput on link 2 (1->83), file size 86 MB Throughput on link 2 (1->83), file size 143 MB

Throughput on link 2 (1->83), file size 215 MB Throughput on link 2 (1->83), file size 430 MB
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Throughput on link 2 (83->1) in simulations at Helsinki. In the real world files are 1000 times 
larger and throughputs are expected to be 1000 times higher.

Throughput on link 2 (83->1), file size 1 MB Throughput on link 2 (83->1), file size 5 MB

Throughput on link 2 (83->1), file size 10 MB Throughput on link 2 (83->1), file size 43 MB

Throughput on link 2 (83->1), file size 86 MB Throughput on link 2 (83->1), file size 143 MB

Throughput on link 2 (83->1), file size 215 MB Throughput on link 2 (83->1), file size 430 MB
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Throughput on link 3 (83->90) in simulations at Helsinki. In the real world files are 1000 times 
larger and throughputs are expected to be 1000 times higher.

Throughput on link 3 (83->90), file size 1 MB Throughput on link 3 (83->90), file size 5 MB

Throughput on link 3 (83->90), file size 10 MB Throughput on link 3 (83->90), file size 43 MB

Throughput on link 3 (83->90), file size 86 MB Throughput on link 3 (83->90), file size 143 MB

Throughput on link 3 (83->90), file size 215 MB Throughput on link 3 (83->90), file size 430 MB
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Throughput on link 3 (90->83) in simulations at Helsinki. In the real world files are 1000 times 
larger and throughputs are expected to be 1000 times higher.

Throughput on link 3 (90->83), file size 1 MB Throughput on link 3 (90->83), file size 5 MB

Throughput on link 3 (90->83), file size 10 MB Throughput on link 3 (90->83), file size 43 MB

Throughput on link 3 (90->83), file size 86 MB Throughput on link 3 (90->83), file size 143 MB

Throughput on link 3 (90->83), file size 215 MB Throughput on link 3 (90->83), file size 430 MB
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Throughput on link 5 (2->91) in simulations at Helsinki. In the real world files are 1000 times 
larger and throughputs are expected to be 1000 times higher.

Throughput on link 5 (2->91), file size 1 MB Throughput on link 5 (2->91), file size 5 MB

Throughput on link 5 (2->91), file size 10 MB Throughput on link 5 (2->91), file size 43 MB

Throughput on link 5 (2->91), file size 86 MB Throughput on link 5 (2->91), file size 143 MB

Throughput on link 5 (2->91), file size 215 MB Throughput on link 5 (2->91), file size 430 MB
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Throughput on link 5 (91->2) in simulations at Helsinki. In the real world files are 1000 times 
larger and throughputs are expected to be 1000 times higher.

Throughput on link 5 (91->2), file size 1 MB Throughput on link 5 (91->2), file size 5 MB

Throughput on link 5 (91->2), file size 10 MB Throughput on link 5 (91->2), file size 43 MB

Throughput on link 5 (91->2), file size 86 MB Throughput on link 5 (91->2), file size 143 MB

Throughput on link 5 (91->2), file size 215 MB Throughput on link 5 (91->2), file size 430 MB
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Throughput on link 8 (92->98) in simulations at Helsinki. In the real world files are 1000 times 
larger and throughputs are expected to be 1000 times higher.

Throughput on link 8 (92->98), file size 1 MB Throughput on link 8 (92->98), file size 5 MB

Throughput on link 8 (92->98), file size 10 MB Throughput on link 8 (92->98), file size 43 MB

Throughput on link 8 (92->98), file size 86 MB Throughput on link 8 (92->98), file size 143 MB

Throughput on link 8 (92->98), file size 215 MB Throughput on link 8 (92->98), file size 430 MB
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Throughput on link 8 (98->92) in simulations at Helsinki. In the real world files are 1000 times 
larger and throughputs are expected to be 1000 times higher.

Throughput on link 8 (98->92), file size 1 MB Throughput on link 8 (98->92), file size 5 MB

Throughput on link 8 (98->92), file size 10 MB Throughput on link 8 (98->92), file size 43 MB

Throughput on link 8 (98->92), file size 86 MB Throughput on link 8 (98->92), file size 143 MB

Throughput on link 8 (98->92), file size 215 MB Throughput on link 8 (98->92), file size 430 MB
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Appendix M: Link Throughput at Arlanda Airport
Throughput on link 7 (5->90) in simulations at Arlanda. In the real world files are 1000 times 
larger and throughputs are expected to be 1000 times higher.

Throughput on link 7 (5->90), file size 1 MB Throughput on link 7 (5->90), file size 5 MB

Throughput on link 7 (5->90), file size 10 MB Throughput on link 7 (5->90), file size 43 MB

Throughput on link 7 (5->90), file size 86 MB Throughput on link 7 (5->90), file size 143 MB

Throughput on link 7 (5->90), file size 215 MB Throughput on link 7 (5->90), file size 430 MB
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Throughput on link 7 (90->5) in simulations at Arlanda. In the real world files are 1000 times 
larger and throughputs are expected to be 1000 times higher.

Throughput on link 7 (90->5), file size 1 MB Throughput on link 7 (90->5), file size 5 MB

Throughput on link 7 (90->5), file size 10 MB Throughput on link 7 (90->5), file size 43 MB

Throughput on link 7 (90->5), file size 86 MB Throughput on link 7 (90->5), file size 143 MB

Throughput on link 7 (90->5), file size 215 MB Throughput on link 7 (90->5), file size 430 MB
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Throughput on link 5 (85->88) in simulations at Arlanda. In the real world files are 1000 times 
larger and throughputs are expected to be 1000 times higher.

Throughput on link 5 (85->88), file size 1 MB Throughput on link 5 (85->88), file size 5 MB

Throughput on link 5 (85->88), file size 10 MB Throughput on link 5 (85->88), file size 43 MB

Throughput on link 5 (85->88), file size 86 MB Throughput on link 5 (85->88), file size 143 MB

Throughput on link 5 (85->88), file size 215 MB Throughput on link 5 (85->88), file size 430 MB
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Throughput on link 5 (88->85) in simulations at Arlanda. In the real world files are 1000 times 
larger and throughputs are expected to be 1000 times higher.

Throughput on link 5 (88->85), file size 1 MB Throughput on link 5 (88->85), file size 5 MB

Throughput on link 5 (88->85), file size 10 MB Throughput on link 5 (88->85), file size 43 MB

Throughput on link 5 (88->85), file size 86 MB Throughput on link 5 (88->85), file size 143 MB

Throughput on link 5 (88->85), file size 215 MB Throughput on link 5 (88->85), file size 430 MB
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Throughput on link 4 (4->85) in simulations at Arlanda. In the real world files are 1000 times 
larger and throughputs are expected to be 1000 times higher.

Throughput on link 4 (4->85), file size 1 MB Throughput on link 4 (4->85), file size 5 MB

Throughput on link 4 (4->85), file size 10 MB Throughput on link 4 (4->85), file size 43 MB

Throughput on link 4 (4->85), file size 86 MB Throughput on link 4 (4->85), file size 143 MB

Throughput on link 4 (4->85), file size 215 MB Throughput on link 4 (4->85), file size 430 MB
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Throughput on link 4 (85->4) in simulations at Arlanda. In the real world files are 1000 times 
larger and throughputs are expected to be 1000 times higher.

Throughput on link 4 (85->4), file size 1 MB Throughput on link 4 (85->4), file size 5 MB

Throughput on link 4 (85->4), file size 10 MB Throughput on link 4 (85->4), file size 43 MB

Throughput on link 4 (85->4), file size 86 MB Throughput on link 4 (85->4), file size 143 MB

Throughput on link 4 (85->4), file size 215 MB Throughput on link 4 (85->4), file size 430 MB
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Appendix N: Link Throughput at Heathrow Airport
Throughput on link 2 (165->183) in simulations at Heathrow Airport. In the real world files are 
1000 times larger and throughputs are expected to be 1000 times higher.

Throughput on link 2 (165->183), file size 1 MB Throughput on link 2 (165->183), file size 5 MB

Throughput on link 2 (165->183), file size 10 MB Throughput on link 2 (165->183), file size 43 MB

Throughput on link 2 (165->183), file size 86 MB Throughput on link 2 (165->183), file size 143 MB

Throughput on link 2 (165->183), file size 215 MB Throughput on link 2 (165->183), file size 430 MB
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Throughput on link 2 (183->165) in simulations at Heathrow Airport. In the real world files are 
1000 times larger and throughputs are expected to be 1000 times higher.

Throughput on link 2 (183->165), file size 1 MB Throughput on link 2 (183->165), file size 5 MB

Throughput on link 2 (183->165), file size 10 MB Throughput on link 2 (183->165), file size 43 MB

Throughput on link 2 (183->165), file size 86 MB Throughput on link 2 (183->165), file size 143 MB

Throughput on link 2 (183->165), file size 215 MB Throughput on link 2 (183->165), file size 430 MB
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Throughput on link 12 (213->222) in simulations at Heathrow Airport. In the real world files are 
1000 times larger and throughputs are expected to be 1000 times higher.

Throughput on link 12 (213->222), file size 1 MB Throughput on link 12 (213->222), file size 5 MB

Throughput on link 12 (213->222), file size 10 MB Throughput on link 12 (213->222), file size 43 MB

Throughput on link 12 (213->222), file size 86 MB Throughput on link 12 (213->222), files 143 MB

Throughput on link 12 (213->222), files 215 MB Throughput on link 12 (213->222), files 430 MB
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Throughput on link 12 (222->213) in simulations at Heathrow Airport. In the real world files are 
1000 times larger and throughputs are expected to be 1000 times higher.

Throughput on link 12 (222->213), file size 1 MB Throughput on link 12 (222->213), file size 5 MB

Throughput on link 12 (222->213), file size 10 MB Throughput on link 12 (222->213), file size 43 MB

Throughput on link 12 (222->213), file size 86 MB Throughput on link 12 (222->213), files 143 MB

Throughput on link 12 (222->213), files 215 MB Throughput on link 12 (222->213), files 430 MB
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Throughput on link 9 (220->221) in simulations at Heathrow Airport. In the real world files are 
1000 times larger and throughputs are expected to be 1000 times higher.

Throughput on link 9 (220->221), file size 1 MB Throughput on link 9 (220->221), file size 5 MB

Throughput on link 9 (220->221), file size 10 MB Throughput on link 9 (220->221), file size 43 MB

Throughput on link 9 (220->221), file size 86 MB Throughput on link 9 (220->221), file size 143 MB

Throughput on link 9 (220->221), file size 215 MB Throughput on link 9 (220->221), file size 430 MB
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Throughput on link 9 (221->220) in simulations at Heathrow Airport. In the real world files are 
1000 times larger and throughputs are expected to be 1000 times higher.

Throughput on link 9 (221->220), file size 1 MB Throughput on link 9 (221->220), file size 5 MB

Throughput on link 9 (221->220), file size 10 MB Throughput on link 9 (221->220), file size 43 MB

Throughput on link 9 (221->220), file size 86 MB Throughput on link 9 (221->220), file size 143 MB

Throughput on link 9 (221->220), file size 215 MB Throughput on link 9 (221->220), file size 430 MB
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