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Abstract 
The amount of digital visual information available in the world today is enormous, and the 

rate at which more is continuously generated is simply unbelievable. For example YouTube 
gets 100 hours of new video every minute, and Facebook more than 350 million new photos 
every day. At best, this represents the creativity and knowledge of millions or even billions of 
people, made available to the entire world thanks to the Internet. The problem is of course: how 
do we find the "needle" that is relevant to us in this enormous "haystack"? Web search engines 
such as Google and Bing are decent solutions to find textual content, but finding relevant visual  
content is as yet an unsolved problem. The core issue is the semantic gap between the raw 
visual data processed by computers, and the abstract concepts and ideas humans use to 
communicate. 

This thesis studies one approach to this problem, namely using mid-level concepts to bridge 
the semantic gap. These semantic concepts are e.g. objects, locations, persons or events which 
are relatively concrete and thus comparatively easy to associate with the raw visual data. These 
can then be used to formulate more abstract queries, or used to index and further organise an 
image or video database. 

An overview of semantic concept detection using machine learning techniques is presented 
here, together with some applications. A central issue is keeping the computational speed and 
efficiency at a practical level for huge amounts of visual data, while still producing accurate and 
relevant results. To this end, this thesis studies several fast approximative versions of the 
popular Support Vector Machine (SVM) algorithm, and proposes some improvements to the 
fast Self-Organising Map (SOM) algorithm to improve its accuracy. Several large-scale real-
world experimental applications are presented including image retrieval using social network 
tags, video search, indoor location recognition, and semantic visualisation of large image and 
video databases. 

The empirical evidence presented in this thesis shows that while the semantic gap problem 
is still not solved, the semantic concept approach produces concrete improvements to real-
world applications. The improvements proposed and evaluated contribute to making the 
machine learning algorithms faster and thus more practically useful for processing huge 
amounts of visual data. 
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Sammandrag 
En enorm mängd av visuell information finns tillgänglig i dagens värld, och takten med vilken 

ny information skapas är rent av otrolig. T.ex. YouTube får 100 timmar nytt video-material 
varje minut, och Facebook över 350 miljoner nya fotografier per dag. Optimistiskt sett 
representerar detta kreativiteten och kunskapen hos miljoner, eller t.o.m. miljarder människor, 
och den finns tillgänglig för hela världen tack vare Internet. Problemet är förstås: hur skall man 
finna "nålen" av relevant information i denna ofantligt stora "höstack"? Webbsökmotorer så 
som Google och Bing är bra på att hitta text-baserad information, men att hitta relevant visuell 
information är än så länge ett olöst problem. Problemets kärna ligger i den s.k. semantiska 
klyftan mellan det visuella data som datorer kan processera, och de abstrakta koncept och idéer 
som människor använder för att kommunicera. 

Den här avhandlingen behandlar en infallsvinkel till det här problemet, nämligen att använda 
koncept på mellannivå för att överbrygga den semantiska klyftan. Dessa semantiska koncept 
är t.ex. objekt, platser, personer eller händelser som är relativt konkreta och kan således 
förhållandevis enkelt associeras med visuell data. Dessa koncept kan sedan användas för att 
formulera mera abstrakta sökningar, eller användas för att indexera och organisera bild- och 
video-databaser. 

Avhandlingen innehåller en genomgång av maskininlärningsmetoder som kan användas för 
detektion av semantiska koncept, samt ett antal tillämpningar. Ett centralt problem är att hålla 
beräkningshastigheten och effektiviteten på en praktisk nivå för stora mängder visuell data, 
men samtidigt producera noggranna och relevanta resultat. Därför innehåller avhandlingen 
också en genomgång av flera snabba approximativa versioner av den populära 
stödvektormaskinalgoritmen (SVM), och föreslår några förbättringar till den 
självorganiserande kartan (SOM). Ett antal experiment presenteras som omfattar stora 
datamängder från verkliga användare, inklusive bildsökning med taggar från sociala nätverk, 
videosökning, inomhuslokalisering, samt semantisk visualisering av stora bild- och video-
databaser. 

De empiriska bevisen presenterade i denna avhandling visar att även om den semantiska 
klyftan inte är överbryggad, så bidrar den semantiska koncept-metoden konkreta förbättringar 
till praktiska tillämpningar. Förbättringarna som har föreslagits och evaluerats bidrar till att 
försnabba existerande maskininlärningsmetoder, vilket gör dem mera lämpade för att 
processera stora mängder visuell data. 
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1. Introduction

The amount of digital audiovisual material produced by humans today

is enormous and the rate of production is increasing. For example, the

Finnish Broadcasting Company YLE has a media archive with 200,000

hours of video, and the National Audiovisual Institute KAVI records more

than 90,000 hours of new television broadcasts yearly. In addition to such

professionally produced and archived material, user-generated content is

growing even more rapidly. For instance, 100 hours of new video were up-

loaded to YouTube every minute in early 2014 [113], and it was estimated

in late 2012 that 350 million photos are added to Facebook every day [21].

To take advantage of today’s enormous collections of visual informa-

tion it is obvious that computer systems are required for indexing and

retrieval. No human is able to manually process millions of images per

day — even the management of a personal photo collection of a few thou-

sand photos can be challenging without a computer program. However, in

order to use computer systems for this task, one must be able to interact

with them with regard to the visual domain. For example a person must

be able to describe to a computer program what kinds of images he or she

wishes to find in a database of photographs. Likewise, an automated re-

trieval system must be able to show the relevant parts of a retrieved item,

e.g. the important scenes of a long video.

In some cases one can take advantage of associated meta-data, such as

automatically inserted time stamps, location data from GPS receivers, or

manually added annotations such as captions or tags. However, often this

meta-data is lacking, or only available for a small subset of the data, and

one must use the visual content itself for deriving information to support

meaningful interaction. This is the domain of content-based information

retrieval (CBIR), which takes as its starting point the recorded sensory

input, e.g. the pixels of a digital image, and tries to infer characteristics of

15



Introduction

the visual content which may be relevant for a human using the system.

For example, given a video search query like “find a video of a cat jumping

on a table” the system must try to infer if this search criterion is fulfilled

by analysing the pixels of the video frames, and perhaps the frequencies

of the audio track, for each potential video.

The content-based retrieval task is far from trivial due to the semantic

gap between the low-level visual data processed by computers and the

high-level semantic descriptions used by humans. The relation between

the raw visual data and the human interpretation is very complex and

extremely challenging to model computationally. In fact, this has been

recognised as one of the central problems of content-based retrieval, and

in computer vision in general.

One approach that has emerged in the research community to bridging

the semantic gap is to use mid-level semantic concepts as stepping stones

from the low-level data to the higher-level abstractions used by humans.

This can be decomposed into two steps, which form the two central themes

of this thesis, namely,

• modelling and detecting mid-level semantic concepts, and

• using these concepts as building blocks for more abstract tasks.

Mid-level semantic concepts can be particular objects, locations, per-

sons, events or genres found in images or videos. Such concepts are rel-

atively concrete and thus comparatively easy to associate with the raw

visual data. For example “images depicting cats” or “videos showing a

person running”. Given our motivation of making huge visual databases

accessible, modelling such concepts must be done using automated com-

putational methods. In this thesis we focus on two machine learning al-

gorithms for this task: the Support Vector Machine (SVM) and the Self-

Organising Map (SOM).

The SVM is very popular due to its high accuracy, but unfortunately it

also has high computational costs. For databases with many concepts,

training and detection speed becomes very important, which has caused

us to look for faster alternatives. Two main approaches are studied in

this thesis in a set of large-scale concept detection experiments: using

fast approximative formulations of the SVM, and using and improving

the SOM which requires no concept-specific training at all.

Once mid-level concept models have been created, they can be used for

more abstract tasks. For example formulating search queries, such as
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the one about videos of cats jumping on tables, can be made easier if we

can utilise concepts for cats and tables. Indeed, given a wide enough set

of concepts, or concept vocabulary, a retrieval task can be formulated as

finding the matching concepts, and then retrieval can be performed by

combining the corresponding pre-trained detectors. More generally, if a

visual object is represented by a concatenation of its concept detection

scores we get a semantic concept feature, which can be used as a signature

to compare and measure the conceptual similarity of visual objects. This

thesis studies how such semantic features can be used to visualise and

organise databases, and show that they can be used as a semantically

more powerful feature to detect novel concepts.

The experimental studies collected in this thesis show the usefulness

of the semantic concept approach. Even though we cannot claim to have

solved the semantic gap problem, this approach demonstrably results in

concrete improvements in real-world applications. The large experimen-

tal studies presented together with some of the proposed improvements

to machine learning algorithms contribute to making future automatic

content-based analysis systems faster and better at handling tomorrow’s

ever growing collections of visual data.

1.1 Contributions of the thesis

The main contributions of this thesis are:

• Concept detection with the Self-Organising Map (SOM), and improving

its performance using a scheme that combines it with text-based index-

ing (Publication I).

• Improving visual concept detection with SOMs by introducing “BMU

search depth” in addition to “SOM search breadth” (Publication III).

• Applying SOM-based concept detectors for video search (Publication II),

and Support Vector Machine (SVM)-based detectors for indoor location

recognition (Publication IV).

• Two large-scale experiments investigating the use of recently proposed

approximative additive kernel SVMmethods in real-time visual concept

detection (Publication VI).
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• Proposing a method to study the semantic structure of visual databases

using SOMs trained on visual concept features (Publication V).

• Using semantic concept features to successfully detect novel concepts in

two large experiments, and in particular using social tags to form such

concept features (Publication VII).

Publication I is a journal article that gives a detailed study of concept

detection with Self-Organising Maps and how to improve the performance

of that with the use of text-based features. Two very different visual object

databases are studied, a small image database with keyword annotations,

and a large video database from TRECVID 2005 with very noisy text data

acquired from automatic speech recognition and machine translation. We

show that, especially with weaker text annotation, using both visual and

textual modalities gives improved concept detection accuracy.

Publication II proves the usefulness of semantic concept detectors for

automatic video retrieval. Three large-scale experiments, with the TREC-

VID 2006, 2007 and 2008 databases, are presented, which combine visual

and textual features with concept detectors.

When using Self-Organising Maps for semantic concept detection, a cen-

tral technique is to study the distribution of the best-matching unit (BMU)

of concept examples on a map surface. Publication III proposes an im-

proved method to model the class distribution that takes into account

not only the map neighbourhood, but also the feature space neighbours

by extending the best-matching unit to the next best matches up to a

given “BMU depth”. An experiment is presented with the VOC 2007

database that shows an improvement in retrieval performance, especially

with interest-point features.

Publication IV presents an application of a general-purpose visual con-

cept detection system to the specific multi-class detection problem of in-

door location recognition in the RobotVision challenge. Our concept de-

tection algorithm based on the Support Vector Machine (SVM) has the

best performance in the challenge for the “easy set” where each location

is provided with a lot of training data.

In Publication V we study the distributions of concept labels and auto-

matically detected concepts in two visual databases using Self-Organising

Maps. The idea is to construct semantic concept features by using the con-

cept labels or detection scores as components in a vector. The SOM then
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maps this concept space onto a 2D surface, from which interesting re-

lationships can be found either by visual inspection or by measuring the

similarity of concept distributions. For a quantitative analysis we propose

using the Earth Mover’s Distance (EMD) which can be defined in a way

that takes into account the 2D organisation on the SOM surface.

Publication VI presents two large experiments in using approximative

additive kernel SVM classifiers for large-scale concept detection. In par-

ticular homogeneous kernel maps and power mean SVMs are investi-

gated, which are almost as fast as linear classifiers, yet approach the

precision of traditional non-linear kernel SVM classifiers.

Publication VII proposes to use previously detected concepts to detect

novel concepts, by forming a semantic concept feature. We show that us-

ing the concept feature one can achieve good detection performance even

with weak detectors or even without concept-specific training with the

SOM. Finally, we show that using social networking tags in place of con-

cepts for forming the semantic concept feature gives good results, since

they are more numerous and have plenty of training data available.

1.2 Outline of the thesis overview

This thesis overview is organised as follows. Chapter 2 motivates the use

of visual concepts as the stepping stone between low-level visual features

and higher level semantic descriptions. This chapter also discusses taxon-

omies and ontologies of concepts. Chapter 3 frames concept detection as a

machine learning problem, and discusses using the Self-Organising Map

and Support Vector Machine algorithms for concept detection. This chap-

ter also presents two case studies of the application of each algorithm to

solve real-world retrieval problems. A review of some popular methods for

approximating additive kernels for SVM is included, together with a look

at the real-world performance of concept detection methods. In Chapter 4

it is shown how visual concepts can be used as a vocabulary for formulat-

ing higher-level queries. A review of three years of TRECVID video search

experiments is included as a case study of this approach. Finally, we use

the semantic concept feature to detect novel concepts and to analyse the

structure of visual object databases using SOMs. The conclusions of the

thesis are drawn in Chapter 5.
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2. Three semantic levels

For us to take advantage of today’s enormous and rapidly growing col-

lections of visual information, we must utilise automated methods to in-

dex and analyse them. Unfortunately automated analysis is challenging

due to the huge discrepancy between the low-level sensory input, such as

the raw pixels from a digital camera, and the high-level semantic con-

tent, such as the objects, events, abstract concepts, themes or emotions

depicted.

In Section 2.1 we introduce three semantic levels of content-based anal-

ysis of visual data, which can be seen as a series of steps to bridge the

semantic gap. The first step from the sensory input is extracting low-level

features, which are briefly described in Section 2.2. The second step is de-

tecting mid-level semantic concepts, in Section 2.3, where we also look at

how they can be grouped into taxonomies and ontologies. The final step is

using mid-level concept detectors as building blocks to formulate higher

level queries and form more semantically expressive features. This will

be discussed in Section 2.4.

Finally, in Section 2.5, we take a brief detour to the field of linguis-

tics, which recognises that the words (symbols) we use to communicate

ultimately need to be grounded in sensory input. Analogously, any non-

trivial artificial intelligence system needs to ground its internal model by

learning its relation to sensory input. This gives us a further motivation

to study content-based modelling of semantic concepts, in addition to the

practical need for indexing huge amounts of multimedia data.

2.1 The semantic gap

Figure 2.1 shows a photo depicting a dog sitting in an improvised boat

(left) and an array of hexadecimal numbers (right). These two depictions
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Figure 2.1. Photo of a dog (left) and the hexadecimal pixel values of a small patch of
the photo (right). Photo by Flickr user “.HEI”, Creative Commons BY-NC-SA
licensed, http://www.flickr.com/photos/47361468@N00/438381581/

do not seem to be related in any way, yet the hexadecimal numbers ac-

tually represent the raw pixel values of the red colour component of the

photo. (In fact, due to spatial constraints only the pixel values for a small

image patch by the dog’s ear, indicated by a red box in the photo, are

shown). When we humans look at the photo we immediately get an im-

pression of its semantic contents; to us it seems obvious that this is not

just a collection of coloured dots, but an image of a dog in a styrofoam box.

The difference between the two representations in Figure 2.1 illustrates

the semantic gap [81], i.e. “the lack of coincidence between the informa-

tion that one can extract from the visual data and the interpretation that

the same data have for a user in a given situation” [88].

Eakins [17] identifies three semantic levels of image retrieval: primitive,

logical and abstract. Inspired by these one can formulate three semantic

levels of content-based analysis of visual data:

Level 1 low-level features or statistical descriptors,

Level 2 high-level features or mid-level semantic concepts,

Level 3 high-level semantics or abstract concepts.

These levels are like three steps, starting from the raw sensory input

data and ending with the high-level understanding of the meaning of the

content of the visual scene.

The first semantic level contains statistical descriptions — low-level fea-

tures or descriptors — of an image or video that can be immediately com-

puted from the raw sensory data itself. E.g. statistics of colours, textures
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and shapes can be extracted from the pixels of an image, or frequencies

and energy from the audio signal of a video. Such features are easily

implemented in a computer system, and can be automatically extracted

even from millions of images in a reasonable time. However, they are sel-

dom meaningful for humans, and their relation to human descriptions of

a scene is not well defined. As an example of a low-level feature, the aver-

age red, green and blue colour components of the photo in Figure 2.1 are

approximately 164.1, 162.9, 155.1 when given as decimal values in the

range [0, 255].

The second semantic level describes immediate semantic attributes —

high-level features or semantic concepts — which are relatively concrete,

such as objects, specific persons or events present in the visual data. Such

concepts are typically immediately obvious to a person viewing the image

or video, but non-trivial for a computer system to recognise. For example,

in Figure 2.1 a dog, styrofoam box, rope, water and buildings can be seen.

On the other hand, it is not obvious even for a human which concepts may

be relevant in future image retrieval situations. A person annotating an

image may not realise it might be important to also specify that it depicts

an animal, an outdoor setting, perhaps a rural area etc.

Finally, the third semantic level describes the most abstract understand-

ing of a visual scene which goes above the immediate and obvious surface

attributes. This is typically a more holistic view of the visual content, de-

scribing for example relationships between objects or persons, emotions

attached to them, or the events depicted. It can also include how the vi-

sual depiction is intended to be interpreted politically or culturally, what

message is being conveyed, personal significance for a viewer, etc. This

commonly requires a deeper background knowledge of the scene and the

objects depicted, and possibly even a given cultural and historical context.

This understanding cannot be derived purely from the visual contents

alone. For example, from Figure 2.1 we can infer that there probably is a

person holding the rope who is not visible, or the rope is tied somewhere.

If a person holds the rope, we can also assume that the person drags the

rope, hence there may be some process occurring over time. Also the im-

age arguably depicts an unexpected and somewhat comical situation.

These three levels will be described in the three following sections of

this chapter. The hypothesis at the background of this thesis is that we

can bridge the semantic gap by taking each of these three steps one at a

time. More concretely, we can at least support the validity of this hypoth-
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esis by showing that implementing this idea improves the performance of

content-based retrieval systems. The step from sensory input to low-level

features (Level 1) is perhaps the easiest, but the extracted features need

to be discriminative enough to facilitate the next step to mid-level seman-

tic concepts. Feature extraction is not the focus of this thesis, and only

a very brief introduction will be given in the next section. The step from

Level 1 to Level 2, i.e. detecting mid-level concepts, is one of the central

themes of the thesis and given a more extensive treatment in Chapter 3.

The last step, from Level 2 to Level 3, is to use the mid-level concepts to

formulate higher-level queries or more semantically rich representations.

This is the other central theme of this thesis, and Chapter 4 presents some

applications where this approach has been utilised successfully.

It should be emphasised that while the three semantic levels presented

here serve as the framework of this thesis, alternative formulations exist

in the literature. Visual statistical attributes [27] such as “red”, “striped”

and “spotted”, and semantic attributes [53, 23, 92], such as “tail”, “hairy”

and “paw”, can both be seen as additional levels in between low-level sta-

tistical features and mid-level concepts. In [3] an attempt is made to gen-

eralise the different possible semantic levels into “numcepts” which can

be combined across a network of operators. More recently, deep neural

networks have been presented as model with more numerous levels, but

which are harder to interpret [49]. In [115] an attempt at interpreta-

tion and visualisation of convolutional networks is made by finding input

vectors that give a strong response at each level. In their example they

interpret the levels as first containing corners and edges, then textures,

then class-specific details, and finally separate classes.

2.2 Low-level features

Automatic extraction of low-level features is the foundation of any content-

based analysis of visual data. Using the video or image data directly

is typically not feasible because of the high dimensionality of the data.

Extracted low-level features should thus ideally be of reasonable dimen-

sionality and discriminative of semantic differences in the data, i.e. the

feature extractors should be sensitive to those characteristics of the raw

data that are somehow relevant to the human perception of the visual

contents. At the same time features should be invariant, i.e. insensitive

to accidental conditions of the sensing, such as noise, angle from which an
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object is seen, lighting conditions, etc.

In content-based analysis we usually have a particular database of vi-

sual objects under study. By the general term visual object we refer to a

multimedia item in such a database which has a visual modality, typically

an image or video. This should not be confused with a concrete object to

be detected in a visual scene, such as “table” or “dog”.

Invariant and discriminative features combined with an appropriate

distance or similarity measure facilitates the use of the statistical vec-

tor space model (VSM) approach for analysing a visual object database.

In the VSM one uses the distance between feature vectors — each repre-

senting one visual object — as a dissimilarity measure. A smaller distance

between the vectors of two visual objects indicates a higher degree of sim-

ilarity between them. The VSM also allows matching of two visual objects

that are similar in some aspects (i.e. vector components), but not in oth-

ers. These aspects can be weighted differently depending on the distance

measure.

Early concept detection systems relied on global features, where a single

feature vector represented the entire image or video. Most of the global

features used in the publications of this thesis are those formalised in the

MPEG-7 standard, which will be described in Section 2.2.1. A later devel-

opment in image feature extraction that has had a particular relevance

in concept detection, is using local features, where the image is repre-

sented as a histogram of quantised local descriptors. This approach will

be described in Section 2.2.2. A more general overview of early feature

extraction methods for content-based analysis can be found in [88], and a

summary of more recent advances can be found in [56], while [15] includes

a comprehensive experimental comparison of several popular features for

image retrieval.

When analysing multimedia data, non-visual features such as those

based on audio and text should not be forgotten. For example, from a

video clip the audio track can be extracted, and various aural features

such as the ubiquitous MFCC [13] can be calculated. If the video con-

tains dialogue, automatic speech recognition (ASR) software can be used

to extract the spoken text. Texts shown in an image or video, e.g. logos or

labels such as the names of interviewees shown in TV news broadcasts,

can be extracted using optical character recognition (OCR) software. Im-

ages in large collections can often be tagged with text labels or contain

textual descriptions of their content. Section 2.2.3 discusses some textual
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Shape Descriptors Texture Descriptors

Region-Based Shape Edge Histogram

Contour-Based Shape Homogeneous Texture

Shape 3D Texture Browsing

Colour Descriptors Motion Descriptors

Dominant Colour Motion Activity

Scalable Colour Camera Motion

Colour Layout Motion Trajectory

Colour Structure Parametric Motion

Group of Frames / Pictures

Table 2.1. Still-image and video features in MPEG-7.

features that can be calculated for texts extracted from or associated with

visual objects.

2.2.1 MPEG-7 features

The MPEG-7 multimedia content description standard [40] was initially

publicly released as an ISO/IEC standard in 2002. Among other things,

it contains a standardised set of global image and video features (called

descriptors), which was an attempt to canonise the collected knowledge of

the research community at the time [83]. Many of the MPEG-7 features

have been used in the earlier publications of this thesis.

Table 2.1 summarises the image and video features defined in MPEG-7.

In the experiments presented in this thesis, we have used our own im-

plementation of the MPEG-7 features, with the added requirement that

each image or video should always be represented with a single vector of

a fixed dimensionality to fit into the vector space model. Here, the most

frequently used features are Scalable Colour, Dominant Colour and Edge

Histogram. Scalable Colour is a quantised HSV colour histogram encoded

by a Haar transform. In Dominant Colour the colours of an image are

clustered into a small set of representative colours. The descriptor con-

tains these colours and their statistics (percentage, variance, etc). Finally,

Edge Histogram divides the image into a 4×4 grid, and calculates a 5-bin

histogram for the edge directions in each block.
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2.2.2 Local features and the bag-of-visual-words model

A global feature may not always capture the intricacies of a complex scene

in an image. In particular for semantic concept detection, we may be in-

terested in some aspects of the image (e.g. representing the object of inter-

est), while others are unimportant (e.g. the background or other unrelated

objects). Also some aspects of the object of interest may be hidden in some

example images, e.g. by occlusion, while other aspects are visible. In this

case a global feature, which often represents some kind of average across

the image, may not be very useful.

Instead of calculating a single global feature, one can extract many local

features from small patches of the image selected in an appropriate way.

If the local feature space is quantised into a fixed number of codebook

vectors, the image can then be represented by a histogram counting how

many of its local features fall into each quantised bin. This is called the

bag-of-visual-words (BoV) model — named in analogy to the traditional

bag-of-words approach in textual information retrieval [84, 11] — where

an image is represented by such a histogram over the “visual words”, i.e.

the codebook vectors.

The local features are typically calculated in image patches, or regions,

selected either by dense sampling, e.g. picking every 10th pixel, or by

trying to detect regions-of-interest such as edges and corners. For the

latter approach, the Harris-Laplace [67] point detector is especially pop-

ular since it has shown good performance in object category classifica-

tion [116]. It uses the Harris corner detector to find candidate points at

different scales, and then picks the scale that maximises the Laplacian-of-

Gaussians. Other popular point detectors include MSER [64], HOG [12]

and SURF [4].

Once the regions-of-interest have been found, a local feature is calcu-

lated at each point with the selected scale. A very influential local feature

extraction method is the Scale-Invariant Feature Transform (SIFT) [58],

and its extension to colours, Colour SIFT [95]. Another commonly used

local feature is SURF [4], which includes both a point detector and a local

feature.

The codebook vectors for generating the histograms are selected by clus-

tering the local features of a representative sample of images. This sample

must be large enough so that one can expect that all types of local features

that will be encountered are represented. For the clustering k-means is
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commonly used, which has been shown to give a good overall performance

for concept detection tasks, typically with the number of clusters set to

1000 or more [102]. Then, with the codebook fixed, for a given image, its

local features are quantised into their nearest codebook vectors, and the

hit counts are recorded in the corresponding histogram bins. This forms a

histogram vector for each image, which can then be used in the same way

as a global image feature.

Commonly used improvements to this basic approach include using spa-

tial pyramids [54] and soft cluster assignment [103, 29]. Using spatial

pyramids involves calculating several local feature histograms separately

in different spatial subdivisions of the image, typically concatenating them

to form the final global feature vector. In soft cluster assignment, local fea-

tures are assigned to a varying degree to several histogram bins, and not

simply to the single closest one as in the tradition hard assignment ap-

proach. More recently, alternative coding methods have been suggested,

such as Fisher coding [74] and sparse coding of the feature in terms of the

codebook vectors [108]. The interested reader can find a comprehensive

overview of recent advances in feature coding in [38].

2.2.3 Textual features

Since the human language has a much closer relationship to the semantic

meaning of the visual content than the raw pixel data, it can be expected

that using textual features will be quite beneficial for concept detection.

However, in practice the use of textual features is not always so straight-

forward. For example the speech of a news anchor may not be directly re-

lated to the actual visual contents of the video clip shown, and keywords

on social image sharing sites may be quite unreliable. In fact, textual de-

scriptions intended for human consumption often describe things not seen

in the visual object, since those that are visible are obvious to humans

and thus need no description. Even when images are tagged by humans

explicitly for the purpose of improving retrieval, the annotators cannot

anticipate all future information needs. For example the exact identity of

a particular person may be important for one individual, while another

person might only be looking for a certain type of general scene. Further-

more, if the text is acquired via automatic speech recognition or optical

character recognition, this process can introduce a lot of noise in the tex-

tual data due to the difficulty of performing these tasks accurately. Still

textual features can be useful for concept detection in some cases, as we
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show in Publication I.

Many textual features are based on the simple idea to count how many

times each word occurs in each database object (or document in informa-

tion retrieval parlance). First a dictionary is formed, typically by collect-

ing all words in all documents in the database while removing so called

stop-words, i.e. commonly used words such as “the”, “and” and “of” which

convey no information of the semantic content. Instead of a direct count,

one typically uses some combination of the term frequency and the docu-

ment frequency.

The term frequency is simply the number of times ni
k the word k occurs

in the document i, normalised by the total number N i of dictionary words

in the document:

tfik =
ni
k

N i
. (2.1)

The document frequency measures how common the word is in the entire

database, and is calculated as:

dfk =
Nk

N
, (2.2)

where Nk is the number of documents which contain the word k, and N

is the total number of documents. The occurrence of a very common word

in document i says very little about its content, while the occurrence of

a rare word can be quite telling. Because of this, one often uses the in-

verse document frequency, idfk = df−1k , as a weighting factor, i.e. the more

uncommon the word the higher the weight.

A feature vector f i(k) for the document i — or visual object, in our case

— can then be formed by setting the component for each dictionary word

to a combination of tf and idf:

f i(k) = g(tfik) · h(idfk) = g

(
ni
k

N i

)
· h

(
N

Nk

)
, (2.3)

where g(·) and h(·) are dampening functions. For example, in the exper-

iments of Publication I we use g(x) = x and h(x) = log(x). The resulting

feature is often called tf-log-idf:

f i
tf-log-idf(k) =

ni
k

N i
log

(
N

Nk

)
. (2.4)

Since the dimensionality of the resulting vector equals the size of the dic-

tionary, dimensionality reduction is typically employed as a final step.
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2.3 Mid-level semantic concepts

In Section 2.1 it was suggested that the semantic gap in content-based

visual analysis could be bridged by using mid-level concepts. In the re-

mainder of this thesis the shorter term semantic concept or simply concept

will be used. It needs to be emphasised that despite the shortening of the

term, this does indeed mean mid-level concepts, and not abstract concepts

unless explicitly specified otherwise — i.e. Level 2 as opposed to Level 3

in the semantic levels discussed in Section 2.1.

Semantic concepts represent relatively concrete categories such as ob-

jects (e.g. “cats”, “cars”, “houses”), static locations (“indoor”, “night time”,

“cityscape”), particular persons or specific groups of people (“Barack Oba-

ma”, “a crowd”, “female”), events (“explosion”, “person running”, “heli-

copter flying”), or genre (“weather broadcast”, “sports”). Semantic con-

cepts can be seen as a natural extension of the earlier research trying to

connect low-level visual features to words in natural language. Semantic

concepts can often be described by a single word, but in general they may

require a longer description, or be represented by a list of synonymous

words.

Semantic concepts are typically selected to be of the basic level cate-

gories, i.e. of mid-level abstraction. E.g. when asked “What do you see

in the picture?”, most people tend to respond with “a cat”, rather than a

subordinate level concept like “a persian cat” or a superordinate such as

“an animal”. Rosch [79] defines basic level categories as the level that

maximises cue validity and category resemblance. This means that the

cues (such as low-level visual features) should be highly correlated with

that class, but not with other classes. Thus, these are also the classes for

which low-level visual features can be expected to correlate best with the

concept labels.

In content-based analysis machine learning methods are used to create

a computational model of how the low-level features are related to a par-

ticular semantic concept. Typically a discriminative classifier is trained

to separate members of a concept from non-members in the low-level fea-

ture space. This requires a large number of labelled positive and negative

examples. Chapter 3 goes into much more detail on how this is achieved.

In the following subsections we will consider concept taxonomies and

concept ontologies that have been used in content-based multimedia anal-

ysis. In this thesis the term concept taxonomy refers to a flat list of con-
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cepts when we do not have — or are not interested in — any hierarchy

or other mutual relationships between the concepts. A concept ontology,

on the other hand, is a taxonomy with an explicit hierarchy of concept

relationships. These terms and meanings are, however, sometimes used

interchanged in the literature.

2.3.1 Concept taxonomies

The set of concepts used for a particular multimedia analysis task defines

a set of “words” (names of the concepts) which can be used to formulate

queries on the underlying visual database. In this thesis such a set of

semantic concepts is referred to as a concept vocabulary or concept taxon-

omy.

Different databases and tasks might require different concept taxono-

mies. For example a database of news broadcast videos may need to in-

clude concepts of contemporary famous personalities and events likely to

appear in a news segment. On the other hand, an image database of ani-

mals might need concepts for different species and subspecies divisions.

There are also standardised lists of concepts commonly in use, which

aim to be more general purpose. For example, the Large Scale Concept

Ontology for Multimedia (LSCOM) [69] has been particularly popular for

use in video analysis, and is closely related to the TRECVID video re-

trieval evaluation (see Section 3.6). LSCOM includes more than 2000

concepts, which have been selected by multimedia researchers and ontol-

ogy specialists. There is also a smaller set of 39 concepts called LSCOM-

Lite [68]. About 400 of the LSCOM concepts, and all of the LSCOM-Lite

concepts have been annotated in the TRECVID 2005 development set [41],

which consists of 80 hours of video split into almost 62,000 shots. Many

subsets of LSCOM have also been annotated in later TRECVID instances,

for example 346 concepts were annotated in a collaborative annotation ef-

fort [2] in 2011.

Concept annotation means that positive instances of the concepts have

been picked out from the training set, either exhaustively or partially. If

exhaustively, it is typically assumed that all other objects are negative ex-

amples. If the annotation is partial, such an assumption cannot be made,

and negative examples should also be explicitly given. Figure 2.2 shows a

few examples of LSCOM concepts, each illustrated with one image anno-

tated as positive for that concept.

Many data sets used for image retrieval research are prepared with an-
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Figure 2.2. Examples of LSCOM concepts with image annotations.

notations or tags categorising the images into several classes or concepts.

These taxonomies are typically closely related to that particular database

and its visual examples, and not necessarily useful for other domains. Ex-

amples include PASCAL Visual Object Classes1 which has had a small

set of 20 concepts for the last few years, and the MIRFLICKR 1M Image

Collection [61] which has 94 concepts.2

It is worth mentioning that the concepts in a taxonomy do not have to

be mutually exclusive, for example the concept “cat” may occur together

with the concept “indoors”. It is also common to have visual objects that

do not belong to any of the concepts in the used taxonomy.

2.3.2 Concept ontologies

Some concept taxonomies are merely flat lists of concepts, while others

may define further relationships between the concepts. In many cases

these relationships are binary relations that can be expressed as a hier-

archical structure of concepts, e.g. a concept tree. In this thesis, the term

concept ontology is used for such hierarchically organised concept taxono-

mies.

A common approach to construct a concept ontology is to start from an

existing word ontology or language-based knowledge base. The most com-

prehensive example is probably ImageNet [14] which uses WordNet [25]

1http://pascallin.ecs.soton.ac.uk/challenges/VOC/
2http://press.liacs.nl/mirflickr/
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Table 2.2. Commonly used semantic binary relations.

linguistic term knowledge representation example

hypernymy is a superterm of “animal” vs “cat”

hyponymy is a subterm of (reverse of above)

holonymy is a part of “tail” vs “cat”

meronymy contains (reverse of above)

synonymy denotes the same as “automobile” vs “car”

antonymy denotes the opposite of “night” vs “day”

synsets, i.e. sets of words which are mutually synonymous, to define a

large set of concepts. Crowd sourcing techniques have been used with

the goal to find at least 1,000 image examples of each concept. Ima-

geNet currently has over 14 million images and more than 21,000 con-

cepts. LSCOM, mentioned in the previous section, has also been used as

an ontology by mapping the concept list to Cyc, a large artificial intelli-

gence knowledge base [65].

The hierarchy of a concept ontology is specified by defining a binary

relation R between the concepts. A relation R existing between concepts

Ci and Cj is denoted byR(Ci, Cj) or Ci R Cj . For example “cat” IS-A “animal”,

where IS-A is the operator for the hyponymy relation.

Table 2.2 lists some of the most commonly used binary relations be-

tween semantic concepts. The hypernymy/hyponymy or IS-A relations

are the most common, typically forming a chain from more specific to

more general concepts, e.g. “Persian cat” IS-A “cat” IS-A “animal”. These

are naturally modelled as parent-child relations in a hierarchical tree as

illustrated in Figure 2.3. A good example of such an ontology is Ima-

geNet mentioned above, which encodes the semantic IS-A relations found

in WordNet in a hierarchical tree structure. Also synonymy is employed

in ImageNet in its construction of concepts out of synsets.

In addition to IS-A, Marszalek et al [62] propose to use holonymy/mero-

nymy relations, for which they use the terms PART-OF or MEMBER-OF.

Both types of relations can be used for reasoning, e.g. if we detect a “cat”,

an “animal” will also be present. If a “cat” is detected we can also ex-

pect a “tail” to be found, unless it is visually obscured. The idea of using

PART-OF or MEMBER-OF relations has been exploited in attribute-based

detection [53, 23, 92], where smaller components are detected, which can

be part of one or more concepts. For example tails, paws, beaks and snouts
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Cat

Animal

Dog . . .

. . .Siamese catPersian cat

Figure 2.3. An example of a hierarchy of semantic concepts based on hyper-
nymy/hyponymy relations.

of animals can be detected, and from those a whole animal can be found

by higher-level rules, such as “a cat has a tail and paws, but no beak”.

This also enables us to learn new concepts without examples if they can

be described based on such detectable visual attributes.

2.4 High-level semantics

The final semantic level in Section 2.1 contains high-level semantics or

abstract concepts. In the widest interpretation this entails a computer

system with full understanding of visual content, i.e. solving the central

problem of computer vision. Clearly, this is not within our reach yet, and

here we settle for trying to reach a semantic level high enough to be use-

ful for practical multimedia retrieval applications. The approach studied

here is to use mid-level semantic concept detectors as the stepping stone

to reach such a level. Many approaches studied in recent years can be

formulated using the vector space model, where concept detector outputs

have been concatenated to form a feature vector. These vectors can then

be processed and analysed with standard machine learning algorithms,

depending on the application at hand.

Many multimedia databases exist today for which large semantic con-

cept taxonomies are defined together with annotations for training con-

cept detectors. Some of these were discussed in the previous section, e.g.

TRECVID, MIRFLICKR and ImageNet. These pre-defined concept taxon-

omies typically have a relatively wide semantic coverage in the applica-

tion domain. Because of this they are often used as the basis for formulat-

ing high-level queries, for example by activating a relevant subset of se-

mantic concepts for a given query. In the context of using these concepts
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as building blocks for further analysis, this thesis uses the term back-

ground concepts for them, since they are thought to be a well-established

part of the database, and the detectors may be expected to be readily avail-

able. Accordingly, the pre-defined taxonomy is denoted as the background

concept vocabulary.

Once detectors for a large background concept vocabulary have been

trained, the concept membership for any novel image or video can be eas-

ily predicted. Given a fixed vocabulary, C = C1, . . . , CK , these prediction

outputs could be used to represent each visual object x1, . . . , xN , as a point

in a semantic concept space R
K , i.e. each image or video xi would be rep-

resented with a semantic concept vector

ci =

⎛
⎜⎜⎜⎝

pi,1
...

pi,K

⎞
⎟⎟⎟⎠ , (2.5)

where pi,j ∈ [0, 1] is the concept membership score of object xi in concept

Cj , typically generated as the prediction output score of a concept classi-

fier. In some cases this can be interpreted as the probability of the object

belonging to the specific concept. The semantic concept vector ci specifies

concisely the concept membership of the object xi to all concepts in the

used vocabulary.

Depending on the application we may also form semantic concept vec-

tors from the ground truth, i.e. the manually annotated part of the data-

base. In this case the concept vector will be a binary vector, since manual

annotations typically are either true (1) or false (0). There are also appli-

cations where concepts are activated by other means, e.g. by matching a

query text. In these cases it makes sense to have a binary instead of a

real valued concept vector.

In particular, many approaches in video retrieval have been based on

selecting a small set of concepts for each search query [90, 34]. While

these approaches rarely use the semantic concept vector model explicitly,

they can be thought of as special cases of that in which one is restricted to

a sparse binary semantic concept vector. The central question here is how

to select the concepts to activate, and [70] mentions several strategies

that have been used, including using lexical analysis on the text query

and measuring the visual similarity between visual query objects and the

concept detectors.

The idea to explicitly concatenate concept detector outputs into a sta-

tistical feature vector for use in content-based analysis has recently re-
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ceived much research attention. For example [57] classifies video scenes

by forming a vector out of object detectors, and then applying a sparse-

coding scheme to get a more efficient representation. In [66] a seman-

tic concept feature representation was used successfully to detect video

events, and [30] explores how to best select the concept vocabulary to use.

In [112] video events are matched by mapping both textual descriptions

and visual concept detector outputs to the same semantic concept space.

Violent scene detection in movies is performed in [39] by training a neural

network on the outputs of detectors of related concepts, such as presence

of blood, firearms and explosions. In [31] semantic concept features are

used as “conceptual feedback” and concatenated back with the original

low-level features for the same concepts. An interesting take on the se-

mantic concept feature idea is classemes [93], which accepts that concept

detectors in general are weak, and do not necessarily encode the semantic

concept itself, but instead some related visual characteristics, which can

still be useful as a higher-level statistical feature.

In Chapter 4 we will discuss three applications of using mid-level con-

cepts for high-level semantics. Section 4.1 describes video search exper-

iments across three years of TRECVID (2006–2008) using semantic con-

cepts and Self-Organising Map detectors. Section 4.2 uses SOMs trained

on concept vectors for visualising and analysing the structure and distri-

bution of semantic concepts of two large databases. Finally in Section 4.3

concept vectors are used to detect novel concepts that are not part of the

original taxonomy. There we also look at a further development that uses

social tags as concepts.

2.5 Linguistic motivations

Let us take a brief detour into linguistics before getting into the more

technical details of concept detection in the next chapter. The purpose

of this section is not to serve as a serious review of linguistic topics, but

merely to highlight some background areas which may have relevance for

the present study of semantic concepts.

Semantics is a field of linguistics that studies meaning, in particular:

(i) the relation that some sign has to objects or events, or

(ii) the relation that a sign has to other signs.
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In natural language, “signs” can mean words or phrases that we wish to

relate to other words, and to objects and events in the world. Anyone

who has used a dictionary knows that signs (words) can be defined us-

ing other signs, but unless there is some external grounding one will end

up with circular definitions without any meaning. This is what Harnad

calls the symbol grounding problem [32], i.e. that symbols must ultimately

be grounded in sensory input, such as perception or physical experience.

After a core vocabulary has been grounded, a more complex vocabulary

can be built on top of that by defining new words which refer to the core

set [63].

Cognitive linguists Lakoff and Johnson have taken the idea of symbol

grounding further; that human reason itself is inherently based in expe-

rience and sensory input. In their theory of the embodied mind, learning

semantic concepts has a central place in human cognition:

These categories evolve as learned concepts of the world – meaning is not an ob-

jective truth, but a subjective construct, learned from experience, and language

arises out of the "grounding of our conceptual systems in shared embodiment

and bodily experience". [52]

This is a strong hint that any kind of system of artificial intelligence built

with the aim to understand the world — or more realistically some small

subset of it — needs to ground its internal model by learning its relation

to sensory input. This gives another, more philosophical, motivation for

pursuing the topic of this thesis to learn models of semantic concepts from

the low-level visual input.

Another interesting parallel to linguistics can be found in prototype the-

ory in semantics [79], which states that conceptual categories are not

clearly delimited, but have fuzzy boundaries and are represented by some

canonical examples, prototypes, that are grounded in people’s experiences.

Conceptual categories are learned from perception and physical experi-

ence in the real world, and they may evolve in social interaction. Analo-

gously, computer systems that attempt visual concept detection generally

try to learn a model of a particular concept from a set of visual examples.

Machine learning typically requires a huge set of examples, but the con-

cept model might in many cases be just a set of “average examples” or

prototypes that define the centre point or in some other way delimit the

concept members in a particular feature space.
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3. Detecting visual concepts

Looking back at the semantic levels in Section 2.1, after low-level features

have been extracted, the next step — from Level 1 to Level 2 — is to learn

the complex mapping between these features and the mid-level semantic

concepts. This is called semantic concept detection, or in some contexts

high-level feature extraction since mid-level concepts can also be consid-

ered to be features of a more advanced semantic level than the low-level

descriptors from which one starts.

Since one of the main themes of this thesis is processing huge amounts

of visual data, such detectors must inevitably be based on automated ma-

chine learning algorithms. These algorithms attempt to learn a statisti-

cal model of the relation between the low-level features and the semantic

concepts annotated by humans. This learning problem is presented in

Section 3.1, and in Section 3.2 it will be considered how different learning

algorithms can be compared and evaluated.

In this thesis we will mainly consider two particular learning algorithms:

the Self-Organising Map (SOM) and the Support Vector Machine (SVM).

In Section 3.3 the SOM algorithm and how it can be used for concept de-

tection is described. Some improvements to SOM concept detection pro-

posed in the publications of this thesis are summarised in Section 3.3.5.

Using Support Vector Machines (SVMs) for semantic concept detection

(Section 3.4) has long been de facto standard in the research community,

due to their unrivalled classification performance. This goes to the extent

that it was, until quite recently, unusual to find new research based on any

other algorithm. However, very recent advances have renewed interest

in using traditional multi-layer perceptrons [35] and deep convolutional

networks [49]. These have, however, been left outside of the scope of this

thesis.

The greatest drawback of the classical kernel SVM is that it is very time
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consuming, both to train the detector and to predict the concept member-

ship for new items. The SOM algorithm — or more accurately the SOM-

based implementation for concept detection in the PicSOM system (Sec-

tion 3.3) — has worse performance, but is very fast to train since it needs

to be trained only once per database. The SOM only learns the structure

of the unannotated data while concept detection needs no further train-

ing. Introducing a new concept to the SOM involves just mapping the

concepts’ examples to the map grid, which can be done very fast. This

may be crucial in e.g. social image sharing scenarios where the concepts

may be user-provided tags which can number in millions.

A common “middle ground” scenario is where the concept detector train-

ing time is not very important, but concept detection rate, or prediction

time, is crucial. This is the time it takes for the system to determine the

concept membership score for a new input image or video when the con-

cept models have already been trained. This scenario occurs when the

concept vocabulary is fixed, but the number of visual objects to classify is

large and growing continuously, for example, in real-time concept detec-

tion for live video, or for a popular image sharing web site where thou-

sands of images may be uploaded every minute. In Section 3.5 we take a

look at using approximative additive kernels that greatly improve predic-

tion speed while still retaining a performance level comparable with the

regular non-linear kernel SVM.

Finally, in Section 3.6 we take a step back and consider the real-world

performance of state-of-the-art SVM detectors. We pose the question: how

good is the current state of the art, and is it really good enough for practi-

cal applications?

3.1 Problem setup in concept detection

The concept detection task is typically set up by giving a fixed set of con-

cepts to detect. Each concept has a number of positive and negative exam-

ples, i.e. images or videos that have been manually annotated to belong

or not to belong to the class described by the concept. For example if the

concept is “cat”, or more accurately “images depicting one or more cats”,

the set of positive examples would consist of a number of images showing

cats, while the negative examples would be any images not depicting any

cats. It is also not uncommon for the same image to be positive for several

concepts, e.g. an image depicting both a cat and a dog.
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The task of a concept detection system is to learn, using these examples,

a relationship between the low-level features that can be automatically

extracted and the semantic concept itself. Clearly it is expected that the

detection system will not merely learn to recognise those exact examples,

but instead a generalised model which will detect any new, i.e. previously

unseen, member of the semantic concept. The algorithm should be able

to extract those aspects of the low-level features which are particular to

the concept and distinguish them from objects which do not belong to the

concept.

It is worth remembering that for the algorithm the “concept” is just the

examples it has seen, and not the actual idea of the concept in the minds of

the humans who have selected the examples. If there are other inciden-

tal commonalities between the examples, the algorithm may also learn

these. For example a “car” concept detector may also learn to recognise

asphalt which is commonly seen together with cars. This can be benefi-

cial, though, since asphalt is a good indicator of cars being present, but

cars in an unusual setting, e.g. in the middle of a grassy field, may be

harder to recognise. Interestingly, this happens to humans as well, we

have to “look twice”, i.e. gather more data, when we see a familiar object

in an unexpected setting. However, if the examples are poorly chosen or

limited for some reason (e.g. our database only contains images of cats in

indoor settings), it is common for the concept detection system to learn

incidental aspects of the examples which are not beneficial for generalisa-

tion.

3.1.1 Relevance ordering and binary classification

A common concept detection evaluation setup is to return an ordered list

of visual objects (e.g. images or video clips) for each semantic concept.

Typically each object gets a real-valued relevance score for the presence of

the concept, according to which the list is sorted. This relevance score may

be interpreted as the estimated probability of the concept being present

in the object, but it does not have to be, since the detection goal is merely

to sort the objects in descending order of relevance. Such a task is easy to

evaluate if a test set of objects is kept separate from the training set used

for the training of detectors. The correct concepts are known in the test

set, but this information is not used during the training phase. Then, the

retrieval performance of each system can be evaluated based on how high

up in the ordered list it places the correct concept members. Several such
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performance indicators will be discussed in Section 3.2.

The task of returning a relevance-ordered list of visual objects is called

classification in Pascal VOC. TRECVID previously used the term high-

level feature detection, but more recently semantic indexing. ImageCLEF

talks about image annotation. Pascal VOC also has a detection task,

which is otherwise the same, but also requires the bounding box of the

concept to be localised in the image with at least 50% overlap. Hence, in

this context, somewhat confusingly, classification, detection and annota-

tion all mean the same thing: to return a relevance-ordered list of visual

objects.

The relevance ordering setup may be useful in information retrieval

tasks, where one wants to find just a few of the “best” examples, instead

of an exhaustive list. From the user’s point-of-view, for a given concept,

a list of images or videos could be shown, ordered with the most certain

or “typical” examples at the top, with more uncertain cases found further

down the list. Popular web search engines such as Google and Yahoo! have

familiarised people with this kind of relevance-ordered result.

However, there is also another common scenario, where a new visual

object is introduced to the system, and the question is posed: “which con-

cepts from the current vocabulary are present?” E.g. looking at a particu-

lar new image, is there a cat in that image? Is there a dog? In this case a

threshold is needed to transform the relevance ordering score into a “yes”

or ”no” answer. Scores above the threshold can then be classified as affir-

mative answers and those below as negative. A related task occurs when

one needs to exhaustively find all examples of a concept in a database, for

example, all violent scenes of a movie must be found (e.g. to be censored

from viewing by minors). Again a relevance ordering is not enough as we

need to make a binary decision for each scene.

Since a binary detector in theory gives a simple boolean answer, “yes” or

“no”, one could just use that for determining the presence, but in practice

this result can seldom be used directly. For example when a detector has

been trained on somewhat different data, the relevance scores on another

dataset might be low, yet it is still useful to select the objects at the top of

the list. Also, in the case of the SVM, one typically tries to use as close as

possible to an equal number of positive and negative samples in training

— while the true ratio of positive-to-negative samples in the data set is

often far from even. This will most likely also cause the binary outcome

of the SVM to be unreliable, while the relevance ordering will still be
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useful. These questions have not been addressed further in this thesis

— as it concentrates on the relevance ordering scenario — but they are

important to keep in mind when applying the visual concept detection

methods discussed here to real-world tasks.

3.1.2 Multi-label and multiclass classification

Although large concept vocabularies have already been mentioned fre-

quently, thus far only single-concept classification has been covered. There

is a good reason for this: in many cases one can consider each single con-

cept as a separate independent detection task, and even if this indepen-

dence is not strictly true, it has turned out to be a useful simplification in

practice.

There are still some situations where multiple classes may be considered

more explicitly. The general case is multi-label classification, where the

output of the classification is not one relevance score, but a vector of scores

— one component for each concept (or “label”). This problem can either

be solved by algorithms adapted to the full problem, or by transforming

it into several single-class problems, which can then be solved separately

with normal binary classifiers [94]. Many of these methods, for example

classifier chains [77], are able to model and the dependencies between the

classes.

A common special case is multiclass classification, which assumes that

the concepts are mutually exclusive, i.e. the output vector of the multi-

label classifier contains only one non-zero component. A good example

of this will be presented in Section 3.4.7 where a robot’s location is to be

recognised as one out of several possible physical locations.

The most common approaches to extending binary classifiers for multi-

class classification are one-versus-the-rest and one-versus-one or pairwise

classification. In the former one trains a binary classifier for each class

taking all the other classes as negative examples, while in the latter the

system learns to separate each possible pair of classes. For a large vocab-

ulary the one-versus-one approach requires substantially more classifiers

than the one-versus-the-rest approach, however the binary problems are

also smaller in the number of training examples and potentially better

balanced.

The final multiclass classification in achieved by integrating the results

of the binary classifiers. For example with one-versus-the-rest, the con-

cept of the classifier that gives the highest relevance score can be chosen,
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Figure 3.1. Early and late fusion schemes. Thick lines indicate multidimensional data.

taking into account that the scores need to made commensurable. With

the one-versus-one approach one can for example count the number of

“votes” from each classifier and select the concept with the highest num-

ber of votes.

3.1.3 Feature fusion

We have already mentioned extracting many different features from each

visual object (Section 2.2), and then learning models from the features to

the semantic concepts. However, thus far we have not discussed how to

combine different features to get a single detection result for each concept

and visual object. In concept detection one usually performs either early

fusion or late fusion, both depicted in Figure 3.1. In early fusion (top

part of Figure 3.1) the features are concatenated first and only a single

classifier for that combined feature needs to be trained. In late fusion

(bottom part of Figure 3.1) one trains separate classifiers for each feature,

and then the outputs of all models are combined in a late fusion stage,

which either uses an unsupervised combination scheme, or supervised
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training with the ground truth.

Early fusion has the advantage of needing to train only one model, on

the other hand the dimensionality will be very high, which may cause dif-

ficulty with some classification algorithms. Also it may be challenging to

combine features of very different types, for example they may be scaled

in different ways, or require different distance metrics (e.g. histograms vs

continuous values). They may also represent different modalities, such

as visual, auditory and textual. Late fusion, on the other hand, trains a

separate model for each feature, and can thus be better tuned for each

feature type, and it may be easier to learn the particular distinctive as-

pects of each feature separately. However, training several models is also

computationally expensive and any cross-feature correlations present in

the combined feature space of early fusion will be missed.

Finally, in late fusion one needs to implement the late fusion stage indi-

cated as the right-most box in the bottom of Figure 3.1. This can be done

by training another model from the outputs of the feature-specific detec-

tors to the final concept classification, or using an unsupervised combi-

nation scheme such as arithmetic or geometric mean. The unsupervised

scheme can weight the feature-specific detector outputs differently, e.g. by

trying to estimate how discriminative the detectors are [105].

In [91] early and late fusion are compared in a concept detection setup

for the TRECVID 2004 dataset, and on average late fusion performs some-

what better, however early fusion is significantly better in a few cases.

They perform late fusion by training an SVM model on the outputs of

the feature-specific classifiers. In [101] SVM fusion was compared with

arithmetic and geometric mean as late fusion mechanisms in a multiclass

image classification setting, and geometric mean was found to perform

best when the number of concepts was above 30. Using an unsupervised

fusion scheme is also computationally much lighter, since no training is

needed in the fusion stage.

3.2 Evaluation

In order to select and improve concept detection algorithms we need ob-

jective and quantitative ways to measure how well they perform. For ex-

ample, most machine learning algorithms have several parameters which

can be optimised to maximise performance. It is also crucial to be able to

compare different methods and potential improvements.
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In order to train a concept detector one needs to have a set of visual

objects for which the concept membership is known beforehand, typically

from annotations made by humans. This set is usually called the ground

truth set. Commonly a number of these objects are left out of the training

phase, and are instead used for testing the detectors once they have been

trained. Alternatively a new set of annotations can be made to be used for

testing only, the crucial point is that different objects are used for training

and testing. The set of objects used in training is typically called the

training set or development set, while the distinct set of objects used for

testing is called the test set or validation set.

Once the detectors have been trained, there are different approaches

how to measure their performance in the test set, depending on if we are

performing a relevance-ordering or a binary classification as discussed in

Section 3.1.1. In practice it is highly dependent on the application domain

of the concept detectors which evaluation approach makes more sense. If

we know the concept membership or non-membership of each object, it

is feasible to do straight binary classification. In this case we make a

binary decision for each test set object: does it belong to the concept or

not. In the information retrieval context where one only wishes to retrieve

a certain number of most relevant objects the relevance-ordering scheme

is the most natural. In this scheme, one sorts the test set in the order

from those that are the most likely to belong to the concept to the least

likely, and one evaluates this sequence at different cut-off points. In the

information retrieval approach no explicit classification decision needs to

be made, only a ranking.

For a given concept C and test set objects x1, . . . , xN , where N is the

size of the test set, we can define the ground truth h(xi; C), i.e. the known
concept membership value of the object xi in C as:

hi = h(xi; C) =

⎧⎪⎨
⎪⎩
1, if xi ∈ C,

0, if xi /∈ C.
(3.1)

Then, we define the concept detector output for the object xi as either

pi ∈ [0, 1], which can be used to rank the objects in descending order for

information retrieval, or pi ∈ {0, 1} for binary classification.

3.2.1 Classification context

For binary classification, i.e. where pi is either 0 or 1, it is useful to con-

sider the number of true positives Tp, true negatives Tn, false positives Fp,
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and false negatives Fn:

Tp =
N∑
i=1

pihi, (3.2)

Tn =

N∑
i=1

(1− pi)(1− hi), (3.3)

Fp =
N∑
i=1

pi(1− hi), (3.4)

Fn =
N∑
i=1

(1− pi)hi. (3.5)

Here the terms “positive” and “negative” refer to the output of the clas-

sifier, while “true” and “false” refer to its correctness with regard to the

ground truth. E.g. “false positive” means that an object has been incor-

rectly (“false”) classified as belonging to the concept (“positive”).

In this context precision P and recall R are defined as:

P =
Tp

Tp + Fp
∈ [0, 1], (3.6)

R =
Tp

Tp + Fn
=

Tp
NC

∈ [0, 1], (3.7)

where NC = Tp + Fn is the total number of concept members. Accuracy A
is defined as:

A =
Tp + Tn

Tp + Tn + Fp + Fn
=

Tp + Tn
N

∈ [0, 1]. (3.8)

Another popular score is the F-measure which is the weighted harmonic

mean of precision and recall [78]:

Fβ = (1 + β2)
PR

β2P +R =

(
α

P +
1− α

R

)−1
, (3.9)

if we define α = 1
1+β2 . F1 (α = 0.5) thus gives an equal balance between

precision and recall. Two other common variants are F2 (α = 0.2) and F0.5

(α = 0.8), which put a higher emphasis on recall respectively precision.

3.2.2 Retrieval context

The majority of the work in this thesis takes the information retrieval

approach where the concept detector output is real valued, pi ∈ [0, 1], and

the k ≤ N most relevant objects are returned in the order of decreasing

relevance. For notational simplicity we select the indices in the returned

order, so the returned list of objects can be written as:

x1, x2, . . . , xk, and (3.10)

p1 ≥ p2 ≥ . . . ≥ pk. (3.11)
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Ideally the detector should sort the objects so that all the true concept

members come first, and the non-members after that. Thus, in the in-

formation retrieval context the performance measures are only concerned

with the order of the returned objects, not the detector outputs. Preci-

sion is then defined as the number of true concept members among the k

returned objects:

P(k) =

∑k
i=1 hi
k

, (3.12)

and recall, or true positive rate (TPR), as the portion of the total number

of true concept members NC =
∑N

i=1 hi that are among the k returned

objects:

R(k) =

∑k
i=1 hi∑N
i=1 hi

=

∑k
i=1 hi
NC

∈ [0, 1]. (3.13)

A related measure is the fall-out, or false positive rate (FPR), which is

the ratio of non-members among the k first objects to the total number of

non-members:

L(k) =
∑k

i=1 1− hi∑N
i=1 1− hi

=
k −

∑k
i=1 hi

N −NC
∈ [0, 1]. (3.14)

Trivially, if k = N , then R(N) = 1 and P(N) = NC/N . Hence, if one

returns the entire test set, then the recall and precision are independent

of the ordering of the objects and thus tell nothing about the performance

of the concept detector.

A typical way of illustrating the retrieval performance is to plot two

of the measures against each other for different values of k. Most com-

mon are plotting the precision against the recall, or the recall against the

fall-out. The latter plot is often denoted the receiver operating character-

istic curve, or ROC curve. The curve indicates the trade-off between find-

ing many correct members (high recall or TPR) to not finding too many

incorrect ones (low fall-out or FPR). Typically when one increases the re-

call (finding more correct concept members) one also increases the fall-out

(also more non-members are found). The area under the ROC curve, or

AUC, is also a common scalar retrieval performance measure.

When comparing systems it is often useful to have a single score that in-

dicates the overall performance taking into account both the precision and

recall. The F-measure (Equation. 3.9) can be trivially generalised to ar-

bitrary cut-off k. Another popular aggregate score is the non-interpolated

average precision (AP) [60], which is formed by calculating the precision

after each retrieved relevant object. The precision is defined to be zero for

all non-retrieved relevant objects, since one retrieves only a fixed number
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Table 3.1. Examples of the evaluation of different retrieval results. True relevant results
are indicated by filled dots. (Adapted from [60].)

Rank Result A Result B Result C Result D

1 • ◦ ◦ •
2 • ◦ • ◦
3 • ◦ • ◦
4 • ◦ ◦ ◦
5 • ◦ ◦ •
6 ◦ • • •
7 ◦ • • ◦
8 ◦ • • •
9 ◦ • ◦ ◦
10 ◦ • ◦ •
precision at 5 1.0 0.0 0.4 0.4

precision at 10 0.5 0.5 0.5 0.5

recall at 5 1.0 0.0 0.4 0.4

recall at 10 1.0 1.0 1.0 1.0

average precision 1.0 0.35 0.57 0.58

of k objects. The average precision is obtained by averaging these preci-

sions over the total number of relevant objects:

Pavg(k) =

∑k
i=1 P(i)hi
N ′
C

, (3.15)

where in the basic settingN ′
C = NC . If the total number of relevant objects

exceeds the number of retrieved objects, i.e. NC > k, sometimes the aver-

age precision is averaged over the number of retrieved objects instead, i.e.

then N ′
C = k. Since

hi
NC

= R(i)−R(i− 1) = ΔR(i), (3.16)

average precision can be written as the area under the precision-recall

curve in its finite sum form:

Pavg(k) =
k∑

i=1

P(i)ΔR(i). (3.17)

When different systems are compared one typically calculates the mean

average precision (MAP), which is the mean of the average precision val-

ues over a fixed set of concepts C.
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Figure 3.2. Rank–precision (top), recall–fall-out or ROC (bottom left) and recall–
precision graphs (bottom right).

As an illustration of the use of these evaluation measures a simple re-

trieval example is shown in Table 3.1. We compare four different results

(A, B, C and D) when returning 10 objects, but each with a different or-

dering of the five relevant objects. Results A and B depict the best- and

worst-case scenarios respectively, i.e. where the correct results are either

the first or the last ones. Results C and D are two examples of more am-

biguous results where only some correct results are found early. While it

is obvious that C and D are worse than A, but better than B, it is not clear

which one of C and D is better.

At the bottom part of Table 3.1 different evaluation measures for the

four results are shown: precision and recall at two different cut-off points:

5 and 10, and average precision. Precision and recall are not very useful

by themselves, for example at cut-off 10 they are the same (0.5 respec-

tively 1.0) for all four results. The average precision (last row in Table 3.1)

does indeed seem the reflect quite well our intuitive understanding of the

results in a single value. Figure 3.2 (at the top) shows how precision

evolves across different ranks (cut-off points) for the four results. The

bottom row of Figure 3.2 focuses on comparing the two more ambiguous
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results, C and D. At the bottom right we can see the precision-recall curves

of the C and D results. Finally, at the bottom left the ROC curve is shown,

i.e. the recall plotted against the fall-out.

Since 2006, the TRECVID evaluations have used a variant of MAP called

mean inferred average precision (MIAP) [110], which takes into account

that the annotation of the test set may be incomplete, by defining the

average precision as the outcome of a random experiment. Inferred aver-

age precision provides a better estimate of the full average precision (i.e.

for the fully annotated test set). Such a measure is needed when it is

not feasible to annotate the full test set, but the annotators focus on ob-

jects ranked highly in submissions. Since 2010 TRECVID has used mean

extended inferred average precision (MXIAP) [111] which extends MIAP

further by using stratified random sampling for annotation. This means

that the test set objects can be grouped into sets of different importance,

or strata, depending on how often they were highly ranked in submissions.

These strata can then be annotated by randomly sampling a subset, and

taking a larger subset for the more important strata.

3.3 Concept detection with Self-Organising Maps

The content-based information retrieval system PicSOM [50, 104] has

been used as a framework for much of the research collected in this thesis.

In particular the method for concept detection described in this section is

an extension of the original PicSOM algorithm. The PicSOM project was

started in 1998 by Prof. Erkki Oja and Dr. Jorma Laaksonen at Helsinki

University of Technology (later part of Aalto University). The name “Pic-

SOM” derives from the words “picture” and “SOM” as it was initially used

only for images and employed only the SOM algorithm. Today PicSOM

is a general purpose content-based media analysis system that incorpo-

rates many classification algorithms, fast feature-extraction and handles

databases with millions of objects such as images, videos or text docu-

ments.
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3.3.1 Self-Organising Map

The Self-Organising Map (SOM) [43] algorithm can be viewed as an elas-

tic two-dimensional grid1 of artificial neural units that is fitted in an op-

timal manner to a distribution of vectors in the input space. The input

space is typically of much higher dimensionality than the grid. Each

neuron i is represented by a model vector mi, i.e. a point in the high-

dimensional input space.

The training of the map — fitting the grid to the input vectors — is car-

ried out as a sequential process with time index t = 0, 1, 2, . . . In each step,

a new input vector x(t) is introduced, which is typically randomly sampled

from the input distribution. Corresponding to the input vector, one seeks

the index c(x(t)) of the best-matching unit (BMU) in the grid, or “winner

neuron”, which is the map unit whose model vector has the smallest Eu-

clidean distance to the input vector. The model vector mc(x(t))(t) in this

unit thus satisfies

∀i : ‖x(t)−mc(x(t))(t)‖ ≤ ‖x(t)−mi(t)‖, (3.18)

where i = 0, . . . , N−1 is an index over allN map units. The model vector is

parametrised with the time t to indicate that it changes over time during

the training phase.

When the BMU index c(x(t)) has been found, the model vectorsmi of all

the map units for the next time step t+ 1 are updated as

mi(t+ 1) = mi(t) + Θ(c(x(t)), i; t)(x(t)−mi(t)), (3.19)

where Θ(c, i; t) is the neighbourhood function. The neighbourhood func-

tion is typically defined as a function of the lateral grid distance d(c, i)

between the BMU c and other map units i. The neighbourhood function

is thus symmetric around the BMU and monotonically decreasing with

increasing distance, for example a Gaussian function.

The effect of the updating procedure in Equation 3.19 is to move the

winning neuron and its neighbouring units towards the input vector. The

form of the neighbourhood function determines how strongly and widely

the model vectors are affected by the input vector. This process is iterated

over all the available input samples, possibly shown multiple times, and

Θ(c, i; t) decreases over time t so that the model vectors mi(t) converge.

The large modifications in the beginning of the iteration determine the

1In general the SOM grid can have any dimension, but the two-dimensional grid
is by far the most commonly used.
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Figure 3.3. The structure of a three-layer two-dimensional TS-SOM, adapted from [47].

large-scale topology of the map, whereas the small changes in the end

fine-tune it.

3.3.2 Tree-structured SOMs

The PicSOM system uses a variant of the Self-Organising Map called the

Tree-structured SOM (TS-SOM) [46, 45]. A TS-SOM has several layers of

normal SOMs with increasing size. Each unit, except those in the lowest

layer, has a corresponding area of “child units” in the larger SOM below.

This configuration is illustrated in Figure 3.3, where the top layer has

only a single unit connected to four child units in the layer below. Simi-

larly, each child unit has its own set of four children in the following layer

below.

The TS-SOM algorithm modifies the way how the best-matching units

are found in the traditional SOM algorithm. When a new input vector is

introduced, a normal BMU search is performed on the top layer, which

is also the smallest layer. After this the BMU search is continued in the

layer below, but restricted to the child units of the BMU of the above

layer and the children’s neighbours. This is repeated until the bottom-

most layer is reached. This scheme resembles the standard tree-search

algorithm, and reduces the computational complexity of the BMU search

from O(N) to O(logN).

A common training scheme is to train each layer separately, beginning

from the top layer using the normal SOM training algorithm explained in

the previous section. Once that layer has converged, its model vectors are

fixed and the process continues with the next layer. The only difference is
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SOM grid

SOM

formation

feature

extraction

feature spacepattern space

Figure 3.4. Left: Stages in creating a concept model from the very-high-dimensional
pattern space through the high-dimensional feature space to the two-
dimensional SOM grid. Right: An example of a smoothed image concept
model “explosion or fire” from TRECVID 2005 on a colour layout SOM.

now that the BMUs are found using TS-SOM’s tree-search scheme. The

training is then continued in this manner until the bottom-most layer has

converged.

3.3.3 Concept detection with SOMs

The Self-Organising Map algorithm can be used for concept detection by

modelling the distribution of the concept members over the discrete 2D

SOM grid. The left side of Figure 3.4 visualises this process. First, the

visual objects in the pattern space (e.g. the pixels of images) are projected

into feature space by feature extraction. Good features are of moderate

dimensionality while preserving the semantically relevant information of

the objects, so that nearby objects in the feature space are indeed “similar”

in some useful sense. The figure illustrates the members of a certain

concept with dark areas, which are projected from the pattern space to

the feature space. If the feature correlates with the concept in question, it

can be expected that the members of the concept are placed close together

in the feature space, forming a cluster of nearby points. In the figure, a

Self-Organising Map has been trained on the feature vectors of a large

sample of objects, e.g. the entire visual object database under study. The

feature vectors of the concept’s members are then mapped to this SOM

surface by finding their corresponding best-matching units.

If the “hits” on the SOM surface — the BMUs of the concept member

objects — are each marked with a positive impulse, a sparse value field

is formed. When these values are summed up and properly normalised,

the formed distribution can be seen as a two-dimensional discrete prob-

ability density that characterises the concept class. Several information-

theoretic measures have been proposed [51] to evaluate the properties of
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such distributions. As will be explained in more detail in Section 3.3.5, the

value field in PicSOM is smoothed by low-pass filtering in the SOM grid,

in order to include new potential members nearby. A visual example is

shown in Figure 3.4 (right) where a class of video frames depicting scenes

with “explosion or fire” have been mapped to a SOM and subsequently

smoothed. The SOM has been trained on colour layout features with data

from all classes in the database. Areas occupied by objects of the con-

cept in question are shown with grey shades. Clearly the hits from this

class seem to be concentrated into the bottom right corner of the map, and

smoothing has spread the positive values to neighbouring similar units.

From these units we can expect to find new candidate members of that

semantic class.

If there are also negative examples available for the concept, these can

be mapped to the SOM surface in an identical way, only now we instead

place negative impulses on the BMU hits. A map area with both posi-

tive and negative hits mixed is clearly not a good place to find new con-

cept members, since the feature cannot discriminate members from non-

members there. The values in such an area will be averaged out close to

zero due to the low-pass filtering.

3.3.4 Application: SOM concept detection with textual features

In Publication I we present two concept detection experiments using the

Self-Organising Map algorithm and fusion with textual features. These

experiments demonstrate the use of SOMs for concept detection, and il-

lustrate that using textual features in addition to visual features can

be beneficial. Textual features were discussed in more detail in Sec-

tion 2.2.3. The first dataset is from the TRECVID 2006 benchmark, con-

taining TV broadcast videos with different spoken languages. Using au-

tomatic speech recognition and machine translation the speech has been

translated into English text.

The second data set is from the “Pockets full of memories” art instal-

lation that was on display in the Centre Pompidou National Museum of

Modern Art, Paris, France in 2001 [55]. Museum visitors were encour-

aged to contribute by digitally scanning images of every day things found

in their pockets, and providing a textual description and a semantic eval-

uation of each item. Figure 3.5 shows an example of a scanned object

together with the semantic evaluation, which was entered by moving con-

tinuous sliders for eight semantic property opposites.
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Figure 3.5. An “attackalarm” and the property values given by its owner.

The system presented in Publication I performs late fusion of SOM clas-

sifiers, using several visual and textual features. In the TRECVID case

also aural features were used. As visual features a set of MPEG-7 fea-

tures, plus some similar non-standard global features were employed. In

addition to these, we calculated averages of some global features across

different spatial zones and temporal segments for the video data. For au-

dio the standard MFCC feature was used.

Three textual features were implemented, denoted in the article as word

histogram, keyword frequency and binary keywords. The word histogram

feature components give the tf-log-idf of each non-stop word in the database

(Equation 2.4), reduced by singular value decomposition to a 100 dimen-

sional vector. The two remaining textual features, keyword frequency and

binary keyword, cannot be seen as low-level features since they are ex-

tracted from the concept membership ground truth. Both are based on

finding keywords that distinguish the concept members from the database

in general, by comparing ranks (keyword frequency) or relative frequen-

cies (binary keyword) of words in concept members versus those of the

database in overall. The keyword frequency is finally expressed as a vec-

tor and indexed by the standard SOM method. Binary keyword instead

uses an inverted file index with a mapping from each word to the database

objects which contain it. A similarity measure is calculated based on the

keywords common between the query object and the semantic concept’s

distinguishing words.

Figure 3.6 summarises the mean average precision scores across the

concepts detected in both databases. Each bar represents a fusion of fea-

tures, given from left to right as: non-textual features (nt), word his-

togram (wh), keyword frequency (kwf), binary keyword (bkw), and fu-

sions of non-textual features with each of the textual feature types. For

the “Pockets full of memories” database keyword frequency was not used
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Figure 3.6. Average precision scores for TRECVID 2005 and the “Pockets full of memo-
ries” database.

since it contained only a few keywords per object which was not deemed

sufficient for this method. In both databases adding textual features to

the baseline of low-level visual and aural features improves the overall

result. However, a big difference between the two databases is revealed

when using the textual features alone. In TRECVID the textual features

alone perform very poorly, while in “Pockets full of memories” they both

outperform the non-textual baseline. This is likely a result of the con-

trast between the noisy nature of the text in TRECVID, which has been

acquired via automatic speech recognition and machine translation, and

the clean single descriptive words of “Pockets full of memories”.

3.3.5 Smoothing in the SOM and feature spaces

In this section we will look more closely at how the concept membership

value is estimated in the PicSOM algorithm, and in particular the SOM

lattice smoothing process and how it can be extended to the feature space

as well. The traditional approach in PicSOM has been to use a tapered

kernel to smooth the relevance scores to neighbours on the 2D map sur-

face.

In Publication III smoothing in “BMU depth” was introduced to PicSOM.

In that, all the model vectors of the map are sorted in ascending order of

the feature space distance to the input vector and a weighting kernel is

applied to that set, giving the highest weight to the best-matching unit,

and decreasing weights according to the list rank. By varying the width of

this kernel, the number of nearest units selected for each input vector can

be adjusted. We call this number the “BMU depth”. For example, for BMU
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depth equal to three, the second and third best-matching units (generally

with decreasing weights) are also selected in addition to the normal BMU.

Thus, we use both SOM grid surface smoothing and smoothing in the

BMU depth, i.e. spread the “hit” values both in the SOM lattice and the

feature space domains.

The WEBSOM system [44] for interactive browsing of large text docu-

ment databases, used only the BMU depth approach with no lattice-based

smoothing. A similar idea was explored in [72], where the cluster struc-

ture of the data could be visualised on different levels of detail by varying

the smoothing parameter (equivalent to our BMU depth). Another re-

lated approach is to force the map convolution to follow the form of the U-

matrix, i.e. the convolution span is inversely proportional to the distance

between the SOM units [48]. The advantage of the proposed approach

over the U-matrix based weighting is computational simplicity; instead of

tuning the convolution separately for each unit we need only select a small

set of best-matching units. Finding BMUs is very fast, especially in the

PicSOM system that implements the tree-structured SOM variant [45]

which does the BMU search in logarithmic time.

Given a set R of training set objects j, their membership score rj in the

studied semantic concept is known as follows:

rj =

⎧⎪⎪⎪⎪⎨
⎪⎪⎪⎪⎩

+ρ+ if j is a member of the concept,

0 if j’s membership in the concept is unknown,

−ρ− if j is not a member of the concept,

(3.20)

where ρ+ and ρ− are properly selected non-negative weights for the mem-

ber and non-member samples, respectively. In PicSOM, the values of ρ+
and ρ− have been inverses of the number of positive and negative samples

respectively, and consequently
∑

j∈R rj = 0.

The membership score for any point x in the input space can then be

modelled as the Parzen estimate with a sum of kernel functions hj(·) cen-
tered in the locations of the points xj with known membership assess-

ments:

r(x) =
∑
j∈R

rjhj(‖x− xj‖). (3.21)

In the PicSOM system, the kernel functions hj(‖x − xj‖) have been re-

placed by the use of a function h(·) that can be calculated from the dif-

ference between the BMU coordinates on the SOM surfaces. Let b(x) =(
bx(x), by(x)

)
denote the discrete two-dimensional coordinates of the best-
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matching unit for input vector x. The membership score estimate for x

can thus be written as

r(x) =
∑
j∈R

rjh
(
bx(x)− bx(xj), by(x)− by(xj)

)

=
∑
j∈R

rjg
(
bx(x)− bx(xj)

)
g
(
by(x)− by(xj)

)
. (3.22)

The latter notation follows from the practice of using separable and sym-

metric kernels h(x, y) = g(x)g(y). Now the extent and shape of the scalar

function g(·) determines the effect of the SOM surface smoothing. In Pic-

SOM we have used a simple triangular kernel with different widths.

One can note that the values of the BMU function b(xj) can be calcu-

lated and tabulated offline for each object j as soon as the SOM has been

trained. To indicate this one can write b(xj) = (bx(xj), by(xj)) = (bj,x, bj,y),

and the membership score estimate becomes

r(x) =
∑
j∈R

rjg
(
bx(x)− bj,x

)
g
(
by(x)− bj,y

)
. (3.23)

In order to take input space smoothing into the formulation, one needs

to extend the BMU coordinate function b(xj) with the BMU depth index

k to be bk(xj) =
(
bj,k,x, bj,k,y

)
, where k = 1, . . . , kmax, and kmax is the BMU

depth. Thus,

r(x) =
∑
j∈R

rj

kmax∑
k=1

fD(k) g
(
bx(x)− bj,k,x

)
g
(
by(x)− bj,k,y

)
. (3.24)

Function fD(k) determines the extent of input space smoothing in the

BMU order. Experiments in Publication III showed that a simple linearly

decreasing positive kernel works well for the shape of fD(·). The most

important factor for concept detection tasks is the depth kmax, not the

exact shape of the kernel fD(·).
Figure 3.7 illustrates the smoothing in the two domains separately and

combined. The images depict a small neighbourhood of a SOM surface

trained with the scalable colour feature, and a single image of an airplane

mapped to its BMU. The first column shows this single BMU convolved

on the map surface with two kernel widths: 3 and 7. This illustrates the

traditional approach in PicSOM, where only the map topology is taken

into account. The second column shows the same BMU, but now using a

BMU depth kmax = 10 or kmax = 30, and no map convolution. The values

are thus spread to the 10, respectively 30, nearest units in the feature

space. This corresponds to the approach used in the WEBSOM system.
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single BMU BMU depth=10 BMU depth=10

convolution=3 no convolution convolution=3

single BMU BMU depth=30 BMU depth=30

convolution=7 no convolution convolution=7

Figure 3.7. The first column shows a single BMU with SOM lattice convolutions of in-
creasing width. The single impulse is marked with black and decreasing val-
ues with shades of grey, with white indicating zero. The second column shows
the hits with increasing BMU depth, without SOM convolution. The last row
shows the combination of both the BMU depth and the SOM convolution.

It can be readily observed that the two cases on the first row are very

similar. Not surprisingly, the nearest units are located closely around the

best-matching unit. A map convolution width of 3 encompasses roughly

the same amount of units. The difference is that the selection in the first

column is done based on the map grid neighbourhood, and in the sec-

ond column on the feature space neighbourhood. Using a BMU depth of

kmax = 30 clearly illustrates the difference to the lattice-based smoothing.

The nearest input space neighbours form a distribution on the SOM that

stretches up to the right. Finally, the third column in Figure 3.7 shows

the effects of the combination of both smoothing schemes.

In Publication III we demonstrated that using a combined smoothing

scheme improves concept detection performance, but that it requires an

additional cross-validation step for learning the optimal BMU depth. Pick-

ing the best-performing BMU depth for each concept seems to be crucial.

The improvement also varies for different low-level features. While the

overall improvement was only 1.55%, the improvement for interest point

features was around 3% or more.
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3.4 Concept detection with Support Vector Machines

The Support Vector Machine (SVM) [10] has in recent years been the most

popular classification algorithm for visual concept detection. The SVM is

mainly used as a binary classifier, typically in a one-vs-the-rest scenario.

Both kernel SVM and linear SVM have been integrated into the PicSOM

system by adapting the LIBSVM [9] and LIBLINEAR [22] libraries, respec-

tively. Due to their central place in concept detection a brief introduction

will be given in this section.

3.4.1 Maximum margin classifiers

The left plot in Figure 3.8 depicts a linearly separable two-class classifi-

cation problem. The goal is to form a model that separates one class (the

filled dots) from the other (the open dots). Since they are linearly separa-

ble, the two classes can be separated by a hyperplane, written as the zero

point of the discriminant function y(x):

y(x) = wTx+ b = 0. (3.25)

For vectors x belonging to one class we will then get y(x) > 0 and y(x) <

0 for the other class. For a set of training samples xn, n = 1, . . . , N we

specify a target value tn = +1 or tn = −1 for each class respectively. Then

tny(xn) > 0 for all training points which are correctly classified.

The question is now: which one of the many possible separating hyper-

planes (w, b) should we pick? The left plot in Figure 3.8 illustrates two

possible separating hyperplanes (l1 and l2) and their margins, i.e. the dis-

tance from the hyperplane to the closest training sample. We would prefer

a hyperplane that provides good generalisation capabilities, so that new

previously unseen samples will likely be correctly classified. For exam-

ple, it seems intuitively obvious that line l1 is a better choice than line

l2, which goes very close to two of the samples. Geometrically we see that

line l1 has a much larger margin than l2, which leads to the idea of picking

the hyperplane with the maximum margin. Maximum margin classifica-

tion is a central part of the Support Vector Machine algorithm. Note that

the motivation for selecting the maximum margin hyperplane given here

is merely based on intuition, a more rigorous motivation can be based on

statistical learning theory [97].

The plot on the right in Figure 3.8 illustrates the maximum margin

hyperplane, with the two margin hyperplanes on each side. There will be
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Figure 3.8. Two linearly separable classes with two examples of separating hyperplanes
with distances to closest vectors (left). The maximum margin hyperplane
with the twomargin hyperplanes, the support vectors are indicated by arrows
(right).

at least one sample vector exactly on each margin plane. These vectors

are important since they determine the position of the hyperplane, and

are called the support vectors (indicated by arrows in the figure).

The distance of a correctly classified vector xn to the hyperplane y(x) = 0

is tny(xn)/‖w‖ and the margin thus 1/‖w‖. In the so-called canonical

formulation, with proper scaling of (w, b), we can set tny(xn) = 1 for the

samples closest to the hyperplane, i.e. for all the support vectors. Then for

all vectors holds:

tny(xn) = tn(w
Txn + b) ≥ 1. (3.26)

The maximum margin problem now becomes to pick the w and b that

maximise the margin 1/‖w‖ subject to the constraint in Equation 3.26.

Equivalently one can minimise ‖w‖2. Introducing Langrange multipliers

λ = (λ1, . . . , λN ) one gets the optimisation problem [5]:

min
w,b

max
λ

{
1

2
‖w‖2 −

N∑
n=1

λn(tn(w
Txn + b)− 1)

}
. (3.27)

Finding the zero-point of the derivative yields:

w =
N∑

n=1

λntnxn, and
N∑

n=1

λntn = 0, (3.28)

i.e. w is a linear combination of the training vectors. Only those vectors

xn with λn �= 0 determine the sum w, and these are the support vectors.

The optimisation problem in Equation 3.27 is typically solved via its

dual form:

max
λ

{
N∑

n=1

λn − 1

2

N∑
n=1

N∑
m=1

λnλmtntmxT
nxm

}
, (3.29)
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which is a quadratic programming problem that we solve for λn. For fur-

ther details on how the SVM problem is solved see e.g. [5].

Once the solution is found one can now solve for b, since for the support

vectors tn(wTxn + b) = 1:

b = tn −wTxn, (3.30)

for any given support vector xn. To get a more stable solution one usually

averages over all support vectors S [5]:

b =
1

NS

∑
n∈S

tn −wTxn, (3.31)

where NS is the number of support vectors.

3.4.2 The kernel trick

The inner product xT
nxm in Equation 3.29 can be generalised with a non-

linear kernel function K(xn,xm) = Ψ(xn)
TΨ(xm), i.e. it mimics a non-

linear mapping of the vectors into a high-dimensional feature space before

calculating the inner product. This so-called kernel trick is from where

most of the discriminative power of the SVM comes. One can now seek

the separating hyperplane in this high-dimensional space without explicit

specification of the mapping function Ψ(·). The discriminant function

y(x) =
N∑

n=1

λntnx
T
nx+ b, (3.32)

thus becomes:

y(x) =
N∑

n=1

λntnK(xn,x) + b. (3.33)

The optimisation problem of Equation 3.29 is well-defined because the

replacing kernel function must be positive definite. The most commonly

used kernels for multinomial distributions in computer vision can be di-

vided into exponential and additive kernels [73]. A kernel is said to be

additive if it can be expressed as a sum of one-dimensional functions:

K(x,y) =
d∑

i=1

k(xi, yi) . (3.34)
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Popular choices for k(xi, yi) include:

Linear (or “no kernel”) xiyi, (3.35)

Bhattacharyya
√
xiyi, (3.36)

χ2 (“chi-squared”)
2xiyi
xi + yi

, (3.37)

Jensen-Shannon
xi
2
log2

xi + yi
xi

+
yi
2
log2

xi + yi
yi

, (3.38)

histogram intersection min(xi, yi). (3.39)

In [106], the power mean kernel

kpm(xi, yi; p) =

(
xpi + ypi

2

)1/p

(3.40)

was proposed as a generalisation of many additive kernels, such the ones

in Equations 3.36–3.39. The intersection, χ2 and Bhattacharyya kernels

can be represented with the power mean kernel by setting p = −∞, p = −1

and p = 0, respectively [106].

Exponential kernels are kernels written in the form:

K(x,y) = exp(−γK ′(x,y)) (3.41)

with γ > 0. For example the popular Gaussian or radial basis function

(RBF) kernel is given as

K(x,y) = exp
(
−γ‖x− y‖2

)
. (3.42)

It is also common to use a generalised RBF kernel (GRBF), where the

Euclidean distance of the RBF is replaced, e.g. by one of the additive

kernels given above. A very popular kernel in concept detection has been

the GRBF kernel with the χ2 distance:

K(x,y) = exp

(
−γ

d∑
i=1

2xiyi
xi + yi

)
. (3.43)

3.4.3 Overlapping classes

In real-world problem settings the two classes are seldom linearly separa-

ble, and some samples may also be mislabeled. To overcome this problem,

slack variables ξn ≥ 0 are introduced for each training data vector [10].

For samples that are on the correct side of the margin plane (or exactly on

it), ξn = 0, otherwise ξn = |tn − yn(xn)|. A misclassified sample will then

have ξn > 1. The constraint in Equation 3.26 is then replaced by

tny(xn) ≥ 1− ξn, (3.44)
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and instead of ‖w‖2 we now minimise:

1

2
‖w‖2 + C

N∑
n=1

ξn, (3.45)

where the penalty parameter C > 0 controls the tradeoff between min-

imising the training error and keeping the model complexity down. The

Lagrangian form now looks like [5]:

min
w,b

max
λ,λ′

{
1

2
‖w‖2 + C

N∑
n=1

ξn −
N∑

n=1

λn(tny(xn)− 1 + ξn)−
N∑

n=1

λ′nξn

}
,

(3.46)

and the dual Lagrangian form turns out to be identical to Equation 3.29,

except the constraints are now:⎧⎨
⎩ 0 ≤ λn ≤ C∑N

n=1 λntn = 0
. (3.47)

This is again a quadratic programming problem, and b can be solved in

a similar way as in Equation 3.31 except we now average over the points

for which 0 < λn < C. This formulation of the SVM is sometimes called

C-SVM.

3.4.4 Logistic regression

Often logistic regression is used as a linear classifier, for example the pop-

ular LIBLINEAR library supports this in parallel with linear SVM [22]. Lo-

gistic regression can be set in the same framework as SVM if we rewrite

the objective function of Equation 3.45 as

1

2
‖w‖2 + C

N∑
n=1

ESV (xn, tn), (3.48)

where ESV (xn, tn) = max {1− tny(xn), 0}, since ξn = 0 for correctly clas-

sified points and ξn = 1 − tny(xn) otherwise. Replacing ESV (xn, tn) with

ELR(xn, tn) = ln
(
1 + e−tny(xn)

)
is equivalent to logistic regression [5].

3.4.5 Relevance ordering

So far we have only discussed classification, i.e. on which side of the hy-

perplane a vector x appears. This is given by the sign of the decision value

sgn(y(x)), where

y(x) = wTΨ(x) + b =
N∑

n=1

λntnK(xn,x) + b. (3.49)
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However, as discussed in Section 3.1.1, we are often not interested in

binary classification, but instead of ordering the visual objects according

to their relevance with regard to the detected semantic concept. This can

be gained by using the decision value y(x) directly: the larger its absolute

value, the further away we are from the decision border, i.e. the more

confident we can be that the input vector x is on the correct side.

The decision values may be hard to interpret, though, and for example

LIBSVM fits these to a logistic sigmoid model to be able to map them as

probabilities [9, 107]. However, one should not make the mistake of taking

these as a posteriori probabilities, since typically the SVM algorithm gets

a very skewed “view” of the database, e.g. due to heavy subsampling, as

will be explained in the following section.

3.4.6 Training considerations

An important step when training an SVM classifier is to select the opti-

mal parameters, i.e. C of Equation 3.45, or both C and γ of Equation 3.41

for RBF or GRBF-type kernels. Typically a grid search is performed

with exponentially growing sequences of the parameters, for example,

C = 2−5, 2−3, . . . , 215, and γ = 2−15, 2−13, . . . , 23 [37]. The performance

is checked using cross validation in the training set. This process is the

most time-consuming phase, so typically a smaller subset of the training

examples is selected to speed up processing.

Another issue is the training imbalance. In the typical concept detection

case there are many more negative examples than positive ones. For in-

stance there are many more images not containing aeroplanes, than there

are those that do. SVM classifiers perform poorly with unbalanced train-

ing data, and some adjustments have been suggested to improve the situ-

ation, such as downsampling the number of negative examples and giving

different penalty parameters for negative and positive examples [100].

In concept detection, always keeping an equal number of positive and

negative examples does not work well in general, especially if the number

is low. It is not uncommon to have, for example, 10 positive examples and

1000 negative ones. Dropping 990 of the negative examples will inevitably

lose a lot of information. It has been noted that one of the main effects

of an unbalanced training set is boundary skew, i.e. the orientation of the

decision boundary is correct, but it is too close to the positive examples [1].

This means that the w in Equation 3.49 is correct, but there is a bias in b.

Fortunately this is not a problem if we are only interested in the ordering,
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not the absolute values or their sign.

3.4.7 Application: indoor location recognition

Indoor location recognition is an important application in fields such as

mobile augmented reality [24] and autonomous robots [7, 28]. Many dif-

ferent approaches have been proposed in the literature, but arguably the

prevailing method is to combine camera-based visual information with

additional input modalities [82, 76], such as laser range sensors, sonar,

stereo vision, temporal continuity, odometry, or using existing floor plans

of the environment in question. The visual information can be used for

example to match the query image directly to the images in the training

set, using e.g. pairwise matching of interest points [26].

In Publication IV we proposed a naïve indoor location recognition sys-

tem, which is an adaptation of our SVM-based semantic concept detection

method extended for multi-class classification. The proposed method was

evaluated by participating in the ImageCLEF@ICPR 2010 RobotVision

contest, which provided a comparison and ranking between the partici-

pating location recognition systems. No interest point matching or addi-

tional modalities were used, yet our system was able to outperform the

competing systems in one of the sub tasks of the competition.

Publication IV provides three points of particular interest in the context

of this thesis:

• it represents an uncommon, but seemingly very useful application of

concept detection,

• it demonstrates a straight-forward implementation of the SVM-based

concept detection architecture, and

• it addresses the multi-class classification problem (Section 3.1.2), albeit

in a naïve way.

The RobotVision task

In the RobotVision task in ImageCLEF@ICPR 2010 there is a real mobile

robot moving through an office environment and the recognition system

should be able to answer the simple question “where are you?” when pre-

sented with a new sequence of camera images acquired by the robot. The
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Corridor Elevator Kitchen

Lab LargeOffice1 LargeOffice2

PrinterArea SmallOffice2 StudentOffice

Figure 3.9. Examples of the nine known locations in the RobotVision 2010 training set.

contest participants are presented with a series of stereo images obtained

5 frames per second by a mounted stereo rig. This means that at each time

step there are two images, one from the left-hand and one from the right-

hand camera. At each time step the system should recognise the current

location of the robot as one of 9 previously seen locations (for which train-

ing data is provided), or as a previously unseen location, considered as a

single location labelled “unknown”.

Two training datasets (easy and hard) and a validation set, all from

the COLD-Stockholm database [75], were released in connection with

the competition. The nine known locations represented in the training

and validation sets are illustrated in Figure 3.9 together with one single-

camera example image each. The easy training set (4074 frame pairs) dif-

fers from the hard set (2267 frame pairs) by showing each location from

multiple points and angles, thus giving more varied training data for each

location. Furthermore the hard set was acquired by driving in the oppo-

site direction from all the other sets.

Both easy and hard training sets were captured during the day, with
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cloudy weather outside. The validation set was created under similar

conditions as the easy set, but during the night. In addition to changing

illumination, variations in the visual scene were also caused by people

or various objects being variably present or absent. The systems were

trained and evaluated on both the easy and the hard training sets sepa-

rately, providing two different task setups.

The test sequence has 2551 frame pairs of the same locations as the

training sequence plus four previously unseen locations. Each test frame

pair is assigned to a known location or as “unknown”, or the system can

refrain from making a classification. A score of +1.0 is awarded for each

correctly classified frame. A misclassification is scored −0.5 and no score

is given for unclassified frames.

Location recognition as multiclass concept detection

The indoor location recognition system presented in Publication IV con-

siders each image independently, and does not take any temporal infor-

mation into account. First we consider each separate location Li as a se-

mantic concept, and train an SVM-based concept detector for each. With

these detectors we can then estimate the probability, for each location

separately, that the current image belongs to that location.

The concept detection method uses a fusion of several SVMs trained on

a set of SIFT-based and MPEG-7 features (see Publication IV for details).

The fusion stage effectively calculates a weighted geometric mean of the

feature-wise detector outcomes. The weights are determined by doing a

sequential forward-backward search (SFBS) separately in six folds of the

training set.

Each single location detector is a one-versus-the-rest classifier, i.e. giv-

ing an estimate p̂Li of the probability of the image representing the lo-

cation Li. We have used the probabilistic output provided by the C-SVC

classifier of the LIBSVM software, which fits the raw detector outcomes to

a logistic sigmoid model to be able to map them as probabilities [9]. How-

ever, in later analysis we have questioned if these outputs can really be

considered probability estimates (see e.g. the discussion in Section 3.4.5).

On the other hand, since the classes in RobotVision, i.e. the locations,

have roughly the same number of images, and thus roughly equal a priori

probability, this issue probably did not have any practical effect.

In RobotVision one must also be able to detect the “unknown” location,

i.e. images from locations not present in the training set. We have imple-
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Figure 3.10. RobotVision 2010 scores of all participating groups for the easy and hard
sets, and the overall scores.

mented this by tresholding; if all probability estimates are below a given

threshold, the location is considered unknown. Otherwise, we select the

location with the highest probability estimate as the final recognition out-

come.

A further consideration in RobotVision is the presence of stereo image

pairs. This could be utilised for stereo imaging, and depth information

would undoubtedly be a useful feature for location recognition. However,

in our experiments we focused on using simple image concept detection,

so we restricted ourselves to monocular camera recognition. We tried both

using the two cameras separately, i.e. learning independent models sepa-

rately for each camera, and also discarding the left/right distinction with

a single model trained on all images.

Competition results and discussion

Figure 3.10 summarises the best submitted results of each group in the

ImageCLEF@ICPR 2010 RobotVision contest. The last graph shows the

overall score, which is the sum of the scores from the easy and hard sets.

Our result is marked with the group name “PicSOM TKK” and the corre-

sponding bar is filled black. We received the best result for the easy train-

ing set, but our result for the hard set was only slightly above the median

of all the submitted runs, all of which are not shown in Figure 3.10.

Some of our submitted runs plus some additional runs are shown in Ta-
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Table 3.2. RobotVision 2010 recognition scores.

cameras features easy hard total

• left only fusion 2176.0 1117.0 3293.0

right only fusion 2210.5 1072.0 3282.5

separate fusion 2207.5 1057.0 3264.5

•both fusion 2065.0 665.5 2730.5

•both single 964.0 554.5 1518.5

ble 3.2, with “•” denoting that the run was submitted to the competition.

The additional runs could be performed as the participants were given ac-

cess to the class labels for the testing dataset after the competition. The

first column specifies if the left, right or both cameras were used for train-

ing the detectors. Here “separate” indicates that separate models were

trained for each camera and then averaged, while “both” uses all images

to train a single model. The second column indicates whether a fusion of

several classifiers was used, or just the single best feature.

Using information from both cameras does not improve the results, in

fact using a single camera works better than using a single model trained

on all images. This difference is especially notable on the hard train-

ing set. Also, using the separate left and right models together gives no

improvement over using just one of them. Finally, in Table 3.2 we can

also see that the feature fusion is highly beneficial: with a single well-

performing feature the results are significantly weaker.

The RobotVision results presented in Publication IV clearly indicate

that a general-purpose concept detection algorithm can perform quite com-

petitively for indoor location recognition, given that enough training data

is available, as was the case with the easy training dataset. However, with

limited training data, as with the hard training set, the algorithm cannot

generalise and learn a robust model for the visual appearance of the loca-

tion. For such cases, additional modalities need to be used, such as depth

information, the temporal continuity, and direct image matching.

3.5 SVM with approximative additive kernels

In the introduction to this chapter the common scenario was mentioned,

where one has a fixed concept vocabulary, but the number of visual objects

to classify is large and continuously growing. In this case the time it takes
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to train a given concept detector is not very crucial, since it can be done

once or very infrequently, but the time it takes to evaluate the classifier for

new images or videos is critical. For example, in real-time video stream

analysis one typically has to process around 20–30 images per second.

All frames do not need to be classified, but at least one frame per second

should be analysed in order to keep up with the evolving content. This

gives us a yardstick for assessing the speed of evaluation of the classifier.

The SVM with an exponential kernel, such as GRBF (see Section 3.4.2)

has long been a central part of most state-of-the-art concept detection sys-

tems. Its major drawback is high computational complexity, resulting in

long training and evaluation times. The evaluation complexity for a non-

linear kernel is O(dNS), where d is the dimensionality of the feature and

NS is the number of support vectors. For example in [86] evaluating a sin-

gle image for one concept detector for the single best feature took around

300 milliseconds. This sounds relatively fast, but detecting the presence

of a single concept is not particularly useful. When a new image is in-

troduced to the system, typically the whole concept vocabulary needs to

be evaluated. For the case mentioned, evaluating 50 concepts would take

approximately 18 seconds, and 500 concepts 180 seconds. In cases where

a new image arrives once per second or faster this is clearly not feasible.

Numerous approaches to reduce the computational complexity of stan-

dard SVMs have been proposed in the literature. These include using

approximate SVM solvers [6, 106], reducing the number of support vec-

tors [8, 16], and replacing the non-linear SVMs with linear classifiers [114].

It is also possible to speed up SVMs by using GPUs [96].

In Publication VI we present a study of two recently proposed approxi-

mation schemes when using additive kernels for SVM: homogeneous ker-

nel maps [98] and power mean SVM [106]. The main contribution of Pub-

lication VI is two large-scale experiments investigating how well these

approaches work for visual concept detection, and how they compare with

the state-of-the-art GRBF kernels. In the following subsections these ap-

proaches will be briefly introduced and the experimental results reviewed.

3.5.1 Homogeneous kernel maps

Non-linear kernel classifiers can be considered as linear classifiers in a

feature space for which there exists a corresponding implicit feature map

Ψ : Rd → R
D. Therefore, one approach is to use a standard linear solver

after performing an explicit feature mapping to convert the non-linear
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problem into a linear one:

K(x,y) = Ψ(x)TΨ(y). (3.50)

Unfortunately in most cases an exact mapping cannot be found, and

the dimensionality D of the feature map can even be infinite. A practical

approach is to try to find an approximate mapping function Ψ̂ : Rd → R
r

so that

Ψ̂(x)T Ψ̂(y) ≈ K(x,y). (3.51)

A useful mapping Ψ̂ has to fulfill two requirements [99]: there has to be a

way to compute the mapping efficiently, and it has to be sufficiently low-

dimensional. In the general case, finding such mappings is difficult, but

it has turned out that for many additive kernels (see Section 3.4.2) this is

possible. Maji et al [59] proposed a sparse feature map for the intersection

kernel, and subsequently Vedaldi and Zisserman proposed homogeneous

kernel maps [98, 99] for any homogeneous kernel. A homogeneous kernel

is an additive kernel (Equation 3.34) for which the scalar part satisfies

k(cx, cy) = ck(x, y), ∀c ≥ 0. (3.52)

Such explicit kernel maps are convenient to use as they do not require any

changes to the linear classification algorithm and are data independent.

Using homogeneous kernel maps is particularly appealing because it

enables us to use a standard linear solver such as LIBLINEAR. For linear

classifiers both training and classification time requirements can be sev-

eral orders of magnitude smaller than with non-linear SVMs. Evaluating

a linear classifier for a new image or video is simply performing an inner

product, i.e. the computational complexity is in the order O(d).

The homogeneous kernel map of order n is a (2n+1)-dimensional linear

approximation of an additive kernel for a scalar feature, Ψ̂n : R → R
2n+1.

Due to the additivity property (Equation 3.34), one can then encode a

d-dimensional feature vector as a d(2n + 1)-dimensional linear problem

using the kernel map and use any standard linear solver with it to ap-

proximate the corresponding non-linear kernel. Fixing n, the complexity

of evaluating the classifier is thus O(d). In [98, 99], homogeneous kernel

maps are provided for many common additive kernels used in computer

vision. For the Bhattacharyya kernel, the feature mapping is trivial and

exact: Ψ(x) =
√
x, i.e. it can be obtained by taking a term-by-term square

root of the feature vector.
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3.5.2 Power mean SVM

The power mean SVM was proposed by Wu [106] as an alternative ap-

proach to approximating additive kernels. The idea is to instead approx-

imate the calculation of the gradient G, which is the computational bot-

tleneck in the coordinate descent algorithm [36, 114] typically used for

SVM.

Consider the dual SVM problem (Equation 3.29 with kernel),

max
λ

{
N∑

n=1

λn − 1

2

N∑
n=1

N∑
m=1

λnλmtntmK(xn,xm)

}
, (3.53)

subject to the constraints for overlapping classes (Equation 3.47):

0 ≤ λn ≤ C, (3.54)∑N
n=1 λntn = 0.

The coordinate descent algorithm selects one variable n in turn for update,

and fixes the others. The gradient Gn with respect to λn is

Gn = 1− tn

N∑
m=1

λmtmK(xn,xm),

= 1− tn

N∑
m=1

λmtm

d∑
i=1

k(xn,i, xm,i), (3.55)

= 1− tn

d∑
i=1

gi(xn,i),

where in the second line we have taken advantage of the fact that the

kernel is additive (Equation 3.34), and on the third we have defined

gi(x) =
N∑

m=1

λmtmk(x, xm,i), (3.56)

where xm,i is the ith component of the vector xm. Wu [106] shows em-

pirically that for power mean kernels (Equation 3.40), the gi(x) functions

are usually smooth and monotone and can be accurately approximated by

second-order polynomials:

gi(x) ≈
2∑

q=0

ai,q(ln(x+ 0.05))q, (3.57)

where instead of x, ln(x + 0.05) is used to get better results. In [106] the

parameters ai,q are determined by a fast polynomial regression algorithm

which uses only three empirically determined points for x.
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Then, classifying a new example x with power mean SVM requires the

evaluation of

g(x) =
d∑

i=1

2∑
q=0

ai,q(ln(xi + 0.05))q , (3.58)

resulting in an evaluation complexity of O(d). In practice, power mean

SVM can be even faster to train than current implementations of linear

SVMs as it often requires less iterations to converge.

3.5.3 Two large-scale experiments

To evaluate the performance of the approximate additive kernel classi-

fiers, Publication VI presents two concept detection experiments, one with

the TRECVID 2012 dataset, and another with the Fifteen Scene Cate-

gories (“15 Scenes”) dataset [54]. It should be noted that our interest

here is to compare the performance of different kernels using a straight-

forward reproducible setup, not to achieve the top performance in the used

evaluation fora. To achieve top performing results, much more computa-

tionally intensive methods and a larger set of features would be used.

The TRECVID 2012 semantic indexing evaluation data contains about

550,000 short video shots (800 hours) with 346 annotated concepts, out of

which 46 were evaluated for the official TRECVID results. From the video

shots we extracted 1–10 frame images depending on the length of the

video. As the performance measure, we use the mean extended inferred

average precision (see Section 3.2) over the 46 evaluated concepts, which

is the standard evaluation measure used in TRECVID. It should be noted

that the pooling technique used in the TRECVID evaluations can result

in underestimation of the performance of new algorithms and new runs

which were not part of the official evaluation, as all unique relevant shots

retrieved by them will be missing from the ground truth.

The 15 Scenes dataset contains 4485 greyscale images assigned to 15

categories, with 200 to 400 images belonging to each category. We used

the experimental procedure described in [54], so there were 10 random

splits into training and test sets with 100 images per class always used for

training, and multi-class classification was done with one-versus-the-rest

SVMs. Since all images are classified, we use the classification accuracy

as the evaluation measure.

We extracted various BoV-based features from the images (video frames

in TRECVID). We used the standard SIFT and Colour SIFT [95] with soft

cluster assignment and different spatial pyramids, and with two different
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TRECVID 2012 15 Scenes
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Figure 3.11. MXIAP scores for TRECVID 2012, classification accuracy for 15 Scenes.

sampling strategies: the Harris-Laplace salient point detector and dense

sampling. For the Colour SIFT features we used the opponent colour

space. For the 15 Scenes dataset we excluded the colour-based features,

since it consists only of greyscale images. We used three different spatial

pyramid partitions for the interest point histograms, see Publication VI

for details. The final detection result was acquired by arithmetic mean

fusion over the feature-specific detectors.

The concept detection performance for the two datasets is summarised

in Figure 3.11: MXIAP scores for TRECVID 2012 (left) and classifica-

tion accuracy for the 15 Scenes dataset (right). Each graph shows the

results from left to right for the different kernels used: linear, exact map

for Bhattacharyya kernel, homogeneous map for Jensen-Shannon, χ2 and

intersection kernels, power mean SVM for χ2 and intersection kernels,

and regular kernel SVM for RBF, exponential χ2 and exponential inter-

section kernels. Unapproximated versions for regular χ2 and intersection

kernel (i.e. without exponential) are not shown, since they are essentially

identical to the homogeneous map approximated versions.

One should note that the TRECVID 2012 and 15 Scenes results in Fig-

ure 3.11 use different evaluation measures, which are not directly compa-

rable. However, we can still analyse the relative differences between the

methods. As expected, the non-approximated exponential χ2 and intersec-

tion kernels give the best results in both experiments. Both the homoge-

neous kernel map approximations and the power mean SVM clearly bring

a notable performance increase over the standard linear classifiers, and

are generally reaching the performance of the RBF kernel. Overall, the

intersection kernel performs somewhat better than the χ2 kernel, espe-
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cially with the homogeneous kernel maps. The Jensen-Shannon kernel,

however, fails to reach the performance level of the intersection and χ2

kernels. Also, using the exact kernel map for the Bhattacharyya kernel

does not result in a similar increase in performance as with the homo-

geneous kernel maps and the improvement over the linear classifiers is

rather modest.

The prediction time for an exponential kernel is around 100–300 ms,

this means for example that it takes more than a minute to detect all

346 concepts in TRECVID 2012 for a single image. In contrast the linear

classifier takes around 0.02 ms, the kernel map approaches and the power

mean SVM around 0.15 ms. Scaling up to all TRECVID concepts this

is still about 50 ms per image for the slowest approximative classifier.

Considering that the performance is quite close to the exponential kernel

classifiers (Figure 3.11) this seems like a good trade-off when detection

speed is important.

3.6 How well does concept detection really work?

Snoek and Smeulders [89] have characterised the visual concept detec-

tion community as being divided into two camps: those who feel that the

problem is practically solved as well as it can be, and those who think

that current solutions are weak and generalise poorly. A related ques-

tion is how well concept detection works in real-world applications, i.e. is

the performance reasonable from the point-of-view of a human user of the

system? If the answer is negative, then we certainly cannot claim to have

solved the concept detection problem.

3.6.1 Evaluation performance

To get some point-of-reference we will take a look at two prominent eval-

uation fora for visual object retrieval: PASCAL Visual Objects Classes

(VOC) challenge [20] for image retrieval and NIST’s TRECVID evalua-

tions [87] for video retrieval. The classification task in the VOC challenge

is equivalent with what is called concept detection in this thesis. The

training set in VOC 2012 contained 11,530 images which have been care-

fully selected and typically contain relatively clear examples of the con-

cepts. The number of concepts was 20, and included only very concrete

classes such as “cat”, “boat”, “bottle” and “sofa”. In the VOC 2012 classi-
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fication task the best average precisions (see Section 3.2) varied between

0.58 (“potted plant”) up to 0.97 (“aeroplane”).

In the semantic indexing task in the TRECVID 2013 evaluation, partic-

ipants detected 60 concepts in a test set of in total 200 hours of video

divided into shorter shots. The data set was sampled from the Inter-

net Archive2 without regard for the concept detection task, in fact many

videos do not contain any of the used concepts. The video quality ranges

from professionally shot news reports to personal web cam clips. Hence,

the material forms a much more difficult, but realistic, scenario compared

to the VOC challenge. Of the 60 concepts, 38 were evaluated by the or-

ganisers. The easiest to predict concept was “News studio”, with the best

MXIAP score (see Section 3.2) around 0.85. The most difficult concept was

“Sitting down”, for which the best MXIAP score was only 0.02.

It is not surprising that the TRECVID result is weaker in general than

the VOC result. The dataset is more generic, the annotation is probably

less accurate, and the image quality more varied, but on the other hand

TRECVID is also closer to the kind of real-world scenarios that the re-

search community ultimately wishes to solve.

But how good is an average precision (AP) of for example 0.58 or 0.02

really? What would the user of such a retrieval system experience? Since

AP is the average of the precision calculated at each relevant retrieved

object, a simple intuition would be to think that e.g. for AP 0.1 one would

get the same score if every 10th retrieved object was relevant, and all

others non-relevant3. Then, AP 0.02 would be equivalent to having only

every 50th result be correct, and a human user would probably give up be-

fore getting a substantial number of relevant results with such a system.

Even scores around 0.5 mean that roughly every second result is irrele-

vant, which may or may not be acceptable to a human user, depending on

the application and subjective expectations.

3.6.2 What is being learned?

As mentioned in Section 2.4, Torresani et al [93] argue that concept de-

tectors in general do not really encode the semantic concept itself, but

instead some related high-level visual characteristics. They call these

learned classes classemes to distinguish them from the original concepts

2http://www.archive.org/
3This idea is from the “Technical Experience” blog: https://makarandtapaswi.
wordpress.com/2012/07/02/intuition-behind-average-precision-and-map/
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Figure 3.12. Two false positive detection results for the concept “fauna:dog” in the MIR-
FLICKR 1M database.

being modelled. This phenomena can be illustrated with the fact that

even well-performing concept detectors often find seemingly completely

unrelated objects.

Figure 3.12 shows two examples of false positive detections for the con-

cept “fauna:dog” in the MIRFLICKR 1M database. The SVM-based visual

feature fusion detector used (see Section 4.3.3) performs quite well in gen-

eral, with an AP of 0.30. The example images were selected from the set

of 10 images with the highest concept detection scores which were not

true members of the concept. The image on the left depicts a bear, which

is an understandable misclassification, since bears have some visual sim-

ilarities with dogs. One could also interpret the situation as stemming

from the fact that both bears and dogs are animals and are thus seman-

tically similar. However, the image on the right depicts a close up of a

skateboard and it is hard to understand what similarity it has with dogs.

The classemes theory might explain this by studying the visual charac-

teristics encoded in the classifier. Perhaps the small black wheels of the

skateboard look similar to the nose of a dog, and this is one of the visual

characteristics encoded in the detector. In this view, the semantic relation

between dogs and bears is thus not represented by the classifier. For the

sake of semantic concept detection, it is, however, true that semantically

similar concepts often have similar visual characteristics.

It has also been shown [109] that the cross-domain performance of cur-

rent concept detectors is very poor. This means that detectors trained in

one domain do not typically generalise well to other domains, i.e. they
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do not learn the essential features of the concepts, but instead domain-

specific artefacts. A few detectors, however, performed well in the exper-

iments of [109], especially those with a lot of training data. That same

study also shows the interesting fact that most of the trained SVMs con-

tain all, or almost all, of the positive examples as support vectors. This

means that they are functioning more as memory-based models similar to

k-nearest neighbour classifiers, than as real generalisers.

3.6.3 Steady progress

On the positive side, it does seem that the concept detection community

is making steady progress. In [89] it is argued that the state-of-the-art in

TRECVID has improved considerably from 2006 to 2009, and concludes

with the rather optimistic suggestion that the general problem of machine

understanding of images is within reach. Another study [104] by our re-

search group at Aalto University, shows a similar gradual improvement

from 2008 to 2009 by using the same concept detection system as a “yard

stick”. In [18] the same effect is reported for the progress in VOC from

2008 to 2010. However, in all of these comparisons it is unclear how much

of that improvement is from better algorithms, and how much is from the

successively larger training sets. Still, having more training data is a rea-

sonable assumption to make, given the current explosion in the creation

and availability of visual information.

Finally, many have argued [109, 93] that despite the relative weakness

of concept detectors, they are still useful as components for more high-

level applications. In the next chapter some examples of such applications

will be described: using concept detectors for formulating video search,

conceptual organisation and for detecting novel concepts. We also present

an adaptation that uses noisy social tags as concepts.
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The final step in the semantic levels of Section 2.1, is from level 2 to level

3, i.e. going from mid-level concepts to high-level semantics. In Section 2.4

this step was formulated using the vector space model, where concept de-

tector outputs were concatenated to form a feature vector which is then

used as a concept signature or higher level semantic feature. Most ap-

proaches which use the concept detector outputs for further exploitation,

can be said to operate in this concept vector space, implicitly or explicitly.

This chapter summarises three applications of this idea, based on three

of the publications included in this thesis.

In Section 4.1 we look at using SOM-based semantic concept detectors

to formulate high-level video search queries in the 2006–2008 TRECVID

video search task. In Section 4.2 we use the semantic concept feature ex-

plicitly as the training input of Self-Organising Maps in order to visualise

and analyse the concept distribution in two visual databases. Finally, in

Section 4.3 we use the concept feature for detecting novel concepts in two

large-scale experiments. The underlying motivation is that if the concept

vector representation indeed represents a higher semantic level it should

also be useful for detecting new concepts. We also experiment with using

noisy but numerous social tags as concepts.

4.1 Concept-based video search

Automatic video search addresses the very common scenario of a human

user entering a search query in a video database system, and expecting a

list of matching video clips as a result. The search query can be composed

of a text query and possibly also image or video query examples of the

expected target category. Figure 4.1 shows an example query from the

TRECVID video search evaluation where all three modalities are utilised.
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image examples

video examples

concept ontology

"Find shots of one or more people with one or more horses."

people

animal

Figure 4.1. An example TRECVID search topic, with one possible lexical concept map-
ping from a concept taxonomy (or ontology).

There are several ways in which a video search system can determine

what results to show, depending on what modalities are used in the query,

and what information is present in the database. For example, if the

videos in the database have any textual data associated with them, a

pure text search can be performed using the query text. Associated tex-

tual data may include keywords, tags, descriptions or titles of the videos.

If the video contains spoken dialogue, it may have closed captioning, or

automated speech recognition can be performed to get a rough text tran-

script of the speech. If the query and textual data associated with the

videos are in different languages, machine translation can be utilised.

If visual examples such as images or videos are given as part of the

query, they can be used to find visually similar videos using traditional

content-based image retrieval (CBIR) methods (see e.g. [88] for an over-

view). Unfortunately, visual examples are quite uncommon in real-world

usage of video search engines. This is either because it is much more cum-

bersome to upload an image or video to a search engine, or simply because

the user does not have access to a visually similar example. And even in

the case where the user supplies visual examples, they are typically very

few in number and may thus not be sufficient to infer relevant properties,

unless the query topic is of a very low semantic level (e.g. find images with

similar colours).

However, if a semantic concept taxonomy and trained concept detectors

are available for the video database, new possibilities arise [90, 34]. By

analysing the query text and potential visual examples, relevant concepts
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Figure 4.2. General architecture of the PicSOM video search system.

can be activated, e.g. based on their textual descriptions or names. In the

query example in Figure 4.1, two words — “people” and “horses” — have

been found in the query text that matched to concepts in the taxonomy.

We can then take advantage of the previously trained detectors for those

concepts, effectively we are adding visual examples by associating query

terms with these pre-defined concepts. The pre-trained detectors, in turn,

give us a compact description of the discriminative visual characteristics

of the concept members.

Figure 4.2 shows an overview of the video search architecture in the

PicSOM system used in our experiments in Publication II, indicating each

of the previously mentioned techniques: text search, content-based and

concept-based search. All three modalities are combined to generate the

final search result presented to the user. It has been observed that the

relative performances of the modalities significantly depend on the types

of queries used [42, 70]. For this reason, a common approach is to use

query-dependent fusion where the queries are classified into one of a set of

pre-determined query classes (e.g. named entity, scene query, event query,

sports query, etc.) and the weights for the modalities are set accordingly.

4.1.1 Selection of concepts

Clearly, a fundamental problem in concept-based video search is how to

map the user’s information need into the space of available concepts in the

used concept taxonomy [70]. Ideally one should also design the taxonomy

itself based on the types of queries expected for the system. However,

often the concept taxonomy is already fixed based on the database in use.
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A common approach is to select a small number of concept detectors as

active and weight them based on the performance of the detectors and/or

their estimated suitability for the current query. Negative or complemen-

tary concepts are typically not used. While semantic concept feature vec-

tors are usually not explicitly formed, we can characterise the selection

approach as multiplying the concept feature by a sparse vector which con-

tains non-zero weights for the selected concepts and zero for the others.

In [70] the methods for automatic selection of concepts were divided

into three categories: text-based, visual-example-based, and results-based

methods. Text-based methods use lexical analysis of the textual query

and resources such as WordNet [25] to map query words into concepts.

Methods based on visual examples measure the similarity between the

provided example objects and the concept detectors to identify suitable

concepts. Results-based methods perform an initial retrieval step and

analyse the results to determine the concepts that are then incorporated

into the actual retrieval algorithm.

4.1.2 TRECVID 2006–2008 video search experiments

In Publication II a systematic study of the usefulness of semantic concept

detectors in automatic video retrieval is presented. The study is based

on experiments in three successive TRECVID evaluations in the years

2006–2008.

In TRECVID 2006, the type of used video material was recorded broad-

cast TV news in English, Arabic, and Chinese, and in 2007 and 2008,

the material consisted of documentaries, news reports, and educational

programming from Dutch TV. The video data is always divided into devel-

opment and test sets, with the amount of test data being approximately

150, 50, and 100 hours in 2006, 2007 and 2008, respectively. NIST also

defines sets of standard search topics for the video search tasks and then

evaluates the results submitted by the participants. For each topic a par-

ticipant is expected to return the 1000 video shots that their system deems

most relevant for the topic, sorted in decreasing order of relevance. The

search topics contain a textual description along with a small number of

both image and video examples. Figure 4.1 serves as an example of the

actual types of topics and examples used in TRECVID. The number of top-

ics evaluated for automatic search was 24 for both 2006 and 2007 and 48

for the year 2008.

The video material used in the TRECVID search tasks is divided into
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shots by the organisers in advance, and these reference shots are used as

the unit of retrieval. The output from an automatic speech recognition

(ASR) software is also provided to all participants. In addition, the ASR

result from all non-English material is translated to English by using

automatic machine translation.

In all experiments we employ the PicSOM video search system as shown

in Figure 4.2. The system combines content-based retrieval based on the

topic-wise image and video examples using our standard SOM-based re-

trieval algorithm [50], and concept-based retrieval with SOM-based con-

cept detectors trained as described in Section 3.3, together with text-based

search. For the text search module, we employed our own implementation

of an inverted file index in 2006. For the 2007–2008 experiments, we re-

placed it with the Apache Lucene [33] free software text search engine.

We did not perform query-dependent fusion in these experiments.

The semantic concepts are mapped to the search topics using lexical

analysis and synonym lists for the concepts obtained from WordNet. In

2006 a total of 430 semantic concepts from the LSCOM ontology was an-

notated for the training data and were thus used in our experiments. In

2007 and 2008 only the concept detectors from the corresponding high-

level feature extraction tasks could be used, resulting in 36 and 53 con-

cept detectors, respectively. In the 2008 experiments, 11 of the 48 search

topics did not match to any of the available concepts.

The retrieval results for the three annual TRECVID test setups are

shown in Figure 4.3. The three leftmost (lighter grey) bars show the

retrieval performance of the single modalities: text search (’t’), content-

based retrieval based on the visual examples (’v’), and retrieval based on

the semantic concepts (’c’). The four darker grey bars on the right show

the retrieval performances of the combinations of the modalities. The me-

dian values for all submitted comparable runs from all participants that

year are shown as horizontal lines for comparison.

For 2006 and 2007, the shown performance measure is mean average

precision (MAP), whereas in 2008 the TRECVID results are measured

using mean inferred average precision (MIAP) (see Section 3.2). Direct

numerical comparison between different years of participation is not very

informative, since the difficulty of the search tasks may vary greatly from

year to year. Furthermore, the source of video data used was changed

between years 2006 and 2007. Relative changes, however, and changes

between different types of modalities are informative.
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Figure 4.3. MAP/MIAP values for TRECVID 2006, 2007 and 2008 experiments.

Figure 4.3 shows that the semantic concepts (’c’) clearly outperform all

other single modalities in all three experiments. Content-based retrieval

(’v’), on the other hand, shows considerable variance in performance, in

particular the 2007 result is quite bad. A closer inspection of the topic-

wise results (not shown here) indicates that the overall CBIR results are

quite bad, but in 2006 and 2008 there are a few positive exceptions (e.g.

the concept “snow”) which pull up the averages.

Another noteworthy aspect is the relatively poor performance of text-

based search. This is most likely a consequence of both the noisy text tran-

script resulting from automatic speech recognition and machine transla-
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tion, and the low number of named entity queries among the search topics

in the evaluation.

If we look at the combined modality runs in Figure 4.3, the combination

of text search and concept-based retrieval (’t+c’) performs well, resulting

in the best overall performance in the 2007 and 2008 and second-best

results in the 2006 experiments. It also reaches a better performance than

any of the single modalities in all three experiment setups. Since we are in

this thesis particularly interested in the effect of using concept detectors,

it is also instructive to compare experiment pairs with and without those.

In all such cases, i.e. ’t’ vs ’t+c’, ’v’ vs ’v+c’ and ’t+v’ vs ’t+v+c’, a strong

increase in performance is achieved by adding concept-based retrieval.

4.1.3 Discussion

The TRECVID 2006–2008 video search experiments clearly show a huge

improvement obtained by using semantic concepts. In our experience the

key issue was being able to find the correct concept selection for each

query.

However, the good performance of concept-based retrieval is dependent

on the types of queries and database used, and also on the character of

the search task itself. Since 2009, TRECVID has replaced this topic-level

video search task with the known-item search task, where the user is

looking for a single unique video described by only a short text query. The

task is easy to prepare since one only needs to pick a random video and

describe it. Thus many queries can be quickly generated and evaluation

is trivial. However, from the retrieval system’s perspective, the task is of

a very different character from the old video search task since we are no

longer looking for a general category of videos but a single specific video

out of thousands of videos. The best performance is then typically reached

by having good text search only.

4.2 Self-organisation of semantic concepts

In Publication V we studied the conceptual organisation of two visual

databases by using semantic concept vectors as the input for the train-

ing stage of a Self-Organising Map (SOM). Semantic concept vectors are

formed by concatenating the concept detection outputs for a fixed concept

taxonomy (see Section 2.4). Looking at the organisation of the concepts
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on the SOM can give us insight in how concepts are correlated and the 2D

relations can give us important clues to how the concepts group together

into larger structures.

Two quite different visual databases were under study: Pascal VOC

2007 and TRECVID 2010. The Pascal VOC 2007 database [19] contains

almost 10,000 images with a training and evaluation set of 5,000 and test

set of about 5,000 images. The training set is pre-labelled into 20 concepts

and each image may belong to one or more concepts.

The TRECVID 2010 video data is taken from the Internet Archive collec-

tion. In the high-level feature detection (concept detection) task of 2010, a

total of 130 concepts were provided. The training data set contains about

120,000 video shots (200 hours) and the test set about 150,000 video shots

(200 hours). Some videos did not belong to any concepts and were dropped

in the experiments described here.

For each database we trained two different maps, one for the training

set and one for the test set. This division was deemed necessary due to

the different natures of the concept membership scores in the two sets: in

the training set we have binary human-provided annotations, while in the

test set we have real-valued detector outputs, i.e. uncertain predictions.

A SOM map of size M×M has model vectors m1, . . . ,mM2 , and if we take

the j’th component of each model vector m1j , . . . ,mM2j , or m∗j in short, we

get a 2D distribution over the map surface for the concept Cj . Comparing

such distributions between different concepts can provide insight into the

semantic organisation of the database. While studying the organisation

of the test set is less certain — since we only have estimated probabilities

with quite varying accuracy — it may still be useful for analysing the

overall organisation of the data set, but based more on its high-level visual

characteristics than semantic contents.

VOC 2007

The concept detectors for VOC 2007 were SVM models on Colour SIFT

histogram features calculated from the images. We trained TS-SOMs with

three layers of sizes 4 × 4, 16 × 16, and 64 × 64, which are visualised

in Figure 4.4. In the left column the training set (based on the labelled

ground truth) and in the right column the test set (based on the detector

outcomes). The top row shows the first TS-SOM surface (size 4 × 4) and

the second row the second surface layer (size 16 × 16), where each map

unit is labelled with the image that has the concept vector closest to the
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Figure 4.4. SOM-based concept organisation of VOC 2007.
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unit’s model vector.

The concept distributions on the bottom-most TS-SOM layers are shown

in the bottom row of Figure 4.4. The images are the plots of the values of

the model vector components m∗j described above. The grey scale values

of the images are scaled so that white corresponds to 0.0 and black to

1.0. As can be expected, the training set concepts show only black and

white, while the test set covers the full grey scale range. The two maps

were trained separately and initialised randomly, which is why concepts

are located at different regions in the training and test set SOMs. It can

however be seen that the distributions are similar, e.g. the concept “Train”

has three nodes in both data sets, but located at different areas due to the

random initialisation.

Looking at the concept ground truth distributions (bottom left in Fig-

ure 4.4) it is also interesting to note how different concepts relate. E.g.

the two classes of domestic pet animals, “Cat” and “Dog”, have a similar

structure with two separate nodes in their distributions. The two distri-

butions partially overlap, i.e. they have some common map units, which

indicates some co-occurrence in the annotation.

Other interesting phenomena can be found as well, e.g. that all forms of

land-based transport have at least a partial presence in the lower right

corner. “Bicycle”, “Bus”, “Car”, “Motorbike” and even “Train” have strong

clusters there. Interestingly the “Bus” block seems to be like a piece of a

puzzle that fits right into the larger distribution of the “Car” concept. On

closer investigation it can be seen that they have a thin slice of common

units, which causes the areas to coincide on the map. This effect is due to

the SOM training placing similar vectors near each other: having a few

images with both cars and buses will tend to force the entire distributions

to be adjacent.

Similar phenomena are repeated in the SOM based on the detector out-

comes as well (bottom right in Figure 4.4), e.g. the two overlapping nodes

of “Cat” and “Dog”. It is also clear that there is a more visual organisation

in the map based on the concept detectors, e.g. there are bluish images,

often depicting the sky in the middle left border of the second layer map.

This is not surprising, since the concept detectors are based on purely

visual features, and hence learn the discriminative visual properties of

the respective concepts. Hence, the co-occurrence of concepts seen here is

based on common high-level visual characteristics, rather than the con-

cept annotations directly.
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TRECVID 2010

For the TRECVID 2010 database we used the concept detectors developed

by our research group for the TRECVID 2010 competition [85]. These

are based on a fusion of SIFT feature-based SVM detectors on the key

frame images extracted from the video shots. We trained TS-SOM with

four layers of sizes 4 × 4, 16 × 16, 64 × 64 and 256 × 256, visualised

in Figure 4.5. The top part of the figure shows the training set with the

ground truth values, and the bottom part shows the test set with detector

outcomes. Both parts show the second 16 × 16-sized layer with image

labels representing the model vectors, and below that are the component

distributions of selected concepts.

In the training set we can see that there are several larger clusters of

concepts, e.g. suburban scenes form a large group close to the centre. Here

we find e.g the concepts “Building”, “Car”, “Road”, “Streets”, “Suburban”

and “Vehicle”. Also “Outdoor” overlaps this area. The situation is similar

with the detector outcomes and the test set, but now these concepts occupy

the lower right corner and are naturally more spread out. Another cluster

covered by the “Outdoor” concept is in the upper left corner in the training

set, e.g. “Landscape”, “Plant”, “Trees” and “Vegetation”. Again, in the test

set, they are placed differently, in the middle of the bottom edge, due to

the different random initialisation.

4.2.1 Quantitative comparison of concept distributions

The different component distributions m∗j of the SOM model vectors rep-

resent different concepts Cj , and thus the “closeness” of concepts could be

estimated by calculating the distance between these distributions. The

distance should be defined on the 2D map surface of the SOM to capture

distributions that are close, but may have very little overlap. For exam-

ple the concepts “Bus” and “Car” in Figure 4.4 have very few overlapping

units, yet they are clearly adjacent, which should be reflected in the dis-

tance. A distance measure that operates on each map unit independently,

such as the Euclidean distance, cannot take into account the 2D ordering.

Instead we use the Earth Mover’s Distance (EMD) [80], which measures

the minimum cost of turning one distribution into the other, where we de-

fine the cost in terms of the Euclidean distance over the 2D map surface.

For VOC 2007 we calculated the EMD between all concept pairs, exclud-

ing the concept “Person” which was deemed too common (a priori 43%).

Table 4.1 shows the 10 closest and 10 most distant concept pairs from the
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Figure 4.5. SOM-based concept organisation of TRECVID2010.
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Table 4.1. EMD comparison of concept pairs by the ground truth in VOC 2007.

10 closest concepts 10 most distant concepts

Sofa – TVMonitor Bird – DiningTable

Chair – TVMonitor +9.2% Bus – Chair –5.1%

Chair – DiningTable +18.2% Bird – Chair –6.1%

PottedPlant – Sofa +20.9% Bus – Cat –6.3%

PottedPlant – TVMonitor +21.8% Car – Chair –9.1%

Chair – Sofa +29.0% Bus – DiningTable –10.3%

Bottle – PottedPlant +30.3% Car – DiningTable –12.3%

DiningTable – Sofa +31.2% Car – Cat –13.6%

Bus – Car +33.7% Bird – Sofa –14.3%

Bottle – Sofa +35.3% Bird – Cow –14.3%

Table 4.2. EMD comparison of concept pairs by detector outcomes in VOC 2007.

10 closest concepts 10 most distant concepts

Chair – Sofa Train – TVMonitor

Bottle – DiningTable +51.8% Aeroplane – DiningTable –3.5%

Sofa – TVMonitor +127.7% Sofa – Train –4.1%

DiningTable – PottedPlant +179.6% Aeroplane – Sofa –4.5%

Chair – TVMonitor +193.2% Aeroplane – TVMonitor –5.7%

Bottle – PottedPlant +243.7% Cat – Motorbike –5.8%

Cat – Dog +249.4% DiningTable – Train –6.3%

Chair – PottedPlant +266.3% Chair – Train –6.8%

Chair – DiningTable +325.5% Aeroplane – Chair –7.4%

Bird – Dog +409.0% Aeroplane – Bottle –7.4%

ground truth in the training set, while Table 4.2 shows the same, but cal-

culated from the detector outcomes in the test set. The adjoining columns

show the percentage differences in EMD compared to the two closest con-

cepts respectively the two concepts that are furthest apart.

The EMD ordering corresponds well with our intuitive understanding,

and with the concept distributions shown in Figure 4.4. For the ground

truth-based results (Table 4.1) most concepts seem to be related to indoors

domestic scenes, such as “Sofa”, “TVMonitor” and “PottedPlant” which are

commonly found together in a living room, and “Chair” and “DiningTable”

which are common in dining rooms. We also see “Bus” vs “Car”, which are

close, but overlap only a little.

The closest concepts based on the detector outcomes (Table 4.2) are sim-

ilar, except for “Cat” vs “Dog” and “Bird” vs “Dog”. Especially the latter

pair is quite interesting, and might be explained by the fact that both

birds and dogs are often depicted outdoors with visually similar surround-

ings. Also it can be seen that the distance grows much steeper in the test
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set than in the training set, as shown by the percentage column. This is

because the distributions in general are more spread out in the test set.

The most distant concepts based on EMD are also not surprising, how-

ever now there are larger differences between the training and test sets.

Especially “Aeroplane” seems to be distant from most other concepts, which

might be explained by aeroplanes often being shown with a blue sky as

a background, thus being visually very distinct from images in other con-

cept classes. This has an effect in the test set, since it is based on concept

detectors trained on low-level visual features, in particular a colour-based

one in this case.

For TRECVID 2010, the 10 closest and 10 most distant concept pairs

as measured by EMD are shown in Table 4.3 for the ground truth and in

Table 4.4 for the detector outcomes. Looking at the most distant concept

pairs, it is not unexpected that “FemaleFaceCloseup” is distant from other

concepts, since a closeup image tends to fill the image with only one object

excluding the possibility of finding other concepts. Again we find that

the pair-wise distances grow more rapidly in the test set. Curiously, the

concept “Canoe” is very distant from other concepts, probably because it

is very rare — only 11 examples in the training set.

4.2.2 Discussion

By constructing semantic class membership vectors out of labelled visual

data, or using automatically extracted concept probabilities we can gen-

erate a self-organised 2D mapping of the concept space. Some interesting

conceptual relationships can be found using visual analysis of the SOM

surfaces, and also by measuring the similarity of the concept vector com-

ponents by using the EMD measure. While a simple correlation analysis

of the concept labelling might yield partially similar results, we believe

that the 2D organisation of the SOM provides a unique advantage. For

example, higher-level groupings of concepts are immediately visible on

the map surface, and semantically related groups of concepts are more

easily associated with each other even though just a few visual objects

have overlap, such as with the “Bus” and “Car” concepts.
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Table 4.3. EMD comparison of concept pairs by the ground truth in TRECVID 2010.

10 closest concepts 10 most distant concepts

Road – Streets Charts – Fem.FaceCloseup

Walking – WalkingRunning +21.9% ComputerTVScreens – Fem.FaceCloseup -3.2%

Anchorperson – Reporters +32.4% Fem.FaceCloseup – Maps -4.0%

Car – GroundVehicles +42.0% Charts – Face -9.2%

RoadwayJunction – Streets +48.1% Face – Maps -9.9%

Car – Constr.Vehicles +51.5% Fem.FaceCloseup – OverlaidText -10.1%

DemoProtest – PeopleMarching +59.3% Fem.FaceCloseup – Laboratory -10.7%

Highway – RoadwayJunction +70.8% Beards – Landscape -12.0%

Road – RoadwayJunction +85.5% Landscape – MalePerson -12.3%

GroundVehicles – Motorcycle +87.3% Maps – SinglePerson -12.6%

Table 4.4. EMD comparison of concept pairs by detector outcomes in TRECVID 2010.

10 closest concepts 10 most distant concepts

Car – Vehicle Canoe – Celeb.Entert.

GroundVehicles – Vehicle +40.6% Canoe – Singing -0.5%

Outdoor – Swimming +483.8% Desert – Singing -0.8%

Outdoor – Stadium +651.7% Canoe – Entertainment -0.8%

Outdoor – Trees +654.0% Celeb.Entert. – Desert -0.9%

Beards – Face +684.9% Desert – InstrumentalMusician -1.0%

Constr.Vehicles – Vehicle +817.7% BoatShip – Celeb.Entert. -1.2%

Adult – AsianPeople +1018.7% Desert – Entertainment -1.3%

FemalePerson – Teenagers +1375.6% Canoe – InstrumentalMusician -2.0%

Walking – WalkingRunning +1886.3% BoatShip – Singing -2.1%

4.3 Using concept features to detect novel concepts

In Publication VII we investigate using semantic concept vectors (Sec-

tion 2.4) for detecting novel concepts, i.e. newly defined concepts not part

of the background concepts used to define the semantic concept vectors.

This is formulated as two research questions:

1. Can semantic concept vectors be used as a statistical feature to improve

the concept detection performance of novel concepts?

2. Is the semantic concept feature expressive enough that weak but fast

classifiers could achieve performance comparable with the traditional

kernel SVM with visual features?

Two large-scale experimental setups are used to answer these questions:

the TRECVID 2012 semantic indexing task containing around 800 hours

of video and 346 annotated concepts, and the MIRFLICKR 1M dataset

containing 1 million images, 94 annotated concepts and more than 820,000

individual tags.
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Figure 4.6. Novel concept detection process: (a) train background concept classifiers, (b)
train novel concept classifiers, and (c) predict novel concepts.

4.3.1 Semantic concept-based detection system

Figure 4.6 depicts the detection system used. In (a) we train a set of K

background concept detectors based on visual features, using kernel SVM

or linear classifiers. In (b) the background concept classifiers are used to

predict the presence of the K concepts either in another dataset, or in

the same dataset by using cross-validation. These prediction outcomes

are then used to form the semantic concept vectors (Equation 2.5), which

are used as input features to train the final L novel concept classifiers,

C∗1 , . . . , C∗L. As classifiers in this stage we use the kernel SVM, linear clas-

sifier or SOM. Finally, in (c), we predict novel concepts in a test set by first

forming the semantic concept vectors which are fed into the novel concept

classifiers to get the final prediction score.

For background concept detection, we use a fusion of either kernel-based

Support Vector Machine (SVM) or linear classifiers trained on different

sets of low-level visual features. For kernel SVM we use LIBSVM adapted

to use the χ2 kernel. For linear classifiers we use the logistic regression

solver in LIBLINEAR (see Section 3.4). The final prediction score is formed

in a late fusion stage that calculates the arithmetic mean over the indi-

vidual feature-specific prediction outcomes.

For novel concept detection, we also use the SOM in addition to SVM

and linear classifiers. In particular we are using the TS-SOM algorithm in
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the way described in Section 3.3, except now the semantic concept vectors

are used as the input instead of low-level features. Only the single-BMU

variant was used, i.e. the BMU depth kmax = 1.

4.3.2 TRECVID 2012

The TRECVID 2012 training set contains about 400,000 video shots (∼600

hours) and the test set about 150,000 video shots (∼200 hours). From each

video shot we extracted 1–10 image frames depending on the length of the

shot. Out of the 346 concepts defined, 46 were evaluated in the official

evaluation. In our experiments we set these aside for evaluation, and use

the remaining 300 as background concepts for generating the semantic

concept feature vectors. As concept detectors we use a fusion of SVMs

for four SIFT variations calculated on the frame images. For the final

semantic concept feature, we used two variants, one directly on the image

frame level, and the other on the shot level, calculated as the maximum

score of its image frame level scores. For both feature variants we trained

a TS-SOM with four layers of sizes 10 × 10, 40 × 40, 160 × 160, and 640

× 640. For predictions done on the frame level, we form the final video-

level prediction as the maximum over the frame-level predictions of its

constituent frames. In this setup we use the common training set both

for training the background and the novel concept detectors. Because of

this, the background concept detector outputs, i.e. the inputs for the novel

concept training is generated by 6-fold cross-validation in the training set.

Table 4.5 summarises our experimental results using mean extended in-

ferred average precision (MXIAP, see Section 3.2.2). Across the columns

are the different methods used in the final novel concept prediction step.

For comparison, the first and second rows show two baseline runs that use

only visual features as input: the single best feature (SIFT with Harris-

Laplace point selector), and an arithmetic mean fusion over the four SIFT

variants. As could be expected, SOM performs badly compared to the

other algorithms when using only visual features, since the PicSOM algo-

rithm does not use concept-specific supervised learning.

The next two rows in Table 4.5 show the results when only the semantic

concept feature has been used; on the frame and video shot levels. On the

shot level, both SOM and the linear classifier are significantly improved

from the visual baseline. The kernel SVM outperforms the single best

visual feature, but not the visual fusion result (4×SIFT). In the frame-

level results all methods outperform the visual SVM baseline with the
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Table 4.5. TRECVID 2012, MXIAP scores for novel concept detection.

features, and novel concept detector

background concept detector SOM linear SVM

visual features

SIFT 0.0608 0.0825 0.1655

4×SIFT 0.0608 0.1316 0.2166

semantic concept feature

frame level 0.1787 0.1693 0.1759

video shot level 0.1453 0.1467 0.1847

visual + semantic concept fusion

4×SIFT + frame level 0.1764 0.1751 0.2313

4×SIFT + shot level 0.1533 0.1808 0.2345

single best visual feature, but do not reach the level of the fused SVM

classifiers.

The last two lines in Table 4.5 show the results of doing arithmetic fu-

sion of the semantic concept feature with the traditional visual features.

The visual features are each weighted 1/4 so that their joint weight is

equal to the weight of the semantic concept feature. In all cases except for

the frame level SOM, the results are improved over the semantic concept-

only runs, and in particular both SVM runs outperform the visual base-

line.

4.3.3 MIRFLICKR 1M

The MIRFLICKR 1M [61] dataset contains one million images, more than

820,000 tags and 94 concepts, collected from the Flickr photo sharing ser-

vice. We used the most frequent tags as the background concepts, and

the set of 94 concepts as the novel concepts for evaluation. Tags can be

seen as concepts which are less carefully defined, and have noisier anno-

tations, but on the other hand one typically has much more data available

for training.

Out of the one million images we set the 25,000 first ones aside as an

evaluation set for the novel concept detection. The evaluation set corre-

sponds to the original MIRFLICKR 25K data set, for which the 94 concept

annotations are available. The remaining 975,000 images were used for

training the tag-based background concept detectors. As visual features

we used four SIFT-based features plus three global features that were
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Table 4.6. MIRFLICKR 1M, MAP scores

features, and novel concept detector

background concept detector SOM linear SVM

visual features

single best 0.107 0.150 0.254

all features 0.141 0.171 0.272

semantic concept feature

500 tags with SVM 0.176 0.226 0.302

10K tags with linear 0.159 0.203 0.278

visual + semantic concept fusion

all visual + 500 tags (SVM) 0.183 0.223 0.306

all visual + 10K tags (linear) 0.170 0.204 0.290

provided with the MIRFLICKR 1M distribution: MPEG-7 Homogeneous

Texture and MPEG-7 Edge Histogram and GIST [71].

We tried two setups for training the tag-based detectors: the 10,000

most frequent tags with fast, but weak linear classifiers, and the 500 most

frequent tags with slow, but more accurate kernel SVM classifiers. The

linear setup thus provided a 10,000 dimensional semantic concept feature,

while the kernel SVM setup provided a 500 dimensional feature. For each

we trained a four-layered TS-SOM of size 10 × 10, 40 × 40, 160 × 160,

640 × 640. Tag frequency was measured as the number of times the tag

was used to annotate an image in the database.

The 25,000 image evaluation set was further split 3/5 and 2/5 into a

training respective testing set, following the convention specified in the

original benchmark. This training/testing split was then used for the

novel concept detection runs. Note that here the large pool of 975,000

images for training the tag-based background concept detectors are sep-

arate from the smaller 15,000 image set used to train the novel concept

detectors.

Table 4.6 shows the mean average precision (MAP, see Section 3.2.2)

concept detection scores for the MIRFLICKR 1M database. Across the

columns are again, the SOM, linear, and kernel SVM classifiers used for

the final novel concept detection stage. The first two lines provide the

visual baseline with the single best feature (Colour SIFT with dense sam-

pling) and an arithmetic mean fusion of all features. Unsurprisingly, the

non-linear SVM classifier is the best, and SOM, which does no concept-

specific training, is the worst. Late fusion improves all results.
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The third line in Table 4.6 shows the semantic concept feature run with

the 500 most frequent tags, where the tag-based background concept de-

tectors have been trained with kernel SVM. The fourth line is otherwise

the same, but with the 10,000 most frequent tags and using linear clas-

sifiers. The results have improved significantly over the visual baseline,

and the training-free SOM performs as well as the linear classifier for

the visual features. Using numerous, but weakly detected tags did not

improve results as evidenced by comparing lines three and four.

The last two lines of Table 4.6 show the results of fusing the visual and

semantic features. As in the TRECVID 2012 case, we have performed

arithmetic fusion and the visual features are weighted so that they jointly

have equal weight to the semantic feature. All runs except the linear ones

are improved by fusion as compared to the semantic feature-only runs.

4.3.4 Discussion

A key issue in these experiments is undoubtedly the relation of the back-

ground and novel concepts. In TRECVID we use 300 concepts for the se-

mantic concept feature to predict the remaining 46 concepts, hence both

background and novel concepts are sampled from the same pool. In MIR-

FLICKR 1M the situation is quite different since we use noisy tags as

background concepts, and there is no direct relation to the concepts.

The two research questions posed at the start can be given answers

based on the two experiments. In the MIRFLICKR case, the result using

semantic concept features was significantly better than the baseline ob-

tained by using state-of-the-art visual features. This is most likely due to

the fact that the tag-based background concepts were trained on a large

database of 975,000 images, with each tag having several thousands of

positive examples. In the TRECVID case the result was not as good with

the semantic concept feature only, but a strong improvement was achieved

in fusion with the visual baseline. So, the first question can be answered

in the affirmative.

To answer the second question we need to look at the results for the

SOM and linear classifiers. In the TRECVID case, even the training-free

SOM outperforms the single-feature visual baseline. In both databases,

detecting novel concepts can be done very rapidly with a SOM without

any further training with reasonable accuracy — we just project the new

examples on the map surface. For MIRFLICKR the weak classifiers are

greatly improved by using the semantic concepts, but do not quite achieve
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the performance level of the visual baseline with kernel SVM. The answer

to the second question is then yes, but with the caveat that the perfor-

mance level might not be quite as good as with the SVM. Depending on

the application, the orders-of-magnitude speed increase provided by the

weak classifiers may be more important than the moderate loss of accu-

racy.
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5. Conclusions

This thesis opened with the observation that huge amounts of digital au-

diovisual information are being produced today, and the rate of production

seems to be continuously increasing, in particular on the Internet. In or-

der to make use of this treasure trove of human creativity and knowledge,

automated methods are needed that can transform a human information

need (e.g. a search query) into the relevant visual objects (e.g. images or

videos). This task has turned out to be far from trivial due to the semantic

gap between the raw visual sensory data processed by computers and the

high-level semantic descriptions and abstract concepts that humans use

to communicate.

This work studied one particular approach to bridging the semantic gap

as outlined in Chapter 2, namely using mid-level semantic concepts as

stepping stones from the low-level data to the more high-level semantics

used by humans. This approach was then divided into two steps: how to

model and detect mid-level semantic concepts in Chapter 3, and how to

use these as building blocks for more abstract tasks in Chapter 4.

Given the background motivation for this thesis of being able to pro-

cess huge amounts of visual data, an additional focus in concept detection

has been in fast methods that scale well with larger datasets. For con-

cept detection we focused in particular on the popular Support Vector Ma-

chine (SVM) algorithm and approximative variants that have compara-

ble accuracy but orders-of-magnitude faster detection times. In addition,

we used the Self-Organising Map (SOM) algorithm for concept detection,

and proposed an improvement that combines map-level and feature space

smoothing to find relevant objects. While concept detection with the SOM

is not as accurate as with the SVM, it has an advantage in that it requires

no concept-specific supervised training.

The problem of using mid-level concepts as building blocks for higher-
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level tasks was formulated using the vector space model by representing

each visual object with a semantic concept vector. The semantic concept

vector was formed by concatenating the detector outputs for a fixed con-

cept vocabulary. This vector can then be used as a high-level semantic

concept feature, and we can apply standard machine learning methods

appropriate for each task. As one such application, concept-based video

search was presented, where a lexical analysis of the search query is used

to activate relevant components of the semantic concept feature. Seman-

tic concept vectors are also used to organise two visual databases using

the SOM in order to visualise and study the conceptual structure of the

given databases. Finally, it is shown how the semantic concept feature can

be used to detect novel concepts, and a strong improvement in accuracy as

compared to using only visual features is demonstrated. Also an adapta-

tion which uses noisy but numerous social tags as concepts is presented.

This is quite useful: carefully annotating concepts is an expensive and

labour-intensive process, while social tags are readily available because

social network users often spontaneously tag their images and videos.

Despite the successes of the semantic concept approach, one cannot

claim to have solved the semantic gap problem. In fact, even the concept

detectors themselves seem to be encoding only related visual characteris-

tics, and it may be a mistake to associate them with the original concepts.

The semantic gap problem is closely related to the image understanding

problem in machine vision, and it is the belief of this author that a more

holistic machine intelligence system is needed to truly solve these prob-

lems. A simplistic approach of mapping pixel statistics into object labels

can only go so far. In many real-world applications a deeper understand-

ing of the visual contents and its context is likely needed.

These sobering observations aside, the empirical results collected in this

thesis still demonstrate the usefulness of the semantic concept approach

in providing concrete improvements to real-world applications. Several

large experimental studies were presented, which demonstrated the ap-

plicability of recent improvements in machine learning to large-scale vi-

sual problems. Furthermore theoretical improvements were proposed to

SOM-based concept detection, and a novel scheme of using noisy but nu-

merous and readily available social tags as concepts was proposed to-

gether with promising experimental results. These contributions help to

make future automatic visual content analysis systems keep up with to-

morrow’s ever growing collections of visual information.
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