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Abstract 
This dissertation focuses on perceptually motivated processing of audio in the time-

frequency domain, and on spatial audio in particular. The topic takes into account sound 
physics, perception, and digital signal processing (DSP). 
 
Sound is emitted by a source in all directions with a pattern of directivity as a function of 
frequency, and it arrives to the listener through a direct path as well as through reverberation. 
The sounds from a multitude of sources superimpose at the ear canals. Due to the acoustic 
effect of the head, torso, and pinnae, the inter-aural, spectro-temporal characteristics of each 
arriving wave are specific to the direction of arrival. Ears transform the audio waveform into 
neural signals with frequency selectivity. Among other features, human hearing includes 
processes for analyzing the level and timing differences in the signals at the ears, which is 
necessary for obtaining information about the locations of the sound sources. 
 
In perceptually motivated audio DSP, a key technique is to decompose the sound into frequency 
bands. Several perceptually relevant signal properties can be directly measured and processed 
in the frequency bands. Typically, the practical DSP design only approximates the hearing 
mechanisms and resolutions, and simultaneously also other features are optimized, such as the 
computational efficiency and latency. 
 
Several novel techniques were proposed as part of the dissertation work. The first is an 
optimized and versatile framework for frequency band processing of spatial audio. The method 
functions based on the channel energies and the inter-channel dependencies, which are key 
features for controlling the spatial perception. The method performs the translation of the 
spatial sound characteristics while minimizing the square difference between the produced 
waveform and a defined preferred waveform. The method also provides a means to apply the 
decorrelated sound energy to the minimum necessary extent. The method was applied to 
perform spatial sound reproduction based on a compact set of microphones, and its benefit 
with respect to legacy methods was confirmed by listening tests and simulations. In another 
study, a frequency band reverberator was proposed that produces diffuse late reverberation 
with low computational complexity and high perceptual quality. Finally, a phase-adaptive, 
multi-channel downmixer was proposed that avoids the spectral artifacts that would otherwise 
occur if the input channels include non-aligned but coherent sounds. The downmixer has been 
selected as part of the reference model 0 (RM0) of the MPEG-H standard. 
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Väitöskirjan aiheena on aika-taajuusalueen havaintoperusteinen äänenkäsittely, ja erityisesti 

tilaäänenkäsittely. 
  
Lähde säteilee ääntä kaikkiin suuntiin eri voimakkuudella suunnan ja taajuuden funktiona. 
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1. Introduction

The field of audio signal processing is being studied for providing technical

solutions for communication in particular, for example mobile telephony,

and also for recreational use including digital audio effects and streamed

music. The developments in the field can be readily observed in the typical

ways we communicate and enjoy media today.

Audio signal processing research is fundamentally multidisciplinary, com-

bining the framework of digital signal processing (DSP) with phenomena

from the real world. Examples of physical phenomena include those af-

fecting the directionality of microphone capsules and the ways in which

sound reverberates in a room. The features of such effects can be taken

as the boundary conditions for developing DSP systems related to, for ex-

ample, sound capture or synthesis. The perceptual aspects, on the other

hand, can and should be taken into account when designing systems with

an optimized perceptual quality and a minimal computational complexity.

The focus of this dissertation is the perceptual processing of sound in

the time-frequency domain, and of spatial sound in particular. The hu-

man auditory system transforms the sound into neural signals with fre-

quency selectivity and performs spectral and spatial analysis based on

such signals. Analogously, in perceptual time-frequency processing the

sound is analyzed and processed in the frequency bands. In such a do-

main, many directly measurable signal features have perceptual signif-

icance. Typically, a practical time-frequency processing algorithm only

roughly approximates the features of perception, since other factors, such

as algorithmic efficiency, can also be optimized. Practice has shown that

with the time-frequency approach, systems with high perceptual quality

can be obtained with other desirable features, such as low bit rate for

perceptually motivated audio transmission, or exceptionally high spatial

selectivity in a perceptual sense for multi-microphone systems.
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Introduction

The dissertation first provides an overview of the relevant physical and

perceptual fundamentals for audio processing. Then, it introduces the sig-

nal processing operations necessary for the practical solutions, provides a

description of a set of prior art techniques in the field, and finally, presents

a set of solutions developed as part of the dissertation work.
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2. Sound and acoustics

Physical sound is the vibration traveling through the air or other media,

in which the frequency is within the range of human hearing. In terms of

the technical topics discussed in this dissertation, of particular relevance

are the physical phenomena related to the acoustic effects that take place

in a room, the features of the sound reproduction and capture hardware,

and the measurement of the sound field properties at discrete locations

using microphones.

2.1 Room acoustics

In a room, the sound emitted by a source propagates to the listening point

through both direct and indirect paths (Fig. 2.1). The early part of the

response from a source to an observation point is sparse and has high en-

ergy. Due to accumulation of the reflections, the late part of the response

has a higher density (Fig. 2.2). In a study by Menzer and Faller [1], the

late part of the response was identified for typical audio signals to be per-

Figure 2.1. Illustration of the pressure offset produced by a directive source in a rectan-
gular room emitting a single frequency. A receiver at any point of the room
receives a direct arriving sound, high-energy early reflections, and, by accu-
mulation of the reflections, diffuse late reverberation.
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Figure 2.2. A measured impulse response in a concert hall [2].

Figure 2.3. The magnitude of the response in Fig. 2.2 in dB as a function of time and
frequency. The flat area is the noise floor.

ceptually equivalent to a noise response with matched energy decay in the

frequency bands.

The surfaces have acoustic absorption and scattering characteristics as

a function of the frequency. The scattering contributes to the rate at which

the density of the response increases. The sound energy is also absorbed

by the air, with increasing absorption towards the higher frequencies. A

measure expressing the combined effect of the different absorptions and

the room size is the reverberation time, T60, as a function of frequency,

which expresses the time at which the reverberating sound energy atten-

uates 60 dB. The exponential energy decay of the response can be observed

as the linear rate at which the response magnitude is reduced in the log-

arithmic scale (Fig. 2.3). Since T60 contains the information of the energy

envelope as a function of frequency, it also contains to a large degree the

information of the perceptually relevant characteristics of the room. T60

can vary from a fraction of a second in smaller rooms up to several seconds

in reverberant spaces, such as cathedrals. The T60s defined in recommen-

dation ITU-R BS.1116-1 [3] for a listening room are shown in Fig. 2.4.

That type of a listening room represents a typical condition for evaluating

16
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Tm

Tn

63 100 200 4 000 8 000
f (Hz)

+ 0.3 s

+ 0.05 s

– 0.05 s

+ 0.1 s
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Figure 2.4. Tolerance limits for the listening room reverberation time as a function
of frequency according to recommendation ITU-R BS.1116-1 [3]. Tm =

0.25s( V
100m3 )

1/3denotes the average reverberation time for the room volume
V . For a listening room with V = 100m3, the defined upper limits for the
reverberation time range from 0.55 seconds in 63 Hz to 0.3 seconds between
200 Hz and 4 kHz.

Pressure microphone
(omnidirectional)

Diaphragm

Pressure-gradient
mirophone
(directional)

Figure 2.5. Illustration of the principles of pressure and pressure-gradient microphones.
With the pressure-gradient microphone, the arrival angle of the sound affects
the delay and thus the phase difference in the pressure at the sides of the
diaphragm, which in turn affects the amplitude of the produced signal.

the quality of audio technologies.

In most listening conditions, the amount of sound energy from the in-

direct paths is high. For example, Koski [4] measured a listening room

with relatively directional loudspeakers and observed that the energy of

the direct sound was only 1dB higher than the combined energy of the

indirect sounds.

2.2 Microphones, loudspeakers, and headphones

Electroacoustic transducers can be used to obtain the transformation be-

tween the pressure variations, which is the sound, and the electric signals

17
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1
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(pressure gradient)                   

Figure 2.6. A set of first-order microphone patterns. The back lobes of the rightmost
patterns have a negative amplitude.

[5]. The pressure without directional dependency can be measured by ex-

posing a diaphragm to the acoustic environment only from one side, while

the other side is a closed cavity, and by measuring the displacement of the

diaphragm. A pressure-gradient microphone can be built by also allowing

the pressure variation at the other side of the diaphragm (Fig. 2.5). The

angle of the sound arriving to the microphone affects the delay and thus

the phase difference between the sides of the diaphragm, which in turn

affects the amplitude of the produced electric signal.

The first-order microphone patterns (Fig. 2.6) are such that can be ob-

tained by combining the signals from a pressure microphone and a pressure-

gradient microphone in the same position. They can also be built acous-

tically by controlling the access of the sound pressure at one side of the

diaphragm. Second and higher order microphones can be built by us-

ing several transducers and forming the spatial selectivity electronically.

However, their sensitivity to, for example, wind noise and proximity ef-

fects limits their use in practice [5].

Loudspeakers also have directional characteristics. A typical loudspeaker

has a narrower emission pattern in the high frequencies than in the low

frequencies (Fig. 2.7). Therefore, a controlled sound field in a listening

position can be in the most straightforward manner produced in an ane-

choic chamber, which is a practical condition for many psychoacoustical

listening experiments. For certain applications, such as virtual acoustic

modeling [6, 7] or perceptual reproduction of sound fields [8], the anechoic

condition also avoids superimposing the effects of the virtually reproduced

acoustic scene and the real room in which the listening takes place.

Headphones convey the sound directly to the ears, thus omitting the

room. The sound does not have the same natural, individualized charac-

teristics that it does when arriving at the listener’s ears from external

sources. To approximate with headphones the same sound at the ear

canals that would occur in a room with a loudspeaker, one option is to

18
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Figure 2.7. Measured horizontal directivity pattern of a Genelec 8030A loudspeaker. In
the figure, the loudspeaker is assumed to be equalized with respect to the
main axis.

Figure 2.8. Amplification patterns of the four coincident microphones of a B-format mi-
crophone. Each of the figure-of-eight patterns has an inverse amplitude in
one direction.

measure the responses, hLS, from the loudspeaker to the ear canals with-

out headphones and the responses, hHP, from headphones to the same

measurement points. Inverse filters that are designed to equalize the re-

sponses hHP to flat spectra are applied to hLS. In an ideal case, the result

is a set of responses that can be applied to process the sound reproduced

by the headphones so that it is perceptually the same as listening to the

measured loudspeaker in the room. Such principles for headphone sound

reproduction have been applied, for example, by Hiekkanen et al. [9] and

Smyth et al. [10]. An alternative option for headphone equalization is

simply to optimize the spectrum in terms of the preference [11].
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2.3 Estimating sound field parameters using first-order coincident
microphones

Sound field modeling is applied in adaptive microphone techniques to ob-

tain spatial information that has a higher spatial resolution than can oth-

erwise be obtained with the available microphones. Publication II and

Publication III discuss spatial sound reproduction based on sound field

analysis using a B-format microphone. The B-format microphone is com-

posed of a pressure microphone and three pressure-gradient microphones

that are ideally in the same position and organized orthogonally as in

Fig. 2.8. It is assumed that the pressure-gradient microphones have been

adjusted so that their maximum amplification is
√
2 times that of the

pressure microphone. From such a set of microphones, it is possible to

estimate the direction of arrival (DOA) of an assumed plane wave at the

measurement point as well as the diffuseness, ψ, which is a parameter

between 0 and 1 expressing the portion of the sound energy that is not

flowing in any particular direction. An example of a diffuse field is re-

verberation. DOA and ψ are a parameter set that has particular percep-

tual significance when measured adaptively in frequency bands since they

contain information about the inter-aural cues (Section 3.4.1) that would

occur for a listener in the same position.

Let us first formulate the physical parameters sound pressure, p(t), and

the sound particle velocity, u(t), from the B-format signals, bw(t), bx(t),

by(t), and bz(t), in which bw(t) is the signal from the pressure microphone.

The sound pressure can be estimated as

p(t) ∝ bw(t). (2.1)

By assuming a plane wave, the particle velocity can be estimated as [12]

u(t) ∝ − 1

p0c
√
2

⎡
⎢⎢⎣

bx(t)

by(t)

bz(t)

⎤
⎥⎥⎦ , (2.2)

where p0 is the mean density of air and c is the speed of sound. From p(t)

and u(t), the sound field intensity vector, i(t), and the energy density, e(t),

can be obtained [12]:

i(t) = p(t)u(t) (2.3)

e(t) =
p0
2
|u(t)|2 + |p(t)|2

2p0c2
. (2.4)
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The variable i(t) expresses the direction and the magnitude of the flow of

the sound energy. The parameters in Eqs. (2.3) and (2.4) can be applied to

estimate DOA and ψ as follows:

DOA = arg (E[−i(t)]) , (2.5)

where E[ ] is the expectation operator, and [13]

ψ = 1− |E[i(t)]|
cE[e(t)]

. (2.6)

Also other conditions than diffuse sound fields, such as two opposing plane

waves, can generate ψ ≈ 1. In such a case, the DOA estimate does not

necessarily express the organization of the sound scene, but simply the

opposite of the mean flow direction of the sound energy.

The constants p0 and c do not contribute to the estimated DOA in Eq. (2.5),

and they are also negated from the formulation of ψ in Eq. (2.6) in cases

in which the estimation of p(t) and u(t) takes place as in Eqs. (2.1) and

(2.2). For such cases,

ψ = 1−
√
2

∣∣∣∣∣∣∣∣
E

⎡
⎢⎢⎣bw(t)

⎛
⎜⎜⎝

bx(t)

by(t)

bz(t)

⎞
⎟⎟⎠
⎤
⎥⎥⎦
∣∣∣∣∣∣∣∣

E
[
b2w(t) +

b2x(t)+b2y(t)+b2z(t)

2

] . (2.7)
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3. Perception

Information on the properties of human hearing provides the guidelines

for building perceptually motivated audio DSP systems. Within the scope

of this thesis, the points of interest are how the sounds entering the ear

canals are transformed into frequency components and how the frequency

representation can be observed in the way the sounds are perceived and

localized.

3.1 Ear and its frequency transform

The ear, and the cochlea in particular, decomposes sounds into neural

signals representing different frequencies. The process is illustrated in

Fig. 3.1, and has the following steps: First, the pressure variations are

conveyed by the ear canal to the movement of the eardrum. The mechani-

cal movement is transmitted by the ossicles, which are a group of bones in

the middle ear, to the opening of the cochlea. The basilar membrane is a

structure in the cochlea that varies in stiffness and width along its length.

Thus, the traveling wave causes a response to the membrane with specific

spatial distribution depending on the frequency content of the stimulus
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Figure 3.1. Simplified diagram of the ear [14], transforming the pressure waves into neu-
ral signals with frequency selectivity.
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Figure 3.2. Distribution of the amplitude variation in the basilar membrane for different
frequencies [15] (figure adapted from [14]).

[15] (Fig. 3.2). The hair cells at the different locations of the basilar mem-

brane react to the displacement. Neural signals are generated in response

and are the basis for the higher neural processes to form the auditory per-

ception.

3.2 Auditory frequency selectivity

Although a tone has a wide response to the basilar membrane (Fig. 3.2)

depending on the loudness and frequency of the tone, its pitch can be de-

tected with a just-noticeable difference as low as 1 Hz [16]. The perceptual

effects with a lower frequency resolution can be observed for simultane-

ous sounds and complete acoustic scenes. The shape of the auditory fil-

ters contributing to such selectivity have been studied by Glasberg and

Moore [17], who conducted detection experiments using a wideband noise

masker with a notch in its spectrum and a sinusoid to be detected. The

study provided a practical equation for determining the bandwidths of the

auditory filters as equivalent rectangular bandwidths (ERBs):

BERB(f) = 24.7(0.00437f + 1Hz). (3.1)

The ERB scale has been applied, for example, as part of a masking model

for audio coding [18], in which the modeled auditory filter spacing and

width are determined using the ERB scale.

In a study by Zwicker et al. [19], the auditory bandwidths were deter-

mined as such in which the perceived loudness is a function of the signal

energy but not its spectral distribution within the band. The bandwidths

were provided as the Bark scale table in [20]. Bandwidths similar to the

Bark scale have been applied, for example, in MPEG Surround [21] as the

resolution in which a set of perceptually relevant inter-channel parame-
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Figure 3.4. Masking thresholds generated by narrowband noises produced individually
at 250 Hz, 1 kHz, and 4 kHz (figure adapted from [22]). The bottom dashed
line is the absolute hearing threshold.

ters are transmitted. Although the Bark bands and the ERBs describe

phenomena that are continuous with respect to the center frequency of

the bands, in practical applications the resolutions are typically approx-

imated as fixed bands in a sequence across the frequency. The discussed

scales are illustrated in Fig. 3.3.

3.3 Auditory masking

A sound can remain unperceived in the presence of another louder sound,

which is called auditory masking [22, 23]. The threshold below which a

sound is not perceived is the masking threshold. As an example, Fastl and

Zwicker [22] presented the masking thresholds produced individually by

three narrowband noise signals (see Fig. 3.4). The tonality of the masker

and stimulus also contribute to the effect, such as when two tones close
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Figure 3.5. Masking thresholds generated by narrowband noises at different levels (fig-
ure adapted from [22]).

Figure 3.6. Plane wave arriving to a listener. The head shadowing and reflections from
the torso and pinnae provide a spectro-temporal pattern at the ear canals
characterizing the direction of the arriving sound.

in frequency can produce a perception of beating [23]. The shape of the

masking threshold also varies as a function of the level (Fig 3.5). Masking

effects can also be observed with non-simultaneous signals if the masked

signal occurs within approximately 200 ms of the cessation of the masker

[24].

3.4 Binaural hearing

The auditory localization of sound sources is based on the ability of the

hearing system to integrate neural signals from both ears, which is re-

ferred to as binaural hearing. The auditory system has processes for de-
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coding level and delay differences between the ear signals for localization

purposes [25]. The significance of the level and the delay differences for

the localization is based on physical phenomena. For example, when con-

sidering the scenario of a plane wave arriving to a listener in a free field

(Fig. 3.6), the angle of the arriving sound affects the inter-aural time dif-

ference and the spectrum of the sound at both ears due to the difference

in distance and the acoustic effects of the head, torso, and pinnae. These

spectro-temporal effects are in a degree individual. The localization per-

formance has a tendency to be lower in cases when the sounds entering

another subject’s ears are synthetically reproduced for the listener [26].

For a scenario similar to the plane wave shown in Fig. 3.6, Plogsties et

al. identified that the perceptual information for localization is contained

by the spectra at the ears and one wide band inter-aural delay parameter

[27].

3.4.1 Inter-aural cues

In perceptual spatial sound processing, the sound is decomposed into fre-

quency bands, such as the Bark bands, in which the perceptually rele-

vant inter-aural characteristics are analyzed and processed. Assuming

complex-valued left and right ear frequency band signal sequences, l(n)

and r(n), where n is a time index, the inter-aural level difference (ILD) is

ILD = 10 log10

(
E
[|l(n)|2]

E [|r(n)|2]

)
, (3.2)

and the inter-aural phase difference (IPD) is

IPD = arg (E [l(n)r∗(n)]) , (3.3)

where r∗(n) is the complex conjugate of r(n). Assuming narrow-band sig-

nals with a center frequency fb, the IPD defined between ±π and the inter-

aural time difference (ITD) have the following relationship:

IPD = [(ITD · 2πfb + π) mod 2π]− π. (3.4)

The overall energy, E
[|l(n)|2] + E

[|r(n)|2], as a function of frequency

is also relevant for localization, since it contains information about the

source elevation within the cone of confusion in which the ILD and ITD

cues are similar (Fig. 3.7). The reflections from the torso and pinnae con-

tribute to these cues.

In typical sound scenes where reverberation or several simultaneous

sources are present, a further relevant cue is the inter-aural coherence
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Figure 3.7. Cone of confusion (figure from [28]), in which inter-aural level and time dif-
ferences are similar. The spherical coordinate system (θcc, φcc) reflects to this
property.

(IC) [29], which is a similarity index of the frequency band signals be-

tween 0 and 1. It is obtained as follows:

IC =
E [|l(n)r∗(n)|]
E [|l(n)||r(n)|] . (3.5)

The inter-aural cues occurring in a set of simplified sound field condi-

tions are illustrated in Fig. 3.8. The analysis of ILD and ITD is based on

a database of free field binaural impulse responses provided by Algazi et

al. [30]. The illustrated diffuse field IC is based on the formula provided

by Borß and Martin [31]:

ICψ(f) =
sin (fπ/(550Hz))

fπ/(550Hz)
max(0, 1− f/(2700Hz)). (3.6)

Note that Eq. (3.6) applies a slightly different definition than Eq. (3.5),

since it includes also negative real values, which is equivalent to an IPD

offset by π.

In addition to the inter-aural cues discussed in this section, other phe-

nomena may also affect the spatial perception. These include the prece-

dence effect [32], in which the first sound out of a coherent group of sounds

to arrive at the ears can dominate the perception, and cross-modal spatial

interaction of the auditory and visual inputs [33].
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4. Signal processing in the
time-frequency domain

The audio processing task, whether motivated perceptually or physically,

is realized with digital signal processing techniques. Within the scope

of this dissertation, the transformation of the signal waveform into fre-

quency bands is a point of focus. Further topics covered in this chapter are

the perceptually relevant inter-channel stochastic measures in the trans-

form domain and the decorrelation processes that are necessary for the

applications that require increasing the number of incoherent channels.

4.1 Fundamentals

First, the basics of time-frequency domain DSP are reviewed.

4.1.1 Discrete Fourier transform (DFT) and positive and
negative frequencies

A complex-valued representation is often applied to represent the signal

in the time-frequency domain. The magnitude and the phase of a com-

plex time-frequency sample determine the magnitude and the phase of

the sound at a single frequency at a certain instant in time. A fundamen-

tal frequency decomposition in the field is the discrete Fourier transform

(DFT), which for an N length signal sequence x(n) is as follows:

X(k) =

N−1∑
n=0

x(n)e−i2πkn/N , (4.1)

where k = 0, ..., N − 1 is the frequency index. The DFT formulates the

correlation between the sequence, x(n), and a set of complex tone se-

quences, e−i2πkn/N . The tone sequences have frequencies ranging from

0 to 2πk(N − 1)/N radians per sample. The frequencies beyond π can be

considered negative frequencies since e−i2πkn/N = ei2π(N−k)n/N . Since x(n)

is real, the positive and the negative frequencies in the DFT are conjugate
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symmetric. The symmetry points are the Nyquist frequency, k = N/2, and

the DC frequency, k = 0. For real signals, the imaginary parts of the pos-

itive and the negative frequencies cancel each other out in the inverse

DFT, which is defined as

x(n) =
1

N

N−1∑
k=0

X(k)ei2πkn/N . (4.2)

4.1.2 Sampling

Discrete signals with the sampling rate Fs can only represent frequencies

below the Nyquist frequency, f = Fs/2, which is the same as the normal-

ized angular frequency ω = π radians per sample. The property can be ob-

served in Eq. (4.1), in which the tone sequences with frequencies beyond

π radians per sample produce spectral coefficients that are equivalent to

specific tone sequences with frequencies within the interval ±π.

Downsampling is applied in the time-frequency transforms to avoid re-

dundancies when representing the narrowband signals. Downsampling

with a factor K means that only every Kth sample is preserved while the

other samples are discarded. This changes the sampling rate, and causes

all frequencies beyond the new Nyquist frequencies, ±Fs/(2K), to fold in

between that interval. Upsampling is applied to re-map the frequencies

at their original intervals. In upsampling with a factor K, a sequence of

K − 1 zeros is appended after every sample. In that case, the repetitive

nature of the spectrum is actualized as a set of duplicate frequency compo-

nents in the new sampling interval. The spectral effects of downsampling

and upsampling are illustrated in Fig. 4.1.

4.1.3 Modulation with tone sequences

The modulation of a signal sequence, x(n), with a tone sequence refers to

an operation in which each of its samples is multiplied by a corresponding

sample from the tone sequence. The real-valued modulation is

xmodR(n) = x(n) cos(ωn) = x(n)
eiωn + e−iωn

2
, (4.3)

and the complex-valued modulation is

xmodC(n) = x(n)eiωn. (4.4)

The modulation is applied in the time-frequency transforms to shift the

spectrum of a low-pass filter as band-pass filters. When modulated, the
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Figure 4.1. Signal with a band-limited spectrum is first downsampled (with a factor
K = 8). The frequencies are folded to the limits set by the new sampling
frequency. After upsampling with the same factor, the frequencies are repli-
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Figure 4.2. When a signal is modulated with a tone sequence with a frequency f =

ωFs/(2π), its spectrum is centered with respect to that frequency. A
real-valued modulator produces positive and negative frequencies, while a
complex-valued modulator produces only one polarity.

spectrum of the signal is centered with respect to the frequency of the

modulator. A real modulator produces positive and negative frequencies.

A complex modulator produces only one of the polarities (Fig. 4.2).

4.1.4 Aliasing

Aliasing is a feature in digital signal processing in which signal compo-

nents can appear that were not present in the original signals. In the

time-frequency DSP, the unwanted aliasing is avoided, negated, or suffi-

ciently suppressed to avoid perceived distortions to the sound.

Distractive aliasing components can emerge if the applied time-frequency

transform prominently relies on signal cancellation properties between

the different samples in the time-frequency domain, which is a typical

feature of the non-redundant time-frequency representations. Removing
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Figure 4.3. Illustration of a condition where time aliasing can occur during adaptive
processing. The upper figure is the original signal, and the lower figure
shows the time domain counterparts of the modified discrete cosine trans-
forms (MDCTs), described in Section 4.2.3, of frames with a length of 1024
samples each. The time-domain aliasing component is cancelled if the signals
are unprocessed. In this illustration, the analysis and the synthesis windows
of MDCT are rectangular.

or modifying a time-frequency component with such a transform can re-

sult in the appearance of an aliasing component. Aliasing on the time

axis is illustrated in Fig. 4.3 and on the frequency axis in Fig. 4.4, for

non-redundant time-frequency transforms.

4.1.5 Window functions

Window functions are short-time weighting sequences that are applied to

the amplitudes of short-time signal sequences. The window functions are

typically such that they rise and fall smoothly, and thus remove the sharp

onsets that could occur due to the arbitrary selection of a sequence from a

continuous waveform. Onsets and offsets would otherwise bias the spec-

tral analysis, since they correspond to a wide spectrum in the transform

domain. A window function can be optimized to, for example, preserve

the spectral selectivity in the neighborhood of a frequency or to minimize

the spectral spread to regions farther away from a frequency. Typically in

adaptive time-frequency processing, an analysis window sequence, wa(n),

is applied prior to the spectral decomposition, and a synthesis window

sequence, ws(n), is applied after the inverse transform. Assuming win-

dows of N samples and a hop size of N/2 samples, wa(n) and ws(n) can be

designed such that the amplitude preservation property is obtained:

wa(n)ws(n) + wa(n+N/2)ws(n+N/2) = 1 , for n = 0, ..., (N/2− 1).

(4.5)
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Figure 4.4. Illustration of a condition where frequency aliasing can occur during adaptive
processing. The original tonal signal and its spectrum is shown in the left
column, and the time domain counterparts of the pseudo quadrature mirror
filter (PQMF) bank subband signals, described in Section 4.2.4, and their
spectra are shown in the right column. The second peak in the PQFM band
spectra is an aliased frequency that is cancelled in case the signals are not
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waveforms.

4.2 Time-frequency transforms

In this section the time-frequency transforms that are applied in the tech-

niques discussed in Chapters 5 and 6 are reviewed. In addition to the dis-

cussed solutions, a variety of further decompositions exist, such as to de-

sign and apply a set of band-pass filters to the signal, as was implemented

as part of the listening experiments discussed in Publication II. The fol-

lowing terms are applied to discuss the properties of the filterbanks:

• Critical sampling means that after the transform, the combined sam-

pling rate of the frequency bands is the same as that of the original sig-

nal. Critical sampling is a property for minimizing redundancy, which is

relevant for audio coding. An example of a critically sampled transform

is one that decomposes a real-valued signal using sampling rate of Fs to

K real-valued bands, each with a sampling rate of Fs/K.

• Oversampling means that after the transform, the combined sampling

rate is higher than that of the original signal. The feature is typical

of transforms intended for robust signal adjustments. When consider-

ing the previous example of a sampling rate of Fs and K bands with

a sampling rate of Fs/K, if the output bands are complex valued, the

transform is then oversampled by a factor of two.
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• Perfect reconstruction means that the original signal waveform can be

exactly obtained after the inverse transform, if the signals are not oth-

erwise altered during the process.

• Near-perfect reconstruction means that the original signal can be ob-

tained with a high degree of accuracy, but not exactly. The distortion

produced by the transform itself is present but negligible in practice.

The difference between perfect and near-perfect reconstruction proper-

ties is mostly descriptive when it comes to audio.

4.2.1 Short-time Fourier transform (STFT)

The short-time Fourier transform (STFT) is a typical approach applied in

the literature (for example [8, 34, 35, 36, 37, 38, 39, 40, 41] and Publica-

tion III). With STFT, an analysis window sequence, wa(n), is applied to a

signal sequence, x(n), and the result is transformed into frequency bands

using the DFT in Eq. (4.1). STFT analysis can be expressed as

X(k) =

N−1∑
n=0

wa(n)x(n)e
−i2πkn/N , (4.6)

and the inverse STFT, with the synthesis window sequence, ws(n), as

y(n) =
1

N
ws(n)

N−1∑
k=0

X(k)ei2πkn/N . (4.7)

In practice, STFT is performed using the fast Fourier transform (FFT).

Due to the windowing and overlapping frames, the representation is over-

sampled. STFT can be configured as a perfect reconstruction transform

by designing the window sequences as in Eq. (4.5).

In STFT only the positive and DC and Nyquist frequencies are pro-

cessed. Prior to the inverse FFT, the positive frequencies are conjugate

copied to the corresponding negative frequencies to obtain the real-valued

output signals, or alternatively, an inverse FFT that assumes a real-valued

output is applied.

An illustrative feature of STFT representation for time-frequency adap-

tive processing is that each STFT sample, due to the definition of the

DFT, corresponds to a circularly continuous tone (Fig. 4.5). If the forward

transform has involved windowing or zero padding prior to the FFT, the

STFT components are simply phase-organized so that the frequency band

signals cancel or amplify each other to form the envelope of the window
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Figure 4.5. STFT analysis of a Hann-windowed and zero-padded step function. The
STFT bins correspond to circular tones through the whole window, but orga-
nized by phase and amplitude in such a way that when summed, the original
signal shape is obtained. Significant magnitude or phase processing removes
the phase organization, which potentially spreads the waveform to the whole
frame. In a typical implementation, such effects are suppressed by a synthe-
sis window.

function and zero padding. For this reason, in case the STFT data are ar-

bitrarily modified, the time-domain representation of the same data will

no longer have the original windowed shape. Furthermore, due to the cir-

cular representation, the values at the edges of the frame may not be zero

(Fig. 4.6). The non-zero edges would produce wideband transient artifacts

at the output signal, and the conventional method for suppressing such

effects is to apply the synthesis window.

4.2.2 Alias-free STFT

With a compromise of the increased CPU load, it is possible to process

the STFT bins in such a way that the processing is equivalent to a time-

domain convolution with an adaptive FIR filter. Such a linearized ap-

proach avoids the circular effects of the traditional STFT, which may be

a source of perceivable roughness even if a synthesis window is applied.

The method involves extending the signal frame with zero padding and

also pre-processing the complex processing multipliers (the STFT domain

magnitude and phase operators) in such a way that the non-zero part of

their time domain counterpart is limited in length. The steps for pro-

cessing the multipliers involve applying inverse FFT, windowing, zero

padding, and FFT prior to applying them to the STFT signal frame (Fig. 4.7).

The combined length of the non-zero parts of the time-domain counter-

parts need to be at maximum the same as the combined length of their

zero-padding parts to avoid the circular convolution effects completely.
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Figure 4.6. Example of the circular effects that could occur during STFT processing. The
input is a unity impulse. The signal is windowed in this case using a square-
root Hann window and then processed using a steep STFT domain, zero-
phase, low-pass filter with a gain. The resulting signal is aliased in time.
The synthesis filter suppresses the effects of the edge discontinuity.

With such an approach, no synthesis window is necessary. The method

was observed perceptually more robust than the traditional STFT in infor-

mal experiments in Publication III. Different STFT techniques including

the one described in this section have been discussed by Vickers [42].

4.2.3 Modified discrete cosine transform (MDCT)

The modified discrete cosine transform (MDCT) is a perfect reconstruc-

tion, real-valued, and critically sampled transform. MDCT is applied in

audio coding due to its non-redundancy and its property of representing

narrowband signals with a relatively small number of prominent spec-

tral coefficients [43, 44]. However, MDCT is not designed to be robust for

purposeful signal adjustments in the time-frequency domain.

MDCT analyzes the signal in half overlapping sequences. The frequency

partials of the MDCT represent sinusoids that are odd symmetric in the

first half and even symmetric in the second half of the frame (Fig. 4.8).

For this reason, the individual MDCT frames generate temporal aliasing,

which is countered by the opposite effect of the next frame. The real-

valued amplitudes of the MDCT representation determine the amplitudes

of the corresponding frequency components within the frame.

Like STFT, MDCT formulates a correlation of a windowed signal se-

quence with a set of tone sequences. With MDCT, the tone sequences
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Figure 4.7. Alias-free STFT processing. The multipliers at the individual STFT lines
are preprocessed: First, they are transformed into time domain, and the re-
sponse is shifted circularly (fftshift), which centers the response in the middle
of the window. The coefficients are then time-windowed so that abrupt win-
dow edges do not affect the spectrum. The response is appended with zero
padding and the result is transformed using FFT to obtain the processed
STFT domain multipliers. The combined length of the zero padding must be
at least the combined length of the non-zero parts to obtain alias-free STFT
processing. No synthesis window is necessary in this approach.

are real-valued. MDCT can be defined as follows. Let us denote X(k)

where k = 0, ..., (N − 1) as the MDCT components and x(n) where n =

0, ..., (2N − 1) as the time-domain sequence. The forward MDCT is

X(k) =
2N−1∑
n=0

wa(n)x(n) cos

[
π

N

(
n+

1

2
+

N

2

)(
k +

1

2

)]
, (4.8)

whereas the inverse MDCT used to obtain time-domain output signal se-

quence, y(n), is

y(n) =
2

N
ws(n)

N−1∑
k=0

X(k) cos

[
π

N

(
n+

1

2
+

N

2

)(
k +

1

2

)]
. (4.9)

The window sequences must satisfy the amplitude preservation condition

in Eq (4.5). Furthermore, they must be designed such that the aliasing

cancellation property is preserved. These criteria are fulfilled, for exam-

ple, by [44]

wa(n) = ws(n) = sin
( π

4N
(2n+ 1)

)
. (4.10)

4.2.4 Pseudo quadrature mirror filter (PQMF) bank

The pseudo quadrature mirror filter (PQMF) bank is a real-valued, critically-

sampled filter bank and thus also a transform for audio coding. With

PQMF, a low-pass prototype FIR filter response, hp(n), is designed and
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Figure 4.8. MDCT decomposition of a triangular impulse, using a window function as in
Eq. (4.10). Before synthesis windowing, the MDCT frequency partials (right
column) correspond to sinusoids that are odd symmetric in the first half of
the frame and even symmetric in the second half of the frame. The property
results in the time-aliasing components, which are cancelled out by the op-
posite effect of the next frame. The output frame (left column, at bottom) has
been synthesis windowed.

modulated with tone sequences to obtain the analysis band-pass filter re-

sponses, hak(n), and the synthesis band-pass filter responses, hsk(n), where

k = 0, ..,K − 1 is the band index. As illustrated in Fig. 4.9, the band-pass

signals, which are obtained by applying hak(n) to the signal, are down-

sampled to obtain the non-redundant form. At the synthesis stage, the

signals are upsampled so that the frequency content is duplicated to the

original frequencies, followed by the synthesis band-pass filters. Finally,

the bands are combined to form the output signal.

The criteria for a prototype low-pass filter response, hp(n), are that

x(n) y(n)

ha
1 ↓ K ↑ K hs

1

ha
2 ↓ K ↑ K hs

2

ha
K−1 ↓ K ↑ K hs

K−1

Time-
frequency
processing...

...
...

...

Figure 4.9. K-channel downsampled filter bank.
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energy is preserved between the adjacent bands, and that sufficient at-

tenuation in the non-adjacent bands is obtained to suppress the aliasing

components [45, 46]. For example, Cruz-Roldán et al. designed hp(n) by

adjusting the frequency of a windowed sinc-type low-pass filter so that

its frequency response fulfills the energy-preservation property [46]. The

analysis and synthesis filters have the same magnitude spectrum, and

thus, the amplitudes are preserved in total between the adjacent bands.

The downsampling-upsampling process is necessary because it reduces

redundancy, but it also generates aliasing frequency components that re-

main after the synthesis filter. With PQMF, such aliasing components

between the adjacent bands are inverses and cancel each other out when

the frequency band signals are not modified. The aliasing components

between the non-adjacent bands are suppressed by the synthesis filter to

the point of being negligible. Due to this design, the PQMF bank has the

near-perfect reconstruction property. If a frequency decomposition to very

narrow bands is intended, the order of the prototype filter must be high.

The PQMF bank band filters are defined as follows. Let us denote N

as the prototype filter order, n = 0, ..., N − 1 as the time index, K as the

number of bands, and k = 0, ...,K − 1 as the frequency band index. The

analysis filter responses are

hak(n) = hp(n) cos

[
π

2K
(2k + 1)

(
n− N

2
− K

2

)]
, (4.11)

and the synthesis filter responses are

hsk(n) = hp(n) cos

[
π

2K
(2k + 1)

(
n− N

2
+

K

2

)]
. (4.12)

An efficient implementation of the filter bank has been discussed by Roth-

weiler [47].

4.2.5 Complex QMF

For signal adjustments in the time-frequency domain, the property of

PQMF in which the neighboring bands are linked for aliasing cancellation

is not desirable. The ability to process the bands independently without

such aliasing can be achieved by applying complex modulators instead of

the real modulators in Eqs (4.11) and (4.12):

hak(n) = hp(n) exp

[
i
π

2K
(2k + 1)

(
n− N

2
− K

2

)]
, (4.13)

and

hsk(n) = hp(n) exp

[
i
π

2K
(2k + 1)

(
n− N

2
+

K

2

)]
, (4.14)
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Figure 4.10. Real-modulated PQMF (left) and complex-modulated QMF (right) subband
filtering with a downsampling factor of K = 8. In real-valued processing,
the positive and negative frequencies alias on top of each other during the
downsampling-upsampling process. The aliased frequencies remain promi-
nent after the synthesis filter. The neighboring frequency bands have the
same aliasing components, but with the opposite sign, thus canceling the
effect. With complex-modulated processing, such aliasing components are
absent in the first place, and thus the bands can be processed independently.

where exp [a] is the same as ea. The complex-modulation process entails

a data representation that is oversampled by a factor of two. The differ-

ence between the real and complex modulators can be illustrated by their

spectral representation (Fig. 4.10). The real modulators map the low-pass

prototype filter spectrum at both positive and negative frequencies, while

only one polarity is produced when using the complex modulation. In the

downsampling process, the positive and negative frequencies of the real

modulation wrap on top of each other. These frequencies then become the

aliasing components of the neighboring bands. With both modulators, the

aliasing components of the non-neighboring bands are present and sup-

pressed by the synthesis filter. The complex-modulated QMF is applied

in several perceptually motivated time-frequency spatial audio process-

ing techniques (for example [48, 41, 49], Publication IV, and Publication

V).
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in a uniform, complex-modulated QMF bank. Some bands are combined to
reduce complexity. The order of combination is specific since the outputs of
the secondary filter banks are not in order of the absolute frequency.

4.2.6 Sub-subband filtering of the complex QMF bands

A typical resolution in complex QMF processing is K = 64 frequency

bands, which with a sampling rate of 44.1 kHz results in bandwidths of

approximately 345 Hz. Assuming that the spatial hearing functions in a

resolution similar to ERB or Bark bands (Section 3.2), such a resolution is

not sufficient for the lowest frequencies. Therefore the implementations

discussed in [48, 41, 49] and in Publication V have applied a cascaded

filter bank at the lowest frequency bands (Fig. 4.11) to obtain a higher

frequency selectivity. In one configuration, the implementation involves

dividing the lowest three bands by 8, 4, and 4 bands filter banks with-

out further downsampling. The filters are designed such that the original

complex QMF band signals can be obtained by a simple summation of

the sub-subbands. A corresponding delay is applied to the remaining 61

bands. The sub-subbands are further combined to reduce complexity. The

combination order is specific since the secondary filters are applied to the

downsampled complex QMF data (see Fig. 4.10), in which the frequen-

cies in the QMF band are circularly wrapped during the downsampling

process.
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4.3 Stochastic measures of the time-frequency signals

In several time-frequency processing techniques (for example [8, 48, 39,

41, 49]) the spatial sound is synthesized by controlling the energies and

interdependencies of the loudspeaker signals in the frequency bands. A

signal measure that contains the channel energies and the inter-channel

dependencies over a time-frequency area is its measured covariance ma-

trix. Let us denote xa(k, n) as the signal of frequency band k, time index n,

and channel a, and consider a time-frequency signal vector, x(k, n), with

M channels, defined as

x(k, n) =

⎡
⎢⎢⎢⎢⎢⎢⎣

x1(k, n)

x2(k, n)
...

xM (k, n)

⎤
⎥⎥⎥⎥⎥⎥⎦
. (4.15)

The estimated signal covariance matrix is then Cx = E
[
xxH
]
, where E [ ]

is the expectation operator and xH is the conjugate transpose of x. In a

practical implementation the expectation is typically implemented using

a mean operator over a time-frequency area. In Publication I and Publi-

cation III, the spatial sound processing was performed directly based on

the estimated Cx, whereas in many other applications the processing is

performed based on a subset of the information in Cx, namely a set of

inter-channel measures analogous to the binaural cues discussed in Sec-

tion 3.4.1. When the ath column and bth row entry in the matrix Cx is

denoted as cxab
, we can define the inter-channel level difference as

ICLDab = 10 log10

(
cxaa

cxbb

)
, (4.16)

the inter-channel phase difference as

ICPDab = arg (cxab
) , (4.17)

and the inter-channel coherence as

ICCab =
|cxab

|√
cxaacxbb

. (4.18)

The value ICCab is a normalized similarity index between 0 and 1, where

ICCab = 1 means that the signals are coherent although potentially with

level and phase differences, and ICCab = 0 means that the signals are

incoherent. Such a definition has been applied, for example, in [41] and

Publication V. A similar measure without the absolute value operator is

ICC′
ab =

cxab√
cxaacxbb

, (4.19)
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which also includes the angle of the complex-valued crossterm, cxab
. If the

imaginary part is ignored, the value ICC′
ab ranges from -1 to 1, and deter-

mines the inverse or in-phase coherence between the channel pair. Ignor-

ing the imaginary part means that π/2 out-of-phase signals are treated as

incoherent signals, which may be suitable, for example, for stereo upmix-

ing using a direct-ambience decomposition [39, 51].

4.4 Decorrelation

Decorrelation is a method for processing a signal in such a way that it has

ICC ≈ 0 with respect to the original signal and also with respect to the

processed signals from other decorrelators. Ideally, a decorrelator is de-

signed such that the perceptual characteristics of the sound are otherwise

least affected. Decorrelation is necessary for applications that increase

the number of independent channels, for example upmixing or surround

sound rendering from a few microphone signals.

Several types of decorrelators have been applied in the literature. These

include a convolution of the input signals with mutually incoherent noise

bursts (for example [52] and Publication III) or noise bursts with decay-

ing envelopes in the frequency bands [8]. Another approach is to apply

pseudo-random delays in the frequency bands [41, 53] (also Publication II)

or all-pass filters in the frequency bands [50]. In Publication IV, a unity-

amplitude, sparse-response decorrelator was applied. Decorrelation can

also be time variant [54], which may, however, cause amplitude modula-

tions for tonal signals. Regardless of the method used to decorrelate the

signal, a typical design principle is to apply shorter time-spreading effects

towards the higher frequencies [8, 41, 53]. In other words, in the higher

frequencies, the temporal structure is better preserved and broader spec-

tral effects are allowed, which is reasonable due to the lesser frequency

resolution in hearing. In the lower frequencies, longer time effects are

required to obtain sufficiently fine spectral quality when the decorrelated

and undecorrelated sounds are mixed.

When decorrelation is applied to transient signals, such as applause, the

previously impulsive sounds smear temporally [55, 56], which can be per-

ceived as degradation of sound quality. The solution proposed by Laitinen

et al. [55] was to bypass the transients from the decorrelators, whereas

Kuntz et al. [56] proposed switching a specific amplitude-steering decor-

relator for such signals. Publication III discusses the same phenomenon
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within the context of spatial sound recording and reproduction, and ap-

plies a method for optimizing the amount of the decorrelated sound en-

ergy.
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5. Time-frequency audio processing
techniques

In this chapter, a set of key applications in the field of perceptually moti-

vated time-frequency audio processing are reviewed.

5.1 Masking-based audio coding

With audio coding methods such as MPEG-1 Layer-3 (MP3) [58] and MPEG-

2 Advanced Audio Coding (AAC) [59, 60], the main means of reducing the

bit rate is to transform the signals into the time-frequency domain and to

optimize the quantization of the time-frequency samples using a percep-

tual masking model (Fig. 5.1). The quantization process generates noise,

and assuming that the perceptual model is accurate, the noise that is be-

low the masking threshold can remain without perceptual impact. The

critically sampled filter banks are preferred for the purpose, since signal

modifications except for the quantization are not intended and the prop-

erty of having the minimum number of data points for the transmission

is desired.

Figure 5.1. Block diagram of a perceptual-masking-based audio encoder and decoder
[57].
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Figure 5.2. Spectral Band Replication [61], in which only lower frequencies are trans-
mitted by the core coder, for example AAC, and the higher frequencies are
predicted based on the lower frequencies, and adjusted to better match the
original higher frequencies based on low bit rate side information.

5.2 Spectral Band Replication

By reducing the bit rate, a limit is eventually reached when the quantiza-

tion noise of a traditional audio coder prominently exceeds the masking

threshold. Thus, to optimize the quality in scenarios when bit rates of,

for example, 24 kilobits per second per channel are applied, the method

of Spectral Band Replication (SBR) [61] can be applied to utilize the typi-

cal temporal similarities between the low and the high frequencies. With

SBR, the higher frequencies are not transmitted, and the bits are instead

allocated to convey the lower frequencies more accurately, from which the

higher frequencies are predicted (Fig. 5.2). Side information with a low

bit rate is transmitted for adjusting the spectral envelope of the higher

frequencies to match better that of the original higher frequencies.

5.3 Parametric Stereo, MPEG Surround, and Spatial Audio Object
Coding

In stereo and multichannel transmission with low bit rates, the bit allo-

cation can be optimized by transmitting the spatial aspect as low bit rate

side information and transmitting only a reduced number of downmix au-

dio channels [37, 38, 62].

For stereo signals, Parametric Stereo (PS) [41, 63] (Fig. 5.3) can be used

to convey the channels using a mono downmix and the parametric side

information containing the inter-channel level and phase differences and

the inter-channel coherences in the frequency bands. MPEG Surround
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Figure 5.3. Parametric Stereo encoding and decoding [41]. The inter-channel level dif-
ferences, phase differences, and coherences are measured in the frequency
bands for transmission as low bit rate side information. The signals are
downmixed and encoded with a core coder, such as AAC. At the receiver end,
the AAC bitstream is decoded. The spatial properties of the stereo sound are
re-synthesized using amplitude and phase adjustments and decorrelation.

[48, 50] and MPEG Spatial Audio Object Coding (SAOC) [49] are also sim-

ilar parametric multi-channel techniques. MPEG Surround can be used

for efficient multi-channel transmission in stereo or mono downmix chan-

nels. SAOC provides a mixture of audio objects in the downmix channels,

the spatial rendering of which can be manually adjusted at the receiver

end based on the parametric side information. An example of an SAOC

application is game audio, where the different talker signals can be com-

bined to save the bit rate, but spatially rendered independently based on

the positioning of the talkers in the virtual environment.

The parametric side information can be embedded in the bit stream of

the core coder in such a way that a receiver without the parametric de-

coder can decode the downmix channels. The enhanced decoders can take

advantage of the parametric side information using the same bit stream.

The downmix channels can be encoded using, for example, AAC or adap-

tively with a speech codec, which is a technique applied in the recent Uni-

fied Speech and Audio Coding (USAC) scheme [43].

5.4 Directional Audio Coding

Directional Audio Coding (DirAC) [8] is a perceptually motivated approach

for spatial audio reproduction that aims to overcome the spatial selectiv-

ity limitations set by the available microphones.
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Figure 5.4. DirAC synthesis using the B-format signal (figure from Publication II). The
depicted implementation also makes use of virtual directional microphones,
discussed in Section 6.2.

DirAC applies a model of a single plane wave and a diffuse field in each

frequency band to perceptually model the sound field. The perceptual as-

sumption is that the model parameters direction of arrival (DOA) and dif-

fuseness, ψ, have a close relationship with the binaural cues that would

occur for a listener in the measurement position. Thus, reproducing a

sound field according to these parameters also reproduces the spatial per-

ception. The estimation of DOA and ψ was discussed in Section 2.3 for

the coincident B-format microphone. The same model parameters can

also be estimated using a small array of spaced omnidirectional micro-

phones either with a baffle [64] or without one [65], with a larger array

of microphones [66], or with a pair of coincident first-order microphones

[67]. The parameter ψ can also be estimated based on the fluctuation of

the analyzed intensity vector [68].

In DirAC synthesis (Fig. 5.4), the (1 − ψ) part of the total sound en-

ergy is reproduced in the direction determined by DOA using Vector Base

Amplitude Panning (VBAP) [69]. The ψ part of the total sound energy

is reproduced incoherently surrounding the listener. According to the lis-

tening tests in Publication II, this type of reproduction of the non-diffuse

and diffuse sounds in frequency bands results in high perceived quality of

reproduction.

Other models can also be applied for the sound field analysis. In Har-

monic Planewave Expansion (Harpex) [34], a model of two plane waves

is applied to the B-format signal, thus obtaining a representation that

could optimize the quality in scenarios with two concurrent sources. With

Harpex, the diffuseness is not modeled separately, but in diffuse condi-

tions the sound energy is nevertheless spatially spread due to the fluctu-
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Figure 5.5. Upmixing as proposed by Avendano and Jot [72]. A direct-ambience decom-
position is applied to obtain the rear ambience channels, and a 2-3 upmixer
is applied to obtain the center channel. The operators G(z) are decorrelating
all-pass filters.

ating analysis of the directions. Furthermore, a sound model that takes

into account multiple plane waves and diffuse sound has been applied

within the context of beamforming [70]. For enhancing the DirAC scheme,

the sound field can also be analyzed in a set of sectors in which the DirAC

analysis is performed [71]. The more elaborate sound field models may

provide increased spatial selectivity that can be applied, for example, for

optimizing the quality of the reproduction of sound scenes with multiple

simultaneous sources.

5.5 Stereo upmixing and enhancement

In adaptive stereo upmixing [39, 72], which was investigated also in Pub-

lication I, the stereo sound is modeled in frequency bands in terms of

the direct and ambient signal components that are re-distributed to the

extended loudspeaker setup (such as in Fig. 5.5). An example of a direct-

ambience model is to assume an amplitude panned direct source and in-

coherent equal energy ambience in the frequency bands, expressed as

x(k, n) =

⎡
⎣ √

g(k, n)√
1− g(k, n)

⎤
⎦ d(k, n) +

⎡
⎣ al(k, n)

ar(k, n)

⎤
⎦ , (5.1)

where 0 ≤ g(k, n) ≤ 1 is an energy panning coefficient, d(k, n) is the

amplitude-panned signal, and al(k, n) and ar(k, n) are the left and right
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channel ambience signals. According to the model, the two ambience com-

ponents and the amplitude-panned components are incoherent with re-

spect to each other, and the ambience energy is the same in both channels.

The model parameters, g(k, n), Ed(k, n) = E
[|d(k, n)|2], and Ea(k, n) =

E
[|al(k, n)|2] = E

[|ar(k, n)|2], can be solved uniquely based on Cx =

E
[
xxH
]
. Different direct-ambience models have been discussed in a study

by Merimaa et al. [73]. The benefits of upmixing stereo to a surround

setup with a center loudspeaker include improved reproduction of the pre-

viously panned center sources, surrounding reproduction of the ambience,

such as reverberation, and a larger sweet spot [39].

A concept similar to upmixing, but for headphone playback, involves

adaptively processing the frequency bands of a stereo signal to obtain the

natural binaural characteristics. Menzer and Faller [74] and Faller and

Breebaart [75] applied the direct-ambience signal analysis to process the

ambience signal to match the frequency band coherence occurring in a

diffuse sound field. The direct signal was processed using the head-related

transfer functions (HRTFs), which are free field transfer functions from

a source to both ears, or with binaural room impulse responses (BRIRs)

[75]. The procedure was reported in informal listening to improve the

perceived naturalness of the sound over the original stereo [74], and to

improve the width and accuracy of the sound stage over the conventional

methods of binaural processing of stereo sound [75].

5.6 Binaural processing

Binaural processing of the spatial audio can be straightforwardly imple-

mented in the time-frequency domain. Such approaches include the bin-

aural decoding of MPEG Surround by Breebaart et al. [76] and of DirAC

by Laitinen and Pulkki [77]. The HRTFs can be implemented simply as

pairs of complex multipliers in each frequency band (Fig. 5.6). The time-

frequency domain can also be practical for producing the room effect with

reverberation algorithms, for which the methods proposed in Publication

IV and in [78, 79] are applicable. With respect to the time domain re-

verberators, the frequency band reverberators benefit from the fact that

they can be optimized to perform more extensive processing, for instance

longer delay lines, at the lower frequencies, while saving on the complex-

ity at the higher frequencies.
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Frequency band ch 1
gl1e

i∗IPD1/2

gr1e
−i∗IPD1/2
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Frequency band ch 2
gl2e

i∗IPD2/2

gr2e
−i∗IPD2/2

...
...

Other HRTFs

Reverb

Other
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+

+

Frequency band ch L

Frequency band ch R

Figure 5.6. Binaural processing in the time-frequency domain using complex multipliers
corresponding to the HRTFs, and a frequency band reverberator.
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6. Novel techniques developed as part
of the dissertation work

The dissertation work involved developing perceptually motivated time-

frequency audio signal processing solutions, which are summarized in this

chapter.

6.1 Generalized and optimized framework for time-frequency
processing of spatial audio

In Publication I, an optimized spatial audio processing framework is pro-

posed based on the perceptual assumption that the spatial perception is

determined by the binaural cues (Section 3.4.1) in the frequency bands.

The binaural cues in turn are based on the channel energies and inter-

dependencies, which are expressed by the signal covariance matrix (Sec-

tion 4.3). The proposed method is an optimized solution for spatial sound

processing in this domain. The method functions based on three matrices

for each time-frequency tile:

• the measured input signal covariance matrix,

• the intended output signal covariance matrix, which expresses the tar-

get for the spatial synthesis task and is defined by the application, and

• the prototype matrix, which expresses the preferred mixtures of the in-

put signals for each of the output channels and is also defined by the

application.

According to these parameter matrices, the proposed method provides a

mixing matrix that translates the covariance matrix of the signal while

minimizing the square difference of the produced signal and the proto-
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type signal. The robustness of the mixing solution is optimized by limiting

the relative amplification of such principal components that have low en-

ergy. In case such regularization is active, the missing independent signal

energy is optionally replaced with decorrelated signal energy. The decor-

related signal energy is not applied more than this minimum necessary

amount. Simulations are provided to illustrate the ability of the method

to always obtain the target covariance matrix. Brief examples are pre-

sented how the method can be applied in several spatial audio processing

applications, including stereo and surround upmixing, downmixing, and

width effects. Due to its applicability to a wide variety of spatial audio

processing tasks, the proposed method is practical for rapid prototyping

of new techniques and concepts in the field.

6.2 Enhanced spatial sound synthesis methods in Directional
Audio Coding

In Publication II and Publication III, the focus is on improving the per-

ceived quality of the spatial sound synthesis in Directional Audio Coding

(DirAC). In Publication II, the usage of virtual directional microphones in

DirAC synthesis is studied and a set of listening tests evaluating the qual-

ity of reproduction is presented. The application of virtual microphones

means that the source signal intended for each loudspeaker is such a mix-

ture of the available microphone signals that provides spatial selectivity

towards the corresponding direction in the original sound scene. The ap-

proach has at least two benefits. First, if there are concurrent sources

active, for instance two talkers, the initial incoherence between the pro-

cessed channels ensures better spatial separation of the sources. As a

point of comparison, the perception of spatial attraction between two si-

multaneous sources can occur if the synthesis is based on an omnidirec-

tional signal. Second, the decorrelators can be adjusted more subtle, again

due to the initial incoherence of the channels. Listening tests were con-

ducted in an anechoic chamber and in a listening room using reference

scenes generated with virtual acoustics, including several sources, direct

paths, early reflections according to geometric models, and diffuse late re-

verberation. The application of virtual acoustic references makes direct

switching possible between a reference scene and its reproduction. The

study compared DirAC to two different first-order Ambisonic renderers,

which are directional microphone techniques without adaptive processing
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using a sound field model. The results showed a clear perceptual advan-

tage when using adaptive processing with the sound field model.

In Publication III, the covariance rendering method proposed in Pub-

lication I was applied to perform the DirAC synthesis. The goal was to

optimize the usage of the independent signal energy in the microphone

signals, in other words, to minimize the usage of the decorrelated energy.

The article describes how DirAC rendering can be expressed in terms

of the covariance matrix operations. Different microphone setups were

tested: A B-format microphone, a closely-spaced microphone array, and

an omnidirectional microphone. Simulations illustrate that when the co-

variance rendering method is applied, with respect to the legacy method

the relative amount of the applied decorrelated signal energy is clearly

reduced when there are several microphone signals available to perform

the synthesis. Listening tests confirmed that the reduction of the applied

decorrelated energy is beneficial for signals that have a perceptually rele-

vant temporal fine structure, such as applause and speech. With classical

guitar items, which are not affected much by the decorrelators, the per-

ceived quality of the proposed method and the legacy method was the

same. In the light of the results, if the optimized mixing procedure is ap-

plied, the spatial sound reproduction with a high sound quality can also

be obtained with a simple setup of closely-spaced omnidirectional micro-

phones.

6.3 Low-complexity reverberator

Publication IV presents a reverberation algorithm that is designed to

provide high-quality and low-complexity diffuse late reverberation in the

time-frequency domain. For each frequency band, the reverberator is com-

posed of a single attenuating delay loop and a decorrelator with matched

energy decay. The decorrelator is sparse and has a finite response, and its

energy decay is implemented by increasing the sparseness towards the

end of its response. The filter taps have a unity amplitude and are com-

plex multipliers 1, i, −1, or −i. Such a discretized selection of the phase

operations is motivated by their implementability as simple signal rout-

ing operations and inverses. The loop lengths and, correspondingly, the

decorrelator lengths vary as a function of frequency in such a way that,

in general, longer responses are applied towards the low frequencies. The

differing loop lengths in the frequency bands made it possible to optimize
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the processing power to the perceptually most relevant low frequencies,

and also to reduce the perception of repetitiveness. With the frequency

band approach, straightforward adjustments to the reverberation times

as a function of frequency are also obtained. The proposed reverberator

performed in the listening tests, on average, the same as the idealized

reverberator using incoherent Gaussian noise responses with a decay in

frequency bands. The proposed reverberator has been included as part of

a commercial system performing headphone surround sound synthesis on

mobile devices.

6.4 Phase-adaptive multi-channel downmixer

Publication V presents a phase-adaptive multi-channel downmixer that

functions in frequency bands based on the measured inter-channel ener-

gies and dependencies. The method pre-processes the phases of the fre-

quency bands of the input channels prior to the downmixing. The method

is formulated in such a way that highly interdependent, non-aligned chan-

nels are phase-processed to better match each other, while independent

channels remain unprocessed. By these means, the spectral artifacts are

reduced, such as the comb filtering artifact, which could occur if the input

signals are coherent but not aligned in time. A regularization step tak-

ing into account the signal cancellation effects across time, frequency, and

channels is applied to ensure robust sound quality under various con-

ditions. Finally, an adaptive equalizer ensures that the downmix is en-

ergy preserving. Simulations showed that the method can improve the

spectrum of the downmix signals with respect to the methods that do not

apply phase processing. Listening tests with a synthetic critical test set

showed a clear perceptual benefit when using the proposed method. A test

using real recordings from MPEG-H 3D audio test set [80] also showed

observable benefits. At 105th MPEG meeting, the proposed method was

selected as the downmixing technique to the reference model 0 (RM0) in

the MPEG-H 3D audio standard.
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7. Conclusions

The time-frequency processing of spatial audio is a field in which effi-

cient DSP techniques are applied to represent and process the audio sig-

nal in a domain that has relevance for human perception. Various time-

frequency transforms have been developed with differing properties, for

example, in terms of aliasing and redundancy. The existing techniques

have shown the benefits of the time-frequency approach for overcoming

many boundaries in the field of audio processing, such as to obtain ever

lower transmission bit rates for high-quality audio or to flexibly render

a perceptual replicate of a spatial sound scene at the receiver end based

on the measured sound from a simple set of microphones. The disser-

tation presented several novel techniques which were developed by the

author. These include a generally applicable and highly optimized time-

frequency spatial audio processing framework functioning in the percep-

tually relevant covariance matrix domain. The benefit of the framework

was shown by simulations and listening experiments within the context

of perceptual sound field reproduction. In another study, an efficient and

high-quality reverberation algorithm that functions in the time-frequency

domain was proposed. Finally, a phase-adaptive, multi-channel downmix-

ing technique was proposed that reduces the spectral artifacts that could

occur due to the non-aligned inter-channel dependencies. The method has

been selected as part of the forthcoming MPEG-H standard.
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