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Abstract
Recent trends in computational creativity research have drawn attention to multi-
modal models relating data from two or more modalities, such as text, image and
audio. Even though multimodal models have been demonstrated as a successful
approach to text-conditioned image generation, such models have not been as studied
for generative tasks in the audio domain. This work attempts to fill the gap by study-
ing audio and text conditioned abstract sound synthesis based on the multimodal
AudioCLIP model. By creating sound abstractions from user input, the studied
synthesis algorithm aims to allow such human-computer co-exploration with artificial
intelligence (AI) adaptable to artistic work. As a computational creativity support
tool, the studied algorithm is among the few tools offering AI-based ideation for
professional composers.

This work evaluates qualitatively the suitability of the suggested abstract sound
synthesis algorithm for co-creative ideation. While different approaches to abstract
sound synthesis were compared with experiments, the quality of the synthesized
sounds and their usefulness to artistic work were evaluated in a user study with
professional composers. As one of the main findings, the research reveals that the
AudioCLIP model is not effective enough for the studied multimodal generative task.
However, the synthesis-by-optimization approach adapted from an exemplary study is
able to create sounds that are interesting to professional composers. Ensuring stronger
resemblance between user-provided input and generated results and providing users
more control for steering the system are among the topics worth further research. In
addition, further research is motivated by professional composers’ need for automatic
tools to replace the manual work of idea generation from inspirational examples, as
observed in the user study.
Keywords abstract sound synthesis, co-creative ideation, creativity support tools,

computational creativity, multimodal artificial intelligence, differentiable
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Tiivistelmä
Laskennallista luovuutta koskevan tutkimuksen viimeaikaiset kehityssuunnat ovat
kiinnittäneet huomion multimodaalisiin malleihin, jotka yhdistävät dataa kahdesta
tai useammasta modaliteetista kuten teksti, kuva ja ääni. Vaikka multimodaalisten
mallien on osoitettu menestyvän hyvin tekstille ehdollistettujen kuvien luomisessa,
vastaavia malleja ei ole tutkittu yhtä paljon ääneen liittyvien luovien tehtävien osal-
ta. Tämä työ pyrkii vastaamaan edellä mainittuun puutteeseen tutkimalla äänellä
ja tekstillä ehdollistettua abstraktin äänen synteesiä, joka perustuu AudioCLIP-
nimiselle multimodaaliselle mallille. Luomalla ääniabstraktioita käyttäjäsyötteestä
tutkittu synteesialgoritmi pyrkii mahdollistamaan ihmisen ja tietokoneen välisen
yhteiseksploraation (eng. co-exploration) tekoälyä hyödyntäen siten, että se mukau-
tuu osaksi taiteellista työtä. Tutkittu algoritmi on yksi harvoista laskennallisista,
luovuutta tukevista työkaluista, jotka mahdollistavat tekoälyperusteisen ideoinnin
ammattisäveltäjille.

Käsillä oleva työ arvioi laadullisesti ehdotetun, abstraktia ääntä syntetisoivan
algoritmin sopivuutta kollaboratiiviseen luovaan ideointiin. Työssä verrataan eri lähes-
tymistapoja abstraktin äänen synteesiin kokeista saaduilla tuloksilla. Syntetisoitujen
äänten laatua ja systeemin hyötyä taiteelliselle työlle arvioidaan käyttäjätutkimuk-
sella, johon osallistui ammattisäveltäjiä. Eräs tärkeimmistä tutkimuksen löydöksistä
osoittaa, että AudioCLIP-malli ei ole tarpeeksi tehokas käytettäväksi tutkittuun
multimodaaliseen tehtävään. Kuitenkin eräästä esimerkkitutkimuksesta mukailtu
lähestymistapa synteesin optimointiin osoittautui kyvykkääksi luomaan ääniä, jotka
ammattisäveltäjät kokevat mielenkiintoisiksi. Tutkimuksen perusteella aiheita, jot-
ka ansaitsisivat lisää tutkimusta, ovat käyttäjäsyötteen ja luotujen tulosten välisen
vahvemman samankaltaisuuden varmistaminen sekä keinot tarjota käyttäjille lisää
mahdollisuuksia systeemin ohjaamiseen. Lisäksi jatkotutkimusta motivoi käyttäjä-
tutkimuksessa havaittu ammattisäveltäjien tarve automatisoiduille työkaluille, jotka
korvaavat musiikillisten ideoiden manuaalisen laatimisen inspiroivista esimerkeistä.
Avainsanat abstraktin äänen synteesi, kollaboratiivinen luova ideointi, luovuutta

tukevat työkalut, laskennallinen luovuus, multimodaalinen tekoäly,
differentioituva äänisynteesi
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1 Introduction
Computational creativity (CC), as a subfield of artificial intelligence (AI) research,
has gained increasing interest in recent years following advances in the applicability
of machine learning techniques to creative processes. As its main interest, CC
aims at researching and designing computational systems that behave in a manner
resembling what is perceived as creative behaviour for humans [1]. The domains
typically associated with creativity, such as visual arts, storytelling and musical
composition, have been of interest. For example, [2] studies the visual abstractions
generated when the computational process is fed with an exemplary image, while [3]
presents a framework for generating long-term consistent continuations for audios
given by the user. What is common for the vast variety of research directions in
CC is the attempt to generate novel artifacts by basing the generation process on
steering (textual) instructions or an exemplary artifact.

In the context of studies on CC, multimodality and multimodal models as the
technological approach are increasingly apparent. The term multimodal model
refers to a model that relates and learns features for multiple modalities in a shared
embedding space [4]. A well-known example is CLIP [5], operating between the
modalities of image and text. As common for multimodal models that can be fed
with data from more than one modality, the CLIP model is applicable for varying
tasks, ranging from image classification (image-to-text) [5] to creating images from
textual descriptions (text-to-image) [6]. As an extension of CLIP, the AudioCLIP
model [7] includes audio as the third modality. In general, multimodality in CC may
lay the grounding for multidisciplinary artistic work in AI-assisted creative processes.

While in the field of audio increasing amount of attention is given to music-related
CC systems and collaborative music composition between human and computer, sound
ideation and design as a creative process have barely been researched. This is reflected
in the proposal for the automatic foley sound synthesis challenge, encouraging more
study on the usage of generative models for foley arts [8]. Foley arts refer to the design,
composition and reproduction of environmental or everyday sounds traditionally
added during post-processing to multimedia works, such as documentaries and movies.

Also, the generation of abstract sound with AI-based multimodal tools has, to
date, not been studied. By abstract sound generation, here, we refer to generating
sound that does not fall into the category of environmental or urban sound, originating
from a recognizable sound source. Abstract sound, thus, by its character does not
act as a clear reference to something that is commonly known or equally perceived.
Even though music essentially is abstract by nature, in this context we exclude
music from our definition of abstract sound. Namely, most people, while hearing
a musical excerpt, separate it into its own distinct category due to its complex
multi-layered temporal structures, as a contrast to other abstract sounds without
such an established internal hierarchy. However, it should be noted that the line
between music and other abstract sounds, as well as music and noise, can be thin.

A recent trend in computational creativity support tools (CSTs), helping people
in tasks aiming at the creation of new artifacts, is by applying AI to assign more
creative responsibility to the system rather than assisting in the background [9].
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The so-called automated co-creativity as well as the ability of CSTs to offer human-
computer co-exploration make such tools potential for supporting composition work,
in particular, the ideation process preceding the composition of a new piece. As
abstract sound can be used for ideation in various musical genres and does not
necessarily account for a ready-made musical element, sound abstractions as output
seem appropriate for compositional ideation CSTs. For enabling the users to steer
and control the sound generation process with co-creative CSTs, sound abstractions
can be generated from user-provided exemplary input.

This master thesis aims at studying abstract sound synthesis in the domain of
CC by suggesting a compositional CST for sound ideation with AI. The suggested
computational tool builds on the multimodal AudioCLIP model, allowing the audio
and text modalities to be used. While AudiCLIP was originally developed for the
environmental sound classification task, it has not yet been studied or applied for
audio generation.

In this work, sound is synthesized from multiple sinusoids or sine waves, knowing
that in an ideal case any waveform can be reconstructed as a specific combination of
sinusoids [10]. As the system bases on simple sine waves and does not attempt to
recreate user-provided exemplary audios, the process results in sound abstractions,
as the simple drawings abstract prompted images in the study on the CLIPDraw
algorithm [6]. This work aims at studying whether the synthesis-by-optimization
approach used in the CLIPDraw algorithm is adaptable to the audio domain.

Moreover, this work studies the artistic value of the sounds created with the
designed tool. In order to do so, the designed abstract sound synthesis process was
assessed with experiments on the resemblance between the system input and output
as well as in a user study. The aim of the user study was to evaluate how the generated
sounds are perceived by professional composers and whether they would imagine
using the synthesized sounds in their artistic work. In addition, the participants were
interviewed on CSTs for compositional ideation in terms of their value, possibilities
and future directions. The motivation for directing the study towards these aspects
was the attempt to better understand how valuable and applicable such ideation
CSTs are for professional composition work.

The research questions (RQs) this thesis attempts to answer are:

• Objective

1. How to synthesize abstract sounds from sine waves applying the workflow
of [6] to the audio domain? (Section 3)

2. What are the results when using AudioCLIP in the objective function
for maximizing the similarity between user input and synthesized sound?
(Section 4)

• Subjective

3. Do professional composers find the synthesized sounds interesting? (Sec-
tion 5)
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4. Can a resemblance in terms of sound characteristics between generated
sounds and user input be recognized? (Section 5)

5. What is the artistic potential of the abstract sound synthesis process and
the synthesized sounds? (Section 5)

As a hypothesis, we assume that the approach adopted from CLIPDraw [6] is suitable
in the audio domain and can be successfully adapted using the AudioCLIP model.
We expect that the generated sound abstractions of the user input are recognizable
for their timbre and temporal shape. Additionally, we assume that the synthesized
sounds are found interesting by professional composers and have potential for artistic
work.

This work continues by introducing the relevant terms and concepts as well
as discussing the current state of the related research in Section 2. The chosen
research methods, developed abstract sound synthesis algorithm and other technical
approaches taken in the generative system are presented in Section 3. This is followed
by sections 4 and 5 describing the experiments and the user study conducted for
evaluating the abstract sound synthesis algorithm. Section 6, then, discusses the
results and answers to the RQs presented above. Lastly, Section 7 concludes the
thesis.
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2 Background
This section presents the key concepts and previous research related to the topic
of this work. The terms computational creativity and creativity support tools are
discussed. This is followed by introducing multimodal models, focusing in particular
on a few relevant examples. The discussion continues with a description of the
characteristics of sound, spectrograms, white noise and sinusoids. Lastly, the section
discusses research in the field of sound synthesis.

2.1 Computational creativity
Creativity is seen as the ability to bring into existence something new, original and
valuable – whether it is an idea, artifact or method. Here the meaning of value
depends on the context, ranging from subjective interest to objective usefulness. The
term creativity is used both for referring to the action of creating something novel and
for describing the capacity of a person to produce innovative artifacts, for example
with the help of imagination. Creativity is often associated with fields, such as
visual arts, poetry, storytelling and musical composition, that are historically seen as
creative. The advances in the computational field, however, have expanded the ways
how creativity can be understood and modeled using computational operations. As
a result, the field of computational creativity has emerged. Computational creativity
(CC) refers to the subfield of the artificial intelligence (AI) research aiming at studying
and developing computational systems that create novel ideas and artifacts. [1]

In order to better understand how creativity can be modeled computationally, the
act of creation has to be defined. For this, Boden has suggested in her famous work
the three models of creativity: combinational, exploratory and transformational [11].
In combinational creativity, unfamiliar combinations of familiar ideas are compiled,
creating associations that were previously only indirectly apparent. Exploratory
creativity bases on some culturally accepted style of thinking and a solution space
defined and constrained by a set of rules originating from that style. An artifact is
then created by exploring the defined solution space. In transformational creativity,
the selected style and its solution space are transformed by altering one or more of its
defining dimensions. The created results are more surprising the more fundamental
the changed constraint is to the selected style. According to Boden, all three models of
creativity can be modeled by AI. However, Boden mentions combinational creativity
as the most difficult task for AI in the sense that it is challenging to generate
combinations many or most of which are truly interesting.

Applying CC using AI has for long interested researchers, even though there
has been a peak in such research attempts in more recent years. The first musical
composition constructed by AI originates from as early as the year 1958. Hiller and
Isaacson reported a technique for creating music with an automatic high-speed digital
computer, representing musical parameters, such as notes, with randomly generated
numbers and using mathematical operations for expressing composition rules [12].
Now, decades later, examples of the research on CC can be found in various domains:
text, visual arts, music and more generally sound. For example, [13, 14, 15] study
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text generation based on user-given prompts. By prompts, we refer to the user-given
input that directs the generation process using AI. A prompt can for example be
in the form of text, image or audio depending on the application domain. In [15],
generative language models are used for creating scripts or screenplays out of text
prompts, and the adaptation to long-form creative writing is studied by chaining the
user-provided prompts. One of the most used AI models for text generation is the
GPT-3 transformer model [16].

In the application of CC in the visual arts domain, multimodal AI models, linking
two or more modalities, have become popular. For example in [17] images are
generated and in [6] abstract drawings are synthesized based on text prompts. In
[18], inspirational music is fed to the AI process that generates abstract images out
of it. Multimodal models, for example the famous CLIP model [5] calculating text
and image embeddings in a shared vector space, are further discussed in 2.3. The
advances in CC in visual arts have been so promising that an AI-generated piece of
art has won the first prize in a fine arts competition [19].

In the music domain, AI has for example been used for producing Bach-like
chorals [20, 21], polyphonic music with multiple instruments [22, 23, 24], and pop
music [25]. A very common approach in music-related CC is regeneration from
exemplary audio. For example in [26], AI is used for regenerating instrumental tracks
based on a user-provided audio prompt. Another popular approach in the field of
computationally generated music is continuation-making. In this approach, as in
[27] and [28], a user provides the AI system with a MIDI or audio file representing
the beginning of a musical passage, and AI, then, generates a continuation to the
given example. The strength of transformer models has been noted for continuation
generation due to their ability to produce long-term coherence and to recognize
long-term relations for example in melodic lines [28]. For example, the Jukebox
model by OpenAI bases on transformer models [29]. By feeding Jukebox with a text
input on the artist name, music genre and lyrics, the model generates reconstructed
high-quality sound. However, as a compromise for high sound quality, the generation
process is very slow, lasting for hours. As multimodal examples, music has for
example been generated out of drawings [30] and 3D models of sculptures [31].

When evaluating CC systems, Colton and Wiggins encourage the discussion on
the impact of creative acts and their results rather than the value of the output [1].
They motivate this by reasoning that the tasks of CC systems are within an artifact
generation paradigm rather than a problem-solving paradigm. In the former, the
automation of an intelligent task is seen as an opportunity to create something novel
and culturally valuable, while in the latter the paradigm implies that a particular
problem needs to be solved in an automatized manner. Evaluating CC systems as
problem solvers would imply the introduction of specific value requirements, which
again would limit the scope of the CC research [1]. Colton and Wiggins also warn
about evaluating CC systems with quasi-Turing tests, popular in the field of CC and
AI in general. In these tests, the generated results are compared with those made by
people. The danger of basing the evaluation of CC systems on quasi-Turing tests
is, according to Colton and Wiggins, that it does not consider the possibility of a
system being creative in ways different from or even impossible to achieve by people.
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Louie et al., on the other hand, point out that evaluating music-generating systems
by measuring the reconstruction error or by comparing whether the system is able
to produce samples with wanted musical features does not tell anything about the
system being useful or not to creators [32].

As one of the problems in the existing research on CC, Guckelsberger sees the lack
of reference to the AI agent’s motivation [33]. According to Guckelsberger, the fact
that the majority of the CC systems only realize extrinsic motivation hinders progress.
Extrinsic motivation is driven by the aim to satisfy external goals, as opposed to
intrinsic motivation. However, extrinsic motivation does not fully explain human
creativity of which much is motivated intrinsically [33]. Guckelsberger concludes that
only limited insights into the nature of human creativity can be generated through
computational modeling if the role of intrinsic motivation is not taken into account.

Another challenge faced in the CC processes concerns copyright issues. Yin et al.
point out the risk of involuntary plagiarism as the research on CC for music lacks
consideration on the originality of the generated output [34]. According to them, a
generative system should include a tool for measuring how much the AI algorithm
copies from an audio prompt. In [35], Heikkilä writes about possible copyright issues
due to the users of image generation systems prompting the generative processes with
the names of existing artists. The artists whose names have been used considerably
as prompts are not thrilled to see their styles copied. According to Heikkilä, the
image generation systems may also base on image data that has been extracted from
online sources not following copyrights.

2.2 Creativity support tools
Creativity support tools (CSTs) are any tools that help people to engage in creative
tasks and that can be used in the creation of new artifacts [36]. In the computing field,
CSTs are often software applications that can either be used directly for creating
digital artifacts or as part of the working process towards the completion of an
artifact. By definition, though, CSTs do not need to be computational. Also, CSTs
do not necessarily have the creative responsibility assigned to CC systems, as seen for
[37] combining compositional sketching and electronic music writing while the system
does not generate itself anything. CSTs can be applied in various domains, such as
programming, data analysis, artistic work in visual arts or musical composition [36].

Computational CSTs based on AI may apply interactive machine learning, com-
plementing human perception and intelligence with computational power [38]. For
these CSTs, an interactive process is run with user-provided input, but it does not
require the user neither to have prior experience in the creative task nor to know
about the used machine learning techniques. An example of such a tool is Orchidea
developed at the music and sound research institute IRCAM [39]. The tool generates
suggestions for orchestration on user-provided audio files representing any recorded
sound. One subbranch of CSTs applying interactive machine learning comprises of
tools suitable for automated co-creative tasks. In such tools, both the user and the
system take creative decisions and responsibility over the created artifacts [9]. Thus,
these tools can be seen both as CC systems and CSTs.
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While computer-assisted composition tools have been developed for a long time,
CSTs enabling sonic human-computer co-exploration have not been as extensively
studied [40]. The difference between the two types of tools is that the latter include
adaptive capabilities, making it possible to adapt the output to the user’s preference
through learning. CSTs allowing human-human collaboration in co-creation with AI
are even less studied [41].

CSTs based on AI, however, have challenges for real-life adaptation. The study
by Louie et al. (2020) revealed that users may be overwhelmed with the amount
of generated results [42]. According to the study, using a CST with AI for musical
co-creation seemed difficult to some users due to information overload. Even if the
musical output of the system was coherent, many of the generated results did not
respond to what the users wanted. Louie et al. suggest including in such CSTs the
possibility for a user to direct the creative process towards a more suitable direction,
for example in the form of an altered parameter. Louie et al. (2022) highlight the
importance of steering interfaces for generative tools [32]. Being able to control the
process by regulating sound-related features in music-generating tools makes the
usage of such tools more pleasant, according to the authors. This would require more
collaboration between studies on generative models (machine learning) and steering
interfaces (human-computer interaction).

Measuring CSTs is challenging due to the difficulty to define creativity and to
evaluate how well a tool supports creativity [36, 43]. The evaluation of CSTs is
even more problematic as no obvious metrics exist to qualify the performance of a
tool. Creativity Support Index (CSI), introduced in [36], is a psychometric survey
attempting to tackle the challenge. The survey is designed to study the level of
support offered by a CST from the aspect of six dimensions: collaboration, enjoyment,
exploration, expressiveness, immersion and results worth effort. The numeric CSI
score calculated with the equation on the six dimensions offers a quantitative measure
of the supportiveness of a system. In contrast to quantitative evaluation, Shneiderman
suggests that more research should focus on the qualitative aspects of the needs users
have for CSTs, how users approach the tasks assigned to CSTs and how the tasks
should be provided in the form of a CST [44]. A review of 111 art-related CSTs
demonstrates that the main needs for such tools are aiding ideation, implementation
and evaluation [45].

2.3 Multimodal models
Preceding work on deep networks has shown that the models based on deep learning
are successful in unsupervised learning for single modalities, for example text, image or
audio. Relating information from different modalities, however, has posed challenges.
For example, relating raw image pixels to the spectrograms of audio files is not
trivial due to very different information sources. Such models joining two or more
modalities, though, are needed in fields that are multimodal by nature. In speech
recognition, for instance, audio-visual information has been studied already in the
70s in order to better understand speech. [4]

In their work, Ngiam et al. present multimodal deep learning that attempts to
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enforce multimodality with deep networks [4]. Ngiam et al. discuss possible tasks
approached with multimodal learning as well as show how deep networks can be
trained for solving those tasks. As the method to prepare multimodal deep networks,
Ngiam et al. refer to cross-modality learning in which data from multiple modalities
is only available during the feature learning phase. Later, during supervised training
and the testing phase, data from a single modality is only used. Another learning
method often referred to in the literature on multimodal models is contrastive learning.
Contrastive learning is a form of self-supervised learning, a machine learning method
based on learning from unlabeled data. The learning method contrasts semantically
similar and dissimilar pairs of data points, encouraging the representations of similar
pairs to be close and those of dissimilar pairs to be orthogonal [46]. The existing
approaches to contrastive learning differ in the way they use data augmentation
methods in their strategy to obtain similar pairs. For example in computer vision
image cropping and flipping [47] as well as different views of the same scene [48]
have been used. The contrastive learning algorithms have recently outperformed
supervised learning [49, 50, 51].

Multimodal models are more and more studied. Examples of two-modality models
comprise the models with the modality pairs text-image [2, 5, 6, 17] text-music [52, 53],
image-music [18, 30] and text-sound [54]. The AudioCLIP model [7] is one of the few,
currently existing models with three modalities. The multimodal models relevant to
this work are discussed more in detail below.

2.3.1 CLIP

Over recent years, pre-training methods in machine learning that directly learn from
raw text input have formed a rising trend in the field of natural language processing.
The advantage of this approach is easier scalability than training machine learning
models on crowd-sourced, labeled data, often challenging to extract in necessary
amounts. However, in the multimodal field of computer vision it is still considered as
a standard practice to pre-train state-of-the-art models on crowd-labeled datasets [5].
The models predicting a fixed set of predetermined object categories, however, restrict
the generality and usability of the models as additional labeled data is needed every
time new visual concepts are specified. Contrastive Language-Image Pretraining
(CLIP) attempts to tackle this restriction by learning about images directly from
raw text [5].

The summary of the approach the CLIP model, introduced in [5], bases on can
be seen in Figure 1. For the model, both a text encoder and an image encoder are
trained jointly by contrastive learning in order to learn image representations from
text. This results in bringing text and image embeddings into a joint multimodal
space. In CLIP, either the established and widely used ResNet-50 [55] or the more
recently introduced Vision Transformer [56] is used as the base architecture for the
image encoder. The text encoder follows the architecture of the Transformer model
suggested in [57]. Both of the encoders are jointly trained with a dataset consisting
of 400 million image-text pairs. Evaluation of multiple existing computer vision
datasets shows that CLIP is competitive to a fully supervised baseline and able to
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Figure 1: Summary of the approach used in CLIP. In order to predict the correct
text-image pairs in training examples, CLIP jointly trains a text encoder and an image
encoder. During testing, the text encoder synthesizes a zero-shot linear classifier by
embedding the names of the target classes of a dataset. Figure originally published
in [5].

learn to perform a wide set of computer vision related tasks [5]. As a weakness, the
model performs poorly on tasks requiring fine-grained classification.

Due to its ability to encode the semantic meaning of visual depictions, CLIP has
been applied for generative tasks in the research on CC in the visual arts domain, for
example in [2] and [6]. The latter study is further discussed in 2.3.2. The CLIPasso
algorithm, introduced in [2], utilizes CLIP for abstracting photographs with simple
and minimal sketches. The algorithm generates visual abstractions by geometric and
semantic simplifications. Here geometric simplification refers to replicating the origi-
nal photograph closely with the most essential features, while semantic simplification
refers to creating the objects seen in the original photograph in new positions. The
abstraction process entails identifying the essential visual properties of an object or a
scene, for which CLIP works effectively [2]. The essential visual properties are, then,
defined as a set of thin, black Bézier curves [58]. The parameters of these curves
are optimized using a differentiable rasterizer and calculating image embeddings
with CLIP in the loss function. The resulting sketches maintain recognizability, the
underlying structure and the essential visual components of the prompted photograph,
as can be seen in Figures 2 and 3.

2.3.2 CLIPDraw

The multimodal CLIP model is used in the CLIPDraw algorithm [6], synthesizing
novel drawings. Unlike the CLIPasso algorithm [2] generating sketches from pho-
tographs, CLIPDraw takes advantage of the multimodal nature of CLIP by using
description prompts as natural language input for image synthesis. The description
prompts describe in text form what the synthesized drawing should depict, as seen
in Figure 4. The algorithm manages to synthesize from ambiguous text as well as
considers diverse artistic styles, such as watercolor painting and 3D rendering.

The CLIPDraw algorithm, as also the CLIPasso algorithm, approaches CC in
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Figure 2: Examples of drawings synthesized with CLIPasso. The leftmost column
represents the original photograph. The synthesized drawings are presented in the
remaining columns so that the level of abstraction increases and the number of used
strokes decreases towards right. Figure originally published in [2].

Figure 3: Drawings produced by CLIPasso for infrequent categories. Figure originally
published in [2].

the image domain with a technique called synthesis-by-optimization. As opposed
to the more widely adapted machine learning method of generating artifacts with a
model that has been trained with large amounts of labeled data, the synthesis-by-
optimization technique bases on randomly initialized artifacts that are optimized
through backpropagation. In CLIPDraw, a set of RGBA Bézier curves is synthesized
as an image, and the similarity between the synthesized image and the user-provided
text prompt is maximized [6]. The thickness, color and positions of the control points
forming the curves are optimized, while the number of curves and the number of
control points are fixed. An example of how the synthesized image changes during
the optimization process can be seen in Figure 5.

Figure 6 depicts how the CLIP model is adapted in the CLIPDraw algorithm as
well as demonstrates the structure of the synthesis process described in [6]. Firstly, the
user-given text prompt is encoded with CLIP. At the beginning of the optimization
loop, a random set of Bézier curves is initialized, having the curve thickness and
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Figure 4: Examples of drawings synthesized with CLIPDraw along with the corre-
sponding description prompts. Figure originally published in [6].

Figure 5: Example of a run on CLIPDraw during which messy curves are gradually
formed into concrete shapes. Figure originally published in [6].

color values as well as the positions of the control points as the optimized parameters.
A differentiable renderer is used for rendering a pixel image from the curves. The
synthesized image is then duplicated by augmenting the image with a random
perspective shift and a random crop-and-resize operation. The motivation for the
augmentation comes from attempting to avoid adversarial generations, often resulting
from synthesis-by-optimization methods. Adversarial generations fulfill the numerical
objective of the optimization process but are unrecognizable for humans, hence seen
as unsuccessful results. Subsequent to image augmentation operations, the batch of
resulting images is encoded with CLIP. In order to maximize the similarity between
the synthesized image and the user-given text prompt, cosine distance is calculated
between the CLIP embeddings in the loss function, and the loss value is minimized.
The gradient descent step is followed by updating the preceding parameter values
defining the Bézier curves. The optimization loop is repeated until convergence.

Figure 6: Structure of the drawing synthesis process in CLIPDraw. The position and
color parameters of the initialized random Bézier curves are optimized so that the
embeddings of the generated drawings best match the embedding of the given text
prompt. Before calculating the embeddings, synthesized drawings are augmented
into multiple perspective-shifted copies. Figure originally published in [6].



20

The resulting, synthesized drawings resemble simple human-recognizable shapes,
as seen in Figure 4. Using vector strokes as the building blocks for the synthesized
drawing acts as a constraint for being able to generate high-resolution images. Also,
the CLIP embeddings are not accurate enough for specifying details, as mentioned in
2.3.1. The number of strokes or Bézier curves, defined as a constant at the beginning
of the synthesis process, affects how complex the synthesized drawing is. A smaller
number of strokes results in cartoon-like drawings while a greater number of strokes
enables more realistic-looking renderings. Including negative text prompts, describing
how the synthesized image should not look, further encourages the desired behaviour.

2.3.3 AudioCLIP

In the audio domain, previous research on the audio classification task has mostly
focused on using the audible modality solely for data encoding. Only recently, the
attempts to include multimodal models and approaches have become more popular.
AudioCLIP is an example of these models. It comprises of three modalities - audio,
text and image - which is still rare for the multimodal models in the audio domain
[7]. By basing on the self-supervised learning technique of contrastive learning,
the multimodal models in the audio domain overcome the lack and hindrance of
qualitatively labeled audio data.

AudioCLIP extends the CLIP model, discussed in 2.3.1, by incorporating the high-
performance ESResNeXt audio-model [59] as the audio-head [7]. The architecture of
this combination can be seen in Figure 7. The resulting model is trained with the
AudioSet dataset [60], consisting of audio samples organized into 527 classes in a
non-exclusive way. As the audio samples of AudioSet are extracted from YouTube
videos, also video frames are available for the samples. Thus, the AudioSet dataset
was used as the glue between all three modalities during model training.

Figure 7: Overview on the AudioCLIP model. The left side presents the CLIP
framework with text and image encoders, jointly trained to result in representations
in the shared multimodal embedding space. The right side presents the ESResNeXt
model and the audio-head that interacts with the other two modalities. Figure
originally published in [7].
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Even though originally the AudioCLIP model was developed for the environmental
sound classification (ESC) task, during evaluation the model was also assessed for
its cross-modal querying performance. The results show that AudiCLIP achieves
new state-of-the-art results for the ESC task, assigning correct text labels to audio
samples. However, the results for cross-modal querying are weaker for example when
audio output is expected for a text input [7]. The evaluation results for this case
are approximately 80% for the UrbanSound8K dataset [61] and 77% for the ESC-50
dataset [62]. Hence, the study on AudioCLIP leaves space for future improvement.
At the moment of writing this thesis, the only found application of the AudioCLIP
model in other research is the submission on the Detection and Classification of
Acoustic Scenes and Events 2022 challenge on text-to-audio retrieval [63].

2.3.4 CLAP

Mainstream machine learning models in the audio domain, attempting to model
human hearing for recognizing and extracting meaning from heard sound, are trained
to learn one class label to many audio recordings [52]. As discussed above, the
restricted supervision in the model training limits the flexibility of such models.
While AudioCLIP, discussed in 2.3.3, utilizes the CLIP model, the added audio head
in the structure is still trained in a supervised manner with audio datasets and class
labels. Thus, AudioCLIP does not explore the connection between audio and natural
language encoding. In general, learning audio concepts from natural language is
an under-explored field. A recent, ongoing research [52] has suggested Contrastive
Language-Audio Pretraining (CLAP) to fill this gap. The model is inspired by CLIP
and consists of two encoders trained with contrastive learning for bringing audio and
text descriptions into a joint multimodal space.

The evaluation of CLAP in [52] shows potential for future work. When evaluated
on tasks across eight domains, such as sound event classification and music-related
tasks, the model reaches the state of the art in zero-shot performance. In a supervised
learning setup, the performance of CLAP is a bit weaker than the state of the art
in sound event classification tasks, while CLAP performs better than the state of
the art in music-related tasks, such as music genre recognition and the distinction
between music and speech.

2.4 Characteristics of sound
According to Allen et al., any sound can be defined by four characteristics: frequency,
amplitude, waveform and duration [64]. In terms of the auditory system, the four
characteristics of sound translate to pitch, dynamic, timbre and duration. Pitch refers
to the perception of frequency and as a concept allows the organization of perceived
frequencies on the frequency scale. The term dynamic is used to describe the intensity
or loudness of a sound. Timbre refers to the perception of the spectral composition of
a sound. As the term is more complex than the other three characteristics of sound,
it is further discussed in 2.4.1. The term duration describes a sound very generally,
often only referring to the total length of a sound event. Boullet et al., however,
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characterize sound with temporal shape instead [65]. Temporal shape, or temporal
envelope, can be understood as the slow variations in the resultant amplitude of a
sound signal over time [66, 67]. Thus, the temporal shape of a sound depicts how
the intensity and the onsets of a sound signal evolve in time.

The frequency content and the spectral composition of a sound can be studied
from spectrograms, discussed in 2.5. The amplitude development and the temporal
shape of a sound, in turn, can be seen from the visualization of a recorded sound.
An example of such is seen in Figure 8.

0 1 2 3 4 5
Time

0.3

0.2

0.1

0.0

0.1

0.2

0.3

Am
pl

itu
de

Figure 8: Visualization of a sound file. The amplitude development can be directly
seen from the plot, while the temporal shape forms as an approximate curve over
the outer edge of the blue plot.

2.4.1 Timbre

Timbre is one of the sonic parameters that characterize a sound. Due to timbral
qualities, different sounds and sound sources can be distinguished one from another
[68]. This is explained by the components of sound: a fundamental frequency and its
overtones. The fundamental frequency is the lowest frequency of the sound and the
frequency at which the entire sound wave vibrates. Overtones refer to the resonant
frequencies above the fundamental frequency, produced when a string or an air
column is vibrating [69]. Timbre is affected by a particular set of overtones sounding
simultaneously. Thus, the Merriam-Webster dictionary defines timbre as the quality
that is given to a sound by its overtones [70].

Further research on sound has shown that the perception of timbre is not only
based on the harmonic content of a sound but also on the tuning of its components
and to some extent on temporal aspects [71]. Tuning the intensities of the overtones
that constitute a sound is reflected in the sonic qualities and timbre of that sound.
The intensities of the overtones are affected by the physical properties of a sound-
producing, resonant body through concentrations of acoustic energy [68]. The
distribution of acoustic energy among the partials of a sound is represented in a
spectrum or spectral envelope. Spectrum, hence, can be used as a means for studying
timbre.
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2.5 Spectrograms
The spectrogram is the most commonly used visualization of the Fourier spectrum of
a signal. Fourier spectrum, revealing the frequency content of a signal, is an intuitive
and effective domain to work with sound signals as it allows one to visually study
sounds [72]. In order to obtain the spectrum, the signal has to be converted from the
time domain to the frequency domain, as sound recordings in the time domain only
capture the resultant amplitudes of multiple sound waves [73]. This conversion is
called Fourier analysis. Fourier Transform (FT), in turn, is a mathematical concept
used for conducting Fourier analysis. Namely, FT decomposes a continuous signal
into its constituent frequencies and captures their magnitudes [73]. In computational
applications, the Fast Fourier Transform (FFT) algorithm is widely used for the
conversion. FFT bases on Discrete Fourier Transform (DFT), a discrete version of
FT. DFT is presented in Equation 1, where N complex numbers fn are transformed
into a sequence Fk of other complex numbers. Taking the log-spectrum of Fk, seen
in Equation 2, results in the spectrum in decibels. The spectrogram visualizes this
spectrum as a heatmap where time is on the horizontal axis, frequency is on the
vertical axis and the color variation shows the magnitude of frequencies over time.
An example of a spectrogram can be seen in Figure 9.
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Figure 9: Example of a spectrogram. As all the audio files studied in this research
have the sampling rate of 44,1 kHz, according to the Nyquist sampling theorem [74],
the spectrograms in this work consist of frequencies up to 22,05 kHz.

2.6 White noise
White noise is a non-periodic sound, in other words without repetitive wave patterns,
that consists of equal intensities of all the frequencies of the audible spectrum. In
that sense white noise can be seen as analogous to white light, containing all the
frequencies in the light spectrum. In music, white noise is perceived as the complete
range of audible sound wave frequencies heard simultaneously. By electronic means,
the synthesized white noise can be filtered so that the resulting combinations of
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frequencies attempt to imitate known sound sources or represent something not
achievable for example with traditional instruments. [75]

2.7 Sinusoids
Sine waves, or sinusoids, are the fundamental basis of the theory of sound. By
definition, a sine wave is the representation of the waveform used for depicting
periodic oscillations [76], for example produced by a vibrating string. For the sine
wave, the instantaneous amplitude of displacement is proportional to the sine of the
phase angle of the displacement [76]. The resulting sine wave can be visualized as a
sine curve, examples of which are seen in the upper part of Figure 10.

In the research and analysis on sound, a sound is seen to consist of multiple
sinusoids, each individual sinusoid representing one frequency or partial characteristic
of the sound. The classical sinusoidal model, used in audio coding, represents an
audio signal as the sum of K sinusoids with time-varying frequencies, phases and
amplitudes [10]. The mathematic explanation of the model can be seen in Equation
3, where Ak is the amplitude, ωk the angular frequency and θk the phase of the kth
sinusoid. The instantaneous parameters are sampled per a unit of t. By following
the sinusoidal model, in theory, it is possible to regenerate artificially any sound as a
combination of multiple sine waves, constituting the spectrum of that sound. The
artificial sine waves can be produced with oscillators. Figure 10 presents a visual
example of how even complex waveforms of sounds can be achieved with the sum
between simple sinusoids. However, the sinusoidal model alone works efficiently only
for representing certain sounds. In other cases, it is suggested to represent an audio
signal as the summation between the deterministic (a collection of sinusoids with
time-varying parameters) and stochastic (noise) components [10].

s(t) =
K∑︂

k=1
Ak cos(ωkt + θk) (3)

Figure 10: Example on the summation of two sine waves with varying frequencies.
The lowest graph represents the resulting, more complex waveform. Figure originally
published in [77].
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For speech signals, sinusoidal coders, based on the classical sinusoidal model, have
been used. In this case, the speech signal is represented as the sum of sinusoidal
oscillators [78]. Rowe has shown that when the model parameters are updated every
10–30 ms, high-quality speech can be synthesized [78]. In addition, McAulay and
Quatieri have shown that the artificial synthesis processes, based on a sinusoidal
representation of speech, result in synthetic speech that is essentially perceptually
indistinguishable from the original [79].

2.8 Research on sound synthesis
The research on sound synthesis is traditionally related to sound engineering practices,
such as audio signal processing and sound effects. For example, one branch of such
study is concerned with synthesizing sound effects on defined nature sounds, such as
thunder [80] and water [81, 82], that are indistinguishable from real-life recordings.
Also, sound synthesis is often seen as synonymous with speech signal processing. The
research on speech signal being influential for the processing of any sound signal has,
for example, resulted in Borsos et al. [3] presenting audio generation as a language
modeling task by mapping any audio input to a sequence of discrete tokens, often
used as an approach in the research on speech. As speech signal is out of the scope
of this work, the research on speech sound is not further discussed.

The emergence of machine learning techniques in the sound field has raised the
need for suitable audio datasets. To tackle the lack of appropriate datasets, Salamon
et al. [83] suggest a method for synthesizing soundscapes from isolated sound events in
order to generate new datasets or augment the existing audio datasets used for sound
event detection tasks. In addition, Gontier et al. [84] and Gong et al. [85] propose
more efficient methods for sound classification through self-supervised learning and
the Transformer architecture, respectively.

Due to drum sounds being less complex for the task of sound generation with
deep learning techniques, such research has emerged in recent years. For example,
Rouard and Hadjeres [86] and Nistal et al. [87] study the usage of the generative
adversarial network architecture for synthesizing percussive sounds. As a method,
Nistal et al. base the generation process on extracted timbral features.

According to Choi et al. [8], there is increasing interest in automatic or machine-
assisted generative techniques for foley arts. Foley arts refer to the design, composition
and reproduction of environmental or everyday sounds traditionally added during
post-processing to multimedia works, such as documentaries and movies. Foley
sounds include, for example, subtle sound events (steps, breathing, swipes, etc.)
and environmental background sounds, not possible to simultaneously record with
high quality while filming a scene. Thus, these sounds have to be later recorded or
simulated in a recording studio by a foley artist, often using very imaginary methods
for producing the sounds. For this reason, Choi et al. encourage more research on
the usage of generative models for foley arts and propose a challenge for automatic
foley synthesis, attempting to make the sound design workflow more efficient.

Possibly the first research attempts in this direction can be found in the literature.
Ghose and Prevost [88] present a generative adversarial network for translating the
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visual information of video input to sound generation on conditioned sound classes.
The model is, according to the authors, able to generate visually aligned realistic
soundtracks. This attempts to improve the synchronicity between video and sound,
often hindered when ready sounds are used for sound design. Okamoto et al. [54], in
turn, suggest a tool for synthesizing environmental sounds from onomatopoeic words.
The term onomatopoeic word refers to a sequence of characters for phonetically
imitating a sound. As the strength of their approach, Okamoto et al. report that
the synthesized sounds match better the sound design needs than the limited openly
available environmental sound data.

2.8.1 Differentiable digital signal processing

Differentiable digital signal processing (DDSP) offers integration of classic signal
processing elements, such as synthesizers, with deep learning methods. The majority
of the generative models developed for audio generation create samples directly in
the time or frequency domain, without referring to digital signal processing methods.
However, this results in inefficient representations of audio as the approaches do not
utilize the existing knowledge of how sound is generated and perceived. Incorporating
synthesizers in the generation process would better adapt to how professionals in the
sound engineering field perceive and work with sound signals. This approach, though,
has been less actively researched, for example due to the challenge of integrating
synthesizers with modern auto-differentiation-based machine learning methods. [89]

Engel et al. introduce in [89] the DDSP library designed to fill the gap with fully
differentiable synthesizers and audio effects. The authors state that by focusing on
audio synthesis in the audio-generating models it is possible to achieve high-fidelity
generation without adversarial losses and the need for large autoregressive models.
This results in faster run-time and real-time applications, as seen in [90, 91, 92]
expanding on the work by Engel et al.. By combining interpretable modules on
loudness and frequencies, according to Engel et al., it is possible to manipulate each
separate model component, allowing for example the independent control of pitch
and loudness as well as the realistic extrapolation to pitches not seen during training.
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3 Research material and methods
This section discusses the abstract sound synthesis algorithm built for this work and
used as research material. Both the higher-level architecture of the synthesis process
and its more detailed technical solutions are described. The section also discusses the
methods used for optimizing the parameters of the algorithm as well as the methods
used for evaluating the synthesis process.

3.1 Abstract sound synthesis
In this section, the abstract sound synthesis process is introduced as a higher-level
concept. The motivation for choosing to work on abstract sound synthesis as well as
the architecture and the basic building blocks of the synthesis process are discussed.

3.1.1 Motivation

The motivation to study abstract sound synthesis in this thesis stems from the
lack of research on generative sound-based ideation CSTs for composition. The
literature review on CC systems, discussed in 2.1, highlights the fact that few if any
studies on music-related CC systems with AI consider how professional composers
would benefit from such systems. The generated artifacts seem separated from the
actual composition work and thus difficult to adapt to the composition process. The
introduction to CSTs in 2.2, in turn, discusses the challenge for the real-life adaptation
of CSTs based on AI as well as indicates that human-computer co-exploration with
CSTs is rarely studied. At the moment of writing this thesis, no preceding research
was found on sound-related, co-explorative ideation CSTs or abstract sound generation
with AI-based tools.

As an attempt to fill this gap, in this work we attempted to study a tool that
creates inspirational artifacts supporting computer-assisted ideation for musical
composition instead of creating ready-made musical passages. We saw that focusing
on computational ideation would possibly encourage better real-life adaptation.

To support co-creativity, we found that the abstract sound synthesizing system
should allow interactivity between the tool and the user in the form of user-provided
prompts. As AudioCLIP, introduced in 2.3.3, supports three modalities, the model
was selected as the pre-trained AI element in the system. We attempted to study
whether the model, originally developed for sound classification, could be used for
sound generation from audio and/or text. Including AudioCLIP was also motivated
by not finding any existing research on applying the model to generative tasks.

For inspiration on algorithms synthesizing abstractions from user input with
the synthesis-by-optimization approach and a multimodal model, we referred to the
study on CLIPDraw, introduced in 2.3.2. We decided to study how well the synthesis
techniques used in CLIPDraw [6] would adapt to the audio domain. While the
CLIPDraw algorithm bases the optimization process on Bézier curves, in the audio
domain this was replaced by time-wise development in frequency and amplitude.
Inspiration was taken from CLIPDraw for the process architecture, the main structure
of the synthesis algorithm and the usage of augmentation.
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3.1.2 Architecture

The architecture of the suggested synthesis process, having a strong connection to the
structure of CLIPDraw shown in Figure 6, can be seen in Figures 11 and 12. In both
figures, the system architecture consists of the user input part and the optimization
loop. In the former, user input is given as an exemplary audio and/or text, as in
Figure 11, or only as an exemplary audio, as in Figure 12. In the optimization loop,
the parameters used for abstract sound synthesis are optimized. This approach stems
from the fact that the computational graph formed with mathematical operations and
deep learning can also be used for optimizing the parameters fed to the generative
process in addition to optimizing the parameters of the graph. Figures 11 and 12
differ for the content of the loss function, marked with changing colors. In the former,
the features calculated with AudioCLIP are used in the loss function, while in the
latter the loss function consists of the spectrograms formed from a series of FFTs.

Figure 11: Synthesis workflow when the features calculated with AudioCLIP are used
in the loss function. Optimized parameters in this figure derive from the attack-decay
amplitude envelopes approach, explained in 3.1.4, however both of the two approaches
described in 3.1.4 can be used with this workflow.

In the optimization loop, audio is synthesized from the optimized parameters,
explained further in 3.1.4. The synthesized audio is augmented by the audio aug-
mentation means, described in 3.2.5. The features calculated with AudioCLIP or
the spectrograms of both the user input and the augmented synthesized audios
are compared with cosine similarity with the goal of maximizing the similarity. A
negative loss value is derived from this comparison and used in backpropagation for
changing the optimized parameters. The optimization loop is repeated for a number
of iterations.
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Figure 12: Synthesis workflow when spectrograms are used in the loss function.
Optimized parameters in this figure derive from the amplitude matrix approach,
however both of the approaches described in 3.1.4 can be used with this workflow.

3.1.3 Sinusoidal synthesis

For being able to synthesize abstract sound in an optimization loop, the DDSP library
[89], introduced in 2.8.1, is utilized. The Sinusoidal synthesizer provided in the DDSP
library was chosen for sound synthesis in this work due to its reference to the classical
sinusoidal model, discussed in 2.7. The synthesizer takes as user input matrices of
frequencies and their amplitudes in the form [batch, time, number_of_sinusoids].
The data is then used in the synthesis process so that sine waves are generated using
the frequency values. The loudness of each sine wave is controlled at each moment
in time by the amplitude values in the given matrix. At the end of the process, the
sine waves are summed together so that they can be heard simultaneously in the
resulting audio. The described process and its steps are presented in Equations 4–12.
Equations 6, 7 and 10 represent the generation of sine waves. The step in Equation
8 is necessary for making sure that all of the summed sine waves do not have the
same phase and thus result in regular peaks in the synthesized audio.

frequency_envelopes = resample(frequencies) (4)
amplitude_envelopes = resample(amplitudes) (5)

omegas = frequency_envelopes · 2π (6)

omegas = omegas

sample_rate
(7)

omegas = omegas + initial_phase (8)
phases = cumsum(omegas) (9)

wavs = sin(phases) (10)
audio = amplitude_envelopes · wavs (11)
audio = sum(audio) (12)
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3.1.4 Approaches

As mentioned, the Sinusoidal synthesizer of the DDSP library expects frequency
and amplitude matrices as input. In this work, we decided to keep the frequency
matrix as constant, while the values in the amplitude matrix are changed during
optimization. This choice is motivated in 3.2.2. For manipulating the amplitude
matrix during the synthesis process, two approaches were selected for comparison:
attack-decay amplitude envelopes and directly altering the amplitude values during
optimization. The motivation for choosing these approaches is explained in 3.2.2.

An example of an attack-decay amplitude envelope can be seen in Figure 13.
The curve depicts the amplitude development of a certain frequency over time. The
attack-decay envelope model divides the amplitude progress of a sound, for example
a sine wave consisting of one frequency, into the attack and decay phases. During
attack, the sound is triggered so that its amplitude value starts to approach the peak
amplitude value of the sine wave. The intensity of attack defines how fast or slow
the peak amplitude value is reached. During decay, in turn, the amplitude value
returns gradually to zero, and the sound is perceived to fade away. In mathematical
terms, the attack-decay envelope curve can be expressed as in Equation 13.

a(t) = peak_amplitude·σ(attack ·(t−start_time))·σ(decay ·(end_time−t)) (13)

where

σ(x) = 1
1 + e−x

(14)
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Figure 13: Example of an attack-decay amplitude envelope for a certain frequency.
The frequency reaches its peak amplitude value approximately at the moment 35
frames, having the start time 20 frames and the end time 40 frames. As the attack
value 0.2 is lower than the decay value 1, the frequency fades in subtly while fading
out more abruptly.

3.2 Development of the synthesis process
This section discusses in detail the technical solutions of the suggested abstract sound
synthesis process and the development of the algorithm code. As the algorithm is
built on an existing, pre-trained model, machine learning related topics are out of
the scope of the discussion. The developed abstract sound synthesis algorithm can
be found at https://github.com/heidihas/abs-sound-synth.

https://github.com/heidihas/abs-sound-synth
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3.2.1 Synthesis algorithm

The code developed for the abstract sound synthesis algorithm bases on the Au-
dioCLIP model [7] and the DDSP library [89]. The pre-trained AudioCLIP model,
downloaded from https://github.com/AndreyGuzhov/AudioCLIP, is crucial for cal-
culating audio and text embeddings in the shared vector space and thus being able
to compare the similarity between the embeddings of the two modalities. The DDSP
library, available at https://github.com/magenta/ddsp, enabled the usage of digi-
tal sound processing tools inside the optimization loop. The content of the library
was translated by the author from TensorFlow to PyTorch, in order for the functions
to merge well with the AudioCLIP model based on the latter library. Also, minor
changes were made to the calculation order in the provided functions, and the sum
between synthesized sine waves and random initial phases, as described in Equation
8, was added.

The synthesis algorithm, built for the abstract sound synthesis process, is presented
as pseudocode in Algorithm 1. In this representation, the abstract sound synthesis
process is approached by optimizing the amplitude matrix, explained in 3.1.4. The
functions in the algorithm used for initialization, scaling and augmentation are
described in the following sections. After synthesizing a novel sound from sine
waves with the Sinusoidal synthesizer of the DDSP library, the sound needs to be
upsampled due to the different default sampling rates used in the DDSP library and
in the AudioCLIP model, 16000 Hz and 44100 Hz, respectively. The loss function in
Algorithm 1, further discussed in 3.2.6, consists of the AudioCLIP embeddings for
audio and text as well as spectrograms.

3.2.2 Optimized parameters

As discussed above, the Sinusoidal synthesizer of the DDSP library requires as
input matrices on frequencies and amplitudes depicting the temporal development of
constructive sine waves. As the first attempt at the synthesis-by-optimization task,
we optimized both of these matrices. The results were chaotic due to big jumps in
both the frequency and amplitude values between each time frame. Also, the process
did not seem to converge. As we concluded that in the synthesis algorithm only the
intensity of a set of frequencies at each time frame has to be altered, we decided
to keep the frequency matrix as constant. The selection of the constant frequency
values is further discussed in 3.2.3.

In the second attempt, we optimized only the values of the amplitude matrix.
The process did not converge easily, especially when we tested the synthesis with
AudioCLIP features in the loss function. The amplitude values varied much between
consecutive time frames and could be tuned to unreasonable values. This highlighted
the importance of suitable parameter initialization and scaling during the optimization
process. The adapted measures for ensuring this are discussed in 3.2.3 and 3.2.4.

As the second attempt introduced challenges for meaningful connections between
the consecutive amplitude values of a sine wave, we decided to compare the approach
with the approach based on attack-decay amplitude envelopes. This third attempt
aimed at including a curve-like structure for the amplitude development of a sinusoid.

https://github.com/AndreyGuzhov/AudioCLIP
https://github.com/magenta/ddsp
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Algorithm 1 Pseudocode representation of the abstract sound synthesis algorithm
Input: Audio file audio; Text label text; Pre-trained AudioCLIP model.
Output: Synthesized audio synth_audio

audio_f ← AudioCLIP (audio)
text_f ← AudioCLIP (text)

Initialize constants, such as n_iter and n_sines
upsampler ← Resample()
sin_synth← Sinusoidal()

frequencies← LinearInit(n_sines)
amplitudes← RandomInit(n_sines)

for i← 0; i < n_iter; i← i + 1 do
amplitudes← Scale(amplitudes)

aud_sample← sin_synth(frequencies, amplitudes)
aud_upsampled← upsampler(aud_sample)

aud_batch← Augment(aud_upsampled)
batch_f ← AudioCLIP (aud_batch)

loss← −CosineSim(batch_f, audio_f)
loss← loss− CosineSim(batch_f, text_f)
loss← loss− CosineSim(Spectro(aud_batch), Spectro(audio))

amplitudes←Minimize(loss)
end for

synth_audio← aud_upsampled
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The attack-decay amplitude envelopes act as a simplification, having the compromise
of each sinusoid reaching its top amplitude value only once during the synthesized
sound. As this does not allow for example periodic structures, the approach may not
result in realistic depictions. However, this was not seen as a crucial issue for sound
abstractions. The attack-decay synthesis approach has optimized parameters for the
maximum amplitude, start time, duration, attack and decay of each sinusoid.

For parameter optimization, we set learning rates for each parameter group. In
machine learning, learning rates determine how big steps towards the minimum
of a loss function are taken at each iteration. As for both the amplitude matrix
and the attack-decay amplitude envelopes approaches amplitude values are of high
importance and change the most during optimization, the highest learning rates
were assigned to the amplitude parameters. During the optimization loop, the high
learning rates are decreased in order for the process to be better able to find the
minimum of the loss function when the gradient descent step becomes too big. The
learning rates for the other parameters of the attack-decay amplitude envelopes
approach were selected smaller. The reason for this choice was that in terms of
temporal features the synthesized abstract sound is not a precise depiction of the
prompt due to the limitations of the chosen approach and that the attack and decay
values do not alter remarkably the sonic results.

3.2.3 Initialization

In the synthesis algorithm, both constant and optimized parameters are initialized.
As constant parameters, the number of iterations in the optimization loop is fixed at
500, the frames per second rate at 20 and the number of sinusoids at 1000. Suitable
values for the last two were tested as a balance between the quality of generated
sounds and the required run-time. As for the results of the CLIPasso algorithm seen
in Figure 2, the number of sinusoids affected the level of sound abstraction.

As mentioned in 3.2.2, the frequency matrix is kept as constant. The selection of
the frequency values is carried out in the range between 50 Hz and 12000 Hz, with the
distance between each consecutively selected frequency being the same. The choice
for the frequency range was reasoned by the normal hearing range, cutting out some
of its most extreme frequencies. As 1000 sinusoids are used and an equal number of
frequencies are selected from the mentioned frequency range, the frequency matrix
represents the range comprehensively enough for the purpose of abstraction.

The most appropriate initialization method for the optimized parameters, dis-
cussed in 3.2.2, was selected through an experiment. In the experiment, two audio
files and their text labels were chosen as prompts from the ESC-50 dataset [62]. For
each prompt and for both of the synthesis approaches, described in 3.1.4, initializa-
tion was carried out either randomly, with constants or as a combination of random
values and multipliers derived from the exemplary audio. For the last mentioned,
the exemplary audio was analyzed for the overall amplitude values of the frequencies
in the range of 50–12000 Hz. Multipliers were sampled from the analyzed amplitude
values for those frequencies that were initialized also in the frequency matrix. The
multipliers were, then, used in the initialization of the optimized amplitude values.
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Our aim with this approach was to highlight in the synthesis process by amplitude
the frequencies that are the most characteristic of the exemplary audio.

We deduced by listening to the synthesized audios and by comparing the spectro-
grams of the sounds to the ones of the exemplary audios that random initialization
is the most appropriate approach. With random initialization, the results of the syn-
thesis process were better than with constant initialization. Initializing all amplitude
values similarly and having all frequencies sounding for an equally long time made it
harder for the process to find the optimal values for the optimized parameters. Some
of the resulting synthesized sounds were almost silent. When comparing the results
of random initialization and those of using multipliers derived from the exemplary
audio, it was seen that the difference between the results was not remarkable. Thus,
calculating the multipliers for the synthesis algorithm did not seem of value.

3.2.4 Parameter scaling

Parameter scaling is used in the algorithm to ensure that the optimized parameters
do not receive inappropriate values during the optimization process. All of the
optimized parameters – amplitudes, attack and decay coefficients, start time and
duration – must have positive values. Also, the sum of the amplitude values cannot be
more than one to avoid clipping in the synthesized sound. The DifferentiableClamp
function, found in [93], is used for limiting the start time and duration values in
the attack-decay amplitude envelopes synthesis approach to reasonable ranges. The
benefit of using this function over a regular min-max function is that it is differentiable
everywhere [93, 94]. Namely, a regular min-max or clamp function sets the derivative
to zero only when input is outside of the chosen value range, and the derivative is
undefined when input is exactly at the value range borders.

When scaling the duration values in the attack-decay amplitude envelopes syn-
thesis approach, duration is set to one second at maximum. This design choice was
motivated by the limitations posed by the attack-decay amplitude envelopes: as an
approximation the attack-decay amplitude envelopes assume that each frequency
reaches its top amplitude only once and that later amplitude fluctuation is not possi-
ble. This, however, is a more simplified representation than how the amplitude curves
of different component frequencies look for real-world sounds. Due to the limitation
of the attack-decay amplitude envelopes, the synthesis process could prolong the
duration of a frequency instead of cutting the emergence of the frequency to its actual
length if the frequency reappears during the exemplary audio. To ensure a better
approximation of the temporal shape heard in the audio prompt, we decided to limit
the maximum duration. As a justification, we thought that for later reappearances
of the same frequency in the sound those frequencies in the frequency matrix that
are in its nearest neighborhood would be used.

3.2.5 Audio augmentation

As discussed on the CLIPasso and CLIPDraw algorithms in 2.3.1 and 2.3.2, a
synthesis-by-optimization process benefits from the augmentation of the synthesized
artifacts before calculating the loss value. The usage of augmentation attempts to
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prevent the generation of adversarial results that numerically seem like successful
generations but in the end are not meaningful to the users [2, 6]. For this reason,
audio augmentation was added to the suggested abstract audio synthesis algorithm.

For audio augmentation, we used two methods. Firstly, white noise is added to the
sound synthesized from sine waves. The motivation for this stems from the fact that
the audio prompts given to the synthesis algorithm may, depending on the quality of
the recording, contain background noise. As audio encoding is carried out with the
AudioCLIP model for the exemplary audio without any pre-processing, the possible
background noise may affect its encoding. Thus, to ensure better comparability we
decided to add random white noise to the synthesized sound. On the other hand,
as it was discussed in 2.7, in some cases the classical sinusoidal model represents a
sound better if additional noise is added to the collection of sinusoids.

In the suggested algorithm, white noise is added to the synthesized sound according
to the signal-to-noise ratio (SNR) of 50 dB. SNR describes how much louder the
targeted sound is compared to the unwanted noise in a recording. The higher the
SNR value, the better the quality. We decided on the SNR level of 50 dB, as 60 dB is
considered the minimum SNR level for a recording studio [95] and as cassettes have
the SNR level of 50 dB [96]. The quality of the audio prompts used in the synthesis
process fall somewhere between these two. White Gaussian noise is sampled from a
Gaussian distribution with zero mean and standard deviation calculated according
to Equation 15. As the mean value of additive white Gaussian noise is zero, the
standard deviation of the noise is its root mean square (RMS), derived from the
mathematical definition of SNR [97]. According to [98], the RMS of the original
signal can be calculated as seen in Equation 16.

STDnoise = RMSnoise =
√︄

RMS2
signal

10SNR/10 (15)

where

RMSsignal =

⌜⃓⃓⎷ 1
N

N−1∑︂
n=0

x2
n (16)

Secondly, time-shifting is used resulting in four augmented audios. For shifting
the synthesized audio in time, the generated audio is zero-padded from both ends
according to the wavelength of the lowest frequency. The inspiration for this was
taken from the CLIPDraw algorithm [6] resizing the synthesized drawings.

As the main focus of this study is not on audio augmentation, the suggested
abstract audio synthesis algorithm uses augmentation techniques that may not be
the most effective approaches. For this, more research should be carried out on the
most appropriate audio augmentation techniques in this context.
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3.2.6 Loss function

The loss function in the synthesis algorithm bases on cosine similarity, widely used
for example in the research on computer vision. Cosine similarity quantifies the
similarity between two vectors as the cosine of the angle forming between them [99].
The mathematical explanation of cosine similarity can be seen in Equation 17, having
vectors A and B. The vectors compared with cosine similarity are typically non-zero
and within an inner product space.

similarity = cos(θ) = A ·B
∥A∥∥B∥

(17)

In order to study how effective the AudioCLIP features are for the synthesis-by-
optimization method, the embeddings calculated with AudioCLIP were used in the
loss function. As a comparison, the loss function was also based on the spectrograms
of both the user-provided audio prompts and the synthesized sound. For selecting
the specific loss functions further studied in this work, a test was carried out with
two audio prompts and their text labels, taken from the ESC-50 dataset [62]. The
tested loss functions comprised any combinations of the three loss function features,
AudioCLIP audio embeddings, AudioCLIP text embeddings and spectrograms. This
resulted in 7 loss functions. As both of the two synthesis approaches discussed in
3.1.4 were considered, the total number of test cases was 28.

For comparison between the test cases, the development of the loss value was
plotted. In almost all cases the trend of the plotted line was similar: a big drop in
the beginning followed by an almost straight horizontal line. As it was not possible
to draw conclusions on meaningful differences between the loss plots, we continued
to comparing the generated audio results. Already at this stage in the work, it
was noticed that spectrograms in the loss function direct more the optimization
process than the AudioCLIP embeddings. This was particularly evident when
comparing the results for using the loss function features – audio and text embeddings,
and spectrograms – separately or as combinations of two. Hence, it did not seem
meaningful to include all of the tested loss functions in the later evaluation. For having
a well-balanced evaluation set, we selected the loss functions with only spectrograms,
audio embeddings or text embeddings and the combination of the three.

3.3 Evaluation
For evaluating the suggested abstract sound synthesis algorithm, we decided to
conduct an empirical study consisting of experiments (Phase 1) and a user study
(Phase 2). The motivation for the empirical study was to determine whether the
suggested algorithm is successful in the generative task assigned to it and to get
answers to the research questions posed in Section 1. While the experiments measure
how effective the AudioCLIP embeddings are for audio and text conditioned sound
synthesis, the user study primarily evaluates the artistic value of the synthesis process.
A further description of the two evaluation methods and their results is found in the
following sections 4 and 5.
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Both of the mentioned evaluation methods study the two synthesis approaches,
attack-decay amplitude envelopes and amplitude matrix, in order to compare how
suitable the approaches are for such a synthesis-by-optimization task. Also, all of
the chosen loss function alternatives, discussed in 3.2.6, are compared. A list of the
studied synthesis methods can be seen in Table 1. The synthesis methods are later
in this work referred to by the acronyms seen in the table.

Synthesis approach Input representation
Acronym Attack-decay Amplitude Spectrogr. Audio Text

envelopes matrix features features
AD-S ✓ ✓
AD-A ✓ ✓
AD-T ✓ ✓
AD-C ✓ ✓ ✓ ✓

AM-S ✓ ✓
AM-A ✓ ✓
AM-T ✓ ✓
AM-C ✓ ✓ ✓ ✓

Table 1: List of the studied synthesis methods, differing by the approach for abstract
sound synthesis and the representation of system input in the loss function.
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4 Phase 1: Experiments
This section describes the experiments conducted as the first phase of the system
evaluation. The motivation for the experiments, the method and its results are
presented below. All the resources, including the synthesized sounds and plots, are
available at https://github.com/heidihas/abs-sound-synth.

4.1 Motivation
The motivation for the experiments stems from assessing how suitable the AudioCLIP
features are for such an audio and text conditioned synthesis-by-optimization process.
Through the experiments, we attempted to find out how well the sounds synthesized
with spectrograms and/or AudioCLIP features in the loss function relate to the
user-provided input. Also, we aimed at evaluating which of the synthesis methods,
described in Table 1, results in the synthesized sounds that are the most similar to
the audio prompts.

4.2 Method
As experiments, the suggested abstract sound synthesis algorithm was run using the
eight synthesis methods presented in Table 1. The results of the synthesis methods
basing on spectrograms in the loss function, seen as a sanity check, were compared
to those of the synthesis methods based on the AudioCLIP features. The sounds
synthesized with the eight synthesis methods were compared in terms of spectrogram
visualizations. The spectrograms of the synthesized sounds were compared to those
of the audio prompts in order to analyze visually the resemblance to user input.
Additionally, a listening test was conducted for confirming from the aural perception
of the synthesized sounds the observations made from the visualizations. The overall
suitability of the suggested synthesis-by-optimization approach, adapted from [6],
was assessed from the loss value development in loss plots.

The experiments were conducted with eight audio files (mono channel, 44.1 kHz, 5
sec) and their text labels selected from the ESC-50 dataset [62]. The dataset consists
of environmental recordings extracted from the Freesound.org public field recordings
project. The recordings of the dataset represent 5 main categories – animal, nature,
human, domestic and urban noise sound – and 50 lower-level semantical classes. In
order to have variety in the sounds selected for the experiments, sounds were chosen
from each of the main categories of the dataset. The selected sounds are labeled Cat,
Church bells, Door wood creaks, Keyboard typing, Laughing, Rooster, Siren and
Water drops. In the sound selection, attention was paid to including sounds with
different timbral qualities and temporal shapes. The motivation for this was to be
able to study more widely how the suggested abstract sound synthesis algorithm
functions with different kinds of prompts. The selected audio prompts can be found
at https://github.com/heidihas/abs-sound-synth.

https://github.com/heidihas/abs-sound-synth
https://github.com/heidihas/abs-sound-synth
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4.3 Results
Below, the experiment results are presented and compared on loss plots and spectro-
grams. For confirming the observations made on sound visualizations, a listening
test was conducted by the author, also a professional in the sound composition field.

4.3.1 Loss plots

When comparing the loss plots generated for the experiments run on all of the
chosen audio prompts and text labels, similarities in the development of the loss
value could be seen. Firstly, as seen in the examples of Figure 14, as a general
characteristic the biggest decline in the loss value takes place during the first 30–40
iterations. Subsequent to the more dramatic decline, the development of the loss
value is generally more steady. As seen in the figure, the loss curves achieved for the
amplitude matrix approach are smoother than the ones achieved for the attack-decay
amplitude envelopes approach. Also for both approaches, the loss curve for the loss
function using the AudioCLIP text features is more unstable and more gradually
declining than the others. As a counterexample to the generalizations, Figure 15
shows how the optimization process had difficulties to converge in the case of the
attack-decay amplitude envelopes approach using one of the selected audio prompts.
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Figure 14: Loss plots of the studied synthesis methods, introduced in 3.3, using the
prompt Laughing. In each plot, the horizontal axis represents iterations and the
vertical axis loss value. As seen in the plots, in all cases the optimization process
converges.

Even though the actual numeric values achieved for loss using the four different
contents of the loss function cannot be compared due to differences in calculation,
the overall declining trend is apparent. However, it can be seen from Figure 14
that the level of change in the loss value is the biggest for the loss function using
spectrograms and the smallest for the one using the AudioCLIP audio features.
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Figure 15: Loss plots of the studied synthesis methods based on the attack-decay
envelopes when the prompt Siren is used. In each plot, the horizontal axis represents
iterations and the vertical axis loss value. As seen in the plots, for this prompt the
optimization process had difficulties to converge.

4.3.2 Spectrograms

As seen from loss plots, it is also apparent in the spectrograms formed for the
synthesized sounds that the biggest change occurs at the beginning of the optimization
process. This is apparent in Figure 16. After the first 100 iterations, the overall
shape of the synthesized sound does not evolve. However minor changes can be seen
in the duration of particular frequencies and in some frequencies fading away.

For analyzing the resemblance to audio prompts from spectrograms, the spec-
trograms formed for the synthesized sounds in different stages of the optimization
process were compared with the spectrograms of the audio prompts, seen in Figure
17. An example of the resulting spectrograms of synthesized sounds, achieved with
the eight experiments, can be seen in Figure 18. The figure shows the results for
one of the eight prompts, but it is representative of the general behaviour detected
and the observations made for the results of all of the prompts. In general, the
loss functions including spectrograms resulted in the most successful generations in
terms of containing recognizable traits of the exemplary audios. In the spectrograms
formed for the sounds synthesized with the methods AD-S and AD-C, the harmonic
structure and layering of overtones remind those of the audio prompts, especially for
the lowest frequencies. The temporal shape of the audio prompt is recognizable for
example from the duration of specific frequency components and from the thickening
frequency combinations in time-wise crucial moments. However, the method AD-S
resulted in dynamically damped audios, as seen in the figure, that for their overall
frequency content are sparser than the prompt. As the method AD-C results in
noisier sounds than the method AD-S, the synthesized sounds are fuller and in some
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Figure 16: Spectrograms of the synthesized audio files using the prompt Siren and
the synthesis method AM-S. The spectrograms formed at different iterations show
the development of the synthesized audio during the optimization process.

cases include more partials. For some audio prompts, however, the sustained noise
in the results of the method AD-C covers some of the highest partials detected with
the loss function only based on spectrograms.

The methods AD-A and AD-T did not result in spectrograms where the exemplary
audios could be detected due to many sustained frequencies. The AudioCLIP features,
used in the loss function, do not seem to detect neither the characteristic overtone
layers nor the temporal shape related to the exemplary audios, as seen in Figure
18. In the generations, regardless of the prompt, the same sound development
occurs: many loud frequencies at the beginning followed by a decrescendo and a
thicker ending. However, the frequencies highlighted during the similar temporal
development are not the same for the synthesized results. It seems that it could
be possible that some of the highlighted frequency areas have a connection to the
exemplary audio, as hinted in Figure 18.

The spectrograms of the sounds synthesized with the amplitude matrix approach
are noisier than the ones discussed above. When only using the AudioCLIP features
in the loss function, the algorithm failed to converge to anything distinguishable
from the initialized random noise, as seen in Figure 18. In turn, the methods AM-S
and AM-C resulted in spectrograms from which the audio prompts can be somewhat
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Figure 17: Spectrograms of the audio files used as prompts in the experiments. The
text prompts related to each can be seen below the respective spectrograms. The
figure demonstrates that the prompted sounds are different in terms of temporal
shape, overtone structure and duration of sound events. This selection ensures a
diverse and representative sample of possibly challenging prompts.

recognized. The method AM-S was studied as a sanity check for the suggested
synthesis-by-optimization algorithm: to see whether the algorithm works properly
and is able to converge to the exemplary audio based on spectrograms in the loss
function. For this method, the algorithm seems to recognize the frequency structure
and the temporal shape of the prompt. However, as seen in the figure, the sound
quality of the synthesized sound is lower than in the audio prompt due to chopped
sound events. Compared to that, the spectrograms formed for the method AM-C
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Figure 18: Spectrograms of the synthesized audio files using the eight synthesis
methods and the prompt Cat. It can be seen in the spectrograms that some synthesis
methods, such as AD-S and AM-S, result in sounds that resemble the prompt more
than the results of other methods. The synthesis methods AM-A and AM-T result
in sounds that do not differ much from the initialized random noise.
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are smoother. The increased noise due to the AudioCLIP features in the loss function
seems to make the synthesized sound continuous. The increased noise, however, also
disguises some of the harmonics characteristic of the audio prompt.

When discussing which kinds of prompts resulted in the most successful genera-
tions, in terms of results seen from spectrograms, audio prompts with distinguishable
temporal shapes stand up. The distinguishable temporal shapes comprise of sound
events that are clear and not too short, such as for the prompts labeled Cat and
Door wood creaks in Figure 17. Namely, the granularity of short, fast sound events –
as for prompts Keyboard typing and Water drops – is lost by the algorithm. Also,
the results are better if the audio prompt contains some distinguishable, directed
movement in frequency, as for the prompt Door wood creaks. Frequency-wise mono-
tonic prompts pose challenges to the algorithm to converge to anything meaningful
from initialized random noise. The same challenge was recognized for the audio
prompts with complete silence at the beginning or at the end of the recording, as
in the prompts Laughing and Rooster. It was also noticed that in some cases the
algorithm may pick up some resonant frequency from the exemplary audio instead
of up-front activity. For example, the resonant metallic echo of the water bucket in
the Water drops prompt was reflected in the synthesized sound.

4.3.3 Listening test

The synthesized audios were analyzed in a listening test in order to confirm the
observations made from the spectrograms. The listening test demonstrated that
after the first 100 iterations it was more challenging to hear distinct changes in the
synthesized audios. The overall shape of the sound was developed early on in the
optimization process, and only minor changes in the frequencies occurred after the
first 100 iterations, as seen from the spectrograms.

The listening test resulted mostly in the same observations made when comparing
the spectrograms of the synthesized sounds to those of the audio prompts. For the
audios synthesized with the method AD-S, it was noticed that even though the
spectrograms of the audios seemed rather empty compared to those of the exemplary
audios the resemblance to the example could be clearly heard. The synthesized
audio sounded, however, more metallic or mechanic than the exemplary audio. The
reason for this, as seen from the spectrograms, is that only the low frequency range
is highlighted in the synthesized sound. According to the listening test, the most
interesting and surprising result was the one generated for the non-musical Door
wood creaks sound. In the abstraction of the exemplary sound, several sonic textures
could be heard. In the sound synthesized for the Keyboard typing prompt, the short
typing events were lost, but a vibrating base frequency was simulated.

As discussed on the spectrograms, using the AudioCLIP features in the loss
function does not seem to result in synthesized sounds that can be linked to the
exemplary audios. The same observation was detected in the listening test. From
the spectrograms, as discussed in 2.5, it was noticed that the synthesized sounds
could contain frequencies apparent in the exemplary audio. In the listening test, it
was not possible to clearly hear such a connection due to many sustained frequencies
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Figure 19: Frequency-intensity plots of the audio prompt Siren and its two result-
ing synthesized audios. The red curve depicts the approximation of the detected
frequencies and their intensities. The two vertical blue lines mark the limits of the
frequency range used in the algorithm. The results of the two synthesis methods
were selected to support the discussion on the overall results, however plots for all of
the results using the prompt Siren can be found in Appendix A.
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Figure 20: Frequency-intensity plots of the audio prompt Church bells and its two
resulting synthesized audios. The red curve depicts the approximation of the detected
frequencies and their intensities. The two vertical blue lines mark the limits of the
frequency range used in the algorithm. The results of the two synthesis methods
were selected to support the discussion on the overall results, however plots for all of
the results using the prompt Church bells can be found in Appendix B
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sounding simultaneously. In order to study this further, frequency-intensity curves
were plotted both for the exemplary audios and the resulting synthesized audios. One
example of such plots is seen in Figure 19. Here the low-frequency peaks apparent in
the exemplary audio can be detected in the sound synthesized with the method AD-S.
However, when the AudioCLIP audio features are used in the loss function, the
resulting audio consists of many loud frequencies, and such peaks cannot be detected.
In Figure 20, an example of the results using the amplitude matrix approach is
visualized. Again, the AudioCLIP text features fail to detect the frequency structure
of the exemplary audio while the combined loss function results in a curve more
similar to that of the exemplary audio.
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5 Phase 2: User study
This section discusses the user study designed for evaluating the artistic value of
the suggested algorithm and the synthesized sounds. The discussion is divided into
motivation, method and results. All the resources, including the synthesized sounds
and study data, are available at https://github.com/heidihas/abs-sound-synth.

5.1 Motivation
The user study was motivated by better evaluating the quality and meaningfulness
of the sound the abstract sound synthesis algorithm produces. It was of high priority
to learn the opinions of potential users on the synthesis results, and whether they
would consider using the ideation CST in their artistic work. Prior to conducting the
study, we expected that the study would offer insights into the ways the designed
tool could be improved.

Another motive for the user study was to evaluate with real users the level of
creativity and support offered by the tool, which is seen as very important in the
development of CSTs, as discussed in 2.2. We expected that the user study would
demonstrate how users perceive creativity support when working with a sound-
generating tool for ideation: what is considered interesting or as enhancing creativity.
We also attempted to better understand what the potential users really need from a
compositional CST for ideation. This goal became even more essential as no such
preceding research was found.

5.2 Method
Here, the method followed in the user study is discussed more in detail. The protocol
of the user study, describing the overall structure of the study and defining how the
participants were informed at different stages, can be found in Appendix C.

5.2.1 Participants

The user study was conducted with 5 classically trained professional composers (3
F, 2 M) who have graduated from a music university and who actively practice the
profession of a composer. The participants, aged between 30–45 years, originate
from Finland, Norway and Japan. As for their background in composition, all of
the participants have been composing for more than 15 years and have studied
composition for 11 years on average. The participants agreed to the anonymized
publication of results.

By inviting professional composers as participants, we reasoned that the results
would be meaningful and reliable, based on the vast experience the participants have
in composition and sound. Moreover, we were particularly interested in hearing what
kind of generative ideation tools professional composers would appreciate. As the
author of this thesis is a classically trained composer and thus knows the participants
from work in the music field, attention was paid to emphasizing to the participants
that the study evaluates the designed process and not its developer.

https://github.com/heidihas/abs-sound-synth
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5.2.2 Tasks

For giving a real-life context to the usage of the system, we created two realistic
briefs for the task of finding inspirational sound material for a new composition. The
briefs, included in Appendix D, express the background and goals of each task: (D.1)
for composing a new fixed media piece and (D.2) for composing a new instrumental
piece for a chamber ensemble. Each participant was given one of the briefs as an
imaginary task they imagined trying to solve while using the studied tool.

5.2.3 Procedure

The user study was conducted in two parts and organized online on different days.
The division of the study into two parts was necessary due to the long run-time of
the suggested synthesis algorithm. Also by doing this, the participation was less
effortful to the participants. The disadvantage, however, was losing the aspect of
the participants seeing in real-time how the process runs and the generated sounds
develop. This may have weakened the experience of interactivity.

In the first part, the participants were asked to fill in an online questionnaire
on their compositional background and to provide two 5-second-long audio files for
the synthesis process. The audio prompts were coupled with participant-provided
text prompts. The participants chose the two exemplary audios after being given
one of the briefs as an imaginary task. Later, the participant-provided audios and
text prompts were used by the author as prompts in the abstract audio synthesis
algorithm, resulting in eight generated sounds per an exemplary audio.

In the second part, the participants were presented with the synthesized audios.
After listening to the sounds, the participants evaluated them through an online
questionnaire. The participants also filled in the standardized CSI questionnaire,
described in 5.2.4, on the creativity support offered by the tool. Lastly, a semi-
structured interview was conducted as an online call for better understanding the
participants’ answers to the earlier questionnaires and for assessing the artistic value
of the tool.

5.2.4 Metrics

The user study was assembled from five study metrics for qualitative research:
assessing the level of interest, evaluating similarity between the system input and
output, Creativity Support Index (CSI), adjective descriptions of the generated
audios and evaluating the artistic value of the results. The user study was compiled
from questionnaires and a semi-structured interview. Most of the questions were
designed for this particular user study, included in Appendix E, while the established
structure and scoring of the CSI study, described below, was used. Below each of
the study metrics is described more in detail.
Level of interest. As intrinsic motivation and interest are driving forces for creativity,
we decided to measure how interesting the participants find the abstract sounds
generated by the synthesis tool for compositional ideation. On one hand, we asked
the participants to rate how interesting they found each of the synthesized abstract



49

sounds. The rating was done on a scale of 1–7, 1 being ’not interesting at all’
and 7 being ’very interesting’. For those sounds rated as the most or the least
interesting we ask the participants to explain their evaluation and to describe what
made those sounds either interesting or not interesting. On another hand, we asked
the participants whether they could consider using each of the synthesized sounds
for ideation in their imaginary composition task, described in the briefs. The two
questions attempted to find answers to RQ 3.

The motivation for splitting the study on interest into the two questions stems
from the understanding that a participant may find a synthesized sample interesting
as a sound but for some reason not consider it for compositional ideation, or vice
versa. For example, interesting music can be created out of a boring initial idea with
proper composition techniques, while an interesting exemplary sound may not adapt
well to composition work if not related to the overall mood of a piece. Hence, the
level of interest in a sound does not guarantee that it can be useful in composition.
Similarity evaluation. In order to attempt to answer RQ 4, the participants
were asked to analyze the similarity between the exemplary audios and the resulting
abstract sounds. The motivation for studying similarity stemmed from the realization
that the participants, asked to choose exemplary audios, expect to hear reference
in the synthesized sound to the example. This aspect is further investigated in the
research by Norowi [100] suggesting that asking the participants to evaluate aurally
the similarity to target sound on specific sonic attributes, such as timbre and loudness,
results in meaningful observations.

In our study, similarity was measured by asking the participants to evaluate
similarity on the characteristics of sound discussed in 2.4: pitch content, dynamics,
timbre and temporal shape. Each of the sonic characteristics was presented in a
separate question, and the participants could express their opinions on the same scale
of 1–7 described above. Splitting the evaluation of similarity into separate questions
had the advantage of making it easier for the participants to define what is meant by
the similarity between two audios. Also, this required the participants to listen to
the sounds more carefully, focusing on different sonic aspects.

One of the possible challenges of studying aurally sonic similarity, however, is
that it assumes the participants to be skilled in hearing and analyzing the sonic
characteristics by ear. We took this into consideration when choosing the participant
group for the user study. The selection was guided by the findings of Norowi on the
level of musical training of a participant affecting how well they perform in evaluating
the similarity between two sounds [100].
Creativity Support Index. For measuring how well the designed ideation tool
supports composition processes, we used the established CSI study, presented in [36].
As discussed in 2.2, CSI evaluates a tool’s support for creativity from six aspects:
collaboration, enjoyment, exploration, expressiveness, immersion and results worth
effort. Using CSI allowed us to have a survey with a proven scoring method alongside
the other metrics. However, we referred to the CSI survey more as an addition to
the qualitative observations than for statistical analysis of numerical results. We
attempted to lay the grounding for the answer to RQ 5 with the CSI results.
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The CSI questionnaire divides the evaluation of a creative tool into the six
categories, seen in Figure 21. The questions in the figure were used with this wording
in our user study, except for ’other people’ in Collaboration being changed into ’AI’,
changing the focus to human-AI interaction. The scoring of the answers was carried
out following the original scoring equation presented in [36] and in Figure 22.

In general, using the CSI metric offers a means for the designed tool to be better
comparable, to some extent, with other creative tools as the resulting CSI score
indicates the level of creative support offered by the evaluated tool. A challenge,
however, rises when all of the questions in Figure 21 do not seem relevant for the
evaluation of a particular tool, as in our case. The authors of the CSI metric state
that leaving out questions badly affects the scoring and thus influences the reliability
of the results. For this reason, as suggested by the CSI authors in [36], we added
the statement "The above question is applicable." with ’yes’ and ’no’ options to the
questions on Collaboration and Immersion. We found those questions problematic in
the context of the abstract sound synthesis algorithm as the participants of the user
study were not able to directly work with AI, and their working with the evaluated
tool was split into two parts hindering immersion, as explained in 5.2.3.

Figure 21: Measurement units and related questions used in the CSI survey. Figure
originally published in [36].

Adjective descriptions. Asking the participants to name adjectives they think best
describe the synthesized sounds was inspired by the study of Istók et al. in [101]. The
findings suggest that there is a common conceptual space for aesthetic responses to
music. In the study, participants were asked to write down adjectives they associate
with the aesthetic response to music without listening to any music during the study.
The study revealed that the sensation of beauty constitutes the most central item
of the concept of the aesthetic value of music. Also, the study showed that the
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Figure 22: The scoring equation of the CSI survey. It considers both the scores
received by each question and the number of times each measurement unit is preferred
over another. Figure originally published in [36].

conceptual content of the aesthetic value of music was seen differently between music
experts and laymen. Even though Istók et al. focus on the perception of music, their
findings seem relevant also in the wider domain of sound.

In our user study, two adjectives were asked from the participants on those
synthesized sounds they rated as the most and the least interesting. This selection was
motivated by preventing participation fatigue and by focusing on better understanding
why the participants gave the highest and the lowest ratings on the particular sounds.

The advantage of this study metric is that as a qualitative approach it may indicate
the true and most apparent characteristics of the generated sound. The adjective
descriptions may hint at possible developmental aspects, for example related to the
sound quality resulting from the synthesis. As possible challenges, some participants
may experience difficulty to name adjectives on short abstract sounds. In this aspect,
the difference between the concept of music in the exemplary study and more generally
sound may appear. Also, the study may result in a great variety of adjectives that
are not related, which may hinder generalization. For certain adjectives, it may be
difficult to define whether they are perceived as positive or negative.
Artistic value. In order to evaluate, whether the designed synthesis algorithm
is considered valuable by composers in terms of artistic work and compositional
ideation, we compiled a list of questions for organizing a semi-structured interview
at the end of the user study. The list of the questions asked can be seen below.

• Do you find the generative tool valuable for artistic work? Give an explanation
for your answer.

• Would you imagine using the generative tool in your artistic work? Give an
explanation for your answer.

• Describe how you could imagine yourself or another composer using the tool
and the generated sounds in composition work.

• If you could change something in the tool or suggest something new, what
would that be?

The questions were chosen so that they would best attempt to answer RQ 5.
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The open-ended questions of the interview ensure that valuable, first-hand in-
formation is collected from composers that are considered the target user group of
the designed system. The answers may both give motivation for continuing to work
on such a synthesis approach and offer suggestions for further improvement. As a
challenging factor, the insights gathered from the interview depend greatly on the
background of the participants: whether or not they are interested in and willing to
use computational tools in their work, and whether they work with abstract sound.

5.2.5 Pilot study

Prior to conducting the user study, we organized a pilot study with one participant
following the assembled protocol. Piloting the user study resulted in three levels of
insights for improving the study.

Firstly, the duration estimates of the two parts of the user study were improved.
Seeing how much time it takes for a participant to reply to the questions on each
synthesized audio as well as how tiring the rating is made us decide to ask two
exemplary audios from each participant, resulting in 16 evaluated sounds.

Secondly, we got feedback on the clarity of the instructions given to a participant.
For the instructions sent to each participant prior to the study, we improved clarity
by adding order numbers to the steps a participant has to take. We also added
instructions on how to find exemplary audios online. In addition, we noticed that we
should demonstrate to participants how to fill in the questionnaire on audio rating.

Thirdly, two more cases were discovered for troubleshooting. One of them was the
possibility of a participant choosing an exemplary audio file shorter than 5 seconds.
This was solved by changing the synthesis code so that flexibility in the exemplary
audio duration is allowed. The second case was the possibility of a participant rating
more than one synthesized audio as the most or least interesting. In this case, only
one of them would be chosen randomly for the further questions in the interview.

5.3 Results
The following section describes the results gathered in the four parts of the user study:
pre-study questionnaire, synthesized audio rating, CSI survey and semi-structured
interview. While the level of interest and similarity evaluation metrics, introduced
above, were part of the audio rating phase, the adjective descriptions and evaluation
of artistic value were studied in the semi-structured interview.

5.3.1 Pre-study questionnaire

For their prior experience in composing with digital tools, all of the participants
reported having experience in digital sound processing, composing purely digital
music and combining acoustic instruments with electronic means. Also, all of the
participants stated to have prior experience in using digital tools for ideation in the
composition work. The participants had for example used OpenMusic, a visual music
programming tool generated at IRCAM, for structuring form and creating patterns,
Orchidea, discussed in 2.3, for generating suggestions for orchestration, AudioSculpt
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and Audacity software for sound analysis, processing and synthesis, as well as Finale
and Max/MSP for materials generation. Moreover, notation software were used by
some of the participants for sketching and listening to the sketched ideas as playback.

As this study focuses on synthesis based on urban and environmental sound, the
composers were asked about their interest in using extra-musical sound sources for
inspiration in composition. All but participant 104 reported having such interest.

When asked about the digital ideation tools the participants would need, the
answers ranged from material generation (P101, P103, P105) to sound classification
(P102, P104). For generative tasks, the participants mentioned the creation of
harmonic materials, textural and harmonic structures for larger ensembles, and
musical materials suitable for live performance settings. For classification tasks, the
participants mentioned organizing and categorizing a collection of self-provided or
system-generated sounds in a dictionary-like structure.

5.3.2 Audio rating

Table 3 describes the text and audio prompts the participants provided for the
sound synthesis process. As can be seen from the table, many of the text prompts
chosen by the participants combine concepts and material, for example ’rain’ with
’window’. Also the labels such as ’forest beach’ seem slightly imaginary and refer to
a generally unrecognized sound source. Participants 101, 102 and 104 were given the
task description connecting the abstract sound synthesis algorithm as a compositional
tool to instrumental writing, while participants 103 and 105 had the task to imagine
composing a purely digital piece. There is no apparent sign of the given task affecting
what kinds of prompts the participants selected.
Level of interest. For the ratings on the level of interest, there was much variation
among the participants for sounds synthesized with a particular synthesis method.
However, in general the sounds synthesized with the attack-decay amplitude envelopes
approach were considered more interesting than those created with the amplitude
matrix approach, as seen from the average values in Table 2. According to the
average values, the method AD-C produced the sounds the participants experienced
as the most interesting. The sounds synthesized using the methods AD-A and AD-T
were surprisingly rated rather high on interest by the participants, even though the
experiments discussed in Section 4 revealed that these methods do not result in
sounds with a detectable resemblance to the input.

Synthesis method
AD-S AD-A AD-T AD-C AM-S AM-A AM-T AM-C

Including P101 4,3 3,9 4,3 4,8 4,1 3,4 3,5 3,9
Not incl. P101 5,1 4,5 5,1 5,6 4,6 3,8 4,1 4,5

Table 2: Average level of interest ratings (on the scale of 1–7) for the eight synthesis
methods. The results are presented both including and not including participant 101
resembling an outlier.
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The participants found more than half of the generated sounds such that they
could consider using in their imaginary composition task. While participant 103
regarded all of the results useful, participant 101 considered all of the synthesized
sounds not usable. Participant 105 with the most experience in electronic composition
and the quality of digital sound stated that none of the sounds synthesized with the
amplitude matrix approach can be used for composition due to noise.

In general, the sounds synthesized with the attack-decay approach were found
more usable than the ones created with the amplitude matrix approach, with 26 and
17 synthesized sounds out of 40, respectively. In particular, the sounds synthesized
with the method AD-C seemed the most useful, while the ones synthesized with
the methods AM-A and AM-T were found the least useful. When comparing the
results with the ratings on the level of interest, it was noticed that the participants
considered the synthesized sound useful when they rated the level of interest to 5 or
higher, with a few exceptions.
Similarity evaluation. There was even more variation in the answers on the
similarity between the exemplary audio and the synthesized sounds. This may be
partly explained by the differences between the participants in their experience in
aural analysis of digital sound. Also, as the synthesis algorithm is not coherent in
the quality of sounds generated for all prompts, the ratings were strongly affected by
how well the abstract sound synthesis was able to pick up the sonic features of the
chosen prompts.

However, a trend could be detected for the participants finding the similarity in
timbre and temporal shape stronger than in pitch and dynamics. When comparing
the similarity ratings between the participants and among the similarity questions,
the sounds synthesized with the method AD-S were perceived as the most similar,
while the ones synthesized with the methods AD-A and AD-T were considered the
least similar to the exemplary audio. As the rating results varied greatly among the
participants, it was not possible to see a connection between similarity and level of
interest in the sound or between similarity and usefulness to the composition task.

5.3.3 CSI survey

The CSI scores calculated both per participant and as average can be seen in Table 4.
The scores were calculated using the equation in Figure 22. The table shows much
variation between the participant-specific scores: the highest reaching full 100 and
the lowest 29,33 when all the questions seen in Figure 21 are considered. All the
CSI scores are lower when the questions that could be marked as non-applicable are
removed from the score calculation. On average, the CSI score is either 69,2 or 56,2.

When analyzing the CSI survey results qualitatively on a question-basis, the
questions rated on average as the highest by the participants were "What I was able
to produce was worth the effort I had to exert to produce it." and "I enjoyed using the
tool.". The high rating of these questions suggests that the participants in general
value tools that require little effort from them and would enjoy using such a tool
for ideation. However, the accuracy of the rating on the former question may be
questionable due to the participants not working directly with the abstract sound
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Participant
101 102 103 104 105 Average STD

Included 29,33 100,00 92,00 59,00 65,67 69,20 28,17
Not included 20,33 86,67 72,00 43,00 59,00 56,20 25,72
Difference 9,00 13,33 20,00 16,00 6,67 13,00 5,34

Table 4: CSI scores. The scores were calculated both for each participant 101–105
and as average. The questions that could be marked as non-applicable are either
included or not included in the calculation of the score as the participants did not
have a consensus on the matter.

synthesis algorithm. One of the lowest rated questions asked about the easiness to
explore many different ideas. This result is understandable as the participants were
able to only explore the synthesis process with two prompts that they had to select
without knowing how successful results the prompts would produce.

From the questions on which CSI measurement unit out of two the participants
would prefer, it was inferred that being able to explore different ideas is seen on
average as the most important value (5 statements out of 5). This was followed by
being able to be creative (4/5) and producing results worth the effort (3/5). The
participants saw on average as the least important value being able to share ideas
with AI (0/5). While participants 102, 103 and 105 reported the above mentioned
three measurement units as their top priorities, participants 101 and 104 included
being able to become immersed in the activity and to enjoy using the system as two
of their three priorities. Also to participant 101 the least important value was being
able to be creative and to participant 103 being able to enjoy using the system.

5.3.4 Semi-structured interview

Adjective descriptions. Adjectives the participants connected to the most interest-
ing sounds, mostly originating from the attack-decay amplitude envelopes approach,
were for example pleasant (P105), fresh (P102), overtonic (P104), layered (P103)
and developing (P103). The adjectives are in correspondence with the reasons the
participants found those sounds interesting: the sense of novelty, inspiration and
recognition. For novelty, the participants found the sounds interesting if they were
different (P104) and more developed (P103) than the audio prompts. Participant
102 was surprised of how "a non-musical sound was transformed into a musical
abstraction". For inspiration, the interesting sounds arose ideas on how to approach
them in composition (P103, P105). Also, the participants’ interest was caught when
they were able to hear a link to the input, for example in terms of overtone structure
(P104).

Adjectives the participants named for the least interesting generations, synthesized
using the amplitude matrix approach, were for example unpleasant (P105), irregular
(P104), boring (P102), noisy (P105) and typical (P102). The participants did not
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find interesting sounds that had no changes (P105), were noisy (P104, P105) and
monotonous (P103), seemed simple (P102) or only half-ready (P103). Participant
101 felt that these sounds had "lost the connection to the exemplary audio", while
the sounds did not include the features participant 102 was looking for from the
audio prompt. This made the sound unattractive and uninspiring. On the contrary,
participant 102 found those sounds boring that "relied too much on the temporal
shape of the exemplary audio".

As a general note on the adjectives named by the participants, the results had very
much variation and, in that, suggested how creatively professional composers approach
and analyze sound with words, hindering generalization. The only reoccurring
adjective, given by the participants both for the most (P102, P104) and the least
(P101) interesting sounds, was metallic. This shows that the metallic tone of the
synthesized sounds is apparent.
Artistic value. All of the participants answered ’yes’ to the compositional ideation
tool synthesizing sounds from user-provided prompts being valuable. According to
participants 101, 103 and 105, such a tool would offer new ways of working and
getting inspiration as well as produce sounds not possible to achieve otherwise.
According to participant 104, AI-generated sounds would "challenge the composer’s
thinking". The tool was also seen as valuable for making the composition work
faster by replacing manual productions of ideas (P102, P103). The CST would in
the best case offer "many resources from one exemplary sound" (P102), and thus
result in "more alternative to choose from" (P103). For this reason, automatizing
compositional processes, all of the participants stated they could imagine using the
tool in their creative work.
Possible usage. When asked about how they would imagine using the tool in
composition, the participants divided the use cases between instrumental and digital
musical writing. For instrumental pieces, the participants imagined using the tool in
the initial ideation phase and then transcribing the resulting sounds for instruments
(P102, P103, P105). In the digital music domain, the tool was seen as useful also in
later parts of the composition work, even so that the exemplary sound sources and the
ways they would be recorded would depend on the previously gotten output (P105).
In general, all of the participants imagined using the tool for collecting materials and
inspiration when planning a new piece, for example to see "to how many directions
the same exemplary material could lead" (P103). Participant 104 also imagined
visualizing the system output and using that as inspiration for compositional choices.
Suggestions for improvement. In order to feel more in control of the process,
the participants all suggested adding a parameter that could be altered by the
user. To have a better understanding of how the user input affects the synthesis,
participants 101, 103 and 105 highlighted the importance of several simultaneous,
real-time generations from the same input. However, the issue of having to wait for
the results was not seen by participant 101 as crucial as the need for control. As some
of the synthesized results were noisy, participant 105 wished for ways to filter noise.
Also, participant 101 would have wanted "to hear that the synthesized sounds include
more features from the audio prompt". To participant 105, it would be important to
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be able to "affect which features of the audio prompt are primarily considered" in the
synthesis process. Participant 103, though, pointed out that they do not see why the
current results could not be already used in composition as "inspirational material
does not account for ready sounds".
Suggestions for future work. For future work, participants 102 and 103 highlighted
the importance of keeping the tool easy to approach and learn. Discussing with
participants 102, 103 and 104 who also work as pedagogues, the topic of designing
such a tool for young students was mentioned by the participants. According to
the participants, the tool could be both useful in composition lessons (P102) and
act as an "introduction to analytical listening", catching by ear similarities and
variations in musical parameters between "seemingly very different input and output"
(P104). Participant 103, however, pointed out that as young students are more used
to working with pitches and diatonic music rather than environmental sound, an
interesting addition could be the abstraction of environmental audio prompts in
different musical scales.
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6 Discussion
In this section, the results described in 4.3 and 5.3 are analyzed, and the posed research
questions (RQs) are answered. The used methods are evaluated for their reliability,
validity and generalizability. Additionally, the challenges and the limitations of this
work are discussed. The section is concluded with ideas for future work.

6.1 Answers to research questions

RQ 1. As a hypothesis to RQ 1, we expected that the synthesis-by-optimization
workflow used in the CLIPDraw algorithm [6] for the image domain is also suitable and
adaptable to the audio domain. We assumed that altering the exemplary algorithm
by replacing the Bézier curves with sinusoids would make the adaptation possible.

When studying how the adaptation should be carried out, we based our approach
on the classical sinusoidal model, discussed in 2.7 and usable for parameter opti-
mization with the DDSP library as explained in 2.8.1. As constant and optimized
parameters, we chose the matrices required as input by the Sinusoidal synthesizer
of the library. The ways how the parameter values are initialized and scaled in the
optimization process were determined as a result of testing. Also, the augmentation
of the synthesized artifacts, suggested by the exemplary algorithm, was designed to
suit the audio domain.

The experiment results prove that the chosen adaptation is successful. With 1000
sinusoids, the suggested algorithm is able to produce synthesized sounds that abstract
the user input. The analysis on the loss plots in 4.3.1 shows that the algorithm works
properly and that the process converges. Also, by using spectrograms alongside
the AudioCLIP features in the loss function as a sanity check, we saw from the
results of the synthesis methods AD-S and AM-S that the suggested algorithm is able
to synthesize sounds that have a resemblance to the audio prompt. However, the
improvement in the results over iterations for the CLIPDraw algorithm, an example
seen in Figure 5, is steadier than for the suggested algorithm, as discussed on Figure
16. The sounds synthesized with the amplitude matrix approach are also not high for
their sound quality, implying more tuning should be done for the synthesis algorithm.
In addition, the synthesized sounds were perceived as ’metallic’ both in the listening
test of the experiments and in the user study due to the lowest frequency range being
strongly present in the synthesized sounds.
RQ 2. We estimated for RQ 2 that using the AudioCLIP model for maximizing
the similarity between user input and synthesized sound would result in successful
generations and that the AudioCLIP features would, thus, be adaptable to the
synthesis algorithm. However, the results of the experiments show that having the
AudioCLIP features in the loss function does not lead to successful generations. While
the sounds synthesized with spectrograms in the loss function have a noticeable
resemblance to the prompt, the sounds synthesized with the AudioCLIP features in
the loss function do not. From the spectrograms formed for the resulting sounds, it
was seen that the temporal shape of the sounds synthesized with the methods AD-A
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and AD-T is not developed. On the contrary, it was noticed that any prompt would
result in synthesized sounds with a similar temporal shape using those synthesis
methods. It, hence, seems that the AudioCLIP features are not able to capture the
temporal characteristics of a sound. Also, the frequency-intensity plots discussed in
4.3.3 do not show that the most apparent frequency areas of the audio prompt would
be highlighted in the synthesized sounds, consisting of multiple loud frequencies.

The comparison between the loss plots in 4.3.1 demonstrates that the change of
the loss value, in general, is small especially when the AudioCLIP audio features
are used in the loss function. Difficulty to converge is, in particular, apparent in
the results of the methods AM-A and AM-T, not differing much from the initialized
random noise.
RQ 3. As a hypothesis to RQ 3, we expected that professional composers find the
synthesized sounds interesting. The user study results demonstrate this on many
of the synthesized sounds. There were differences in the level of interest between
the eight synthesis methods. In general, the participants found the most interesting
the sounds synthesized with the attack-decay amplitude envelopes approach. The
sounds that were interesting to the participants were generally also the ones that
they imagined using for ideation in the imaginary composition task, given to them
for the study. Characteristics that the participants named as the reasons for being
interested in certain sounds included novelty, applicability to the composition task and
resemblance to the prompt. However, it was seen that the participants experienced
differently the connection between being interested in a sound and the similarity
between the prompt and the synthesized sounds.
RQ 4. In terms of the resemblance between user input and synthesized sounds by
the characteristics of sound, considered in RQ 4, we estimated that similarity could
be recognized for overall timbre and temporal shape. Even though in the user study
the questions about the similarity on timbre and temporal shape were the highest
rated, there was much variation between the answers given by the participants.

As the synthesis results are highly dependent on which kind of a prompt is
selected, the success of containing recognizable characteristics from the prompt is not
guaranteed. From the experiments, it was noticed that for example audio prompts
with clear, not too fast temporal patterns and directed movements in frequency have
a better chance for recognizable synthesized sounds. Table 3, however, reveals that
some of the prompts chosen by the user study participants do not fall into that
category. The variation in the results of the user study for similarity evaluation,
hence, is partly explained by the participants choosing prompts that the synthesis
algorithm is not able to abstract.

For overall sonic similarity, the participants rated the most similar the sounds
synthesized with the method AD-S and the least similar those synthesized with the
methods AD-A and AD-T. The results of the experiments, based on spectrograms
and the listening test, support these observations.
RQ 5. For RQ 5, we hypothesized that the abstract sound synthesis process and the
synthesized sounds would be seen as potential for composition work by professionals.
This assumption is supported by the user study results demonstrating that many of
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the synthesized sounds were interesting to the participants and considered useful for
the imaginary composition task. The participants found the ideation tool valuable
for artistic work, for example for being able to automatize the time-consuming
mechanic process of idea generation at the beginning of a new piece. In turn, the
generation of complete musical ideas, frequently studied in CC, was not mentioned
by the participants. This notion is also apparent in the digital tools the participants
reported having used before in their work for generating suggestions for rhythmic
material, overall structure and orchestration instead of for full musical passages.

The CSI scores calculated from the answers suggest that at this stage, despite
showing potential, the designed CST is in the need of further improvement. For
example, many of the participants mentioned expecting a user-adjustable parameter
ensuring that the user has control over the synthesis process, as discussed on steering
by Louie et al. in [32]. Also at this stage, the participants did not find sharing
ideas with AI valuable, which poses an important question on the overall and true
importance and adaptability of such AI-based compositional tools for professional
composers in a long run. Perhaps such tools seem interesting to composers when
having a sense of novelty, but experimenting with the tools in their artistic work
would be only limited to a few composition works. The CSI scores, however, may
have been affected strongly by the participants not being able to use themselves the
generative tool in this study.

6.2 Evaluation of used methods
In order to ensure the reliability of the synthesis process with the suggested abstract
sound synthesis algorithm, technical choices were reasoned during the development of
the algorithm. As discussed in Section 3, building the process around the Sinusoidal
synthesizer of the DDSP library was motivated by the implementation of the classical
sinusoidal model, introduced in 2.7. Moreover, the selection of optimized parameters,
parameter initialization techniques, audio augmentations, learning rates and loss
functions based on experiments and testing. However, as stated in the study on
the CLIPasso algorithm [2], the synthesis-by-optimization process is susceptible
to initialization. Thus, a different choice for the initialization could possibly have
resulted in a more successful output.

The validity of the experiment results stems from the reasonable selection of
the audio prompts. The chosen prompts are diverse and representative of various
sounds with differences in their sonic characteristics, discussed in 2.4. For example
differences in partials and temporal shape between the selected prompts can be seen
in the respective spectrograms in Figure 17.

The validity of the user study results was ensured by asking the participants to
choose freely their prompts without any directing advice on what kind of sounds
work better with the system. However, we recognized that allowing the participants
to choose the prompts could hinder the generalization of the results due to great
variation in the synthesized results. We, though, preferred freely chosen user input
as our most important goal for the user study was to gather valuable, qualitative
observations rather than to conduct statistical analysis.
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As suggested by Colton and Wiggins in [1] as well as Louie et al. in [32], the
evaluation methods used for the CST and CC system in this work focus on how
the generated results are experienced and valued by potential users in qualitative
terms. As no prior research studying the applicability of such tools for the ideation
of professional composers was found, we put the user study together specifically for
this purpose. Even though a small test group participated in the user study, the
reliability of the results is motivated by inviting composition and sound experts in
the qualitative study.

Most of the metrics used in the user study seem of high validity. Asking the
level of interest in synthesized sounds revealed which synthesis methods produce
sounds that professional composers could imagine using in their artistic work. Even
though the questions on the similarity between user-provided prompts and generated
sounds resulted in noisy data, similar trends in resemblance were detected as in
the results of the experiments. The open-ended interview revealed the participants’
opinions on the value of such ideation tools and the core reasons why the participants
preferred certain sounds. The CSI survey, however, seemed more troublesome for
its measurement units that were not clearly applicable when the participants were
not in direct contact with the synthesis process. Thus, the CSI results are more
meaningful as qualitative results for example on the priorities the participants have
for computational ideation tools. Also, the validity of the collection of adjective
descriptions can be questioned due to the results being very varied and not leading
to generalizations, possibly affected by the small sample of participants.

In terms of generalizability, the results are hindered by being strongly connected
to the AudioCLIP model. Even if in this study it was seen that text-conditioned
sound synthesis with a multimodal model does not result in meaningful generations,
the results may be more successful with a different model. However, this study shows
that the suggested synthesis-by-optimization method, based on sinusoids, results in
sounds that are found interesting and usable by professional composers. Thus, the
same abstract sound synthesis algorithm could be applied with successful results by
replacing AudioCLIP with another model.

6.3 Challenges
At the beginning of the study, one of the challenges faced related to the existing
multimodal models with the audio modality. AudioCLIP was selected for this study
as it was the only such model available at that time. However, the discussion on
AudioCLIP in 2.3.3 points out that the model was designed for sound classification
and is not as effective for retrieval when querying audios with text input. This was
also noticed in this study as originally we attempted to base the synthesis algorithm
only on user-provided text prompts. In the initial version of the tool, the user
selected one exemplary audio from those audio files suggested by the system based on
similarity to the user-provided text prompt. The similarity was measured in terms
of AudioCLIP embeddings. We noticed that with many text prompts none of the
system-suggested audios was suitable, even though we tested the text labels of the
audio dataset ESC-50 [62] as prompts.
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Also, when querying similar audios with audio input, measuring similarity in
terms of the AudioCLIP audio features, we saw that the cosine similarity value for
those audios that were very different from the input was not greatly smaller than the
cosine similarity value for similar audios. In a test case, all of the audios least similar
to the audio input resulted in a cosine similarity value of 0,7 or higher. These and
the above mentioned observations for text prompts hint that differentiating audios
with the AudioCLIP embeddings may be challenging, which again may have been the
reason why the sounds synthesized with the AudioCLIP features in the loss function
did not have a clear resemblance to the user input.

In addition, it was noticed that calculating the AudioCLIP features takes much
longer time than the other parts of the synthesis algorithm. The time consumption
of AudioCLIP resulted in challenges in the development and testing of the synthesis
algorithm, making the implementation of any changes to the code very slow. As
the pre-trained model was used in the algorithm, challenges were also faced when
initially considering the implementation of user-regulated parameters to the system.

In terms of the user study, one challenge related to the characteristics of the
participant-chosen audio prompts. Many of the participants approached intuitively
the request for environmental or urban sounds with field recordings, typically noisy
and lacking a well-defined temporal shape. However, as discussed in 4.3, such
sounds are challenging for the synthesis algorithm due to not being well-profiled.
In contrast, participant 105 with much experience in digital composition selected
prompts depicting clear sound events with frequency changes, potentially resulting
in more successful generations. Perhaps prior experience in recorded sounds and how
they can be manipulated with processing techniques for compositional purposes may
have directed the participant’s choice of prompts.

6.4 Limitations
One of the limitations of this work is that due to the lack of research on similar topics
as studied in this work the results gathered here cannot be compared to preceding
research. This is also reflected in the selection of the evaluation metrics in the user
study. As for limitations of the conducted user study, the participants’ interaction
with the studied system was divided into two parts due to the long synthesis run-time.
Such interruption to the usage of the system and the lack of real-time experience
hindered the participants’ sense of immersion and working directly with AI. Also,
the test group of only five participants in the user study poses limitations for the
generalization of the results.

6.5 Future work
In future work, more study should be conducted on the generative capabilities of
the multimodal models with the audio modality. As more and more such models are
appearing, the suitability of different models to sound generative tasks should be
evaluated. For example, the CLAP model based on contrastive learning could be of
interest for text-conditioned sound synthesis. Also, more study should be conducted
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in general on the CC systems and CSTs, supporting compositional ideation and
human-machine co-exploration, referring to professional composers in the evaluation.

For future work, the importance of real-time sound synthesis with CC systems
was highlighted both by the challenges faced in the development of the algorithm
and by the results of the user study. Compositional ideation CSTs with CC models
would better support co-exploration if the users are able to explore the results with
various prompts in real-time. Especially, as observed from the CSI survey, when
potential users seem to find as one of their priorities being able to explore different
ideas. In addition to the faster run-time, including a user-regulated parameter would
support steerability and make the process more meaningful to the users.

In terms of technical approach, more study should be conducted on the tuning of
the parameters in such a synthesis algorithm and the most suitable audio augmenta-
tion techniques. As the input photographs are augmented in the CLIPasso algorithm,
discussed in 2.3.1, noise attenuation run on audio input and its effects on the synthesis
process and results should be studied. Possibly removing any background noise from
the environmental audio prompts prior to the optimization process, instead of adding
noise to the synthesized sound, could result in generations with higher sound quality.
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7 Summary
This work studies audio and text conditioned abstract sound synthesis as an attempt to
encourage research on the multimodal models with the audio modality for generative
CC tasks. As the application of multimodal models has been demonstrated successful
for image generation out of text input, in this work we aimed at adapting the synthesis-
by-optimization approach of such research to the audio domain. In particular, the
possibilities of the multimodal AudioCLIP model in the suggested abstract sound
synthesis algorithm were studied, alongside basing the synthesis process on the
comparison between spectrograms as a sanity check. Empirical results were gathered
from eight experiments, comparing the synthesized sounds with different prompts and
synthesis methods. To better understand the value of such an AI-based computational
ideation CST for professional composers, a user study was conducted for evaluating
qualitatively the potential of the tool for artistic work.

The results of the study show that the adapted synthesis-by-optimization approach
is able to produce sounds that are interesting to professional composers, but more
tuning should be carried out on the adaptation to the audio domain for ensuring
better sound quality. The AudioCLIP model, however, does not seem efficient enough
for such generative multimodal tasks. We expect that the AudioCLIP embeddings
are not able to capture the characteristics of sound such as temporal shape. In
addition, the results demonstrate that professional composers find synthesized sound
abstractions useful for their artistic work. Ensuring recognizable similarity between
user-provided input and the synthesized sounds makes such computational ideation
tools more meaningful to professional composition work.

The value of this work stems from tackling many topics not yet widely studied,
such as AI-based abstract sound synthesis, human-computer co-exploration for sound
ideation and the adaptability of CC systems in the work of professional composers.
As seen for music-related CC research, the studied systems generate more or less
ready musical artifacts. However, the interview conducted in this work reveals that
professional composers have experience in and are looking for tools that support
co-exploration and that adapt to the composition process instead of offering ready
solutions. As a valuable finding, this work also indicates that professional composers
have actual needs for such generative computational ideation tools. Due to the value
of the findings, this work is possibly adapted into a scientific publication.

For future work, we encourage studies on other audio-related multimodal models
for similar CC tasks. The possibilities of ensuring better steering control to the
users, for example in the form of a user-altered parameter, are worth exploring. Also,
more research should be conducted on how different prompts are treated by such
generative systems and what level of resemblance to the user input can be achieved.
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B Frequency-intensity plots, Church bells
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DAY 1 

Greeting script (text sent to the participant) 

Hi!  

Thank you for participating in this study. This text describes the context of the study, its structure 
and offers you instructions on your participation.


This study is part of my master’s thesis work at Aalto University, in the Computer, Communication 
and Information Sciences study path. My thesis studies abstract sound synthesis and how this as 
a computer-assisted tool could be used in composition work.


In this user study, we are testing the quality of the tool, so this study is not testing you nor your 
performance. If you find something useful or difficult, chances are that also others will, so your 
feedback is very important. Also this study is not testing its author nor the success of the master’s 
thesis work.


Information gathered in this user study will only be used for research purposes in the thesis work 
and will be kept secure. Any published results will be compiled with other participants and 
reported anonymously.


Structure of the user study 

The study is divided into two parts. 


First part (10—15 minutes)


1. Fill in a short questionnaire on your background here [link]. Your reply ID is [ID], use this in the 
questionnaire.


2. Read the description of an imaginary task you are given below, under the Imaginary task title. 
You will find the instructions on the task and tools for solving it in the text.


3. Send the audio files you have selected for the imaginary task or links to them to 
heidi.hassinen@aalto.fi the latest by [date, time]. Include in your email the time codes and 
text labels, explained in the task instructions.


Second part (35—45 minutes)


1. Participate in a Zoom call on [date, time]. During the call you will be interviewed and asked to 
fill in questionnaires. The link to the call will be sent later.


Thank you in advance!


Test script 

Questions on the background 

Participant answers to an online questionnaire. [link] 

Brief and providing user input 

Participant is given the instructions below. Participant does the task and provides user input. 
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Imaginary task 

[one of the briefs] 

In order to do the task, you are given an interactive system that uses Artificial Intelligence for 
abstract sound generation. The main idea of this system is to create abstract sounds based on 
user input which can be an exemplary audio and/or text.


Due to the amount of time the system needs for generating sounds, your interaction with the 
system is split into two parts. Firstly you will select your input that will direct the sound generation 
process, and later in this user study you will be presented the resulting generated sounds.


Now


1. Choose two audios (max 5 seconds long) of environmental or urban sound, for example a 
recording of a barking dog. You can either select audio files you have yourself or choose audio 
files from https://freesound.org/. You find instruction on how to use the website below.


2. If the audios you have selected are longer than 5 seconds and you do not have the means to 
cut the audio yourself, check the time code (for example 1:35—1:40) for the part you have 
selected.


3. Give a text label to both of the audios. This can be any 1—2 words in English language that 
describe the sound or its sound source. A text label could be for example ’dog bark’. 


4. Send the selected audio files/links to them, possible time codes and the text labels to 
heidi.hassinen@aalto.fi.


How to use freesound.org 




 

On the main page of the website, write to this search field 
(on the right side of the page) words that describe what kind 

of sounds you would like to find. Press to the button, 
marked with a blue circle, to see a list of search results.
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————————————————————————————————————— 

DAY 2 

Greeting script (in the Zoom call) 

Hi! 


Great to see you again participating in this study.


As a recap, this user study is related to my master’s thesis that studies abstract sound synthesis 
and how this as a computer-assisted tool could be used in composition work.


And in this user study we are testing the quality of the tool, so this study is not to test you or your 
performance, nor the author or the success of the master’s thesis work.


This part will take approximately 35—45 minutes.


Do you have any questions at this point?


Let’s get started!


The list of search results looks approximately like this. By pressing the 
play buttons, marked with red circles, you can listen to the sounds. 
Once you have found something you like, click on the name of the 

sound, underlined here with purple lines, to open the webpage of that 
particular sound. Copy the link to that page.
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Test script 

First I would like to remind you about the task you are doing. Here is the description text you also 
saw before. Present the brief.


Earlier you started working on the task by selecting two audios and their text labels for the 
abstract sound generation system, and these inputs have now been used for generating sounds 
with Artificial Intelligence. So each generated sound is a reflection on the input you gave to the 
system.


The results of the generation process are part of the questionnaires you will fill in shortly. You will 
be able to listen to the generated audios multiple times. As we are testing multiple different ways 
to generate abstract sound based on an exemplary audio and/or a text input, you will hear 8 
versions per each exemplary audio.


Level of interest & Similarity between the example and generated audio 

Turn on screen-sharing on Zoom. 

I will now briefly show you how the questionnaire form works. Through this link (point at link) you 
can open a generated audio in Google Drive and through this link (point at link) the exemplary 
audio. They open up in new tabs on which you can listen to them as many times as you want. 
Then there are questions on the audios that you will have to reply to. The questions measure 
interest and similarity. When you reply to the question on interest, think about it outside of 
comparing how similar the two audios are. Also there is a question related to the imaginary task 
you were given for this user study. 


As a clarification, I point out that here (show on form) ’temporal shape’ refers to how the sound 
evolves in time. For example if my example audio is a recoding of a barking dog, temporal shape 
would define where and how many times barks are heard in the audio. Also I point out that here 
(show on form) ’noise’ refers to masses of undefined sound.


The questions will be the same for all of the 16 generated audios in this questionnaire. The first 8 
pages have audios that were generated with your first exemplary audio, the last 8 pages with the 
second exemplary audio. For this reason the example audio here (point at link) will stay the same 
for 8 pages. You can notice from the name of the link when the exemplary audio changes.


Before you move to the next page, please close the Google Drive tabs opened for this page so 
that you will be sure to always answer to the questions on the right audios.


Turn off screen-sharing on Zoom. 

Participant answers to the questions in an online questionnaire. [link] 

CSI 

Participant fills in the CSI study on the Webropol survey. 

Meanwhile the user study organizer will go through the previous answers to find the highest and 
lowest rated generated audios. [link] 

Adjective descriptions & Artistic value 

Ask in the Zoom call the questions on the Google Form and write down the answers. [link] 
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Concluding script 

Thank you for your participation!


—————————————


Troubleshooting: 

- What kind of words can be written in the text prompt?

- Any words in English can be written in the prompt. 1—2 words should be selected that best 

describe the sound or its sound source.
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D User study: Briefs

D.1 Brief 1
You are about to compose a new fixed media piece for an electronic art music festival.
For this piece, you are looking for new ways of expression and working methods. In
your piece, you have decided to utilize different kinds of digital sounds and sound
sources. Also, you are interested in experimenting with sound shapes and textures
that are only doable by digital means.

As one source of inspiration, you are looking for sound material that could give
you ideas on what kind of sound processes to study and possibly to use as is in your
piece. This inspirational material would work as if it was a mood-board element in
your collage of sounds, part of the planning of your new piece.

D.2 Brief 2
You have been commissioned to compose a piece for a chamber ensemble. For this
piece, you are looking for new ways of expression and working methods. In your piece,
you have decided to explore extra-musical sound material and the ways how it can
be transformed into instrumental texture. For example the term multi-instrument,
referring to the usage of multiple instruments together for creating timbral events, is
of your interest.

As one source of inspiration, you are looking for sound material that could give
you ideas on what kind of sound processes to study and possibly to use as is in your
piece. This inspirational material would work as if it was a mood-board element in
your collage of sounds, part of the planning of your new piece.
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E User study: Questions

E.1 Pre-study questionnaire
• Age

• Gender

• Country of origin

• For how many years have you been composing?

• For how many years have you been studying composition and where?

• Have you composed music combining acoustic instruments and electronics?

• Have you composed purely digital music (without acoustic instruments)?

• Have you used computer tools for sound processing?

• Have you composed a piece using digital tools for the ideation of musical
material?

• If yes, what kind of external tools have you used and for what purposes?

• For what purposes would you like to use a digital tool for the ideation of musical
material?

• Have you ever found inspiration for creating musical material from the example
of extra-musical sound sources?

E.2 Audio rating
• How interesting is the sound? [1–7]

• Would you use this sound for inspiration in your composition task?

• How similar are the audios by overall timbre? [1–7]

• How similar are the audios by changes in pitch content? [1–7]

• How similar are the audios by changes in dynamics? [1–7]

• How similar are the audios by overall temporal shape? [1–7]



85

E.3 Semi-structured interview
• Describe the most interesting sounds with two adjectives.

• What makes them interesting? Why do you find them interesting?

• Describe the least interesting sounds with two adjectives.

• What makes them not interesting? Why did you not find them interesting?

• Do you find the generative tool valuable for artistic work? Give explanation
for your answer.

• Would you imagine using the generative tool in your artistic work? Give
explanation for your answer.

• Describe how you could imagine yourself or another composer using the tool
and the generated sounds in composition work.

• If you could change something in the tool or suggest something new, what
would that be?
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