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Introduction: Axel Encounter is a patient flow management system that
helps patients and healthcare professionals to be at the right place at the
right time, while reducing burden of routine tasks and making the experience
smooth. In this thesis project, we developed an episode mining framework
and used it to analyse how healthcare professionals interact with the system.
Methods: We used the framework to discover episodes and episode rules
in user interaction log data from six healthcare organisations. The frame-
work was based on an enhanced version of the Winepi algorithm. We used
goodness measures that rank episode rules based on statistical dependence,
addressing shortcomings of the previously used measure. We pruned super-
fluous rules that provided no information not provided by a simpler rule. We
proved that some episodes can only be involved in superfluous rules, giving
a novel way to prune the search space. Results: We discovered episode
rules that provided practically relevant information. All goodness measures
should be considered, noting their advantages and disadvantages. Pruning
reduced the number of discovered rules vastly and provided a large perfor-
mance boost, which made the results easier to interpret and the experiments
feasible. Conclusions: Episode mining is a viable method for analysing log
data. Suitable goodness measures and pruning are important for discovering
rules that are easy to interpret. We propose further improvements, such as
pruning more aggressively, and extending goodness measures and pruning
methods to work with more general definitions of episodes and episode rules.
We discuss issues of frequency-based episode mining.
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Johdanto: Axel Encounter on potilasvirran hallintajärjestelmä. Se auttaa
potilaita ja terveydenhuollon ammattilaisia löytämään oikeaan paikkaan oi-
keaan aikaan, keventäen rutiinitehtävistä johtuvaa kuormitusta sekä tehden
kokemuksesta sujuvan. Tässä diplomityöprojektissa kehitimme episodinlou-
hintakehyksen ja käytimme sitä analysoidaksemme, miten terveydenhuollon
ammattilaiset vuorovaikuttavat järjestelmän kanssa. Menetelmät: Käytim-
me episodinlouhintakehystä löytääksemme episodeja ja episodisääntöjä käyt-
täjävuorovaikutuslokeissa jotka kerättiin kuudelta terveydenhuollon järjestä-
jältä. Kehys pohjautui paranneltuun versioon Winepi-algoritmista. Käytim-
me tilastolliseen riippuvuuteen perustuvia hyvyysmittoja määrittääksemme
episodisäännöille sijoitukset, ratkaisten aiemmin käytetyn mitan ongelmia.
Karsimme tarpeettomia sääntöjä, joiden antama tieto oli kokonaisuudessaan
pääteltävissä yksinkertaisemmista säännöistä. Lisäksi todistimme, että tietyt
episodit voivat olla osallisina vain tarpeettomissa säännöissä. Tästä seuraa
uusi keino karsia hakuavaruutta. Tulokset: Löysimme episodisääntöjä, jot-
ka antoivat käytännössä relevanttia tietoa. Kaikki hyvyysmitat tulee ottaa
huomioon, pitäen kunkin hyvät ja huonot puolet mielessä. Karsinta vähen-
si löydettyjen sääntöjen määrää ja tehosti laskentaa roimasti, mikä helpotti
tulosten tulkintaa ja mahdollisti kokeiden toteuttamisen. Johtopäätökset:
Episodinlouhinta on käyttökelpoinen menetelmä lokidatan analysointiin. So-
veltuvat hyvyysmitat ja karsiminen ovat tärkeitä helposti tulkittavien sään-
töjen löytämiseksi. Jatkokehitykseksi ehdotamme esimerkiksi aggressiivisem-
paa karsintaa, sekä hyvyysmittojen ja karsintamenetelmien kehittämistä toi-
mimaan yleisempien episodi- ja episodisääntömääritelmien kanssa. Keskus-
telemme frekvenssipohjaiseen episodinlouhintaan liittyvistä ongelmista.
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Symbols and abbreviations

B byte
KiB kibibyte, 1024 bytes
MiB mebibyte, 1024 kibibytes
GiB gibibyte, 1024 mebibytes
FSM Finite-state machine
PV Professional’s View
SSN Personal identity code

s Sequence of events
a, b, c, d, e, . . . Event

L(e) Type of the event e
t(e) Timestamp when the event e occurred
Σ Event type alphabet

A,B,C, . . . Episode
tstart First timestamp of the event sequence
tend Last timestamp of the event sequence

twin start First timestamp of the window
tentry[A] Time since when A is entirely within the window
tinit[A, i] Time when the FSM in state (A, i) was initialised

win Size of the window
P(A) Relative frequency; the fraction of windows that contain A
fr(A) Absolute frequency; amount of windows that contain A
Pthresh Minimum frequency threshold

ϕ(B → A) Confidence of rule B → A
γ(B → A) Lift of rule B → A
δ(B → A) Leverage of rule B → A

MI (B → A) Mutual information of rule B → A
pF p-value from Fisher’s exact test
pG p-value from the G-test

ϕthresh Minimum confidence threshold

iv



v

ecur Events in the window before the ongoing iteration
ein Events coming into the window during the ongoing iteration
eout Events going out of the window during the ongoing iteration
erem Events in the window both before and after ongoing iteration
B Block of episodes
C Set of candidate episodes
F Set of frequent episodes
R Set of episode rules

T [a] Set of FSM instances that will transition when a occurs
nev[a] Number of events of type a currently in the window

nep ev[A] Number of events contained in A currently in the window
J(RA,RB) Jaccard similarity coefficient between the sets RA and RB

τ Kendall’s rank correlation coefficient
Q1 First quartile, 25th percentile
Q2 Second quartile, 50th percentile, median
Q3 Third quartile, 75th percentile

None Placeholder for uninitialised values
A[i] Item at zero-based index i in the sequence A = (a0, . . . , al−1)

an ∈ A The multiset A contains a with multiplicity n
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Chapter 1

Introduction

1.1 Background and motivation

In addition to medical issues, visits to healthcare facilities involve solving
many practical problems. An outpatient needs to know, among other things,
when they should arrive at the hospital or clinic, where to go once they have
arrived, and where and when their next appointment is if the patient meets
several healthcare professionals. On the other hand, doctors, nurses, and
other healthcare professionals need rooms and other facilities, information
on who are the patients they will treat and whether those patients have
arrived, and so on. Finally, the patient and the healthcare professional will
meet once the professional calls the patient in. Patient flow management
means solving these and other related practical problems. In short, we have
to ensure that the right people are at the right place at the right time, so
that medical care, the actual purpose of the visit, can be provided smoothly.

Axel Encounter is a patient flow management system that is designed to
help make healthcare visits smooth for patients and reduce the workload of
routine tasks faced by healthcare professionals (Axel Health, 2022). The
system consists of both hardware and software: patients interact with self-
service kiosks or a mobile web application and information displays to check
in at the hospital and receive guidance; professionals interact with the Pro-
fessional’s View (PV), which enables them to manage reservation lists and
call patients in, among other things. For the system to fully accomplish its
goal of making everything go smoothly for both patients and professionals,
the user experience naturally has to be smooth as well.

1
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However, the Axel Encounter development team currently has only little
insight into how the system is actually used, and therefore knowledge about
which parts of the system work smoothly and which do not is lacking. The
aim of this thesis project is to analyse log data on how professionals interact
with PV in order to discover patterns of user interaction. The patterns can
then be interpreted in conjunction with background knowledge on how PV
functions and what kinds of needs the professionals might have to help steer
the development of the system.

1.2 Mining sequential patterns

Sequential pattern mining is a subfield of data mining, the purpose of which
is to discover interesting subsequences or other kinds of sequential patterns
in a dataset. Sequential pattern mining was introduced in the context of
sales transactions by Agrawal and Srikant (1995):

A customer supports a sequence s if s is contained in the customer-
sequence for this customer. The support for a sequence is defined as
the fraction of total customers who support this sequence.

Given a database D of customer transactions, the problem of min-
ing sequential patterns is to find the maximal sequences among all
sequences that have a certain user-specified minimum support. Each
such maximal sequence represents a sequential pattern. (p. 4)

A diverse set of sequential pattern mining algorithms has since emerged (see
Mooney & Roddick, 2013). Naturally, the definition of what constitutes
a sequence has been expanded from sales transactions. The sequences have
often been temporal sequences, as is our usage log data, but other possibilities
include protein, RNA, and DNA sequences; and word sequences, i.e. text.

Many sequential pattern mining algorithms solve the same fundamental prob-
lem as Agrawal and Srikant (1995). That is, given several somewhat short
sequences, the algorithms find maximal subsequences that occur frequently
enough, without in any way constraining the amount of time that an occur-
rence of a subsequence may take. This approach makes sense in the context
of transaction data, for instance, where we might be interested in knowing
if customers who bought a certain product also bought some other product,
even if it was weeks later.

However, this approach does not match our needs, because the individual user
interactions we are interested in take place over a short time span relative to
the length of the sequence. It is of no interest to know that those who used
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one feature used another feature some following day. Therefore, we require a
completely different class of sequential patterns that are suited to a different
kind of data. The patterns we will use in this thesis project are episodes and
episode rules, which were originally introduced by Mannila et al. (1997):

An episode is a collection of events that occur relatively close to each
other in a given partial order. (p. 259)

The task we are interested in is to discover all frequent episodes. . . Once
the frequent episodes are known, they can be used to obtain rules
that describe connections between events in the given event sequence.
(p. 263)

The connections described by rules are, roughly speaking, that when one
episode occurs, there is a good chance that another episode occurs simulta-
neously. For our purposes, an event represents an action performed by a user
and recorded in the usage log. Thus, frequent episodes and episode rules can
tell us what actions are often taken together during the course of a single
user interaction, which is what we are interested in.

Sequential pattern mining has traditionally been specifically defined as dis-
covering frequent sequential patterns, as is clear from the definitions given
above. We should note that this is done to the exclusion of less frequent
patterns, which can nonetheless be interesting. For example, we might be
interested in discovering outliers, such as patterns of unconventional user
interaction.

1.3 Research objectives

The objectives of this thesis project include, on the one hand, finding episodes
and episode rules in the PV user interaction log data that can then be used
to gain insight into how the system is used in real-life circumstances. On
the other hand, the objectives also include developing an episode mining
framework suitable to the task and evaluating its performance in analysing
log data. We will use log data from six healthcare organisations. We will
compare usage patterns between the datasets; in this way, we will also verify
that the results obtained using the episode mining framework are not tied to
a specific dataset.
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We aspire that the discovered episodes and rules can be used to identify, for
example, which features or combinations of features are commonly used and
which features do the users seem to have trouble using, thereby helping to
design and develop the software. However, giving any firm recommendations
on such issues is outside the scope of this thesis.

In developing and evaluating the episode mining framework, there are many
topics we will pay attention to. Firstly, the methods should be adapted to
the task at hand. One part of this is that in our experiments we will use
event parameters that reflect slight variations in the performed action.

Secondly, we wish to ensure that the discovered episodes and rules are valid.
To achieve this, we will apply several goodness measures to rank episode
rules. The goal is that the more interesting ones—in practice, the ones that
show statistical dependence—are given better rankings and thus are easier
to notice. Additionally, we will develop methods to prune episode rules that
appear to be good only by chance and provide no useful information.

Thirdly, we will evaluate the effects of model parameters, especially the size
of the time window within which episodes must occur.

Finally, we will evaluate the computational feasibility of the algorithms and
improve it by presenting a condition that shows that some episodes provide no
useful information, and can be discarded early in the episode mining process.

In summary, the research objectives are:

1. to discover episodes and episode rules that reveal relevant information
on how Professional’s View is used,

2. to develop an episode mining framework that is applicable to our usage
log data and other similar datasets,

3. to develop and evaluate goodness measures that can be used to rank
the most interesting episode rules first,

4. to evaluate computational feasibility and improve it by pruning unin-
teresting episodes as early in the process as possible,

5. to develop a method for pruning uninformative episode rules, and

6. to study the effects of window size, which is a central model parameter.
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1.4 Structure of the thesis

The rest of this thesis is structured as follows: in Chapter 2, we give a brief
overview of the Axel Encounter Professional’s View and how the usage log
data was generated. We begin Chapter 3 by defining fundamental concepts
related to episode mining, followed by surveying prior work on the topic.
In Chapter 4, we present the episode mining framework we are going to
use. We start with the original Winepi algorithm in Section 4.1, followed
by episode rule goodness measures in Section 4.2 and superfluous episode
rule pruning in Section 4.3. We present our experiments and their results in
Chapter 5. In Chapter 6, we discuss the results and their implications, and
give some suggestions for future research. Finally, we reach our conclusions
in Chapter 7.



Chapter 2

Axel Encounter Professional’s View
and log data

Professional’s View is the part of Axel Encounter used by healthcare profes-
sionals. Its user interface is shown in Figure 2.1. The main component of PV
is the reservation list: a professional may have several tabs, each of which
shows the list of reservations to a set of resources. Here, the professional can
select a patient to check the patient’s details. The professional can reserve
and call in patients after selecting their room and activating the tab. Once
a patient has either been selected or called in, the patient details window
is opened. After call in, the professional may alter the remainder of the
patient’s program using the treatment path functionality or by transferring
the patient to a different resource. Finally, once the appointment has been
completed, the professional clicks the ‘Ready’ button to close the call in. In
addition to this general workflow, PV has many other features to perform
other tasks. (Axel Health, n.d.)

The dataset is created by logging an event whenever a professional interacts
with PV. A simple example of how this happens is given in Figure 2.2. A
log event consists of at least a timestamp, an event type, and an identifier
that is used to group together events originated by the same professional.
The event might also have one or more additional parameters depending on
the event type. For instance, calling in might or might not be done silently,
and which one is the case gets recorded as a Boolean parameter. (If calling
in is done silently, it is not shown on the information displays in the lobby.)
A total of 45 event types were used: they and their parameters are listed in
Appendix A.

6
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1
2

3 4

Figure 2.1: Professional’s View user interface showing components the user
can interact with, including 1 the reservation list; 2 the call in button,
which opens the 3 patient details window; and 4 the close call in button.

Healthcare
professional View Usage log

Open view Log event

Call in Log event
Show patient window Log event

Close call in Log event

1

2

3

4

RESERVATION_LIST_SHOW

CALL_IN(IS_SILENT=false)

CUSTOMER_DETAILS

CALL_IN_CLOSE

Figure 2.2: The healthcare professional interacts with the user interface (the
view), which in turn logs usage events. In this example, the professional
first opens the view, then calls in a patient, and finally closes the call in.
Each interaction results in at least one event of appropriate type in the log,
associated with a timestamp and other parameters.



CHAPTER 2. AXEL ENCOUNTER PV AND LOG DATA 8

Note that sometimes a single action results in multiple events being logged.
In the example shown in Figure 2.2, two events are logged when calling
a patient in: CALL IN and RESERVATION WINDOW CUSTOMER DE-
TAILS1. However, the event types are not equivalent, because although an
event of the former type is always followed by an event of the latter type, a
RESERVATION WINDOW CUSTOMER DETAILS event can also be pre-
ceded by a CHECK CUSTOMER FROM LIST event.

In summary, the data consists of temporal sequences of events, where each
event has a timestamp, a user identifier, an event type, and optional parame-
ters. The events are created by the actions of healthcare professionals during
the course of using Professional’s View. We have data from six healthcare or-
ganisations. We will treat data from each organisation as a separate dataset,
while events from each professional will be treated as a separate sequence
within each dataset.

Our objective is to discover patterns in this data that give insight into how
the Professional’s View is used. We wish to find out, for example, what
kinds of workflows do the professionals use in order to perform certain tasks.
Such workflows are represented by relatively short-term connections in the
log data, which can be modelled by episodes and episode rules. Continuing
the previous example, the workflow where the professional opens the view,
calls a patient in, and then closes the call in would result in the episode

{RESERVATION LIST SHOW, CALL IN, CALL IN CLOSE}

because those events occur together during the workflow. The part of the
workflow involving only opening the view and calling a patient in would
likewise result in the episode

{RESERVATION LIST SHOW, CALL IN}.

Between these two episodes we obtain the episode rule

{RESERVATION LIST SHOW, CALL IN}
→ {RESERVATION LIST SHOW, CALL IN, CALL IN CLOSE},

which describes a connection between the involved events: when the view is
opened and a patient is called in, the call in will also be closed.

1In the event type and parameter names, patients are referred to as customers and
professionals are referred to as users.



Chapter 3

Overview of episode mining

So far, we have seen that episodes are collections of event types that occur
close together, perhaps in a certain order, and we have seen that episode rules
describe a certain kind of relationship between episodes. In this chapter, we
will first give more exact definitions, after which we will present algorithms
for mining different kinds of episodes and episode rules. Additionally, we will
discuss how the statistical significance of episodes can be evaluated. Finally,
we will cover some prior applications of episode mining.

3.1 Definitions and notation

We will next define the concepts that are needed to describe the Winepi
algorithm by Mannila et al. (1997). Note that the exact definitions vary
by algorithm; especially episode frequency and occurrence of an episode are
often defined differently for other algorithms.

Definition 3.1 (Event and event sequence). Given an event type alphabet Σ,
an event e consists of an event type L(e) ∈ Σ and a timestamp t(e) ∈ Z. An
event sequence s is a collection of events ordered by timestamp. The set of
events that occur at time t1 is notated s[t1] = {e ∈ s | t(e) = t1}.

Definition 3.2 (Window). The window of size win starting at twin start is the
substring of the sequence s between twin start, inclusive, and twin start + win,
exclusive. That is to say, the window contains the events

⋃︁twin start+win−1
t=twin start

s[t].

Definition 3.3 (Episode). An episode A is a partially ordered collection of
event types that occur together within windows in the specified partial order.
We only consider parallel and serial episodes, where the event types in the

9
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former are unordered, and the event types in the latter are totally ordered. If
an episode contains at most one of each event type, it is an injective episode.
Otherwise, the episode is non-injective.

Parallel episodes are notated as multisets of event types: an ∈ A means that
the parallel episode A contains the event type a with multiplicity n. Serial
episodes are notated as event type sequences: A[i] = a means that a is the
event type at the zero-based index i in the serial episode A = (e0, e1, . . . , el−1).

Definition 3.4 (Complexity of episode). Complexity of an episode |A| is the
number of event types in the collection. That is, the complexity of a parallel
episode is the cardinality of the multiset A; the complexity of a serial episode
is the length of the sequence A.

Definition 3.5 (Last element of episode). Last(A) is the last event type in
the episode A, and A⊕a is the episode formed by appending the event type a
to the episode A; only for these purposes we give event types within parallel
episodes some predetermined order, such as lexicographic order.

Definition 3.6 (Occurrence of an episode in a window). A parallel episode A
occurs within a given window if the multiset of event types within the window
is a supermultiset of A. Likewise, a serial episode A occurs within the window
if the sequence of event types within the window is a supersequence of A.

Remark. The sequence can contain other events in between the events of an
occurrence of the episode A. For example, the serial episode (a, b) occurs in
windows that cover the event sequence ((a, 0), (c, 1), (b, 2)).

Definition 3.7 (Subepisode). We notate B ⪯ A to mean that B is a subepisode
of another episode A, or specifically that B is a submultiset or a subsequence
of A where B and A are parallel or serial episodes, respectively. More gen-
erally, B ⪯ A if and only if B occurs in any possible event sequence that A
occurs in.

B is a direct subepisode of A if B is a subepisode of A, and |A| = |B|+ 1.

Remark. If B is a direct subepisode of A, then there is exactly one event type
in A but not in B. When the episodes are parallel, the converse also applies.

Definition 3.8 (Episode frequency). Given an event sequence s and a win-
dow size win, the absolute frequency of A, notated fr(A), is the number of
win-sized windows in s in which A occurs. Relative frequency P(A) is the
proportion of such windows out of all windows in s.

Remark. P(A) is the estimated probability of A.
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Definition 3.9 (Episode rule and confidence). Given an episode A and its
subepisode B, the episode rule B → A describes the relationship between
the episodes B and A. The subepisode B is called the antecedent, and the
superepisode A is called the joint episode. If A and B are parallel, the episode
A\B is called the consequent, and we may use the alternative notation B → a
for some a ∈ Σ with the same meaning as B → B ∪ {a}.

The confidence of the rule is ϕ(B → A) = P(A)
P(B)

.

Remark. ϕ(B → A) is the estimated conditional probability of A given B.

3.2 Mining serial and parallel episodes

Frequent episode mining was first introduced by Mannila et al. (1995, 1997).
They gave two algorithms for mining frequent episodes: Winepi andMinepi.
Winepi is a sliding window based algorithm. It scans the event sequence for
windows of a given size that contain candidate episodes to compute their fre-
quencies; a candidate is deemed frequent if its relative frequency no smaller
than a specified threshold. The initial candidates are the simplest possi-
ble episodes, that is, the one-event episodes. On subsequent iterations of
the algorithm, more complex candidates are formed based on the results of
the previous iteration, similar to the Apriori association rule mining al-
gorithm (Agrawal & Srikant, 1994). Doing so is permissible thanks to the
anti-monotone property of frequency:

Definition 3.10 (Anti-monotonicity). The anti-monotone property of frequency
means that, given any episodes A ⪯ B, the frequency of B is no larger than
the frequency of A. That is,

A ⪯ B =⇒ fr(A) ≥ fr(B).

An important corollary of this property is that if an episode is infrequent,
then all its superepisodes are infrequent. Therefore, we will discover all fre-
quent episodes even if we only consider candidate episodes that are compo-
sitions of simpler frequent episodes. The Winepi algorithm is described in
detail in Section 4.1.

The Minepi algorithm uses the number of minimal occurrences of an episode
as the definition of frequency. A window (of any size) in the event sequence
is a minimal occurrence of an episode if the window contains an occurrence
of the episode, but no subwindow does. The number of windows in a se-
quence is not well-defined under this definition of frequency, so we can only
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compute absolute frequencies, not relative frequencies. Candidate episodes
are generated based on the results of the previous iteration in the same way
as Winepi. However, this is done under the assumption that frequency is
anti-monotone, which does not hold when frequency is defined as the number
of minimal occurrences as was pointed out by Tatti (2009).

Example 3.1 (Minimal occurrences are not anti-monotone). In the sequence
‘aba’ there are two minimal occurrences of the parallel episode {a, b} but only
one minimal occurrence of the episode {b} (Tatti, 2009).

The anti-monotone property can be restored by defining frequency as the
number of minimal non-overlapping occurrences, greedily selecting the mini-
mal occurrences that are first in sequence and do not overlap with any previ-
ously selected occurrence (Tatti, 2009). This definition of frequency is equiv-
alent to the maximum number of non-overlapping occurrences, the definition
used by Laxman et al. (2005).

Several other episode mining algorithms have been developed after Mannila
et al. (1997). Casas-Garriga (2003) argued that requiring the events of an
episode to occur within a window is unsatisfactory: on the one hand, more
complex episodes cannot fit into a small window, and on the other hand, there
is no way to require that the events occur adjacent to each other within a large
window. Instead, they proposed an algorithm to find episodes constrained by
a maximum time gap between events. However, the definition of frequency
used turned out not to be anti-monotone. This was found out by Méger
and Rigotti (2004), who also presented a complete algorithm for mining gap-
constrained episodes.

More recently, Fournier-Viger et al. (2021) introduced so-called partially-
ordered episode rules. In the partially-ordered rule B → A, the antecedent
B and consequent A are parallel episodes, but B must precede A in an
occurrence of the rule1. Note that this means that the set of frequent episodes
is no longer sufficient to compute the episode rules. Instead, the algorithm
presented by Fournier-Viger et al. first mines possible antecedents, and then
the possible consequents for each antecedent.

1Thus, despite the name, neither the episodes nor the rule are partially ordered: the
episodes are unordered while the rule is totally ordered.
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3.3 Statistically significant episodes

Gwadera et al. (2003) analysed statistical significance of serial episodes using
the window-based definition of frequency. The same authors later extended
that analysis to sets of serial episodes, all of which occur simultaneously in
parallel, including parallel episodes as a special case (Atallah et al., 2004).
Here, the null hypothesis was that the events were distributed independently
and according to event type frequencies; the alternative hypothesis was that
the frequency of the episode being considered differs significantly from its
expected value when the null hypothesis holds. In Gwadera et al. (2005),
the null hypothesis was replaced with one where the event sequence comes
from a Markov model. In each case, the distribution of episode frequency is
asymptotically normal. A frequency threshold for an episode to be signifi-
cant can be computed based on the distribution, but how the distribution’s
parameters are calculated or estimated varies from case to case.

Laxman et al. (2005) defined frequency of an episode as the maximum number
of non-overlapping occurrences of an episode. Using this definition, they
showed how to associate serial episodes with Hidden Markov Models. Now,
an episode A is more frequent than another episode B if and only if the
Hidden Markov Model associated with A is more likely to generate the data
than the Hidden Markov Model associated with B.

Laxman et al. (2005) then analysed the statistical significance of episodes by
testing the hypothesis that the data was generated by the Hidden Markov
Model associated with the episode being considered. The null hypothesis was
that the events in the data were independent and identically distributed (as
opposed to distribution by event type frequencies in Gwadera et al., 2003).
Laxman et al. (2005) found that a serial episode A cannot be statistically
significant (p > 0.5) in the event sequence s if the episode’s frequency is at

most |s|
/︂
|A||Σ|; a higher threshold can be used if desired. Later, Laxman

et al. (2007) gave a more efficient algorithm for mining episodes using their
definition of frequency, along with a version for parallel episodes.

Tatti (2009) provided a third approach for evaluating statistical significance
of episodes. The approach is based on comparing the lengths of minimal
occurrences to what would be expected if the events were distributed inde-
pendently and according to the event type frequencies. Thus, the starting
point of Tatti was quite similar to that of Gwadera et al. (2003). The main
improvement in the approach taken by Tatti was that it considers minimal
windows up to some specified size—not fixed size windows that might be
too small to contain some episode occurrences, or so large that they lump
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together several occurrences of an episode. Tatti found that the sum of the
lengths of minimal non-overlapping windows is asymptotically normally dis-
tributed under the null hypothesis, and therefore the Z-test can be used.
The mean of the distribution can be computed easily; however, the variance
has to be estimated by simulation.

3.4 Mining general episodes

Most episode mining algorithms only consider serial or parallel episodes. The
most important reason for this is that mining general episodes causes severe
pattern explosion, or in other words, the number of discovered patterns grows
very quickly as the complexity of patterns increases. All subepisodes of a
frequent episode must also be frequent by the anti-monotone property; for
instance, a 9-event serial episode has over 140 million general subepisodes
(Tatti & Cule, 2012). Additionally, Tatti and Cule (2011) have claimed that
deciding whether a sequence contains an occurrence of a general episode is
NP-complete. To manage these problems, Tatti and Cule (2012) introduced
strict closed episodes. Strict episodes are a subset of all episodes, containing
among others all serial, parallel, and injective episodes.

A pattern is frequency-closed if no superpattern has an equal frequency.
We could restrict pattern explosion by only considering frequency-closed
episodes. However, applying frequency closure directly to episode mining is
problematic because the frequency closure of an episode might not be unique.
For this reason, Tatti and Cule (2012) introduced instance closure: to com-
pute the instance closure of an episode, the event types and order constraints
that occur within every instance of the episode are added to it. Because
frequency-closed episodes are always instance-closed, and the instance clo-
sure of an episode is unique, instance-closed episodes can be mined, and the
ones that are not frequency-closed can be pruned afterwards. Mining strict
closed episodes is feasible because instance closure restricts their number suf-
ficiently, and their frequency and closure can be computed in polynomial time
(Tatti & Cule, 2012).

Tatti and Cule (2011) then improved their previous work with a new algo-
rithm that removes the strictness requirement, mining general closed episodes.
They also extended the definition of episodes so that we can require that
some events of an episode occur simultaneously. Tatti and Cule concluded
that even though mining general closed episodes involves solving NP-hard
problems, it does not become an issue because cases seen in practice can be
solved easily.
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It should be noted that closed episodes are maximally complex, which can
lead to a kind of overfitting; in practice we might wish to find the simplest
possible episodes instead. As an extreme example, imagine that some event
type is so common that it occurs within every window in the given sequence.
Clearly, said event type is then contained in every closed episode. The event
type need not have any causal relationship with the rest of the episode, so
we cannot detect episodes in any portions of real-world data where the event
type does not appear.

3.5 Comparison of episode mining algorithms

Zimmermann (2014) compared four algorithms for mining serial episodes:

� Minepi with a maximum window size constraint,

� Minepi with a maximum gap constraint,

� episodes with a high maximum number of non-overlapping occurrences
(Laxman et al., 2005) and a maximum gap constraint, and

� closed episodes (Tatti & Cule, 2011, 2012) constrained to serial episodes.

The comparison was performed on synthetic data that was generated using
a Hidden Markov Model that was based on the one used by Laxman et al.
(2005) for testing their algorithm and extended to generate more diverse and
realistic data. Zimmermann found that, when the data had only one embed-
ded episode, the methods found it rather easily, but when there were multiple
episodes embedded in the data, finding them was much more difficult.

Additionally, Zimmermann (2014) found that determining a good window
size was difficult, while selecting one based on experiments came with a
high computational cost. This was especially a problem for the Winepi-
like algorithm used for mining closed episodes: the frequency threshold and
window size were adjusted until the embedded episode was found, but often
this process did not succeed within the time and memory constraints. The
best results were generally found with the two gap-constrained algorithms.
Not much difference was found between the frequency definition based on
the number of minimal occurrences (Minepi) and the definition based on
the maximum number of non-overlapping occurrences, despite the theoretical
superiority of the latter.
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3.6 Applications of episode mining

The first application of episode rule mining was analysing alarms in tele-
communication systems by Hätönen et al. (1996a, 1996b). The results were
positive, and telecommunication operators used the discoveries in practice.

Lee et al. (2000) and Qin and Hwang (2004) have analysed network traffic
traces using modified versions of Minepi as a part of intrusion detection
systems in computer networks. Qin and Hwang (2004) found 51% more
intrusions using episode rules, compared to association rules alone.

Laxman et al. (2005) have used their method to mine episodes in assembly
line logs from General Motors. Not much information was given on the nature
of the data, but they said that ‘some interesting patterns were discovered that
were regarded as useful by the data owner’ (p. 1514).

Méger et al. (2004) have studied the relationship between the occurrence of
atherosclerosis and its risk factors in middle-aged men using episode rules
mined with the method introduced by Méger and Rigotti (2004). The re-
sults were ‘encouraging’, especially since they could find out the delay from
changed health behaviour to health outcomes. However, no application of
the results in real-life circumstances was reported.

Martin et al. (2010) have used episode rule mining to predict failure of vac-
uum pumping systems based on vibration data, again using the method in-
troduced by Méger and Rigotti (2004). The results obtained by Martin et al.
were ‘very encouraging’, because in addition to predicting accurately which
pumps will fail, they were able to predict the time of failure. There were only
few cases where a failure was not predicted. On the other hand, there were
quite many false positives, but the affected pumps did fail a few days later.

Additionally, episode mining methods have been evaluated using realistic
datasets. These include:

� text (Casas-Garriga, 2003; Fournier-Viger et al., 2021; Gwadera et al.,
2003; Mannila et al., 1997; Tatti, 2009; Tatti & Cule, 2012),

� web access logs (Fournier-Viger et al., 2021; Gwadera et al., 2003;
Mannila et al., 1997),

� protein and gene sequences (Casas-Garriga, 2003; Gwadera et al., 2005;
Mannila et al., 1997),

� sales transactions (Atallah et al., 2004; Fournier-Viger et al., 2021),

� train movements (Tatti & Cule, 2011),

� earthquake locations and magnitudes (Méger & Rigotti, 2004), and

� synthetic data (Laxman et al., 2005; Tatti, 2009; Tatti & Cule, 2011;
Zimmermann, 2014).



Chapter 4

Episode mining framework

We will develop our episode mining framework in this chapter. We begin by
laying the foundation: we will study the Winepi algorithm in Section 4.1.
The section begins with a high-level overview of the algorithm, followed by
descriptions of how candidate episodes are generated, how we recognise which
candidate episodes are frequent, and finally, how episode rules are generated.
After that, we will discuss how to measure the goodness of episode rules in
Section 4.2. The chapter concludes by giving methods of pruning superfluous
episodes and episode rules in Section 4.3.

4.1 The Winepi algorithm

4.1.1 The overall algorithm

As described previously, the Winepi algorithm by Mannila et al. (1997)
mines frequent episodes and episode rules in an event sequence. Stated more
formally, the goal is to find the set of frequent episodes

F = {A | P(A) ≥ Pthresh},

and the set of episode rules

R = {B → A | A ∈ F , B ⪯ A,ϕ(B → A) ≥ ϕthresh},

given the type of episodes to mine mode, the event sequence s, the window
size win, the frequency threshold Pthresh, and the confidence threshold ϕthresh.
Winepi can be used to mine four types of episodes: we can select between

17
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parallel and serial episodes, and between injective and non-injective episodes.
To limit the number of rules, we will focus on the ones with a singleton
consequent, to wit, the rules B → A where B is a direct subepisode of A.

At a high level, the episode mining phase proceeds level by level. Given the
set of l-event candidate episodes Cl, we recognise which of them are frequent,
giving the set of l-event frequent episodes Fl. Then, the frequent episodes
are used to find the l+ 1-event candidate episodes Cl+1. These two steps are
repeated as long as there are candidate episodes remaining. To bootstrap the
process, the first set of candidate episodes C1 is simply the set of all one-event
episodes. Once all frequent episodes are found, we generate the episode rules.

Algorithm 1 Mine episodes and episode rules.

(Corresponds to Algorithm 2 in Mannila et al., 1997)
Input: the event sequence s, the mode (parallel or serial, injective or not), the
window width win, the frequency and confidence thresholds Pthresh, ϕthresh.
Output: the set F of all episodes that are frequent in s given Pthresh along
with the corresponding frequencies P, and the set of episode rules R that
hold given ϕthresh.

1: C1 ← {{L(e)} | e ∈ s} ▷ Base case of candidate generation
2: l← 1
3: while Cl ̸= ∅ do
4: Fl ← Recognise(Cl, s, win,Pthresh, mode)
5: Cl+1 ← GenerateCandidates(Fl, mode)
6: l+= 1

7: Output F =
⋃︁∞

l=1Fl

8: Output R = GenerateRules(F , ϕthresh)

The main algorithm is shown as pseudocode in Algorithm 1. The episode
mining phase is implemented by the loop at Lines 3–6, which alternatingly
recognises which candidate episodes are frequent, and generates more com-
plex candidate episodes based on the previously found frequent episodes.
Once there are no more candidates, we output the frequent episodes, fol-
lowed by generating and outputting the episode rules.

4.1.2 Candidate episode generation

The candidate generation step produces more complex episodes by combining
previously discovered frequent episodes. We discard many potential candi-
date episodes using the anti-monotone property, that is to say, we require
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that all subepisodes of a candidate episode are frequent. The candidate gen-
eration algorithm is presented in Algorithm 2. In this and other pseudocode,
uninitialised variables are assumed to have a reasonable default value, such
as ∅ for sets, 0 for integers, or None if there is no obvious default.

Algorithm 2 Candidate episode generation.

(Corresponds to Algorithm 3 in Mannila et al., 1997)
Input: the set Fl of frequent l-event episodes, the mode (parallel or serial,
injective or not).
Output: the set Cl+1 of candidate l + 1-event episodes.

1: function GenerateCandidates(Fl, mode)
2: for all B ∈ Blocks(Fl) do
3: for all (I, J) ∈ Pairs(B, mode) do
4: A← I ⊕ Last(J)
5: if DirectSubepisodes(A) ⊆ Fl then
6: Cl+1 ← Cl+1 ∪ {A}
7: return Cl+1

Table 4.1: Definition of Pairs(B, mode).

mode Parallel Serial

Non-injective 2-Combinations of B with replacement B × B
Injective 2-Combinations of B without replacement 2-Permutations of B

The algorithm is based on blocks : episodes in a block B have all event types
except the Last one in common. That is, Blocks(Fl) is the set of sets of
episodes such that

∀B1,B2 ∈ Blocks(Fl), A ∈ B1, B ∈ B2, i ∈ {0, . . . , l − 2} :
A[i] = B[i] if and only if B1 = B2.

Here, if the episodes are parallel, A[i] refers to the event type at the zero based
index i when A is sorted according to the predetermined order of event types.

The outer loop starting at Line 2 iterates over all blocks; the inner loop
starting at Line 3 iterates over all pairs of episodes within a block. What
constitutes a pair is determined by what kind of episodes are being generated
(mode): all cases are given in Table 4.1.

For each pair of episodes, the Last event type of the second episode in the
pair is appended to the first episode, giving a potential candidate episode.
Finally, we test whether each l-event subepisode of the potential candidate
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F2

Ba

Bb

Bc

{a, b}
{a, c}
{a, d}

{b, c}
{b, d}
{b, e}

{c, e}

Pairs(Ba)

{a, b}, {a, c}
{a, b}, {a, d}
{a, c}, {a, d}

Pairs(Bb)

{b, c}, {b, d}
{b, c}, {b, e}
{b, d}, {b, e}

Pairs(Bc)

C3

{a, b, c}
{a, b, d}
{b, c, e}

�����{a, c, d}

�����{b, c, d}
�����{b, d, e}

Figure 4.1: An example of candidate generation. We have found the 2-event
frequent episodes (left-hand side of the figure), i.e. {a, b}, {a, c}, {a, d},
{b, c}, {b, d}, {b, e}, and {c, e}. We wish to generate 3-event candidates.
First, we divide the frequent episodes into blocks that have the first event
type in common: Ba,Bb, and Bc. Next, we construct all pairs of episodes
from each block (middle), and combine each into a 3-event potential candi-
date episode (right-hand side). Each potential candidate has three distinct
2-event subepisodes, two of which are the original pair, so we still must
check that the third one is also frequent. This is the case for the episodes
{a, b, c}, {a, b, d}, and {b, c, e}, which are the candidates (third subepisode
shown by violet arrow). However, the episodes {a, c, d}, {b, c, d}, and {b, d, e}
are rejected, because they each have an infrequent subepisode—{c, d} for the
first two, and {d, e} for the last one (not illustrated).
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is frequent at Line 5. If and only if the test is successful, the potential
candidate becomes a candidate episode. The process of generating candidates
is illustrated in Figure 4.1, using 2-event frequent and 3-event candidate
injective parallel episodes as an example.

4.1.3 Frequent episode recognition

The frequent episode recognition step forms the core of the Winepi algo-
rithm. It takes as input a set of candidate episodes, and determines which
of them are frequent in the event sequence. The algorithm used depends on
whether we are mining parallel or serial episodes. However, the general idea
is the same in both: as the window slides by one time unit over the event se-
quence, we first process events that have entered the window, updating which
candidate episodes occur partially or completely within the window. Then,
we process events that have left the window, once again updating which
episodes occur within the window, also updating their absolute frequencies.
We will first take a look at the parallel version of the algorithm.

Parallel episodes

Frequent parallel episode recognition is performed by Algorithm 3. It works
by counting separately for each candidate episode the number of events that
(i) are inside the window and (ii) have event types contained in the episode.
The main loop, which iterates over all possible window starting times twin start,
begins at Line 4 of the algorithm. The loop keeps track of four subwindows:
the current window ecur contains the events in the window at the end of the
previous complete iteration; the incoming window ein contains events that
are coming into the window this iteration; the outgoing window eout contains
events in ecur that are leaving the window this iteration; and the remaining
window erem contains events in ecur that are not outgoing.

The main loop begins by processing the incoming window ein. For each event
e in ein, we first increment the count of events of that type in the window
nev[L(e)]. Then, at Line 9, we iterate over candidate episodes A that contain
the event type with multiplicity equal to the updated number. We then
update the count of events from the episode within the window nep ev[A].
If it equals the complexity of the episode |A|, the episode has entered the
window, and we record its entry timestamp tentry[A] at Line 12.

Once the incoming window has been processed, we move to the outgoing part
of the main loop, which begins by splitting the current window ecur into the
outgoing window eout and the remaining window erem. Starting at Line 16 we
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Algorithm 3 Recognition step: parallel episodes.

(Corresponds to Algorithm 4 in Mannila et al., 1997)
Input: the set Cl of candidate parallel episodes, the event sequence s, the
window size win, the frequency threshold Pthresh.
Output: Fl, the episodes of Cl that are frequent in s given win and Pthresh,
and the corresponding frequencies P.
1: function RecogniseParallel(Cl, s, win, Pthresh)
2: tstart ← mine∈s t(e)
3: tend ← maxe∈s t(e)
4: for twin start ← tstart − win, . . . , tend do
5: ▷ Bring incoming events to the window
6: ein ← s[twin start + win]
7: for all e ∈ ein do
8: nev[L(e)] += 1
9: for all A ∈ Cl such that L(e)nev[L(e)] ∈ A do
10: nep ev[A] += nev[L(e)]
11: if nep ev[A] = |A| then
12: tentry[A]← twin start

13: ▷ Drop outgoing events from the window
14: eout ← {e ∈ ecur | t(e) = twin start}
15: erem ← {e ∈ ecur | t(e) > twin start}
16: for all e ∈ eout do
17: for all A ∈ Cl such that L(e)nev[L(e)] ∈ A do
18: if nep ev[A] = |A| then
19: fr(A)+= twin start − tentry[A]

20: nep ev[A]−= nev[L(e)]

21: nev[L(e)]−= 1

22: ecur ← erem ∪ ein
23: return {(A,P(A)) | A ∈ Cl, P(A) = fr(A)

tend−tstart+win
≥ Pthresh}

loop over the outgoing events e in a way that exactly mirrors the incoming
loop at Line 7: this time, we begin by iterating over candidates A that contain
the outgoing event type with multiplicity nev[L(e)]. If the episode was inside
the window, it will now cease to be, so we update the absolute frequency
fr(A). Next, we update the episode event count nep ev[A]. Once all relevant
episodes have been processed, the event type count nev[L(e)] is decremented.
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At the end of the main loop at Line 22, the current window is assigned the
union of the remaining and the incoming windows. In effect, this removes the
outgoing window from and adds the incoming window to the current window.
After this, we move to the next iteration of the main loop, i.e. the window
slides by one time unit. Once all windows have been processed, we return
the episodes whose frequency is at or above the specified frequency threshold
Pthresh at Line 23, along with the corresponding frequencies.

It is important to note that the number of iterations of the main loop is one
more than the number of windows. This is necessary to ensure that all events
get processed even in edge cases. On the one hand, the current window needs
to be entirely before tstart at the beginning of the first iteration so that the
events that occur at tstart are in the first incoming window; on the other
hand, the current window needs to be entirely after tend at the end of the
last iteration so that the events that occur at tend are in the last outgoing
window. In a sense, the first and last iterations are only half-iterations.

Serial episodes

Frequent serial episode recognition is performed by Algorithm 4. It works by
tracking non-deterministic finite-state machines (FSM) that each represent
a candidate episode, such as the example given in Figure 4.2. The FSM for
the serial episode A has |A| + 1 states (A, 0) to (A, |A|). It transitions from
state (A, i) to state (A, i+ 1) when an event of type A[i] is input; otherwise,
the FSM self-transitions. An FSM in the initial state (A, 0) or the final state
(A, |A|) self-transition on all inputs.

Note that the self-transitions result in non-determinism, because when an
FSM that is in the initial state gets A[0] as input, it will both transition to
state (A, 1) and self-transition to (A, 0). In this way, we track overlapping
occurrences of episodes. The final state (A, |A|) is the accepting state. The
episode A occurs when its FSM reaches this state before leaving the window,
so the absolute frequency of A is the number of windows during which the
FSM is in this state.

A, 0 A, 1 A, 2 A, 3 A, 4
b a b c

Σ Σ \ {a} Σ \ {b} Σ \ {c} Σ

Figure 4.2: The serial episode FSM for the episode A = (b, a, b, c).
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Algorithm 4 Recognition step: serial episodes.

(Corresponds to Algorithm 5 in Mannila et al., 1997)
Input: the set Cl of candidate serial episodes, the event sequence s, the
window size win, the frequency threshold Pthresh.
Output: Fl, the episodes of Cl that are frequent in s given win and Pthresh,
and the corresponding frequencies P.
1: function RecogniseSerial(Cl, s, win, Pthresh)
2: tstart ← mine∈s t(e)
3: tend ← maxe∈s t(e)
4: for all a ∈ Σ do
5: T [a]← {(A, 0) ∈ Cl × {0} | A[0] = a}
6: for twin start ← tstart − win, . . . , tend do
7: ▷ Bring incoming events to the window
8: for all e ∈ s[twin start + win] do
9: for all (A, i) ∈ T [L(e)] do ▷ FSM (A, i)→ (A, i+ 1)
10: if i+ 1 = |A| and tinit[A, i+ 1] = None then
11: tentry[A]← twin start

12: if i = 0 then
13: tnext init ← twin start + win

14: else
15: tnext init ← tinit[A, i]
16: ▷ Deinitialise FSM (A, i)
17: tinit[A, i]← None

18: T [L(e)]← T [L(e)] \ {(A, i)}
19: ▷ Initialise FSM (A, i+ 1)
20: tinit[A, i+ 1]← tnext init

21: if i+ 1 < |A| then
22: T [A[i+ 1]]← T [A[i+ 1]] ∪ {(A, i+ 1)}
23: ▷ Drop outgoing events from the window
24: for all (A, i) ∈ Cl × [1, l] such that tinit[A, i] = twin start do
25: if i = |A| then
26: fr(A)+= twin start − tentry[A]
27: else
28: T [A[i]]← T [A[i]] \ {(A, i)}
29: tinit[A, i]← None

30: return {(A,P(A)) | A ∈ Cl, P(A) = fr(A)
tend−tstart+win

≥ Pthresh}
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Before the main loop starts, we initialise T [a], the set of FSM instances
that will transition when an event of type a occurs—we track FSM instances
because of non-determinism. Because every FSM starts in the initial state,
T [a] gets the FSMs that correspond to candidate episodes whose first event
type is a. The main loop begins by iterating over all incoming events e, like
the parallel recognition algorithm.

All FSM instances that should transition (A, i) ∈ T [L(e)] are iterated in
the innermost loop, which begins at Line 8. First, if we are transitioning to
the accepting state and no earlier instance is already in it, the entry time
tentry[A] is recorded. Then, unless we are transitioning out of the initial
state, the FSM instance (A, i) is deinitialised. Finally, the FSM instance
(A, i + 1) is initialised. This involves setting the initialisation timestamp
tinit[A, i + 1] to the initialisation timestamp of the old instance tinit[A, i],
or to the window end timestamp twin start + win if transitioning out of the
initial state; and adding (A, i+ 1) to T [A[i+ 1]] except if transitioning into
the final state. Conversely, deinitialising the FSM instance (A, i) involves
clearing its initialisation timestamp tinit[A, i], and removing the instance from
T [L(e)] = T [A[i]]. Note that initialisation happens even if there already is
an FSM instance in the transition target state: the initialisation timestamp
gets updated.

After all incoming events have been processed, we proceed to drop outgoing
events. Note that this part of the algorithm is quite different from the cor-
responding part of the parallel episode recognition algorithm. Here, we need
not keep track of which events actually are within the window; the FSM in-
stance initialisation timestamps contain all the necessary information. Thus,
instead of outgoing events, at Line 24 we loop over the outgoing FSM in-
stances (A, i), namely the ones that were initialised at the window start
timestamp. Dropping an outgoing FSM instance is as simple as deinitialising
it. Before doing so, the absolute frequency fr(A) is updated if the FSM in-
stance was in the accepting state. After the main loop finishes, the frequent
episodes are returned at Line 30 in the exact same way as in the parallel
episode recognition algorithm.
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4.1.4 Rule generation

Algorithm 5 Rule generation.

(Corresponds to Algorithm 1 in Mannila et al., 1997)
Input: the set F of frequent episodes and the corresponding frequencies P,
the confidence threshold ϕthresh.
Output: the episode rules R that hold in F with respect to ϕthresh.

1: function GenerateRules(F , ϕthresh)
2: for all A ∈ F such that |A| > 1 do
3: for all B ∈ DirectSubepisodes(A) do

4: if ϕ = P(A)
P(B)
≥ ϕthresh then

5: R← R∪ {Rule(B → A, confidence ϕ)}
6: return R

Rule generation, performed by Algorithm 5, is straightforward: we simply
iterate over all pairs of episodes and their direct subepisodes to obtain all
possible rules. Then, we compute the confidence of each rule; if it is at
least equal to the confidence threshold ϕthresh, the rule is returned. The
algorithm as presented only finds rules with a singleton consequent. All rules
can be found by iterating over all subepisodes of A at Line 3, instead of only
the direct subepisodes. However, it should be noted that doing so becomes
infeasible when episodes are complex, because the episode A has O(2|A|)
subepisodes, of which only O(|A|) are direct subepisodes.

4.2 Goodness measures for episode rules

4.2.1 Motivation and definitions

In the original Winepi algorithm, confidence ϕ is used as the goodness mea-
sure for episode rules. However, it has some undesirable properties. There-
fore, we will consider additional goodness measures. We will restrict ourselves
to episode rules involving only parallel injective episodes for the sake of sim-
plicity of definition and calculation.

Consider the episode rule B → A where B and A are parallel and injective,
and let C = A \ B. Now, B is the antecedent, C is the consequent, and A
is the joint episode of the rule. If occurrence of B within a given window
is statistically independent of occurrence of C, then P(A) ≈ P(B)P(C). In
this case, the rule B → A can have a misleadingly high confidence when C
is very frequent, since ϕ(B → A) = P(A)

P(B)
≈ P(C).
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We can use other goodness measures to distinguish these uninteresting cases
from cases where there is statistical dependence: we are only interested
in rules where the consequent occurs more frequently when the antecedent
occurs. That is to say, these goodness measures are used to measure ei-
ther the strength or the statistical significance of dependence. Goodness
measures are functions of the joint frequency fr(A), the antecedent fre-
quency fr(B), the consequent frequency fr(C), and the number of windows

nwin = tend − tstart + win. Recall that P(E) = fr(E)
nwin

for all episodes E.

Some goodness measures are more convenient to define if we consider the
windows in which an episode does not occur, in addition to the windows in
which it does. Thus, let A be the negation of A, that is, A occurs in exactly
those windows where A does not. Now, we have

P(A) = 1− P(A),
P(A ∪B) = P(B)− P(A ∪B).

We can approach statistical dependence in either the value-based or the
variable-based interpretation of statistical dependence (Blanchard et al., 2005;
Hämäläinen & Webb, 2018). In the variable-based interpretation of the rule
B → B ∪C, the antecedent B and consequent C are Boolean variables, and
the rule describes the relationship between the variables. In the value-based
interpretation on the other hand, the truth value assignments of the variables
are fixed, and a rule describes the relationship between the assigned values.

The first two measures we will consider measure the strength of statistical
dependence. That is to say, they measure how far the joint frequency P(A) is
from the joint frequency expected under independence P(B)P(C). Leverage δ
is the difference of these values (Yule, 1912)

δ(B → A) = P(A)− P(B)P(C). (4.1)

Lift γ is the ratio of the same values (Brin et al., 1997)

γ(B → A) =
P(A)

P(B)P(C)
. (4.2)

If the antecedent and consequent are statistically independent, leverage equals
0 and lift equals 1. In both cases, greater values indicate positive dependence.
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Table 4.2: Contingency table of rule B → B ∪ C.

Episode B B
∑︁

C fr(B ∪ C) fr(B ∪ C) fr(C)
C fr(B ∪ C) fr(B ∪ C) fr(C)∑︁

fr(B) fr(B) nwin

The other two measures we will consider measure the statistical significance
of dependence. We can use Fisher’s exact test with the contingency table
shown in Table 4.2. The pF -value thus obtained is

pF (B → A) =
J∑︂

i=0

(︁
fr(B)

fr(B∪C)+i

)︁(︁
fr(B)

fr(B∪C)+i

)︁(︁
nwin

fr(C)

)︁ (4.3)

where J = min{fr(B)− fr(B ∪ C), fr(B)− fr(B ∪ C)}.

We can also usemutual information, which originates from information theory
(Shannon, 1948). The mutual information of an episode rule is

MI (B → A) =
∑︂

B∈{B,B}

∑︂
C∈{C,C}

P(B ∪ C) log
P(B ∪ C)

P(B)P(C)
. (4.4)

Mutual information can be used to compute statistical significance using the
G-test : G = 2nwinMI (B → A) is approximately χ2 distributed with one
degree of freedom when mutual information is computed using the natural
logarithm. We may compute pG-values in this way, but we can also use
mutual information or the G-score as goodness measures in their own right.
Because the χ2 cumulative distribution function is strictly monotone, mutual
information, G-score, and pG will rank the rules in the same order.

4.2.2 Computational issues

Fisher’s exact test is non-trivial to compute. Näıve implementation is infea-
sible, as the involved binomial coefficients grow super-exponentially. Also,
when n is large, the pF -value can underflow, i.e. it may be smaller than the
smallest representable positive number. Thus, we must use a more sophis-
ticated implementation that computes the logarithm of pF . The logarithms
of factorials can be tabulated to speed up computation as was proposed by
Verbeek and Kroonenberg (1985); then, we can compute the logarithm of pF
in O(nwin) time as described by Hämäläinen (2016).
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Meanwhile, the G-test is an approximation. However, computing it is easy,
only involving a few multiplications, divisions, and logarithms; therefore, the
G-score can be computed in practically constant time1. Likewise, computing
the pG-value is easy, but it suffers from the same underflow issue as computing
pF does. We can calculate the logarithm of pG while avoiding underflow by
using the equation

log(1− F (x)) = log(erfcx(

√︃
x

2
))− x

2
, (4.5)

where F (x) is the χ2 cumulative distribution function with one degree of
freedom, and erfcx is the scaled complementary error function

erfcx(x) = erfc(x) · exp(x2) = (1− erf(x)) exp(x2).

The scaling term exp(x2) helps to avoid underflow when x is large.

4.2.3 Relationships between goodness measures

Goodness measures suited to the variable-based interpretation of statistical
dependence are mutual information (Blanchard et al., 2005; Hämäläinen &
Webb, 2018) and leverage (Hämäläinen & Webb, 2018). Confidence and
lift are suited to the value-based interpretation, while Fisher’s pF fits either
interpretation (Hämäläinen & Webb, 2018).

Confidence and lift can be defined in terms of each other. Substituting the
definition of confidence into the definition of lift gives

γ(B → A) =
P(A)

P(B)P(C)
=

ϕ(B → A)

P(C)
, (4.6)

where C = A \ B. Notably, this implies that when the antecedent B varies
while the consequent C is kept constant, lift is a linear function of confidence.

Even though leverage and lift both measure the strength of statistical de-
pendence, they differ strongly in which rules they rank the best. Lever-
age can be thought of as how far the rule is from statistical independence
in absolute terms, while lift can be thought of as how far it is in relative
terms. As a consequence, leverage favours somewhat frequent rules while lift
favours infrequent rules. More precisely, leverage reaches its maximum when
P(A) = P(B) = P(C) = 0.5, while lift reaches its maximum when the same
frequencies equal 1

nwin
.

1Theoretically, computational complexity of the G-score is polynomial in the number
of bits needed to represent the numbers, which is O(log(nwin)). In practice, we can safely
assume that all numbers can be represented in 64 bits.
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Proof. Both leverage and lift increase when the joint frequency P(A) in-
creases, and decrease when the marginal frequencies P(B) and P(C) increase.
Thus, both measures reach their maxima when we maximise the joint fre-
quency while minimising the marginal frequencies. Because

P(A) ≤ min{P(B),P(C)},

the maxima are reached when all frequencies have the same value, that is

P(A) = P(B) = P(C) = p.

Substituting p into the definition of leverage gives

δ(B → A) = P(A)− P(B)P(C) = p− p2.

This is a downward-opening parabola that reaches a maximum of 0.25 when
p equals 0.5. On the other hand, substituting p into the definition of lift gives

γ(B → A) =
P(A)

P(B)P(C)
=

1

p
.

This is the reciprocal function, which is undefined at 0 and strictly decreasing
everywhere else. Because frequencies are positive multiples of 1

nwin
, lift is

maximised when p equals 1
nwin

.

Both G-test and Fisher’s exact test are used to test statistical significance of
dependence. In practice, they often discover the same rules (Hämäläinen &
Webb, 2018), although there is no guarantee that this is the case in general.

A summary of the properties of goodness measures is given in Table 4.3.

Table 4.3: Comparison of goodness measures.

Measure Pro Con Notes

ϕ Simple, intuitive inter-
pretation

Can be high with-
out real dependence

Baseline

δ Shows statistical dependence Favours somewhat frequent episodes
γ Shows statistical dependence Favours less frequent episodes
pF Exact test, gold standard for

statistical significance
More expensive to
compute

MI , G Often similar results to pF ,
easier to compute

Approximation
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4.3 Superfluous episode rules

4.3.1 Motivation and definitions

The information contained in episode rules is often redundant; in other words,
there are rules that give no more information than some other rule. The
concept of redundancy was first introduced in the context of association rule
mining by Bastide et al. (2000), and the definition can be extended to episode
rules easily. In this section, we will consider a type of redundancy called
superfluousness. Like with goodness measures, we will only consider injective
parallel episodes for the sake of simplicity.

Definition 4.1 (Superfluous episode rule). Let A and B be disjoint injective
parallel episodes andD a subepisode of A. The specialised ruleD∪B → A∪B
is superfluous given the more general rule D → A if the specialised rule is
not a statistically significant improvement over the general rule (Hämäläinen
& Webb, 2018). This happens when occurrence of B has no significant effect
on the relationship between A and D, and also when the occurrence of B
makes the relationship weaker.

It is not useful to take notice of superfluous rules. The same information is
conveyed by simpler, more general rules that should be considered instead,
not to mention the possibility that the general rule actually is strictly better
than the specialised one. Even if the rules are approximately equally good,
considering the superfluous rule can in practice result in a false discovery
when it is mistakenly thought that D and B together cause A, when in fact
D alone is sufficient. Discarding or pruning superfluous rules also reduces
how much resources are needed—both human and computer resources.

We will next discuss how we can detect superfluousness, both already when
mining episodes and also after the episode rules have been mined.

4.3.2 Pruning superfluous episodes during episode mining

Some episodes can only be involved in superfluous rules. We wish to identify
and prune such episodes as early as possible, in the candidate generation
step. We can identify episodes that can be pruned by testing the condition
given in Theorem 4.1.
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Theorem 4.1. Given an episode A, if

∀a ∈ A ∃b ∈ A \ {a} : P(A \ {a, b}) = P(A \ {a})∨P(A \ {a, b}) = P(A \ {b}),

then all rules involving A are superfluous given the corresponding rule
involving A \ {e} for some e ∈ A.

First, let us define what it means for rules to involve an episode.

Definition 4.2. The rules involving an episode A are

(A ∪B) \ {e} → A ∪B

and A ∪B → A ∪B ∪ {f}

for all episodes B disjoint with A, all event types e ∈ A, and all event types
f /∈ A ∪B. Note that B may be empty.

Remark. We could equivalently define that the rules involving the episode A
are A′ \ {e} → A′ where A ⊆ A′ and e ∈ A′. However, this more detailed
definition allows a simpler treatment for different cases of the theorem.

The result is based on the observation that many rules involving a super-
episode of an episode C are superfluous when C is implied by one of its
subepisodes, i.e. P(d|C \ {d}) = 1 or equivalently P(C \ {d}) = P(C) for
some d ∈ C (Hämäläinen, 2022). We will reformulate this observation from
the point of view of the superepisode, leading to the following lemma that
forms the core of the theorem.

Lemma 4.2. Given an episode A and distinct event types c, d ∈ A such that

P(A \ {c, d}) = P(A \ {c}), (4.7)

the rule A \ {c} → A is superfluous given the rule A \ {c, d} → A \ {d}, and
the rule A \ {d} → A is superfluous given the rule A \ {c, d} → A \ {c}.

Proof. Because an event of type d occurs whenever the episode A \ {c, d}
does, an event of type d must occur whenever a superepisode of A \ {c, d}
occurs. Therefore

P(A \ {d}) = P(A). (4.8)

Now, Equation 4.7 shows that the antecedents of the rules A \ {c} → A and
A\{c, d} → A\{d} have equal frequencies, whereas Equation 4.8 shows that
their joint episodes have equal frequencies. Because the consequents and the
total numbers of windows are identical, the rules have the same values for
any goodness measure. The rule A \ {c} → A is superfluous given the rule
A \ {c, d} → A \ {d}.
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On the other hand, Equation 4.8 shows that antecedent and the joint episode
of the rule A \ {d} → A have equal frequencies, whereas Equation 4.7 shows
the same for the rule A\{c, d} → A\{c}. In other words, both rules have con-
fidence equal to one. Obviously, the specialisation cannot improve confidence.
Equation 4.6 shows that lift cannot be improved either, since in this case lift
is a linear function of confidence. Proof that the other goodness measures
cannot be improved is given in Appendix B. In summary, the specialisation
A\{d} → A cannot improve upon the general episode A\{c, d} → A\{c} on
any goodness measure and thus the former is superfluous given the latter.

Proof of Theorem 4.1. We will carry out the proof in two parts, first consid-
ering the rules of type (A ∪ B) \ {e} → A ∪ B and then the rules of type
A∪B → A∪B∪{f}, where B is an arbitrary episode disjoint with A, where
e is an event type in A, and where f is an event type not in A ∪B.

First, assume there exists an event type b ∈ A such that

P(A \ {e, b}) = P(A \ {e}) or P(A \ {e, b}) = P(A \ {b}).

In either case, Lemma 4.2 applies: the rule (A ∪ B) \ {e} → A ∪ B is
superfluous given the rule (A ∪B) \ {e, b} → (A ∪B) \ {b}.

Second, assume there exist event types a, b ∈ A such that

P(A \ {a, b}) = P(A \ {a}) or P(A \ {a, b}) = P(A \ {b}).

Using symmetry, we may assume without loss of generality that P(A\{a, b})
equals P(A \ {a}), and consequently that P((A ∪B) \ {b}) equals P(A ∪B).
Now, Lemma 4.2 applies: the rule A∪B → A∪B ∪{f} is superfluous given
the rule (A ∪B) \ {b} → (A ∪B ∪ {f}) \ {b}.

We have now proved that if a rule involves an episode that satisfies the crite-
rion given in Theorem 4.1, the rule is superfluous. Therefore, the episode that
satisfies the condition is of no interest and may be pruned during candidate
generation. We can do this in Line 5 of Algorithm 2 by checking whether a
potential candidate episode satisfies the criterion. Note, however, that the
check can be done only starting from the iteration where the potential can-
didate episode has at least three events, because otherwise A \ {a, b} either
does not exist or is empty.
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Table 4.4: Contingency table to test superfluousness of rule D ∪B → A∪B
against D → A.

Episode B B
∑︁

D ∪ C fr(D ∪B ∪ C) fr(D ∪B ∪ C) fr(D ∪ C)
D ∪ C fr(D ∪B ∪ C) fr(D ∪B ∪ C) fr(D ∪ C)∑︁

fr(D ∪B) fr(D ∪B) fr(D)

4.3.3 Pruning superfluous rules after mining

Next, let us consider the general case of testing superfluousness of episode
rules in the value-based definition of statistical dependence. Given disjoint
episodes A and B, and an episode D ⪯ A, we wish to test whether the
rule D ∪ B → A ∪ B is a statistically significant improvement over the rule
D → A. In other words, we wish to test whether occurrence of B significantly
increases the probability that the consequent C = A \D occurs, given that
D occurs. This is equivalent to testing for presence of the rule B → B ∪ C
within the subset of the data where D occurs (Hämäläinen & Webb, 2018).

We can test superfluousness using Fisher’s exact test with the contingency
table given in Table 4.4. Thus, the pF -value of the rule D∪B → A∪B being
non-superfluous given D → A is

pF (B → B ∪ C | D) =
J∑︂

i=0

(︁
fr(D∪B)

fr(D∪B∪C)+i

)︁(︁
fr(D∪B)

fr(D∪B∪C)+i

)︁(︁
fr(D)

fr(D∪C)

)︁
where J = min{fr(D ∪B)− fr(D ∪B ∪ C), fr(D ∪B)− fr(D ∪B ∪ C)}.

Likewise, we can test superfluousness using the G-test. First, we compute
the conditional mutual information

MI (B → B ∪C | D) =
∑︂

B∈{B,B}

∑︂
C∈{C,C}

P(D ∪B∪ C) log P(D ∪B ∪ C)P(D)

P(D ∪B)P(D ∪ C)
,

from which we get G = 2·fr(D)·MI (B → B∪C | D) and hence the pG-value
according to the χ2 distribution with one degree of freedom.

Mutual information is high also in case of negative dependence, that is to say,
when the specialised rule is significantly worse. Still, such rules are super-
fluous, so we must handle that case separately, for example by discarding
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rules that have negative conditional leverage

δ(B → B ∪ C | D) < 0

P(B ∪ C | D)− P(B | D)P(C | D) < 0

P(A ∪B)P(D) < P(D ∪B)P(A).

A rule is considered superfluous if there is another rule given which it is super-
fluous. Thus, the procedure for pruning superfluous rules involves testing
all possible generalisations of each rule, discarding the rules that are not
significant improvements at the specified significance level α given even a
single generalisation. That is to say, the set of non-superfluous rules Rα at
the significance level α given the set of all rules R is

Rα = {D → A ∈ R | ∀E ⪯ D : p(D \ E → A \ E | E) ≤ α}.



Chapter 5

Experiments and results

We begin the chapter by stating the objectives of our experiments, and how
we will evaluate the results, in Section 5.1. Following that in Section 5.2,
we will describe the experiment setup, namely the datasets along with the
implementation and execution of algorithms. Then, we will move to the
results, which form the bulk of the chapter, in Section 5.3.

The results will begin with discussing how much computational resources
execution took, in Subsection 5.3.1. After that, we will move to the main
results. First, we will go over the discovered patterns in Subsection 5.3.2.
Then, we will compare the results depending on choice of goodness measure,
pruning, window size, and dataset in Subsections 5.3.3–5.3.6. Note that
tables and figures are located at the end of the chapter on pp. 46–58.

5.1 Objectives and evaluation

Our first objective is to find episodes and episode rules that give insight into
how the Professional’s View is used, as already described in Section 1.3. We
will evaluate these results qualitatively by considering what kind of usage
these rules correspond to.

Our other objectives relate to evaluating our episode mining framework. We
will compare how goodness measures rank the discovered rules, assess the
effects of pruning superfluous rules, assess the computational feasibility of
the used algorithms, compare the results depending on window size selection,
and compare the results across datasets. We will evaluate these aspects
both qualitatively and quantitatively. For the latter, our tools will include
the Jaccard (1912) similarity coefficient J and Kendall’s (1938, 1945) rank

36
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correlation coefficient τ . We will use the Jaccard similarity coefficient to
measure the proportion of rules that two sets of rules have in common. It is
defined as the size of the intersection of two sets RA and RB divided by the
size of their union, that is

J(RA,RB) =
|RA ∩RB|
|RA ∪RB|

.

We will use Kendall’s τ rank correlation coefficient to evaluate the similarity
in how rules are ranked. Its definition is given in Appendix C.

In addition, we will use evaluation methods specific to some objectives.
We will evaluate computational feasibility by analysing execution times and
memory usages of our algorithm implementations. To evaluate the effects
of pruning, we will evaluate how it affects computational feasibility, and the
number and features of discovered episodes and rules. To see if rules might
be more or less likely to be pruned depending on their goodness measure val-
ues, we will analyse the quantiles of the values after both pruning phases, for
example by using quantile-quantile plots; in preliminary analysis, summary
statistics alone did not give full insight into the shape of the distributions.
For the sake of conciseness, we will consider only one choice for parameters
other than the one being compared; as a baseline we will use the results
obtained when using G-score, pruning, Dataset I, and window size of 600 s.
Based on preliminary analysis, the results should be similar for other choices.

5.2 Experiment setup

5.2.1 Datasets and data collection

Data was collected from six healthcare organisations between 8 October and
18 November 2021. Data from each organisation was analysed separately,
forming Datasets I–VI. The datasets contained more than two million events
from more than three thousand users in total (Table 5.1). Dataset III was
tiny when compared to the others, while Datasets I and V were the largest.

Distribution of event types in each dataset is shown in Table 5.2. For de-
scription of event types and their parameters, see Appendix A. As expected,
events related to core functionality—the reservation list, call ins, starting
working—were the most common. On the other hand, some event types
were barely ever seen: for example, there were only a few events related to
identifying an anonymous patient or searching patients by personal identity
code (SSN), all of them in Dataset II. Additionally, there are some event
types that the system is able to log but that were never observed.
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Most individual users generated between a few hundred and a few thousand
events, as can be seen from Figure 5.1. However, there were some heavy users
who generated tens of thousands or even over a hundred thousand events
each, and most events actually originated from these users. The figure is
based on Dataset I, but the other datasets showed similar results.

It should be noted that there was a bug that caused an event or a small group
of events to be reported as belonging to an incorrect user. This created a
large amount of spurious users with one or a few events, which might explain
the large amount of users with 16–32 events in Figure 5.1. For the same
reason, users with less than 16 events are not shown in the figure at all.
However, this bug seems to have affected only a small fraction of events, so
the integrity of the results should not be compromised.

5.2.2 Implementation

Algorithms were implemented in Python (version 3.9.2). Kendall’s τ rank
correlation coefficients were computed using SciPy (version 1.8.1; see Vir-
tanen et al., 2020). In addition, jq (version 1.6) and AWK (GNU Awk
version 5.1.0) were used to pre- and postprocess data. The experiments were
performed on a computer equipped with 16GiB RAM and an Intel Core
i7-7700HQ CPU at a nominal frequency of 2.8GHz, running Debian (ver-
sion 11.4; Linux 5.10). The process was split into the following phases:

Preprocessing

In the preprocessing phase, raw data was modified into a format usable by the
later phases. At this stage, two transformations were applied to the data.
First, events from users that had originated only one or two events were
discarded, since they were artefacts that did not represent actual users, as
discussed before. Second, events that had parameters were transformed into
two events: one that only had the original event type but no parameters,
and the other that had the parameters and their values appended to the
event type. For example, where original data had an event of type CALL IN
with the parameter IS SILENT having the value false, the transformed data
contained an event of type CALL IN and an event of type CALL IN IS -
SILENT=false, both events occurring at the same timestamp as the original
event. In conjunction with this transformation, event types and parameters
that were deemed uninteresting or difficult to analyse were discarded.
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Episode mining

The episode mining phase comprised Algorithms 2 and 3, including the mod-
ifications discussed in Section 4.3.2. Algorithm 3 accepts a single event se-
quence, but our data came from several users who each formed their own
event sequence. This mismatch was resolved by concatenating the event
sequences, adding enough padding so that no window contained events be-
longing to two distinct users1. Additionally, any substrings of consecutive
empty timestamps that were longer than the window size were compressed.
This was done to make computation more efficient by avoiding processing
empty windows. Note that this changes the reported relative frequencies by
a constant factor due to the sequence length becoming shorter. The fre-
quency threshold Pthresh was set to 0.001 after preliminary testing. Window
size was varied between 60 s (one minute) and 3600 s (one hour).

Rule generation

The rule generation phase comprised Algorithm 5, modified to compute val-
ues of all goodness measures we have discussed: leverage δ (Equation 4.1),
lift γ (Equation 4.2), mutual information MI (Equation 4.4) and G-score,
and Fisher’s pF (Equation 4.3), in addition to confidence ϕ. Fisher’s pF was
implemented in the way described in Hämäläinen (2016, pp. 478–479); other
measures were implemented following their respective definitions. The con-
fidence threshold ϕthresh was set to 0, i.e. all rules were kept, because any
other choice would have hindered our ability to analyse the other goodness
measures.

Rules that were artefacts of the way data was logged and preprocessed were
filtered out during rule generation. One notable class of such rules was
caused by our treatment of event parameters: for any original event type e
with parameters a having the values x, we can always find the artificial rule
{e a=x} → {e, e a=x} along with specialisations of that rule. There were
similar rules that were caused by implementation details in the way events
were logged; they were identified manually. Additionally, rules involving
events related to the tab setup use case were discarded, because preliminary
testing had revealed that they tended to drown out other rules while not
giving much insight. As a final postprocessing step, any non-positive rules—
rules that had non-positive leverage or equivalently lift at most one—were
discarded.

1The same method has been independently developed earlier by Martin et al. (2010).
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Superfluousness testing

The superfluousness testing phase comprised the method described in Sub-
section 4.3.3. Each rule was compared against all possible generalisations
using the G-test, and the largest pG-value from these comparisons was re-
ported. Superfluous rules were discarded as a postprocessing step using a
significance threshold of α = 0.01.

To avoid underflow of pG-values even when the G-score is large, we computed
pG using Equation 4.5. Doing so required an implementation of erfcx that
is accurate even for large arguments. We used one that was developed by
Johnson (2017) and provided by SciPy (Virtanen et al., 2020).

5.3 Results

5.3.1 Computational efficiency

Execution times and peak memory usage of the episode mining, rule gen-
eration, and superfluousness testing phases are reported in Table 5.3. The
execution consumed approximately 54 CPU hours 40 CPU minutes in total,
while memory use peaked at approximately 3.14 GiB. Episode mining con-
sumed by far the most time, over 54 CPU hours. Both execution time and
memory usage increased clearly in all phases when using a larger dataset and
a larger window size.

The times and memory usages of the rule generation phase reported in Ta-
ble 5.3b do not include computing Fisher’s exact test. It was only computed
for Dataset I at a window size of 600 s. The rule generation phase with
Fisher’s exact test took a bit less than 2 CPU hours in this case, or over a
thousand times more than with the test disabled. The maximum memory
consumption in this case was approximately 2 GiB, or 16 times more than
with Fisher’s exact test disabled.

5.3.2 Discovered patterns

The number of episodes and positive non-superfluous episode rules in each
dataset at each window size is shown in Table 5.4. The number of discovered
episodes was extremely large, ranging in magnitude from the tens of thou-
sands to over a million except for the small Dataset III. However, the number
of non-superfluous episode rules was much smaller, ranging from about one
thousand to slightly over ten thousand. While these numbers are much more
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reasonable, it is still humanly impossible to go through all of them. As such,
we will next evaluate the rules that were ranked best by G-score, followed by
some other rules that were found during exploration of the results.

Top 10 rules

The top ten rules with highest G-scores in each dataset at a window size
of 600 s are shown in Table 5.5 (using abbreviations of event types, see
Table 5.6). The top rules are remarkably similar across datasets: the rules
{RLS} → RLS WK and {CI} → CI Sf are contained in the top three rules
of all datasets. In all datasets except II, the remaining rule is {RWCD} → CI.
The rest consists mostly of rules related to the start working use case; many
of these rules show redundancy caused by our treatment of event parameters
as we will discuss in Subsection 6.2.2. In general, the top rules correspond
to basic functionality of the system: for instance, it is practically inevitable
that requesting to start working and loading the location selection screen is
associated with unloading the location selection screen. As such, they do not
provide novel insight into how the system is used, but they do serve as a
sanity check of the results.

The rule ranked third and fourth in Datasets II and IV respectively, that
is, {CI, RWCD} → CI Sf, seems quite peculiar. It is a specialisation of
{CI} → CI Sf, which has a better leverage and G-score, whereas the spe-
cialisation improves confidence and lift by approximately 0.03% in Dataset II
and by approximately 0.0008% in Dataset IV. Thus, we would expect the
more specialised rule to be superfluous. However, the improvement is signifi-
cant: pG ≈ 4·10−971 in Dataset II and pG ≈ 4·10−5 in Dataset IV. Apparently,
because the datasets are large, we are able to find a statistically significant
improvement that is so slight that it has no practical significance. Indeed, the
rule is superfluous in the other datasets: the improvement is not significant
with pG ≈ 0.45 in Dataset VI and pG ≈ 1 in the rest. Also, the rule would
be superfluous in Datasets II and IV under the variable-based interpretation
of superfluousness, which we will discuss later in Subsection 6.2.3.

Other interesting rules

Next, we will take a look at some rules that revealed interesting information
on how the system is used, that were found by exploratory analysis of the
results. The goodness measure values of these rules are shown in Table 5.7.
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The non-start working variant of location selection seemed to be associated
with a fair amount of problems: the rule

(a) {LOCATION SELECTED} → LOCATION SELECT NOT A ROOM

was found in Datasets I, II, V, and VI. Confidence of this rule was between
0.058 and 0.088, which, while low in absolute terms, is much higher than we
would hope for. The implication is that up to almost 9% of attempts to
select a room using this method concluded in selecting a location that was,
in fact, not a room. The user experience seems quite confusing, because this
action should not even be possible. Furthermore, the rule

(b) {LOCATION SELECT FROM HEADER} → LOCATION SELECT CANCEL

was found in the same datasets and additionally in Dataset IV. The results
indicated that in up to about 20% of attempts to select a room using the
link in the header, the user gave up before attempting to make a selection.

Transfers and observation tabs seemed to be associated in Dataset I. For
instance, let us consider the rule

(c) {TRANSFER, RLS} → RLS TAB ROLE=WATCHING TAB IS STAFF=false.

Over a half of windows that contained both a TRANSFER event and a
RESERVATION LIST SHOW event contained a RESERVATION LIST SHOW
event originating from an observation tab, even though observation tabs made
up less than one-tenth of all RESERVATION LIST SHOW events. However,
it is difficult to give a precise interpretation to this rule, since a transfer can
occur long after the reservation list was shown, and thus the entire workflow
might not have fit inside the window. This would especially be the case for
professionals who ever used only one tab. Still, we could hypothesise that
professionals in this dataset might have wanted to see the reservation list of
the resource they are transferring to in advance.

The above rule did not appear in Dataset V, the other dataset that has many
observation tab and transfer events. On the contrary, the rule

(d) {TRANSFER, RLS} → RLS TAB ROLE=WORKING TAB IS STAFF=false

seemed quite strong in this dataset. Confidence and lift were improved a lot
over the rule not involving TRANSFER (compare Table 5.5, Dataset V rank 2).
While the same applied to Dataset I (compare Table 5.5, Dataset I rank 1),
the improvement was much smaller.

Pausing a call in was associated with silent call ins. The rule

(e) {CALL IN, CALL IN PAUSE} → CALL IN IS SILENT=true
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was found in all datasets except III. This absence was likely due to the small
size of said dataset; it had only four CALL IN PAUSE events. Even though
the rule’s goodness measures were only moderately high, confidence and lift
were still much higher than those for a call in being silent in general, as given
by the rule

(f) {CALL IN} → CALL IN IS SILENT=true.

The association between pausing and silent call ins was most likely due to a
call in that eventually gets paused actually generating at least two CALL IN
events: first one for the initial call in, then a second one to resume after
pausing. When the second event occurred, the patient already knew the
room and the professional treating them, so using a silent call in would have
been reasonable. This hypothesis is corroborated by the rule

(g) {CALL IN IS SILENT=true, CALL IN IS SILENT=false}→ CALL IN PAUSE,

which says that pausing a call in was likely when the window contained
both a silent and a regular call in. The goodness measures were quite high,
considering that CALL IN PAUSE events were quite rare when compared to
CALL IN events.

5.3.3 Comparisons between goodness measures

Table 5.8 displays Kendall’s τ rank correlation coefficients between the good-
ness measures. We can see that leverage andG-score correlated quite strongly,
whereas leverage and lift had a rather small correlation. Figure 5.3 shows
that the latter pair only agreed on the lowest-ranking rules, but rules ranked
highly by one were always ranked low by the other. This was to be expected
given the relationship between leverage and lift discussed in Subsection 4.2.3;
if we were to only consider rules that either leverage or lift ranks high, their
correlation would be negative. G and pF gave practically identical results.
Column pF is negated because it is the only measure where low values are
better. The τ coefficient between G and pF is more precisely −0.999 984.

Figures 5.2 and 5.3 show results consistent with Kendall’s τ rank correlation
coefficients. There was a clear correlation between leverage and G, a lot less
clear correlation between lift and G, and little to no correlation in the other
cases. Also note the lines radiating from origin in the graph of confidence
against lift, an artefact of the relationship also discussed in Subsection 4.2.3.
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5.3.4 Pruning superfluous rules

Superfluous rules were pruned at two points: first, during the episode mining
phase, we pruned episodes that can only be involved in superfluous rules
(Section 4.3.2), and second, we pruned rules in a separate phase after rule
generation (Section 4.3.3). We will refer to the former as Pruning 1 and to
the latter as Pruning 2.

Episode mining was vastly more efficient when Pruning 1 was used. Without
it, finding frequent episodes in Dataset I at a window size of 600 s took al-
most 9 hours, or over 9 times longer than with it (Table 5.3a). As Figure 5.4
shows, the difference in the amount of generated candidate episodes was al-
most equally vast, especially when it came to more complex episodes. With-
out pruning, we had to check a total of almost 650 000 candidate episodes,
whereas with Pruning 1 we had to check less than one-sixth of the number,
about 100 000.

Rule generation and Pruning 2 were also more efficient because fewer frequent
episodes were found: without Pruning 1, rule generation took 9 seconds and
had a peak memory use of 960 MiB, compared to 5 seconds and 127 MiB
with Pruning 1 (Table 5.3b). Likewise, Pruning 2 took 1 minute 14 seconds
and had a peak memory usage of 1 422 MiB without Pruning 1, compared
to 10 seconds and 271 MiB with Pruning 1. Note that the set of discovered
rules is ultimately the same regardless of whether Pruning 1 is used, because
if it is not used, the rules that involve superfluous episodes get removed in
Pruning 2.

As shown in Table 5.9, only 4.2%–28.8% of discovered rules were non-
superfluous (median 12.5%), even after Pruning 1. There tended to be
more superfluous rules when using a larger window size or a larger dataset.
This effect was probably because more rules were found in these cases,
but the additional rules were not that good, as we will discuss in Sub-
sections 5.3.5 and 5.3.6.

The clearest difference between superfluous and non-superfluous rules was
episode complexity. As Figure 5.5 shows, only about 10% of rules after
Pruning 1 had antecedents with one or two events, compared to about 40%
after Pruning 2. On the other hand, rules whose antecedent had 5 or more
events formed a large part of all rules after Pruning 1, but only a minuscule
fraction after Pruning 2. This result is intuitive, because a rule can be super-
fluous only with respect to a simpler rule, so a more complex rule has more
generalisations given which it can be superfluous.
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Goodness measure values that were obtained after each pruning phase are
compared in Table 5.10 and Figure 5.6. It is apparent that the rules that
survived Pruning 2 had higher leverage and G-score (points in the figure lie
above the diagonal), but lower confidence (points lie below the diagonal). In
general, they also had lower lift; especially the third quartile was much lower.
However, the difference evened out soon after, and Pruning 2 even produced
larger lift at the highest quantiles. Overall, goodness measures did not differ
much before and after Pruning 2, especially when we keep in mind that most
rules had relatively low goodness measure values except for confidence, i.e.
rules were concentrated at the bottom left of the graphs in Figure 5.6.

5.3.5 Window size

As Table 5.11 shows, the sets of rules discovered at different window sizes
did not have many rules in common, and similarity decreased further from
the diagonal. The sets of rules were most similar between window sizes 300 s
and 600 s, and between 1800 s and 3600 s. However, the low similarity
seems to have been caused in large part by more rules having been found
at larger window sizes. For instance, 2801 and 3828 rules were found in
Dataset I at window sizes of 300 s and 600 s, respectively, giving a theoretical
maximum Jaccard similarity coefficient of 2801/3828 ≈ 0.731, not much
higher than the observed value of 0.632. Likewise, there were 1494 and
9121 rules found at window sizes of 60 s and 3600 s, respectively, giving a
maximum of approximately 0.164, which once again is not much higher than
the observed value of 0.104.

Additionally, the rules that were not in common were not particularly good.
The average G-score of rules that were only found at a window size of 300 s
was around two-thirds of those found at both 300 s and 600 s, while the aver-
ageG-score of rules only found at a window size of 600 s was less than one-fifth
of the rules found at both sizes. The rules that were in common were ranked
similarly, with Kendall’s τ rank correlation coefficients between 0.744–0.926
when using G-score (Table 5.12). Other goodness measures showed similar
results. In summary, choice of window size had a large effect on what rules
are found, mostly due to more being found at large window sizes, but the
results were consistent for rules that are found at different sizes.
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5.3.6 Comparison of datasets

The differences between the sets of rules found in different datasets were in
many ways like the differences between the sets found at varying window
sizes. There were not many rules in common (Table 5.13), but the ones that
were in common got ranked similarly: Kendall’s τ rank correlation coefficients
were between 0.715–0.891 (Table 5.14). Like previously, the small amount of
shared rules can be at least partially attributed to more rules being found in
larger datasets. The extreme case was between the sets of rules in Datasets
II and III, which had a Jaccard similarity coefficient of 0.056. However, the
former dataset had the most rules of all datasets, 6746, while the latter had
the least, 563. This means that the theoretical maximum Jaccard similarity
coefficient is about 0.083, only slightly higher than the observed value.

On the other hand, the Jaccard similarity coefficients were quite low even
between the sets of rules discovered in the larger datasets. For instance,
the Jaccard similarity coefficient between the rules of Datasets II and V was
0.206; because the latter dataset had 4394 rules, the theoretical maximum
coefficient is about 0.651, much larger than what was observed. This dif-
ference could be explained by the datasets representing genuinely different
patterns of usage, unlike window sizes. In addition, rules that were found in
only one of a pair of datasets seemed to be worse on average when compared
to those that were found in both, similarly to the rules that were found at
only one window size.

Table 5.1: Datasets and their sizes.

Dataset File size (MiB) Events Users

I 79.9 555 221 1 074
II 66.1 432 499 556
III 0.9 6 867 12
IV 40.1 295 244 556
V 160.0 1 017 740 935
VI 6.7 44 606 71∑︁

353.7 2 352 177 3 204
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Table 5.3: Execution times and peak memory usages.

(a) Episode mining phase.

Window size (s)

Dataset 60 300 600 1800 3600

I Execution time 00:08:06 00:38:17 00:56:03 02:18:43 06:05:09
Max memory (MiB) 548 552 554 563 586

II Execution time 00:05:33 00:20:48 00:33:09 01:31:54 04:35:51
Max memory (MiB) 447 450 454 468 556

III Execution time 00:00:01 00:00:03 00:00:11 00:00:21 00:00:38
Max memory (MiB) 19 19 20 20 20

IV Execution time 00:03:05 00:12:49 00:25:27 01:25:07 02:14:18
Max memory (MiB) 285 287 288 297 305

V Execution time 00:11:55 01:05:42 02:04:35 06:38:18 21:06:20
Max memory (MiB) 1 048 1 055 1 062 1 082 1 217

VI Execution time 00:00:42 00:02:33 00:08:37 00:22:37 01:07:07
Max memory (MiB) 58 60 67 127 209

(b) Rule generation phase.

Window size (s)

Dataset 60 300 600 1800 3600

I Execution time 00:00:01 00:00:02 00:00:05 00:00:09 00:00:16
Max memory (MiB) 30 87 127 285 667

II Execution time 00:00:02 00:00:08 00:00:09 00:00:16 00:00:36
Max memory (MiB) 30 74 115 315 788

III Execution time 00:00:00 00:00:00 00:00:00 00:00:00 00:00:00
Max memory (MiB) 15 16 17 17 20

IV Execution time 00:00:01 00:00:02 00:00:01 00:00:07 00:00:13
Max memory (MiB) 23 41 64 175 347

V Execution time 00:00:03 00:00:06 00:00:08 00:00:25 00:00:58
Max memory (MiB) 39 149 249 697 1 815

VI Execution time 00:00:01 00:00:02 00:00:02 00:00:07 00:00:08
Max memory (MiB) 31 56 80 230 440

(c) Superfluousness testing phase.

Window size (s)

Dataset 60 300 600 1800 3600

I Execution time 00:00:02 00:00:07 00:00:10 00:00:21 00:00:31
Max memory (MiB) 87 212 271 556 1 176

II Execution time 00:00:04 00:00:13 00:00:23 00:00:51 00:02:15
Max memory (MiB) 101 259 376 867 1 896

III Execution time 00:00:01 00:00:01 00:00:01 00:00:01 00:00:01
Max memory (MiB) 47 49 50 52 61

IV Execution time 00:00:02 00:00:03 00:00:04 00:00:15 00:00:37
Max memory (MiB) 70 110 158 344 664

V Execution time 00:00:07 00:00:15 00:00:29 00:01:12 00:03:00
Max memory (MiB) 144 356 572 1 408 3 220

VI Execution time 00:00:02 00:00:03 00:00:04 00:00:10 00:00:29
Max memory (MiB) 88 133 172 418 788
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Figure 5.1: Distribution of users by the amount of events the user generated
in Dataset I.

Table 5.4: Numbers of discovered episodes and positive non-superfluous rules.

Window size (s)

Dataset 60 300 600 1800 3600

I Episodes 15 515 65 233 99 363 228 772 526 720
Rules 1 494 2 801 3 828 6 018 9 121

II Episodes 15 594 55 531 90 758 258 783 635 635
Rules 2 410 5 174 6 746 10 526 15 751

III Episodes 572 827 1 045 1 192 2 564
Rules 280 427 563 833 1 624

IV Episodes 8 930 25 550 45 168 132 949 272 175
Rules 869 1 415 1 681 3 030 5 052

V Episodes 24 725 114 461 194 753 534 776 1 329 804
Rules 2 646 3 712 4 394 7 714 11 557

VI Episodes 16 470 41 473 63 576 191 048 365 488
Rules 1 285 1 649 1 936 3 804 6 517



CHAPTER 5. EXPERIMENTS AND RESULTS 51

Table 5.5: Top 10 rules by G-score, using window size of 600 s.

Dataset Rank Antecedenta Consequenta ϕ δ γ G

I 1 {RLS} RLS WK 0.9614 0.1902 3.6830 5.4354 · 107
2 {RWCD} CI 0.9332 0.2221 1.6439 5.4343 · 107
3 {CI} CI Sf 0.8051 0.1976 1.7617 4.2011 · 107
4 {SWRQ, SWLSU} SWLS 0.9996 0.1113 7.7063 3.8214 · 107
5 {RLS WK, SWLSU} SWLSD 0.9861 0.1105 7.7745 3.8015 · 107
6 {RLS, SWLSU} SWLSD 0.9861 0.1105 7.7745 3.8015 · 107
7 {SWLSU} SWLSD 0.9855 0.1105 7.7694 3.7979 · 107
8 {RLS WK, SWRQ, SWLS} SWLSU 0.9875 0.1112 7.6747 3.7806 · 107
9 {RLS, SWRQ, SWLS} SWLSU 0.9875 0.1112 7.6747 3.7806 · 107

10 {RLS WK, SWLS} SWLSU 0.9873 0.1112 7.6734 3.7805 · 107

II 1 {RLS} RLS WK 0.9028 0.2177 2.4642 3.1968 · 107
2 {CI} CI Sf 0.8320 0.2058 2.2290 2.7722 · 107
3 {CI, RWCD} CI Sf 0.8322 0.2057 2.2296 2.7636 · 107
4 {SWLSU, SWRQ} SWLS 0.9996 0.1117 7.6163 2.2411 · 107
5 {SWLS, RLS WK, SWRQ} SWLSU 0.9830 0.1115 7.6064 2.2225 · 107
6 {SWLS, RLS, SWRQ} SWLSU 0.9829 0.1115 7.6055 2.2221 · 107
7 {SWLS, RLS WK} SWLSU 0.9828 0.1115 7.6051 2.2219 · 107
8 {SWLS, RLS} SWLSU 0.9827 0.1115 7.6041 2.2215 · 107
9 {SWLS, SWRQ} SWLSU 0.9795 0.1116 7.5795 2.2182 · 107

10 {SWLSU} SWLS 0.9945 0.1116 7.5780 2.2175 · 107

III 1 {RWCD} CI 0.9875 0.2037 1.4114 9.6020 · 105
2 {RLS} RLS WK 0.9909 0.1759 4.3339 9.0519 · 105
3 {CI} CI Sf 0.9614 0.2020 1.4293 8.9185 · 105
4 {RWCD} CI Sf 0.9493 0.1958 1.4114 8.3423 · 105
5 {SWLSU} SWLSD 1.0000 0.1186 7.2731 6.8934 · 105
6 {SWRQ, SWLSU} SWLSD 1.0000 0.1181 7.2733 6.8113 · 105
7 {SWLS, SWLSU} SWLSD 1.0000 0.1181 7.2733 6.8095 · 105
8 {SWRQ, SWLSD} SWLS 0.9999 0.1181 7.2712 6.8053 · 105
9 {SWRQ, SWLSU} SWLS 0.9999 0.1181 7.2712 6.8048 · 105

10 {SWRQ, SWLS, RLS WK} SWLSD 0.9958 0.1180 7.2429 6.7459 · 105

IV 1 {RWCD} CI 0.9895 0.2331 1.6147 4.2458 · 107
2 {RLS} RLS WK 0.9964 0.1658 4.7427 3.4450 · 107
3 {CI} CI Sf 0.9083 0.2155 1.6319 3.3761 · 107
4 {RWCD, CI} CI Sf 0.9083 0.2153 1.6319 3.3528 · 107
5 {RWCD} CI Sf 0.8987 0.2117 1.6148 3.2498 · 107
6 {SWLSU, RLS} SWLSD 0.9896 0.1029 8.4801 2.3917 · 107
7 {SWLSU, RLS WK} SWLSD 0.9896 0.1029 8.4801 2.3917 · 107
8 {SWLSU} SWLSD 0.9895 0.1029 8.4791 2.3913 · 107
9 {SWRQ, SWLSU} SWLS 0.9992 0.1034 8.4123 2.3890 · 107

10 {SWRQ, RLS, SWLS} SWLSU 0.9896 0.1034 8.3917 2.3753 · 107

V 1 {RWCD} CI 0.9574 0.2372 1.8504 6.7054 · 107
2 {RLS} RLS WK 0.9212 0.2046 3.0026 5.9708 · 107
3 {CI} CI Sf 0.8636 0.2156 1.9327 5.4787 · 107
4 {RWCD} CI Sf 0.8268 0.2048 1.8503 4.9098 · 107
5 {SWLSU, SWRQ} SWLS 0.9989 0.1009 8.6122 3.9212 · 107
6 {SWLSU, SWRQ, RLS} SWLS 0.9989 0.1008 8.6122 3.9180 · 107
7 {SWLS, SWRQ, RLS} SWLSU 0.9859 0.1008 8.5751 3.8828 · 107
8 {SWLS, RLS} SWLSU 0.9853 0.1008 8.5696 3.8808 · 107
9 {SWRQ, SWLS} SWLSU 0.9848 0.1008 8.5653 3.8799 · 107

10 {SWLSU} SWLS 0.9928 0.1008 8.5593 3.8778 · 107

VI 1 {RWCD} CI 0.9754 0.2380 1.7329 5.8389 · 106
2 {RLS} RLS WK 0.9994 0.2075 3.3996 5.7172 · 106
3 {CI} CI Sf 0.9194 0.2262 1.7766 5.0606 · 106
4 {RWCD} CI Sf 0.8968 0.2188 1.7329 4.7269 · 106
5 {RLS WK, SWLSU} SWLSD 0.9968 0.1044 8.4085 3.4196 · 106
6 {RLS, SWLSU} SWLSD 0.9968 0.1044 8.4085 3.4196 · 106
7 {SWLSU} SWLSD 0.9967 0.1044 8.4074 3.4191 · 106
8 {RLS WK, SWLSU, SWRQ} SWLSD 0.9968 0.1038 8.4086 3.3672 · 106
9 {RLS, SWLSU, SWRQ} SWLSD 0.9968 0.1038 8.4086 3.3672 · 106

10 {SWLSU, SWRQ} SWLSD 0.9967 0.1038 8.4080 3.3668 · 106
a See event type abbreviations in Table 5.6.
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Table 5.6: Abbreviations of event types.

Abbreviation Event type

CI CALL IN
CI Sf CALL IN IS SILENT=false
RLS RESERVATION LIST SHOW
RLS WK RESERVATION LIST SHOW TAB ROLE=WORKING TAB IS STAFF=false
RWCD RESERVATION WINDOW CUSTOMER DETAILS
SWLS START WORKING LOCATION SELECT
SWLSD START WORKING LOCATION SELECTED
SWLSU START WORKING LOCATION SELECT UNLOAD
SWRQ START WORKING REQUESTED

Table 5.7: Other interesting rules, using window size of 600 s.

Rulea Dataset ϕ δ γ G

(a) I 0.088 0.00106 81.9 4.90 · 105
II 0.058 0.00151 37.4 3.43 · 105
V 0.067 0.00149 43.7 6.61 · 105
VI 0.084 0.00168 48.9 6.38 · 104

(b) I 0.191 0.00251 65.8 1.04 · 106
II 0.189 0.00563 31.4 1.21 · 106
IV 0.209 0.00166 112.2 5.17 · 105
V 0.094 0.00183 31.8 6.34 · 105
VI 0.125 0.00274 43.7 1.00 · 105

(c) I 0.534 0.00171 19.7 4.38 · 105

(d) I 0.967 0.00238 3.7 4.04 · 105
V 0.981 0.00312 3.2 5.68 · 105

(e) I 0.399 0.00828 3.1 7.53 · 105
II 0.672 0.00461 6.6 4.68 · 105
IV 0.319 0.00140 4.5 1.03 · 105
V 0.720 0.00910 8.7 2.06 · 106
VI 0.393 0.00152 6.5 2.05 · 104

(f) I 0.226 0.05534 1.8 8.17 · 106
II 0.227 0.05603 2.2 5.37 · 106
IV 0.115 0.02741 1.6 2.46 · 106
V 0.160 0.03993 1.9 6.60 · 106
VI 0.107 0.02640 1.8 3.43 · 105

(g) I 0.240 0.00322 4.4 3.47 · 105
II 0.059 0.00131 6.2 1.01 · 105
V 0.195 0.00210 8.7 3.79 · 105
VI 0.072 0.00098 11.0 1.63 · 104

aSee rules marked (a)–(g) in text pp. 41–43.
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Figure 5.2: Scatter plots showing relationships between goodness measures.
The left-hand side shows the entire range; the red dashed box contains the
densest region, which is shown in more detail on the right. The percentage
connected to the box on the right-hand side indicates the fraction of rules
that are contained within the box. Dataset I, window size 600 s, only positive
non-superfluous rules.
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Table 5.8: Kendall’s τ rank correlation coefficient between goodness mea-
sures. Dataset I, window size 600 s, only positive, non-superfluous rules. All
coefficients are significant at p < 10−23.

ϕ δ γ G pF
ϕ 1.000 0.108 0.261 0.241 −0.241
δ 1.000 0.164 0.693 −0.693
γ 1.000 0.443 −0.443
G 1.000 −1.000
pF 1.000
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Figure 5.4: Number of candidate episodes of each complexity, with and with-
out Pruning 1 in Dataset I at a window size of 600 s.

Table 5.9: Proportion of non-superfluous (pG ≤ 0.01) rules out of positive
rules that pass Pruning 1.

Window size (s)

Dataset 60 300 600 1800 3600

I 22.0% 14.4% 14.0% 11.3% 9.8%
II 18.6% 12.1% 11.0% 8.2% 6.3%
III 28.3% 27.9% 26.0% 28.8% 25.1%
IV 20.6% 15.9% 12.8% 9.7% 7.9%
V 12.2% 8.6% 6.5% 5.3% 4.2%
VI 17.4% 16.0% 16.9% 12.1% 10.0%
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Figure 5.5: Proportion of rules with l-event antecedents Rl out of all discov-
ered rules R after Pruning 1 and Pruning 2. Dataset I, window size 600 s.

Table 5.10: Lower quartile (Q1), median (Q2) and upper quartile (Q3) good-
ness measure values after Pruning 1 and 2. Dataset I, window size 600 s.

Pruning 1 Pruning 2

Q1 Q2 Q3 Q1 Q2 Q3

ϕ 0.534 0.899 0.992 0.338 0.842 0.985
δ 0.00104 0.00167 0.00309 0.00123 0.00222 0.00519
γ 3.11 7.05 67.32 3.23 6.62 9.01
G 1.50 · 105 4.51 · 105 9.43 · 105 1.86 · 105 4.78 · 105 1.11 · 106

Table 5.11: Jaccard similarity coefficient J between sets of all discovered pos-
itive non-superfluous rules in Dataset I at varying window sizes (in seconds).

60 300 600 1800 3600
60 1.000 0.427 0.294 0.162 0.104
300 1.000 0.632 0.339 0.214
600 1.000 0.486 0.306
1800 1.000 0.543
3600 1.000
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Figure 5.6: Quantile-quantile plots of goodness measures after Prun-
ing 1 and 2. The red points are the quartiles Q1, Q2, Q3. Dataset I, window
size 600 s.

Table 5.12: Kendall’s τ rank correlation coefficient between sets of all discov-
ered positive non-superfluous rules in Dataset I at varying window sizes (in
seconds), ranked using G-score. All coefficient are significant at p < 10−272.

60 300 600 1800 3600
60 1.000 0.899 0.863 0.805 0.746
300 1.000 0.926 0.811 0.744
600 1.000 0.845 0.766
1800 1.000 0.901
3600 1.000
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Table 5.13: Jaccard similarity coefficient J between sets of all discovered
positive non-superfluous rules at a window size of 600 s in varying datasets.

I II III IV V VI
I 1.000 0.240 0.082 0.309 0.268 0.252
II 1.000 0.056 0.159 0.206 0.174
III 1.000 0.151 0.057 0.127
IV 1.000 0.232 0.313
V 1.000 0.241
VI 1.000

Table 5.14: Kendall’s τ rank correlation coefficient between sets of all dis-
covered positive non-superfluous rules at a window size of 600 s in varying
datasets, ranked using G-score. All coefficients are significant at p < 10−66.

I II III IV V VI
I 1.000 0.828 0.774 0.891 0.802 0.839
II 1.000 0.769 0.803 0.730 0.785
III 1.000 0.771 0.715 0.793
IV 1.000 0.797 0.863
V 1.000 0.757
VI 1.000



Chapter 6

Discussion

In Section 6.1, we will discuss the main findings concerning the research ob-
jectives that were enumerated earlier in Section 1.3: what the discovered
episodes and rules revealed on how the system is used, and how we devel-
oped the episode mining framework, both at a general level, and specifically
discussing goodness measures, computational feasibility, pruning, and selec-
tion of window size. In Section 6.2, we will discuss what other approaches
there are to redundant rules than what we have considered in this work. In
Section 6.3, we will give ideas on how our work could be developed further.

6.1 Important findings

6.1.1 Discovered episodes and rules: how PV is used

In every dataset, the top 10 discovered episode rules as ranked by G-score
represented basic use of the core functionality of PV, as did the involved
episodes. As such, they do not provide new information to someone who is
already familiar with the system, although they undeniably are true findings.

However, we were able to find more interesting and novel episode rules by
exploring the results. We noticed that professionals had trouble with the
non-start working version of the location selection workflow. This version
was used much less than the start working version, so the professionals are
likely not used to the arguably confusing user experience.

Additionally, there were indications at least in one dataset that before trans-
ferring a patient to another resource, professionals want to see what are the
other reservations to the target resource. In the current user interface, doing

59
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so requires switching between tabs, but developing a more convenient way to
check this might be worthwhile. Finally, we observed a connection between
pausing a call in and performing a silent call in.

The results were by and large consistent across datasets. Especially the top
rules were very similar, and rules were ranked similarly across datasets in
general. However, the numbers of rules that were not shared between pairs
of datasets were quite large. It is quite likely that this represents genuine
differences in use, since each dataset represents use within one healthcare
organisation and therefore under circumstances that are specific to that or-
ganisation. The rules that were not in common seemed to be worse, which
on the one hand is explained by core functionality being in common while
the specifics vary, but on the other hand could also be caused by random
presence of false discoveries.

6.1.2 Development of the episode mining framework

We have developed an episode mining framework based on an enhanced ver-
sion of the Winepi algorithm (Mannila et al., 1997). The first enhancement
we presented was the use of goodness measures that address the shortcomings
of the original measure, confidence. The second enhancement we presented
was pruning superfluous episodes and episode rules, which brought large im-
provements to both efficiency of computation and ease of interpretation. We
will discuss these enhancements in more detail later in this chapter.

We were able to discover practically relevant information using the episode
mining framework we developed. The top rules were related to core func-
tionality of the system; while they did not provide novel information, their
presence does confirm that the episode mining framework is functional. As
such, we can conclude that the framework is suitable to the task. However,
there were some issues that made finding interesting results more difficult,
and the framework could be improved further in several ways.

Perhaps one of the most important issues we faced was pattern explosion
and the large number of discovered episode rules. Although we were able
to prune a vast amount of uninteresting, superfluous rules, it is likely that
there are interesting rules that remain not found because they were lost
in the noise. We should note that, because of our large sample size, many
rules were statistically significant improvements over their generalisation and
thus non-superfluous, even though the effect size was small; these rules were
statistically significant yet practically insignificant.
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The type of mined episodes

We only mined injective parallel episodes, which are a subset of all possible
episodes. Thus, we were unable to gain insight into, for instance, when some
actions are performed multiple times, or when does the order in which actions
are taken matter. Even when we know a priori in which order events must
occur over the course of a single interaction, having only parallel episodes
can make interpreting results more difficult.

For instance, imagine a workflow that consists of performing two tasks in a
fixed order, where each task has two variations. We might ask whether the
variation selected for the first task correlates with the variation selected for
the second. If this were the case, but the variation which was selected alter-
nated between consecutive instances of the workflow, we would mistakenly
discover parallel episodes that contain the second task from one instance of
the workflow and the first task from the subsequent instance.

Serial episodes are prone to the same problem, but it is mitigated because any
occurrence of a mistakenly discovered serial episode would have to contain
the first task from one instance and the second task from the subsequent
instance. The time difference is thus larger and as a result the frequency
is smaller. However, a more complete solution would be to use reference
attributes as introduced by Lee et al. (2000). Reference attributes would
enable us to require that the events within a single occurrence of an episode
must be related to an individual subject. An example in our case could be
requiring that events related to calling in must refer to the same visit.

Rules (e)–(g) in Subsection 5.3.2 give a practical example where serial episodes
and reference attributes could have helped to interpret the results. We hypo-
thesised that these rules were probably a result of a workflow that involves
an initial call in getting paused, later followed by a silent call in. However,
we could not confirm whether this was the case without serial episodes. An-
other small concern is that, since pausing a call in and calling in silently are
both slightly more advanced features, which are not required for basic use,
somebody who uses one of these features might be more experienced or have
more complex needs, and thus might be more likely to also use the other
feature. If this were the case, call in pause and silent call in events would be
correlated even without a causal relationship.

If we are to experiment with serial and non-injective episodes, we should note
that it is not immediately obvious how to extend our pruning methods and
the definitions of goodness measures other than confidence to these cases.
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Handling of event parameters

Event parameters were helpful, since they let us consider variations in how
a feature is used. Indeed, they were involved in many of the rules we have
discussed. However, our treatment of event parameters is rather simplistic
and not ideal. Improving how we handle parameters would be necessary to
mine serial or other more general episodes, and would also bring immediate
benefits to mining parallel episodes.

We treated parameterised event types as multiple types: one type without
parameters and one type for each combination of parameter values. By con-
struction, an event of the non-parametric type always co-occurs with an event
of one of the parametric types. Now, recall that an episode B is a subepisode
of A if and only if B occurs within any possible window that A occurs in.
Therefore, given a non-parametric event type e and its parametric version
e a=x, we should have {e} ⪯ {e a=x}.

However, we did not treat these parametric subepisodes specially during
episode mining. Instead, resulting artificial episode rules were discarded dur-
ing rule generation. Still, because we identified parallel subepisodes with
submultisets, our results ended up containing pairs of episodes that should
have been considered subepisode-superepisode pairs that we did not treat as
such. This had the disadvantage of producing artificial, redundant rules, as
we will discuss in Subsection 6.2.2.

It would have been better to discard episodes that do not satisfy the following
parameterised event type restriction: an episode that contains one or more
parametric event types must also contain the corresponding non-parametric
types. Said otherwise, every episode A that contains a parametric event type
e a=x should be replaced with an episode that contains both the parametric
and the non-parametric event type, i.e. A ∪ {e}.

Parallel episodes that satisfy the parameterised event type restriction admit
identifying subepisodes with submultisets. Thus, no other algorithm modifi-
cations would be needed for a proper treatment of event parameters in the
parallel case. Implementing this restriction would be no more complicated
than the currently implemented logic for discarding artificial rules. The only
reason this was not done is the late discovery of this shortcoming.

On the other hand, implementing serial episodes with parameterised events
would require much more care, as the order that simultaneous events are
processed in is not defined in Algorithm 4. The cleanest solution would be
to expand the definition of episodes to include simultaneous events as was
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done by Tatti and Cule (2011). By construction, any event of a parametric
type co-occurs with an event of the corresponding non-parametric type; using
simultaneous events, we should require that episodes reflect this fact.

Managing heterogeneity of data

The datasets we used were heterogeneous, both in the sense that they contain
data from many kinds of users, and in the sense that they contain data on
the use of many features. This meant that discovering episodes and rules in
the data using our framework was more difficult.

Most notably, we had to discard all rules related to tab setup during the rule
generation phase, because their large number drowned out other rules and
made the set of discovered rules impractically large. This likely happened
because there were numerous event types related to tab setup, many of which
were somewhat frequent. In this situation, episode pattern explosion was to
be expected, and the large number of episodes naturally resulted in numer-
ous of episode rules. This drowning out of other rules seems similar to the
observation by Zimmermann (2014) that when only a single episode is em-
bedded in the data, it is easy to find, but finding several embedded episodes
is much more difficult because the ranks of the genuine episodes grows too
large, except for perhaps the most frequent one.

Most users generated some hundreds or some thousands of events, yet most
events were generated by a few heavy users, as we saw in Subsection 5.2.1.
All data within a single dataset was combined into a single sequence, and
consequently the results mostly depended on the heavy users; we do not
know whether light users used the software differently. The imbalance could
be rectified by weighting events or even by analysing the light users sepa-
rately. Whether doing so is desirable comes largely down to a choice between
investigating issues that have a large impact on the few heavy users, and
issues that have a smaller impact on the many light users. As an alternative,
we could use hierarchical attributes, as proposed for dependency rules in log
data by Hämäläinen (2012), to code users as either light or heavy users and
then find rules that apply to one group or the other.

6.1.3 Goodness measures for episode rules

We proposed several goodness measures for episode rules, each of which have
their strengths and weaknesses. Confidence, the original goodness measure,
has the problem that it does not consider how frequent the consequent of the
rule is expected to be even in the absence of the antecedent. Hence, some
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rules are discovered only because the consequent is frequent, even if there
is no statistical dependence between the antecedent and consequent. At the
same time, other rules may be missed because the consequent is infrequent,
regardless of if it is even less frequent in the absence of the antecedent.

To alleviate this issue, we used leverage, lift, mutual information and the
closely related G-test, and Fisher’s exact test as goodness measures for rules.
Each of them takes the statistical dependence of the antecedent and the
consequent into account, but in differing ways.

We investigated the differences and similarities between the goodness mea-
sures. We found that best results can be obtained by considering all goodness
measures when exploring the rules, because different measures are apt at find-
ing different kinds of rules. Since leverage tends to favour relatively frequent
rules—precisely, ones that occur in roughly half of the windows—while lift
tends to favour infrequent rules, they are suitable for finding rules related to
commonly or rarely occurring events, respectively. Fisher’s exact test and
G-test seem somewhat more balanced in this regard. We observed that the
results obtained by Fisher’s exact test and the G-test were basically identi-
cal. Therefore, we prefer using the G-test, which is easier to compute than
Fisher’s exact test.

Using diverse goodness measures was critical to obtaining our results. Out
of the interesting rules (a)–(g) in Subsection 5.3.2, only (d) had even mod-
erately high confidence, so the rules were identified using the other goodness
measures. However, confidence was still an important tool to interpret these
rules, as they had higher confidence than what we might have hoped or ex-
pected given that these rules represented difficulties in using the system.

6.1.4 Computational feasibility

The algorithms we used were feasible, but in some cases only barely. Es-
pecially, execution times did end up being very long in the episode mining
phase. In the extreme case, episode mining in Dataset V at a window size of
3600 s took over 21 hours (see Table 5.3a), which is barely tolerable.

Even at a more reasonable window size of 600 s, the episode mining phase in
the same Dataset V took 2 hours. This is not a big problem when mining is
done only occasionally. However, it could become an issue if we were to do
mining more often, e.g. to observe any changes in episode frequencies over
time. In addition, improved performance would enable us to use a lower
frequency threshold and thus possibly find interesting episodes and rules in
less frequently used features.
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We identified many episodes that are provably only involved in superfluous
rules (Subsection 4.3.2), and that could therefore be pruned already in the
episode mining phase. Doing so was vital for performance: our experiments
showed that it speeded up the episode mining phase by an order of magnitude.
Thus, running the entire set of experiments without pruning in the episode
mining phase would have been essentially intolerable.

It should be noted that no attempt was made to optimise the performance
of our implementation. Immediate gains could be had by improving the
implementation, including by utilising opportunities for parallelism, and by
re-implementing it in a more efficient language than Python.

Furthermore, as we already noted, a reduction in the number of discovered
episodes led to large performance gains. The number could be reduced further
using the parameterised event type restriction. Also, it might be possible to
broaden the condition under which episodes can be pruned, as we have not
proved whether the current criterion covers all superfluous episodes.

Computing Fisher’s pF using our implementation was unreasonably slow in
comparison to the other goodness measures. We should note that computing
pF using a conventional implementation such as the one provided by SciPy
(Virtanen et al., 2020) was impossible because of underflow. However, as
reported earlier, computing pF took nearly 2 CPU hours and 2 GiB memory
in Dataset I at a window size of 600 s. In comparison, a similar implemen-
tation for pF in the C programming language by Hämäläinen (2016) took a
few seconds (and, one might presume, a lot less memory) to perform 100 000
tests on slower hardware.

The speed difference is probably in large part due to our unoptimised Python
implementation. At least the large memory usage is due to Python: most
memory is used for tabulating the logarithms of factorials, the table having
nwin ≈ 5 · 107 entries. In Python, a value of type float consumes 24 B, and
in addition, each entry in a list consumes 8 B. Therefore, the table took
approximately 5 ·107 ·(24+8) B ≈ 1.5 GiB, explaining the memory usage. In
C, a value of type double consumes 8 B and an entry in an array consumes
no extra memory, so the memory usage of the table would be one-quarter of
the usage in Python, approximately 380 MiB.
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6.1.5 Pruning uninteresting rules

Superfluousness is not only a tool to make the mining process computation-
ally more efficient. Instead, it is primarily a tool that helps us to separate
the wheat from the chaff by letting us discard rules that are uninformative
or even misinformative. Thus, pruning superfluous rules made interpreting
the results much easier.

First, pruning decreased the number of rules we needed to consider im-
mensely. Even after many superfluous rules were eliminated by Pruning 1,
discarding the remaining ones reduced the number of rules by up to over an
order of magnitude. Second, it would not have been possible to manually
identify in all cases whether a rule had a better or equally good generalisa-
tion. Thus, if we did not prune superfluous rules, we could easily have come
to the mistaken conclusion that some episodes D and B together cause A
when in fact it is D alone that causes A.

We did not account for the multiple hypothesis testing problem when test-
ing rules for superfluousness. Seeing that we tested the superfluousness of
hundreds of thousands of rules, all at an unadjusted significance level of
α = 0.01, it is almost inevitable that some rules were mistakenly deemed
non-superfluous merely by chance. We should note that in principle, the
multiple hypothesis testing problem also applies to our use of rule goodness
measures based on statistical significance. However, our results are not af-
fected in this case as we did not use those measures as cut-offs.

6.1.6 Window size selection

The sets of rules found at varying window sizes were quite different. This
was by and large because many more episodes and rules were discovered
using large window sizes. Most rules that were found at smaller window sizes
were also found at larger sizes, and these rules were ranked in similar orders
regardless of window size. Also, it seems that the additional rules at large
window sizes were worse.

Thus, we can come to the reasonable conclusion that the window size should
be set large enough that it covers the phenomena of interest, which in our case
we expect to mostly have a duration of some minutes. Setting the window
any larger seems to bring no benefits, only increasing noise and leading to
longer mining times. However, no rigorous comparison has been done on
what episodes and rules were discovered at different window sizes, so more
investigation into this would be warranted.
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6.2 Approaches to redundant episode rules

6.2.1 Specious episode rules

We pruned a large amount of uninteresting rules using the concept of super-
fluousness. However, there are other kinds of redundancy that we did not
consider. One potential avenue would be adapting speciousness (Hämäläinen
& Webb, 2017; Yule, 1903) to episode rules. Whereas a rule can be super-
fluous only with respect to a more general version of itself, it can be specious
with respect to any rule with the same consequent. The antecedents of the
rules need not have any event types in common, since redundancy can also
appear due to confounding factors.

We can see examples of speciousness in the results. For instance, a call in (CI)
always results in showing the reservation window customer details (RWCD),
and the latter is typically caused by the former. On the other hand, most
call ins are not silent (CI Sf). Therefore, the rule {RWCD} → CI Sf is
explained by the rules {CI} → CI Sf and {CI} → RWCD1.

To give another example, similar logic applies to the start working use case: a
start working request (SWRQ) usually leads to a start working location select
(SWLS) event, which then typically leads to both a start working location
selected (SWLSD) event and a start working location select unload (SWLSU)
event. Thus, there are several examples of speciousness, such as the rule
{SWRQ} → SWLSD, which is explained by the rules {SWLS} → SWLSD
and {SWLS} → SWRQ.

6.2.2 Parameterised events and redundancy

Our results give a striking example of speciousness that is caused by our sub-
optimal handling of event parameters. In general, given a non-parametric
event type e and its parametric version e a=x, and another event type d,
the rule {e a=x} → d is specious with respect to the rule {e} → d ex-
cept if the value of the parameter actually has an effect on the relationship.
This is because P(e | e a = x) = 1 by definition. There are many such
pairs of specious rules among the top 10 rules as shown in Table 6.1. Note
how each pair of rules, one involving RLS WK and the other involving its
non-parametric version RLS, have nearly identical values on all goodness
measures.

1This rule does not appear in the results because it was discarded as a technical artefact
during rule generation.
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Table 6.1: Specious parametric rules within the top 10 rules by G-score, using
window size of 600 s.

Dataset Rank Antecedenta Consequenta ϕ δ γ G

I 5 {RLS WK, SWLSU} SWLSD 0.9861 0.1105 7.7745 3.8015 · 107
6 {RLS, SWLSU} SWLSD 0.9861 0.1105 7.7745 3.8015 · 107
8 {RLS WK, SWRQ, SWLS} SWLSU 0.9875 0.1112 7.6747 3.7806 · 107
9 {RLS, SWRQ, SWLS} SWLSU 0.9875 0.1112 7.6747 3.7806 · 107

II 5 {SWLS, RLS WK, SWRQ} SWLSU 0.9830 0.1115 7.6064 2.2225 · 107
6 {SWLS, RLS, SWRQ} SWLSU 0.9829 0.1115 7.6055 2.2221 · 107
7 {SWLS, RLS WK} SWLSU 0.9828 0.1115 7.6051 2.2219 · 107
8 {SWLS, RLS} SWLSU 0.9827 0.1115 7.6041 2.2215 · 107

IV 6 {SWLSU, RLS} SWLSD 0.9896 0.1029 8.4801 2.3917 · 107
7 {SWLSU, RLS WK} SWLSD 0.9896 0.1029 8.4801 2.3917 · 107

VI 5 {RLS WK, SWLSU} SWLSD 0.9968 0.1044 8.4085 3.4196 · 106
6 {RLS, SWLSU} SWLSD 0.9968 0.1044 8.4085 3.4196 · 106
8 {RLS WK, SWLSU, SWRQ} SWLSD 0.9968 0.1038 8.4086 3.3672 · 106
9 {RLS, SWLSU, SWRQ} SWLSD 0.9968 0.1038 8.4086 3.3672 · 106

a See event type abbreviations in Table 5.6.

Speciousness is not necessary to show that the above rules are redundant.
Applying the parameterised event type restriction, episodes that contain a
parametric event type would be replaced with episodes that contain both
the parametric and the non-parametric event type. The rule {e a=x} → d
would consequently be replaced by {e, e a=x} → d ; note how the former
rule is specious, and the latter rule is superfluous given the rule {e} → d. For
an example in Table 6.1, the specious rule {RLS WK, SWLSU} → SWLSD
would be replaced by {RLS, RLS WK, SWLSU} → SWLSD which is a
specialisation of the rule {RLS, SWLSU} → SWLSD.

6.2.3 Variable-based interpretation

We tested superfluousness only in the value-based interpretation of statistical
dependence. That is, we tested whether the specialised rule, D∪B → A∪B,
was a significant improvement over any generalisation D → A, or in other
words, whether the consequent was significantly more likely given the more
complex antecedent. However, we did not experiment with superfluousness
in the variable-based interpretation, where we interpret the antecedent and
consequent as Boolean variables and consider all their possible assignments.

In the variable-based interpretation of superfluousness, we should compare
the significance of improvement of each assignment of Boolean values over
their respective generalisations. In fact, it can be shown that the specialised
rule D ∪ B → A ∪ B is non-superfluous in this interpretation exactly when
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its improvement over any generalisation D → A is more significant than the
improvement of the corresponding inverse ruleD → A over the corresponding
more general inverse rule D ∪B → A ∪B (Hämäläinen & Webb, 2018).

Testing for variable-based superfluousness turns out to be easy because the
previous condition is true if and only if the mutual information (or equiva-
lently, the G-score) of the specialised rule is greater than that of the general
rule (Hämäläinen & Webb, 2017). For example, the peculiar rule from Sub-
section 5.3.2, {CI, RWCD} → CI Sf, would be superfluous in the variable-
based interpretation because it has a lower G-score than its generalisation
{CI} → CI Sf.

6.3 Ideas for future research

6.3.1 Developing the episode mining framework further

Several ideas for future development have already arisen in the previous dis-
cussion. The ideas are:

� expanding the episode mining framework to serial, non-injective, and
other more general episodes,

� using reference attributes,

� treating event parameters properly to avoid generating redundant rules,

� considering ways to manage heterogeneous data,

� investigating whether the episode search space can be pruned more
than what is enabled by the condition we have presented,

� addressing the multiple hypothesis testing problem in superfluousness
testing,

� investigating the effects of window size selection more rigorously,

� pruning rules that are practically insignificant due to small effect size,

� pruning specious rules, and

� applying the variable-based interpretation to pruning superfluous rules.
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6.3.2 Using prior knowledge

The methods we used have no way of incorporating a priori knowledge about
how the system is designed to be used, i.e. what episodes and episode rules
we expect and do not expect to be found. As a result, top rules are obvious
in the sense that they do not provide additional information to someone
who is already familiar with the system. While we can simply disregard
those rules, incorporating our background knowledge into the model could
make identifying the genuinely interesting episodes and rules much easier.
That being said, how to best obtain and use this background knowledge
systematically is an open-ended question.

6.3.3 Non-frequency-based mining

We may naturally assume that episodes involving less frequent event types
are themselves less frequent, but they are not necessarily less interesting; in
a sense, event type frequencies are one kind of background knowledge, but
the use of a frequency threshold for episodes does not take this into account
(Tatti, 2009). In our case, this means that we are likely to miss episodes,
and thus also episode rules, that relate to less frequently used features.

Still, those features can have interesting usage patterns. For instance, if a
feature is so infrequently used that even its singleton episodes are barely
frequent, then a barely infrequent episode that has several events originating
from that feature certainly is interesting. Meanwhile, an episode that has
many events originating from heavily used features can be frequent just by
chance, analogously to how episode rules can have high confidence merely
because the consequent is frequent.

We might obtain new kinds of insight by accounting for event type fre-
quencies, and by testing episodes’ statistical significance. It could also be
interesting to study the relationship between the statistical significance of
episodes and episode rules. More generally, using frequency alone is insuffi-
cient in many cases, and developing methods to find infrequent yet interesting
episodes and rules would let us study more diverse phenomena.

Mining episodes using a small frequency threshold at first, and then filtering
them based on other criteria is a simple approach, and the one taken by
Tatti (2009) among others. Although having a frequency threshold might
often be appropriate to ensure that there is sufficient data to evaluate the
other criteria reliably, the necessary threshold could easily be so small that
pattern explosion becomes an issue. On the other hand, if the frequency
threshold is increased to avoid pattern explosion, we might miss genuinely
interesting episodes. Therefore, algorithms that mine episodes and episode
rules directly using criteria other than frequency would be desirable.
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6.3.4 Using date and time information

We used the event timestamp only to obtain the ordering and time differences
between events. However, the original log timestamps were in a date and
time format, which contains additional, unutilised information. Some usage
patterns may occur only on certain days of the week or at certain times of
day. For example, there might be patterns that occur when starting the
workday in the morning, or patterns that are specific to outpatient clinics
and occur only during daytime hours on Mondays through Fridays, while
patterns specific to emergency rooms would occur also in nighttime and on
weekends.

Methods to find patterns that include date and time information are under-
studied within sequential pattern mining in general (Mooney & Roddick,
2013). The simplest way of incorporating this information into our methods
would be generating event parameters such as HOUR=13 or DAY=Monday
based on the logged time. However, the problem with this approach is that we
would then have to guess the right granularity when discretising the time. A
better approach would be to use dynamic discretisation (Hämäläinen, 2012),
so that the right day and time interval would be selected for each rule.

6.3.5 Improving performance

On the one hand, we have observed that pruning superfluous episodes at
an early point immensely improved performance. On the other hand, we
have discussed that speciousness could let us prune more rules than by using
superfluousness alone. We could combine these and investigate whether a
condition can be formulated for episodes that can only be involved in specious
rules, similar to the one we formulated for superfluous episodes.

Going further, we could conceivably prune episodes that cannot be involved
in rules that surpass a given goodness measure threshold, including episodes
that are only involved in rules that are superfluous at a given significance
level. This would presumably require developing new algorithms that search
for episode rules directly instead of mining episodes as a separate phase, so
that information on what rules are possible is available when the pruning
decision is made.

Alternatively, performance could be improved by using one of the algorithms
based on minimal (non-overlapping) occurrences, which outperform window-
based algorithms like Winepi in practice (Laxman et al., 2007; Mannila et
al., 1997; Zimmermann, 2014).
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Conclusions

In this thesis project, we developed an episode mining framework to dis-
cover interesting episodes and episode rules in user interaction log data. The
episode mining framework was based on the Winepi algorithm which was
enhanced by adding new goodness measures for rules, and by pruning super-
fluous episodes and rules.

We discovered episode rules that gave us new insight into how the Axel
Encounter Professional’s View is used in real-life circumstances. Obtaining
these results would not have been practically possible without our enhance-
ments. We were able to concentrate our focus on rules that showed genuine
statistical dependence using the goodness measures leverage, lift, and G-
score. These goodness measures enabled us to investigate rules where the
consequent only occurred in a minority of the cases where the antecedent
of the rule occurred, but the consequent was even less frequent without the
antecedent. Such rules can be interesting because, for instance, they allowed
us to discover cases where a large minority of users ran into problems while
trying to perform a task. These rules would have been missed if we had only
used the original goodness measure, confidence.

The other enhancement we made was also critical to obtain our results. We
used superfluousness to prune rules that were uninteresting at best and even
misleading at worst. Interpreting the set of discovered rules would have
been practically impossible without doing so. Last, but certainly not least,
we proved a novel condition that identifies episodes that can be involved
only in superfluous rules. We used this condition to prune the search space
immensely, thereby providing a large performance boost. This made applying
the episode mining framework to our dataset computationally feasible.

72
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We found the episode mining framework suitable for discovering useful in-
formation in our experiments; presumably, the framework should be suitable
for analysing other similar datasets. However, the framework could be fur-
ther improved in several ways. We used so-called event parameters to let us
analyse variations in how an action is performed, but the way we handled
the parameters was not ideal. Fortunately, the fix is easy and should be used
by any future research. We only mined parallel injective episodes that were
frequent under the window-based definition of frequency. Expanding the
pruning methods and the definitions of episode rule goodness measures could
help us gain new insight, as could changing the definition of what makes an
episode good. Since pruning superfluous episodes and rules turned out to be
vital for both performance and ease of exploring the results, developing ways
of pruning more aggressively would be beneficial.

In addition to the above, further research could investigate how prior knowl-
edge could be incorporated to improve the results; how the goodness of
episodes could be measured statistically while avoiding the shortcomings of
frequency; how to use the date and time information to discover episodes
and episode rules that occur at certain times; how to manage heterogeneity
of the data, especially how to deal with the imbalance between data created
by heavy and by light users; and how different algorithms could be used
as the base of the episode mining framework to improve performance, espe-
cially if searching for interesting episodes and rules using something other
than frequency.
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Hämäläinen, W. (2022, March 17). Pruning redundant episodes during can-
didate generation [Personal communication].

https://doi.org/10.1145/253260.253327
https://doi.org/10.1007/978-3-540-39804-2_10
https://doi.org/10.1007/978-3-540-39804-2_10
https://doi.org/10.1007/978-3-030-73280-6_1
https://doi.org/10.1109/icdm.2003.1250904
https://doi.org/10.1109/icdm.2003.1250904
https://doi.org/10.1137/1.9781611972757.36
https://doi.org/10.1137/1.9781611972757.36
https://doi.org/10.1109/icdmw.2012.97
https://doi.org/10.1109/icdmw.2012.97
https://doi.org/10.1016/j.csda.2015.08.002
https://doi.org/10.1016/j.csda.2015.08.002


BIBLIOGRAPHY 76
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Martin, F., Méger, N., Galichet, S. & Becourt, N. (2010). Episode rule-based
prognosis applied to complex vacuum pumping systems using vibra-
tory data. In P. Perner (Ed.), Proceedings of the tenth industrial con-
ference on data mining. Lecture notes in artificial intelligence, Vol.
6171 (pp. 376–389). Springer. https://doi.org/10.1007/978-3-642-
14400-4 29
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Appendix A

Event types

This appendix contains brief descriptions of the event types and parameters
that were included in the final analysis.

CHECK CUSTOMER FROM LIST

A patient/reservation is selected from the reservation list, launching the check
patient use case.
Parameters: None
Category: Positive

RESERVATION WINDOW CUSTOMER DETAILS

The patient details of a reservation window are set. For technical reasons,
this also occurs during the anonymous ID workflow.
Parameters: None
Category: Technical

CALL IN

Patient is called in.
Parameters: is silent
Category: Positive
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CALL IN CLOSE

Reservation is closed.
Parameters: None
Category: Positive

CALL IN PAUSE

Call in is paused.
Parameters: None
Category: Positive

CALL IN CANCEL

Call in is cancelled.
Parameters: None
Category: Neutral

CALL IN AGAIN

The call in notification is repeated.
Parameters: None
Category: Neutral

TRANSFER

Patient is transferred.
Parameters: None
Category: Positive

ANONYMOUS ID REQUESTED

Identification (SSN) of anonymous patient is requested by the professional,
or required for transfer.
Parameters: None
Category: Positive



APPENDIX A. EVENT TYPES 81

ANONYMOUS ID INPUT

Patient identification is provided.
Parameters: None
Category: Positive

ANONYMOUS ID NOT FOUND

No patient was associated with the entered SSN. Never observed.
Parameters: None
Category: Problem

ANONYMOUS ID OKAY

Professional okays patient identification.
Parameters: None
Category: Positive

ANONYMOUS ID NOT OKAY

Professional does not okay patient identification. Never observed.
Parameters: None
Category: Problem

ANONYMOUS ID WRONG TARGET STATUS

Identifying anonymous patient failed because of the current status of the
target patient. Never observed.
Parameters: None
Category: Problem

SEARCH BY SSN START

Initiate checking patient program by SSN.
Parameters: None
Category: Positive
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SEARCH BY SSN NOT FOUND

No patient associated with the entered SSN
Note: successful search by SSN only results in RESERVATION WINDOW -
CUSTOMER DETAILS.
Parameters: None
Category: Problem

SEARCH BY SSN NO PROGRAM

A patient was found, but had no program to be shown.
Parameters: None
Category: Problem

RELOAD CUSTOMER

The professional clicks the Reload button in the patient details window.
Parameters: None
Category: Neutral

TAB DELETE

Professional deletes a tab.
Parameters: None
Category: Positive

RESERVATION LIST SHOW

The reservation list is shown. This occurs when a tab is selected, including
cases that are internally implemented as tab changes such as loading the view
and creating a new tab.
Parameters: tab role, tab is staff
Category: Technical

RESERVATION LIST STATE FILTER CHANGE

The professional changes the selected state filters.
Parameters: None
Category: Positive
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RESERVATION LIST TIME FILTER CHANGE

The professional changes the selected time filter.
Parameters: None
Category: Positive

RESERVATION LIST AUDIO ALERT CHANGE

The professional enables or disables audio alerts.
Parameters: enabled
Category: Positive

RESOURCE CALENDAR LOAD

The professional loads the resource calendar.
Parameters: None
Category: Positive

START WORKING REQUESTED

The professional requests to start working.
Parameters: None
Category: Positive

START WORKING LOCATION SELECT

The select room to start working dialogue is shown. This is skipped if the
professional is already in a room.
Parameters: None
Category: Technical

START WORKING LOCATION SELECTED

The professional selects a room in the dialogue.
Excluding: START WORKING LOCATION SELECT ANOTHER followed
by LOCATION SELECTED.
Parameters: None
Category: Positive
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START WORKING LOCATION SELECT UNLOAD

The dialogue is unloaded. If not preceded by LOCATION SELECTED, this
means that the professional cancels location selection and starting to work.
Parameters: None
Category: Technical

START WORKING LOCATION SELECT ANOTHER

Professional selects ‘Find another room’ in the start working dialogue, leading
to the same workflow as LOCATION SELECT FROM HEADER.
Parameters: None
Category: Neutral

LOCATION SELECT FROM HEADER

Professional clicks on ‘Select a room’ in the PV header.
Parameters: None
Category: Positive

LOCATION SELECT SEARCH

Professional searches when selecting location.
Parameters: None
Category: Positive

LOCATION SELECT EXPAND NODE

Location node is expanded, either manually by the professional or automat-
ically when the dialogue opens.
Parameters: is user originated
Category: Positive/Technical

LOCATION SELECT COLLAPSE NODE

Location node is collapsed by the professional.
Parameters: None1

Category: Positive/Technical

1is user originated was always true for this event.
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LOCATION SELECT SELECT NODE

Professional selects a tree node.
Parameters: is user originated
Category: Positive/Technical

LOCATION SELECTED

Professional tries to ‘save’ room selection. This does not necessarily mean
that the selection was successful, see LOCATION SELECT NOT A ROOM.
Parameters: None
Category: Positive

LOCATION SELECT CANCEL

Professional cancels room selection.
Parameters: None
Category: Problem

LOCATION SELECT NOT A ROOM

Professional tries to ‘save’ room, but selected node is not a room or no node
has been selected.
Parameters: None
Category: Problem

LEAVE ROOM

Professional leaves the room and stops working.
Parameters: None
Category: Positive

RESERVE

Professional reserves a reservation.
Parameters: None
Category: Positive
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UNRESERVE

Professional unreserves a reservation.
Parameters: None
Category: Neutral

PRINT

Professional prints the patient printout. Never observed.
Parameters: None
Category: Positive

ENROLL REQUEST

Professional requests checking in (i.e. enrolling) the patient. Never observed.
Parameters: None
Category: Positive

ENROLL SUCCESS

Patient was checked in successfully. Never observed.
Parameters: had printing problems (printout was required but not provided)
Category: Positive

ENROLL STATE CHANGED

Checking in was not done because patient status had changed between when
the check in button was displayed and clicked. Never observed.
Parameters: None
Category: Problem

ENROLL FAILURE

Checking in patient failed. Never observed.
Parameters: None
Category: Problem



Appendix B

Non-improvement of goodness
measures

Here, we will complete the proof of Lemma 4.2. We have already proved
that, given an episode A and distinct event types c, d ∈ A such that

P(A \ {c, d}) = P(A \ {c}), (4.7 revisited)

the confidence and lift of the specialised rule A \ {d} → A can be no better
than those of the general rule A \ {c, d} → A \ {c}. Next, we will show the
same for the remaining goodness measures, namely leverage δ, Fisher’s pF ,
and mutual information MI along with the G-test.

Proof that leverage cannot increase. Given that both the general and the
specialised rule have confidence 1, i.e. P(d|A \ {c, d}) = P(d|A \ {d}) = 1,

P(A) ≤ P(A \ {c})
P(A)(1− P({d})) ≤ P(A \ {c})(1− P({d}))

P(A)− P(A \ {d})P({d}) ≤ P(A \ {c})− P(A \ {c, d})P({d})
δ(A \ {d} → A) ≤ δ(A \ {c, d} → A \ {c}).

In the proofs for pF and mutual information, let C = {d} be the consequent
of the two rules. We will let the antecedent B vary in the rule B → B ∪ C,
giving the specialised rule when B = A \ {d} and the general rule when
B = A \ {c, d}. Recall that the former antecedent cannot be more frequent
than the latter.
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Proof that pF cannot decrease. Given that both the general and the spe-
cialised rule have confidence 1, i.e. P(d|A \ {c, d}) = P(d|A \ {d}) = 1,

pF (B → B ∪ C) =

(︁
fr(B)

fr(B∪C)

)︁(︁
nwin

fr(C)

)︁ ∝ (︃
fr(B)

fr(C)

)︃
.

Because C is fixed, the above is increasing when fr(B) increases, or equiva-
lently when fr(B) decreases.

Proof that mutual information cannot increase. Given that both the general
and the specialised rule have confidence 1, i.e. P(d|A \ {c, d}) = P(d|A \ {d}) = 1,

MI (B → B ∪ C) = P(B) log
1

P(C)
+ P(B ∪ C) log

P(B ∪ C)

P(B)P(C)
+ P(C) log

1

P(B)

MI (B → B ∪ C) = (P(C)− P(B))(log(P(C)− P(B))− log(1− P(B))− logP(C))

− P(B) logP(C)− (1− P(C)) log(1− P(B))

MI (B → B ∪ C) = (P(C)− P(B)) log(P(C)− P(B))

− P(C) logP(C)− (1− P(B)) log(1− P(B)).

Differentiating this gives

d

dP(B)
MI (B → B ∪ C) = log(1− P(B))− log(P(C)− P(B)),

which is non-negative wherever it is defined because P(C) ≤ 1.

The derivative is not defined when P(B) = P(C), including the special case
P(B) = 1 because P(B) ≤ P(C). If P(A \ {c, d}) = P(C), then neces-
sarily P(A \ {d}) = P(C) and the specialised and general rule are equiva-
lent. Otherwise, the derivative of mutual information with respect to P(B)
is non-negative in the open interval (P(A \ {d}),P(A \ {c, d})). Therefore,
mutual information is increasing as a function of P(B) in the closed interval
[P(A \ {d}),P(A \ {c, d})]. That is to say, the value of mutual information at
B = A \ {d} is not greater than the value at B = A \ {c, d}.

Corollary. The G-score cannot increase and the pG-value cannot decrease
under the given conditions, because G-score is a strictly increasing function
of mutual information, and pG is a strictly decreasing function of G-score.



Appendix C

Kendall’s τ rank correlation
coefficient

Kendall’s (1938, 1945) rank correlation coefficient τ measures the similarity
between two orderings of one set of objects. In our instance, the objects are
episode rules, and the orderings are the rules’ orderings in different datasets,
or according to different goodness measures, and so on.

Definition C.1. Given two rankings of n objects, x1, x2, . . . , xn and y1, y2, . . . , yn,
the τ rank correlation coefficient is

τ =

∑︁n−1
i=1

∑︁n
j=i+1 aijbij√︂

(
∑︁n−1

i=1

∑︁n
j=i+1 a

2
ij)(

∑︁n−1
i=1

∑︁n
j=i+1 b

2
ij)

where

aij =

⎧⎪⎨⎪⎩
+1 if xi < xj

0 if xi = xj

−1 if xi > xj

bij =

⎧⎪⎨⎪⎩
+1 if yi < yj

0 if yi = yj

−1 if yi > yj

(Kendall, 1945).

The above definition is one of two alternative ways of dealing with ties in the
ranking: Kendall (1945) recommends using the other one when comparing a
ranking against an objective order, whereas this version should be used when
‘measuring the concordance between judges’ (p. 244), as we are doing.

The numerator of τ , also called the score, is the difference between the num-
ber of pairs ranked in the same order and the number of pairs ranked in
opposite orders. The denominator is the maximum possible score. There-
fore, a τ correlation coefficient of +1 indicates that the two rankings rank
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the objects in exactly the same order, while -1 indicates that one ranking
is a reversed version of the other. An intuitive interpretation of τ given by
Kruskal (1958) is that if we bet one dollar on a pair of objects being ranked
the same, we expect to gain τ dollars.

Example C.1. Suppose that we have found the following set of rules:

i Rule Confidence ϕ Leverage δ

1 {a} → {a, b} 0.477 0.094
2 {b} → {a, b} 0.998 0.094
3 {a} → {a, c} 0.522 0.103
4 {d, e} → {d, e, f} 0.329 0.021

We want to know whether confidence and leverage rank the rules similarly.
We need not actually compute the rankings xi and yi explicitly, because the
scores only depend on whether i is ranked before or after j. Thus, we may
directly compute aij and bij:

i j ϕi ϕj aij δi δj bij aijbij

1 2 0.447 0.998 +1 0.094 0.094 0 0
1 3 0.447 0.522 +1 0.094 0.103 +1 +1
1 4 0.447 0.329 −1 0.094 0.021 −1 +1
2 3 0.998 0.522 −1 0.094 0.103 +1 −1
2 4 0.998 0.329 −1 0.094 0.021 −1 +1
3 4 0.522 0.329 −1 0.103 0.021 −1 +1

We have

n−1∑︂
i=1

n∑︂
j=i+1

aijbij = +3,
n−1∑︂
i=1

n∑︂
j=i+1

a2ij = 6,
n−1∑︂
i=1

n∑︂
j=i+1

b2ij = 5,

therefore τ = 3√
30
≈ 0.548 which indicates a moderate positive correlation.
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