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Abstract
Throughout the last decade the microservice architecture has grown in popularity
due to organizations facing scaling related issues with their monolithic systems. The
process of transitioning from a monolith to microservices is not a straightforward one
to carry through. Among the first questions that arise when beginning the transition
process is: what kind of microservices should the monolith be decomposed into?
These microservice boundaries are traditionally defined by a developer or system
architect working on the codebase.

The aim of this master’s thesis is to unveil what kind of algorithmic approaches
to microservice candidate identification exist and evaluate how applicable they are
in a real use case. Most fully-automatic approaches in previous research are based
on reducing the problem into a two step graph-problem. This thesis introduces some
of the approaches to constructing and clustering the graph representation that have
been proposed in previous literature. Additionally, some of the methods are applied
to case Delivery Platform – a technology company that is in the process of deprecating
its monolithic web service. A graph representation is built using the source control
history of the monolith’s codebase and clustered using three different clustering
approaches. To evaluate the resulting microservice decompositions, coupling metrics
are computed for them and they are compared to an initial design that has been
created at Delivery Platform beforehand.

The Louvain community detection algorithm proved to be the most suitable
clustering approach when it comes to the problem of microservice identification.
However, none of the decompositions obtained as a result are implementable as is. A
part of the microservice candidates were questionable in terms of their logical contents
and some of them shared common responsibilities. Ultimately, the decomposition
process requires broader knowledge of the domain of the application, which can not
be obtained solely based on the source control history of the codebase.

Keywords monolithic architecture, microservice architecture, microservices, web
service architecture, microservice transition, monolith decomposition
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Tiivistelmä
Viimeisen vuosikymmenen aikana mikropalveluarkkitehtuuri on kasvattanut suo-
siotaan yritysten kohdatessa monoliittisen arkkitehtuurin aiheuttamia ongelmia
organisaation sekä asiakasmäärien kasvaessa. Siirtymäprosessi monoliittisesta arkki-
tehtuurista mikropalveluarkkitehtuuriin ei ole kuitenkaan yksinkertainen toteuttaa.
Prosessin alkaessa usein ensimmäinen esiinnouseva kysymys on: minkälaisiin mikro-
palveluihin monoliitti tulisi hajottaa? Mikropalveluiden rajojen määrittelyn tekee
perinteisesti sovelluksen parissa työskennellyt kehittäjä tai järjestelmäarkkitehti.

Tämän diplomityön tavoitteena on selvittää minkälaisia algoritmisia lähestymista-
poja mikropalveluehdokkaiden tunnistamiseen on esitetty edeltävissä tutkimuksissa
sekä arvioida kuinka varteenotettavia ne ovat oikeassa käyttötapauksessa. Useim-
mat täysin automaattiset tavat mikropalveluehdokkaiden tunnistamiseen perustuvat
ongelman pelkistämiseen kaksivaiheiseksi graafiongelmaksi. Työssä esitellään erilai-
sia tapoja monoliitin graafiesitysmuodon rakentamiseen sekä klusterointiin. Lisäksi
osaa näistä metodeista sovelletaan tapaustutkimuksen muodossa. Tapaustutkimuk-
sen kohteena on verkkoalustallaan kuljetuspalveluita tarjoavan teknologiayrityksen
monoliittinen palvelu, josta yritys on siirtymässä kohti mikropalveluarkkitehtuuria.
Monoliitin graafiesitys rakennetaan käyttäen hyödyksi sovelluksen versionhallinta-
historiaa, minkä jälkeen graafiesitys klusteroidaan kolmella eri tavalla. Tuloksena
saatuja mikropalveluhajotelmia arvioidaan käyttäen laskettuja kytkentämetriikoita
sekä vertailemalla palveluehdokkaiden sisältöjä olemassa olevaan monoliitin hajotus-
suunnitelmaan, jonka yritys on jo aiemmin laatinut.

Louvain-yhteisöntunnistusalgoritmi osoittautui kolmesta käytetystä klusterointi-
tavasta parhaiten mikropalveluiden tunnistus -ongelmaan soveltuvaksi. Kuitenkaan
yksikään tuotetuista mikropalveluhajotelmista ei ole toteuttamiskelpoinen sellaise-
naan. Osa mikropalveluehdokkaista oli kyseenalaisia sisältönsä puolesta, ja jotkin
niistä jakoivat samoja vastuualueita. Tulosten perusteella voidaan sanoa, että monolii-
tin hajotusprosessi vaatii kokonaisuudessaan laajempialaista ymmärrystä sovelluksen
rakenteesta kuin voidaan pelkän versionhallintahistorian perusteella saavuttaa.

Avainsanat monoliittinen arkkitehtuuri, mikropalveluarkkitehtuuri, mikropalvelut,
web-palvelu-arkkitehtuuri, monoliitin hajotus
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Chapter 1

Introduction

Over time, web applications have been growing functionally more ambitious and
by extension increasingly complex. New features and systems are developed at an
accelerating pace and the complex systems have to handle an ever-growing amount
of traffic. The same stands true for delivery services, as the phenomenon of getting
anything delivered to your doorstep has been growing in popularity during the last
couple of decades and especially in the last few years. Consequently, companies
offering delivery services are facing constantly increasing order volumes. This rapid
growth in order volumes tends to be accompanied by scalability related engineering
problems not only in terms of scaling the platform, but also scaling the amount of
developers contributing to the platform.

Traditionally, applications have been built in a way in which all functionalities
of the system reside inside the same codebase and have to be deployed together.
This application architecture is often referred to as a monolithic architecture. While
initially a monolithic architecture might offer developers an easier time developing,
deploying and testing their code; as the codebase and amount of developers working
on the codebase grow it is common that the architecture starts to pose issues in many
of the same aspects. As companies are looking to solve these issues, the interest in
alternative architectural styles such as the microservice architecture has increased
vastly during the last decade.

While the results of decomposing the monolith into microservices can appear
lucrative, the process itself is more often than not complicated to carry through. As
the decomposition process is started, one of the very first challenges that arises is how
should one draw the boundaries between the different functionalities of the monolith;
what kind of microservices should there be and which functionalities belong to which
microservices? It is crucial to define the boundaries correctly as microservices with
incorrect boundaries can cause more harm than good.

In previous literature there have been proposals of performing the microser-
vice candidate identification process using a variety of graph-based algorithmic
approaches [1–3]. The objective of this master’s thesis is to apply some of these
algorithmic methods of microservice candidate identification to a case study, case
Delivery Platform, and evaluate how viable these algorithmic methods are in a real
use case. More specifically, this thesis aims to answer the following research questions:
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1. What kind of algorithmic methods for identifying microservice candidates
within a monolithic application have been presented in previous literature?

2. How well do the graph-based algorithmic methods to microservice identifi-
cation presented in previous literature perform on case Delivery Platform’s
monolithic service?

The thesis is structured into seven chapters. The current one, Chapter 1, presented
a brief background on the motivations of the research as well as the research questions
that the thesis aims to answer.

Chapter 2 introduces the theoretical background of the researched topic. The
disciplines of software architecture and domain driven design are touched upon and
some of the core concepts of these fields are introduced. The monolithic and microser-
vice architectures are described along with the advantages and disadvantages of each
of them. Finally some of the algorithmic approaches to microservice identification
seen in previous literature are presented more in-depth.

Chapter 3 covers the background of case Delivery Platform, a technology company
working on decomposing their monolithic backend service. The chapter goes through
the current state of Delivery Platform’s architecture and some of the problems the
company has faced because of their monolithic architecture. An initial design for
the decomposition of the Delivery Platform monolith is also presented which will be
used as a reference when discussing the results of the case study.

Chapter 4 discusses the methodologies chosen for the case study. The methods
chosen for algorithmic decomposition are described and rationalized. Metrics for
evaluating the decompositions are introduced.

Chapter 5 presents the results yielded by applying the chosen methods to case
Delivery Platform. The results gathered from applying the different methods are
compared to each other.

Finally, Chapter 6 aims to answer both of the research questions. Research
Question 1 will be answered based on the theoretical background introduced in
Chapter 2 and Research Question 2 based on the results of the case study presented
in Chapter 5. Additionally, the merits and limitations of the chosen methods are
examined and some future work is proposed
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Chapter 2

Background

This chapter covers the relevant theoretical background of the research topic of
the thesis. Section 2.1 introduces the concept of software architecture. Section 2.2
presents the discipline of domain driven design and some of its core concepts. After
this the two most prevalent web service architecture styles which the thesis also
revolves around, microservices and monolithic architecture, are presented in Sections
2.3 and 2.4, respectively. Finally, Section 2.5 showcases two of the fully automatic
algorithmic approaches to identifying microservice candidates within monolithic
applications proposed in previous literature.

2.1 Software Architecture
In the early days of the Internet, web applications were simple and mostly designed
to serve simple static assets such as HTML (HyperText Markup Language) files
to their visitors [4]. However, during the last decade web applications have gotten
progressively more complex and dynamic on both the client- as well as the server-side.
Because of this increasing complexity and size of the applications, there is a clear
trend of developers wanting to rethink the structure of their applications to have
better control and visibility over their system.

The concept of software architecture is central when designing and developing
software systems. As a developing system grows in size and complexity, the structure
of the system becomes increasingly important. If the structure of the system is not
well thought-out, it could become problematic. For example a tangled structure
or the lack of structure in a system can come in the way when implementing new
functionality in the system. In case the developer is confused by the structure, it is
going to take a lot of care or even refactoring of the logic to not break any of the
existing functionality. This undoubtedly slows down development and makes it more
cumbersome.

Multiple different definitions for the term ‘software architecture’ can be found in
previous literature, with most of them revolving around the same central components.
When reflecting on the structure of a system, questions such as: “what kind of
modules should the logic be organized into” or “how should these different classes
communicate with other” might arise. These are questions that the discipline of
software architecture aims to answer. Bass et al. [5] define software architecture as:
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“The software architecture of a system is the set of structures needed to
reason about the system. These structures comprise software elements,
relations among them, and properties of both.”

In other words, the architecture of a software system explains what kind of software
components the system consists of and how the different components interact with each
other. Additionally when talking about a higher level software system architecture,
these software components can have an internal architecture which determines how
the different modules inside the component are organized.

Before implementation, every enterprise level software system is set some kind
of business specifications or responsibilities the finished product must meet. The
architecture of the system is often considered to be the bridge between these respon-
sibilities set for the system and fulfilling those responsibilities in the finished product
[5, 6]. However, the responsibilities of the system do not decide the architecture of
the system. This is because the same functional responsibilities can be achieved with
any kind of architecture or even no architecture at all [5]. Therefore the defining
factors for the architecture of the system are found outside the realm of its business
specifications.

The driving factor for the architecture of the system are the so called quality
attributes of the system. These quality attributes do not deal with the responsibilities
of the system but rather comprise the non-behavioral aspects of it. Bass et al. define
the term quality attribute to be “a measurable or testable property of a system that
is used to indicate how well the system satisfies the needs of its stakeholders beyond
the basic function of the system”. Quality attributes can express for example how
performant, secure or modifiable the system is [5].

2.2 Domain Driven Design
The idea of designing and modelling software systems around real-life business
problems has been around since the dawn of software development. However, for
a long time developers were missing precise terminology to discuss the subject. A
solution to this was presented by Eric Evans in his 2003 book Domain-Driven Design:
Tackling Complexity in the Heart of Software [7].

Evans presented the concept of domain-driven design, which as its name suggests,
focuses on modelling real-life business domain concepts in software. In general
the term domain can be defined to be “a sphere of knowledge or activity”. More
specifically, in the context of software development, the domain of a software system
can be explained as “the subject area to which the user applies a program” [8].
This means that the domain of a software system is closely related to the business
problems that the system is set to solve; the functional responsibilities of the system.

At the heart of domain driven design is the concept of a domain model. When
tackling complex business problems, extensive domain-specific knowledge is often
required for building a working solution. The domain model is the set of abstractions
that are used to translate the tackled domain problem from real-life to software.
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The domain model contains all the common terminology, the so called ubiquitous
language, that the developers and users of the domain can use for communicating
about the domain without ambiguity. The domain model describes for example the
different domain entities that live in the domain and the relationships between the
different entities.

A complex system usually consists of many components that at a first glance
all seem equally essential to the functionality of the system. In an ideal world all
of the different components would be allocated an infinite amount of development
resources. However, realistically the development resources are limited and thus the
different components need to be prioritised according to the business value that they
drive [8]. Additionally, as the domain of a software system can be far-reaching, it
could be sensible to divide the domain into smaller parts. Evans proposed dividing
the domain into smaller subdomains, which consist of the core domains as well as
the supporting and generic subdomains [8].

The core domains of the system are the heart of its functionality – the components
that bring the most value to the business and make it unique, the components without
which there would be no system to develop. The core domains should be prioritised
development-wise [7].

In contrast to the core domains, generic subdomains consist of the components
that are not necessarily unique to the software system but are still needed for the
system to function. They are generic in the sense that they comprise components
likely needed by many different kinds of businesses and systems. As an example,
user management is a generic subdomain that is crucial for many software systems
to function but may not be core to the business problems of the systems. Because of
the generic nature of these subdomains, there often exists either a commercial or
open-source ready-made implementation for the solution which can be utilized [7].

Finally, supporting subdomains are the domains that do not fit into either the
definition of the core domain or the generic subdomains. Supporting subdomains
contain the complementary domain without which the core domains can not provide
value.

Dividing the different domains of a system to these categories is a process that is
largely affected by the perspective and problems of the business; the core domain
of one system may be a supporting domain for another system [7]. For example
invoicing might be a core domain for the system behind an invoicing application
but only a generic subdomain for a system that focuses on serving an e-commerce
platform.

Developing a single unified model that covers all of the different subdomains of
a system becomes increasingly difficult as the domain grows. Teams working on
different subdomains may use similar terminology to refer to different things or solve
similar problems in a different way. As a result the development of multiple models
is unavoidable in a large project [8]. However, combining these distinct models is
bound to be problematic. The ubiquitous language is muddied as different terms
may have different meaning for different people. Consequently, it is crucial to define
a context in which a single model should be applied: the bounded context [8].
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2.3 Monolithic Architecture
The monolithic architecture style can be seen as the traditional way of building
software systems. When referring to a monolith, what is often meant is a software
system in which all of the logic is contained in a single codebase and deployed as one
unit [9]. While this definition could also be met by a single well-contained service,
what distinguishes a monolith is that the domain boundaries of the monolith are
not well defined. Instead a monolith tends to contain logic from multiple business
contexts [10]. Figure 1 shows an example of a traditional monolithic application
containing logic from multiple different business domains.

Monolith

Client
Database

Service A

Service B

Service C

Load Balancer

Figure 1: An example of a traditional monolithic application. The monolith includes
logic from multiple services containing business logic from different domains.

The main attraction of the monolithic architecture is its simplicity. All of the
logic being in a single codebase makes many aspects of developing the system simple
as long as the size of the codebase stays manageable [11]. The monolithic approach
makes the reusing of existing code more convenient as the code is already located
within the same codebase [9, p. 15]. The testing of a monolithic application is
simple as the whole system can be tested end-to-end within the same process [9].
These quality attributes enable rapid and agile development in the beginning of the
monolith’s life cycle.

Many of the factors that would need to be considered if the logic was distributed
across multiple codebases are non-issues with the monolithic approach. Handling
communication between services is trivial as they lie in the same codebase and
function invocations between services happen in the same process. Orchestrating
code changes across many different domains is also straightforward as all of the changes
can be done in a single re-deployment. Since the monolith usually communicates
with a single database, it is simple to guarantee the ACID1 properties of database
transactions as this is built in to most modern database management systems.

Because of the lack of clear boundaries for the domains which the monolith should

1The desirable atomicity, consistency, isolation and durability properties used to help maintain
the integrity of data in exceptional or erroneous situations [12].
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be responsible for, new domain logic is introduced to the monolith over time. With
the amount of logic increasing, so does often the amount of developers required to
maintain the logic. The increase in the amount of developers further contributes to
the growth of the service. As a result of this vicious cycle, monoliths have a tendency
to grow endlessly if the growth is not proactively avoided. This never-ending growth
of the system does not come without its challenges and even if the code within the
monolithic system is well structured the monolith becomes increasingly difficult to
maintain over time [11].

As the amount of code in the system increases so do the dependencies, both
internal and external. Internal dependencies among the different modules of the
system increase the complexity of the system as well as the coupling within it. This
can lead to difficulties during development, whether implementing new logic or fixing
existing bugs. The increase in amount of external dependencies on the other hand
predisposes the system to so called “dependency hell” [13]. This is when updating
the versions of these external dependencies leads to something breaking or the update
introducing conflicting dependency versions, problems which can take a considerable
amount of developer resources to solve.

Deploying all different parts of the system in a single unit is not completely
unproblematic either. Any change with the system, no matter how small, requires a
re-deployment of the whole system [10, 11]. While for a smaller system this might be
a non-issue, for a larger monolith the continuous integration processes and building
the application can take a substantial amount of time.

Another inconvenience introduced by the single deployment is the sub-optimal
usage of hardware resources. While the resource requirements of the different parts
of the system can be vastly different, the entire system has to be allocated resources
uniformly [14]. In practice this means that the entire system is allocated resources
according to the most resource-heavy components which is bound to be wasteful and
introduce unnecessary costs [11, 13].

The monolith is also often at least partially locked in to the technology choices
that were initially chosen for the system. Thus developers working on the system
are often stuck with a specific language and framework [13]. This can be detrimental
as changes in requirements as well as developments in new technologies might offer
better alternatives. Additionally, if the original choices in technologies are outdated
or not the most widespread in general, recruitment of new developers can prove to
be difficult.

The sheer amount of logic often leads to a situation in which no single developer
understands the entirety of the system. This can inhibit developers making changes
in parts of the service that they do not understand well enough [11]. Consequently,
they might either wait until someone else with more domain knowledge has the
resources to make the needed changes or not do the changes at all and find an
alternative, sub-optimal solution. As a result organizational dependencies are born
between the teams, preventing them from working fully autonomously. Additionally,
new developers take longer to onboard to the service as the amount of logic that
they need to grasp before contributing is larger [9, p. 6].
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2.4 Microservice Architecture
As established, the monolithic architectural style is a great choice for fast and agile
development in the beginning of development of the application but also introduces
its own challenges once its size starts to get out of hand. Therefore it is beneficial to
keep the size of the service manageable. For these reasons during the last decade an
architectural style called the microservice architecture has grown in popularity. As
the problems posed by the monolithic architecture only start becoming evident once
the size of the codebase and amount of developers contributing to the codebase grow
large enough, it is natural that large technology companies such as Netflix [15] and
Uber [16] were the first ones to embrace the microservices architecture.

While there is no formal definition for the architectural style, applications following
the microservice architecture can be described by certain common characteristics [10].
The microservice architecture focuses on dividing the system into well-contained,
autonomous services that are built around specific business domains and together
form a distributed system [9, 10]. The communication within the system happens over
network using various APIs (application programming interfaces) the microservices
expose. Each of the services within the system should be independently deployable
and scalable [17] which allows for greater flexibility within the system. Figure 2 shows
an example of a simple microservice application consisting of three microservices and
their respective databases.

Client

Database
A

Microservice A

Microservice B

Microservice C

Load Balancer

Database
C

Database
B

Figure 2: An example of the same application as presented in Figure 1 with an alternative
microservice architecture. Each microservice only contains business logic from the intended
domain of the service.
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When splitting application logic among many separately deployed services one
should carefully consider how to draw the boundaries between the services. As
orchestrating changes over multiple services can be time consuming and complicated,
it is quite clearly desirable that changes that concern multiple services happen as
rarely as possible [9, p. 2]. For this reason one of the most important principles in the
microservice architecture is that microservices should do one thing and do it well [17,
18]. In this sense microservices are deeply rooted in domain driven design; they should
focus on implementing one specific domain model and bounded context. In addition
to simplifying development and deployment, focusing on one domain helps in keeping
the size of the service, and more importantly the amount of developers contributing to
the service, manageable. This way the birth of organizational dependencies between
teams is inhibited, which drives the ownership and autonomy of the teams developing
the microservices [18] [9].

Microservices offer solutions to some of the pressing problems the monolith can
impose. The microservices being autonomous and having clear owners allows for
teams to make changes faster as there are minimal dependencies to other teams and
less people contributing to one codebase [9]. Additionally, as the services are deployed
independently of each other, CI (continuous integration) pipelines are ran on smaller
codebases and smaller applications are deployed at once. These factors speed up
overall development and can improve the time to market [10]. As the microservices
are independently scaled, each service can be allocated only the resources that it
needs. For example more memory-heavy services can be allocated more memory
instead of increasing the memory limits for the whole application. A well thought-out
loosely coupled microservice architecture can improve the fault tolerance of the
system by reducing the blast radius of an unexpected failure in the system [9]. This
means that if a single logical component or a database experiences issues, the whole
application is not brought down.

On the other hand, the newly introduced distributed nature of the system into-
duces a new set of challenges. Instead of one application to deploy, there are now
multiple. Orchestrating the deployments for tens or hundreds of services requires
a certain level of maturity from the organization in terms of DevOps2 practises.
The communication happening over network can introduce performance concerns in
the form of network latencies as well as serialization and deserialization of requests
and responses. The communication overhead is amplified if the microservices are
architectured too granularly resulting in many calls being made over the network.
This introduced communication overhead is a reason for many organizations opting
for a more asynchronous way of communicating between services for example using
message passing. In a monolithic application reusing existing code is trivial as it is
located in the same codebase. However, with microservices common components
have to be either duplicated across microservices or more ideally made into common
libraries that each microservice can add as a dependency, which introduces a level

2 “DevOps is the combination of cultural philosophies, practices, and tools that increases an
organization’s ability to deliver applications and services at high velocity”[19]
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of overhead. As the application logic is now distributed across multiple services,
testing any functionalities that concern multiple services becomes more cumbersome.
Overall more care and effort has to be put in to integration and end-to-end tests to
test out multi-domain features.

2.5 Algorithmic Microservice Candidate Identification
As the process of decomposing the monolith can be laborous and time consuming, it
is only natural that finding an algorithmic solution to the problem is both desirable
and intriguing. Especially the problem of extracting the right microservice candidates
appears to be feasible to solve via algorithmic means as some approaches to the
problem have been presented in previous research already. This section showcases
two of these algorithmic approaches to extracting microservice candidates.

Identification Using Version Control and Semantic Analysis

Mazlami et al. [1] presented a model for identifying microservice candidates within a
monolithic application by constructing a graph representation of the monolith and
clustering the graph into microservices. The model consists of three stages and two
transformations that are used to transform from one stage to the next one.

The initial stage is the monolith stage in which the structure of the monolithic
application is captured as an aggregation using its source code and version control
history. The monolith is represented as a triple

M = (Cm, Hm, Dm), (1)

where Cm denotes the class files that the monolith M consists of, Hm the version
control history of the codebase and Dm the set of developers that have contributed
to the codebase. The representation of the class file contains the file name and file
path within the monolith as well as the actual contents of the file. The version
control history Hm consists of separate change events hi. A change event represents
a version control commit — it captures the information of which class files were
changed by the event, the time of occurrence of the event as well as the developer
that committed the change.

After the monolithic representation (1) has been formed, the construction step
transforms it into an undirected weighted graph representation G = (E, V ) in which
each vertex vi ∈ V represents one of the class files ci ∈ Cm of the monolith and the
weights of the edges ei ∈ E represent the level of coupling the files exhibit between
each other. The edges of the graph can be constructed using one of the three coupling
strategies Mazlami et al. proposed:

1. Logical coupling: In the logical coupling strategy the vertices are connected
by weighted edges which are formed using the version control history Hm. Between
two vertices cn and cm there exists an edge en,m if and only if the classes cn and
cm have both been changed by the same change event hi ∈ Hm at least once.
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The weight of the edge en,m is then simply the count of the change events that
changed both of the class files cn and cm. In this way the logical coupling strategy
attempts to strongly connect class files that often change together. In practice the
logical coupling strategy aims to minimize the count of distinct microservices that
would have to change when a fix or new feature is introduced to the codebase.

2. Contributor coupling: Similar to the logical coupling strategy, the contrib-
utor coupling strategy leverages the version control history of the monolith Hm

for forming the edges of the graph representation of the monolith. For each class
file ci the set of contributors that have contributed to the class file Di is formed.
The weight of the edge between two vertices cn and cm can then be interpretted
as the cardinality of the intersection of the contributor sets of the two class files:
w(en,m) = |Dn ∩ Dm|. Therefore the contributor coupling strategy attempts to
strongly connect classes that are most often changed by the same developers.

3. Semantic coupling: While the logical coupling and contributor coupling
strategies leverage the version control history of the monolith, the basis for the
semantic coupling strategy is analysis of the source code. The goal of the semantic
coupling strategy is to identify domain model entities from the contents of the
source code files. First the contents of the class files ci are tokenized and the
results are filtered for e.g. any reserved keywords and special characters. For each
class file a list of the words that appear in the class Wi is constructed. The weight
of the edge en,m between the classes cn and cm is then determined by the similarity
measures of the word lists Wn and Wm. The semantic coupling strategy leans
heavily on the basis that microservice design has its roots in domain driven design.
As it has been discussed in previous literature that bounded contexts are a good
indicator for the boundaries of microservices [10], the semantic coupling strategy
attempts utilize this by strongly connecting classes that contain information
about the same domain entities.

The three coupling strategies were also combined by weighting the coupling levels
wLC , wCC , wSC arbitrarily [20]:

w(en,m) = cLC · wLC(en,m) + cCC · wCC(en,m) + cSC · wSC(en,m), (2)

where LC, CC and SC denote the logical coupling, contributor coupling and semantic
coupling strategies, respectively. The weighting factors cLC , cCC , cSC were provided
as input to the model.

After the graph representation of the monolith has been constructed, the graph is
then clustered which results in the microservice decomposition of the monolith. As
the weight of an edge en,m indicates the level of coupling between the class nodes cn

and cm, a high weight of edge en,m suggests that the nodes cm and cn should belong
in the same microservice candidate. Therefore the goal of the clustering algorithm
presented by Mazlami et al. is to remove edges from the graph representatio in a way
such that the edges with the lowest weights are removed first. In this way clusters
with the highest level of internal coupling are gathered from the graph.
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To guarantee the introduction of a new cluster on each edge removal, the authors
only considered the minimum spanning tree of the graph representation using inverted
edge weights for clustering. By utilizing the inverted weights of the edges, the edges
with the highest weights are preserved in the minimum spanning tree. After the
clustering has been executed, an additional step is performed to ensure that there
are no clusters bigger than a pre-determined threshold. This additional step is done
to deal with outlier classes which have a central role in the codebase and thus tend
to connect many otherwise unrelated classes to the same cluster. A limitation of the
presented clustering algorithm is that it is not possible for the algorithm to determine
a stopping point for the clustering and instead the amount of desired clusters has to
be provided as a parameter to the algorithm.

To evaluate the proposed model the authors first considered the computational
performance of the model. To evaluate the performance, the model was applied to a
set of open source monolithic codebases and the following metrics were measured for
all three coupling strategies: version control commit count, version control contributor
count, codebase size in lines of code and execution time of decomposition in seconds.
The selected projects for evaluation were web applications writtens in different
programming languages and ranging in size from 1000 lines of code to 500000 lines
of code. The projects also had anywhere from 200 to 25000 commits and 5 to 200
contributors. The measurements resulted in the following conclusions:

• The execution time of the semantic coupling strategy was strongly correlated
with the size of the codebase in lines of codes and also higher by multiple orders
of magnitude compared to the other coupling strategies. This is understandable
as comparing the similarity of the different classes involves more complex
calculations as well examining the contents of the classes as a whole. Execution
times for the semantic coupling strategy ranged from 545 to 643179 seconds.

• The performance of the logical coupling strategy was strongly correlated with
the amount of commits in the version control history with the size of the
codebase also being a notable factor. Execution times for the logical coupling
strategy ranged from 6 to 540 seconds.

• The performance of the contributor coupling was unsurprisingly strongly corre-
lated with the amount of contributors in the version control history. It was also
concluded by the authors that the size of the codebase had a significant nega-
tive effect on the performance. Execution times for the contributor coupling
strategy ranged from 1 to 1136 seconds

In general Mazlami et al. deemed the performance of the model using the different
coupling strategies to be satisfactory in terms of being applicable for real-world use
cases.

The other factor considered for the model evaluation was the quality of the
resulting microservice candidates. The authors presented two quality metrics for
evaluating the quality of a microservice candidate:

The team size reduction metric was defined as the ratio of the average of
team sizes across all potential microservice candidates and the original team
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size of the monolith. The rationale behind choosing the team size reduction
as a quality metric was the reduction in team size and better team structure
being often mentioned as a benefit of the microservice approach.

The average domain redundancy metric was defined as the average of the
pair-wise semantic similarity measures of all of the microservice candidates in
the decomposition. The average domain redundancy was chosen as a metric
for enforcing the property of each microservice having a clear responsibility
and not duplicating logic or entities between multiple microservices.

Identification Using Source Code Analysis and Combinatorial Optimization

Filippone et al. [2] presented a graph-based approach for extracting microservice
candidates from a monolith using static analysis of the monolith’s source code as well
as clustering the nodes of the graph using combinatorial optimization. Additionally,
the authors presented an algorithmic way of synthesizing the API controllers and
consumers for the resulting microservices, through which the communication between
the microservices can happen. The approach consists of three steps which the authors
refer to as system analysis, architecture optimization and system refactoring. The
introduced framework was not applied, and the implementation and evaluation with
regard to real-world use cases was proposed as future work.

In the system analysis step the source code of the monolith is analysed. First
the API endpoints of the service are considered as the entry points of the analysis
and the classes representing the entities of the domain model are marked as such.
The analysis then starts from the entry points and follows the execution through the
method calls until either a method of an external library or a method that modifies
a domain entity is called. A graph is built by adding a node for each method and
domain entity class that is analysed. The nodes are connected by one of three
different kinds of directed edges depending on the type of nodes the edge connects:

• a method-to-method edge represents a method invoking another method,

• a method-to-entity edge represents a method referencing but not necessarily
modifying a domain entity object,

• an entity-to-entity edge represents the associations between two domain entities.

The method-to-method and method-to-entity edges are weighted with the number of
method invocations or entity references between the nodes.

Once the graph representation has been built by the system analysis step, the
architecture optimization step converts the graph representation into a set of microser-
vice candidates by solving an optimization problem. The problem is built in such
a way that the solution yields a set of microservice candidates M = {M1, . . . , Mn}
within which the cohesion is maximized and between which coupling and overhead
introduced by communication over the network are minimized. Therefore for the
objective function of the optimization problem the authors consider the following
metrics:
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The level of cohesion within a microservice, which the authors defined as the
ratio between the amount of method calls within its own boundaries CMk→Mk

and the number of all method calls that the microservice make in total CMk
:

Cohesion(Mk) = CMk→Mk

CMk

. (3)

In terms of the graph representation the cohesion level can be expressed as the
ratio between the number of edges within microservice Mk and the number of
outbound edges from microservice Mk

Cohesion(Mk) =
∑︁

(i,j)|i,j∈Mk
1∑︁

i∈Mk
|neighbours(i)| , (4)

where neighbours(i) denotes a function that returns all of the nodes j for which
there is an edge from i to j. The level of cohesion in the decomposition, which
the objective function aims to maximize is then defined to be the average level
of cohesion within the different microservices:

Cohesion = Cohesion(Mk)
|M |

. (5)

The level of coupling between a microservice and the other microservices,
which the authors defined as the total number of method calls the microservice
makes to any other microservice:

Coupling(Mk) =
∑︂

n∈M,n̸=k

CMk→Mn . (6)

In terms of the graph representation this can be expressed as the total number
of outbound edges from microservice Mk:

Coupling(Mk) =
∑︂

i∈Mk

∑︂
j /∈Mk

1. (7)

The coupling of the decomposition is then defined to be the sum of the coupling
of the different microservices

Coupling =
∑︂

Mk∈M

Coupling(Mk) =
∑︂

Mk∈M

∑︂
i∈Mk

∑︂
j /∈Mk

1. (8)

Additionally, the authors take into account the overhead introduced by network
calls between the microservices by introducing a heuristic function h(i) that
estimates the overhead of calling method i ∈ Mk from another method in another
microservice j /∈ Mk. The value of the heuristic function depends on the amount
and types of parameters that method i takes as an input. The networking
overhead is then considered by modifying the metric for the level of coupling
within the system to take into account the estimated time the network calls take
as well as the amount of calls made between the microservices

Coupling =
∑︂

Mk∈M

Coupling(Mk) =
∑︂

Mk∈M

∑︂
i∈Mk

∑︂
j /∈Mk

h(j) · w(i,j), (9)
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where w(i,j) is the weight of the edge between i and j that is the amount of
method calls made from method i to method j. The objective function then
aims to minimize this augmented level of coupling within the system.

Ater the architecture optimization step has constructed the graph of microservice
candidates, the authors introduced an additional step called the system refactoring
step for bridging the microservices together. In this step the implementation for the
microservice APIs are automatically synthesized by complying with two rules:

• for each method m1 that is called by at least one method m2 in another
microservice, an API controller method that is exposed over the network has
to be generated, and

• for each method m1 that calls any method m2 that is located in another
microservice, an API consumer method has to be generated.

Additionally, all entity definitions referenced by a microservice must be available in
that microservice. Therefore any entities that are referenced in multiple microservices
must be made shared for example by duplicating the definitions to all microservices
that reference them.
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Chapter 3

Case Delivery Platform

This chapter introduces case Delivery Platform to which some of the algorithmic
methods of microservice identification were applied to answer Research Question 2.
First, Section 3.1 introduces the services that Delivery Platform, and more specifically
its business-to-business product, are providing. Section 3.2 explains the motivation
for decomposing the Delivery Platform monolith, which is rooted in the painpoints
Delivery Platform has experienced with it. Lastly, Section 3.3 goes through the
current architecture of Delivery Platform’s services as well as showcases an initial
design for the decomposition of Delivery Platform’s business-to-business subdomain,
which has been proposed before the case study.

3.1 Introduction
The case study applies algorithmic microservice identification to the services of
company “Delivery Platform”, referred to as DP from now on. DP is a technology
company that offers a delivery platform for food, grocery and other retail alike.
The customers can use either the DP web application or an iOS or Android mobile
application to order items from a venue on the platform and a DP courier will deliver
it to the user typically within the hour.

DP has a business-to-business product, referred to as B2B, which is a product
offered to DP’s business customers. Businesses can sign up for B2B after which they
will get access to a company account in the B2B admin portal. The company can
then give an invoice payment method to any users they wish to invite to the company
account and the users can use these payment methods to pay for orders made on the
DP platform. All purchases made using the company invoice payment methods are
invoiced to the company according to a billing model configured for the company.

The B2B admin portal is a user interface for the company account admins to
manage the company account and its users. For ease of user management, the portal
offers tools such as user groups which enables the admins of the company to separate
the onboarded users to logical groups such as the work teams of the employees.
Additionally certain restrictions can be added to the groups, through which the
company can control how the invoice payment methods of those groups can be used.
A restriction policy can for example limit the budget, delivery location, delivery time
or type of venue of the order the payment methods linked to the policy can be used
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for. Additionally, the B2B admin portal also offers tooling for tracking orders the
members have made, browsing received invoices and managing some basic settings of
the company account.

3.2 Painpoints
Behind the scenes of the DP services is a monolithic backend consisting of over half
a million lines of Python code. During the last years, efforts have been made to
start the process of decomposing the DP monolith. This process has already yielded
results as some of the more crucial parts of the DP service infrastructure such as the
payment and invoicing domains have been moved to their own services. Futhermore‚
developing any new features inside the monolith has been strongly discouraged.
These efforts are driven by the need to alleviate the painpoints DP has been facing
because of the monolithic architecture.

Some features of the monolithic service do not have a designated owner. For
example the most central functional feature of DP, the purchase flow, does not have
an owner. Consequently, developing new features around these orphan features can
be challenging as there might not be a person or team to contact for reviewing any
new changes or help with any unclarities within the implementation.

Aligning development practices among tens of teams and hundreds of developers
within the same codebase proves to be difficult from time to time. While automatic
linters and formatters solve most of these issues when it comes to code style and
formatting, broader and more abstract topics can still cause differing opinions among
the developers. As an example there have been extensive discussions around how
database clean-ups should happen during test execution. This can be alleviated to a
point with extensive guidelines and documentation on the best practices but covering
every single topic is not feasible.

Scaling the service in a flexible manner is troublesome as every component of
the monolith is scaled according to the one that needs the most resources. To limit
the amount of horizontal scaling that would otherwise be needed for the application
there are already tens of separate deployments designated for different functionalities
of the service that traffic is routed to using different load-balancer rules.

The sheer amount of logic in the service bogs down the practical development
speed. For an uninitiated developer finding the right place to implement a new
feature or the relevant tests for a certain functionality can take a considerable
amount of time. Additionally, the service has test coverage requirements, which
means that most of the logic needs to be tested. Running these tests has proven
to be a bottleneck in the continuous integration and continuous delivery (CI/CD)
pipeline of the repository. The amount of lines of code also makes running static
code analysis such as linters on the codebase slow, which further increases the CI/CD
pipeline runtimes. Circumventions for the slow CI/CD of the repository are already
in place and the test suite is ran in a dozen of workers in parallel with an in-house
solution for the test suite splitting. However, the amount of parallel workers can
not scale infinitely so neither can the amount of tests in the service without the
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execution time of the CI/CD pipeline increasing.
Occasionally the developers of the service run into so called “dependency hell”.

The amount of external library dependencies and long dependency chains makes it
more likely that something breaks upon a dependency update. If the developer facing
this does not have the time or knowledge to fix the issue immediately or the update
introduces conflicting dependency versions, often the solution is to pin the version of
the culprit dependency. Later on, when it is time to unpin that dependency, it can
take a large amount of development resources to make the needed changes and see
through the needed testing to ensure that nothing actually breaks as a result of the
update.

The service is tied to the Flask3 Python framework, which is not necessarily the
de facto standard in the industry anymore. While the framework itself has not caused
any practical issues, it is missing some crucial features of modern Python such as
true asynchronous execution of requests that other newer frameworks do offer. It is
however unfeasible to change the framework of such a service due to the size of the
service and the amount of coupling that the application and framework have.

3.3 Current and Future Architectures
The DP monolith manages for example purchases, merchants, venues, menus and
menu items. Additionally, the entirety of the B2B product lies inside the monolith
even though from an architectural perspective most the B2B features are completely
isolated from the rest of the monolith. The responsibilities of the B2B services can
be loosely grouped into four main domains:

1. The B2B payment service provider handles payments for orders made using
invoice payment methods by validating that the order obeys any restriction
policy linked to the payment method. Payments for most of the other payment
service providers is routed through a dedicated payment service but the B2B
payment service provider is still a part of the DP backend monolith.

2. The B2B invoicing gathers the needed data from placed orders and generates
and sends out an invoice along with some supplementary documents such as a
list of the orders. Some integrations have also been built for sending out invoices
via electronic invoicing as well as reporting taxes to local tax authorities.

3. The company onboarding and management handles onboarding the company
accounts using automations built on top of a third party customer relationship
management tool and managing these company accounts afterwards.

4. The B2B admin portal API focuses on serving the admin portal the customers
use to manage their accounts and onboarded users.

3https://flask.palletsprojects.com

https://flask.palletsprojects.com


24

The current architecture of the services relevant for the B2B domain is presented in
Figure 3.

B2B API

DP Monolith

Clients

Backend

Databases

Payment service

Invoicing service

DP main page and mobile clients
B2B admin portal

B2B Signup Page

DP PostgresSQL
Database

Contains all of the
B2B Data

DP MongoDB
Database

Authentication
service

Figure 3: Current architecture of the services relevant to the B2B product. Solid lines
mark the relevant data flows.
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As the features of the B2B product still reside within the DP monolith and
are logically relatively isolated from any other components, the B2B features are
good candidates for splitting away from the monolith. Because of this there is an
initial design in place to decompose the B2B subdomain into microservices. The
designed new microservices and their communication with each other as well as other
relevant DP services are presented in Figure 4. The responsibilites of the different
microservices are described in Table 1. This designed architecture will be used as a
reference when evaluating and discussing the results of the case study in Chapter 6.

DP Main Page & Mobile Clients B2B Admin Portal

Clients

Backend

Databases

B2B internal API

B2B Admin Portal API

B2B Payment Service
Provider

Company onboarding
service

Company
management

service

DP Monolith

Payment service

Invoicing service B2B Invoicing
Orchestrator

B2B Signup Page

DP MongoDB
Database

DP
PostgresSQL

Database

B2B Invoicing
Database B2B Main Database

Authentication 
 service

Figure 4: Initial design for the future architecture of the services relevant to the B2B
product. Solid lines mark the relevant data flows for B2B features. Blue services are the
designed B2B services migrated away from the monolith.
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Component Responsibility

B2B internal API

Serves B2B related to data to other DP services
that need it. Integral for retaining any existing
integrations that cause the DP monolith to de-
pend on the B2B features.

B2B invoicing orchestrator

Handles communication with the DP invoicing
service to orchestrate B2B billing. Generates
supplementary documents related to the invoices
such as tax reports or more detailed reports about
the individual orders.

B2B payment service provider

Handles payment related requests for invoice pay-
ment methods coming from the DP payment ser-
vice. Validates that payments comply with any
restrictions that have been set for the payment
method such as budget limitations.

B2B admin portal API

An API dedicated to serving the B2B admin
portal traffic. The service aggregates data from
multiple data sources such as the invoicing or-
chestrator and processes it into a suitable form
for the client.

Company management service Handles the creation, deletion and management
of customer company accounts.

Company onboarding service

Handles the process of onboarding new customer
accounts. Integrates with a third party customer
relationship management service that any new
customer leads are managed. Integrates with the
company management service to create the new
company accounts once the onboarding process
is complete.

Table 1: The new components introduced in the design plan as well as their assumed
responsibilities.
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Chapter 4

Methodology

This chapter introduces the methods used to carry through the case study contextu-
alized in Chapter 3. The process of the case study can be roughly divided into three
distinct steps:

1 Graph construction: The Git history of the DP monolith was analysed. The
graph representation of the DP monolith was constructed using the logical
coupling strategy presented in Section 2.5, which links together the files in the
codebase that have changed together previously.

2 Graph clustering: The graph representation of the monolith was clustered
using three different clustering methods to obtain three different microservice
decompositions.

3 Decomposition evaluation: The logical contents of the obtained microservice
candidates were listed out. Two different coupling metrics were computed for
the obtained microservice decompositions. The decompositions were evaluated
by comparing the coupling levels and the logical contents to each other and to
the original decomposition design introduced in Section 3.3

First, Section 4.1 explains the chosen methods for constructing the graph rep-
resentation as well as the reasoning behind the choices. Section 4.2 introduces the
chosen methods used to cluster the constructed graph representation as well as
introduces an alternative clustering method to the one proposed by Mazlami et al. [1].
Lastly, Section 4.3 introduces the methods that were used to evaluate the resulting
microservice decompositions quantitatively.

4.1 Constructing the Graph Representation
For constructing the graph representation, the construction approach using the logical
coupling strategy proposed by Mazlami et al. [1] was applied to the B2B subdomain
of DP’s monolith. The logical coupling strategy was chosen as it was deemed to be
simple to implement as well as effective in finding the parts of logic that often change
together. Furthermore, the logical coupling strategy is highly technology agnostic,
as it is solely based on the version control history.
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The contributor coupling strategy was also considered and experimented with
but ultimately discarded due to the B2B subdomain of the service only having a
few contributors that contribute to all parts of the logic of the B2B subdomain.
The contributor coupling strategy would then have lead to coupling all of the B2B
subdomain together and thus a lower quality decomposition. The static analysis
methods proposed by Filippone et al. [2] introduced in more detail in Section 2.5
were experimented with but left out. Implementing the static code analysis for the
Python codebase turned out to be complex and unreliable due to the dynamic nature
of the language.

As the logical coupling strategy is rooted in the analysis of the monolith’s source
control history, the Git history of the DP monolith was first examined. Since Mazlami
et al.[1] do not define the granularity of a change event, this is something that had
to be defined as a first step.

A rather conventional way of working with Git using feature branches was used
by the contributors of the DP monolith so considering only the merge commits from
feature branches to the main branch felt like a natural choice. While individual
commits can vary in size and contents depending on the contributor’s commit habits,
merge commits tend to have a goal of implementing a new feature, fixing a bug or
changing behaviour and thus only containing the needed changes for this. Thus,
merge commits were used to mitigate the effect the contributors’ commit habits
might have on the result.

Merge commits from the main branch to the feature branch were excluded as
they can contain changes to an arbitrary amount of files depending on how long
ago the feature branch diverged from the main branch. Additionally, commits that
changed more files than a defined threshold of 25 were discarded. This is due to
some commits, such as introducing a new code linter, modifying the whole codebase
and thus coupling otherwise unrelated files together. Finally, the merge commits
were filtered to only include commits that changed files that are considered to belong
to the B2B subdomain of the DP monolith. These files had to be provided as a
parameter to the program. Parsing the version control history resulted in 670 merge
commits that were considered for the analysis out of the 11221 total merge commits
in the DP monolith codebase.

After the version control history was parsed for the relevant commits, the commits
were linked together based on the files they changed. As per the proposal of Mazlami
et al.[1], a graph representation was built based on the commits in a way such that if
two distinct files ci and cj are changed by n different commits, the resulting graph
will have an edge between nodes ci and cj that has a weight of n.

4.2 Clustering the Graph Representation
After the graph representation of the monolith was built, the clustering algorithm
proposed by Mazlami et al. [1] was implemented. The minimum spanning tree was
constructed for the graph and edges were removed in descending order of the inverted
weight until the desired amount of connected components of 7 was reached. The
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algorithm was evaluated with and without the reduce clusters procedure as it was not
clear whether including the procedure yielded a better decomposition. In the reduce
clusters procedure any exceptionally large components were reduced by removing
the node with the highest degree from the largest component repetitively until all
components were smaller than 50 nodes.

In addition to the clustering algorithm proposed by Mazlami et al.[1], an al-
ternative clustering algorithm was implemented. Li et al. [3] proposed clustering
the graph representation of the monolith with an algorithm that is based on the
Louvain community detection algorithm originally introduced by Blondel et al. [21].
Li et al. conclude that the Louvain community detection algorithm outperforms
other community detection algorithms in cluster results as well as stability and time
complexity in their microservice clustering use case.

The modularity of a community indicates how strongly the nodes within the
community are connected to each other compared to how strongly they are connected
to nodes in other communities [21]. In terms of microservices, modularity is then
highly analogous to the relationship between the level of coupling between and
cohesion within the microservice candidates. Therefore, it can desirable to optimize
the modularity of the graph representation of the monolith. For a weighted network
Blondel et al. define the modularity as:

Q = 1
2m

∑︂
i

∑︂
i ̸=j

[︄
w(ei,j) − ki × kj

2m

]︄
, (10)

where m is the total weight of all edges in the graph, w(ei,j) is the weight of the edge
between nodes i and j, and ki the total weight of all edges connected to node i.

The Louvain community detection algorithm uses the modularity of its input
graph as an objective which it aims to optimize. However, the modularity of a graph
being a computationally hard problem to exactly optimize, the algorithm takes a
greedy approach to optimizing it heuristically. The algorithm leverages the fact
that the change in modularity ∆Q between two partitions is easy to compute. The
algorithm works in six iterative steps:

1. Assign every node in the input graph its own community.

2. For each node i consider each neighbour j of the node and calculate the change
in modularity ∆Q between the initial partition and the candidate partition
that would result from moving node i to the community of node j.

3. Move node i to the community that corresponded with the maximal modularity
gain in Step 2 if the gain is positive, if the gain is negative do not move node i.

4. Repeat Steps 2 and 3 until the partitioning converges and no nodes are moved
around.

5. Construct a new network based on the result of Step 4 by assigning each of the
communities a node in the new network, the weights of the edges between the
nodes being the sum of the weights of the edges between the two communities
in the original network.
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6. Repeat Steps 2–5 with the resulting network from Step 5 as input until the
network yielded by Step 5 converges and maximal modularity has been reached.

4.3 Evaluating the Decompositions
After the microservice decompositions were obtained for the different clustering
approaches, they needed to be evaluated. The decompositions were evaluated both
with a more quantitative approach by computing their coupling levels as well as in a
more qualitative manner by comparing the logical contents of the decompositions to
each other as well as to the initial decomposition design.

As the level of coupling the different microservices in the decomposition exhibit
between each other is a crucial factor to consider, two different coupling metrics were
computed for them. Both of the coupling levels were computed in similar manner
using Equations 11 and 12. The coupling of a single microservice Mk was computed
as:

Coupling(Mk) =
∑︁

i∈Mk

∑︁
j /∈Mk

w(i, j)∑︁
i,j∈Mk

w(i,j) , (11)

that is, the ratio of the total weight of outbound edges and total weight of all edges
of a cluster. The coupling of a decomposition was then computed as the average
coupling over all clusters:

Coupling = µ(Coupling(Mk)) =
∑︁

Mk∈M Coupling(Mk)
|M |

. (12)

The first coupling metric considered was logical coupling, which was computed
using the unclustered logical coupling graph as the input. The logical coupling level
indicates how often files in different microservices have changed together previously
and is the objective the logical coupling strategy aims to minimize.

The other coupling metric considered was functional coupling, which was computed
utilizing a dependency graph constructed via static code analysis similar to what
was proposed by Filippone et al. [2]. The dependency graph was built on module
level in a way such that if module i calls three different methods defined in module
j the dependency graph has an edge between nodes i and j with a weight of three.
The coupling level was then computed using Equation 12 for the dependency graph.
The functional coupling level indicates how often different microservices need to
communicate with each other, which is a crucial aspect to factor in when designing
the decomposition.

It may not be meaningful to interpret these coupling metrics in an absolute sense.
However, comparing the coupling levels of the different decompositions provides
valuable information about the overall quality of the decompositions.

In addition to the coupling levels, the decompositions were compared more
qualitatively by analyzing their logical contents. For each decomposition the files
contained in each microservice candidate were examined and listed out. Based on the
contents of the files the microservice candidates were given different labels depending
on which subdomain the files belong in.
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Chapter 5

Results of Algorithmic Decomposition

This chapter presents the results of applying the methods explained in Chapter
4 to case Delivery Platform. The results include visualizations of the obtained
microservice decompositions, explanation of the contents of those microservices as
well as evaluation metrics for the coupling levels of the decompositions. The results
presented in this chapter will be used in Chapter 6 to answer Research Question 2.

The graph representation of the B2B subdomain of the DP monolith constructed
using the logical coupling strategy without any clustering is visualized in Figure 5.

Figure 5: The graph representation of the B2B portion of the DP monolith constructed
by applying the logical coupling strategy to the B2B codebase.

As there are only two clusters, clearly almost all of the modules in the codebase
are related to each other to some extent. The only exception are two modules defining
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database schemas that after their creation have only changed in commits that were
ignored as they changed more files than the defined maximum threshold of 25.

After the graph representation was constructed, it was clustered using the three
different clustering techniques; minimum spanning tree based clustering with (MST-
RC) and without (MST) the reduce clusters procedure as well as the Louvain
community detection algorithm. The resulting decompositions are visualized in
Figures 6, 7 and 8. The logical contents of the different decompositions are laid out
in Tables 2, 3 and 4, respectively.

The main findings of comparing the three decompositions can be summarised in
the following way:

MST clustering resulted in six microservices as well as one file that was not
placed in any service. When analyzing the services closer, it quickly becomes
eviden tthat the sizes of the services are extremely unbalanced: the largest
service candidate contains 95 files, the second largest 27 files and the rest
of the candidates all contain less than 10 files. These exceptionally large
service candidates were the reason Mazlami et al.[1] added the reduce clusters
procedure.

MST-RC clustering successfully slimmed down the largest service candidate
to 14 files when compared to MST clustering. At the same time the amount
of service candidates increased to 10. However, as a side effect 41 files, which
represent over a fourth of the codebase, were not placed into any candidate
service. Resulting in so many orphan nodes makes the MST-RC clustering
approach counter-productive to some extent as the objective of the decomposi-
tion process is to find the most suitable service candidate for all files. MST-RC
also exhibited a significant increase in coupling levels when compared to MST
due to the increase in amount of orphan nodes.

Louvain clustering resulted in 8 service candidates and no orphan nodes. The
obtained microservice candidates were clearly more balanced in terms of their
size when compared to MST and MST-RC. The logical contents of the mi-
croservice candidates also seem significantly more cohesive when compared
to the other two clustering approaches. This higher level of decomposition
quality is also supported by the lowest coupling levels reached by the Louvain
clustering.
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Figure 6: The decomposition with labelled service candidates obtained by clustering the
graph representation using MST clustering.

Service
candidate Logical contents

1
admin portal API, company onboarding, company management, payment
methods, 3rd party customer relationship management platform integra-
tion, 3rd party customer support platform integration

2 invoice data collection, invoice generation, supplementary invoice docu-
ment generation, invoice sending, company management

3 internal invoice management APIs
4 payment service provider, payment validation
5 permission definitions
6 admin portal API related database schemas

None API schemas for payment service provider API

Table 2: The logical contents of the microservice candidates visualized in Figure 6.
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Figure 7: The decomposition with labelled service candidates obtained by clustering the
graph representation using MST-RC clustering.

Service
candidate Logical contents

1 admin portal API, company onboarding, company management, payment
methods

2 invoice data collection, invoice generation, supplementary invoice docu-
ment generation, invoice sending, company management

3 internal invoice management APIs
4 payment service provider, payment validation
5 3rd party customer relationship management platform integration
6 3rd party customer relationship management platform integration
7 permission definitions
8 country-level configurations
9 3rd party customer relationship management platform integration
10 admin portal API related database schemas

None logic from multiple different subdomains

Table 3: The logical contents of the microservice candidates visualized in Figure 7.



35

12

3
4

5
6

7

8

Figure 8: The decomposition with labelled service candidates obtained by clustering the
graph representation using Louvain clustering approach.

Service
candidate Logical contents

1
invoice data collection, invoice generation, supplementary invoice doc-
ument generation, invoice sending, invoice management API, internal
invoice management API

2 3rd party customer relationship management platform integration
3 admin portal API, payment methods
4 admin portal API, payment methods
5 company onboarding, company management, country-level configurations
6 payment service provider, payment validation
7 3rd party customer support platform integration
8 admin portal API related database schemas

Table 4: The logical contents of the microservice candidates visualized in Figure 8.
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Comparing the MST decomposition presented in Figure 6 and Table 2 to the
intial design presented in Figure 4 and Table 1, there are some similarities but
also a lot of discrepancies. Service candidates 2 and 4 roughly match the domains
of the invoicing orchestrator and payment service provider from the initial design.
Service candidate 3 also contains logic from the invoicing subdomain, which should
most likely be combined with service candidate 2. Service candidates 5 and 6 only
cover a miniscule amount of logic and would by no mean be sensible candidates for
microservices. Ultimately, this lead to candidate 1 containing practically all of the
other logic. As most of the logic contained in candidate 1 is not actually coupled
together, the MST clustering created a new, albeit smaller, monolith of its own.

A similar observation about exceptionally large clusters was made by Mazlami et
al.[1]. The authors’ solution was to introduce the reduce clusters procedure to split
down the larger clusters.

As can be observed when comparing the MST and MST-RC decompositions in
Tables 2 and 3, the reduce clusters procedure did successfully split down the largest
service candidate 1. Most notably the very central business logic for managing the
company customers was removed, which was strongly coupling multiple different
domains in service candidate 1. Splitting down service candidate 1 also lead into
separating the 3rd party customer support (CS) and customer relationship manage-
ment integrations (CRM) to other services. However, the 3rd party CS integration
was completely split up and did not end up in any microservice candidate. Likewise,
the 3rd party CRM integration was split across 3 different services: candidates
5, 6 and 9. Moreover, the reduce clusters procedure left behind an unacceptable
amount of orphan nodes, partly defeating the purpose of doing the decomposition
as a significant portion of the codebase did not end up in any service. Meanwhile,
service candidate 1 was still not split down far enough and contained logic from
multiple service candidates in the initial design.

The Louvain community detection clustering grouped together all of the parts
of the invoicing subdomain into service candidate 1, which represents the invoicing
orchestrator in the original design well. All of the 3rd party CRM integration logic
was gathered into a single service candidate, service candidate 2. In the initial design
this logic is included in the company onboarding service, but a dedicated service
for it is sensible, especially as other DP features utilize the same 3rd party CRM
platform.

Service candidates 3 and 4 are not as well defined as the previous two, as they
both contain logic that belongs in the B2B admin portal API as well as some of the
payment method logic. There is no clear reasoning for splitting these two candidates
this way, as some of the features are split into both candidates, with the API and
business logic located in different service candidates. It would make sense to merge
these two service candidates and move the payment method related logic to the
payment service provider in candidate 6.

Service candidate 5 represents both the company onboarding service as well as
the company management service. Combining these two services is justifiable as they
will undoubtedly be coupled to a certain level as the company onboarding service
creates new companies that are stored using the company management service.
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The payment service provider and payment validation is located in service candi-
date 6. Compared to the other clustering approaches there is also some extra logic
included, such as an API for listing the made orders. Service candidate 6 mostly
contains all the logic that represent the payment service provider in the initial design,
the exception being the payment methods that are contained in candidates 3 and 4.

Service candidate 7 contains the logic of the 3rd party customer support platform
integration. In the initial design this component was included in the admin portal
API, but a separate service for it is justifiable as it is used by other components of
the DP monolith and it is very loosely coupled with the B2B codebase.

Service candidate 8 contains the original two node cluster that can already be
seen in Figure 5. This service candidate is an edge case as it does not exhibit any
coupling to the other files in the codebase and thus the clustering approaches cannot
group it together with the other clusters.

Overall, when compared to the MST-based clustering approaches, Louvain clus-
tering provided a higher quality decomposition. The service candidates are more
balanced in size and mostly more cohesive than the ones in the MST decompositions.
The exception to this is service candidates 3 and 4, which were split into two in a
seemingly irrational way.

After the microservice decompositions were obtained, the coupling levels were
computed as explained in Section 4.3. The source control and functional coupling
levels of the decompositions are presented in Table 5.

Clustering approach MST MST-RC Louvain

Source control coupling 0.563 0.914 0.353
Functional coupling 0.373 0.650 0.292

Table 5: The source control and functional coupling levels for the resulting decompositions
of all the different clustering approaches

As mentioned, the coupling levels computed are not too meaningful in an absolute
sense, but comparing the coupling levels of the different decomposition can provide
useful information about the relative quality of the decompositions. There are two
main findings made on the basis of Table 5:

• Introducing the reduce clusters procedure increased the coupling levels signifi-
cantly when compared to MST clustering. This is mostly due to the increase in
amount of orphan nodes, for which all outbound edges are considered external
edges and thus contribute to the coupling level.

• The Louvain clustering approach seems to provide the lowest coupling levels
by a significant margin. This further supports the previous observation of a
higher quality decomposition yielded by the Louvain clustering.
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Chapter 6

Discussion

This chapter concludes the thesis by discussing the main findings of the research
and answering the research questions stated in Chapter 1. Section 6.1 summarizes
the previously proposed methods for fully-automatic microservice identification and
simultaneously answers Research Question 1. Section 6.2 discusses the main findings
of the case Delivery Platform and aims to answer Research Question 2. Section 6.3
discusses the merits and limitations of the methods applied to the case study. Finally,
Section 6.4 proposes some future work based on the discovered limitations of the
methods.

6.1 Previously Proposed Algorithmic Methods
The process of decomposing a monolithic application into microservices can be a
taunting task even for a seasoned developer or system architect. However, the act of
identifying the microservice candidates seems like a viable candidate for the first step
of automating the process. For this reason, the first objective of this thesis was to
explore the existing algorithmic methods by answering Research Question 1, which
was stated as:

“What kind of algorithmic methods for identifying microservice candi-
dates within a monolithic application have been presented in previous
literature?”

In previous literature both semi- as well as fully-automatic approaches of carrying
through the identification step exist. Of these two this thesis focused on the fully-
automatic approaches to identifying microservices.

Mazlami et al. [1] proposed a graph-based approach to microservice identification.
To build the graph representation of the monolith they applied three different
construction strategies:

The logical coupling strategy links together files in the codebase that have
changed at the same time according to the source control history of the codebase.

The contributor coupling strategy links together files in the codebase that have
been changed by the same author according to the source control history of
the codebase.
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The semantic coupling strategy leverages semantic analysis on the contents of
the files in the codebase and links together files that exhibit a high level of
semantic similarity with each other.

The authors also applied linear combinations of the three different strategies. These
three construction approaches leverage different aspects to consider when designing
microservices: a microservice should have a single reason to change, a distinct owner
and be tied to a single bounded context.

In the same article Mazlami et al.[1] proposed an algorithm for clustering the
graph representation which leverages the minimum spanning tree of the graph
representation of the monolith. Edges are cut away from the minimum spanning tree
starting from the lowest weighted edges, introducing a new connected component to
the result on each cut.

Filippone et al.[2] proposed a graph construction approach that takes advantage
of the functional dependencies in the source code of the monolith. The functional
dependencies are revealed by a system analysis, which starts from the entry points
of the application and links together methods that call each other, methods that call
domain entities, and domain entities that reference each other.

This system analysis thus forms a graph representation of the different methods
and domain entities in the monolithic codebase. Again, in the same article, Filippone
et al.[2] proposed a clustering approach, which aims to maximize the cohesion within
services in the resulting decomposition by solving a combinatorial optimization
problem.

Li et al.[3] proposed a more thorough knowledge graph-based microservice identi-
fication approach. In their approach knowledge about the monolith was gathered
in the form of four different kinds of nodes: modules, functions, data entities and
hardware resource usage. Three different edge types were formed between the differ-
ent types of nodes: module-function relationships, function-data relationships and
module-resource relationships.

After the knowledge graph representation was built, the authors experimented
with four different community detection algorithms and ultimately found that the
Louvain community detection algorithm was the best fit for using as a basis for
the microservice clustering. The authors added some additional constraints to the
Louvain clustering in the form of two rules: a community should not contain only
one function node and a community should not contain only one data node.

Circling back to Research Question 1: ultimately, most of the fully-automatic
microservice identification approaches in previous research seem to be based on a
two step graph-based process:

1. Construction step – Construct a graph representation of the monolith

2. Clustering step – Cluster the graph representation into microservice candidates

The varying factors in the previous research are the specific mechanisms of how the
graph representation is built as well as the different approaches taken to cluster the
graph. This graph-based approach seems to be popular because of the process of
identifying microservice candidates being naturally reducible into a graph clustering
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problem – finding communities of components that belong together more strongly
than with components in neighboring communities.

6.2 Case Delivery Platform – Viability of Obtained Results
As automating the process of finding microservice candidates seems viable, the second
objective of this thesis was to evaluate the performance of the existing methods by
answering Research Question 2, which was formulated as:

“How well do the graph-based algorithmic methods to microservice identifi-
cation presented in previous literature perform on case Delivery Platform’s
monolithic service?”

To answer the question a case study was conducted in which a graph-based mi-
croservice identification approach was implemented using one graph construction
approach and three different clustering approaches. The results of the case study
were presented in Chapter 5.

All three of the clustering approaches applied to the case study were able to find
and separate the most distinguishable and isolated subdomains of the B2B codebase,
these being the invoicing and payments domains. However, the results varied greatly
when looking at the service candidates’ contents on a more granular level.

The MST clustering approach formed a new monolith of its own by grouping
together a majority of the logic into a single service candidate. This lead to the
decomposition being extremely unbalanced in terms of the service sizes, most of the
service candidates containing under ten files. This was a problem the reduce clusters
procedure was proposed as a solution to.

Overall, MST-RC clustering did not improve the quality of the decomposition
when compared to MST clustering in case DP. Introducing the reduce clusters
procedure seemed to result in a significant portion of the codebase ending up outside
of all the service candidates, which is counter-productive to some extent. The
observation of lower decompositions level is also supported by the computed coupling
metrics – introducing the reduce clusters procedure increased the coupling levels
significantly.

The act of removing all edges from the nodes with the highest degree seems to
result in a lot of orphan nodes and thus is not ideal when the objective is to find
a suitable microservice candidate for the modules. A better approach to reducing
the cluster sizes might be to split the clusters that are deemed too large in a more
clever way. One such way could be to bisect the clusters by using for example the
Kernighan-Lin algorithm [22], which aims to bisect the cluster into two near-equal
sized partitions while minimizing the sum of the weights of edges connecting the
partitions.

Ultimately, the minimum spanning tree based clustering approaches were observed
to be ineffective in case DP. This lead to experimentation with the alternative Louvain
clustering algorithm as proposed by Li et al.[3].
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Comparing the three different decompositions, the Louvain community detection
algorithm resulted in by far the highest quality of decomposition as far as the logical
contents of the service candidates are concerned. The observed higher quality of
the decomposition was also evident in the lower coupling levels the decomposition
exhibited. However, even with the Louvain clustering approach being seemingly
superior to the minimum spanning tree based approaches, the decomposition still
differs from the initial design in many aspects. Some parts of the codebase are
located in questionable microservice candidates and some of the candidates seem to
share the same responsibilities.

To answer Research Question 2: even though “what is the correct way to de-
compose a monolith?” is an open-ended question and does not have a unambiguous
single answer, it is quite clear that none of the resulting decompositions of the B2B
codebase should be trusted blindly and implemented as is. The decomposition process
clearly requires a deeper comprehension of the domain model, including what kind
of entities live in it and how they relate to each other. It is evident that this level
of comprehension can not be gained solely based on the source control history of
the codebase. That being said, at least in case DP, the decomposition yielded by
the Louvain clustering approach does act as a solid starting point for the transition
and provides valuable information about the different subdomains that the codebase
contains.

6.3 Case Delivery Platform – Merits and Threats to Validity
The methods used in the case study for microservice identification have their merits.
The logical coupling graph construction approach is straight-forward to implement
and highly independent from the programming languages and frameworks used for
the application. This means that the chosen technologies in the monolith do not
matter when decomposing it and thus the chosen methods for decomposition are
applicable to most codebases.

Clustering the graph using a modularity optimization based approach such as
the Louvain community detection algorithm shows a lot of promise. This is due to
the problem of optimizing the modularity of the graph representation being highly
analogous to the act of finding the right balance between coupling and cohesion,
which is a common problem when drawing the boundaries between microservices.

However, the chosen methods clearly have their limitations, which are mostly
related to the graph construction step. Solely relying on the version control history
for finding the right microservice candidates is bound to fall short depending on the
codebase that is being decomposed. This is because the development practises and
workflows have a high impact on the resulting graph representation. The variance
was mitigated to an extent by only considering merge commits instead of all commits,
but the contents of the merge commits can vary as well.

Let us consider an application developed using a layered architecture as an
example. Say each feature in the application consists of three different layers: an
API layer, a business logic layer and a database access layer. Each of these layers is
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only allowed to call the next — only the API layer is allowed to call the business
logic layer and only the business logic layer is allowed to call the database access
layer.

The development work of features in an application that follows the layered
architecture can happen in different ways that affect the resulting graph representation
significantly. A feature may be implemented in a single merge commit where the
logic and tests for all layers is added at once. Alternatively, the chosen architecture
allows for developing a feature one layer at a time, which leads into smaller merge
commits that are easier to review. In this case the database layer and tests for it are
added in a single merge commit, after which the same is done for the business logic
layer and lastly for the API layer.

The two different approaches to developing a feature lead to completely different
results in terms of the constructed graph representation. In the single merge commit
approach the whole feature is logically coupled together. In the layer-at-a-time
approach there might not be any connection between the API, business logic and
database access layers from a logical coupling perspectiv. Thus, the different layers
could end up in different microservice candidates after the clustering step, which is
most likely not desirable. Future changes or bug fixes to the features might again
happen in a single merge commit or a similar a layer at a time approach, depending
on the development practises and workflows that the contributors of the codebase
use. To couple the different layers together, merge commits where all the layers
change simultaneously are needed.

In case DP many of the features were either developed in a single merge commit
or had bug fixes or small changes to the features that touched upon all different
layers. Therefore, the DP codebase was not highly susceptible to this limitation, but
the results for other codebases could vary widely.

6.4 Future Work
Even with the limitations of the methods in mind, the logical coupling strategy does
provide valuable insight for the decomposition by grouping together the files that often
change together. However, relying on only the logical coupling for decomposition
covers only one of the aspects that should be considered when decomposing the
monolith. For a more robust approach to decomposition broader understanding of
the domain is required. Achieving this broader understanding of the domain further
requires the graph representation to be enriched with other information in addition
to the source control history.

Enriching the graph representation most likely requires analyzing the source
code of the monolith on some level. Filippone et al.[2] analysed the source code
at execution trace level, linking together methods that call each other or domain
entities. Li et al.[3] analysed the source code for domain entity relationships, as well
as function- and module-level dependencies.

Combining the logical coupling strategy with the analysis of the source code
could provide a more stable and universally applicable approach to algorithmic
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decomposition. However, implementing the source code analysis comes with the cost
of losing some of the technology agnosticism that was obtained by using just the
logical coupling construction approach.
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