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Abstract
Space-heating of central-heated residential buildings accounts for a significant pro-
portion of the total energy consumption in Nordic countries, particularly. Thus, it
is important to strive for more energy-efficient solutions to decrease the proportion.
The relevance of the issue is stressed further by global warming and the recent energy
crisis in Europe.

Model predictive control (MPC) applications for space-heating exploit available
data about the factors affecting buildings’ thermal behaviour effectively to reduce
energy use. At the core of them are the predictive indoor temperature models.
The formulations of the practical model variants are often inspired by the physical
principles behind the modelled systems. In this work, these are called grey-box models.
Although the grey-box models have been successfully applied to real-world use, their
theory-driven formulation of the problem necessitates strong simplifying assumptions
about the modelled system, which might lead to limited performance. Black-box
techniques do not require such assumptions but strive to learn the relationships
of the modelled system entirely from the historical data by using high-capacity
approximation functions with a large number of adjustable parameters.

In this work, some of the widely-used black-box methods are compared against a
reference grey-box model used in real-world space-heating MPC applications. The
explored black-box techniques include random forests, gradient boosting, and long
short-term memory (LSTM) neural networks. The experiments conducted on real-
world instances show that proportional to the reference model, the added flexibility of
the implemented black-box models consistently leads to improved predictive accuracy
without suffering notably in terms of extrapolation ability. Furthermore, an efficient
technique for enabling enhanced information transfer between buildings of similar
learned thermal behaviour was found by exploiting the properties of LSTMs as a
deep learning model.

Overall, the results of the thesis are encouraging, and motivate future studies on
seeking indoor temperature models that optimally combine the strengths of both,
data- and theory-based, approaches.
Keywords Bayesian inference, deep learning, differential equations, energy-efficiency,
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Tiivistelmä
Keskuslämmitettyjen asuinrakennusten sisätilojen lämmittäminen muodostaa merkit-
tävän osuuden energian kokonaiskulutuksesta erityisesti pohjoismaissa, minkä vuoksi
on tärkeää pyrkiä energiatehokkaampiin ratkaisuihin. Ilmaston lämpeneminen sekä
viimeaikainen energiakriisi Euroopassa korostavat asian merkitystä entisestään.

Kulutuksen pienentämiseksi, sisätilojen lämmittämiseen tarkoitetut malliennus-
teiset ohjaussovellukset hyödyntävät tehokkaasti saatavilla olevaa dataa tekijöistä,
jotka vaikuttavat rakennusten lämpökäyttäytymiseen. Niiden toiminnan perustan
muodostavat ennustavat sisälämpötilamallit. Todellisuudessa hyödynnettävät muun-
nelmat näistä malleista on usein muotoiltu pohjautuen mallinnetussa systeemissä
vallitseviin fysikaalisiin lakeihin. Tässä työssä näitä kutsutaan harmaan laatikon
malleiksi. Vaikka niiden soveltaminen käytäntöön on ollut menestyksekästä, teoria-
pohjainen muotoilu vaatii voimakkaasti yksinkertaistavia olettamia mallinnetusta
systeemistä, mikä voi johtaa ennustekyvyn rajoittumiseen. Mustan laatikon mallit
eivät vaadi edellämainittuja olettamia, vaan pyrkivät oppimaan mallinnetussa systee-
missä vallitsevat kausaliteetit kokonaan datasta käyttämällä korkean kapasiteetin
approksimaatiofunktioita, joissa on suuri määrä säädettäviä parametreja.

Tässä työssä vertailemme joitain mustan laatikon menetelmiä erääseen harmaan
laatikon vertailumalliin, joka toimii osana tosielämässä käytettyä malliennusteista
ohjausratkaisua sisätilojen lämmittämiseksi. Tutkittuja mustan laatikon mallinnus-
tekniikoita ovat satunnaismetsät, gradienttitehostus ja pitkäkestoiset lyhytkestomuis-
tineuroverkot. Suoritetut kokeet osoittavat, että suhteessa vertailumalliin mustan laa-
tikon mallien lisäämä mallinnusjoustavuus johtaa järjestään tarkempiin ennusteisiin
kärsimättä merkittävästi ekstrapolointikyvyssä. Hyödyntämällä syväoppimismallien
vahvuuksia, työssä kehitettiin myös tehokas tekniikka tiedonsiirron vahvistamiseksi
rakennusten välillä, joille mallit havaitsevat samankaltaisen lämpökäyttäytymisen.

Kaiken kaikkiaan opinnäytetyön tulokset ovat rohkaisevia ja motivoivat tule-
vaisuuden tutkimuksia sisälämpötilamallien etsimiseksi, jotka yhdistelevät data- ja
teoriapohjautuvien lähestymistapojen vahvuuksia optimaalisesti.
Avainsanat bayesiläinen päättely, differentiaaliyhtälöt, energiatehokkuus,

gradienttitehostus, LSTM, malliennusteinen ohjaus, neuroverkot,
satunnaismetsät, syväoppiminen
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1 Introduction

1.1 Background & scoping
Due to global warming and the recent energy crisis in Europe, reducing overall energy
usage is more important than ever before. One potential option to achieve this is
by improving the energy efficiency of buildings. It is estimated that the buildings
accounted for 34 % of global final energy consumption in 2021 [1]. In Nordic countries
considered in this work, the proportion is likely higher due to long and cold winters,
which additionally causes space-heating alone to be responsible for approximately 60
% of the total energy consumption [2]. Thus, it is important to strive for developing
more energy-efficient heating solutions.

Conventionally, the central-heated residential buildings in Nordic countries are
heated using a chart-based linear heating curve which determines the space-heating
(SH) supply water temperature as a function of the current outdoor temperature.
While these traditional heating solutions are robust and predictable, they offer limited
energy-saving capacity by not considering the free heat brought to the system by such
factors as solar irradiation and internal heat sources (from, for instance, inhabitants
and electrical devices). Moreover, they often cause poor indoor comfort due to
temperature instability and lack of anticipatory actions based on weather forecasts.
Model predictive control (MPC) applications for building SH aim to tackle these
drawbacks, by considering more variables than just the latest measured state of the
outdoor temperature when adjusting the control sequences.

In this work, the focus is on model predictive space-heating control (MPSHC)
applications of central-heated residential buildings in Nordic countries through adjust-
ing SH supply water temperature at a common heating substation of the buildings.
One or more buildings under the same heating substation are henceforth referred to
as site. The indoor air masses of each building at a site are considered as one lumped
mass with uniformly distributed, averaged thermal properties across it. Since a site
typically consists of multiple large multi-apartment buildings with high total indoor
air heat capacity, changing their indoor temperature does not happen quickly. Thus,
the SH control sequences need to be determined by taking into account the long-term
forecasts of predictive indoor temperature evolution models. Various optimization
objectives, such as the district heating (DH) network’s peak power minimization,
may be embedded into determining the control sequences. The solutions are bounded
so that the indoor temperature always stays within certain recommended limits
predicted by the indoor temperature models. Consequently, a crucial subproblem of
the MPSHC applications is to be able to predict the indoor temperature evolution
as accurately as possible. In short, overestimating the indoor temperature leads to
underheating causing poor indoor comfort for the inhabitants, while underestimating
causes overheating which results in unnecessary energy consumption and economic
costs.

Leanheat is a commercial software solution specialized for MPSHC of central-
heated residential multi-apartment buildings by controlling the SH supply water
temperature. The product seeks to improve the indoor comfort of residents by
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keeping the indoor temperature steadily within recommended limits, benefit the
building owner by decreasing the heating energy consumption of the buildings, and
satisfy the local DH companies by forecasting demand and smoothing the power
peaks in the DH network. At a site controlled by Leanheat, the indoor temperature
is measured by sensors installed in every apartment on the site. The representative
indoor temperature of each site’s lumped air mass is computed by averaging over
the measurements of all indoor temperature sensors at the site. Overall, the product
operates on an hourly domain. Thus, the control sequences of SH water temperature
too are updated every hour, based on the estimated future 48-hour indoor temperature
sequences produced by Leanheat’s predictive model. As mentioned earlier, long-term
predictions are important due to the slow heat dynamics of such systems. Still, the
short-term prediction accuracy should be weighted more due to the hourly updating
interval.

The MPSHC applications may be categorized into three paradigms based on the
type of the predictive indoor temperature model operating at their core [3]. White-
box models are principled of laws of heat transfer and conservation of energy. Their
parameters are selected based on physically meaningful equations and the values
for the parameters are set based on technical properties, documentation, and expert
knowledge. To keep the number of parameters manageable for the experts maintaining
the models, simplifying assumptions are often required about the complex building
heat dynamics. Black-box models however require little to no prior information
about the physics of the modelled system. Furthermore, they require no simplifying
assumptions to be made about the system, allowing the models to capture the
complex non-linear dynamics of the system based on the relationships learned from
input-output examples contained in historical data. The increased flexibility, however,
comes at the cost of decreased interpretability due to the complex structures and
huge amount of learnable parameters. Lastly, the spectrum of models that combine
the simplified physical formulations derived from theory with statistical estimation
techniques on data to learn model parameters, are called grey-box models. In this
work, our focus is on predictive grey- and black-box modelling of indoor temperature
evolution.

1.2 Research objective
The indoor temperature modelling approach used in Leanheat’s MPSHC is a variant
of the grey-box modelling paradigm. The main contributions of the thesis are to
experiment with some of the common black-box modelling techniques for indoor
temperature regression and evaluate how they compare in terms of predictive perfor-
mance to the reference grey-box model used in Leanheat’s MPSHC. Particularly, we
are interested in comparing the models from the following perspectives.

1. The reference grey-box models the next state as a linear combination of the
latest measured state of the system. Hence, we are curious to examine whether
the added flexibility of black-box techniques leads to more accurate predictions.
Hypothetically, this could enable capturing more complex relationships of the
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system, such as non-linear dynamics between explanatory variables and indoor
temperature, or thermal lag effects by considering more preceding states.

2. Since it has been shown that the predictive accuracy of black-box models may
suffer when operating outside the training distribution [4], the models are also
evaluated in terms of extrapolation ability.

3. The reference grey-box model is fitted for each site separately, with only a
simple between-site information transfer mechanism via Bayesian hierarchical
modelling. We are interested in whether a single black-box model, trained on
a global dataset containing data from multiple sites, can utilize the training
examples seen in other similar sites to enhance overall predictive accuracy and
extrapolation ability outside the site-specific training dataset.

1.3 Structure of the thesis
The thesis is organized as follows. Section 2 covers the preliminary background theory
regarding water-based central heating systems and the heat physics of buildings.
Introducing the methods used in the thesis experiments is divided to two sections:
Section 3 describes the reference grey-box method for indoor temperature modelling,
while Section 4 handles some of the widely-used black-box methods suitable for
indoor temperature modelling. Section 5 continues with comparative experiments in
which the methods are applied to predict the indoor temperature of real-world sites.
Lastly, Section 6 concludes the study by summarizing the results and discussing some
of the open questions and potential directions for further research when it comes to
finding better indoor temperature models for building MPSHC applications.
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2 Theoretical foundations
In this section, the theoretical foundations behind the concepts within the scope of
the thesis are provided. The goal is to give a sufficient understanding of the notions
and topics on such a level that the later comparative experiments and their inference
would be sensible for the reader. Section 2.1 covers basic concepts about central
heating systems, and Section 2.2 introduces the relevant theory about properties of
buildings as thermal systems. Lastly, Section 2.3 exposes a useful concept of the
thermal equivalent circuit.

2.1 Water-based central heating systems
The scoping of the thesis requires a short introduction to the central heating systems
of residential buildings. Our attention in this section is on the terminology and
showing an exemplary visual representation of one possible realization of a relevant
central heating system. Furthermore, the focus is on water-based central heating
systems, as these kinds of heating systems are used on the sites modelled in the later
experiments of the study.

Water-based heating systems as a notion is quite vague, but they essentially
cover the heating systems where water is used as the medium distributing the heat
[5]. These kinds of systems may be viewed as consisting of two sides separated by
heat exchangers (HEX) [6] of the site-specific heating substation located in the heat
distribution centre of the site. The network connected to the heat source is called
the primary side, and the network distributing the heat to the site is referred to as
the secondary side. Both sides of the system may be viewed as separate masses of
water circulating through their individual systems.

For the sites relevant to the thesis, the heat source is either geothermal or district
heat. The hot water mass flowing from the heat source into the HEXs of the site-
specific heating substation splitting the primary and secondary sides is referred to as
primary side supply water, and the colder water mass coming out of the domestic
hot water (DHW) circuit’s HEX on the primary side is called primary side return
water (see Figure 1).

The secondary side of the system consists of two heating circuits: the SH circuit
and the DHW circuit. Both of these are separated from the primary side by their own
HEX. The heat controller regulates the secondary side temperatures by adjusting
the control valves, which control the primary side flow to the HEXs that split the
primary and secondary sides.

Essentially, the SH circuit takes care of the indoor air, and for the sites relevant
to the thesis its type is either a radiator network or an underfloor heating network.
The secondary side water coming out of the SH circuit’s HEX is referred to as SH
supply water. After circulating through the SH network and entering the SH circuit’s
HEX again, the secondary side water mass is referred to as SH return water.

Through the DHW circuit, on the other hand, flows the water used for domestic
purposes, such as the water coming out of taps and showers, in addition to the water
used by household machinery. The secondary side water exiting the DHW circuit’s
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HEX is called DHW supply, and the secondary side water entering the same HEX
after circulating through the DHW network is referred to as DHW return. In addition
to the primary side flow coming through the DHW control valve and DHW return
flow, two additional water flows enter the DHW circuit’s HEX. These are cooled
primary side flow from the SH circuit’s heat exchanger and potable domestic cold
water (DCW) from the water treatment plant.

Figure 1: A simplified visual example of a water-based central heating system. The
abbreviations are explained in Section 2.1. Solid lines refer to the primary side and
the dashed lines to the secondary side water. The colors of the lines very roughly
describe the temperature of the water in each part of the system (red being hot/warm
and blue being cool/cold).

Finally, a representation of the essential structure of a water-based central heating
system is illustrated in Figure 1. The sketch seeks to provide a generalized example
of a water-based central heating system in a residential multi-apartment building
relevant to the later experiments conducted in the thesis. Deeper dive into central
heating system parts is given in [5], while district heating substations, in turn, are
covered extensively in [7].

2.2 Thermal properties of buildings
The thermal properties of a building consist of two main mechanisms: heat storage
and transfer. Understanding these physical mechanisms lays the necessary preliminary
foundation for modelling the thermal behaviour of a building mathematically.

2.2.1 Heat storage

All material substances have a property called specific heat capacity cp. This property
describes the amount of thermal energy required to increase the temperature of a
unit quantity of a substance by one unit. Thermal energy Q stored by a substance is

Q = mcpT, (1)
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where m and T are the mass and the temperature of the substance, respectively.
In the context of buildings, heat stores itself in the indoor air mass and a building
envelope consisting of, for instance, the walls and the roof.

Furthermore, the change in the thermal energy stored by a system over time t
can be expressed as

∆Q = dQ

dt
= mcp

dT

dt
. (2)

Later in this work, the continuous spectrum of t is discretized into hourly states, and
then dT

dt
= T t+1 − T t is the temperature difference between two subsequent hourly

states of time.

2.2.2 Modes of heat transfer

The total amount of energy in the universe is constant. Instead of disappearing, it
only transfers between systems and their surroundings through different interactions
[6]. These interactions are called work and heat. Because of the scoping of the thesis,
we are especially interested in the heat transfer interactions of systems.

One can start by asking a simple question of What is heat transfer? In [6], heat
transfer is defined as thermal energy in transit due to a spatial temperature difference.
Hence, whenever there exists a temperature difference between a system and its
surroundings, heat transfer must occur. Heat or thermal energy transfers through
three main mechanisms. Conduction happens across a stationary solid, fluid, or gas
when it contains a temperature gradient. Convection, in turn, occurs when there is a
temperature difference between a surface of a solid and a macroscopically moving
fluid. Lastly, the third mode of heat transfer is called thermal radiation. All surfaces
that have a finite nonzero temperature emit heat as electromagnetic waves. Thus,
even if the intervening medium between two surfaces of different temperatures is
absent, the heat will transfer through radiation.

Conduction

In [6] the authors state that at the core of conduction are the random atomic
and molecular motions, also called diffusion of the particles. This means that the
substance itself is not in motion on a macroscopic level, but the motion is happening
on a microscopic level instead via diffusion. Conduction can be understood as a
transfer of heat energy from the more energetic to less energetic particles of a matter
due to physical interactions between the particles. These interactions of the particles
vary depending on the form of the matter: considering a gas that occupies a space
between two surfaces of different temperatures, we can think of the temperature
at any point between the surfaces as the random translational, internal rotational,
and internal vibrational kinetic energy of gas particles in the proximity of the point.
All the gas particles are in constant random motion, and higher temperatures are
associated with higher kinetic molecular energies. Because of the constant motion,
collisions between the particles are inevitable, resulting in energy transferring from
more energetic particles to less energetic ones. Since the particles closer to the surface
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with higher temperature are associated with higher energy, the net energy transfer
happens towards the surface with lower temperature. The particle interactions work
similarly in liquids, except that they are stronger and happen more often because of
the closer spacing of the particles. Likewise, in solid matters, molecular interactions
can be linked to the lattice vibrations or waves of the particles. Conductive heat
transfer or the amount of heat transferred per unit of time can be quantified using an
appropriate rate equation which is also known as Fourier’s law. Under steady-state
conditions, where the time-varying temperature dynamics of a point are neglected,
conductive heat flow qcond through a wall in the direction perpendicular to the wall
is

qcond = −kA
dT

dx
= −kA

T2 − T1

L
, (3)

where k is the thermal conductivity ( W
m·K ) of the wall, A is the planar area perpendic-

ular to x direction, and L is the depth of the wall and (T1, T2) are the temperatures of
the opposing surfaces of the wall. Heat transfers in the direction of lower temperature,
hence the minus sign in front of (3). In the context of buildings, conductive heat
transfer occurs, for instance, inside the solid parts of the building envelope in which
a temperature gradient is present.

Convection

While conduction is solely based on the physical mechanism of molecular diffusion,
the authors in [6] state that convection is more of a cumulative sum of two physical
mechanisms: molecular diffusion and bulk/macroscopic motion of the fluid. The
latter is conditional on the fact that at any moment, a large number of individual
particles are in collective motion. In the presence of a heat gradient, such motion
also contributes to total heat transfer. When referring only to the heat transfer
due to bulk fluid motion, the term advection should be used. Understanding fluid
mechanics plays a vital role in perceiving convection as a heat transfer process. Let
us consider a situation where fluid is flowing over a hot surface. In the immediate
proximity of the hot surface, the velocity of the fluid u0 → 0, and the farther out
from the surface the fluid velocity u∞ increases finitely depending on the flow. This
region from u0 to u∞ is referred as the velocity boundary layer. Additionally, as long
as the temperature of the surface T0 and flow T∞ differ, there is also a region called
the thermal boundary layer through which the temperature of the fluid is distributed
from T0 to T∞. If the thermal boundary layer exists, convection heat transfer will
occur between the outer flow and the surface. In the proximity of the surface, where
the fluid velocity is low, diffusion dominates the heat transfer contribution. As the
flow progresses toward its direction along the surface, the boundary layer grows. This
causes the thermal energy that is conducted into the layer to be swept downstream
and eventually transferred to the fluid outside of the boundary layer. The appropriate
rate equation for convective heat transfer qconv is

qconv = hA(T0 − T∞), (4)
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where h is the convection heat transfer coefficient ( W
m2·K ) which depends on the

boundary layer’s properties such as surface geometry, nature of fluid motion, and
thermodynamics and transport properties of the fluid. If T0 > T∞, convective heat
transfer is presumed to be positive. In the context of buildings, convective heat
transfer occurs, for instance, in the air layers in the proximity of building structures
(such as walls) and inside the radiator pipes where the SH supply water flows.

Thermal radiation

Lastly, the third mode of heat transfer is thermal radiation. According to [6], unlike
convection and conduction, thermal radiation does not require the presence of a
material medium for transferring thermal energy. In fact, thermal radiation occurs
most efficiently in a vacuum. Thermal radiation may occur from all surfaces regardless
of the form of the matter if the matter is at a nonzero temperature. The emission of
the energy may be linked to changes in the electronic configurations of the substance
particles. The heat energy is emitted via electromagnetic waves from a system to its
surroundings. Usually, in the context of building thermal modelling, a simplifying
assumption is made by ignoring the minimal radiation heat transfer from the building
structures. However, the thermal radiation from the sun and the internal heat sources
are taken into account. However, for simplicity, these are just treated as direct heat
generated to the system rather than as heat transferred through thermal radiation.

2.3 Analogy between electric and thermal circuits
In electrical engineering, circuit representations of modelled systems are a common
practice. This section covers an analogy between electrical and thermal circuits
by introducing a paradigm, in which the thermal potential in a building transfers
through thermal resistors and stores itself in thermal capacitors [3, 8, 9, 10]. Here
the thermal potential equals temperature, the thermal resistors refer to the building
envelope and the boundary air layers on its surfaces, and the thermal capacitors refer
to the building envelope and indoor air mass. The concept allows a convenient tool
for quantifying building heat transfer problems, as we will see later in Section 3.

Ohm’s law provides the electrical resistance Re by

Re = E1 − E2

I
= L

σA
, (5)

where E is electric potential, I is electric current, L is the length of the conductor, σ
is the electrical resistivity of a conductor material (Ω ·m) and A is the cross-sectional
area of the conductor. If the concept of thermal potential is considered analogous to
the concept of electric potential E → T and the notion of heat flow analogous to
the notion of electric current I → q, the resemblance with (3) is evident, suggesting
that the conductive thermal resistance Rcond under steady-state conditions through
a planar wall may be formulated linearly as

Rcond = T1 − T2

qcond

= L

kA
, (6)
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Figure 2: Thermal circuit representation of a residential building’s thermal behaviour
during a heating season. As the heat flow qx proceeds from warm indoor air Tin

towards the cold outdoor air Tout, it encounters convective thermal resistances of
the boundary air layers at proximities of the building wall surfaces Rconv,in and
Rconv,out, and conductive thermal resistance of the wall Rcond,w. Additionally, the
heat masses stored in the indoor air, building walls, and outdoor air are represented
as thermal capacitances Cin, Cw, and Cout. The heat flow from solar irradiation qrad,
the building’s combined heating systems qhvac, and the building’s internal sources
such as occupants and electrical devices qint are also factored in here.

where the notation follows (3) [8]. Thus, there exists an obvious analogy between the
diffusion of heat and electrical charge. Similarly, the thermal resistance associated
with convective heat transfer Rconv can be formulated as

Rconv = T0 − T∞

qconv

= 1
hA

. (7)

Here, in turn, the same notation as in (4) is used. In thermal circuit representation,
the thermal potential of a point is fixed assuming steady-state conditions, but in
reality, it varies w.r.t. time.

Furthermore, in circuit representation of the thermal behaviour of a building,
homogeneous substance bodies of a building capable of storing heat may be viewed
as thermal capacitors [8]. Concrete examples of these bodies are, for instance, the
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building envelope and large indoor air masses. The capacity of a body to store
thermal energy is measured in (J/K). For a body of homogeneous substance, the
thermal capacity is

C = mcp. (8)

When modelling the thermal behaviour of a system using the thermal circuit repre-
sentation, a thermal capacity is assigned to each distributed homogeneous substance
body of the system.

Figure 2 gives a visual example of representing the heat transfer process of a
residential building as a thermal circuit.
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3 The reference grey-box model
Grey-box models [3, 5] or the reduced-order models (ROM) [11] attempt to describe
the thermal behaviour of a building by combining the advantages and reducing the
drawbacks of physical and statistical approaches. These kinds of models encompass
a broad spectrum utilizing laws and simplified relationships from physics in addition
to statistical parameter estimation techniques on the available data.

This section derives the reference grey-box model for indoor air temperature
prediction used in later comparative experiments. The model is a replicating variant
of an industry-standard model used in real-world MPSHC of central-heated residential
buildings. Section 3.1 begins with a simplified visual model of a first-order building
system, and observes it through the lens of energy conservation law. Then, the
problem of indoor air temperature modelling is expressed as a first-order ordinary
differential equation (ODE) by decomposing the terms of the formed energy conser-
vation equation, applying the resistor-capacitor analogy explained in Section 2.3, and
stating the necessary simplifying assumptions about the complex system. Section
3.2 formulates the physics-based ODE as a linear state-space model (LSSM) for
indoor air temperature, and Section 3.3 discusses some of the widely-used statistical
parameter estimation techniques that may used to fit LSSM.

3.1 From physics to ordinary differential equations
Under steady-state conditions, meaning that the time-varying dynamics of the system
are neglected, by treating the temperature of any point in the system space as constant,
let us consider a thermal mass of warm air inside a building envelope as in Figure
3. Here the inner volume of the building is treated as one lumped, homogeneous
air mass with equal temperature Tin across its volume. In reality, there might be
multiple rooms with walls and furniture that contribute to the thermal properties of
the system, and the temperatures fluctuate across the volume of the indoor air. In a
way, the building is treated as one big empty room instead of multiple thermal zones.
Hence, the system here is the thermal mass of indoor air, which is separated from
its surroundings (outdoor air, Tout) by the building envelope. In reality a building
envelope consists of multiple segments with different thermal properties. However,
since the model here is kept macroscopic enough to be used for any general site,
the building envelope is also considered as a homogeneous mass of solid material
medium, which has some averaged thermal properties distributed across its volume.
Moreover, the heat storing capacity of the building envelope is neglected here. In [11],
this heavily approximate mode of view about the highly complex and time-varying
dynamical system is called a first-order nodal approach.

Another agenda behind choosing the simplistic first-order approach is that the
statistical parameter estimation covered in the following section gets significantly
lighter and more robust compared to higher-order models. Already the second-order
model (see Figure 2), where the thermal capacitance of the building envelope would
be considered, has proven to be very difficult due to the added latent state and more
heat transfer coefficients to be estimated from the data.
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The energy conservation law states that the change in the thermal energy stored
by a system must equal the sum of heat flows entering and leaving the system. Thus,
in the context of buildings, an thermal energy balance equation may be formulated
as

dQstored

dt
= qhvac + qout + qrad + qint, (9)

where dQstored

dt
is the change in the thermal energy stored by the indoor air mass

over time t (see Section 2.2.1), qhvac is the total heat flow to the system from HVAC
(heating, ventilation, and air conditioning) over t, qout is the total heat flow leaving the
system through the building envelope over t, qrad is the total heat flow to the system
from solar irradiation over t, and qint is the combined total heat flow to the system
from a variety of building’s internal heat sources over t. Here all right-hand-side
terms are non-negative except qout which describes the heat flow leaving the system
when Tin > Tout. Unlike in the second-order model presented in Figure 2, here
the modelling is relaxed a bit by treating the conductive thermal resistance of the
building envelope and the non-linear convective thermal resistances of the boundary
air layers at its surfaces as a one, lumped thermal resistor instead. Furthermore, the
envelope’s heat storing capacity is neglected here. Thus, qout is proportional to the
combined heat transfer through the building envelope and its boundary air layers,
which is assumed to be linear throughout unlike in Figure 2. Given the assumptions
and simplifications stated so far, the representation of the first-order nodal building
model in Figure 3 as a thermal resistor-capacitor circuit is visualized in Figure 4.

Figure 3: Conservation of thermal energy in a residential building. Here ∆Qstored =
dQstored

dt
describes the change in the thermal energy stored by the indoor air mass

over time t.

Next, the terms of (9) may be expanded by applying the concept of thermal
circuit representation in Figure 4 and the other theoretical concepts introduced in
Section 2. Assuming only linear convective heat transfer, the heat flow transferred
to the system by qhvac may be viewed as the thermal capacity donated by the SH
supply water as it flows through the SH network and cools down to SH return water
entering the SH network’s HEX on the secondary side (see Figure 1). Because of
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Figure 4: Thermal circuit representation of a first-order building model.

the scope of the thesis, the radiator network is assumed to be the main heating
source here. Consequently, the heat flows from ventilation and air conditioning are
neglected. The change in the heat stored by the system over time may be expressed
using (2). Thus, the decomposed form of (9) is as follows

macp,a
dTin

dt
= mwcp,w(Tsup − Tret) + (Tout − Tin)

Renv

+ αΦrad + qint, (10)

where ma and cp,a are the mass and specific heat capacity of indoor air, mw and
cp,w are the mass and specific heat capacity of water flowing through the heating
circulation, Tsup and Tret are the temperatures of the SH supply and SH return water
respectively, and Renv is the combined thermal resistance of the building envelope and
its boundary air layers. Note that here the specific heat capacities of water and air
are assumed to be constants even though in reality their values change dynamically
in different conditions based on pressure and temperature. The heat flow from solar
irradiation is simply modelled here as a product of some irradiation-absorption-
efficiency coefficient α which depends on the area and composition of the building
envelope, and the solar irradiation intensity (SII) Φrad. Once again, modelling the
sun effect could be taken much further from here, for instance, by considering the
direction (azimuth and elevation angles) of the sun. The fourth right-hand side term
in (10) describes the internal heat sources of the building that may be from a variety
of disturbances such as people, lighting, electrical devices, cooking, or showering. For
this term, even a simplified physical formula cannot be derived. However, it may
be assumed that the heating effect of this term has some kind of temporal profile,
which may be learned statistically from the data of each site. One approach would
be to divide the hours of the week into 24 business-day and 24 non-business-day
hours (weekends and public holidays), summing up to 48 hourly internal heat source
profiles to be learned.

Dividing both sides of (10) by macp,a yields an ODE for the indoor air temperature
as a linear combination

dTin

dt
= mwcp,w

macp,a

(Tsup − Tret) + 1
macp,aRenv

(Tout − Tin) + α

macp,a

Φrad + qint

= θ1(Tsup − Tret) + θ2(Tout − Tin) + θ3Φrad + qint,

(11)
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where θi are just some parameter coefficients estimated from data using statistical
techniques, which are covered later.

For the indoor air temperature model to be applicable for prediction purposes, the
model must be refined a bit further by expressing Tret as a function of Tsup. While
one option would be to use a statistical approach, here Tret is eliminated from the
above equation by deriving it a physical model. As stated earlier, in the first-order
nodal mode of view here, the central-heated building is viewed as one room with an
air mass distributed uniformly across its volume. Let us simplify our approach even
further by assuming that the heat flow qhvac is brought into the system via a single
radiator. Furthermore, the heavy approximations are continued by assuming the
radiator as a straight pipe of length L as in Figure 5.

Figure 5: A straight radiator pipe - assuming only (linear) convective heat transfer.

To obtain an alternative expression for Tret, the heat transfer problem in Figure
5 may be written as an energy balance equation for an arbitrary length ∆x pipe
segment

Qpipe = qx + q(x+∆x) + qconv, (12)

where Qpipe is the heat stored by the segment, qx is the heat flow entering the segment,
q(x+∆x) is the heat flow leaving the segment as part of the flowing water mass, and
qconv is the convective heat flow from the segment to the indoor air. Expanding the
terms yields

δT (x, t)
δt

= − Q

Apipe

(︂
T (x + ∆x, t)− T (x, t)

)︂
− U∆xSpipe

ρwApipecp,w

(︂
T (x, t)− Tin

)︂
, (13)

where Q is the volumetric flow rate which is assumed to be constant throughout the
radiator pipe, Apipe is the area of the circular plane perpendicular to the direction of
the flow, U is the convective heat transfer coefficient of the pipe, Spipe is the contact
surface area between the radiator pipe surface and indoor air, and ρw is the density
of the water which is assumed to be constant here. Letting ∆x→ 0 and dividing by
∆x yields a partial differential equation (PDE) form of the problem describing the
radiator pipe’s thermal profile as a function of time and space

δT (x, t)
δt

= − Q

Apipe

δT (x, t)
δx

− USpipe

ρwApipecp,w

(︂
T (x, t)− Tin

)︂
. (14)
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Since we are not interested in modelling the time-varying dynamics of the system
here, steady state assumption may be applied by setting the time derivative to zero:
δT (x,t)

δt
→ 0. This allows transferring from PDE to a steady state ODE for the radiator

pipe’s thermal profile w.r.t. the spatial coordinate x

dT (x)
dx

= − β

Q

(︂
T (x)− Tin

)︂
, (15)

where β = USpipe

ρwcp,w
denotes some static system specific coefficient. Integrating (15)

yields an equation for the water temperature at an arbitrary pipe length:

T (x) = Tin + Ce− β
Q

x. (16)

Then, solving for C by applying the initial condition, T (0) = Tsup:

C = Tsup − Tin. (17)

Substituting in yields

T (x) = Tin + e− β
Q

x(Tsup − Tin). (18)

An expression for Tret as a function of indoor air temperature and SH supply water
temperature by assuming an arbitrary pipe length x = L as in Figure 5, may be thus
formulated as

Tret = T (x = L)

= Tin + e− β
Q

L(Tsup − Tin)
= Tin + θ(Tsup − Tin),

(19)

where the constant flow rate assumption stated above is applied. Substituting the
alternative expression for Tret in (11) yields a function for indoor air temperature
suitable for predictive purposes

dTin

dt
= θ1(Tsup − Tin) + θ2(Tout − Tin) + θ3Φrad + qint. (20)

What is left now, is to estimate the unknown parameters of the above system, given
the measured values of the variables. Some methods for the parameter estimation
are discussed in Section 3.3.

3.2 Linear state space model
LSSMs are used widely in modelling dynamical systems and time-series analysis
[12, 13]. Here, it could be argued that LSSM formulation is not necessarily needed,
since the parameters of (20) could be estimated directly by integrating the ODE with
numerical solving methods. However, this is not practical in the case of long time
series, since the modelling of process and observation noises are neglected. Moreover,
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LSSM formulation enables some convenient simplifications in the later parameter
estimation. Thus, formulating the problem as LSSM is motivated. For LSSMs to be
feasible, the following assumptions must hold: observations are generated linearly
from the hidden states of the system using a model with linear dynamics, which is
also time-invariant. The generalized form for linear state-space representation is

xt+1 = A(θ)xt +B(θ)ut +N (0,Q(θ))
yt = C(θ)xt +N (0,R(θ)),

(21)

where xt is the D × 1 state vector encompassing state of the system at the time t,
A(θ) is the D ×D state dynamics matrix depending on all static parameters θ of
the model, ut is the N × 1 system input vector at t, B(θ) is the D×N system input
matrix depending on θ, the stochastic Gaussian term N (0,Q(θ)) describes process
noise where the covariance depends on θ, y are the M × 1 measured or observed
state at t, C(θ) is the M ×D loading matrix depending on θ, and the stochastic
Gaussian term N (0,R(θ)) describes observation noise where the covariance depends
on θ. Process and observation noises are both assumed to be normally distributed,
as this results in convenient analytic formulas for the state distributions.

To obtain an LSSM representation for the current state t as a function of its
value at the previous state t− 1, the indoor air temperature model (20) is rearranged
to the state-space form, accordingly

T t
in⏞⏟⏟⏞
xt

= (1− θ1 − θ2)T t−1
in⏞ ⏟⏟ ⏞

A(θ)xt−1

+
[︂

θ1 θ2 θ3 1
]︂ ⎡⎢⎢⎢⎣

T t
sup

T t
out

Φt
rad

qt
int

⎤⎥⎥⎥⎦
⏞ ⏟⏟ ⏞

B(θ)ut

+N (0, θ−1
4 )⏞ ⏟⏟ ⏞

N (0,Q(θ))

T t
in,obs⏞ ⏟⏟ ⏞
yt

= T t
in⏞⏟⏟⏞

C(θ)xt

+N (0, θ−1
5 )⏞ ⏟⏟ ⏞

N (0,R(θ))

.

(22)

Note that here D = 1 one, which simplifies the model nicely. Furthermore, in this
work, the continuous spectrum of time t is discretized into hourly time states. From
this formulation of the problem, it is convenient to proceed to the task of estimating
the parameters θ

θ =
[︂

θ1 θ2 θ3 θ4 θ5
]︂⊤

from the measurements y by using statistical estimation techniques covered in the
following subsection.

3.3 Parameter estimation methods
Thus far, we have derived the LSSM for predicting indoor air temperature as a
function of the current state and some inputs from basic physics equations by making
quite heavy assumptions and approximations about the complex dynamical system.
In this section, some of the mathematical state and parameter estimation techniques
to fit the model are discussed. This is done without diving too deep into the
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mathematical details of the methods, since they are not the main focus of this thesis.
However, the most important equations about the methods are presented, and the
processes are explained in the context of the LSSM in (22). Before moving on to the
methods, a brief introduction to the Bayesian framework is required.

The Bayesian framework offers a convenient tool for principled parameter esti-
mation from the data [13, 14]. It expresses the modelled quantities and processes
as probability distributions, which enables using the rules of probability theory for
inference, and hence inherently accounts for the uncertainty present in the modelled
systems. The profound difference between Bayesian and frequentist approach is that
the former interprets probabilities as plausibility assignments, instead of frequencies
in repeated experiments. Thus, Bayesian framework is applicable to problems of
incomplete knowledge or missing information from repeated experiments.

From the product rule of the probability theory, Bayes’ theorem may be derived
as

p(A|B) = p(A, B)
p(B) = p(B|A)p(A)

p(B) . (23)

Intuitively, it may be viewed as a formula for updating beliefs about an event A
given new evidence about event B. In Bayesian modelling or inference, the theorem
is applied to solving inverse problems by constructing generative models for data
and updating it given new data. The obtained generative models may be then used,
for instance, to make predictions. Thus, the end goal in Bayesian modelling is to
find the posterior distribution p(θ|Y ) of θ parameterizing the generative model of
observations Y :

p(θ|Y ) = p(Y |θ)p(θ)
p(Y ) . (24)

Here, p(Y |θ) is the likelihood function describing the plausibility of sampling the
observed data given θ, p(θ) is the prior function through which we assign our
prior knowledge on θ without observing any data, and the denominator p(Y ) is the
marginal likelihood function describing the model evidence as probability of p(Y )
after integrating out θ w.r.t. its prior. For convenience in calculations, the prior may
be selected as conjugate prior for the likelihood, forcing the posterior conditioned on
all unknown parameters in the same family of distributions as the prior.

However, analytical solutions of (24) are generally intractable for most models
of practical interest, and hence we are forced to settle for approximations [12, 13,
14, 15]. The approximation methods may be divided to deterministic and stochastic
approaches [14]. In this work, three ubiquitous methods of both approaches are
covered shortly.

3.3.1 Maximum a posteriori and maximum likelihood estimation

Arguably the most conventional approach to estimate θ is through optimization-based
computational parameter estimation methods. These methods involve computing
the marginal posterior of the parameters θ by marginalizing the joint-posterior over
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Algorithm 1 Kalman filter recursion for marginal likelihood of parameters.
Initialize by assigning weakly-informative prior to reflecting our knowledge about
states x1 ∼ N (µ0, σ0).

1: for t = 2, 3, . . . , T do
2: After a new observation, update the state posterior as follows

p(xt−1|y1:t−1,θ) ∝ p(yt−1|xt−1,θ)p(xt−1|y1:t−2,θ)
∼ N (x̂t−1, p̂t−1),

where posterior mean and precision are
x̂t−1 = xt−1 + pt−1θ5

pt−1θ5 + 1(yt−1 − xt−1)

p̂t−1 = pt−1 −
p2

t−1θ5

pt−1θ5 + 1 .

3: Predictive distribution for a state forward is as follows
p(xt|y1:t−1,θ) =

∫︁
p(xt|xt−1,θ)p(xt−1|y1:t−1,θ)dxt−1

∼ N (xt, pt),
where predictive mean and precision are

xt = (1− θ1 − θ2)x̂t−1 +
[︂

θ1 θ2 θ3 1
]︂
un

pt = (1− θ1 − θ2)2p̂t−1 + θ−1
4 .

4: Derive the next term in the factorized marginal likelihood
p(yt|y1:t−1,θ) =

∫︁
p(yt|xt,θ)p(xt|y1:t−1,θ)dxt

∼ N (xt, pt + θ−1
5 ).

5: end for

the states X. After that, θ is estimated either in deterministic manner by finding
its maximum a posteriori (MAP) estimate, or in stochastic manner by sampling
from the marginal posterior through Markov chain Monte Carlo (MCMC) simulation.
First, the the former is covered.

The posterior of states X and parameters θ is given as

p(X,θ|Y ) = p(y1:T |x0:T ,θ)p(x0:T |θ)p(θ)
p(y1:T ) . (25)

Here we may neglect the normalization constant p(y1:T ). Integrating the states out
from (25) yields a marginal posterior of the parameters θ

p(θ|y1:T ) ∝ p(y1:T |θ)p(θ). (26)

Generally, computing the marginal likelihood term p(y1:T |θ) of the resulting integral
gets computationally expensive as the number of time-series states increases. However,
here we can utilize the LSSM formulation of our problem to efficiently evaluate the
likelihood using Kalman filter recursion, and thus achieve an exact solution for the
posterior density. The key is the following factorization of marginal likelihood terms
to a chain of posterior predictive distributions

p(y1:T |θ) = p(y1|θ)p(y1:2|y1,θ)p(y1:3|y1:2,θ) . . . p(y1:T |y1:T −1,θ), (27)
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after which the recursive Kalman filter is utilized as described in Algorithm 1 [5, 15,
16].

Thus, evaluating the distribution in (26) is feasible. Consequently, the parameters
θ may now be estimated, for instance, by finding their MAP estimate. A method to
compute the MAP estimate for the parameters is by determining the minimum of
the unnormalized negative log-posterior as follows

θ̂MAP = arg min
θ

[︂
− log p(θ|y1:T )

]︂
= arg min

θ

[︂
− log p(y1:T |θ)− log p(θ)

]︂
. (28)

If p(θ) ∝ 1, the resulting MAP estimate is called a maximum likelihood (ML)
estimate instead [15]. As our case here is linear, the gradients of the unnormalized
negative log-posterior may be evaluated analytically. Hence, any gradient-based
optimizer may be used to determine the minimum here.

3.3.2 Markov chain Monte Carlo simulation

In addition to MAP and ML estimates, MCMC simulation methods offer an alterna-
tive computational group of approaches to estimate θ by sequentially sampling from
the Bayesian marginal posterior distribution in (26) and improving each drawn sample
to better approximate the true, target posterior [17]. Thus, MCMC is a stochastic
parameter estimation technique [14]. The distribution of each drawn sample depends
only on the previous sample, hence the Markov Chain part in the name. Here, three
common MCMC algorithms are introduced, and their main principles are explained.

Gibbs sampler or alternating conditional sampling is perhaps the simplest MCMC
method and should be the initial choice for conditionally conjugate models [17].
At each iteration k, Gibbs sampler loops through the individual parameters of θ
and samples each parameter conditional on the latest updated value of the other
parameters.

Algorithm 2 Metropolis-Hastings algorithm [17].
Draw θ0 > 0 from a starting distribution p0(θ).

1: for k = 1, 2, . . . , K do
2: Sample proposal θ∗ from a jumping distribution Jk(θ∗|θk−1).

3: Compute the ratio of the densities r = p(θ∗|y1:T )/Jk(θ∗|θk−1)
p(θk−1|y1:T )/Jk(θk−1|θ∗) .

4: Set θk =

⎧⎨⎩θ∗ with probability min(r, 1)
θk−1 otherwise.

5: end for

Metropolis-Hastings algorithm, in turn, is the most common version of MCMC
simulation methods which is based on an random walk with an acceptance-rejection
step [17]. Unlike Gibbs sampler, it may be used for conditionally non-conjugate
models. The most general version of Metropolis-Hastings algorithm is described in
Algorithm 2. The key to efficient simulations with Metropolis-Hastings algorithm is
choosing a fit jumping distribution J : it should be easy to sample any θ from J , the
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ratio of densities should be easy to compute, each jump should go a sensible distance
in the parameter space and jumps shouldn’t be rejected too often.

Some approaches to assess the general difficulties of iterative simulation inference,
and effective number of simulation draws are discussed in [17]. A common problem
with conditional sampling algorithms presented here is that they can be quite
inefficient when parameters are highly correlated in the target distribution. In
simple low-dimensional problems this may be treated through reparametrization, but
otherwise more advanced algorithms are required. If the posterior approximately
resembles a Gaussian, Gibbs sampler and Metropolis-Hastings jumps can be made
more efficient by reparameterizing through a linear transformation of the parameters
w.r.t. independent components. In addition to reparameterization, the authors in [17]
discuss quite extensively how to improve the efficiency Metropolis-Hastings algorithm
by selecting efficient jumping rules in addition to some of its further extensions.

Algorithm 3 Hamiltonian Monte Carlo algorithm [17].
Draw θ0 > 0 from a starting distribution p0(θ) and ϕ0 ∼ N (0,M).

1: for k = 1, 2, . . . , K do
2: Set θ∗ ← θk−1 and ϕ∗ ← ϕk−1.
3: for l = 1, 2, . . . , L do

4: ϕ∗ ← ϕ∗ + 1
2ϵ

d log p(θ|y1:T )
dθ

5: θ∗ ← θ∗ + ϵM−1ϕ∗

6: ϕ∗ ← ϕ∗ + 1
2ϵ

d log p(θ|y1:T )
dθ

7: end for
8: Compute the ratio of the densities r = p(θ∗|y1:T )p(ϕ∗)

p(θk−1|y1:T )p(ϕk−1) .

9: Set {θk,ϕk} =

⎧⎨⎩{θ∗,ϕ∗} with probability min(r, 1)
{θk−1,ϕk−1} otherwise.

10: end for

Especially for the higher dimensional target distribution cases, Hamiltonian or
hybrid Monte Carlo (HMC) offers a method to suppress the slow zigzagging through
the target distribution caused by the natural random walk behaviour of the more basic
MCMC methods explained so far. By adding a momentum variable ϕ, HMC allows
the simulation to move much faster through the target distribution. Thus, both θ and
ϕ require to be updated simultaneously at each iteration (as described in Algorithm
3), which results in jumping distribution mainly determined by ϕ. In addition to
the computational efficiency, the effective exploration better guarantees the validity
of the resulting estimands [18]. HMC algorithm is parameterized by the covariance
matrix M of the usually zero mean Gaussian distribution for ϕ, the number of
leapfrog steps L at each iteration and the scaling factor ϵ of the leapfrog steps. The
gradients of the log-posterior density are required to be analytically tractable in HMC,
since in practice, numerical differentiation is often computationally too inefficient.
Some intuition behind how the momentum works in HMC by avoiding most of the
mathematical details and sensible parameter tuning are discussed in [17] and [18].
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A mathematically more detailed look into the sophisticated theoretical foundations
(differential geometry) of HMC is given by [19].

3.3.3 Variational Bayesian expectation-maximization

The MAP and MCMC methods discussed above for approximating the posterior
can get computationally complex, especially if the full posterior is wanted. Luckily,
the variational Bayesian expectation-maximization (VB-EM) algorithm [20] offers a
computationally lighter, deterministic alternative to achieve an analytical form for the
approximate posterior distribution of q(θ). The difference between deterministic VB
and MAP approaches is that the former approximates the posterior as a probability
distribution instead of a point estimate. In VB methods, the key principle is to find
q(θ), which is as similar to the true posterior p(θ|Y ) as possible, by minimizing the
dissimilarity between the two. Approximations are required because the marginal
likelihood term in (24) is analytically intractable. Following the guidelines explained
in [12, 13] for LSSM in (22) a Bayesian model may be established with the state
prior probability

p(X|U ,θ) = N (x0|m0, Λ0)×
T∏︂

t=1
N (xt|(1− θ1 − θ2)xt−1 +

[︂
θ1 θ2 θ3 1

]︂
ut, θ−1

4 ),
(29)

and likelihood function

p(Y |X,θ) =
T∏︂

t=1
N (yt|xn, θ−1

5 ), (30)

where X is a sequence of T scalar states, Y is a sequence of T scalar observations,
U is a sequence of T 4-dimensional input vectors, m0 and Λ0 are the mean and
precision of the auxiliary initial state x0, respectively. The initial state may be given
an approximately non-informative prior by setting m0 = 0 and Λ0 = 10−6. For
convenience, and to ensure that the approximate posterior stays in the exponential
family, the model parameters θ are given the following conjugate priors

p(θ|α) =
5∏︂

i=1
N (θi|0,α−1

i ), p(α) =
5∏︂

i=1
G(αi|a, b), (31)

where site-specific parameter vector α is parameterized by a and b which are fixed
to approximately non-informative values.

Kullback-Leibler (KL) divergence measures the dissimilarity between the approx-
imate posterior q and the true posterior p as follows

KL(q||p) = −
∫︂

q(Z) log p(Z|Y )
q(Z) dZ ≥ 0, (32)

where Z = (X,θ,α) denotes the states and the parameters of the model. Thus, the
optimal approximation for the posterior would be found by minimizing KL divergence
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from the true posterior. However, in most cases, KL divergence cannot be evaluated
directly, since computing the true posterior analytically is generally an intractable
problem. Luckily, there exists a workaround to this issue [13]. Proof for this may be
given by starting from the marginal log-likelihood, and reformulating from there as
follows:

log p(Y ) =
∫︂

q(Z) log p(Y )dZ

=
∫︂

q(Z) log p(Y ,Z)
p(Z|Y ) dZ

=
∫︂

q(Z) log q(Z)p(Y ,Z)
q(Z)p(Z|Y ) dZ

=
∫︂

q(Z)
[︂(︂

log p(Y ,Z)− log q(Z)
)︂
−
(︂

log p(Z|Y )− log q(Z)
)︂]︂

dZ

=
∫︂

q(Z) log p(Y ,Z)
q(Z) dZ⏞ ⏟⏟ ⏞

L(q)

+
(︂
−
∫︂

q(Z) log p(Z|Y )
q(Z) dZ

)︂
⏞ ⏟⏟ ⏞

KL(q||p) ≥ 0

≥ L(q),

(33)

where L(q) is the lower bound of the marginal log-likelihood since KL divergence is
always non-negative. Thus, as the sum of L(q) and KL(q||p) is constant w.r.t. q,
minimizing the KL divergence is equivalent to maximizing the lower bound of the
log-likelihood.

To ensure a tractable form for the optimization problem of maximizing L(q),
q(Z) needs to be restricted appropriately. One common option is to restrict the class
of approximate distributions, by assuming them to factorize w.r.t. Z, accordingly

p(Z|Y ) ≈ q(Z) = q(X)q(θ)q(α), (34)

where each factor represents an approximate posterior of one group of model variables
[13].

In the VB-EM algorithm [20], L(q) gets maximized by iteratively updating the
factors of the approximate posterior, one by one, until convergence. Exponential-
conjugate settings are required by VB-EM, which hold for our LSSM because of how
the parameter priors were set. The optimal VB updates for each factor are then
derived by inserting the factorized form of q(Z) to L(q), taking the expectation of
L(q) over all other factors except the factor being updated, and reorganizing the
terms. Thus, for instance, the logarithmic factor update of θ is derived analytically
as

log q(θ) = ⟨L(q)⟩Y ,X,α + const
= ⟨log p(Y ,X,θ,α)⟩Y ,X,α + const
= ⟨log p(Y |X,θ) + log p(X|U ,θ) + log p(θ|α)⟩Y ,X,α + const
= . . . ,

(35)
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by expanding the above to Gaussian probability density function form, reducing, and
then completing the square [14] or the quadratic form [15]. Due to the exponential-
conjugate settings, for each variable the factor updates are Gaussian or Gamma
distributions parameterized by a group of variational parameters. For the sake of
conciseness, writing the VB update factors and the variational parameter update
equations will be skipped here. However, they can be found, for a more general case
from [14, 20], or for an LSSM variant from [12]. The described process is repeated
iteratively until convergence. Once the VB-EM algorithm has converged, the next
state T t+1

in,obs may be predicted using the approximated posterior of θ.
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4 Black-box methods
The linear grey-box model introduced in Section 3 is a robust and interpretable
approach to buildings’ indoor temperature modelling. Its main strength is that
reliable hypotheses about its behaviour outside the training input ranges may be
easily made by accessing the parameters θ of the model, and that the model may be
formulated in a way that it aims to encompass physicality of the system. However, by
formulating the problem in more simplistic manner to achieve computationally lighter
parameter estimation and to keep the model linear for the sake of interpretability,
requires a set of strong simplifying assumptions about the complex system. Essentially,
this causes some of the system’s non-linear dynamics to be neglected which might
limit the modelling accuracy. To allow for more flexibility to model more complex
relationships of the system, we turn to black-box or machine learning (ML) methods.
Black-box methods make use of the measured data to learn the dynamics of the
system by attempting learn which kind of inputs lead to which outputs. They do not
require prior information about the physical relationships of the system as long as
there are enough input/output pairs in the training dataset to learn from. Naturally,
the better the data covers all possible system behaviour scenarios, the better the
black-box models will be able to capture the system dynamics.

In this section the black-box methods used in the empirical part of the thesis
are introduced on a general level. By covering the theoretical aspects of the used
models here, the premises for the later comparative experiments and discussion are
laid. The following subsections cover the main characteristics of the Random Forests,
Gradient Boosting, and Long Short-Term Memory (LSTM) neural networks, in the
respective order.

4.1 Random Forests
Like many other supervised learning methods, random forests may be used for both
classification and regression tasks [21]. They are widely used because of their simple
training, fast predictions, and requirement for little parameter tuning [22]. The
essential idea of random forests is to use a method of bagging [22, 23], where the
predictions of multiple decorrelated decision trees built by a stochastic sampling
procedure are aggregated in order to reduce variance of their individual predictions
[21].

The main building blocks of random forests, decision trees (or trees in short)
[24], require a concise introduction. Trees consist of nodes and their connections,
edges. The depth or size of a tree describes the number of nodes in the longest path
from a root node to a leaf node. Each leaf node of a tree represents one possible
output of the model. Trees are highly intuitive and interpretable predictors capable
of capturing complex non-linear structures in the data with low bias as long as they
are allowed to grow deep enough. However, their main drawback is that the low
bias and high variance of a single tree predictor is a recipe for overfitting tendency
[25, 26].

Intuitively, trees may be thought as chained conditionals learned for splitting the
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Figure 6: Highly simplified sketch of a decision tree for predicting indoor temperature
difference T t+1

in − T t
in.

input feature space, step-by-step, based on the input-output pairs of the training
set. In prediction phase, the values of input feature sequence are evaluated in the
tree, node-by-node, into which of the learned unit intervals they fall, and are then
passed forward in the tree until one of the leaf nodes is reached, which assigns the
final prediction for the given input sequence. Complexity of trees may be modified
by tuning the maximum depth [25]. This, however, is not trivial as too deep trees
notoriously lead to overfitting while trees with small size might not be able to capture
structure complex enough. How deep should the trees be allowed to grow then?

Typically, the general framework for determining tree topology starts with a single
leaf node [25, 26]. A recursive process follows, where at each step a pre-defined gain
measure for improvement by splitting each leaf node is quantified, and the resulting
tree after the split maximizing the gain is returned. The gain measure for trees used
for regression could, for instance, be the decrease in mean-squared-error due to a
split. Even with the described approach for building trees up, they tend to to grow
too deep which leads to overfitting, and some splits resulting in poor immediate
gain get easily ignored even if they would lead to high gains later. One extension to
the described method for finding a good tree topology is cost-complexity pruning
[24], where the tree is allowed to grow to some large enough minimum depth and is
then pruned based on a cost-complexity criterion. Using this method, the trade-off
between model complexity and tree size may be tuned with a single hyperparameter
estimated by cross-validation. Finally, another method for tackling the problem of
overfitting present with single tree predictors is to build an ensemble of trees built
through stochastic modelling principles and averaging over their predictions (random
forests [21]). This, however, comes with a cost of some reduced interpretability and
slightly increased bias.

Using stochastic perturbation and averaging to increase resistance to overfitting
originates from the stochastic discrimination theory introduced in [27, 28]. In the
context of tree predictors, the author in [22] successfully applied this theory in
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addition to introducing the concept name forest for a collection of tree-like predictors.
The technique for combining multiple noisy predictors to get an aggregated predictor
was conceptualized in [23] as bagging or bootstrap aggregating. However, the benefits
of solely bagging are limited due to the pairwise correlations between the predictors.
That is, the average expectation of multiple identically distributed bagged predictors
is is equivalent to the expectation an individual predictor. Thus, the hope for
improvement lies in reducing the variance of the average [25]. Hence, in order to
reduce the between-tree correlation to improve the benefits of bagging, an influential
contribution was made in [29]: the authors introduced a stochastic approach for
the splitting phase of tree-growing process, where a small random subset of size d
input features is selected as candidates for splitting each node. The smaller the d
the less correlation there is between the pairs of trees in a model, which leads to
decreased variance of the average. By combining the findings of others with some
novel concepts, the introduction to what we consider as random forests today was
introduced in [21]. The random forest algorithm for regression task is described in
Algorithm 4.

Algorithm 4 Random Forest for regression [25].
Let N be the number of trees in the model and D the training dataset of size
M ×D.

1: for n = 1, 2, ... , N do
2: Sample a bootstrapped set of data X ∗ of size K ×D from D.
3: Build a tree predictor Tn(xi), i = 1, . . . , K on X ∗ by recursively

repeating the following steps for each leaf node until reaching the
pre-defined minimum number of nodes:

4: (a) Sample a subset F of d variables from D input features.
5: (b) Compute the gain for splitting the node with each vari-

able in F .
6: (c) Split the node based on the variable and split point(s) lead-

ing to the highest gain.
7: end for

Output random forest model as fN
RF (x) = 1

N

∑︁N
n=1 Tn(x).

4.2 Gradient Boosting
Where random forests made use of the technique of bagging, there exists a group
methods utilizing a technique called boosting [25]. The boosting methods too, are
capable for supervised learning tasks such as classification and regression. There is a
resemblance between boosting and bagging, since in order to produce the final output,
both of the methods combine multiple predictors capable of producing only slighty
better results compared to random guessing (weak learners). However, in boosting
each weak learner is built to compensate the shortcomings of the previous one, by
weighing the importance of the training examples appropriately. This differs from
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bagging, where the individual predictors in the ensemble were generated based on
bootstrap samples (see Algorithm 4) [30]. Furthermore, in boosting the contribution
of each learner to the combined output is varies, whereas bagging just takes the
unweighted mean of the individual predictors of the ensemble to produce its output
[25]. On most modelling cases, boosting surpasses bagging when it comes to predictive
performance [25, 30]. However, this comes with a cost of increased model complexity,
computational demands and amount of tunable model parameters. Gradient (tree)
boosting, which is the main theme of this section, combines boosting and gradient
descent optimization algorithm to enable the use of any differentiable loss function
[31].

In the earliest version of boosting algorithms proposed in [32], three weak classifiers
were transformed into one strong classifier as follows: the second classifier is trained
with data of which half are misclassified by the first, the third is trained with the
data misclassified by both the first and the second, and the final classification is
achieved through majority voting of the three classifiers. The work in [33] improves
from the latter by combining multiple weak learners but also brings up a practical
drawback of the introduced approach, which is due to the need for prior knowledge
of the accuracies of the individual learners in order to get the performance bound for
the algorithm, causing computationally expensive applications. The collaboration of
the authors of the two latter studies [34] introduces a generalized boosting algorithm,
AdaBoost, in which the prior knowledge of the individual learners’ accuracies is
not required, thanks to the algorithm’s ability to adapt to the accuracies of all of
them. Due to the algorithm’s weighted majority hypothesis where the weight of each
learner of the ensemble depends on its own accuracy, the accuracy of the algorithm
depends on all of the generated learners instead of the weakest one. Furthermore, the
running time of the AdaBoost algorithm is linear, enabling computationally efficient
applications.

At the heart of the AdaBoost algorithm are the iterative modifications of the
training data at each boosting step [25, 35]. The modifications are done by assigning
a weight wm for each sample in the training dataset of shape M × D. Initially,
equal weights for each sample are set, but as the boosting proceeds, at each iteration
n = 1, ..., N a weak learner Gn(x) is fitted, and the sample weights are adjusted
based on the learner’s ability to predict. The worse the prediction for the sample m,
the more the wm is increased for the next boosting step, and vice versa. Hence, the
training samples which prove themselves hard to predict receive increasing attention
as the iterations proceed. This is achieved through a mechanism that forces the
predictors in the sequence to concentrate on the samples difficult for the preceding
ones. Furthermore, a weight αn, which corresponds to the individual predictor’s
influence on the final prediction of the ensemble, is computed for each weak predictor
Gn(x). The more accurate predictors are assigned with greater αn. Perceiving
the details of the AdaBoost algorithm (see Algorithm 5) lays the foundation for
understanding the main theme of this section, gradient boosting.

The authors in [25] provide a discussion on why the decision trees are an ideal
weak learner for boosting. The parameters P = {Rj, γj}J

1 of a tree, where Rj are the
disjoint regions partitioning the predictor variable space, γj are the constant values
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Algorithm 5 AdaBoost.R2 for regression [36, 37].
Let N be the number of boosting steps and D the training dataset of size M ×D.
Initialize the sample weights as wm = 1

M
, for m = 1, 2, . . . , M .

1: for n = 1, 2, . . . , N do
2: Fit a weak predictor Gn(x) to D using wm.
3: Compute the loss adjusted to range [0, 1] using squared

loss Ln = ∑︁M
m=1 wm

(︄
|ym −Gn(xm)|

maxM
i=1 |yi −Gn(xi)|

)︄2

.

4: Set αn = Ln

(1− Ln) , and update sample weights wm ←
wmα(1−Ln)

n

Zn

,

where Zn is a normalizing constant such that ∑︁M
m=1 wm = 1.

5: If Ln ≥ 0.5, repeat from row 2 without incrementing n by one.
6: end for

Output AdaBoost model as fN
AB = ∑︁N

n=1 log
(︂ 1

αn

)︂
Gn(x).

assigned to each such region, and J is the hyperparameter determining the number
of leaf nodes in the tree, are found in boosting by minimizing the training error

P̂ = arg min
P

∑︂
xi∈Rj

L

⎛⎜⎜⎜⎜⎜⎝yi,
J∑︂

j=1
γjI(xi ∈ Rj)⏞ ⏟⏟ ⏞

T (xi;P )

⎞⎟⎟⎟⎟⎟⎠ , i = 1, . . . , M, (36)

where L is an arbitrary loss function, I(xi ∈ Rj) is an indicator function equal to 1
if its argument is true, and T (xi;P ) is a tree predictor parameterized by P . This,
however, generally yields an infeasible optimization problem, forcing us to settle for
suboptimal solutions [25].

The optimization problem may be partitioned into two: first finding an approxi-
mation for Rj as R̃j, and then it would be trivial to estimate γj precisely given R̃j

as

γ̂jn = arg min
γjn

∑︂
xi∈R̃jn

L (yi, fn−1(xi) + γjn) . (37)

However, finding R̃j is the tricky part since it includes estimating γj in parallel [25].
Using the greedy top-down recursive tree-building algorithm described in Section 4.1
is the common approach for finding the approximation R̃j, as

P̃ = arg min
P

M∑︂
i=1

L̃ (yi, T (xi;P )) , (38)

where M is the number of training samples, and L̃ is the loss function used for the
approximation of Rj [25].
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To build a boosted tree model as a sum of trees

fN(x) =
N∑︂

n=1
T (x;Pn), (39)

where N is the number of boosting steps, at each step one must solve

P̂ n = arg min
Pn

M∑︂
i=1

L (yi, fn−1(xi) + T (xi;Pn)) , (40)

where fn−1 is the current model [25]. As stated above, finding the regions Rj is
difficult here. Fortunately, in regression problems the tree induction may be simplified
by using the squared loss which allows for rapid approximation by simply setting γjn

in each corresponding region Rjn as the mean of the residuals 1
M

∑︁M
i=1(yi − fn−1(xi))

[25]. However, for loss criteria more robust to long-tailed error distributions, simplified
and fast approximations are infeasible [25]. The problem is the tree induction in
(40), and thus approximations like (38) are required.

Thus, the motivation for generalizing tree boosting algorithms is to enable
computationally feasible approximation of the training loss

L(f) =
M∑︂

i=1
L(yi, f(xi)), (41)

where L is any differentiable loss criterion, and f is constrained to be a sum of trees
like in (39) [25]. If we ignore this constraint, the above optimization problem may
be expressed as

f̂ = arg min
f

L(f), (42)

where f = {f(x1), . . . , f(xM )} are the values of an arbitrary approximating function
f(xi) at each training input [25]. This rather confusing trick will prove beneficial
later, as it is a key step to formulate the tree induction in (40) in a way that allows
the use of any differentiable loss function. Numerical optimization techniques solve
the above as a sum of increment vectors hn ∈ RM

fN =
N∑︂

n=0
hn, (43)

where N is the number of boosting steps, and the initial f0 = h0 is set by guessing
[25]. Thus, each successive ’parameter’ vector fn in the sequential ensemble is induced
based on current one fn−1, which is the sum of the previously induced updates. Each
increment vector hn may be derived by using steepest descent as

hn = −ρngn, (44)

where

ρn = arg min
ρ

L(fn−1 − ρgn), (45)
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and the individual components of gn are

gin =
[︄

δL(yi, fn−1(xi))
δfn−1(xi)

]︄
, i = 1, . . . , M. (46)

The current solution is thus updated as

fn = fn−1 − ρngn. (47)

The components of gradient gn are trivial to compute analytically for any differentiable
loss criterion L. Intuitively, the negative gradient gn is the local direction in the
training space for which the loss L(fn−1) is decreasing most rapidly.

There exists an analogy between the tree components T (xi;Pn) in (40) and the
components of the negative gradient in (46) [25]. The key difference between them,
however, is that the tree components are constrained to be the predictions of a
regression tree with J leaf nodes, while the negative gradient components are free to
reach any form that maximally decreases the training loss. As a reminder, the end
goal here is to find a boosted tree model fN(x) as in (39) that generalizes outside
the training data and may be trained using any differentiable loss function. It is
trivial to compute the gradient components in (46) for any differentiable loss function
L(f), but as mentioned above, solving the analogous (40) is difficult for some loss
functions. Furthermore, the gradient components in (46) are only defined in the
training data points {x1, . . . ,xM}. The method of gradient tree boosting [31, 38]
solves the above-mentioned problem by inducing a tree T at the boosting step n to
the negative gradients −gn in (46) by using squared loss criterion, accordingly:

P̃ n = arg min
P

M∑︂
i=1

(−gin − T (xi;P ))2 . (48)

As mentioned earlier, efficient algorithms exist for fitting trees by least squares, and
thus the above is computationally feasible. The solutions to (48) will not yield
identical regions Rjn as (40) but are close enough [25]. Anyhow, suboptimal solutions
are reached here at best, and thus the approximations of these suboptimal solutions
are sufficient enough to serve our purpose. Finally, after inducing a tree using (48),
the corresponding constants may be solved using (37) [25]. Thus, we have derived
the mathematical motivation behind gradient tree boosting.

For further details of gradient tree boosting, refer, for instance, to [25, 31, 38].
The generic version of the gradient tree boosting algorithm for regression is given in
Algorithm 6.

4.3 Long Short-term Memory Neural Networks
Deep learning (DL) refers to a machine learning framework utilizing models that
may be characterized as neural networks (NN) [39]. The most basic NNs are called
(deep) feedforward NNs or multilayer perceptrons (MLP). Essentially, they just
define a mapping from inputs x to y through f(x;θ), by learning the parameters θ
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Algorithm 6 Gradient tree boosting for regression [25].
Initialize a tree with one leaf node as an optimal constant model

f0(xi) = arg minγ
∑︁M

i=1 L(yi, γ).
N is the number of boosting steps, and M is the number of total data samples.

1: for n = 1, . . . , N do
2: for i = 1, . . . , M do
3: Compute the negative gradients (pseudo residuals)

rin = −
[︄

δL(yi, fn−1(xi))
δfn−1(xi)

]︄
.

4: end for
5: Fit a regression tree Tn such that its predictions are as close as possible to

rin, yielding the approximated regions R̃jn, j = 1, . . . , J
P̃ n = arg minP

∑︁M
i=1(−rin − Tn(xi;P ))2.

6: for j = 1, . . . , J do
7: Find γ̃jn given R̃jn

γ̃jn = arg minγ
∑︁
xi∈R̃jn

L(yi, fn−1(xi) + γ).
8: end for
9: Update fn(x)← fn−1(x) + υ ·∑︁J

j=1 γ̃jmI(xi ∈ R̃jn),
where υ ∈ [0, 1] is the learning rate controlling the contribution of
each induced tree to the final prediction.

10: end for
Output Gradient Tree Boosting model as fN

GB = ∑︁N
n=1 fn(x)

yielding the best approximation to y. The name feedforward refers to how the input
information x flows through intermediate functions of the mapping to give an output
y. When feedback connections feeding the model outputs back into the network are
included, the model is called a recurrent neural network (RNN). These kinds of NNs
are discussed separately later in this section due to their ability to handle sequential
data relevant to the thesis experiments. However, at first, the focus is on feedforward
NNs since they may be viewed as a conceptual prerequisite for understanding RNNs.

Figure 7: MLP with two hidden layers.
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NN may be represented visually with a directed acyclic graph, describing the
topology of how the intermediate vector-to-vector functions fk (k = 1, . . . , K) of a
network, layers, are composed together [39]. Here k describes the number of layers,
and K is the total number of layers or the depth of the NN. The first layer is often
called the input layer and the last is the output layer. The other layers are referred
to as hidden layers. The layer operations are chained together to produce the output
mapping. For instance, a NN with two hidden layers would map an input x as
f(x) = f3(f2(f1(x;θ1);θ2);θ3). See Figure 7 for a typical MLP with two hidden
layers. Layers consist of neurons or units, each representing vector-to-scalar functions
that are applied in parallel [39]. Perhaps the simplest possible feedforward NN is
just a linear model, but by restricting the model capacity to linear functions the
generalization ability of the model might suffer if there are nonlinear relationships
between x and y. To be able to model these more complex functions of x, NN
apply nonlinear activation functions ϕ after the affine transformations of inputs x to
compute the hidden layer outputs

h = ϕ(W⊤x+ b), (49)

where W and b are the learnable layer weights and bias, respectively. Furthermore,
the complete MLP model in Figure 7 may be expressed mathematically as

f(x;θ) = f(x;θ1,θ2,θ3)
= f(x; [W1, b1,W2, b2,W3, b3)]
= W⊤

3 ϕ(W⊤
2 ϕ(W⊤

1 x+ b1) + b2) + b3,

(50)

where θ encompasses all learnable parameters of the model. Since year 2010, the
preferred choice for ϕ has been element-wise rectified linear unit (ReLU) ϕReLU (z) =
max(0, z) [39].

The general framework for fitting NN models, such as MLPs, involves updating
the parameters θ iteratively, by using the gradient descent technique [40], until con-
vergence [39]. Essentially, at each iteration step the parameters θ are adjusted based
on the computed gradients of a pre-defined differentiable loss function L(y, f(x;θ))
w.r.t. θ. A standard approach to compute these gradients for NN models is by using
the backpropagation algorithm [41], which applies the chain rule of differentiation to
enable efficient computing of the chained partial derivatives in the gradients of L w.r.t.
θ. The computed gradients are multiplied with some learning rate hyperparameter
υ, which determines the allowed step length of the iterative search in the parameter
space, at each training iteration in the direction that maximally reduces L. Too big
steps cause zigzagging around the optimum, while too small steps into the direction
of maximum loss require a lot of training iterations to converge, and increase the
probability of getting stuck to local optima [39]. Typically, the learning rate is
scheduled, meaning that the values of υ are varied from one iteration to another.
While the most common approach is to decay υ linearly as the iterations proceed,
there are many other valid approaches to learning rate scheduling. Thus, at each
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iteration step, the parameters are updated as

θ ← θ − υ∇θ
(︄

1
M

M∑︂
i=1

L(yi, f (xi;θ))
)︄

. (51)

However, these computations require evaluating the model on every example
in the entire training dataset, and if either the number of total samples M in the
training dataset or amount of model parameters is large, the computations may
be expensive in terms of hardware memory [39]. Hence, often in practice, the
training dataset is split randomly into smaller subsets at each training iteration,
and θ are updated based on the gradients estimated over one subset at a time.
This approach is called stochastic minibatch training or stochastic gradient descent.
Another motivation for the approach is that more often than not, the data contains
redundant training samples, which contribute to the gradient similarly, and thus
using them all is basically equivalent to wasting memory resources [39]. How should
the batch size be selected then? The perks of choosing smaller batch sizes are the
added noise to the learning process causing the potential for increased generalization
performance [42] and lighter hardware memory requirements due to less parallel
computations, while larger batches lead to more accurate estimates of the gradients
and more computations ran in parallel resulting in faster training iterations [39].
Often, in practice, a good rule of thumb is to choose as large batch-size, as the
memory limit of the available hardware setup allows. Finally, it is important that
the stochasticity to minibatch sampling is applied properly, to avoid biased gradient
estimates for updating θ [39]. Since in most of the datasets the subsequent examples
are correlated, the dataset must be shuffled before sampling mini-batches from it.
Additionally, the training examples are reshuffled at each iteration, to avoid sampling
identical mini-batches between the iterations.

The learning process of stochastic gradient descent may be accelerated through
the use of the momentum method [43]. The idea here is similar to HMC covered in
Section 3.3.2. The momentum learning rule assigns a new variable to be updated
ψ in the training process, which is an exponentially decaying moving average of
the previous gradients describing the velocity and direction at which the iterative
search moves through the parameter space [39]. Intuitively, considering the previous
gradients when deciding the direction of the next step in the parameter space, leads
to better updates of θ at each iteration. If, for instance, all the previous gradients
point in a similar direction, it is justified to take larger steps in the parameter
space. How quickly the contributions of the previous gradients decay, is controlled
by hyperparameter α ∈ [0, 1]. The update rule for θ using the momentum method is
given by

ψ ← αψ − υ∇θ
(︄

1
M

M∑︂
i=1

L(yi, f(xi;θ))
)︄

,

θ ← θ +ψ.

(52)

The larger the α is proportional to υ, the more the previous gradients affect the
direction of next step in the parameter space. The value of α may also be adapted
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by increasing it as the iterations proceed, yet this is not seen as crucial as scheduling
the learning rate υ [39].

The performance of the trained NN model is highly delicate to the selection of υ
and its scheduling, mainly because the sensitivity of the loss varies heavily depending
on the direction of the iteration step in the parameter space [39]. While stochastic
gradient descent enhanced with momentum learning can help to mitigate this, it does
so by introducing another hyperparameter α. Luckily, scholars have come up with
various algorithms that seek to optimize the learning rate adaptively, with minimal
hyperparameter tuning required. The optimization algorithm used to train the NN
models in the experiments of this thesis is called Adam [44], which is commonly
seen as a robust optimization algorithm for the selection of hyperparameters that
is able to handle sparse gradients and non-stationary settings. The name of the
method refers to adaptive moment optimization. The key characteristics of Adam
are the following: introducing the estimates of the first (the mean) and second (the
uncentered variance) moments of the gradient to adapt the learning rate, updating
θ as a moving average of those, and ability to correct the tendency of the moments
initialized to zero to be biased towards zero by introducing exponential decay rate
hyperparameters β1, β2 ∈ [0, 1). The description of the Adam algorithm is given in
Algorithm 7.

Algorithm 7 The Adam algorithm [44].
Set the hyperparameters to the default values suggested by the authors: υ =
0.001, β1 = 0.9, β2 = 0.999, δ = 10−8 (for numerical stability).
Initialize parameters θ, for example, by sampling from a uniform distribution,
first moment m = 0, second moment v = 0.

1: for n = 1, . . . , N do
2: Compute the gradient

g ← ∇θ
(︂

1
M

∑︁M
i=1 L(yi, f(xi;θ))

)︂
.

3: Update the moment estimates
m← β1m+ (1− β1)g,
v ← β2v + (1− β2)g ⊙ g,

where ⊙ indicates an element-wise multiplication.
4: Correct the biases of the moment estimates

m̂← (1− βn
1 )−1m,

v̂ ← (1− βn
2 )−1v.

5: Update the parameters
θ ← θ − υ

m̂√
v̂ + δ

.
6: end for

Return θ.

There exist specialized NN families for modelling input data organized in different
ways. RNNs are the family of choice for processing sequential data, such as sentences
or time series, in which the inputs are organized as {x(1), . . . ,x(T )} [39]. Here T
is the length of the sequence expressing, for instance, time. Each element x(t) in
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the sequence, in turn, contains D features. At the core of RNNs, are their ability
to share the model parameters across the model, which enables generalizing across
varying sequence lengths, and thus less required training examples. This is especially
useful in the domain of machine translation, where the sentences may have varying
lengths. In RNNs the states evolve through time as

h(t) = f(h(t−1),x(t);θ), (53)

where h(t−1) is the hidden state representation of the information of the past time
steps updated with inputs x(t) of the current time step to produce the next hidden
state representation h(t). Note that θ remains the same between the updates. To
make predictions, output layers (or layers) such as linear layer (or MLP) are typically
added to the model architecture and trained to decode the information contained
in the final hidden state representation into prediction scalar or vector [39]. Thus,
the predictions may be taken at any time step t, by feeding h(t) through an output
layer. The final hidden state is influenced by all past states, and it depends on the
learning task and training criterion how the past states affect the final hidden state.
A computational graph illustration of vanilla RNN is shown in Figure 8.

Figure 8: A computational graph of a general version of RNN. Circle blocks represent
the first operation in (54), while the square blocks represent the second.

The generic vanilla RNN forward propagation pass update equations for each
time step t ∈ {1, . . . , T} given the initial state h(0), typically set to a vector of zeros,
are as follows [39]:

h(t) = ϕ(V ⊤h(t−1) +U⊤x(t) + b),
ŷ(t) = W⊤h(t) + c,

(54)

where h(t) is the hidden state at time step t, ŷ(t) are the output predictions at time
step t, θ encompasses all learned parameters of the model [U ,V ,W , b, c], and ϕ is
an activation function of choice. Again, learning θ of RNN requires computing the
gradient

∇θ
(︂ 1

M

M∑︂
i=1

L(y(t)
i , f({x(1), . . . ,x(t)}i,h

(0);θ))
)︂
, (55)



43

where L is any differentiable loss function. Computing the gradient begins with
performing the forward propagation after which a backward propagation follows,
totaling to a memory-intensive operation due to the need to store the hidden states
computed in forward propagation until reusing them in backward propagation [39].
Moreover, the runtime of the gradient computing cannot be reduced by parallelization
due to the sequential nature of the forward propagation. The backward propagation
algorithm applied to RNN is sometimes referred to as backward propagation through
time. The gradients w.r.t. each model parameter in θ computed in backward
propagation using the chain rule of differentiation are not written here for the sake
of conciseness, but they may be found, for instance, from [39].

A notorious problem of RNN optimization is learning the long-term dependencies
of deep computational graphs [39]. The issue arises due to the phenomena of
vanishing and exploding gradients, which appear in the backward computations due
to the repeated application of the same parameters θ to update the hidden states ht

[45, 46, 47]. This may be demonstrated by expressing the simplified hidden state
recurrence operation without activation ϕ, input term U⊤x(t) and bias b as

h(t) = V ⊤h(t−1)

=
(︂
V t
)︂⊤
h(0)

= Q⊤ΛtQh(0),

(56)

where Q⊤ΛtQ is the orthogonal eigendecomposition of (V t)⊤. The eigenvalues
of V are found on the diagonal of Λ. Thus, as the sequence length T increases,
the eigenvalues less than one tend to decay exponentially towards zero, and the
eigenvalues greater than one tend to grow exponentially towards infinity. In the
backward computations, the gradients are then scaled according to these eigenvalues,
and hence the gradients tend to vanish or explode [39]. In the case of vanishing
gradients, it gets hard to decide in which direction θ should be adjusted to decrease
the loss, and the exploding gradients cause unstable learning of θ. Traditional RNNs
start to suffer from these problems already for T = 10 [47] and are thus rarely used
in practice.

While the problem of exploding gradients may be avoided via gradient clipping
[39], the problem of vanishing gradients requires more advanced treatment. Thus,
the DL models used in practice for lengthy sequences, extend from vanilla recurrent
units by introducing internal gating mechanisms, which help in learning long-term
dependencies. In this work, the focus is particularly on Long Short-Term Memory
(LSTM) RNNs. The basic idea of the initial LSTM [48] is to design such information
flow paths through the computational graph so that the chained derivatives would
not vanish so easily by enabling them to flow for increased durations. This approach
is enhanced by letting the model itself learn the paths dynamically, rather than fixing
them beforehand, which helps to reset the model memory at appropriate times via
’adaptive forgetting’ [49]. Intuitively, the paths are controlled by the introduced
gating mechanisms responsible for managing the long-term memory state of the
model via the following operations: forgetting unnecessary information, selecting
candidate information to be added, inputting new information, and outputting the



44

current information. Especially in the case of modelling long sequences, managing
the information flow of the model memory appropriately helps in preventing the
exponential decay (and growth) of the eigenvalues.

Practically, the gates are applied by introducing learnable connection weight
vectors, which control the internal information flow of the units [39]. This approach
enables emphasizing the information of the past states based on their learned im-
portance for the next state in the sequence. If, for instance, some information
from the past states is not useful anymore, it may be ’forgotten’ by weighting it
to zero, thus enabling the gradients to flow for longer durations in the backward
computations without exploding or vanishing. Although the inputs and outputs of
the vanilla and the LSTM RNN units are the same, the former simply applies an
affine transformation of inputs x and hidden states h followed by an element-wise
hyperbolic tangent non-linearity, while the latter introduces additional learnable
parameters to control the gradient flow through the model graph [39].

Finally, the common forward update operations of LSTMs [25, 48, 49] are covered
shortly. The cell state c(t) is the special component of LSTM units capable of
storing and loading the long-term memory of the model. Removing information
from the previous cell states is controlled by forget gate f (t) by setting the forget
weights between 0 and 1, appropriately, through sigmoid activation σ. Inserting
new information, in turn, into the cell state is handled by two gates: the input gate
g(t) and the candidate memory gate C(t). The former generates a selector vector
with values ranging from 0 to 1, and the latter generates a candidate information
vector normalized between -1 and 1 using hyperbolic tangent non-linearity ϕc. The
element-wise multiplication of the two is then inserted into the cell state memory.
Thus, the cell state is updated by an LSTM unit at each time step t as

f (t) = σ
(︂
W⊤

f h
(t−1) +U⊤

f x
(t) + bf

)︂
,

g(t) = σ
(︂
W⊤

g h
(t−1) +U⊤

g x
(t) + bg

)︂
,

c(t) = f (t) ⊙ c(t−1) + g(t) ⊙ ϕc

(︂
W⊤

c h
(t−1) +U⊤

c x
(t) + bc

)︂
⏞ ⏟⏟ ⏞

C(t)

,
(57)

where ⊙ refers to the Hadamard product which is equivalent to element-wise multipli-
cation. LSTM units also have a hidden state h(t) similar to vanilla RNN units, which
carries the information from the previous events of immediate history. The output
gate g(t) assigns a selector vector based on the previous hidden state and inputs at t
(similarly to the input gate). The selector vector determines the output value, or the
updated hidden state, of the LSTM unit together with the output candidate vector
computed from the cell state, by normalizing its values between -1 and 1 using the
hyperbolic tangent function ϕh. Thus, the hidden state is updated as

q(t) = σ
(︂
W⊤

q h
(t−1) +U⊤

q x
(t) + bq

)︂
,

h(t) = q(t) ⊙ ϕh

(︂
c(t)

)︂
.

(58)

A visual illustration of an LSTM unit bound into the context of Equations (57) and
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(58) is shown in Figure 9. For more emphasis on the intuition behind LSTM, one
may refer to [50, 51].

Figure 9: An illustrative sketch of a single layer LSTM unit operations in the context
of (57) and (58). The yellow blocks represent operations involving non-linearity and
learned parameters, while the purple blocks refer to simple element-wise additions
and multiplications.
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5 Experiments
In Section 1, it was discussed that modelling indoor temperature is an important
sub-problem of real-world MPSHC applications designed for central-heated residential
buildings. This is because the control parameter sequences of these applications are
adjusted based on the predicted indoor temperatures. In the case of our interest,
these control sequences would be updated every hour, into the future time horizon of
48 hours. Consequently, the accuracies of the earlier predictions are more important
than the later ones. Thus, the predictive performance of an indoor temperature model
may be measured by its ability to predict the 48 next hourly indoor temperatures by
weighing the early prediction errors more. In addition to the predictive performance
of the models, we are also interested in how well the compared models extrapolate
when given input data with values outside the training ranges.

The experiments covered in this chapter aim to evaluate the different indoor
temperature modelling techniques in light of the above-mentioned criteria. The
focus here is to describe the experimental settings, and present the results through
visualizations and performance evaluation metrics. Short interpretations of the results
are provided in this section, but the summarizing discussion is postponed to the
following chapter. Section 5.1 describes the data and the model implementations used
in the experiments. Section 5.2 covers the experiment, where the models are evaluated
on all available data to enable comparing the general predictive capability. Finally,
Section 5.3 handles the experimental settings, where the focus is on evaluating the
extrapolation abilities of the models by manipulating the training and test datasets
in such a way that the explanatory variable distribution in the training phase differs
radically from the explanatory variable distribution encountered by the models in
the test phase.

5.1 General description
In this section, the data and the model implementations used in the experiments are
covered, respectively. Section 5.1.1 describes the data by explaining, for instance, how
it is preprocessed. Section 5.1.2 handles the details of how the different modelling
approaches covered in the previous chapter are implemented in the context of the
experiments.

5.1.1 Data

The data used in the experiments are fetched from Leanheat’s database and aggregated
to hourly frequency. Leanheat controls the SH of almost 4000 sites, and for the
experiments of the thesis 159 of them are selected. The sites were selected as follows.
Sites that have been under Leanheat heating control since the start of the year 2020
were filtered out to make sure that there is enough data available for producing
a variety of test settings. Next, the apartment sensor signal reception time-series
data was resampled to six-hour averages for each of the remaining sites, and sites
were filtered out based on the following two conditions: either the minimum indoor
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temperature sensor signal reception was less than 50 %, or all apartment were not
censored. This filtering logic was used to make sure that the measured indoor
temperature of the experiment sites represents the actual indoor temperature of the
sites as accurately as possible. To keep the sites anonymous, they were assigned an
integer identifier (ID) ranging from 0 to 158.

From Leanheat’s database, the following hourly feature time series data were
fetched for each of the 159 sites: indoor temperature (Tin) averaged over the mea-
surements of the site’s apartment sensors, SH supply temperature (Tsup) measured
inside the pipe after the site’s SH circuit’s HEX, and outdoor temperature (Tout)
and solar irradiation intensity as global horizontal irradiation (Φrad) provided by
the Finnish Meteorological Institute’s Hirlam model [52] with the gaps filled by
the measurements at the nearest weather observation station of the site. Based on
the timestamp indices, three additional columns were assigned to the data frame:
azimuth (αazi) and elevation (αele) angles of the sun computed using the open-source
software package [53], and hourly identifier integer (qint) referring to the hour of the
week (0-23 for non-business and 24-47 for business day hours) so that the internal
heat source profile may be learned for each hour from the data. Finally, the data
frames of all 159 sites were concatenated into one dataset indexed by site ID and
hourly timestamp containing the time series column data from the above-mentioned
seven feature variables.

The reference grey-box model inputs exclude αazi and αele (see (22)). The black-
box models, in turn, make use of these variables too, and also apply some additional
preprocessing to the input data related to the solar position and irradiation intensity.
This preprocessing sets the elevation angle and Φrad to zero if either one of them is
less or equal to zero. This should help by not causing unnecessary confusion for the
models when, for instance, ϕrad > 0 but the sun is down and the αele ≤ 0.

5.1.2 Model implementations

Section 3 described the reference grey-box model for indoor temperature modelling.
Since in the experiments, the implemented reference grey-box model is a replica of
a real commercial model, no further details about the model implementation are
given here due to the publicity requirement of the thesis. The general framework
covered in Section 3 should, regardless, provide a sufficient amount of information
for us to proceed to compare the model against the black-box approaches. Perhaps
the two most notable differences between the grey-box model and the black-box
approaches are that the grey-box model does not consider azimuth and elevation
angles of the sun in its predictions and predicts the next hour’s indoor temperature
directly (instead of predicting the indoor temperature difference) based on only the
information of the current state of the system.

To yield an understanding of the order of magnitude between the predictive
performance differences of the modelling techniques, another reference model is
introduced. Since the best averaged guess without any information about the system
would be that the indoor temperature stays more or less stationary, the other reference
model just predicts a constant of zero for the indoor temperature difference. This
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is simply the most primitive logical guess, without any mathematical modelling
involved. Henceforth, this is referred to as the ’zero constant’ model.

The aim of Section 4, in turn, was to introduce the three black-box modelling
techniques relevant to the experiments on a general level to highlight their essential
characteristics of them. However, when it comes to the black-box models, the details
of the implementations may be covered, since the models are not in commercial
use as of this writing. Although there are profound differences between the black-
box models, there are many similarities too in how they are applied for modelling
the indoor temperature of the central heated residential buildings. Thus, to avoid
repetition, these similarities are covered first before continuing to the details of
individual techniques.

The black-box models used in the experiments of the thesis are implemented to
be auto-regressive (AR) predictors that work on an hourly domain. That is, in the
training phase, the models are trained to predict the indoor temperature difference
T t+1

in − T t
in between the next and the current hour. The temperature difference is

selected as the predicted variable by the black-box models since the initial experiments
with the models trained to predict the indoor temperature of the next hour directly
based on the previous indoor temperature resulted in flat predictions without trying
to seek the shape of the signal in addition to poor extrapolation ability outside the
typical 20-24 ◦C indoor temperature range. The predictions are produced based on an
input sequence containing T hourly historical data points. The implemented models
take into account the previous T = 7 data points ranging from t− 6 to t. This was
selected based on experimenting with history window lengths ranging from 0 to 48.
Each historical data point corresponding to time t is a vector containing the following
D = 6 features: (T (t)

in − T (t)
sup), (T (t)

in − T
(t)
out), Φ(t)

rad, α
(t)
ele, α

(t)
azi, and q

(t)
int. For random

forest and gradient boosting models, the historical explanatory variable sequences
are concatenated to feature vectors of size 1× TD. For the LSTM model variants,
on the other hand, the historical explanatory variable sequences are stacked to
T ×D-dimensional sequences consisting of vector elements. In addition to predicting
the indoor temperature difference instead of indoor temperature directly, another
feature engineering key to improving the black-box models was to embed some of the
physicality of the system to the explanatory variables by not allowing the predictions
to directly depend on the predictors (Tin, Tsup, Tout), but rather including them to the
model as (Tin− Tsup) and (Tin− Tout). This parameterization of the model improved
the performance and extrapolation ability of the black-box models significantly.

In the testing phase, the models are used auto-regressively to produce estimates
into the prediction horizon of length H = 48 by updating their inputs based on their
own predictions and the known feature data of the prediction window. Thus, in order
to predict the indoor temperature differences for H hours starting from the current
time t, the AR models require the same measured historical feature data points from
t− 6 to t as in the training phase for computing the first prediction. Moreover, they
also require prediction window feature data from (t + 1) to (t + H − 1) of the other
features than the indoor temperature which is to be predicted to update their inputs
as the AR steps proceed. Hence, the prediction window data are required from the
following six features: Tsup, Tout, Φrad, αele, αazi, and qint. When all these data are
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available, the AR models may be used to predict the indoor temperature evolution
H steps into the future, one step at a time, through an iterative process of predicting
and updating the model inputs based on the previous prediction and the prediction
window data.

Now that the common details of the black-box model implementations have been
covered, the special factors of each of them will be discussed separately next.

Random Forest

The random forest models used in the experiments of the thesis are implemented
using the open-source software package [54]. In the experiments, the random forest
models refer to a group of models trained for each site with the site’s own data, and
hence the individual random forest models in the group are local by nature. The
bootstrap sample size is set to K = 2

3 ·M for training each tree as suggested in the
original random forest paper [21], and the number of explanatory variable candidates
for each node split in the tree-growing process is set to d =

√
D, which is claimed to

be a typical choice in [25]. No cost-complexity pruning is applied to the tree-building
process since this would require additional hyperparameter tuning. This, however,
might improve the performance of the model. The rest of the hyperparameters are
left to the default values. Furthermore, given the stochastic nature of random forest
models, in each of the experiments, a total of five random forests are trained, with
random state hyperparameters ranging from 1 to 5. The five models are then used
to output their predictions, and the representative results of the modelling technique
are computed as an average over the predictions of all five models. This is done to
yield a better understanding of the modelling technique’s general suitability in the
context of the thesis.

Gradient Boosting

The gradient boosting models are implemented using the same open-source software
package [54]. In each experiment, a separate gradient boosting model is fitted
for each site using the site’s own data only. Thus, the gradient boosting model
implementations are local by their nature. The authors in [25] discuss the effect of
tuning Jn, the number of leaf nodes of the individual trees in the ensemble. They
suggest that the optimal value for this is somewhere between 4 and 8, but in the thesis
implementations Jn are allowed to cap at 8. The absolute error is used as the loss
criterion in the gradient boosting implementations, to avoid paying unnecessarily high
attention to the data outliers. The rest of the hyperparameters are left to their default
values (for example, υ = 0.1 and N = 100). Finally, even though the stochastic
gradient boosting [55] inspired by bagging [23] to improve model performance and
computational efficiency is not implemented in the experiments, features at each
node split in the tree building procedure are always randomly permuted, and thus
there is some stochasticity present each time the gradient boosting model is fitted
using [54]. Hence, the same approach to account for stochasticity present as with
random forests is used: a total of five gradient boosting models are trained (again,



50

with random state parameters ranging from 1 to 5) in each of the experiments, and
the results are computed as an average over the predictions of the five models.

LSTM variants

The LSTM models used in the experiments are implemented using the open-source
software package [56]. For each experiment, a total of three LSTM variations are
trained with different training setups and input parameterizations:

1. localLSTM are a group of LSTM models trained for each site in the experi-
ments separately, using each site’s own data as the training dataset. Starting
learning rate is set as 1−4 after experimenting with 1−3 too, and a single batch
is used to train the models.

2. globalLSTM is a single LSTM model trained for all sites used in the experi-
ments globally, using the combined data from all sites as a training dataset.
Starting learning rate is selected as 1−5 by providing more stable training
compared to 1−3 and 1−4, and batch size 210 was selected due to larger batch
sizes leading to memory errors on the used hardware.

3. embLSTM is also a single LSTM model trained using the global dataset
collected from all sites used in the experiments as a training dataset. The
difference compared to globalLSTM is that in addition to the D explanatory
variables describing the system’s heat dynamics at a given time, each element
in the input sequence contains a vectorized Demb dimensional representation
of the categorical variable representing the site identifier (ID). Embedding
dimensions Demb = {31, 32, 33} are experimented with, and the since the model
with Demb = 27 yielded the best overall results, its results are shown later. Thus,
as the input sequence elements of localLSTM and globalLSTM contained D
variables, an input sequence element of embLSTM contains D+1 elements, from
which the ’1’ (being the site ID) is mapped to Demb dimensional representation
by the embedding layer. An embedding layer is a computational unit containing
its own learnable parameters. In the training phase, it learns to map the
categorical site ID variables to a Demb-dimensional vector representation, so
that the sites with similar thermal behaviour are closer to each other in the
embedding space, and vice versa. Hence, the principal idea behind adding the
embedding layer is to enable inherent information transfer between sites based
on how similar their learned thermal behaviour is. Theoretically, this should
increase the generalization ability outside the site-specific training input ranges.
Starting learning rate for the globalLSTM model is set to 1−5 and batch size
to 210 due to the same reasons as with globalLSTM.

Now that the special characteristics of the three implemented LSTM variations
are covered, their architectures, which are largely similar to each other, are described.
Each implemented model assigns one LSTM unit with one layer for each element in the
input sequence. The input dimensionality (which is equal to the number of layers in
an LSTM unit) is selected based on the number of entries in the elements of the input
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sequence. The LSTM unit has a hidden dimensionality (Dhidden) hyperparameter
of 210, which is the dimensionality of the representations c(t) and h(t) into which
the inputs x(t) are mapped. Different hidden dimensionalities were experimented
with, and 210 yielded the best results. To read the information contained in the
final hidden state h(T ) as predictions, h(T ) is then passed through an MLP with the
following architecture: a linear layer mapping h(T ) of size Dhidden to size Dhidden/2,
followed by ReLU activation, and finally passing the resulting representation through
another linear layer, this time mapping it into a prediction scalar.

Next, a list of common characteristics of the LSTM model variations’ training
configurations is given:

■ the training dataset is split into training and validation sets by random splitting
with a ratio of 9-to-1, respectively,

■ the number of training iterations is set to 400,

■ L1 (or mean absolute) error is used as the loss criterion,

■ the Adam optimizer with its default parameterization excluding the learning
rate, which was selected based on trial and error for each variation individually,
is used,

■ step-wise learning rate scheduling by halving the learning rate at every 100th
iteration is used,

■ the sequence length T in the training is fixed to 6,

■ the model parameters are initialized using the default initialization scheme of
[56],

■ the model with the lowest validation loss is returned after the training iterations
are finished.

Finally, since there is stochasticity present in the training procedures of the three
LSTM model variants, the same approach as with the other two black-box methods
is applied to account for that. This includes computing the representative result of
each three model variant as an average over the predictions of five models which all
are otherwise similar but use different random states. A random state parameter
ranging from 1 to 5 is assigned when splitting the training and validation sets.

5.2 E1: predictive performance on all available data
The sites selected for the experiments have been in Leanheat control at least since
the beginning of the year 2020. Thus, quite a lot of data has been collected from
these sites. The first experimental setting here aims to evaluate the general indoor
temperature modelling capability of the different approaches when there is a lot of
data available, and the training dataset is allowed to include similar samples to the
test dataset.
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Next, the training and test dataset splitting specific to the experiment is de-
scribed. A time window, when summer shutdown valves are open causing the heating
substation of residential buildings to be active, is called the heating season. Since the
159 sites are all located in Northern Europe, mostly in Finland, the heating season
typically lasts approximately from the beginning of September to the end of May.
Otherwise, SH is not required, and thus data from summers are neglected in the
experiments. The training and test sets are split based on the heating seasons: for
each site, the dataset used in the testing phase contains data on the heating season
from the beginning of September 2021 to the end of May 2022, and the training set
contains data of all heating seasons before that. The feature variable distributions are
shown in Figure 10. Note that the samples used in the testing phase are covered quite
well in the training set, so we may expect the models to perform well when predicting
the test samples. This is natural because samples between different heating seasons
are expected to be from similar distributions.

Figure 10: E1 training and test data distributions for hourly samples. Rather than
looking at the individual hourly sample values of αele and Φrad, which may have high
fluctuations within short time intervals, we are more interested in their long-term
averages. Hence, the rolling 48-hour means are visualized for these variables.

The different models are fitted on the training data using their specific training
settings. In the testing phase, 100 random hourly timestamps ti (i = 1, . . . , 100)
from the test set indices are sampled, and all models are used to predict into the
prediction horizon of length H = 48 starting from each randomized ti on the data
from every 159 sites separately. The test cases with missing data are discarded.

Instead of looking into the model prediction sequences for these test cases indi-
vidually, we are interested in comparing the overall predictive performance of the
models. First, we evaluate how well the different models are able to predict the
indoor temperature differences (see Figure 11). This is executed by computing the
following metric, which is henceforth referred as Metric 1.

1. Compute the element-wise squared differences between the true test indoor
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temperature difference sequences and the ones predicted by the models.

2. Compute the averages of the H first elements in the squared error sequences.

3. Take the square root of the resulting averages, and plot the distributions.

Above all, the aim with the Metric 1 here is to describe the models’ ability to
find the shape of the true indoor temperature signal by reacting to its typical
small fluctuations. All black-box models outperform the grey-box model here, and
embLSTM performs the best. Comparing the different subplots in Figure 11, as
we grow H when computing Metric 1, the error distributions narrow down, but the
medians of the distributions increase slightly. However, the errors do not seem to
drift up that much as we proceed in the prediction horizon, suggesting that the
ability of the models to find the shape of the true signal stays more or less the same
as the prediction horizon grows. The zero constant model, which does not even try
to predict the shape of the true indoor temperature signal, is included in the plots
to describe some sort of general reference level about how much improvement the
implemented models are able to provide compared to it. Based on this, we consider
the median errors plotted with the orange lines in the rightmost subplot of Figure
11. We set the median of the zero constant model as the baseline, and compute the
improvement of the other models compared to it. These improvements are tabulated
in Table 1, and when it comes to experiment E1, only the first row of the table
is relevant. Based on this scale, embLSTM is significantly better compared to the
grey-box model by improving from the baseline almost twice as much.

Figure 11: The RMSE distributions of the models’ indoor temperature difference
predictions in E1 by considering different prediction horizon lengths H. The plotted
distributions are computed using Metric 1 described in Section 5.2. The whiskers
and the boxes point the 95 % and the 50 % credible interval bounds, respectively.
The orange lines show the medians of the error distributions. The dashed blue line
extends the median line of the reference grey-box model to allow comparing it against
the other models more easily.
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Table 1: The improvement scores of the models as percentages (%) compared to the
zero constant model in terms of finding the shape of the indoor temperature signal.

experiment Grey-box RF GB localLSTM globalLSTM embLSTM
E1 21 29 32 35 27 39
E2a 15 16 21 25 22 30
E2b 13 16 19 -2 -8 -16

While finding the shape of the indoor temperature signal is important, the end
goal is to predict it for 48 hours forward as accurately as possible. Moreover, it is
important to remember that the early predictions of the predictive indoor temperature
sequences are more important than the later. The predictions tend to drift away from
the truth on average as the prediction horizon grows, because the modelling errors
accumulate. Figure 12 aims to visualize this error accumulation when predicting the
indoor temperature. The values determining the plotted curves are computed using
Metric 2, which is defined as follows.

1. Predict the 48-hour indoor temperature difference sequences using each model
autoregressively, and compute the indoor temperature prediction sequences by
cumulatively summing the indoor temperature difference predictions to the
initial indoor temperature value.

2. For each model, take the element-wise squared differences between the true
test indoor temperatures and the ones computed based on models’ predictions.

3. Take the average of the resulting sequences of length 48 over the test cases,
resulting in each models’ mean squared indoor temperature prediction errors
for each 48 prediction steps.

4. Take the element-wise square root of these sequences, and plot them.

Here, again, the black-box models outperform the reference grey-box model. The
random forest seems to be the best when it comes to predicting longer horizons,
while embLSTM and localLSTM dominate in early horizon predictions. The latter
is more crucial for MPSHC applications since the control sequences are updated
every hour. Notably, the shape-finding ability of the models (see Table 1) seems to
correlate with the early prediction accuracy in experiment E1. However, it does not
guarantee accurate modelling to longer horizons, which may be explained by some
models’ tendency to either over- or under-predict consistently. Some models, on the
other hand, might find the shape really poorly, but mispredict the differences equally
often to both directions on average, which leads to more accurate long-term indoor
temperature predictions and less drifting from the truth. The zero constant model
is included in Figure 12 to provide a reference point about until which prediction
horizon length the model predictions are useful on average. For a given model this
reference point value may be approximated visually, by looking at the point on
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x-axis at which the curve of the zero constant model crosses the curve of the model.
Furthermore, the zero constant model describes the overall difficulty of predicting
the indoor temperature 48 hours forward.

Figure 12: Average indoor temperature prediction error accumulation of the models
as a function of prediction horizon length in E1. The values determining the curves
are computed using Metric 2 described in Section 5.2.

Finally, we want to evaluate how the predictive performance of the models behaves
as a function of some important explanatory variables. Furthermore, we are interested
in how the different models extrapolate outside the training set. On average, the
errors of the model predictions are expected to increase when predicting test samples
for which the explanatory variable samples are less represented in the training data.
The hypothesis here was that the physics-informed grey-box model would extrapolate
better when moving further from the training distribution. Figure 13 aims to allow
us to visually examine the above mentioned factors. For a given model, the values
determining the plotted curves in each subplot of the figure are computed using the
following evaluation metric, which we call Metric 3.

1. Predict the 48-hour indoor temperature difference sequences using the model
autoregressively, and compute the indoor temperature prediction sequences by
cumulatively summing the indoor temperature difference predictions to the
initial indoor temperature value.

2. Compute the root mean squared linearly-weighted error (RMSLWE) of each
predictive indoor temperature sequence. The vector used to weight the predic-
tion errors contains H = 48 linearly decreasing values from 1 to 0 since the
early horizon predictions accuracies are more important here.

3. Select one input variable to consider in the subplot.

4. For each predictive sequence’s RMSLWE, compute the mean of the selected
input variable’s values that affected the predictions. Assign the resulting means
as the indices to the corresponding RMSLWE values.
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5. Compute the 10th quantile bin bounds of the indices. For each bin, compute
the mean of all RMSLWE values whose indices fall within the bin bounds.
Assign the computed mean as the representative value for the model’s average
predictive performance when it is given the selected variable’s values from the
corresponding bin.

Against expectations, the reference grey-box model’s predictive performance worsens
at a similar rate with the black-box models when predicting with the test input
samples that are from the less dense ranges of the training distribution. Thus, in the
presence of all available data, black-box models outperform the grey-box model at
all input ranges in terms of predictive performance. Although the grey-box model is
physically-meaningful and thus interpretable, it does not mean it is more accurate in
the less populated training ranges. In fact, the grey-box model seems to perform
significantly worse when high SH supply temperature inputs values are fed to the
model. This might be due to just considering the latest state of the system. The
black-box models take into account more states, and are thus probably able to model
the non-linear lag effects present in the slowly changing, complex thermodynamical
systems of buildings better. Overall, all models perform better when the explanatory
variables are similar to the ones used when fitting the model, and the errors of the
model predictions increase more or less when moving away from the dense parts of
the different feature distributions.

The experimental test settings related to this section, however, do not allow us to
evaluate the extrapolation ability of the models optimally, since the training dataset
contains the majority of the test input samples (see Figure 10). Thus, in the next
section, the test settings are designed in a way that allows a more careful evaluation
of the models from this perspective.

5.3 E2: extrapolation ability outside the training dataset
In this section, the focus is on evaluating how well the different models extrapolate
outside the dataset used to train the models. In order to test this, two different test
setups are designed. This is because perhaps the two most critical periods of each
heating season for the building MPC applications are the winter months when the
outdoor temperature is at its coldest and the spring months when the heating effect
of solar irradiation is magnified. Thus, we are highly interested in how the models
extrapolate to these periods even if the dataset used to fit the models did not contain
samples from these extreme weather conditions.

5.3.1 a. Cold periods

The winter periods, when the outdoor temperatures and SH supply temperatures are
at their lowest and highest values, respectively, are critical for the indoor temperature
models used in the applications of building heating MPC. Inaccurate indoor temper-
ature predictions might cause overheating if the indoor temperature prediction errors
are consistently negative, which causes increased economic and environmental heating
costs. If the indoor temperature predictions, on the other hand, are consistently too
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Figure 13: Prediction error behaviour of the E1 models as a function of some input
variables’ test values. The values determining the curves for each model are computed
using Metric 3 described in Section 5.2. The training distributions of the respective
input variables in each subplot are also visualized in the backgrounds. Each star
marker in the subplots represents the RMSLWE mean of the corresponding input
variables’ test values 10th quantile. The markers are placed w.r.t. the x-axis to the
midpoints of the quantile bins.

high, this would lead to underheating which causes worsened indoor comfort for the
buildings’ inhabitants.

The training and test data are split as follows. The training dataset contains
samples from September 1st to November 15th, and from April 15th to May 31st. The
test dataset, in turn, contains data from the coldest months which are January and
February. The data periods from November 15th to December 31st, and from March
1st to April 15th are not contained in the training dataset, since these are treated
as buffer periods that could contain too useful data samples for the models to learn
from about the test cases, mainly because of the cold outdoor temperatures during
nights are typical to these periods. Some of the individual feature distributions of
these datasets are visualized in Figure 14. Most notably, the data used to train the
models does not cover, for instance, Tout and Tsup input sample values from the full
ranges that the models will encounter in the testing phase.
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Figure 14: E2a training and test data distributions visualized using the same
principles to Figure 10.

Similarly, as in experiment E1, 100 timestamp indices ti from the testing dataset
are randomly sampled, and the fitted models are used to predict into the prediction
horizon of H = 48 time steps, for every 159 sites, starting from the sampled ti.
Furthermore, the test cases where missing or discontinuous values are encountered,
are discarded. The results of experiment E2a are given in Table 1, and Figures 15,
16 and 17.

Figure 15: The RMSE distributions of the models’ indoor temperature difference
predictions in E2a by considering different prediction horizon lengths H. The plotted
distributions are computed using Metric 1 described in detail in Section 5.2. For
more details about interpreting the figure, refer to the caption of Figure 11.

Interpreting the visualizations, again, the embLSTM performs the best when
it comes to finding the shape of the signal by predicting the indoor temperature
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Figure 16: Average indoor temperature prediction error accumulation of the models
as a function of prediction horizon length in E2a. The values determining the curves
are computed using Metric 2 described in detail in Section 5.2.

Figure 17: Prediction error behaviour of the E2a models as a function of inputs Tout

and Tsup. Here, particularly, we are interested to evaluate how the models extrapolate
outside training input ranges. The values determining the curves for each model are
computed using Metric 3 described in detail in Section 5.2. For more details on how
to interpret the plot, refer to the caption of Figure 13.

differences, while the other black-box models beat the grey-box model too. The
zero constant model acts as our main reference of scale here as the worst somewhat
reasonable model and by examining the improvement percentages compared to it,
the improvements are smaller compared to experiment E1. This is expected, since
the experimental setup was designed to be more difficult in purpose. Based on
this the embLSTM model provides twice as big improvement to the zero constant
model compared to the grey-box model. The embLSTM is the also best when it
comes to short-term indoor temperature predictions until the horizon length of 12.
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The globalLSTM, however, outperforms the other models in long-term predictions.
Furthermore, all the other black-box models do better compared to the grey-box
model in terms of not drifting away from the truth as the prediction window lengthens.
The increased difficulty of the experiment E2a compared to the E1 is also visible when
comparing Figures 12 and 16: in the latter, the zero constant model’s curve crosses
the other models’ curves significantly earlier in terms of H. Finally, since the value
ranges of Tout and Tsup were not fully covered when training the models (see Figure
14), we are particularly interested in how the models’ predictive accuracy behaves
as a function of these inputs. This allows us to evaluate the extrapolation ability
of the models properly. Figure 17 demonstrates that the average linearly weighted
prediction errors increase more or less in a similar manner for all models when moving
away from the training range. With embLSTM, the slope of the increase seems to
be the lowest. Thus, in the test scenario of E2a here, the embLSTM seems to be
the best model overall when it comes to predictive performance and extrapolation
ability in cold outdoor temperature periods.

5.3.2 b. Periods of strong solar irradiation effect

Similarly, as the previous one, this section describes the experiments conducted to
evaluate the models’ extrapolation ability. However, now the focus is on testing
the models in the springtime when the sun shines from higher altitudes and its
global horizontal irradiation power magnifies. For the indoor temperature models
used in the MPC applications, the ability to model the heating influence of the sun
is highly important. This is because a lot of the potential energy savings may be
achieved in comparison to conventional non-intelligent heating control approaches by
not requesting unnecessary heating to the site because of the free heat emitted to
the system by solar irradiation. Moreover, during the spring months, the outdoor
temperature fluctuations tend to be strong even within short time frames, because
of the cold nights and warm days caused by solar irradiation. Thus, it is of our
interest to test the models in the spring months separately and evaluate whether they
extrapolate to these periods even if the training data did not contain input-output
pairs similar to these periods.

The training and test datasets are split for experiment E2b here based on the
following logic. The test dataset contains input-output pairs from April and May of
years 2020, 2021, and 2022. The training dataset, in turn, encompasses samples from
the beginning of October until the end of February collected between the beginning
of March 2017 and the end of May 2022. September samples are not included in
the training phase of the models, since the sun effect is quite strong, especially in
early September, which could help the models too much in predicting the test cases
in April and May. Some of the explanatory variable distributions of the datasets
split with this logic are visualized in Figure 18. It is worth noting, that the training
dataset does not contain values of inputs αele and Φrad from test ranges at all. Thus,
the test setup in experiment E2b is even harder than in the experiment E2a.

Once again, 100 timestamp indices ti from the test dataset of experiment E2b
were sampled randomly, and the models fitted on the E2b training data are used
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Figure 18: E2b training and test data distributions following the principles of Figures
10 and 14.

to predict the indoor temperature difference sequences of length H = 48 starting
from each ti for each of the 159 sites. After this, the same performance metrics to
previously described experiments are then computed and visualized in Figures 19, 20
and 21. Additionally, the shape finding improvement results compared to the zero
constant model in experiment E2b are recorded in Table 1.

Figure 19: The RMSE distributions of the models’ indoor temperature difference
predictions in E2b by considering different prediction horizon lengths H. The plotted
distributions are computed using Metric 1 described in detail in Section 5.2. For
more details about interpreting the figure, refer to the caption of Figure 11.

Looking at the visualizations, the embLSTM model, which performed the best
in the other test settings, actually seems to be the worst modelling technique when
extrapolating to spring. In terms of the ability to model the shape of a true indoor
temperature signal, gradient boosting and random forest seem to be the only models
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Figure 20: Average indoor temperature prediction error accumulation of the models
as a function of prediction horizon length in E2b. The values determining the curves
are computed using Metric 2 described in detail in Section 5.2.

Figure 21: Prediction error behaviour of the E2a models as a function of inputs
αele and Φrad. Here, the models are forced to extrapolate outside training ranges.
The training distributions visualized in the background are the 48-hour rolling mean
values of the respective variables. The values determining the curves for each model
are computed using Metric 3 described in detail in Section 5.2. For more details on
how to interpret the plot, refer to the caption of Figure 13.
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that are able to beat the grey-box model. When it comes to signal shape finding,
these three models are able to keep more or less the same level of improvement in
comparison to the zero constant model, which they achieved in the easier experiment
E2a (see Table 1). Evaluating the average indoor temperature prediction error
accumulation as the prediction horizon H grows, the random forest and gradient
boosting are again the best models, in the respective order. The LSTM models all
lose to the third-best grey-box model, while embLSTM is the worst of them all. The
extrapolation ability of the models in experiment E2b is plotted proportionally to
explanatory variables αele and Φrad since the test value ranges of those variables were
not covered in the training data. As moving further from the training ranges, the
growths of the average error are similar for the random forest, gradient boosting,
and grey-box models. The global LSTM models are the worst when it comes to
extrapolating the heating effect of the sun into springtime.
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6 Discussion
This discursive section is organized as follows. Section 6.1 summarizes the results of
the experiments in terms of the research objectives stated in Section 1.2. Section
6.2, in turn, discusses some of the remaining open questions and potential future
research directions. Finally, Section 6.3 concludes the thesis.

6.1 Comparative summary about the experiments
When the training and test datasets are more or less identically distributed, as
they usually would in many real-world applications, the added flexibility of the
black-box models consistently leads to more accurate indoor temperature predictions
compared to the reference grey-box model. The downside with the black-box models,
however, is that interpreting what causes the improvements remains difficult. Most
likely, the improvement might be due to black-box models’ capability to find non-
linear relationships between the explained and explanatory variables, and the better
modelling of the system’s thermal lag effects by considering more than one historical
state when predicting the next one. Moreover, compared to the reference grey-box
model, black-box variants are likely able to model the heating effect of the sun better
by taking into account some of the directional parameters with non-linear influence
on indoor temperature.

The results of the conducted experiments ran on all available data show that
especially in short-term prediction horizons, the embLSTM and localLSTM outper-
form the others. From the two, embLSTM beats localLSTM at all prediction window
lengths, which is likely due to its capability to borrow information from other similar
sites when facing unseen test scenarios (see Figure 13). However, as the prediction
horizon lengthens, the ensemble models (random forest and gradient boosting) gain
the edge over the LSTM models, while they are not that far behind the short-term
predictions in the first place.

When it comes to extrapolating into the coldest months, while at worst the
test distribution overlaps the training distribution only slightly (see Figure 14),
the results remain quite similar to the test setup with all available data. The
embLSTM model performs best in short-term predictions, while the ensemble models
and the globalLSTM predict better in longer prediction horizons. Interestingly,
the performance of the globalLSTM stays more or less the same in this more
demanding experiment. Overall, the black-box models still perform better compared
to the reference grey-box model, but the difference decreases. Figure 17, in turn,
demonstrates that while the local black-box variants perform well within the training
distribution, the global variants extrapolate better.

Thus far, it seems that the embLSTM would be the preferred model, especially if
the short-term predictions are weighted more. However, the extrapolation experi-
ments into spring, where the training distribution almost completely lacked certain
examples regarding the solar irradiation intensity and elevation angle (see Figure 18),
show that the predictive performances of all LSTM models decrease significantly in
comparison to the reference grey-box model and the ensemble models. This is most
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likely due to the fact that the large number of LSTM models’ parameters simply
require some kind of relevant examples about the test cases to be able to execute
the delicate fine-tuning of the parameters that lead to correct representations. The
slightly simpler ensemble models with fewer parameters, however, are impressively
able to maintain their advantage over the grey-box model, although the training
data of the experiment does not cover the test ranges at all for some input features.

To finalize our conclusions about the experiments, the performance scores for
each model are given in Table 2. Based on these, the random forest takes the first
place when it comes to choosing a model with the best overall performance, while the
gradient boosting model does not fall far behind. Note that minimal effort was used
to optimize the hyperparameters of these models, and therefore their performance
could likely be further improved. Although the LSTM models performed poorly
in experiment E2b, their impressive short-term prediction accuracy in the other
experiments encourages us to continue researching their applicability as practical
indoor temperature models. Hence, we continue by discussing some of the questions
unanswered by this work as well as potential future research directions.

Table 2: The performance scores for each of the models. RF stands for random
forest and GB refers to gradient boosting. The values tabulated here are computed
as follows. Take the averaged indoor temperature prediction error sequences plotted
in Figures 12, 16 and 20, and weight the 48 values of each sequence by multiplying
with linearly decreasing vector from one to zero. Then take the mean of the weighted
sequence for each model and tabulate the results. Lastly, take the average for each
model over the three experiments.

experiment Grey-box RF GB localLSTM globalLSTM embLSTM
E1 0.142 0.079 0.083 0.090 0.096 0.085
E2a 0.136 0.096 0.094 0.109 0.089 0.095
E2b 0.187 0.131 0.141 0.240 0.249 0.343
Avg 0.16 0.10 0.11 0.15 0.14 0.17

6.2 Open questions & future research
Most of the implemented black-box models demonstrated better predictive per-
formance compared to the reference model. Furthermore, even in the settings
intentionally designed to be unfavorable, the extrapolation ability of the black-box
models did not suffer as much as expected. Despite the success of the experiments,
some issues remain to be validated before being able to confidently implement black-
box models in practical MPC applications. Hence, some of the remaining open
questions and potential further research topics are covered in this part.
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6.2.1 Effect of available training samples

It is shown in [57] that the black-box models tend to require more training data
compared to the grey-box models. In this work, we did not evaluate the models from
this perspective, since all the available data was used in each of the experiments. Thus,
in future work, it would be beneficial to roughly figure out the minimum number of
training samples required by the black-box models, at which they consistently start
outperforming the reference grey-box model. For example, the errors of different
models could be plotted as a function of available training samples. The hypothesis
for this would be that with fewer training samples the reference grey-box model
dominates, but as the amount of available training samples increases, its performance
plateaus, and the black-box models gain more and more advantages.

6.2.2 Hybrid models

It is evident based on the thesis experiments that the black-box indoor temperature
models offer better performance for the samples containing input values from inside
the training ranges. Thus, alternatives for them being utilized as a part of real-world
heating MPC applications should be explored. If however, the ability of the black-box
models to operate outside the training distribution is not trusted, or the model is
required to provide physically sensible and interpretable predictions at those ranges,
some kind of hybrid models could be considered. These models would predict using
both, a physics-based grey-box model and a variant of the black-box models, and
choose or weigh the predictions based on how far away the input variable values
are on average from the dense parts of their training ranges. Of course, selecting
the bounds or the weight function for this kind of hybrid indoor temperature model
would require careful investigation.

6.2.3 Uncertainty quantification

Another potential topic for further research is to take into account the uncertainty
present in the model predictions. This could be achieved through uncertainty
quantification (UQ) which utilizes the Bayesian framework to represent the model
predictions as probability distributions. The variance of the predicted distribution
would describe the uncertainty present in the prediction, while the final prediction
point estimate would be the mean of the distribution. In practice, for LSTM models
this could be implemented by adding a Variational Information Bottleneck (VIB) [58]
to the model architecture, while the reference grey-box model implementation already
supports UQ as it is. For example, in the case of the hybrid models discussed in
Section 6.2.2, the predictions of the model with the lowest uncertainty could be then
selected when adjusting the control sequences. Thus, no additional hyperparameter
optimization for the suggested bound or weights would be required.
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6.2.4 Improved modelling of the sun’s heating effect

Although one of the main benefits of using black-box models is that no extensive
feature engineering is necessarily required, this does not mean that the models
would not benefit from the information about the modelled system’s known physical
relationships. The experimented models in this work contained three measurable
features (αazi, αele, Φrad) describing the heating effect of the sun as separate model
variables. These features, however, are cross-correlated, and it could be beneficial
for the models if they were formulated as a single feature representation instead.
Furthermore, this formulation would only consider the direct heating component of
the sun ϕdir dependent on the elevation and azimuth angles α = (αazi, αele), although
there exists a diffuse heating component ϕdiff too. To take into account them both,
one could represent the heating effect of the sun, for instance, linearly as

c(α)ϕdir + c0ϕdiff . (59)

Linear grey-box approaches are restricted to splitting the global horizontal irradiation
Φrad measurement to ϕdir and ϕdiff using a simplified model such as DISC [53, 59].
After the split, a simple Gaussian process could be then assigned to derive c(α) as a
smooth slope effect and learn c0 as a constant multiplier. Hence, in future work, it
would be interesting to include a sub-NN (such as a simple MLP) into a DL model such
as embLSTM, which would be trained to represent the two components as a function
of the three measurable features (αazi, αele, Φrad). This would potentially improve
the interpretability of the current DL model implementations by allowing direct
access to learned sun component representations through the sub-model. Moreover,
learning the split using a high-capacity function would most likely lead to better
modelling of the sun’s heating effect compared to the DISC model which requires
many simplifying assumptions. Finally, in addition to improved solar modelling,
alternative formulations for the hourly heating profile from internal heat sources
could be investigated further.

6.2.5 Inductive bias and physics-informed neural networks

Inductive bias may be described as a set of prior assumptions based on initial
knowledge about a modelled system, embedded into machine learning models or
their learning procedures, with an aim to increase generalization performance for
unseen inputs [60, 61]. For instance, the approach discussed in the preceding Section
6.2.4 is a way to strengthen models’ inductive bias by informing that three of the
original input variables are not independent of each other.

Notably, the models implemented in the thesis experiments are already somewhat
informed about the physical relations of the system through their parameterization
of choice. That is, the temperature change in the heat stored by an indoor air mass
is modelled as a function of terms describing the heat leaving and the total heat
entering the system. However, exploring also other ways for further strengthening
the inductive bias of the current models from here by including additional physical
knowledge about the system should not be neglected.
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Excluding the final experiment, the LSTM models seemed highly accurate for
short-term predictions. Thus, it is of great importance to keep exploring methods to
improve their predictions outside the training ranges, for example, by adding prior
information about the physics of the system. Luckily in the case of NN training, the
highly tunable optimization process offers many options to include prior information
about the modelled system. One potential approach is through designing case-
specific loss functions. For instance, in addition to the squared or absolute error
term, another term could be included, which would be responsible of ensuring that
the learned representations stay physically rational [62, 63]. Of course, the two terms
should be then weighted appropriately. This extra term would punish the total loss
based on the error between the model outputs and the outputs produced using a
simplified physics-based model of the system. The simplified representation could,
for example, be a variant of the reference grey-box model explained in this work.
Generally, the neural networks which are trained to respect laws of physics are called
physics-informed neural networks (PINN) [63].

Yet another method to guide the black-box models to learn physically sensible
representations, could be by adding to the training data a small sample of augmented
input-output pairs in which the outputs would be produced by a variant of the
physics-based reference grey-box model. These augmented examples could be included
particularly from the input ranges not covered by the training data, so the model
would learn interpretable and physically meaningful predictions when extrapolating
outside training ranges. Finally, it is worth mentioning that if prior information were
to be embedded into the black-box models’ fitting processes, the resulting model
would not technically be considered to be purely black-box anymore, but rather start
falling into the scale of grey-box models.

6.2.6 Mass-Conserving LSTM

For NN, choosing a proper model architecture and inductive bias is at heart to enable
generalizing beyond observed data. By applying the gating mechanisms, LSTMs
naturally encompass a strong inductive bias toward storing information over time.
However, real-world systems are often additionally dependent on conservation laws
related to certain quantities. For example, in our case, thermal energy is the quantity
that follows the conservation laws of physics.

Mass-Conserving LSTMs (MC-LSTMs) [64] are novel computational units ex-
tending the inherent inductive bias of LSTMs to take into account conservation
laws related to the modelled systems. The part ’mass’ in the name refers to any
input variable describing the quantity that is to be conserved, while the rest are
treated as auxiliary variables. On an intuitive level, the key idea of MC-LSTMs is to
reformulate the memory cells of traditional LSTMs as mass storage accumulators
to guarantee the conservation of the quantity of interest by restricting the solutions
appropriately. The authors of [64] are able to demonstrate that the MC-LSTM is
very suitable for solving a variety of problems concerned with conservation laws
in the physical domain due to their predictions correlating with actual real-world
processes, thus allowing for better interpretability.
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Although the idea with MC-LSTM is intriguing, it remains nontrivial whether
it could be extended to our current formulation of modelling buildings’ indoor
temperature. That is, because temperature as a unit of measure does not particularly
follow conservation laws, but rather acts as a measurable unit the heat stored by
an air mass inside a building depends on. Thus, as a future topic, it would be
interesting to try reformulating the problem in a form that enables applying MC-
LSTM. Moreover, the promising results achieved with MC-LSTMs further motivate
the general idea for exploring physics-informed NN discussed in Section 6.2.5 to
achieve better generalization for indoor temperature modelling through strengthening
models’ inductive bias.

6.2.7 Neural differential equations

In addition to MC-LSTM, there is another new technique that is worth mentioning in
view of future research on applying the principles of DL to modelling physical systems,
such as the indoor temperature of buildings. These are called neural differential
equations (NDE) [65]. Essentially, NDEs are differential equations parameterized by
neural networks. The parameters solved using differential equation solvers as part of
a learned differentiable computation graph. The key distinction between NDEs and
PINNs [63] is that the former use NNs to define differential equations, while the latter
use NNs to obtain solutions to pre-defined ones [66]. NDEs excel in physical time
series modelling by offering an appropriate combination of theory-driven differential
equation models and DL. Although widely applied, the former alone may not be able
to capture all details of the modelled systems’ realistic dynamics. Hence, the DL
models come to the rescue as high-capacity function approximators. Consequently,
NDEs have a high potential to offer an optimal combination of grey- and black-box
modelling approaches compared in the thesis in view of indoor temperature modelling.
Moreover, NDEs are particularly suitable for time series modelling, since they allow
handling irregular time series data by treating them in a continuous- regime. Based
on this, NDEs are perhaps one of the most promising directions in view of future
studies on improved indoor temperature modelling.

6.2.8 Weighing training samples based on rarity

It is likely that the extrapolation ability of the black-box models could also be
improved by weighing the losses more on the training examples based on how far the
inputs are with respect to the dense parts of the training distribution. Hence, the
model would be forced to pay more attention to the examples with inputs from rare
ranges.

6.2.9 Generalizing for new sites

An interesting research direction that was not covered in this work, but came up in
the related discussions, would be to evaluate how well the globalLSTM would be
able to model sites that were not encountered during the training phase. Especially
it would be intriguing to examine how the predictive accuracy compares to the
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practical approach used by Leanheat for new sites, which utilizes simple hierarchical
modelling. Furthermore, the globalLSTM could benefit if some information about
the site metadata would be included in the model inputs. Some of the potentially
beneficial metadata input features include, for example, the age of the buildings since
the year of construction, ventilation type, volume, and the GPS coordinates of the
site. When globalLSTM would then predict the indoor temperature for sites that
it has not encountered, it could use the information of similar sites encountered in
the training phase, which could potentially lead to more accurate predictions. Site
metadata could be included in embLSTM model inputs too, which would probably
further improve its generalization capability by enabling better information sharing
between similar sites.

6.3 Concluding words
Global warming and the recent energy crisis in Europe call for improved measures to
reduce the total energy consumption of our societies. Especially in Northern Europe,
space-heating of buildings is responsible for a significant proportion of the total
consumption, and therefore even small improvements contain a high savings potential.
Moreover, particularly in residential buildings, it is important that energy savings
are achieved while keeping the indoor temperature stable, and within recommended
bounds for the inhabitants.

Predictive heating control for buildings offers an alternative to conventional space-
heating methods which are based on measured outdoor temperature alone. At the
heart of these applications are the predictive indoor temperature models, which are
formulated as functions of heating control parameters and other inputs affecting the
heat dynamics of the system. The control parameter sequences, such as the supply
water temperature of the space-heating network, are then adjusted on an hourly
basis such that the predicted indoor temperature is restricted to stay within the
recommended limits. Typically, the control parameter sequences are selected in a way
that they minimize the future peak power demand or return water temperature of
the building. Thus, the more accurately we can predict the indoor temperature, the
higher savings in heating costs while maintaining recommended indoor temperature
conditions may be achieved.

In this thesis, some of the ubiquitously used, purely data-driven black-box methods
suitable for time-series regression were applied to the task of predicting indoor
temperature in central heated residential buildings. Particularly, the aim was to
compare these modelling approaches against a variant of a physics-theory-driven
grey-box indoor temperature model used in practice for thousands of real-world
buildings in terms of predictive performance and extrapolation ability outside the
training examples. The experiments demonstrated that on average, the black-box
models are capable of offering increased predictive accuracy. Furthermore, it was
shown that their generalization ability for input samples not contained in the training
dataset does not suffer significantly proportional to the reference grey-box model. In
addition to these, one neural network model was trained on a global training dataset
containing data from multiple sites. This resulted in the model’s ability to share
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information between buildings that were learned to have similar indoor temperature
behavior, which in turn led to better generalization and prediction ability in most
cases. These results are especially encouraging in terms of practical applications
since a single global model is easier to maintain compared to many. However, future
work was motivated by managing to design a test scenario, where the neural network
models, particularly, failed miserably in generalizing outside the training data. Most
importantly, the thesis lays some ground for future work on developing more accurate
indoor temperature models for practical building heating MPC applications.
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