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1 Introduction

This doctoral dissertation is a collection of three essays. My co-author and
I study the effect of high school exit exams on long term life outcomes and I
study how distributions of wages, hours worked and wealth are affected by
the age composition of the population and how the possible outcomes in an
industry that consist of a labor union and a large number of firms depend
on consequences from reneging on a wage promise. In this introduction, I
will give a short, non-technical summary of each essay.

The long shadow of high stakes exams

Many countries have an educational system where access to higher educa-
tion is rationed based on performance in upper-secondary education. In the
United States nationwide standardized tests SAT and ACT are used in de-
termining access joint with high school grade point average (GPA) and other
factors. The benefit of using tests in determining access to higher education
is that they are more objective than other measures such as the GPA or an
admission letter and typically the results of such tests are difficult to ma-
nipulate. The downside to tests is that the results might have more random
variation. Testing for attributes that cause success in or high returns from
higher education can be difficult.

We study the exit exams of Finnish secondary education track that pre-
pares students for post-secondary studies (from now on high school) to learn
about the effect of success in a high stakes test on long term labor market
outcomes. During our sample period Finnish higher education programs
grant access based on program entrance exams (60% weight on average)
and the national high school exit exams (40%). We can’t just compare high
scoring students to low scoring students to identify the effect of doing well
on the exit exams because the students that did better are different from
the students that did worse in many other ways than just their grades from
the exit exams. The exit exams that we study are scored on a fine scale with
integers from zero to 300. However, Information about the performance in
an exam is released as six possible grades. The grades are determined by
cutoffs that are set after the scoring of the exams. We have access to the
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underlying scores and the cutoffs for the resulting grades. We compare the
long term labor market outcomes of otherwise similar students above and
below the grade cutoffs. Because the students are on average similar on both
sides of the grade cutoff except in the actual grade that they got from the
exit exam, the difference between the groups outcomes is due to receiving a
different grade.

Previous studies have found that doing well on these kinds of exams
increases a person’s earnings in the short run, but we don’t know about long-
term outcomes. Learning about the long-term outcomes is a step towards
understanding why success in the exams has an effect. Should the effect
be short-lived it could be due to employers thinking that the person with
a better grade is a better worker to start with, but then learning that the
persons on both sides of the grade cutoffs are as good. Or that the student
with a higher grade got into a more selective educational program, but that
the program doesn’t increase the student’s productivity more than the less
selective program that the student with a lower grade attended. Should the
effect be long lasting it could be due to people with higher grades getting
jobs or education that they learn more valuable skills than people with lower
grades.

We study the 1 million Finnish high school exit exam takers from 1982
to 2014. We use administrative data on the scores and grades from two
exams: English as a second language (starting at age 9) and Swedish as
a third language (starting at age 12). Most exit exam takers take both
exams which brings the total number of exams we study to ∼ 2 million.
Some students repeat the exams and students from the Swedish speaking
minority (6% of the population) typically take only the English exam. We
include the repeaters and the Swedish speaking minority for a total of ∼ 2.2
million exams. The data on education, employment and earnings outcomes
come from registries.

Our main finding is that crossing a grade cutoff doesn’t affect earnings
right after finishing high school, but increases earnings later in life. A higher
grade increases earnings the most at age 48, when students above the cutoff
earn 3 percent more. Since the exit exam grades are used in determining
access to post-secondary education, the most obvious mechanism how bet-
ter high school grades cause higher wages, is through education. However,
getting a higher grade causes only a very small increase (about 10 days) in
the amount of education a person gets, but increases the quality of educa-
tion. Getting a higher grade causes a person to continue their studies in a
higher education program where the other students also did well in the exit
exams. At most 60 percent of the effect on earnings can be explained by
these differences in education.
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The Composition Effect of Age in the Distribution
of Wages Hours and Wealth

In this study, I examine how the age of a country’s population is reflected
in the distributions of wages, hours worked and wealth. The motivation for
the study is the empirical observation that older workers have, on average,
higher wages and more wealth than young workers, but also more variability.
Most developed countries have grown much older and more unequal in terms
of wealth and income as the baby boom generation has progressed through
their lives and the subsequent cohorts have been much smaller. To what
extent is the observed increase in inequality a mechanical consequence of
the population consisting of older people?

Related to the empirical observation about older workers, many hetero-
geneous agent macroeconomic models do not model the age composition as
changing. Instead, it is either abstracted from with people living indefi-
nitely, or the age composition staying unchanged with a constant birth rate
and death rates. However, when the life cycle is an important cause of het-
erogeneity, the age composition of the agents in the model is an essential
determinant of the aggregate distributions. Let’s take a model of life cycle
savings as an example. An individual’s wealth varies systematically through
life, starting low at the beginning of working life, increasing through it until
the start of retirement, and then falling in retirement. A model economy
with equal shares of young and old will have lower mean wealth and higher
wealth variance than an economy with more old than young. It has been
claimed that an economic model should produce the same aggregate distri-
butions as what is observed in the real world to be considered for policy
analysis. However, if the distribution of wealth from a model such as the
model for life cycle saving matches the distribution in the real world data,
but the age compositions are different between the model and the real world
data it shouldn’t increase our confidence in the model being an accurate
description of reality and fit for policy analysis.

In this paper, I seek to answer the question: are the composition effects
of age large enough to be important. I analyze the distributions of wages,
hours worked and wealth in Germany, Italy, the United Kingdom, the United
States and Finland. I do this by taking the real world data and reweighting
the observations so that proportions of the different ages are the same i.e.
there are as much 30-year-olds as there are 40-year-olds. Then I compare the
distributions of wages, hours worked and wealth in the reweighted data to
the real world data. I find that the composition effect ranges from 0% to 7%
when measured by the maximum distance between cumulative distribution
functions. I find that the composition effect is different depending on which
country, which outcome (wages, hours worker or wealth) and which year is
in question. The changes in the composition effects over time commonly
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account for one fifth of the changes in the real world distributions. The
composition effects are greatest for the wealth distribution. Out of the
countries that I study, the composition effects are greatest in the United
States in the 1980’s and in Italy and Germany in 2010.

A limitation of the reweighting method that I use is, that it doesn’t
take into account the possibility that the age composition could affect the
mechanisms that produce the distributions observed in the real world data.
Take for example the case where there are few young workers. If the supply
of education doesn’t contract equally, then these workers are probably better
educated and hence have higher incomes than what would have been the case
if there were more young workers. Giving more weight to the young workers
will then result in a wage distribution that is higher than what the wage
distribution would have been should there have been more young workers in
the real world.

Recently there have been a few studies that have taken such dynamic
effects into account when considering the effect a populations age composi-
tion has on the wage distribution and they find that these dynamic effects
are quantitatively important. For example the changes in the wages of expe-
rienced workers relative to inexperienced workers in the United States from
1970 to 2010 are explained by the changes in their relative supply. The ma-
jority of previous studies, like this study, do not take these dynamic effects
into account. The evidence on the effects of aging on the distribution of
wages, employment and wealth are mixed and it is unclear whether the age
composition should be accounted for when results from economic models
are compared to real world distributions. My results indicate, that the age
composition is generally important only for the distribution of wealth, but
it can be an important factor in some specific features of the distributions,
such as the ratio of wages between men and women in Germany.

Dynamic wage setting without commitment

Firms tend to invest less than socially optimal when they anticipate that
workers will capture some of the profits by demanding a higher wage in
the future. We know that repeated interaction partly solves this underin-
vestment problem. By how much depends on what we assume about the
repeated interaction. In this study I consider how the possible consequences
from acting opportunistically influence how close to the social optimum is
it possible to get. Previous literature has assumed a specific consequence
from acting opportunistically. I show that not limiting the possible conse-
quences mitigates underinvestment, especially in industries where capital is
an important input to production and in industries with little market power
in the output market.

There seems to be heterogeneity in the relationships between firms and
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their workers across firms and across time. The degree of bargaining power
between a firm and a worker may vary because of firm-specific human capital,
capital intensity of production, competition in the product market, local
factors or employers or workers organizing. Do capital-intensive firms have
more reason to fear unionization? Does competition in the product market
affect union’s wage demands? Which characteristics are the most important
in determining the effect of unionization?

To answer these questions, I analyze a model of an industry that consists
of a labor union that sets wages and a continuum of firms that choose to
invest in capital and hire workers. The firms invest first, and then the union
sets the wage, which gives rise to hold-up. High investments are not pos-
sible because, in response, the union is tempted to set a high wage, which
would make the investment unprofitable. When the interaction repeats, the
union can be punished in the future for yielding to the temptation of raising
wages. I study how the available punishment affects the achievable levels
of investment. I find that the assumptions about the available punishments
made in the previous literature overestimate the hold-up problem signifi-
cantly in industries with high capital share and little market power in the
output market.

Casual observations reveal that there are cases such as the big Ameri-
can automakers or American Airlines that claim that their unionized work-
force can capture an unsustainable share of the productivity of the capital
and thus investment is depressed. In contrast, the German automakers or
Southwest Airlines lack similar problems with their unionized workforce.
Moderate wage expectations can sustain high levels of investment, and cor-
respondingly high wage expectations result in low levels of investment. The
possibility of multiple equilibria is a potential explanation of why superfi-
cially similar firms differ in their outcomes.

Previous literature has found it challenging to identify the effects that
are caused by unionization. This challenge is due to unionized firms being
different in unobservable ways from non-unionized firms. The studies find
economically significant effects of unionization, but the observed differences
could be caused by the existing unobserved differences between the firms.
There is a long history of studying the effects on unionization with theo-
retical models. These models have evolved to include important features
such as repeated interaction and investment choice, but have specified the
punishment from acting opportunistically rather than having it emerge from
the model.

From the folk theorem of repeated games, we know that cooperation to
achieve the best possible outcome can be sustained as long as the punishment
from deviating from what is expected is bad enough. Therefore, specifying
the punishment of deviating fixes also the level of possible cooperation that
can be sustained. To be consistent, the punishment for deviating from what
is expected should emerge from the model. Previous studies have assumed
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generally that the punishment from deviating from expectations is not the
worst possible punishment and hence that labor unions are unable to resist
the temptation to demand higher wages in response to investment.

In indefinitely repeating interaction, finding the worst possible punish-
ment for deviating from cooperation is challenging. At each stage of the
interaction, the actions of the union and firms are potentially affected by all
the previous actions, which means that the size of the problem to be solved
grows exponentially. This makes the problem unsolvable for the actions, but
it can be solved by transforming the problem to a recursive representation
and solving it for values to the union.

I use a model setting from previous studies, but consider a model with
a continuum of firms instead of one firm. Replacing the single firm with
a continuum of firms is loosely based on the Nordic labor market set-up.
In the Nordic countries, labor unions are typically national and represent
either the workers of an industry or a group of professions that can work in
multiple industries. The labor unions bargain with employer organizations
at the industry level or with individual firms. Whether the employer side
is organized or not, the individual firms make decisions about investments
and hiring independently.

My contribution is to show how the effect of unionization is affected
by the possible punishments for deviations from what is expected. I show
that the way the punishments have been restricted in the previous stud-
ies increases underinvestment and that the magnitude depends on industry
characteristics. My second contribution is showing how much the effect of
unionization is affected by the available punishments for deviations. I mea-
sure the effect of unionization by the differences in utility of the consumers
for the industry’s output. The difference in the effect of unionization is
the greatest in capital-intensive industries and in industries whose output
market is perfectly competitive. Hence restricting the punishments for devi-
ations tends to overestimate the effect of unionization in the settings where
unionization is typically feared the most: capital-intensive industries whose
output is a commodity.

8



2 Author’s Contribution

The long shadow of high stakes exams

Björk developed the idea. Karhunen obtained the data. Björk conducted the
empirical analysis. Björk drafted the paper. Björk edited the manuscript
with input from Karhunen.

The Composition Effect of Age in the Distribution of Wages Hours
and Wealth

Single authored

Dynamic wage setting without commitment

Single authored
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Abstract

We estimate the effect of receiving a higher grade on a high school
exit exam on labor market and education outcomes. Identification
comes from comparing students on different sides of grade cutoffs. Be-
ing above a cutoff in an exam leads to (i) an increase in quality of ed-
ucation but no change in years of schooling, (ii) an increase in yearly
earnings that peaks between 1 and 5% at age 48, but no change in
employment. Better education opportunities explain at most 60% of
the increase in earnings.
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1 Introduction

Many countries have an educational system where access to higher educa-
tion is rationed based on performance in upper-secondary education. In the
United States nationwide standardized tests SAT and ACT are used in de-
termining access joint with high school grade point average (GPA) and other
factors. The benefit of using tests in determining access to higher education
is that they are more objective than other measures such as the GPA or an
admission letter and typically the results of such tests are difficult to ma-
nipulate. The downside to tests is that the results might have more random
variation. Testing for attributes that cause success in or high returns from
higher education can be difficult.

We study the exit exams of Finnish secondary education track that pre-
pares students for post-secondary studies (from now on high school) to learn
about the effect of success in a high stakes test on labor market outcomes
through the life-cycle. The specific exams that we study are scored on a
relatively fine scale with integers from zero to 300. Information about the
performance in the exams is released as six possible grades for each exam.
The grades are determined by cutoffs that are set after the scoring. During
our sample period Finnish higher education programs grant access based on
their own entry exams (60% weight on average) and the national high school
exit exams (40%). We use a regression discontinuity design and compare ed-
ucation and labor market outcomes of similarly skilled students just below
and above grade cutoffs. This allows us to identify the effect of the grade
independent of the skill of the student.

We study the population of Finnish high school exit exam takers from
1982 to 2014 (n ∼ 1 million). We use administrative data on the scores and
grades from English as a second language (starting at age 9) and Swedish as
a third language (starting at age 12) exams. We use these language exams
because they are scored on a much finer scale than other exams. With the
finer scale the grade cutoffs are sufficiently far apart that we are able to
control for the correlation between the score and our outcomes of interest on
both sides of the cutoffs separately. Also the scoring has remained constant
for the language exams for our sample period where as other tests have seen
changes in the range of scores. Most exit exam takers take both language
exams which brings the total number of exams we study to ∼ 2 million.
Some students repeat the exams and students from the Swedish speaking
minority (6% of the population) typically take only the English exam. We
include the repeaters and the Swedish speaking minority for a total of ∼ 2.2
million exams. The data on education, employment and earnings outcomes
come from registries.

Our main finding is that the effect of crossing a grade cutoff on earnings
is increasing in age. The impact of being above a cutoff on yearly earnings
is between e-80 and e0 or between -1 and 0% of the mean at age 20. Ten
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years after the exam the effect is between e-150 and e150 (-0.5 and 0.5%).
The effect reaches its maximum at age 48 between e600 and e1900 (1.5 and
4.5%). This effect is robust to the choice of bandwidth, functional form and
the cohorts we include in the analysis.

Since the exit exam grades are used in determining access to post-secondary
education, the most obvious mechanism how better high school grades cause
higher earnings is through education. However there is hardly a change in the
quantity of education at the cutoff: scoring above it increases schooling by
between 4 and 18 days. We do find support for an increase in the selectivity
of education at the cutoff. We measure the selectivity of an post-secondary
education program (subject-institution pair) by the exit exam results of its
students, which we anchor to earnings. Crossing a cutoff increases the mean
of the anchored exit exam results in students post-secondary education pro-
gram by 0.1%. Median earnings at a student’s post-secondary program is
due to both the earnings potential of the admitted students and the value
of the education. Because students are positively selected to education, the
effect of the cutoff on the median earnings of the post-secondary program
gives an upper bound on the effect of the cutoff on earnings that works
through education. The median earnings of a student’s education program
jump at the cutoff. The effect is increasing in age similarly to the effect on
student’s own earnings. The effect on program’s median earnings is 60% of
the effect on student’s own earnings. Releasing the information about a stu-
dents exit exam performance in such coarse grades introduces randomness
in the students later life outcomes that is magnified rather than attenuated
as time passes. Releasing the information on a finer scale, for example as a
percentile, could decrease the randomness in the exit exam outcomes and as
a consequence decrease retaking.

Previous studies (Ebenstein, Lavy, and Roth 2016; Canaan and Mouganie
2018; Tyler, Murnane, and Willett 2000) have shown that success in a test at
the end of upper secondary education has large positive effects on earnings in
the first ten year period after the test, but we don’t know about longer term
outcomes. Studying longer term outcomes in conjunction with short term
outcomes can help us differentiate between proposed ways in which success
at the test can affect later life outcomes. The hypothesis that a test pro-
duces information about productivity that is rewarded in the labor market
is consistent with larger positive effects from success in the test soon after
the test, which diminish with age as the true productivity of the student is
learned. Small or even negative effects soon after the test and increasing
effects later would be consistent with the hypothesis that success in the test
increases access to human capital building education. Our contribution is to
study labor market outcomes up to thirty years after the test and to bound
the share of the effect explained by the increase in education opportunities
afforded by higher grades.

Tyler, Murnane, and Willett (2000) consider the GED in the US, which
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is an alternative to a high school certification for drop outs. They use be-
tween state variation in passing standards to identify the effect of being
GED certified, controlling for selection into the GED. They find that wages
for whites are 10 to 20% higher 5 years after the test, but they find no effect
for minority students.

Our paper is closely related to three recent papers. Tan (2022) uses
the same identification method as we to study the effect of letter grades in
university on labor market outcomes. Ebenstein, Lavy, and Roth (2016)
and Canaan and Mouganie (2018) study the causal effect of high school exit
exams on labor market outcomes using random variation in the results of the
exam to disentangle the effect of the success in the exam from the underlying
ability.

Tan (2022) studies the effect of success in the courses of the National
University of Singapore on wages six months after graduation. He compares
students just under and above a grade cutoff to identify the causal effect of
success. He finds that getting a higher letter grade in a university course
increases earnings by 1.4%. Some of the effect on wages is caused by students
choosing more demanding courses and performing better in their chosen
courses if they scored above the grade cutoff on a course.

Ebenstein, Lavy, and Roth (2016) study the effect of success in high
school exit exams in Israel using random variation in exam performance
coming from sandstorms. They find large positive effects from success in
the exit exam on education and earnings ten years after the exam. This
effect is increasing in skill, which is consistent with their posited mechanism
of success in the exit exam granting access to competitive education. They
find that a one standard deviation increase in the score of the exit exam
causes a 13% increase in earnings at age 30.

Canaan and Mouganie (2018) study the effect of marginally passing the
French high school exit exams, which rests on the same assumption that we
make i.e. that unobserved heterogeneity is continuous across the cutoff and
hence controlled by the running variable. Contrary to us, they have manip-
ulation across the cutoff and hence cannot use the data close to the cutoffs
that would be most informative without manipulation. They look at short
run effects of the pass/fail cutoff and find that crossing the cutoff increases
the quality of post secondary education and raises self reported monthly
earnings by 12% 10 years after the exam. They attribute the increase in
wages to an increase in the quality of post-secondary education.

2 Institutional Setup

2.1 Upper Secondary Education in Finland

The upper secondary education in Finland is divided to academic (lukio)
and vocational (ammattikoulu) tracks. This paper concerns the academic
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Figure 1: High school graduates by year of birth

track of upper secondary education, which we call high school from now on
to save space. In recent years roughly half of the cohort has attended high
school and half the vocational track. The vocational track prepares students
for professions such as hair dresser or builder and most students do not
continue their studies further.

High school prepares students for studies in higher education. The dura-
tion of high school was fixed to three years until 1994. Since then, students
have been able to choose to finish it in two to four years. 80% of students
who started in autumn of 2012 had finished by the end of 2015 (Loukkola
2017). There is a set of core courses that are compulsory to all students
and in addition students get to choose from optional courses. The subjects
include natural and social sciences, mathematics, arts and languages. One
course includes 38 hours of instruction in addition to self study. Graduating
high school requires passing exit exams (ylioppilaskirjoitukset) in addition to
passing the core courses and 75 courses in total. At high school graduation
students receive a Matriculation Examination Certificate with a grade for
each of the passed exit exams and a high school diploma, which has an inte-
ger grade point average and the number of courses for each of the subjects
the student studied. Fig. 1 shows that the number of high school graduates
and their share of the cohort has more than doubled from birth year 1950 to
1990.
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2.2 Exit Exams

High school exit exams are held twice a year. The exams in March are
ten times more popular than the ones in September. The popularity of the
March exams is explained by the timing of application to higher education.

Each subject has its own exam. The available subjects are native lan-
guage (either Finnish or Swedish), science (the students choose which ques-
tions to answer from any of the humanities and natural sciences that are
thought in high school), basic and advanced mathematics and foreign lan-
guages on two proficiency levels, A and B. In principle level A exam is for
the first foreign language started at age 9 and level B for the second for-
eign language started at age 12. Until 2005 the required exit exams were
either science or basic or advanced mathematics, native language, two for-
eign languages in total, at least one at A-level and including the other official
language (Swedish for native Finnish speakers and vice versa). From 2005
the compulsory exams have been native language and three out of science,
mathematics and languages.

The exams are prepared by the Matriculation Exam Board. Each subject
is a separate exam and it’s administered on the same day across the country.
The exams are scored centrally by the Matriculation Exam Board’s assistants
who are usually either high school teachers or post-secondary educators of the
subject of the exam. The answer sheets that the assistants receive contain
the students name, her school, her answers and a preliminary score by the
students own teacher. The assistants are not allowed to score students whom
they know, for example students from the same high school, relatives etc.
The scores range between 0-60 in mathematics and science and between 0-300
in foreign languages. After the scores are set the Matriculation Exam Board
sets the grade cutoffs. Before 1996 six grades were used. Since 1996 the top
grade was split to two grades so that the total number of grades increased
to seven.1 Fig. 2 illustrates how the distribution of scores is discretized to
grades in the English exam in an arbitrary year (1990).

In principle the scores are mapped to grades "on a curve": the best grade
is awarded to the top 5%, the next to the following 15%, 20% 24%, 20%, 11%
and 5% fail the exam. The share of grades is adjusted from this baseline to
make the grades comparable over time and between subjects. For example
the September exams have a lower grade distribution than March exams
because they have relatively more repeaters.

After a student has received her grades she can apply for a rescoring of
the exam. The rescoring can only increase the students score. There is a
rescoring fee of e50, which is waived in the case the rescoring results in a
higher score. Our data on the scores comes from after the rescoring so in
principle there could be selection across the grade cutoffs. In 2015 there were

1Known in Finland by their Latin abbreviations from highest to lowest L, E, M, C, B,
A and I
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Figure 2: Scores and grades for the English exam in the spring of year 1990
Notes: The figure illustrates the distribution of scores and grades. The dashed vertical
lines are the grade cutoffs.

only 470 rescoring application, which is 0.2% of all exams. In 2018 rescoring
resulted in a change in the score one times out of four. Based on this we
argue that selection is not a problem in practice.

After passing the required exams the student receives a Matriculation
Examination Certificate. The certificate lists the passed exams together
with their grades.

2.3 Post-secondary education in Finland

Access to post-secondary education is based partly on the grades from high
school exit exams. Our prior is that this is the main channel through which
success in the exam affects future labor market outcomes. Next we describe
how entry to post-secondary education works in Finland.

Higher education in Finland is publicly provided. It is divided to univer-
sities of applied science (Ammattikorkeakoulu in Finnish and from now on
applied college) and universities. Applied colleges mostly grant bachelor’s
degrees in professions such as software engineering and nursing. Students en-
ter from high schools or the vocational track of upper secondary education.
Universities enter students only from high schools and grant bachelor’s and
master’s degrees and doctorates. Most students exit with a master’s degree.

Application to higher education is not centrally organized. Instead, pro-
grams (i.e. disciplines within a specific institution, say University of Helsinki
Department of Law) choose who to admit. Most programs admit students
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in June and July each year.
Almost all programs hold entry exams. The material that is tested in

the exam is typically unique to the program. Usually programs admit half
of their students based jointly on the high school exit exam and the entry
exam and half based only on the entry exam. Some of the less popular pro-
grams admit students based only on the high school exit exams. (Moisio and
Vuorinen 2016) have estimated that the weight of the high school exit exam
is 40% on average. There are private prep courses for the most competitive
entry exams. 20% of the applicants to universities (9% for applied colleges)
attend a preparatory course. (Moisio and Vuorinen 2016). In 2018 entry to
post-secondary education was reformed to give much more weight to the high
school exit exam grades. Our data comes from the time before the reform.

2.3.1 Example: Entry to law school at University of Helsinki

For a concrete example on how entry into higher education works, we’ll detail
the case for the law school at University of Helsinki. Applications have to
be submitted in a two week period in mid March, when the high school exit
exams are held as well. If the students wait until the last day to apply, they
have taken all the exit exams, but do not have the initial results from them.
The required reading for the entry exam is published two weeks before the
application period starts. The applicants have two and a half months to
study the reading before the entry exam. Half of all law school applicants
attend a prep course (Moisio and Vuorinen 2016), which is probably a lower
bound on the share for the law school at University of Helsinki, since entry
to it is the most competitive.

The entry exam is scored from 0 to 50 and the best four exit exams award
between 0 and 8 points for a maximum of 32 points from exit exams.2 The
higher English exam awards between 2 to 8 points for grades 2 to 7 and the
lower Swedish exam awards between 1 to 5 points for grades 3 to 7. First
hundred slots are awarded based on the joint score from the entry and exit
exams. In 2016 the joint entry cutoff was 60 points. Last hundred slots
are awarded based on the entry exam alone with a cutoff of 41 in 2016. So
being just below a grade cutoff affected your entry if you were the marginal
applicant in the joint entry criteria and would not be admitted based on only
the entry exam. This would be the case if your joint score was 60 and you
scored less than 41 in the entry exam.

2Higher level math, Finnish, Science and higher level foreign languages award 8,6,5,4,3,2
points for the grades 7-2 and lower level math and languages award 5,4,3,2,1 for the grades
7-3.

18



Table 1: Summary Statistics

Grade Fail 1 2 3 4 5 6 Pooled

Students (1000’s) 1050
English (1000’s) 48 139 247 284 247 207 38 1210
Swedish (1000’s) 50 119 196 221 182 153 24 945
Mean Score 116 153 185 215 241 265 278 212
Std Score (22) (18) (18) (16) (14) (13) (8) (45)

Notes: The first three rows report the sample sizes for students, English exams and
Swedish exams respectively. The final two rows show the mean and the standard devia-
tion of the scores. The columns are the seven possible grades that a student can receive
from the exam and the final column reports the summary statistics when the data is
pooled over the grades.

3 Data and Sample Selection

3.1 Data on exit exams

This study is built on administrative data set of the population of high school
students who sign up for high school exit exams in Finland. The summary
statistics of the exit exam data are detailed in Table 1. The examinations
registry is administrated by the Matriculation Examination Board (MEB)
and an electric registry contains all candidates starting from the March 1967
period. Due the old erroneous saving procedure, the exam information is
missing from the 1969 March exams, foreign language exams prior to 1981
and the 1990 exams for mathematics and native Finnish. The MEB registry
has information on all exams a students takes (including repeats), when and
where the exams were administered, the scores and the final grades from the
exams.

We concentrate on the foreign language exams because they have approx-
imately 200 unique values for the score (compared to 60 for the other exams),
which makes it possible to control for the running variable and specifically
English and Swedish because the sample sizes are orders of magnitude larger
than for other foreign language exams. The other exams with large sample
sizes: Finnish, mathematics and humanities & science are limited by not
having as many unique scores. Furthermore, the humanities & science exam
was split to individual subject exams and the Finnish exam changed from
two essay writing exams to having both reading comprehension and writ-
ing with a new scoring system during our sample. The unique institutional
details of the Finnish exam make manipulation of the score possible.
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3.2 Outcome variables

Our outcome variables are from different full-population registry data sets
administrated by the Statistics Finland. We link variables to the exam data
from the Register of Completed Education and Degrees from Finnish insti-
tutions (field, institution, level and date of the degree) and from the Lon-
gitudinal Employment Statistics Files from 1987 to 2015 (unemployment,
employment, annual labor earnings, business income)

We want our earnings measure to capture the earnings that are generated
from labor. Because of this we sum annual labor earnings and business
income together. The labor earnings are earnings that are paid to salaried
and hourly workers. Business income is income that small business owners
(such as a plumber working as an independent contractor) earn on their
labor. Because of tax incentives some labor earnings get shifted to capital
income. We do not include capital income in our earnings variable because
we don’t know how much of capital income is actually labor earnings and
because including capital income in our earnings measure makes it very noisy.
We report means of outcome variables together with the results.

4 Identification

4.1 Identification Strategy

Our research question is what is the effect of getting a better grade in the
high school exit exam on education and labor market outcomes? Our iden-
tification strategy is regression discontinuity design: we check whether the
grade cutoffs are associated with discontinuous jumps in the outcome vari-
able. If the unobserved characteristics change smoothly over the cutoff, they
are captured by the running variable and a jump in the outcome variable at
the cutoff is due to the cutoff.

We estimate a regression pooled over
subjects s ∈ {English, Swedish}, cutoffs c ∈ {5, 16, 36, 60, 80, 95th pctl} and
dates t ∈ {Mar 1982, Sep 1982,Mar 1983, ..., Sep 2013}:

ỹs,c,t,a,i = βaDi + f(distances,c,i)σ
below
s,c,a +Dif(distances,c,i)σ

above
s,c,a + εa,i (1)

Where ỹs,c,t,a,i is the difference of the outcome of interest at age a with
the mean of the outcome for the subject, cutoff, date and age bin ỹs,c,t,a,i =
ys,c,t,a,i − ȳs,c,t,a,i, D is a dummy which takes the value 1 if the observation
is above the cutoff and 0 otherwise and f is a function of the distance to the
closest cutoff estimated separately for both sides of the cutoff and separately
for each subject and cutoff pair, but pooling over exam years. σ’s are the pa-
rameters for the function f estimated separately for each side of the cutoffs.3

3As a robustness check we estimate the polynomials separately for each exam period.
Our results are not affected.
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βa is the effect of crossing the cutoff from a lower grade to a higher grade,
which we identify from within subject, cutoff and year variation in outcomes
across the cutoffs that is not explained by the function of the distance to the
cutoff. We use a triangular kernel to give the observations closest to the cut-
offs most weight. Because we have two observations for most individuals we
cluster the standard errors at the student level. We do not cluster standard
errors by the discrete values of the running variable (score) because Kolesár
and Rothe (2018) shows with simulations that clustering is unreliable when
there are only few unique values of the running variable on both sides of the
cutoff.

Because our running variable (the distance to closest grade cutoff) takes
only 20 unique values we are unable to use nonparametric rdd à la Cattaneo,
Idrobo, and Titiunik (2017). We have to specify a functional form for f and
choose a bandwidth. Our preferred f is linear, because the estimates are
more precise, but we consider also a quadratic function in the robustness
analysis in Appendix E, but no higher order polynomials because of argu-
ments by Gelman and Imbens (2017). We evaluate the fit of f by running
the same regression for dummy cutoffs. Dummy cutoffs are the mid-points
between actual grade cutoffs. For example in the Swedish exam in year 1990
the second grade was awarded to the scores ranging from 152 to 183 so we
place the placebo cutoff at 167.5. If we manage to control for the effect of the
running variable with our f function, the parameter estimates for the effect
of the placebo cutoffs should be zero. If they are non-zero this is evidence for
the functional form assumption affecting our results. We report the results
of the placebo regressions with our main results.

Similarly to the functional form, we have to also specify the estimation
bandwidth. Because of this we report our results with varying bandwidths
in Appendix D. Our preferred bandwidth is ten, which is the widest possi-
ble bandwidth without any observations having to be left out because they
are closer to other cutoffs. Our parameter estimates are stable around our
preferred bandwidth and the estimates on the placebo cutoffs are not signif-
icantly different from zero in general.

4.2 Validity of the identification strategy

Our running variable of the exam score is ordinal data (we know that a
score of 11 is more than a score of 10, but not that it is 10% greater), but
we need to treat it as interval data to get identification. Since we don’t
have data arbitrarily close to the cutoffs we have to use data away from
the cutoff and extrapolate from it to the cutoff. We do this by estimating
a polynomial for the distance to the cutoff separately on both sides of the
cutoff. Extrapolating to the cutoff then requires that the distance between
points away from the cutoff is the same as the distance between points across
the cutoff. This assumption would be violated for example in the case where
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Figure 3: Distribution of the score
Notes: The figure plots the histogram of the distribution of our running variable, the
score. To construct the figure we classify each observation (a result from an exam) to
its closest grade cutoff and normalize the score with the value of the grade cutoff. For
example in the English exam in year 1990 the first cutoff was at 151.5 and the second
at 184.5. Hence if a student would score 160 we would classify her as being closest to
cutoff 1 and her normalized distance would be 8.5. A student with the score 180 would
be classified as being closest to cutoff 2 with a normalized score of -4.5. We pool the
normalized scores over years and subjects to produce the histogram for each cutoff.

the score could take any other value except the score just below the cutoff.
Then the jump in the score to the adjacent one would be two points when
jumping over the cutoff and one point otherwise.

Fig. 3 plots the distribution of the score around each cutoff pooled over
subjects and years. We can see from the plots that the middle cutoffs have
the most mass. The smoothness of the density of the score across cutoffs
suggests that the distance between any adjacent scores is comparable over
the cutoff and away from it. From now on we refer to a specific grade cutoff
by its stated percentile location even though the precise location can vary
slightly from year to year. For example, we call the cutoff that divides
the grades 0 and 1 the 5th percentile cutoff regardless of the cutoffs exact
percentile location in a given exam.

We have a strong prior that manipulation of the score that could make
unobservable covariates jump at the cutoff is unlikely because the exams are
scored before the grade cutoffs are set and the grade cutoffs vary from year
to year as we can see from Fig. 4, which plots the grade bands for English.

We check the smoothness of the distributions in Fig. 3 statistically with
the test of Frandsen (2017) (with k=0), which essentially checks that the
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Figure 4: English exam grade cutoffs
Notes: The figure plots the grade cutoffs over time. We identify the cutoffs from the data
by first classifying each score in an exam to a grade which is most frequent. For example
in the English exam in year 1990 there were 36 observations with the score 151. 33 of the
36 got the grade 0 and 3 got the grade 1 so we classify the score 151 to grade 0. After
completing this classification we set the cutoffs between the highest score that is classified
as the smaller grade and the lowest score that is classified as the higher grade. Continuing
with the English exam in 1990, the highest score classified to grade 0 is 151 and the lowest
score classified to grade 1 is 152 so we set the cutoff between grades 0 and 1 to 151.5.
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Table 2: No manipulation test

Cutoff pctl 5 16 36 60 80 95 Pooled

P-value 0.90 0.91 0.80 0.26 0.05 0.94 0.15
(0.91) (0.64) (0.60) (0.91) (0.45) (0.15) (0.30)

Notes: Results of the test Frandsen (2017) (with k=0) with the null hypothesis of no
manipulation of the normalized scores across the cutoffs (and placebos in parenthesis).
The first columns report the P-values across the individual cutoffs pooled over years and
subjects and the final column reports the P-value when we pool also across the cutoffs.

number of observations is consistent with the binomial distribution with
success probability of one third and number of trials the sum of the number
of observations just above the cutoff and adjacent points (at distances -0.5,0.5
and 1.5 to the closest cutoff).

The results for the test are in Table 2. It confirms our visual inspection
of the histograms that there is no manipulation of the score. We cannot
reject the null hypothesis that the distributions are smooth at the 5% level
over the individual cutoffs and when we pool all cutoffs together, except for
the cutoff at the 80th percentile. We do not have an explanation as to why
the distribution at the 80th percentile might not be continuous except by
chance. The distributions are smooth over placebo cutoffs as indicated by
the P-values in parenthesis.

A possible mechanism for manipulation are rescoring requests, which can
only results in an increase in the score. The requests are rare, 0.2% of all
exams and result in an increase in the score 25% of the time. We would
expect to see the rescoring affecting the score most around the pass/fail
cutoff, but this is not born out in the data: the distribution across the
pass/fail cutoff is smooth.

We do not use covariates in our regressions, but here we check for jumps
in them, because jumps would hint that there is possible manipulation at the
cutoffs. We run regression Eq. (1) with each covariate as an outcome variable
in turn. The covariates we consider are age of the student, her gender and
having college educated parents. The results of the regressions are reported
in Table 3.

The means of the covariates are reported in the row that starts with the
underlined name of the covariate in Table 3. The mean age for taking an
exam is 18 years 9 months and 23 days. 59% of the students are women.
16% of their mothers and 22% of the fathers are college educated.

When we pool the cutoffs together the share of college educated fathers
jumps between 0 to 0.8% at the cutoff, but there are no other significant
jumps in the covariates. The jump in college educated fathers is greatest at
the first two cutoffs. There is also one statistically significant jump in the
covariates at the placebo cutoffs. The age of the students decreases between
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Table 3: Covariate balance

Cutoff %ile 5 16 36 60 80 95 Pooled

Age (Years) 18.98 18.89 18.82 18.78 18.77 18.77 18.81

Estimate 0.01 0.00 -0.00 0.00 -0.00 0.00 0.00
(0.01) (0.01) (0.00) (0.00) (0.00) (0.01) (0.00)

Placebo 0.00 -0.01 -0.00 -0.00 0.00 -0.00 -0.00
(0.01) (0.00) (0.00) (0.00) (0.00) (0.01) (0.00)

Woman (%p.) 53.53 55.25 57.55 60.39 62.66 60.55 59.18

Estimate 0.91 -0.61 -0.49 -0.26 0.60 -0.09 -0.08
(0.91) (0.55) (0.44) (0.41) (0.41) (0.76) (0.21)

Placebo -0.26 0.33 -0.23 -0.53 -0.30 -1.26 -0.25
(0.66) (0.48) (0.42) (0.41) (0.44) (1.19) (0.20)

M. College (%p.) 6.98 8.94 11.76 15.67 20.65 31.05 15.60

Estimate 0.76 -0.05 -0.36 0.33 -0.31 0.56 0.00
(0.47) (0.31) (0.28) (0.30) (0.34) (0.75) (0.15)

Placebo -0.04 0.44 -0.17 0.18 -0.16 1.20 0.08
(0.36) (0.29) (0.29) (0.32) (0.40) (1.23) (0.15)

F. College (%p.) 11.24 13.83 17.43 22.15 27.94 37.32 21.73

Estimate 1.11 0.78 0.29 0.47 0.22 0.37 0.44
(0.59) (0.38) (0.34) (0.34) (0.38) (0.78) (0.17)

Placebo 0.12 -0.03 -0.15 0.31 0.23 0.08 0.09
(0.44) (0.35) (0.34) (0.36) (0.43) (1.26) (0.17)

Notes: The five rows for each covariate report the mean, the effect of being above the cutoffs
on the covariate (with its standard error in parenthesis) and the effect of placebo cutoffs. We
run the regressions separately for each cutoff, where we pool over years and subjects. The
results of these regressions are reported in the first six columns. In the last column we pool
all cutoffs together.
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zero and 6 days at the second cutoff.

5 Results on high school outcomes

The cutoffs affect mechanically the grades that the student receives from the
exam. In the case where the student was on the margin of graduating from
high school, failing to pass an exam can lead to postponing graduating or
failing to graduate all together. In addition to the mechanical effect, the
cutoffs can affect students choices to repeat the exams.

We consider the effect of crossing a cutoff on the grade the student gets
from the exam, the probability of repeating the exam, the final grade the
student gets after possibly repeating the exam and the probability of grad-
uating from high school by age 30. Because students have a maximum of 2
years to repeat their exams, we drop the last two years of observations when
considering the effect of cutoffs on final grades and repeating. Table 4 shows
the effect of crossing a cutoff on the highs school outcomes. The row "Es-
timate" is the parameter estimate on the cutoff ("Placebo" on the placebo
cutoff) dummy with its standard error below in parenthesis. The first row
of each underlined outcome reports the mean of the outcome. The columns
report the effect of crossing the individual cutoffs and the effect when we
pool all cutoffs together.

The grade cutoffs determine the grade that the student receives from the
exit exam almost always. The average difference in the grade across all grade
cutoffs is 0.97. Crossing the pass / fail cutoff increases the grade by 0.91,
which means that 10% of the students who score just below the cutoff still
receive a passing grade. This could be due to extra points being awarded
after the scoring for medical conditions and other adverse circumstances.
Unsurprisingly the placebo cutoffs that are in the middle of the grades don’t
affect the grades.

The average effect of all grade cutoffs on the final grade of the student is
0.79. Not surprisingly the effect of the cutoff on the final grade is especially
low (0.25) at the pass / fail cutoff. The effect on the final grade is smaller
than the effect on the grade from the exam because students below the cutoff
repeat the exam more often (especially when they fail the exam) and when
they do repeat, they improve their grade more often than students above
the cutoff. 12% of all students repeat the exam. The probability to repeat
is distributed unequally on different sides of the cutoff as crossing the cutoff
reduces the probability to repeat the exam by 16% points. Even though
clearing the higher cutoffs does not affect graduation from high school, stu-
dents choose to repeat the exam to improve their final grade. The decrease
in the probability of repeating as a share of the mean probability around the
cutoff is increasing in the cutoffs. This means that the higher the cutoff, the
more the repeating is concentrated to students who scored below the cutoff
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Table 4: High school outcomes

Cutoff Percentile 5 16 36 60 80 95 Pooled

Grade 0.60 1.55 2.53 3.51 4.48 5.40 3.21

Estimate 0.91 0.97 0.98 0.98 0.98 0.96 0.97
(0.00) (0.00) (0.00) (0.00) (0.00) (0.00) (0.00)

Placebo 0.00 0.00 0.00 0.00 -0.00 -0.00 -0.00
(0.00) (0.00) (0.00) (0.00) (0.00) (0.00) (0.00)

Final Grade 0.92 1.63 2.61 3.59 4.53 5.44 3.29

Estimate 0.25 0.82 0.81 0.81 0.86 0.86 0.79
(0.01) (0.00) (0.00) (0.00) (0.00) (0.00) (0.00)

Placebo 0.00 -0.00 -0.00 -0.00 0.00 -0.00 -0.00
(0.00) (0.00) (0.00) (0.00) (0.00) (0.00) (0.00)

Repeated 0.33 0.11 0.12 0.12 0.09 0.08 0.12

Estimate -0.51 -0.09 -0.12 -0.13 -0.15 -0.17 -0.16
(0.01) (0.00) (0.00) (0.00) (0.00) (0.00) (0.00)

Placebo 0.00 -0.00 -0.00 -0.00 0.00 0.00 -0.00
(0.00) (0.00) (0.00) (0.00) (0.00) (0.00) (0.00)

Graduated 0.83 0.97 0.98 0.99 0.99 0.99 0.97

Estimate 0.12 0.00 -0.00 0.00 -0.00 0.00 0.01
(0.01) (0.00) (0.00) (0.00) (0.00) (0.00) (0.00)

Placebo 0.00 -0.00 -0.00 -0.00 -0.00 -0.00 -0.00
(0.00) (0.00) (0.00) (0.00) (0.00) (0.00) (0.00)

Notes: The five rows for each outcome report the mean of the outcome, the effect of being
above the cutoff on the outcome (with its standard error in parenthesis) and the effect of
placebo cutoffs. We run the regressions separately for each cutoff, where we pool over years
and subjects. The results of these regressions are reported in the first six columns. In the last
column we report results were we pool all cutoffs together.
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than above.
When deciding whether to repeat or not the students weight the oppor-

tunity cost of repeating an exam against the probability of succeeding in
getting a higher grade and the benefit the higher grade gives. The cutoffs
create discrete jumps in the probability of increasing the grade and possibly
in the opportunity cost of repeating an exam as well. The probability of
getting a higher grade by repeating an exam is higher just below the cutoff
than just above because below even a small improvement in the score will
result in the higher grade where as above the improvement has to equal at
least one total grade. The opportunity cost of repeating the exam could be
higher above the cutoff for example because a higher grade increases post-
secondary education opportunities. The time spent preparing for repeating
an exam could be spent more productively studying above the cutoff than
below it. Because of the jump in the probability and possibly in the oppor-
tunity cost, at a minimum the cutoffs affect the composition of the repeaters
and plausibly also the aggregate repeating when compared to the alternative
of releasing the information at the level of the scores.

In spite of almost everyone below the pass/fail cutoff repeating the exam,
passing the cutoff still has a sizable effect on graduating from high school.
The average effect of an cutoff on graduating high school is 1 percentage
point. As expected the effect is driven completely by the lowest cutoff which
increase the probability of graduating form high school by 10 to 14 percentage
points.

6 Results on education outcomes

From the previous section on the effect of the cutoffs on high school outcomes
we learned that the cutoffs affect the grades that students graduate with
from high school. Because the grades are used in selecting students to post-
secondary education, crossing a cutoff could improve a students education
opportunities. Now we will find out how education outcomes are affected by
the cutoffs.

The first five rows of Table 5 report the effect of the cutoffs on years
of schooling of the highest attained degree at age 30. We transform the
degrees to years of schooling in the following way: high school dropout = 9
years of schooling, high school degree = 12, vocational degree = 12, applied
degree = 15, bachelor’s degree = 15, master’s degree = 17, licentiate degree
= 19, PhD = 21. Years of schooling captures differences in the types of
degrees students get on different sides of the cutoff. For example attending
a university instead of an applied college. The mean years of schooling at
age 30 varies significantly with the results of the exit exam. Students closest
to the 5th percentile cutoff have on average 13 years of schooling where as
students closest to the 95th percentile have 15 years of schooling. The average
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over all cutoffs is 14.1 years. Being above a cutoff has a small positive effect
on years of schooling. Years of schooling increases by 0.01 to 0.05 years or
from 4 to 18 days at the cutoff. To make the comparisons of the effect sizes
easier we report the point estimate as percent of the mean in the rows titled
"Relative effect". The effect of a cutoff on years of education is 0.2% of the
mean. The final two rows for each outcome report the estimated effect of
a placebo cutoff, which acts as a check on our functional form assumptions
for the running variable. The effect of the placebo cutoff should not be
significantly different from zero. This is true for the pooled sample, but not
for the lowest 5th percentile cutoff.

Crossing a cutoff can cause changes in students education over and be-
yond what is reflected in years of schooling, which only captures changes in
the type of degree. For example a student could attend a more selective in-
stitution or study a more desirable subject as a result of being above a cutoff,
which would not be reflected in years of schooling. Because better results in
high school exit exams afford more choices in post-secondary education, we
proxy the quality of an education program by the exit exam results of the
students who have graduated from the program. Since programs use also
entry exams to select students, differences in the exit exam results do not
capture the differences in the quality of the programs completely.

Because students can choose which exit exams they take, quantifying
success in the exams is not straight forward. We convert the exit exam
results to interval scale by anchoring them to mean earnings from ages 30
to 34. We regress the earnings on results from mathematics and Finnish as
native language exit exams and use the fitted values as the anchored exit
exam results for each student. We calculate the anchored exit exam value
for each education program by averaging over anchored exit exam results of
the students who have graduated from the program. Our outcome variable
is the anchored exit exam value of the highest attained education program at
age 30. A program is defined by institution and subject. For example if by
age 30 a student would have a bachelor’s degree in chemistry from Helsinki
University of Applied Sciences and a master’s in chemistry from University
of Helsinki the value of her outcome would be the mean of the anchored exit
exam results for students with a master’s in chemistry from University of
Helsinki. If a student hasn’t graduated from any program after taking the
high school exit exams, we code the observation as missing. Being above
or below a cutoff doesn’t change the exam results of other students, but
can potentially affect which program the student enters and graduates from,
thus affecting who her peers are. We explain the details of the anchoring in
Appendix B.

The anchored exit exam results of the program that students graduate
from is 28,000 euros on average. The average varies by cutoff from 27,000
euros at the 5th percentile cutoff to 30,000 euros at the 95th percentile. The
effect of a cutoff is quantitatively small, but precisely estimated. A cutoff
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causes a student to attend a program with 10 to 70 euros higher anchored
exit exam results on average, which is 0.15% of the mean. Hence a cutoff
has a larger effect on the quantity of education than the average exit exam
results of the program where the student graduated from. The estimates for
the placebo cutoffs are not significantly different from zero.

The last three education outcomes we consider are the types of degree
the student has attained by age 30. 20% of the students have a vocational
degree, 38% have a degree from an applied college and 24% have a university
degree. The share of university degree is strictly increasing in the closest
cutoff. Only 4% of the students closest to the bottom cutoff have a university
degree, where as half of the students who score closest to the top cutoff have
one. Share of vocational degree is decreasing in cutoff, with 29% of students
holding one closest to the bottom cutoff and 7% closest to the top cutoff.
Applied degrees are in the middle. The share peaks at 44% closest to the
third cutoff at the 36th percentile.

Crossing a cutoff causes a between 0.6 to 1.2 percentage point increase
in the probability of having an university degree at age 30, which is 4% of
the mean. The point estimate is positive for all cutoffs, but significant and
largest for the cutoffs from the 36th percentile to the 80th percentile. The
average effect of a cutoff on the probability of having an applied degrees
is between -0.4 and 0.1 percentage points. The bottom cutoff has a large
positive effect between 1.3 and 4.2 percentage points, the middle cutoffs have
small and insignificant effects and the top cutoff has a large negative effect
between -2.8 and -0.4 percentage points. This reflects the fact that applied
degrees are the first choices for the lower scoring students and the second
choices for the high scoring students. The over all effect of the cutoffs on
the probability of having a vocational degree is negative, between -0.4 and
-0.0 percentage points. The effect of the bottom cutoff is clearly positive
between 3.4 and 6.1 percentage points, which is surprising, since crossing
pass/fail cutoff has a positive effect on graduating from high school and
vocational education is commonly thought of as a substitute for high school.
The next three cutoffs on the other hand have a significant negative effect on
the probability of having a vocational degree with the highest two having an
insignificant negative effect. This means that for the lower scoring students
vocational education is a real alternative to their preferred education. Higher
scoring students attend vocational education rarely, but when they do it’s
more often their first choice.

Table 5 summarizes our results on education outcomes.
Based on these results on educational outcomes we would not expect to

find large effects on labor market outcomes, which we will turn to next.
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Table 5: Effect of cutoffs on education outcomes

Cutoff Percentile 5 16 36 60 80 95 Pooled

Years 13.00 13.41 13.82 14.26 14.70 15.01 14.10

Estimate 0.03 0.04 0.03 0.04 0.02 -0.00 0.03
(0.03) (0.02) (0.02) (0.02) (0.02) (0.04) (0.01)

Elasticity (%) 0.19 0.27 0.23 0.32 0.17 -0.03 0.23

Placebo 0.06 0.03 -0.01 0.03 -0.04 0.02 0.01
(0.02) (0.02) (0.02) (0.02) (0.02) (0.06) (0.01)

Peers (e) 26760 27112 27583 28203 28968 29850 28103

Estimate -22.96 -11.97 83.72 68.88 -0.06 69.14 42.52
(43.82) (33.07) (31.27) (33.31) (38.49) (76.51) (16.23)

Elasticity (%) -0.09 -0.04 0.30 0.24 -0.00 0.23 0.15

Placebo 26.13 13.09 10.19 27.80 -8.91 224.44 27.36
(36.68) (31.82) (32.21) (35.40) (43.55) (131.16) (16.37)

University (pp) 4.23 8.64 15.79 26.03 38.34 50.00 24.21

Estimate 0.40 0.11 0.66 1.35 0.94 1.17 0.91
(0.31) (0.28) (0.31) (0.35) (0.40) (0.76) (0.16)

Elasticity (%) 9.49 1.31 4.21 5.20 2.45 2.34 3.74

Placebo 0.34 0.38 0.16 0.62 -0.56 0.81 0.27
(0.29) (0.29) (0.33) (0.37) (0.44) (1.20) (0.16)

Applied (pp) 35.38 43.80 44.21 39.88 31.78 20.26 37.88

Estimate 2.77 0.28 -0.38 -0.41 -0.49 -1.61 -0.26
(0.73) (0.50) (0.42) (0.39) (0.38) (0.60) (0.19)

Elasticity (%) 7.83 0.63 -0.87 -1.02 -1.53 -7.94 -0.68

Placebo 0.99 0.13 -0.59 0.31 -0.09 -1.39 -0.10
(0.58) (0.45) (0.40) (0.38) (0.38) (0.80) (0.19)

Vocational (pp) 29.38 30.64 24.73 17.74 11.54 6.61 19.80

Estimate 4.71 -1.21 -1.04 -0.74 -0.34 -0.11 -0.36
(0.70) (0.47) (0.36) (0.30) (0.26) (0.37) (0.16)

Elasticity (%) 16.04 -3.95 -4.22 -4.15 -2.92 -1.61 -1.82

Placebo -0.23 -0.32 -0.12 -0.34 0.02 0.33 -0.18
(0.56) (0.41) (0.33) (0.28) (0.25) (0.50) (0.15)

Notes: The six rows for each outcome report the mean of the outcome, the effect of being above the
cutoff on the outcome (with its standard error in parenthesis), the pseudo elasticity of the effect i.e. the
effect divided by the mean in percent and the effect of placebo cutoffs. The first six columns report the
results for the separate regressions for each of the cutoffs and the last column reports the results where
we pool all cutoffs together. The first outcome is years of schooling. The second outcome captures
the exit exam success of the student’s peers in post-secondary education. We anchor the mathematics
and native Finnish exam results to earnings at age 35. We then calculate the mean of the anchored
exam results for each education program (institution times subject). The final three outcomes are the
probability (in percent) that the student has a particular degree. All outcomes are measured at age 30.
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7 Results on labor market outcomes

We have yearly data on earnings and months employed from years 1987 to
2015. We estimate the regression in Eq. (1) separately for each age. The
median effect of being above a cutoff on earnings is plotted in the first panel in
Fig. 5. The solid line is the parameter estimate on the dummy of being above
the cutoff. The shaded area is the 95% confidence interval of the estimate.
The dashed line is the parameter estimate of the effect of a placebo cutoff.
The placebo cutoffs are the midpoints of the grades and shouldn’t affect the
outcome if our chosen functional form is succeeding in capturing the effect
of the running variable on the outcome. plots our findings for the effect of
an cutoff on earnings pooled over cutoffs. The left panel plots the parameter
estimates and the right panel the parameter estimates as percent of the mean
earnings for the age. The effect of a cutoff on earnings is close to zero for age
20, but increases with age and peaks at age 48 between e600 and e1900.
Earnings increase significantly with age. The mean earnings for at age 20
are e5800 and e39,300 at age 50. So it is not surprising that the effect of
the cutoff in euros also increases with age. As we can see from the right
panel of Fig. 5, the effect of the cutoff as a percentage of the mean earnings
also increase in age. The effect is between -1 and 0% until age 28 and then
starts increasing and reaches between 1.5 and 4.5% of the mean at age 48.
Reassuringly the estimates for the placebo cutoffs are centered around zero
and do not show a similar increase as the actual cutoffs with age. However
none of the parameter estimates for the cutoffs are statistically significantly
different from the placebos at the 5% level.

Part of the effect of the cutoff on earnings is explained by the effect of
the cutoff on employment that we illustrate in Fig. 6. The cutoffs reduce
employment by between 0.05 and 0 months, or 1.5 days in a year before age
28. The effect is centered around zero from age 28 to age 43. The cutoffs
increase employment from age 43 onward between 0 to 0.1 months, or 3
days in a year. As a percentage of mean employment the effect of the cutoff
matches the effect on earnings for ages 20 to 28 and is smaller after age
28. The estimates for the placebo cutoffs are similar in magnitude to the
estimates of the actual cutoffs, which implies that we are not able to capture
the effect of the running variable on employment around the placebo cutoffs.
This casts serious doubt that we would be able to capture the effect of the
running variable on employment around the actual cutoffs. Failing to do so
would result in spurious effects of the cutoffs.

The increasing age profile of earnings is not consistent with the grades
having information value to the employers about the potential productiv-
ity of the students. If this were the case the effect should be positive at
younger ages and decrease as the employers get more information on the
actual productivity of their employees. The increasing age profile could be
consistent with the grades containing information about the ability of the
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Figure 5: Earnings
Notes: The left panel of the figure plots the parameter estimates on the dummy of being
above a cutoff of Eq. (1) for each age in the solid line and its 95% confidence interval in
the shaded area. The dashed line are the parameter estimates on the dummy of being
above a placebo cutoff for each age and its confidence interval. The left panel plots the
same parameter estimates as a percentage of the mean earnings for the age. The sample
sizes vary between 1.2 million for age 20 to 160,000 for age 50. Mean earnings at age 20
are e5,800 and e39,300 at age 50.
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Figure 6: Employment
Notes: The left panel of the figure plots the parameter estimates on the dummy of being
above a cutoff of Eq. (1) for each age in the solid line and its 95% confidence interval in
the shaded area. The dashed line are the parameter estimates on the dummy of being
above a placebo cutoff for each age and its confidence interval. The left panel plots the
same parameter estimates as a percentage of the mean employed months for the age. The
sample sizes vary between 1.2 million for age 20 to 160,000 for age 50. Mean employment
varies between 4 months at age 20 to 10 months at age 44.
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students to learn to be productive, which would not increase their earnings
early in career, but cause employers to hire them to careers where produc-
tivity increases faster with experience and hence with a steeper age profile
of earnings.

Another explanation for the increasing age profile of the effect of the
cutoff on earnings would be that passing a cutoff increases education op-
portunities, which increases investment in human capital. The opportunity
cost of getting more education is not working as much which would trans-
late to lower earnings and employment early-in-career. The benefit is higher
earnings once students start in full-time employment. Since the exit exam
grades are used in determining access to post-secondary education, cross-
ing a cutoff therefore increases the education opportunities students have on
the margin. The effect of the cutoffs on earnings and employment is con-
sistent with this explanation as the effect is negative for both earnings and
employment during the years when students are typically in post-secondary
education and the effect on earnings becomes positive when students start in
full-time employment. Based on this reasoning we expect that increased edu-
cation opportunities explain at least some of the observed effect on earnings.
But how much is due to education?

Previous studies on high school exit exams by Canaan and Mouganie
(2018) and Ebenstein, Lavy, and Roth (2016) assume that the exams effect
on earnings is solely due to increased access to education. Next we show
evidence that in the Finnish context at most two thirds of the effect on
earnings is due to education opportunities and at least one third due to
other mechanisms.

We use median earnings of the students who have graduated from the
same education program as an outcome variable. Crossing a cutoff doesn’t
affect the median earnings of the actual programs per se, but as we have
seen, crossing a cutoff has an effect on where the student ends up graduating
from and thus also the median earnings of her program.

The effect on program’s median earnings is the upper bound for the effect
on student’s earnings that is caused by increased access to education when
the differences in programs’ median earnings is greater than the differences
in programs’ earnings for the marginal student in the program. By marginal
students we mean the students who graduate from a different program de-
pending on which side of the cutoff they score in the exit exams i.e. the
compliers. The exit exam grades are used in selecting students into post-
secondary education, but are irrelevant after getting access. It is plausible
that the grades affect graduating from an education program only through
affecting the access to the program and not for example increasing the likeli-
hood of graduating conditional on having access. If this is the case, when the
marginal students score above the cutoff they are among the last students
to enter their programs.

The marginal students earnings could differ less across the cutoffs than
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the median students earnings because of positive selection into the programs
that explains part of the difference in median earnings. We already found
evidence of this selection in Section 6. The median exit exam scores of the
programs above the cutoff are 0.13% higher.

It is also possible that the difference in earnings for the marginal student
is greater than the difference in median earnings between the programs.
Kirkeboen, Leuven, and Mogstad (2016) shows that students sort into pro-
grams based on their comparative advantage i.e. the students who prefer
a program over another gain more from the program than students who
have the opposite preferences. We know that marginal students prefer the
program they graduate from when they score above the cutoff, but we don’t
know if this holds also for the median student in the program. However since
the marginal students above the grade cutoffs are among the last students
to enter their programs they could benefit less from the instruction than the
median student.

Since different education programs can have different age profiles for
earnings, we use the median earnings of the program at an age corresponding
to the students age. For example for a student who graduates from high
school at age 19 and gets a Master’s Degree in Chemistry from the University
of Helsinki at 25, the outcome variable at ages between 19 and 24 would
be the median earnings of high school graduates for the corresponding age
(median earnings at age 19 for the outcome at age 19, median earnings at
age 20 for the outcome at age 20 etc.) and from age 25 onward the median
earnings of graduates from University of Helsinki with a Master’s degree in
Chemistry for the corresponding age.

The effect of the cutoff on education programs median earnings is illus-
trated in Fig. 7. The age profile of the effect is increasing in age similarly to
the cutoffs effect on earnings. The effect on programs median earnings is zero
at age 20, when practically all students have graduated from high school, but
not yet from post-secondary education. The effect starts to increase steadily
after age 25, when student’s start graduating from post-secondary educa-
tion. The effect is between e100 and e300 at age 35 and between e150 and
e500 at age 45. The estimate on the placebo cutoffs is centered around zero
for all ages. Similarly to the estimates on individuals earnings, the stan-
dard errors are so large that the placebo effects are significantly different
from the actual estimates at the 5% level. In the right panel we show the
parameter estimate as a share of the mean for the corresponding age. Just
like for earnings, the relative size of the effect increases consistently with age
and peaks at between 0.5 and 1.5% of the mean at age 47. To relate the
size of the effect on programs median earnings to the effect on earnings we
divide the former point estimates with the latter. From age 30 to age 45
the effect on programs median earnings is between 40 and 90% of the effect
on earnings with a mean of 55%. This result on the ratio of the effects of
programs median earnings and individuals earnings is close to Canaan and
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Figure 7: Degree median earnings
Notes: The left panel of the figure plots the parameter estimates on the dummy of being
above a cutoff of Eq. (1) for each age in the solid line and its 95% confidence interval in
the shaded area. The dashed line are the parameter estimates on the dummy of being
above a placebo cutoff for each age and its confidence interval. The left panel plots the
same parameter estimates as a percentage of the mean program median earnings for the
age. The sample sizes vary between 1.4 million for age 20 to 150,000 for age 50. Mean of
the education programs’ median earnings at age 20 are e3,500 and e39,700 at age 50.
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Mouganie (2018), who estimate a jump at the cutoff in the average earnings
of Master’s level graduates from the same major and institution that is 60%
of the estimated effect on the individuals earnings.

8 Robustness

The estimated effects for placebo cutoffs are in our view the most compelling
evidence for the robustness or lack thereof of our results. Because the dis-
creteness of our data forces us to choose a functional form for how we control
for the running variable and the bandwidth, we show here that our results
are not much affected by these choices.

Let us start first by visually inspecting the rdd-plots, which we have
relegated to Appendix C. The high school outcomes are directly affected
by the cutoffs and unsurprisingly reveal clear jumps at the cutoffs. For the
education and labor market outcomes we see that the jumps across cutoffs
are usually not clearly visible except for the outcomes related to earnings.
There is also quite a bit of variance in the mean of the outcomes at each
distance to the cutoff indicating that our results for low bandwidths should
be very sensitive to the choice of bandwidth.

We examine the sensitivity of our results to the bandwidth by repeat-
ing our analysis for bandwidths from only including observations that are
at most two points removed from the cutoffs to including observations that
are at most 15 points removed. We plot the parameter estimate on the
dummy of being above the cutoff with its standard error and the same for
the placebo cutoffs in Appendix D. As expected from the rdd-plots, the high
school results are unaffected by the choice of bandwidth. For the education
and labor market results we see that the estimates are stable between band-
widths 4 to 10. The standard errors shrink as the bandwidth increases. The
estimates on the placebo cutoffs are also sensitive to the choice of bandwidth
and generally are consistently close to zero between bandwidths 4 to 10. As
the bandwidth increases the estimate on the effect of a cutoff and the effect
of the placebo diverge away from zero.

Next we consider the sensitivity of our results to the choice of controlling
for the running variable linearly. We repeat our analysis with estimating a
second degree polynomial for the score separately on both sides of the cut-
offs. The figures in Appendix E plot the effects of the cutoffs with standard
errors when we control for the running variable with first or second degree
polynomials for our preferred bandwidth of 10. The effects of the cutoffs
are less precisely estimated when we use a second order polynomial, but
regardless the point estimates are very similar.

One concern is that since we don’t keep the cohorts constant when es-
timating age effects, the age profiles that we report are actually a result
of cohort effects, i.e. some cohorts benefiting more from high grades than
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others. To alleviate this worry we repeat our analysis restricting our sample
to students who took their exit exams from 1982 to 1985 and who we can
follow from age 20 to age 50. The results are basically the same as when we
use all available data. The results can be found in Appendix F.

9 Conclusion

We look at how success in a high stakes exam affects students future educa-
tion and labor market outcomes. We use discontinuities in grading in Finnish
high school exit exam to control for the skill of the student. This regression
discontinuity setting allows us to compare student who just marginally got
a higher grade to those that got a lower grade. We find that the effect of a
higher grade in a language exam causes higher earnings and that the earn-
ings gain is increasing in age. The effect peaks between e600 and e1900 at
age 48. Summed over 30 years from age 20 to age 50 the effect is between
e1,000 and e19,000 or 1% of the summed mean earnings. The effect of the
higher grade is equal to increasing the score by 22 points (half a standard de-
viation) without an increase in the grade. Estimates for placebo cutoffs are
not statistically different from zero indicating that we succeed in identifying
the effect of the higher grade independent of the skill of the student.

The increase in age is inconsistent with students above a cutoff being
perceived as more productive than students below. If this was the case
then the earnings effect should decrease in age as the true productivity of
the students below and above the cutoff are revealed to be the same over
time. The increase in age is consistent with crossing the cutoff increasing
access to higher education and resulting in more investment in human capital.
However by comparing average earnings of student’s peers in post-secondary
education across a cutoff, we find that differences in education caused by a
higher grade explain at most 60% of the effect on earnngs. The remaining
40% could be explained by the students above the cutoff getting jobs that
build more valuable experience and human capital or an increase in the
confidence of the students which would make them benefit more from post
high school education.

We contribute to the understanding on how high stakes exams affect stu-
dents. Our results complement the previous findings that success in high
stakes exams have large effects on earnings in the first ten years after the
exam. We find that in Finland there is no effect on earnings ten years after
the exam. Ebenstein, Lavy, and Roth (2016) finds that in Israel a one stan-
dard deviation exogenous increase in the score increases earnings by 13% on
average and 30% for students with high course grades. In contrast in Finland,
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a one standard deviation increase in the score4 increases earnings by just one
percent on average ten years after the exam. The effect is similar across the
skill distribution except for at the highest grade cutoff (95th percentile).
There increasing the score by one standard deviation increases earnings by
5%. Canaan and Mouganie (2018) use the cutoff that separates those who
fail the exam from those who pass it. They find that passing the exam on the
first try increase earnings by 12% ten years after the exam. In Finland cross-
ing the pass/fail cutoff on the first try doesn’t affect earnings significantly
(-0.2% with a standard error of 1%). Both Canaan and Mouganie (2018)
and Ebenstein, Lavy, and Roth (2016) assume that the earnings effect of the
exit exam is caused by changes in education. In our context only up to 60%
of the earnings effect is caused by changes in education.

Since we find evidence of effects from crossing a cutoff on earnings we con-
clude that two students who are essentially equal in skill end up in different
circumstances because of the cutoffs. Releasing the information on a finer
scale would reduce the inequality that the cutoffs introduce. A possible side
effect could be to induce a smoother distribution of exam repeating where
the decision to repeat would be due to real costs and benefits of repeating
rather than the arbitrary distance to a grade cutoff.

4Students with a higher grade have on average half a standard deviation higher score
than students with a lower grade. So we multiply the effect of an higher grade by two to
arrive at the effect on increasing the score by one standard deviation.
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Figure 8: Share of A- and B-level Swedish and English exam takers in high
school student cohort by birth year

A Additional institutional details

Fig. 8 plots the share of high school students who take final exams in the
two English and Swedish exams. We see that the share of students who take
the exit exam in A-level (higher) English has declined constantly from birth
cohort 1962 onward. This decline is not due to student switching to B-level
English as the share of B-level exit exams has remained low and constant.
The same is not true for the Swedish exam. First the share of students who
take the Swedish B-level exam is close to the share of English A-level exam
takers and declines similarly until students born in 1980, when the decline
stops and the share stays constant until birth cohort 1984 after which the
share starts to decline quickly because the Swedish exam becomes optional
for native Finnish speakers after year 2005.

B Anchoring of exit exam results

We are seeking to quantify the success of a student in the exit exams with a
single interval measure. We first quantify the success in a single exam by the
percentile of the score to make the exams comparable across exam seasons.
Finnish as a native language and mathematics exams are the most popular
exams, so we use them to quantify success. We do this by anchoring the
exam results to mean earnings at ages 30 to 35. Specifically we regress the
mean earnings on the percentiles of the mathematics and Finnish exams:
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earningsi =
∑

s

δsDs,i + γsDs,if(ps,i) + βXi + εi (2)

where s ∈ {Basic math, advanced math, Finnish} are the subjects we
include in the regression D is a dummy for having taken the exam and p
is the percentile of the score in the exam and Xi are predetermined control
dummies for gender, college educated mother and father, native language
and cohort. We use the resulting parameter estimates on the high school exit
exam results δs, γs to calculate the fitted values for earnings given students
score in the exit exams, but keeping the control variables the same for all,
i.e. male, no college educated parents, Finnish as native language and having
taken the exit exam in year 1974. These fitted values are the anchored exit
exam results.
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Figure 9: The relationship between high school outcomes and distance from
the cutoff
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Figure 10: The relationship between high school degrees and distance from
the cutoff
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Figure 11: The relationship between years of schooling and distance from
the cutoff

45



15
10
5
0
5
10
15
20

Age…20

600
400
200
0

200
400
600
800

Age…30

15 10 5 0 5 10 15
Score

1500
1000
500
0

500
1000
1500
2000

Age…40

15 10 5 0 5 10 15
Score

3000
2000
1000

0
1000
2000
3000
4000

Age…50

Pe
er
…
Ea

rn
in
gs

Figure 12: The relationship between peer earnings and distance from the
cutoff
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Figure 13: The relationship between vocational degrees and distance from
the cutoff
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Figure 14: The relationship between applied degrees and distance from the
cutoff
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Figure 15: The relationship between university degrees and distance from
the cutoff
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Figure 16: The relationship between stem degrees and distance from the
cutoff
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Figure 17: The relationship between earnings and distance from the cutoff
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Figure 18: The relationship between employment and distance from the
cutoff
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D Results with alternative bandwidths
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Figure 19: The effect of cutoff on high school and post secondary education
outcomes with varying bandwidths
Notes: Each panel plots the parameter estimates and their standard errors for different
bandwidths for the age that is at the top of the panel. When the bandwidth is higher
than 10, observations start to overlap different cutoffs. I.e. an observation can be within
the bandwidth of one cutoff from above and simultaneously be within the bandwidth of
another cutoff from below.
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Figure 20: Earnings
Notes: Each panel plots the parameter estimates and their standard errors for different
bandwidths for the age that is at the top of the panel. When the bandwidth is higher
than 10, observations start to overlap different cutoffs. I.e. an observation can be within
the bandwidth of one cutoff from above and simultaneously be within the bandwidth of
another cutoff from below.
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Figure 21: Employment
Notes: Each panel plots the parameter estimates and their standard errors for different
bandwidths for the age that is at the top of the panel. When the bandwidth is higher
than 10, observations start to overlap different cutoffs. I.e. an observation can be within
the bandwidth of one cutoff from above and simultaneously be within the bandwidth of
another cutoff from below.
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Figure 22: Degree median earnings
Notes: Each panel plots the parameter estimates and their standard errors for different
bandwidths for the age that is at the top of the panel. When the bandwidth is higher
than 10, observations start to overlap different cutoffs. I.e. an observation can be within
the bandwidth of one cutoff from above and simultaneously be within the bandwidth of
another cutoff from below.
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E Results controlling the exam score with a second
order polynomial

Table 6: High school outcomes controlling the exam score with a second order
polynomial

Cutoff Percentile 5 16 36 60 80 95 Pooled

Grade 0.60 1.55 2.53 3.51 4.48 5.40 3.21
Estimate 0.90 0.96 0.97 0.98 0.98 0.97 0.97

(0.00) (0.00) (0.00) (0.00) (0.00) (0.00) (0.00)
Placebo 0.00 0.00 -0.00 0.00 0.00 0.00 0.00

(0.00) (0.00) (0.00) (0.00) (0.00) (0.00) (0.00)
Final Grade 0.92 1.63 2.61 3.59 4.53 5.44 3.29
Estimate 0.23 0.81 0.80 0.80 0.85 0.86 0.78

(0.01) (0.00) (0.00) (0.00) (0.00) (0.00) (0.00)
Placebo -0.00 -0.00 -0.00 -0.00 0.00 0.00 -0.00

(0.00) (0.00) (0.00) (0.00) (0.00) (0.00) (0.00)
Repeat 0.33 0.11 0.12 0.12 0.09 0.08 0.12
Estimate -0.51 -0.09 -0.12 -0.14 -0.15 -0.17 -0.16

(0.01) (0.00) (0.00) (0.00) (0.00) (0.00) (0.00)
Placebo -0.00 -0.00 -0.00 -0.00 0.00 -0.01 -0.00

(0.00) (0.00) (0.00) (0.00) (0.00) (0.01) (0.00)
High School 0.83 0.97 0.98 0.99 0.99 0.99 0.97
Estimate 0.10 0.00 -0.00 0.00 0.00 0.00 0.01

(0.01) (0.00) (0.00) (0.00) (0.00) (0.00) (0.00)
Placebo 0.00 -0.00 -0.00 -0.00 -0.00 -0.00 -0.00

(0.00) (0.00) (0.00) (0.00) (0.00) (0.00) (0.00)

Notes: The five rows for each outcome report the mean of the outcome, the effect of being
above the cutoff on the outcome (with its standard error in parenthesis) and the effect of
placebo cutoffs. We run the regressions separately for each cutoff, where we pool over years
and subjects. Here we control for the running variable with a second order polynomial. The
results of these regressions are reported in the first six columns. In the last column we report
results were we pool all cutoffs together.
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Figure 23: Earnings controlling the exam score with a second order polyno-
mial
Notes: The solid line is the parameter estimates for passing a cutoff when the effect of
the score is controlled with a second order polynomial. The dashed line are the parameter
estimates when controlling for the exam score linearly.
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Figure 24: Employment controlling the exam score with a second order poly-
nomial
Notes: The solid line is the parameter estimates for passing a cutoff when the effect of
the score is controlled with a second order polynomial. The dashed line are the parameter
estimates when controlling for the exam score linearly.
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Table 7: Education outcomes controlling the exam score with a second order polynomial

Cutoff Percentile 5 16 36 60 80 95 Pooled

Years 13.00 13.41 13.82 14.26 14.70 15.01 14.10
Estimate 0.03 0.04 0.03 0.04 0.02 -0.00 0.03

(0.03) (0.02) (0.02) (0.02) (0.02) (0.04) (0.01)
Elasticity (%) 0.19 0.27 0.23 0.32 0.17 -0.03 0.23
Placebo 0.06 0.03 -0.01 0.03 -0.04 0.02 0.01

(0.02) (0.02) (0.02) (0.02) (0.02) (0.06) (0.01)
Peers (e) 26760 27112 27583 28203 28968 29850 28102
Estimate -22.96 -11.97 83.72 68.88 -0.06 69.14 42.52

(43.82) (33.07) (31.27) (33.31) (38.49) (76.51) (16.23)
Elasticity (%) -0.09 -0.04 0.30 0.24 -0.00 0.23 0.15
Placebo 26.13 13.09 10.19 27.80 -8.91 224.44 27.36

(36.68) (31.82) (32.21) (35.40) (43.55) (131.16) (16.37)
University (pp) 4.23 8.64 15.79 26.03 38.34 50.00 24.21
Estimate 0.40 0.11 0.66 1.35 0.94 1.17 0.91

(0.31) (0.28) (0.31) (0.35) (0.40) (0.76) (0.16)
Elasticity (%) 9.49 1.31 4.21 5.20 2.45 2.34 3.74
Placebo 0.34 0.38 0.16 0.62 -0.56 0.81 0.27

(0.29) (0.29) (0.33) (0.37) (0.44) (1.20) (0.16)
Applied (pp) 35.38 43.80 44.21 39.88 31.78 20.26 37.88
Estimate 2.77 0.28 -0.38 -0.41 -0.49 -1.61 -0.26

(0.73) (0.50) (0.42) (0.39) (0.38) (0.60) (0.19)
Elasticity (%) 7.83 0.63 -0.87 -1.02 -1.53 -7.94 -0.68
Placebo 0.99 0.13 -0.59 0.31 -0.09 -1.39 -0.10

(0.58) (0.45) (0.40) (0.38) (0.38) (0.80) (0.19)
Vocational (pp) 29.38 30.64 24.73 17.74 11.54 6.61 19.80
Estimate 4.71 -1.21 -1.04 -0.74 -0.34 -0.11 -0.36

(0.70) (0.47) (0.36) (0.30) (0.26) (0.37) (0.16)
Elasticity (%) 16.04 -3.95 -4.22 -4.15 -2.92 -1.61 -1.82
Placebo -0.23 -0.32 -0.12 -0.34 0.02 0.33 -0.18

(0.56) (0.41) (0.33) (0.28) (0.25) (0.50) (0.15)
STEM (pp) 12.98 15.51 16.04 16.25 16.63 17.85 16.07
Estimate 1.19 -0.27 0.80 0.11 -0.38 -0.19 0.17

(0.52) (0.37) (0.31) (0.29) (0.31) (0.59) (0.15)
Elasticity (%) 9.15 -1.73 4.97 0.68 -2.26 -1.08 1.05
Placebo 0.28 0.11 0.17 0.29 0.26 1.59 0.26

(0.42) (0.33) (0.30) (0.29) (0.33) (0.99) (0.15)

Notes: The five rows for each outcome report the mean of the outcome, the effect of being above the
cutoff on the outcome (with its standard error in parenthesis) and the effect of placebo cutoffs. We run
the regressions separately for each cutoff, where we pool over years and subjects. Here we control for
the running variable with a second order polynomial. The results of these regressions are reported in
the first six columns. In the last column we report results were we pool all cutoffs together.
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Figure 25: Degree median earnings controlling the exam score with a second
order polynomial
Notes: The solid line is the parameter estimates for passing a cutoff when the effect of
the score is controlled with a second order polynomial. The dashed line are the parameter
estimates when controlling for the exam score linearly.
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F Results for exam years 1982-1987

Table 8: High school outcomes for exam years 1982-1987

Cutoff Percentile 5 16 36 60 80 Pooled

Grade 0.59 1.55 2.52 3.50 4.48 2.85
Estimate 0.96 0.99 0.99 1.00 1.00 0.99

(0.00) (0.00) (0.00) (0.00) (0.00) (0.00)
Placebo 0.00 0.00 -0.00 0.00 -0.00 -0.00

(0.00) (0.00) (0.00) (0.00) (0.00) (0.00)
Final Grade 1.02 1.64 2.59 3.54 4.50 2.94
Estimate 0.07 0.85 0.85 0.89 0.95 0.81

(0.02) (0.01) (0.01) (0.00) (0.00) (0.00)
Placebo 0.00 -0.00 -0.00 -0.01 -0.00 -0.00

(0.01) (0.00) (0.00) (0.00) (0.00) (0.00)
Repeat 0.37 0.10 0.08 0.07 0.04 0.10
Estimate -0.59 -0.08 -0.10 -0.10 -0.10 -0.14

(0.01) (0.01) (0.00) (0.00) (0.00) (0.00)
Placebo 0.00 0.00 -0.00 -0.00 0.00 -0.00

(0.01) (0.00) (0.00) (0.00) (0.00) (0.00)
High School 0.84 0.97 0.99 0.99 1.00 0.97
Estimate 0.11 0.00 0.00 0.00 -0.00 0.01

(0.01) (0.00) (0.00) (0.00) (0.00) (0.00)
Placebo 0.01 0.00 -0.00 -0.00 -0.00 0.00

(0.00) (0.00) (0.00) (0.00) (0.00) (0.00)

Notes: The five rows for each outcome report the mean of the outcome, the effect
of being above the cutoff on the outcome (with its standard error in parenthesis)
and the effect of placebo cutoffs. We run the regressions separately for each cutoff,
where we pool over years and subjects. The results of these regressions are reported
in the first six columns. In the last column we report results were we pool all cutoffs
together.
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Figure 26: Earnings for exam years 1982-1987
Notes: The solid line is the parameter estimates for exam years 1982-1987. The dashed
line are the parameter estimates for the full sample.
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Figure 27: Employment for exam years 1982-1987
Notes: The solid line is the parameter estimates for exam years 1982-1987. The dashed
line are the parameter estimates for the full sample.
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Table 9: Education outcomes for exam years 1982-1987

Cutoff Percentile 5 16 36 60 80 Pooled

Years 12.94 13.24 13.63 14.13 14.67 13.86
Estimate 0.06 0.06 0.03 0.05 0.06 0.05

(0.06) (0.04) (0.03) (0.03) (0.04) (0.02)
Relative effect (%) 0.47 0.42 0.22 0.33 0.43 0.37
Placebo 0.07 0.04 -0.00 0.07 -0.01 0.03

(0.04) (0.03) (0.03) (0.04) (0.04) (0.02)
Peers (e) 26487.09 26733.68 27122.65 27746.61 28616.07 27499.80
Estimate -50.31 72.95 150.08 14.12 30.43 59.44

(74.12) (56.79) (55.92) (64.27) (79.02) (30.60)
Relative effect (%) -0.19 0.27 0.55 0.05 0.11 0.22
Placebo 49.92 55.83 16.48 92.87 -105.97 29.16

(62.79) (55.47) (59.76) (70.70) (90.64) (30.96)
University (pp) 3.23 6.37 12.59 22.87 36.70 18.72
Estimate 0.47 0.58 1.45 1.47 1.07 1.16

(0.49) (0.44) (0.53) (0.65) (0.81) (0.29)
Relative effect (%) 14.43 9.05 11.55 6.43 2.91 6.19
Placebo 0.33 0.74 0.76 1.69 -0.46 0.75

(0.44) (0.48) (0.59) (0.73) (0.90) (0.30)
Applied (pp) 35.03 42.43 44.00 41.54 33.73 40.02
Estimate 3.07 0.19 -1.04 -0.94 0.15 -0.17

(1.30) (0.91) (0.79) (0.76) (0.79) (0.39)
Relative effect (%) 8.76 0.45 -2.37 -2.27 0.44 -0.42
Placebo 0.87 0.19 -1.19 -0.52 -0.07 -0.36

(1.04) (0.83) (0.77) (0.78) (0.80) (0.37)
Vocational (pp) 33.18 36.36 30.92 22.52 14.35 26.22
Estimate 5.63 -1.48 -1.68 -0.76 -0.91 -0.60

(1.27) (0.89) (0.73) (0.64) (0.59) (0.34)
Relative effect (%) 16.96 -4.06 -5.45 -3.37 -6.38 -2.27
Placebo -0.20 -1.02 -0.42 -1.51 -0.74 -0.80

(1.03) (0.79) (0.68) (0.61) (0.55) (0.32)
STEM (pp) 11.94 14.31 14.84 15.13 15.16 14.65
Estimate 1.03 0.53 0.84 0.01 -0.58 0.28

(0.87) (0.65) (0.56) (0.56) (0.60) (0.28)
Relative effect (%) 8.64 3.72 5.69 0.04 -3.83 1.90
Placebo -0.08 -0.17 0.61 0.51 -0.22 0.17

(0.73) (0.59) (0.56) (0.58) (0.65) (0.27)

Notes: The five rows for each outcome report the mean of the outcome, the effect of being above the
cutoff on the outcome (with its standard error in parenthesis) and the effect of placebo cutoffs. We run
the regressions separately for each cutoff, where we pool over years and subjects. The results of these
regressions are reported in the first six columns. In the last column we report results were we pool all
cutoffs together.
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Figure 28: Degree median earnings for exam years 1982-1987

Notes: The solid line is the parameter estimates for exam years 1982-1987. The dashed
line are the parameter estimates for the full sample.
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Abstract

The age composition of developed economies has been in flux be-
cause of the baby boom after World War II and the following reduction
of birth rates to sub-replacement levels. Macroeconomic models usu-
ally abstract away the age composition, but the model parameters are
calibrated to real-world data, which is affected by the age composi-
tion. I use a reweighting method to quantify the composition effects of
age on the distribution of wages, hours worked and wealth in Finland,
Germany, Italy, the UK and the US. I find that the age composition
affects the distribution of wealth the most. Mean wealth in 2010 is
15% lower for Germany, 14% for Italy and 7% for the US on a uniform
age composition. The age composition affects wealth inequality and
the overall distribution of wages and working hours to a much lesser
extent.
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1 Introduction
Many canonical heterogeneous agent macroeconomic models do not model
the age composition as dynamic. Instead, it is either abstracted from with
infinitely lived or perpetual youth agents as in Aiyagari (1994) and Blan-
chard (1985), or the age composition is stationary as in the life cycle model
of Huggett (1996). However, when the life cycle is an important cause of
heterogeneity, the age composition of the agents in the model is an essential
determinant of the aggregate distributions. Let’s take the life cycle savings
model as an example. An individual’s wealth varies systematically through
life, starting low at the beginning of working life, increasing through it until
the start of retirement, and then falling in retirement. A model economy
with equal shares of young and old will have lower mean wealth and higher
wealth variance than an economy with more old than young. Suppose such
a model can reproduce the aggregate distributions in the data when the age
compositions do not match between the model and the data. In that case,
the fit might be spurious and the model counterfactuals unreliable.

Groups of researchers presented Cross Sectional Facts for Macroeconom-
ists (2010, hereafter CSFM) for nine countries (the United States, Canada,
the United Kingdom, Germany, Italy, Spain, Sweden, Russia and Mex-
ico). They provide data on the distribution of wages, earnings, yearly hours
worked, employment, consumption and wealth for macroeconomists work-
ing with heterogeneous agent models. According to Krueger, Perri et al.
(2010), a model should be consistent with these facts to be considered for
quantitative policy analysis.

In this paper, I seek to answer the question: Are the composition effects
of age large enough to be quantitatively important. I use all countries (Ger-
many, Italy, the United Kingdom and the United States) from CSFM for
which individual-level data is readily available. In addition, I use registry
data from Finland because a decomposition analysis has not been done on
Finnish data before. I analyze the distributions of wages, hours worked and
wealth and leave the rest of the analysis from CSFM for future work.

I define the composition effect as the difference between the distribu-
tions in the observed data and data that I reweight to have a uniform age
composition. The composition effect ranges from 0% to 7% measured by the
maximum vertical distance between the cumulative distribution functions,
i.e., the Kolmogorov-Smirnov statistic (henceforth the KS-stat). There is
significant heterogeneity between countries, across time and between the
wage, hours and wealth distributions. It is not uncommon that changes
in the composition effect account for a fifth of the changes in a particular
distribution over a ten-year period. The composition effects are most signi-
ficant for the wealth distribution. In general, the composition effects were
the greatest in the United States in the 1980s and in Italy and Germany in
2010.
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Although the intended audience of this paper is economists working with
heterogeneous agent macroeconomic models, a short comment on the relev-
ance of my results to representative agent models is in order. As represent-
ative agent models are usually concerned with accounting for business cycle
fluctuations around a long-term trend, one could argue that a demographic
transition would not affect the analysis. However, the age composition does
change significantly at business cycle frequencies. For example, in the United
States, the mean age of working-age men dropped from the recession of the
early 80s to the recession in the early 90s by one year and rose again by one
and a half years to the next recession in the early 2000s. So removing low-
frequency fluctuations would not eliminate composition effects. Hence the
results for the means of the distributions could be of interest to economists
working with representative agent models.

The method of this paper is closely related to DiNardo, Fortin and
Lemieux (1996). They were interested in how much of the change in wage
inequality is explained by changes in union membership and other indi-
vidual characteristics. They use microdata and reweight it so that the share
of union members and share of other characteristics remain constant over
time. Then they interpret the difference in the wage inequality between the
observed data and the reweighted data as the contribution of changes in
union membership to wage inequality and compare the changes over time in
the unexplained and explained inequality.

I am interested in a similar question: how much does the age compos-
ition in the observed data affect the observed distributions of wages, labor
supply and wealth. I use the uniform distribution as a counterfactual age
composition. Hence I reweight the individual observations in the data so
that the age composition is uniform and compare the distributions of wages,
labor supply and wealth in the reweighted data to the distributions in the
observed data. The composition effect of age is the difference between the
actual and reweighted data.

If the age-conditional wage distributions would not depend on the age
composition, then the reweighting would tell us what the wage distribu-
tion would have been with the alternative age composition. In actuality,
a different age composition would also change the age-conditional distri-
butions (Jeong, Kim and Manovskii 2014), and hence we cannot interpret
the reweighted distribution as a counterfactual. The reweighted distribu-
tion tells us just the mechanical contribution of the age composition. In
this paper, I am calculating only the composition effect of age. However,
the reweighting method can be readily used for any number of compositions
in the microdata, such as education, gender, geographic location, industry,
race or immigration status all at the same time.

Most of the earlier studies on the effect of aging on wages, employment
and wealth have been reduced form akin to this paper. The notable ex-
ceptions are Yamada (2012) and Jeong, Kim and Manovskii (2014). The
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former uses a state-of-the-art OLG macro model to find that changes in
the age composition explained half of the increase in earnings inequality in
Japan from 1980 to 2000. The latter uses structural estimation and finds
that the change in the age composition causes the change in the experience
premium from 1970 to 2010. A closely related study to the present one by
subject and methodology, Lemieux (2006) finds that the combined effect of
changing educational and age composition accounts for all of the increase in
residual wage inequality from the 80s to 2000 in the United States. This pa-
per differs from Lemieux (2006) in that I consider the actual wages instead
of residuals and, in addition, the distribution of hours worked and wealth.
I isolate the composition effect of age whereas Lemieux (2006) considers
the education and age composition jointly. I analyze data from four new
countries in addition to the United States.

The academic literature on the effect of aging on employment is scarce,
and the evidence is mixed. Hotchkiss (2009) decomposes the changes in labor
force participation to changes due to population shares and conditional par-
ticipation rates. She finds that in the United States, the decline in prime
working-age population share explains the decline in the labor force parti-
cipation rate from 1990 to 2009. Using a similar method Juhn and Potter
(2006) find that the effect of population shares of different age groups and
genders on the participation rate from 1970 to 2005 is negligible. Aaronson
et al. (2014) estimate a logistic regression on the participation rate and finds
that the change in the employment rate since 1997 is overwhelmingly due
to demographic change.

The wealth distribution is generally understood as being tightly linked
to the age composition since wealth is accumulated at least partly due to
life cycle reasons, i.e., saving for retirement and inheritances (Davies and
Shorrocks 2000). Krueger and Ludwig (2007) study the effect of aging in
industrialized countries in an OLG setting and find a small effect of aging
on wealth inequality, which they attribute to the simultaneous increase in
the old and wealthy and decrease in the young and poor. Bover (2010)
decomposes the wealth distribution statistically to household composition
and the wealth distribution conditional on the household composition. She
finds that the difference in household composition between the United States
and Spain does not explain the difference in wealth inequality between the
countries. The difference in the household composition does explain the
differences in the bottom-end inequality but masks an even greater difference
in top-end inequality.

To sum up: the evidence on the effects of aging on the distribution of
wages, employment and wealth are mixed. It is unclear whether the age
composition should be accounted for in the data used for heterogeneous
agent macroeconomic models.

Before going into the results in more detail, I will describe the reweighting
method and data. I close the paper by discussing the implications of the
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results for three papers (Huggett 1996; Nardi 2004; Lise 2013) trying to
explain the US wealth distribution.

2 Method
2.1 Reweighting Data to Obtain Counterfactual Distribu-

tions
In the introduction I described the intuition of the reweighting method.
Next I’ll explain the procedure in detail.

The objective is to account for the contribution of the composition of
some characteristics (here the age composition) to the distribution of out-
come variables (wages, worked hours and wealth). This is achieved by re-
weighting individual observations in the data suitably so that after the re-
weighting the composition of characteristics matches some target (the uni-
form composition). The contribution of the composition is the difference in
the distribution of the outcome variable with the original weights and the
counterfactual weights.

The counterfactual weights that implement the target composition over
the desired characteristics are

ω∗i,t = ωi,t
Pr∗(a)
Prt(a) , (1)

where ωi,t is the sampling weight of an individual i in year t in the data, a are
the characteristics of the individual, Prt(a) is the share of observations with
characteristics a in year t in the data and Pr∗(a) is the probability density
of characteristics a in the target composition. The ratio of probabilities is
the reweighting factor.

If like DiNardo, Fortin and Lemieux (1996) one wishes to target the
composition of characteristics from some other data the reweighting factors
can be obtained from a logistic regression. The regression is estimated on
data pooled together from the data with the target composition and the
data that is to be reweighted. The dependent variable is a dummy for the
observation being from the target data and the independent variables are
the characteristics. The reweighting factor is the fitted probability of the
observation being from the target data divided by the probability that the
observation is from the data to be reweighted. Using a regression to find the
reweighting factors is also useful when one has data and a model simulation
and wishes to match the composition of characteristics between them.

In this paper I’m targeting the uniform age composition. My reweighting
factors are therefore the ratios of the probability density of the uniform
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distribution and the population share of the age group a in the data:

ω∗i,t = ωi,t

1
na∑

i|a ωi,t∑
ωi,t

, (2)

where na is the number of age groups of equal size and ∑
i|a is summing over

individuals in age group a so that the denominator is the population share.
The advantage of using population shares (or equivalently in the regression
method dummies for each characteristic) is that the counterfactual com-
position is replicated exactly in the reweighted data. The downside is that
adding dimensions to the characteristics controlled for such as education,
geographic location, race etc. increases the number of required population
shares exponentially. This can result in huge variation in the reweighting
factors and as a result individual observations in the data might drive the
results. An alternative is to fit a functional form to the composition of char-
acteristics to effectively smooth over the variation and use the fitted values
from the estimated function as population shares. This reweighting process
is deterministic. It’s answering the question what would the distribution of
say wages be if the same individuals with same outcomes in the real-world
data would be present but just in different shares. A related question could
be asked that what would the distribution of wages be if individuals with
the same outcomes as in the real-world data would be sampled from a coun-
terfactual probability distribution. In this case the resulting distribution of
wages would be random and this random variation could be quantified.

An important observation is that this reweighting method changes the
composition of characteristics that are correlated with the characteristics
controlled for. Let’s first consider work experience. It’s plausible that the
size of a cohort doesn’t change the distribution of work experience within the
cohort, but the aggregate distribution of work experience changes. Jeong,
Kim and Manovskii (2014) find that the return on experience depends on
the total supply of experience. So as the aggregate distribution of work
experience changes as a by-product of the counter factual age composition
this should be reflected in the distribution of wages conditional on work
experience. However in the reweighting method the conditional distribution
doesn’t change. Now let’s consider education. It’s plausible that the supply
of education is not completely elastic with respect to the size of the cohort.
As a result the share of educated would be lower in a large cohort. This
effect will not be accounted for by the reweighting method since it keeps
the age conditional characteristics fixed i.e. in this case the age conditional
distribution over education.

I build the projections of the composition effects by comparing the dis-
tribution of the outcomes in the last available year of data to the same data
reweighted to have the projected age composition. The projected age com-
position is the population projection of the respected country scaled by the
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probability of being included in the microdata. The probability is calcu-
lated from the earliest year when the microdata and population projection
overlap. For example for the US the data I’m reweighting to replicate the
projected age composition is from 2014 and the probability of being in the
data is calculated from 2012.

2.2 Quantifying the Difference of Distributions
To quantify the composition effects I’m comparing the distributions of target
variables in the data with the original weights to distributions calculated
with the counterfactual weights that implement an uniform composition
over age. Other reasonable choices for counterfactual compositions would
be the average composition over the sample or some particular year in the
sample, say the first or last. I chose the uniform composition since it is a
commonly used age structure in macroeconomic models.

I quantify the overall difference between the distributions with the Kolmogorov-
Smirnov statistic. The statistic is the maximum1 of the vertical difference
between two cumulative distributions:

D = max
x
|F ∗(x)− F (x)|, (3)

where F (x) is a cumulative distribution function of variable x (say wages)
with the original weights and F ∗() the cumulative distribution function with
the counterfactual weights. Loosely speaking the KS-stat quantifies a worst
case scenario: if one was to use an arbitrary point in the distribution to
calibrate a model or to compare the results to, how far off can one be?
In addition I’ll report the average of the absolute value of the percentage
difference in the mean and variance of the distributions with the actual and
counterfactual weights. In Appendix A, I present the same statistics of the
distributions as in CSFM.

3 Data
The data for Germany, Italy, the UK and the US are from surveys. Finnish
data is administrative. I use data on earned income, hours, labor force
status, net worth, age, sex and education. The consumer price index data
is produced by national agencies and available from the St. Louis Fed in
Federal Reserve Economic Data. The data on population projections is
from the Statistical Agencies or Census Bureaus of the respective countries
from the year 2015.

The Finnish data is the Harmonized Structure of Earnings (HSE). It’s
a sample of private sector employees from 1995 to 2008. It has limited

1Supremum with general cumulative density functions
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demographic information (gender and age), detailed information on earn-
ings (hourly wages, overtime pay, bonuses etc.) and information on hours
(regular and overtime).

The German data is the Socio-Economic Panel (GSOEP), for Italy the
Survey on Household Income and Wealth (SHIW), for the UK the Living
Costs and Food Survey (LCF). For the US I use the March Current Pop-
ulation Survey Uniform Extracts (CPS) contrary to Heathcote, Perri and
Violante (2010) who use the raw March CPS data. I chose to use the Uni-
form Extracts to cut down on data processing to minimize the possibility of
errors and to ensure that the series is comparable through years. For wealth
I use the Survey of Consumer Finances (SCF). For information on the data
sources I refer you to the appendices in CSFM

3.1 Data Processing
The data on hourly wages is available only for Finland. For the other coun-
tries in the sample I calculate the hourly wage from a measure of earned
income over a period and the hours worked over that period. I convert
nominal variables to reals using the consumer price indexes.

The data on labor incomes is top-coded for the US and the UK. I use
the method of Armour, Burkhauser and Larrimore (2014) of fitting a Pareto
distribution to top-coded data. The authors confirmed in private commu-
nication that their method of estimating the Pareto distribution in the CPS
public use files results in a closer fit to the uncensored distribution that the
authors have access to than using the non top-coded data in the estima-
tion. I replace the top coded observations with draws from the fitted Pareto
distribution.

I bin the ages to 5 year bins for Germany, Italy, the UK and the wealth
sample for the US. I pool the data from adjacent years2, except for the
wealth data for Germany where I have just 3 years of data. I do not bin the
ages nor group over the years for the wage, hours and employment data for
Finland and the US.

I follow the specific papers in CSFM on any country specific data pro-
cessing.

3.2 Sample Selection
I select my samples following CSFM to make the analysis comparable. Most
importantly this means I consider individuals from 25 to 60 years of age
(henceforth working age). I drop observations with implausible low hourly
wages3. Income and hours from self-employment are included in the sample
for the US and Germany and excluded for UK, Italy and Finland. I discuss

2Year 2000 in the analysis uses data from 1999-2001.
3This dropping threshold varies by country. Again I follow the specific papers in CSFM
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the data and the results for men. For men the changes in the age composition
in the data can be attributed to demographic change where as for women
they are mostly due to changes in the labor force participation of women.
The measurements of net worth are usually recorded at the household level.
I restrict my analysis to household heads and attribute the household net
worth to them. The weakness of this approach is that it doesn’t consider
the changes in the age composition of the spouses.

3.3 Overview of the Data
After sample selection, the average number of unique observations in a year
range from 2600 in the UK to 118800 in Finland (in Table 1). Germany,
Italy and the UK have a few thousand observations on average in a given
year per gender. The US has an order of magnitude more and Finland three
times as many as the US.

Germany Finland Italy UK USA
Men 4400 118800 3200 2600 34500
Women 3600 90700 2100 2500 29300

Table 1: Mean Number of Observations in the Wage Sample after Selection

The evolution of the number of observations over time are plotted in
Fig. 1. The most notable changes in the number of observations are the
increase in the number of women compared to men in all countries but
Finland and the 20% over all increase in the sample size for Germany from
1985 to 2000.

3.3.1 Evolution of wages, hours worked and wealth over time

The mean wage (on the left in Fig. 2) has evolved quite differently between
countries in the sample. The mean has stayed constant for Germany and
Italy over the sample. For the US the mean has stayed flat apart from the
90’s where it rose 10%. The wage increased similarly in Finland in the 90’s,
but the growth continued in 2000’s for a total increase of one third from
1995 to 2014. In the UK the mean wage has risen 40% from the beginning
of the sample in 1984 to 2012.

The variance of log wages (on the right in Fig. 2) has increased in all of
the countries similarly. The level of inequality is overwhelmingly greatest
for the US with over 45 log points and smallest for Finland and Italy with
15 points in 2014. Part of the The low variance for Finland is probably
explained by smaller measurement error of wages in the administrative data.

The hours worked (on the left in Fig. 3) have a recognizable downward
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Figure 1: Number of Observations Over Time
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Figure 2: The evolution of the cross-section of wages over time

trend in Finland, Italy and the UK. The mean hours move with the business
cycle in the US and to a lesser extent in Germany and Italy.

The variance of log hours (on the right in Fig. 3) moves counter to
the business cycle. Similarly to mean hours the cyclical fluctuations are
largest for the US, Italy and Germany. For the US and Italy the fluctuations
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Figure 3: The evolution of the cross-section of hours over time

account for the largest changes in hours inequality over time where as for
Germany and to a lesser extent Finland and UK the largest change over
time is the over all increase in hours inequality. All reported results on
wages and hours are conditional on having positive hours as hourly wages
are calculated from yearly income and hours worked and the sample selection
criteria used in CSFM drops observation with hourly wages that are in the
top half percent. So in other words the results do not take into account
changes in the extensive margin of labor supply.

The wealth data is available for all years in the Italian sample, for 2002,
2007 and 2012 for Germany and every three years starting from 1983 for the
US. I group adjacent sample years for the US and Italy. The mean wealth
and the Gini coefficient (Fig. 4) have increased similarly in Italy and the US
over the sample. Wealth in the US is distributed more unequally than in
Italy with Germany closer to the US.

The necessary conditions for observing a composition effect are that the
population age composition has to differ from the target composition (uni-
form) and distributions of the outcome variables (wages, hours and wealth)
have tp depend on age. I’ll first show the differences in the age composition
and then turn to the age profile of the outcome distributions.

3.3.2 Evolution of the age compositions over time

The mean age of a uniform age composition over the working ages is 42.5.
Fig. 5 plots the mean age of men in the wage samples for the respective
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Figure 4: The evolution of the cross-section of wealth over time
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Figure 5: The evolution of the mean age of men in the wage sample over
time

countries. The dotted lines are the population projections from each coun-
tries statistical agencies. The sample from Germany is clearly the oldest,
with the remaining countries bunched closely together. The mean age has
peaked in Finland, the UK and the US and is increasing in Italy and Ger-
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many. The largest increase in the mean age has been in the US from 39
years in late 80’s to 42 in the 2010’s. By 2025 Italy is projected to have had
a increase of similar magnitude. Except for Italy all countries in the sample
are projected to stay close to their current mean age.
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Figure 6: The evolution of the difference between the ago composition in
the data and the uniform age composition over time as measured by the
KS-stat

Measuring the difference of the age composition from the uniform by the
KS-stat reveals that the largest deviations are in the US and Finland in mid
90’s when the samples skew younger than the uniform composition and for
Germany in 2012 when the sample skews older.

3.3.3 The Age Profiles of the wage, hours and wealth distribu-
tions

Following CSFM I estimate the age profile of the moments of the distri-
butions by linear regression with the moment of interest as the dependent
variable and age and time dummies as independent variables.4 I use the
coefficients on the age dummies as the age profile.

Fig. 7 plots the average wage relative to the 55 to 60 age group5 and the
log wage variance conditional on age. The age profiles are similar between
the countries for the mean wage, spare for the UK where the mean drops
sharply after age 45-50. The variance of log wages increases with age in

4Age, cohort and time effects cannot be identified independently due to colinearity.
5Relative for 57 year olds for Finland and the US for whom I don’t bin the ages
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Figure 7: Mean and Variance of Wages by Age Groups

all countries, but the increase of 20 points in the US is by far greatest.
The age profile of wage inequality is concave for the UK, Finland and the
US and convex for Germany and Italy. Broadly the wage distribution is
changing much more when workers are young and stays relatively constant
from around 35 year onward.

Based on the countries age compositions and age conditional distribu-
tions for wages I would expect to see the greatest composition effects of age
on the wage distribution in the US around 1990 and Germany in 2010. In
the future Italy should have the biggest effects since it’s age profile is some-
what steeper than Germany’s and it’s age composition is projected to be
further away from the uniform.

The hours distribution over the life cycle is qualitatively similar for all
countries in the sample (in Fig. 8). Mean hours increase faster in the be-
ginning of working life, stay relatively flat in the prime working years and
decline towards the end. The variance of log hours evolves the opposite over
the life cycle. Even though the shapes of the age profiles are similar across
countries they differ in magnitudes. The mean hours increase the most in
the beginning of working age in Germany, the UK and the US and decrease
the most at the end of working age in Finland, the UK and the US.

The inequality over the life cycle changes by far the most for Germany,
where the variance of log hours for 27 year olds is particularly high. This
result is driven by the relatively large fraction of the young who work very
few hours.6 Italy and Finland exhibit moderate changes over the life cycle.

6The sample selection criteria for Germany doesn’t have a minimum hours cutoff.

77



25 30 35 40 45 50 55 60

Age

1800

1900

2000

2100

2200

2300

2400
M

ea
n

h
o
u
rs

25 30 35 40 45 50 55 60

Age

0.00

0.05

0.10

0.15

0.20

0.25

0.30

0.35

0.40

V
a
ri

a
n
ce

o
f

lo
g

h
o
u
rs

Finland Germany Italy UK USA

Figure 8: Mean and Variance of Hours by Age Groups

The variance is the most stable for the US and UK. The composition effects
on the hours distribution should be greatest for the US where the mean hours
vary the most through the life cycle and for Germany where the variance
changes the most.
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Figure 9: Mean and Gini Coefficien of Wealth by Age Groups
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The age profile of the wealth distribution summarized by the mean (rel-
ative to 55-60 year olds) and the Gini coefficient is illustrated in Fig. 9. The
shape of the mean and Gini coefficient are broadly similar for all countries.
In the US wealth is accumulated later in life than in Italy and Germany. For
example from age 50-55 to 55-60 the mean wealth increases 20% in the US
and 4% and 2% for Germany and Italy. The inequality of wealth measured
by the Gini coefficient decreases with age. In the US the decrease happens
from 25-30 to 35-40 and is flat after. For Germany and Italy inequality
decreases faster from age 25-30 to 40-45 and decreases moderately in Ger-
many and is flat in Italy from 40-45 to 55-60. The age profile for inequality in
wealth is due to the fact that the young hold little wealth in absolute terms
and some hold negative wealth. As they work, negative wealth households
disappear and most households accumulate savings and hence the share of
wealth owned by the wealthiest households goes down quickly.

Based on the evolution of the age composition and the age conditional
distribution of wealth, the composition effects of age on the wealth distri-
bution should be large, orders of magnitude greater than for wages and
hours. I expect to find the largest composition effects in the US due to the
large increase in the mean wealth and in Germany where the Gini coefficient
declines the most.

3.4 Comparing my data to the CSFM
In general my data replicates the results in CSFM. For Germany the wage
inequality is 3 points lower and the increase around unification of Germany is
greater in my data than in Fuchs-Schuendeln, Krueger and Sommer (2010).
This could be due to them pooling men and women together in their analysis
contrary to my analysis and the other papers in CSFM. The wealth data
for Germany in CSFM comes from the Income and Expenditure Survey
(EVS) which is not available for researchers outside Germany. I’m using the
wealth data in GSOEP, which overlaps with the EVS in 2002 when the Gini
coefficient is 4 points higher in the GSOEP.

Jappelli and Pistaferri (2010) do not report the mean wage for Italy, but
the evolution of the wage variance is the same in both data. My data on
hours worked matches up as well, when taking into account that Jappelli
and Pistaferri (2010) only consider variation in weekly hours and disregard
variation in weeks worked in a year.

The mean wage and hours are not reported also for the UK. The variance
of wages and hours are 10 and 5 points higher respectively than what is
reported in Blundell and Etheridge (2010)7. The evolution over time is
similar.

7The precise reason for this discrepancy cannot be determined since Blundell and Eth-
eridge use data pre-processed by other researchers at the Institute for Fiscal Studies, for
which the code is not available.
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For the US my data matches the results in Heathcote, Perri and Violante
(2010) for wages and hours worked. Heathcote, Perri and Violante trim
the wealth sample to match the wages in the CPS, which lowers the Gini
coefficient of wealth by almost 10 points. After accounting for this difference
the evolution of wealth is similar.

4 Results
First I will present the composition effects on the statistics reported in CSFM
for Finland as an example. Then I will summarize the composition effects
for all countries in the sample and all distributions by calculating the max-
imum distance between the reweighted distributions and the observed dis-
tributions. The composition effects on the statistics in CSFM for the other
four countries are in the Appendix A

4.1 Composition effects in Finland
Here I’ll consider the summary statistics (means, variances, percentiles ra-
tios etc.) of the wage, worked hours and wealth distributions presented in
Krueger, Perri et al. (2010) for Finland. Appendix A has the equivalent
results for other countries. Specifically for a statistic I plot the time series
of the relative difference between the statistic in the actual and reweighted
data.

∆sj,t = 100%
sj,t − su

j,t

su
j,t

, (4)

where sj,t is the summary statistic in the observed data and su
j,t is the same

summary statistic in the data that has been reweighted to have a uniform
age composition. Zero means no effect, positive numbers mean that the
age composition differing from the uniform contributed positively to the
summary statistic. Take the composition effect on the average wage in
Finland in Fig. 10 as an example. The composition effects starts at -1%
in 1995. This means that the mean wage in the reweighted data with an
uniform age distribution was 1% higher than the mean wage in the observed
data. For the correlation between wages and hours I report the time series of
the actual an reweighted data. I do this because the correlation is very close
to zero, which makes the time series of the relative difference very volatile
and uninformative. The difference between the series is the composition
effect.

I consider also residual inequality in log wages since it is well known that
they differ conditional on age and hence are subject to composition effects.
Following Krueger, Perri et al. (2010) I calculate the wage residuals from
a regression (Eq. (5)) of the log real hourly wage on a constant, quartic
function of age, female dummy and education dummies for high school and
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college.

lnwi =β0 + β1agei + β2age
2
i + β3age

3
i + β4age

4
i

+ β5femalei + β5highschooli + β6collegei + εi (5)

The reference individual is then a male with less than a high school edu-
cation. The residual is the difference between the observed and fitted log
wage.

4.1.1 Wages

The composition effect on the mean wage, plotted in Fig. 10, is modest
for Finland, because the age profile of the mean wage is relatively flat.
Economically the effect is small: 1% in 1995 equals 20 cents per hour and
the effect becomes zero by year 2005. The effect is small also when compared
to changes in the mean wage over time. The mean wage in Finland rose from
16.2 in 1995 to 21.8 in 2013, so the composition effect accounts for 4% of
the change or half a years worth of wage increases. The effect is smaller for
the median wage reflecting the fact that there are relatively more old people
among the high earners.

The composition effect on the college wage premium was positive in
1995, but by year 2000 had fallen close to zero even though the working age
population was only half way in growing older. The 4% composition effect
in 1995 translates to an increase of 10 cents in the mean wage of college
graduates compared to the mean wage of workers without a college degree.
Over the sample the college premium rose 50% from 20% to 30% and the
age composition effect dropped to -1% so the age composition counteracted
the increase in the college premium by 10%. The composition effect on the
wage premium of men is twice as large compared to the college premium.
The age composition in the observed data made the wage premium of men
8% (or 2 cents per euro) lower than with a uniform age composition in year
1995. The composition effect decreases by three fourths by year 2005. In the
observed data the male premium decreased from 1995 to 2013 by 5 cents.
Accounting for age composition effect decreases it a further 1.5 cents.

The composition effect on wage inequality is plotted in Fig. 11. From
the figure we can see that the age composition of the Finnish working age
population made wages more equal in 1995 by about 5% both measured by
variance of wages or variance of residual wages. The contribution of the age
composition on the residual variance is especially surprising as the residuals
come from a regression Eq. (5) where age is controlled for by a fourth order
polynomial, meaning that the polynomial is not flexible enough to control
for the effect of age on wages. From the bottom panels in the figure we see
that the age composition in the observed data made especially the top end
of the wage distribution more equal. By 2005 the contribution of the age
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Figure 10: Composition effect on wage averages for Finland

composition to wage inequality is close to zero. From 1995 to 2013 variance
in wages increased by 30%. Changes in the age composition over the same
period contributed one sixth of the increase in inequality.

4.1.2 Labor Supply

The composition effects on the distribution of yearly hours worked in Finland
are also modest. Quantitatively the composition effect on average annual
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Figure 11: Composition effect on inequality of wages for Finland

hours worked is small, around 0.2%, but since the average hours change very
little from year to year, even the small changes in the composition effects
contribute significantly to the changes over time. The increase in the com-
position effect from 1995 to 2000 counteracted the decrease in hours in the
observed data by 15% and then the subsequent decrease in the composition
effect contributed approximately half of the continued reduction in average
hours worked from 2000 to 2013. The effect on hours inequality is an order
of magnitude greater owing to the fact that inequality in hours varies more
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Figure 12: Composition effect on employment for Finland

with age. The change in the composition effect on the variance is small com-
pared to the total increase in the hours variance, which almost doubled from
1995 to 2013. The difference in the timing and direction of the composition
effect on the average and the variance of hours is explained by the measures
being affected by different parts of the age composition. The effect on the
mean is driven mostly by the share of the workforce over 55 and the effect
on the variance is driven more equally between the shares of under 30 and
over 55. The data for Finland doesn’t unfortunately contain information on
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employment status, so I’m unable to report the composition effects on the
employment rate, but would expect the effect to be similar to the effect on
average annual hours worked.

4.2 Overview of results for all countries
Now having seen the results for Finland as an example, I’ll summarize the
results for the other countries. The detailed results for each country can be
found in Appendix A.

I quantify the difference between the observed distribution in the data
and the reweighted distribution by the maximum vertical distance between
the respective cumulative density functions. This distance is called the
Kolmogorov-Smirnov statistic (henceforth the KS-stat).

I will to consider the results from two perspectives. First, do the distri-
butions of wages, employment and wealth in the reweighted data differ from
the distributions in the data before reweighting? As we will see below, the
age composition affects the distribution of wealth to a much greater extent
than the wage or labor supply distributions. Second, are the changes in the
composition effects important contributors to the changes in the distribu-
tions over time? In Appendix A I go over each country at a time and show
how different moments and other statistics summarizing the distributions
are affected by the composition effects and how these effects change over
time.

4.2.1 The Composition Effect of Age on the Wage Distribution

Measured by the KS-stat, the composition effects on the wage distributions
are the greatest for the US in the late 80’s as can be seen from Fig. 13. This
coincides with the largest difference in the age composition from the uniform
composition (see Fig. 6). As the sample population grows older and closer
to the uniform age composition, the composition effect diminishes to under
0.5% points by early 2000’s.

By the year 2000 the age compositions of Finland, Italy, the UK and
the US are about equally far form a uniform distribution. Only in Italy,
however, is the composition effect similar in magnitude to the US. The
smaller composition effect in Finland is explained by the lower variation of
wages over the life cycle. In the UK the increased share of the old and the
decreased share of the young affect the distributions of wages in opposite
directions partially canceling each other out. Even though the aging in
Germany coincides with the aging in the other countries, the composition
effect increases in the late 90’s and early 2000’s, when it is decreasing in
the other countries. This is due to the German sample being a year older
than the other samples. The other samples are growing older towards the
uniform composition where as the German sample is growing older away
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Figure 13: The Evolution of the Composition Effect of Age on the Wage
Distribution over Time as Measured by the KS-stat between the Data and
Data Reweighted to have a Uniform Age Composition

from it. For Italy the direction of change in the composition effect flips
in late 2000’s when the age composition switches from moving toward the
uniform to moving away from it. The rapid increase in Italy from 2006
to 2010 is partly due to an increase in youth unemployment in the Great
Recession in Italy, which lowers the share of young in the sample faster than
mere population dynamics would dictate.

The projected composition effects for Italy are the greatest exceeding
even the large composition effects of the late 80’s in the US. This is surprising
since the projected difference of the age composition from the uniform is not
as big in Italy as it was in the US in the late 80’s. In addition the age profile
of wages is steeper in the US.

4.2.2 The Composition Effect of Age on the Hours Distribution

The composition effect on the distribution of hours worked is about half of
the effect on wages measured by the KS-statistic. This is to be expected
from the age conditional distribution of hours being flatter than for wages
(See Figs. 7 and 8). As expected the effect is the greatest in the US in
early 80’s, when there were more young workers in the sample, who work
fewer hours in a year and less 35 to 50 year olds who work the most hours.
This effect diminishes by the end of 2000’s when the age composition is
close to uniform in the US. Perhaps puzzlingly the composition effect for
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Figure 14: The Evolution of the Composition Effect of Age on the Hours
Distribution over Time as Measured by the KS-stat between the Data and
Data Reweighted to have a Uniform Age Composition

Italy peaks around 2000 and is not projected to increase even though the
age composition is moving further away from uniform. This is explained
by the age profile for hours in Italy being very symmetric in age, i.e. the
young and old exerting similar influence. Around the peak in 2000 there
were a relatively high share of middle aged workers and relatively few old
and young. In the future the share of the old is projected to be high and
the young low, canceling most of the effect. Germany has a similar age
composition in the late 2000’s as Italy. The composition effect however is
much larger owing to the fact that the young work fewer hours on average
in Germany than in Italy. Even more importantly most of the individuals
who work very few hours are young. Thus in the late 2000’s in Germany the
actual data has far fewer low hours observations than the reweighted data
with a uniform age composition.

4.2.3 The Composition Effect of Age on the Wealth Distribution

The composition effects on wealth are larger than for hourly wages or hours
worked for Germany and Italy and similar in magnitude for the US when
measured by the KS-stat. For the US this is surprising considering that
the age profile is a lot steeper for wealth (Fig. 9) than for wages (Fig. 7).
The reason for the similarity is that unlike for the wage sample, the age
distribution in the wealth sample for the US is close to uniform. Since
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Figure 15: The Evolution of the Composition Effect of Age on the Wealth
Distribution over Time as Measured by the KS-stat between the Data and
Data Reweighted to have a Uniform Age Composition

the age profile of the wealth distribution is monotone in all countries, the
composition effects are simply a function of how old the sample is at a given
point in time. The US sample starts younger than the uniform and hence
the composition effect first decreases as the sample ages towards the uniform
composition and increases once the sample starts aging away from it. The
composition effect is increasing through the sample for Germany and Italy
as both samples start older than the uniform and age away from it.

5 Discussion
Huggett (1996), Nardi (2004) and Lise (2013) present models to explain the
observed wealth distribution in the Survey of Consumer Finances (SCF).
The structural parameters of these models are calibrated to data whose age
composition differs from the models’. The result might be that the para-
meters are not appropriate for the models’ populations and the quantitative
results from simulations are not consistent even for the age compositions
used in the models. I’ll describe how the difference in the age composition
between the data and the model affects the calibration of these models and
in addition speculate in more detail how the calibration is reflected in the
results of Lise (2013).

The age compositions in Huggett (1996) and Nardi (2004) are pyramid
shaped driven by the assumption of population growth rate of 1.2% and
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age conditional mortality rates (US average from 1950 to 1995). In Huggett
(1996) the uncertainty of a workers wage from period to period is calibrated
so that the aggregate inequality of wages in the model matches the US
data from the 1970’s. Nardi (2004) calibrates the wage uncertainty from a
regression on US data from 1968 to 1997 and the bequest motive parameters
to match the share of bequests to total wealth and the average bequest to
the median wage around 1990. Since the baby boomers were young over
most of the years used for calibration, young workers are over represented
in the data compared to the models.

The model in Lise (2013) is a partial equilibrium heterogeneous agent
model of on-the-job search which generates an endogenous wealth distri-
bution similar to the observed distribution in SCF. The mechanism of the
model that generates the distribution is that workers climb a wage ladder
by searching and finding better jobs over their life. However if their match
with a job is destroyed, they drop back to the bottom of the ladder. To
insure against this drop in income they save substantially when in high pay-
ing jobs. Because of partial equilibrium, the age structure doesn’t affect the
model simulation per se, but the aggregate distributions calculated from the
simulations assume a uniform age composition.

The stationary wage offer distribution of the model is calibrated from
the accepted wages out of unemployment from 1985 to 2002 by white males
born between 1958 and 1965. The ages in the sample range from 20 to 44,
but the majority of observations are from one third of the age range (28 to
36). Marotzke (2013) finds that the wage profile over the life cycle depends
on workers bargaining power and time to retirement. It is plausible that
also the wages accepted out of unemployment would vary systematically
through the life cycle due to the same reasons. Since the population used
to calibrate the parameters is younger and more homogeneous than the
model population, the calibrated accepted wage distribution is lower and
less dispersed than what it should be. Wealth dispersion is decreased further
still by the decrease in the insurance motive as the uncertainty over the wage
after separation is decreased and the average reduction in wages is smaller.

The labor market parameters (contact rate, separation rate and elasticity
of search costs to effort) are calibrated from the transition rates between un-
employment and employment (conditional on wages and assets). Hairault,
Chéron and Langot (2007) find that firing rates increase and hiring rates
decrease with age and explains the findings with the shorter expected dura-
tion of the match for older workers. In the terms of the model this looks like
the wealthy and high wage agents do not search much (since they transition
from unemployment to employment less frequently in the data). This gets
interpreted as a low elasticity of search costs to effort, which should make the
distribution of search effort more dispersed between the young and poor and
the old and wealthy and as a consequence the wage and wealth dispersion
smaller.
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The fit of the models is evaluated by comparing the wealth distribution
from model simulations to the distribution in SCF. There is a clear age
profile of earnings and assets in the models, but the age compositions do
not match the SCF data. If the models are actually able to capture the
mechanism that gives rise to the wealth distribution in SCF, the wealth
distribution in the model simulations should differ from the data by the
contribution of the different age compositions.

Now that we have gone through the results in some detail, let’s take stock
in what we have learned. The composition effect derives from two empirical
findings. First, the distribution of wages, hours worked and wealth depend
on age. Second, the age composition of the population changes over time and
differs from the uniform composition. In the sample of Finland, Germany,
Italy, the UK and the USA the composition effects are the greatest for the
USA in the 80’s and Germany in the 2000’s and smallest for the UK owing
to the fact that the age composition differs the most from the uniform for
the USA and Germany and the least for the UK.

Measured by the Kolmogorov-Smirnov statistic the composition effects
are greatest for the wealth distribution (from 0 to 6% points), then wages
(0 - 3% points). The smallest composition effects are in hours worked (0 -
1% points). This result is explained by the fact that the wealth distribution
changes the most by age, followed by wages and hours.

Let’s now turn back to the question I raised in the introduction. Are
the composition effects in the data relevant for calibrating and evaluating
macroeconomic models? Specifically are the results and conclusions from
Nardi (2004) and Lise (2013) affected by composition effects?

Lise (2013) compares the models ability to reproduce the wealth distri-
bution in the SCF pooled over years 1989 to 1998. The model simulation
has a uniform age composition. The age composition in the SCF for the
pooled years is skewed toward the younger age groups. Lise uses the shares
of wealth by quantile to compare the empirical distribution and the distri-
bution of the model simulation and finds that the difference in the wealth
shares between the simulation and the empirical distribution vary from 4%
for quantile 40-60 to 3000% for quantile 0-20 (other quantiles being off by
most 30%.). Correcting for the difference in the age composition between
the model simulation and data affects the difference by 1-50%, with all but
one quantile having a composition effect in the range 1-5%.

Nardi (2004) has a model with intergenerational transfers and evaluates
the performance of the model by comparing the wealth distribution of the
model to the distribution in the 1989 SCF. As with the pooled SCF from
years 1989 to 1998, the year 1989 also has a younger than uniform age
composition. Nardi uses the share of wealth held by top 1, 5, 20, 40 and 60
%, the Gini coefficient and percentage of households with negative wealth
to evaluate the fit. She finds that the fit is off by 20-40% for the top 1 and
5% wealth shares and share of negative wealth households. The simulated
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shares of top 20, 40 and 60% and the Gini coefficient fit the data much closer
and are off by 1-3%.

Taking the composition effects into account would affect the fit of the
model to the data the most for the wealth share of top 20%. The difference
between the data and the model would increase from 1.25% to 1.45%, a 17%
increase. The other differences in the shares between the simulation and the
data are affected to the tune of a couple of percent. The small over all effect
on the models fit is due to the composition effect on the Gini coefficient in
SCF being practically zero in 1989. Had Nardi compared the models fit to
SCF from 2001 the composition effects would have affected the differences
between the model and data by 35%, 20% and 7% for the top 20, 40 and
60% share. This speculation is of course quite ungenerous as the income
process is calibrated to data from 1968 to 1997.

The take away from these back of the envelope calculations is that the
conclusions of Nardi (2004) and Lise (2013) are not affected by the discon-
nect of the age composition in the model and the data. In Nardi (2004) the
age compositions effect on the statistics used for evaluations are small and
in the case of Lise (2013) the models fit to the data is approximate enough
that even the larger composition effects stay relatively unimportant when
evaluating the fit of the model.

The composition effects are most relevant for models with an uniform age
composition that use the mean of wealth or related moments (e.g. networth
to income ratio) to calibrate the model or evaluate the fit of the model.
When using wealth inequality in calibrating a model the composition effects
are quantitatively important only when the model fit is close to begin with.
In such cases the model parameters should be calibrated using data that has
been reweighted to match the age composition in the model.
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A Detailed results by country
A.1 Germany
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Figure 16: Composition effect on wage averages for Germany

A.1.1 Wages

As expected the composition effect on the mean wages in Germany (plotted
in Fig. 16) starts out modest and increases toward the end of the sample
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as the age composition skews older. The average wage has changed little
over time in Germany and thus the change in the composition effect is a
relatively important contributor making the decrease in the mean wage 50%
smaller than it would have otherwise been.
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Figure 17: Composition effect on inequality of wages for Germany

The composition effect of age is bigger for the male premium than for
the average wage of men as can be anticipated from the difference in the
effect on average wages of men and women (and the fact that male wages
are higher to begin with). At the end of the sample the composition effect
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is 12% of the male premium, which amounts to an increase of 3 cents for
every euro. Over time the increase in the composition effect counteracted
the decrease in the male premium by 25%.

Surprisingly the composition effect on inequality of wages is negative
through out the sample (Fig. 17), even though wages grow more unequal
with age. There are two explanations for this: young workers are especially
likely to have low wages and their share is way below their share in the
uniform age composition for all but the first years in the sample. The low
share of the young reduces the between age group inequality. The second
explanation is that the share of workers over 50 is also below the uniform
in the beginning of the sample reducing the within group variance as can
be seen from the plot of residual variance. As the share of the old increases
significantly at the end of the sample the composition effect on residual
variance turns positive. The percentile ratios are volatile, but it seems that
the reduction in the top end inequality is more important in the beginning
of the sample and less important after the middle of 2000’s. The biggest
change in the composition effect over the sample is 0.005 log points from
1985 to 2005. As the variance of log wages increased from 0.21 to 0.30
over the same time the change in composition effect is not a quantitatively
important contributor. The over all small composition effect on inequality is
explained by the counteracting effects of overall aging (increases inequality)
and the high share of the middle aged (decreasing inequality).

A.1.2 Labor Supply

From Fig. 14 we see that the composition effect measured by the KS-statistic
on the hours distribution is the greatest for Germany. The composition effect
on the moments of the hours distribution plotted in Fig. 18 confirm this. In
2012, the relatively old age composition increased the average annual hours
by 2 working days in a year. The drop in average hours over the sample years
is twice as big when controlling for composition effects (39 hours per year)
than in the raw data (23 hours per year). The decrease of the composition
effect on the variance of log hours from 0 in 1985 to -12% in 2012 decreased
the growth of variance by 25%. In the plot for correlation between wages
and hours the blue line is the correlation in the data with the weights that
make the age composition uniform and the black line the correlation with
the original weights. The difference is the composition effect. The decrease
in the composition effect on the correlation of wages and hours from 0 to
-0.5% points moderated the increase in the correlation by 5%. Over the
whole sample the employment rate decreased from 89% to 84%, with the
composition effect counteracting the change by 10%. From 1995 to 2005,
when the composition effect increased the most, controlling for it almost
doubles the reduction in the employment rate from 1.5% in the raw data to
2.5% in the reweighted data.
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Figure 18: Composition effect on labor supply for Germany

A.1.3 Wealth

The large composition effect (in Fig. 19) on the mean wealth in Germany
is due to the age composition in the wealths sample (i.e. household heads)
differing radically from uniform. In 2002 the share of households with heads
over 45 was 5% points greater than if the age composition was uniform
and this increased to 15% points by 2012. The increase in the composition
effect affects the evolution of the mean wealth over the sample economically
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Figure 19: Composition effect on the wealth distribution in Germany

significantly. Controlling for the effect makes the decline in the mean greater
by 20% from decline of 20% in the raw data to 26% in the reweighted data.
The effect on wealth to income ratio is similar in magnitude. This is to be
expected since the age profile of net worth (the numerator) is significantly
steeper than that for wages (which is almost flat in Germany from age 45
to 60) and hours worked (combined as income in the denominator).

The composition effect on the inequality of wealth holdings are an order
of magnitude smaller than for the mean. The effect on the Gini coefficient is
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negative as there are fewer households with very low levels of wealth when
there are fewer young households. The same mechanism is at work for the
negative composition effect on the share of wealth held by top 5%. The
young are especially likely to have negative wealth and as there are few
young the aggregate wealth is higher by a bigger portion than the wealth
held by the wealthiest.

A.1.4 Italy

A.1.5 Wages

The composition effect for the mean wage in Italy is surprisingly small peak-
ing in 2010 at 1% compared to Germany’s 2.5%. The KS-stats that measure
the vertical distance of the CDF of a distribution are 1.7% and 2.2% respect-
ively. This seeming contradiction is reconciled by the different shape of the
CDF of wages, the distribution for Italy being much more concentrated
around the median. This in turn translates into a greater slope of the CDF
making it possible to have a smaller horizontal distance (associated with
differences in the mean) between the distributions for a similar vertical dis-
tance (i.e. the KS-stat). The changes in the composition effect of age for
the mean wage counteracted changes in the raw data. The increase of 2%
in the mean wage from 1989 to 1995 would be 1% points larger and the
subsequent decrease from 1995 to 2010 of 2% would be twice as large when
accounting for the composition effect.

The composition effect on the college premium starts out negative re-
flecting the fact that the premium in 1989 is greatest for the oldest work-
ers, who’s share is furthest below uniform. The composition effect on the
premium declines as the share of the oldest workers increases and as the age
profile for the premium flattens. The change in the composition effect on
the college premium counteracted it’s decrease from 60% in 1989 to 48% in
2010 by half.

Since the male premium controlling for composition effects is close to 0
in 1995, if I would plot the relative contribution of the composition effect
it would be dominated by the observation for 1995. Instead, I’m plotting
how many percent men’s hourly wages are above women’s. The black line
is the raw data and the red line is data reweighted to have a uniform age
composition. The composition effect on the premium starts at 1.5% points
in 1989 due to the greater share of 40 to 55 year olds for whom the male
premium is the greatest. The composition effect decreases to zero by 1995 at
which point the 35-40 and 40-45 age groups are disproportionately large and
puzzlingly the male premium for 35-40 is below the average male premium
(and negative!) as much as 40-45 is over the average canceling the effect. In
the raw data the male premium didn’t change over the sample. Controlling
for composition effect the male premium has increased 2% points.
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Figure 20: Composition effect on wage averages for Italy

The composition effect on the inequality of wages is negative through
the sample Fig. 21 and bottoms out in 2000, 5 years after the KS-stat for
age has reached it’s maximum. As before, this can be explained by two
countervailing forces, the reduction in between age group inequality and
increase in the within group inequality. From 1989 to 2000 the composition
effect counteracts the increase in the variance by a quarter and the decrease
from 2000 to 2010 by a half.
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Figure 21: Composition effect on inequality of wages for Italy

A.1.6 Labor Supply

The changes in the composition effect (Fig. 22) on Italian hours distribution
has counteracted changes due to other reasons, making the evolution of
the distribution in the raw data smoother than it would otherwise have
been. The decrease in the mean hours was 10% smaller due to the age
composition changing. The variance increased 0.05 log points from 0.08 to
0.13 when accounting for composition effects, which is 15% smaller than
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Figure 22: Composition effect on labor supply for Italy

the increase in the raw data. The increase in the effect on the correlation
(which is the difference between the correlation in the reweighted data in
red and the actual data in black) of wages and hours made the decrease in
the correlation 10% smaller. The composition effect on the employment rate
is economically the most significant. The effect on employment increased
from -0.5% to 0.8% accounting for half of the increase in the employment
rate over the sample.
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Figure 23: Composition effect on the wealth distribution in Italy

A.1.7 Wealth

Even though the composition effect on the mean wealth is smaller in Italy
than in Germany it is still economically significant, ranging from 5.5% in
1989 to 14% in 2010. The increase in the composition effect accounts for
20% of the increase in the mean in the raw data from 1989 to 2010. The
effect on the net worth to income ratio is similar, but smaller than the effect
on the mean wealth again due to the net worth having a steeper age profile
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than income. Over the whole sample the composition effect accounts for
20% of the increase in the income ratio.

The behavior of the composition effect on the Gini coefficient and top
5% share of wealth is surprising. The age composition in 1989 is older than
the uniform and it is becoming older through the years. I would expect
the initial composition effect to increasing in magnitude through the sample
(i.e. in this case to decrease since the initial effect is negative). Instead, it is
growing towards zero until 1998 and only then declining. The reason is that
the age profile of wealth inequality is becoming flatter from 1989 to 1998
resulting in the composition effect diminishing even as the difference in the
age composition from the uniform is increasing.

The decrease in the composition effect over the sample counteracted the
increase in the Gini coefficient by 15%. The changes in the composition effect
on the share of wealth held by the top 5% cancel out over the sample, but
contribute 15% to the increase in the share from 1989 to 1998 and cancels
out the increase by 15% from 1998 to 2010.

A.2 UK
A.2.1 Wages

The composition effects for wage averages in the UK are small and stable
over time as can be seen from Fig. 24. This is due to the youngest workers
and the oldest workers influencing the means in similar ways, earning at least
20% less than when in prime working age. As the share of the young declines
at the same time as the share of the old increases the over all composition
effect doesn’t change much. The effect on the college premium is more
complicated. The negative effect in the beginning of the sample derives from
the fact that there are more under 40 year olds and at that time the college
premium is increasing in age. In the beginning of 2000’s the age profile of the
college premium is essentially flat meaning that the age composition cannot
affect the college premium. The composition effect on the male premium is
simpler to explain. It’s age profile is concave through the sample peaking
for 45 to 55 year olds. As the share of the 45 to 55 year olds increase
toward their share in the uniform the negative composition effect on the
male premium increases towards zero. Over time the composition effect of
age is negligible to the evolution of the means except for the college premium,
where it contributed one third of the increase in the raw data from 46% 1984
to 53% in 2012.

The composition effect on wage inequality plotted in Fig. 25 is modest
when compared to the other countries. The negative effect on the variance
in the beginning of the sample is due to the reduction in within group
inequality as there are fewer old workers with high wage variance in the
sample. This is also born out by the percentile ratios: the composition effect
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Figure 24: Composition effect on wage averages for the UK

on top end inequality being negative and bottom end inequality essentially
zero. The composition effect is quantitatively unimportant for the changes
in inequality over time.

A.2.2 Labor Supply

The distribution of hours in the UK (plotted in Fig. 26) is not affected by
the age composition to a significant degree. The largest composition effect
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Figure 25: Composition effect on inequality of wages for the UK

on the summary statistics is for the variance, which is driven by the share
of the 55-60 year olds who increase the within and between group variance.
The largest change in the composition effect from 1985 to 1995 counteracted
the over all increase in the variance of hours worked by a quarter. Similarly
for the employment rate the increase in the composition effect from 1979 to
1995 made the decrease in the raw data 6% smaller.
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Figure 26: Composition effect on labor supply for the UK

A.3 US
A.3.1 Wages

As expected the composition effect on the averages (in Fig. 27) is relatively
big and decreasing over the sample in the US. The effect on the means is
a straightforward result of the increasing age profile of the mean wage and
age composition growing older towards the uniform. The change in the
composition effect accounts for 20% of the increase in the mean wage and
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Figure 27: Composition effect on wage averages for the US

10% in the college premium from 1980 to 2014. The reduction in the male
premium is 10% larger when controlling for the composition effect.

The story is similar for the inequality of wages (plotted in Fig. 28), the
effect is negative when the sample is relatively young and grows towards zero
when the sample ages. The negative composition effect is due mostly to the
decrease in bottom end inequality. The variance of log wages increased from
0.32 in 1980 to 0.47 in 2014 in the raw data. The change in the composition
effect on the inequality of wages contributes little to this change.
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Figure 28: Composition effect on inequality of wages for the US

A.3.2 Labor Supply

The magnitude of the composition effect on the US hours distribution (plot-
ted in Fig. 29) is the second greatest of the countries in my sample. The
effect follows the population share of the prime working age. The 13 hour
increase in the composition effect from 1980 to 2000 accounts for 15% of the
increase in mean hours over the 20 years. Over the same period the variance
of log hours decreased from 0.123 to 0.112 half of which is accounted for by
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Figure 29: Composition effect on labor supply for the US

the decrease in the composition effect.
The correlation of hours and wages increased from 1.0% to 3.7% over the

sample. The correlation is greatest between ages 30 to 50, but decreases fast
for older workers, which explains why the peak of the effect is between 1990
and 1995 instead of 2000, when the sample is the oldest. Over the sample
the decrease in the composition effect countered the increase by 7%. For
employment rate the increase in the composition effect from 1980 to 1995
masked half of the 2% decline in the rate. The subsequent decrease of 1.3%
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in the composition effect from 1995 to 2014 accounts for 20% of the decrease
in the employment rate in the raw data.

1990 1995 2000 2005 2010
−10

−5

0

5

10

15

M
ea

n
W

ea
lt

h

1990 1995 2000 2005 2010
−10

−5

0

5

10

15

20

W
ea

lt
h

to
In

co
m

e
R

a
ti

o

1990 1995 2000 2005 2010
−2.5

−2.0

−1.5

−1.0

−0.5

0.0

0.5

1.0

G
in

i
C

o
effi

ci
en

t
o
f

W
ea

lt
h

1990 1995 2000 2005 2010
−4

−3

−2

−1

0

1

2

T
o
p

5
%

W
ea

lt
h

S
h
a
re

Men Women

Figure 30: Composition effect on the wealth distribution in the US

A.3.3 Wealth

Fig. 30 illustrates the fact that the age profile is increasing in wealth and
in the beginning of the sample the age composition is younger than uniform
making the composition effect negative 8%. The age composition is close
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to symmetric around the uniform in late 1990’s when the effect is zero and
older afterwards. The increase in the composition effect of 15% accounts for
40% of the increase in the mean wealth over the sample. The effect on the
ratio of net worth to income is the same as for the mean except smaller in
magnitude.

The composition effect on the Gini coefficient and the top 5% share are
an order of magnitude smaller than for the means. The age composition
affects the Gini in a nontrivial way: the population share of the age group
25-30 increases the composition effect 2-3 times as much as the share of
30-35 age group increases and the share of 40-50 decreases it (the rest of
the age groups don’t have an effect). For the top 5% share the positive
composition effects come from the share of 25-35 and 55-60 equally and the
negative effects from age groups 40-50.

In the beginning of the sample the nonexistent composition effect is due
to the share of 25-30 being very close to it’s share in the uniform composition
and the increased shares of 30-35 and 40-45 and the decreased share of 45-50
cancelling each other out. Towards the end of the 90’s the share of 25-35
drops and the share of 45-50 increases reducing the composition effect. From
2000 onwards the decrease in the share of 40-45 and 25-30 cancel each out
leaving the effect unchanged at -0.7%. Unsurprisingly these small changes
in the composition effect are unimportant in explaining the the evolution of
the Gini coefficient and the top 5% share over time.
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Abstract

A labor union promises a low wage. Firms respond by investing
in capital. If the firms invest too much, the union cannot resist the
temptation to renege on its promise and set a high wage. When the
promise of a low wage is not credible, the level of investment is in-
efficiently low. When the interaction is repeated, the union can be
punished in the future. Previous literature has assumed some specific
punishment strategy (typically one-shot Nash equilibrium). I build a
monopoly union model of an industry and use recursive methods to find
the worst subgame perfect equilibrium to act as punishment. When
the punishment is the worst subgame perfect equilibrium instead of
the one-shot Nash equilibrium, unionization reduces consumer surplus
from 0 to 50% less depending on the elasticity of demand for the output
good, capital intensity of production and the discount factor.
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1 Introduction
Firms tend to invest less than socially optimal when they anticipate that
workers will capture some of the profits by demanding a higher wage in
the future. We know that repeated interaction partly solves this under-
investment problem. However, by limiting their attention to a particular
punishment strategy, previous literature reported only a limited efficiency
improvement. I show that the underinvestment problem is mitigated in the
most efficient equilibrium, especially in industries with high capital share
and little market power in the output market.

There seems to be heterogeneity in the relationships between firms and
their workers across firms and across time. The degree of bargaining power
between a firm and a worker may vary because of firm-specific human capital,
capital intensity of production, competition in the product market, local
factors or employers or workers organizing. Do capital-intensive firms have
more reason to fear unionization? Does competition in the product market
affect union’s wage demands? Which characteristics are the most important
in determining the effect of unionization?

To answer these questions, I analyze a model of an industry that consists
of a labor union that sets wages and a continuum of firms that choose to
invest in capital and hire workers. The firms invest first, and then the union
sets the wage, which gives rise to hold-up. High investments are not possible
because, in response, the union is tempted to set a high wage, which would
make the initial investment unprofitable. When the interaction repeats, the
union can be punished in the future for yielding to the temptation of raising
wages. I study how the available punishment affects the achievable levels
of investment. I find that the assumptions about the available punishments
made in the previous literature overestimate the hold-up problem signific-
antly in industries with high capital share and little market power in the
output market.

Casual observations reveal that there are cases such as the big American
automakers or American Airlines that claim that their unionized workforce
can capture an unsustainable share of the productivity of the capital and
thus investment is depressed (Peterson and Crawley 2012). In contrast,
the German automakers or Southwest Airlines lack similar problems with
their unionized workforce. Moderate wage expectations can sustain high
levels of investment, and correspondingly high wage expectations result in
low levels of investment. A possible explanation to similar firms having
different outcomes is that there could be differences between the firms in the
expectations on how workers will react to investments and how management
and owners will react to wage demands.

Empirically identifying the causal effect of unionization has proven chal-
lenging. Dinardo and Lee (2004) use the natural experiment of close union
elections to identify the local average treatment effect of close to zero on
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wages. This result is in contrast to other studies reviewed in Hirsch (2004)
that find significant effects, but unobserved differences between unionized
and non-unionized firms could bias the estimates. The reviewed studies find
a negative effect of 10-20% on profits, partly driven by unions’ capture of
the returns on long-lived capital. Investment is reduced by 13-15%. Lee and
Mas (2012) reconcile the negligible effect of close union elections and the sig-
nificant effects of unionizations from event-study estimates. They find that
there is no discontinuity in outcomes across the 50% vote share threshold
and, at the same time, that the effect on profits increases in the margin of
victory for the union drive.

Theoretical models of wage-setting with unions and firms are aplenty.
Dunlop (1944) considers the simplest monopoly union model where the
union sets the wage and the firm chooses how much labor to hire. Bald-
win (1983) adds capital to the model and lets the firm choose its level. She
finds that investment will be inefficiently low if the capital is more durable
than the union is patient. The dynamic models focusing on the incent-
ives created by repeated interaction begin from Espinosa and Rhee (1989),
who consider stationary equilibria of the monopoly union model that can
be sustained by reverting to the one-shot Nash equilibrium in the case of
a deviation. Addison and Chilton (1998) combine the three and study a
monopoly union model with a capital choice in repeated interaction. They
find that for a sufficiently high discount rate, the threat of reverting to the
one-shot Nash equilibrium sustains the efficient equilibria. They consider
only the case where capital depreciates completely between rounds of wage-
setting, which means that the value of the punishment continuation does
not depend on previous investment decisions. Krusell and Rudanko (2016)
analyze the effect of unions’ lack of commitment on wages and employment
in a search and matching framework. They consider Markov perfect equi-
libria, i.e., where the expectations of future equilibrium play do not affect
current choices. They show that when the union cannot commit to future
wages, employment is reduced by 11% points and output by 12%.

From the folk theorem of repeated games, we know that the commit-
ment equilibrium can be supported if the discount factor is high enough or
the punishment for deviating from expectations is harsh enough. So assum-
ing the punishment is the same as assuming the magnitude of the hold-up
caused by the lack of commitment. To be consistent, the punishment that
sustains the best equilibria should be sustainable rather than set outside the
model. Specifically, reverting to the one-shot Nash equilibrium is sustain-
able. However, it is not generally the worst sustainable equilibrium; hence,
using it as punishment will overstate the hold-up problem due to lack of
commitment. Empirical evidence for the importance of the discount rate in
sustaining a cooperative equilibrium can be found in Kahn (1993).

The challenge with finding the best and the worst sustainable equilibria
is that the agents’ policies (i.e., actions for each period and state of the
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economy) are potentially affected by the previous actions. The dimensional-
ity grows exponentially with time rendering the problem intractable in the
action space.

A way around the infinite dimensionality is to cast the problem recurs-
ively. Abreu, Pearce and Stacchetti (1990) show how to do this when there
are two strategic players by using the continuation values as auxiliary state
variables. A similar approach can be used with one strategic player and a
continuum of non-strategic players. Phelan and Stacchetti (2001) study the
interaction between competitive households and a government that cannot
commit to taxes on labor and capital. Their insight is that the auxiliary state
variable that makes it possible to write the competitive household’s prob-
lem recursively is a variable in the household’s Euler equations summarizing
the future. The problem can be solved recursively using the government’s
continuation value in addition to the auxiliary state variables.

I use a similar setting to Addison and Chilton (1998) but extend the
model to have a continuum of competitive firms. The union is the only
strategic player. Its utility is logarithmic in consumption and linear in em-
ployment. The union consumes its income in each period. The firms are
identical, each endowed with Cobb-Douglas production technology. The
demand for the firm’s output is isoelastic. Each period the firms invest in
capital, the union sets the wage, and finally, the firms hire labor. The capital
depreciates at the end of the period entirely. There is an infinite sequence
of periods.

Replacing the single firm with a continuum of firms is loosely based on
the Nordic labor market set-up. In the Nordic countries, labor unions are
typically national and represent either the workers of an industry or a group
of professions that can work in multiple industries. The labor unions bargain
with employer organizations at the industry level or with individual firms.
Whether the employer side is organized or not, the individual firms make
decisions about investments and hiring independently.

My contribution is to show how the effect of unionization is affected by
the available punishment for deviations. I find the values of all subgame per-
fect equilibria. Having all the values makes it possible to compare restric-
tions on available punishments to the unrestricted case, where deviations
can be punished by the worst subgame perfect equilibrium. I show that re-
stricting punishments to infinite repetition of the one-shot Nash equilibrium
increases hold-up and that the magnitude of hold-up depends on industry
characteristics. My second contribution is quantifying how the effect of uni-
onization is affected by the available punishments. I measure the effect of
unionization by comparing the consumer surplus in an equilibrium without a
union to the best equilibrium supported by the infinite repetition of the one-
period Nash equilibrium or the worst subgame perfect equilibrium. I solve
the model for industries characterized by the elasticity of demand for the
output good, capital intensity of production and discount factor. I consider
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a wide range of values for these parameters. The difference in the effect of
unionization is the greatest in capital-intensive industries and in industries
whose output market is perfectly competitive. Hence restricting the punish-
ment for deviating to one-shot Nash equilibrium tends to overestimate the
effect of unionization in the settings where unionization is typically feared
the most: capital-intensive industries whose output is a commodity. I find
that restricting punishments to the one-shot Nash equilibrium overestimates
the effect of unionization between 0 to 50 percent.

2 Model economy with a trade union and compet-
itive firms

An industry is a small share of the total economy, and consists of firms and
a skilled workers. The industry faces a downward sloping demand curve for
its output. The workers are organized in a union and there is a continuum
of competitive firms. Because every firm is small compared to the size of
the industry, single firm’s decisions do not affect prices. The representative
firm invests in capital given expectations for the wage and the price for its
output. The union then sets the wage. Finally the firm hires workers taking
output prices as given. Since the industry is small compared to the economy,
consumption goods for the workers and investment goods for the firms are
available at a fixed price (normalized to 1). The competitive firms’ decisions
on investment and hiring are static in the sense that the future path of wages
and prices do not affect their decisions and their decisions do not affect the
future path of wages and prices. The union’s decision on wage is dynamic
in the sense that its decision can affect future wages and prices through the
manipulation of firms expectations for future wages. The union suffers from
lack of commitment: it would like to commit to a wage before firms invest,
but instead it has to set the wage after the firms have invested.

Next I will describe the one-period economy in detail and then analyze
the equilibrium when the one-period economy is repeated indefinitely.

2.1 One-period Economy
The union is a mass 1 of workers. It values period consumption c and dislikes
working l according to:

u(c, l) = ln(c)− l (1)

Workers consume all their period income:

c = wl (2)

A representative firm takes prices as given and is endowed with a con-
stant returns to scale production technology to produce output y with capital
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k and labor l according to
y = kαl1−α (3)

where α is the capital intensity of production. The demand for the firm’s
output is defined by:

y = pε (4)

where p is the price of the output good and ε is the price elasticity of demand
for the output good. The firms capital stock equals investment:

k = i, (5)

Firm’s profits are the difference between its revenue from selling the output
good and costs of investing in capital and hiring workers:

Π(l, k;w, p) = py − wl − k (6)

where w is the wage. The timing of the actions in each period is (i) firm
invest in capital i, (ii) union sets the wage w and (iii) firm hires workers l.

Because the labor union is the only strategic player in the industry, it
functions as a monopolist and maximizes its utility by setting the wage
above the competitive wage, which results in the output to be below the
competitive level and the price to be above the competitive price. After the
firm has invested the temptation for the union to deviate from the firms’
wage expectations is greater when the demand is inelastic as a higher wage
doesn’t decrease the demand for labor as much as the price of the output
good reacts more to a decrease in output.

Now we are done in setting up the one-period economy, but before jump-
ing to the analysis of the infinitely repeated economy I’ll define a few things
about the one-period economy that will be useful in the analysis of the
infinitely repeated economy.

The level of investment is determined by the expectation for wages ŵ

k(ŵ) = argmax
k

Π(l(ŵ, k), k; ŵ, p(ŵ)) (7)

The level of investment is decreasing in the expected wage: the lower
the expected wage, the higher the investment.

When choosing how much labor to hire the representative firm knows
the wage and level of capital and takes output prices as given.

l(w, k) = argmax
l

Π(l, k;w, p) (8)

For convenience I use variables with the superscript x̂(w) to represent the
value of the variable when the wage expectation and realized wage are both
equal to w. For example l̂(w) is the quantity of labor the firms hire after
investing k(w) and observing that the union set the wage at w. Similarly I
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use variables with the superscript x̃(ŵ) to denote the value of the variable
when the firms invest expecting the wage to be set at ŵ, but the union then
setting the wage to maximize its period utility. The utility maximizing wage
for the union to set after the firms have invested k(ŵ) is

w̃(ŵ) = argmax
w

u(c(w, l(w, k(ŵ))), l(w, k(ŵ))) (9)

For example ũ(ŵ) is the union’s utility from its best deviation from the
expected wage: the level of capital is k(ŵ) and union responds with the wage
w̃(ŵ). Union’s utility from deviating optimally from the expected wage is
decreasing in the expected wage, because the higher the expected wage, the
lower is the level of investment and hence the amount of labor the firms are
willing to hire decreases faster when the wage grows. I’ll use this utility as
the temptation for the union to deviate from the wage expectation in the
following section when analyzing the infinitely repeated economy.

Since the representative firm takes prices as given, any equilibrium of the
infinitely repeated economy must be such that the allocation is optimal for
the representative firm and the output market clears. If it were not optimal
for the representative firm, the firm would choose another allocation, and
hence the allocation would not be an equilibrium. I call this allocation and
prices a competitive equilibrium.

Definition 1. A competitive equilibrium is a three-tuple (kCE , lCE , wCE)
that satisfies

1. Π(lCE , kCE ;wCE , p) = maxk,l Π(l, k;wCE , p)

2. y = y(kCE , lCE)

3. p = p(y)

Item 1 of Definition 1 requires that given wage and output price choosing
(kCE , lCE) is optimal for the firm. This pins down the ratio of capital to
labor. Items 2 and 3 in turn require that the output price is determined by
realized output. This pins down total production and together with Item 1
capital and labor. There is a competitive equilibrium associated to any
positive wage where the demand for labor is at most one. I’ll call the set of
competitive equilibrium three-tuples C.

To be able to bound the value of an equilibrium in the infinitely repeated
economy from above I’ll next define the commitment equilibrium of the one-
period economy, which gives the highest utility to the union out of all the
competitive equilibria. This is the equilibrium that would result if the union
could commit to a wage before the representative firm makes its investment
decision.

Definition 2. A commitment equilibrium (kC , lC , wC) satisfies
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1. (kC , lC , wC) is a competitive equilibrium

2. u(c(wC , lC), lC) = maxw û(w)

Item 1 of Definition 2 again requires that the choice of labor and capital
must be optimal for the firm given the wage. Item 2 states that the commit-
ment equilibrium has the highest utility for the union out of all competitive
equilibria. Let’s call this utility uC

The results of this paper concern the effect of limiting the punishment of
the union from deviating from the equilibrium wage on the range of possible
equilibria. This limiting of the punishments has usually been to assume
that deviations are punished by the infinite repetition of the one-period
(or stage game) Nash equilibrium. The Nash equilibrium is a competitive
equilibrium where the wage set by the union also maximizes union’s period
utility given the investment decision of the representative firm. When the
union is unable to commit to a wage, the firm expects the union to set the
wage opportunistically given the level of capital k and the reaction function
of labor demand l(w, k) and invest accordingly, so in the Nash equilibrium
the wage expectation of the firm equals the utility maximizing wage.

Definition 3. The Nash equilibrium (kN , lN , wN ) satisfies

1. (kN , lN , wN ) is a competitive equilibrium

2. u(c(wN , lN ), lN ) = ũ(wN )

Item 1 of Definition 3 asserts that the firms choice of capital and labor
must be optimal given the union’s wage. Item 2 asserts that the unions
choice of wage must be optimal given the firms choice of capital and the
reaction of firms’ labor demand to the wage. The utility to the union from
the Nash equilibrium is uN . The utility from the commitment equilibrium is
higher than the utility from the Nash equilibrium. This means that if given
the opportunity, the union would commit to the wage before the represent-
ative firm invests.

2.2 Infinitely repeated economy
The one-period economy that I set up above repeats indefinitely. The union
chooses the wage for the current period one period at a time. I will ana-
lyze the possible equilibria when the union cannot commit to a wage but
where the representative firm’s system of wage expectations can substitute
for commitment. These equilibria are subgame perfect, which means that
there is an equilibrium continuation also when the wage set by the union
deviates from the equilibrium wage. The union strives to set the wage to the
commitment wage, but after the firms have invested, the union is tempted to
set a higher wage. This temptation can be reined in by punishing the union
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in the future with a high wage expectation, which causes the representative
firm to invest less and demand less labor.

When the union cannot commit to a wage beforehand, there is a con-
tinuum of possible equilibria that depend on the evolution of the wage ex-
pectations. Hence the equilibria cannot be characterized by wage-setting
strategies for the union and the evolution of the wage expectations. In-
stead, I will solve for the set of equilibrium values to the union. I use the
same line of reasoning as in chapter 23 of Ljungqvist and Sargent (2004).
The main idea of solving for the equilibrium values is to split the equilibrium
value into the utility of the first period outcome and the continuation value.
For a value to be an equilibrium value, two things must hold. First, the
value must be equal to the value from a pair of the first-period equilibrium
allocation and a continuation value such that the continuation value is also
an equilibrium value. Second, the value must be at least as great as the sum
of the utility from the best deviation and the continuation value, which is
the lowest equilibrium value.

V = {(1− δ)u(c(w, l), l) + δv1

such that
(k, l, w) ∈ C

(1− δ)u(c(w, l), l) + δv1 ≥ (1− δ)û(w) + δv2

v1, v2 ∈ V }

(10)

Here V is the set of equilibrium values. It contains all values which
are the sum of the payoff of a competitive equilibrium outcome and a con-
tinuation value from the set of equilibrium values, which gives the union a
higher value than the sum of any deviation from the competitive equilib-
rium outcome and a punishment continuation value that is an equilibrium
value. Finding the value set is a fixed point problem in the set of equilibrium
values.

3 Solving for the value set of subgame perfect
equilibria

We know that the value of infinitely repeating the commitment equilibrium
is the best the union can hope for. How close to this value can the union
get when it lacks commitment?

Abreu, Pearce and Stacchetti (1990) find the value set of SPEs by iterat-
ing on an operator that takes in a set of continuation values and returns the
first period values. When the iteration is started from a set that contains
the SPE values the iteration converges on the set of SPE values. Here I will
use the method in Ljungqvist and Sargent (2004) to calculate the minimum
and maximum values of the set directly. First, we find a candidate for the
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minimum value. Second, we find the best equilibrium value given that the
candidate for the minimum value can be used to punish deviations from
the wage expectations. Third, we check if the candidate minimum value
is an equilibrium value if the values found in first and second steps can be
used as continuation values. If the answer in the third step is yes, then
we have found the minimum and maximum values of the value set. If the
answer is no, then the minimum and maximum values have to be solved
simultaneously from a system of equations.

The SPE with a lowest value to the union is the solution to the minim-
ization problem:

v
¯

= min
w,l,k,v

(1− δ)u(c(w, l), l) + δv

subject to
k, l, w ∈ C

(1− δ)u(c(w, l), l) + δv ≥ (1− δ)û(w) + δv
¯

v, v
¯
∈ V

(11)

The minimum value is a first period competitive equilibrium and a con-
tinuation value from the set of SPE values that gives the union at least as
high a value as the unions best deviation and starting the equilibrium that
gives the minimum value again. The SPE with the lowest value functions
as its own punishment. To get a candidate for the minimum value we’ll
solve the minimization problem without the last constraint of the continu-
ation value having to be in the set of SPE values. Later we will check if the
continuation value that the minimizes the objective is in the set of SPEs.

We know that the incentive compatibility constraint on the union holds
with equality. If not, then we could decrease the continuation value v until
the constraint binds. Substituting the incentive compatibility constraint
into the minimization and rearranging gives,

ṽ
¯

= min
w
û(w) (12)

Solving Eq. (12) gives us a candidate for the lowest value of an SPE ṽ
¯and at the same time the required continuation value v that we need as a

reward for confirming the wage expectation of the candidate lowest value
equilibrium. Next we will have to check that the required continuation value
v is a value of an SPE. We will do this by finding the highest value of an
SPE that can be supported by the threat of punishment with the candidate
for the lowest value. It is the solution to the maximization problem:
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v̄ = max
w,l,k,v

(1− δ)u(c(w, l), l) + δv

subject to
k, l, w ∈ C

(1− δ)u(c(w, l), l) + δv ≥ (1− δ)û(w) + δṽ
¯

(13)

The highest value is its own reward, i.e. in the case that the union
sets the wage according to expectations, the continuation equilibrium is the
SPE with the highest value. If the solution v̄ is greater or equal to the
continuation value required to reward the lowest SPE we are done. Now we
have the lowest and highest values of SPEs, because we have proven that if
ṽ
¯
is available then v̄ can be supported and that if v̄ is available then ṽ

¯
can

be supported. However, if v̄ is smaller than the continuation value needed
to support v

¯
we have to seek a smaller set of equilibrium values.

Given a minimum value v
¯
the maximum value can be solved from:

v̄ = max
w,v

(1− δ)u(c(w, l(w, k(w))), l(w, k(w))) + δv

subject to
(1− δ)u(c(w, l(w, k(w))), l(w, k(w))) + δv ≥ (1− δ)û(w) + δv

¯

(14)

Since we failed to find the value set in the first step, we know that
decreasing w will result in the constraint binding before we find the uncon-
ditional maximum (since this is what happened in the first step with a lower
candidate ṽ

¯
. Hence we have:

v̄ = u(c(w
¯
, l(w

¯
, k(w

¯
))), l(w

¯
, k(w

¯
))) (15)

v̄ = (1− δ)û(w
¯

) + δv
¯

(16)

where w
¯

is the wage where the constraint binds with equality given v
¯
.

Similarly given a maximum value v̄ the minimum value can be solved from:

v
¯

= min
w

(1− δ)u(c(w, l(w, k(w))), l(w, k(w))) + δv̄

subject to
(1− δ)u(c(w, l(w, k(w))), l(w, k(w))) + δv̄ ≥ (1− δ)û(w) + δv

¯

(17)

By a similar argument as for the maximum value, decreasing v
¯
by increas-

ing w, the constraint will bind with equality before we find the unconditional
minimum. This results in two additional equations:

v
¯

= û(w̄) (18)
(1− δ)u(c(w̄, l(w̄, k(w̄))), l(w̄, k(w̄))) + δv̄ = (1− δ)û(w̄) + δv

¯
(19)
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The minimum and maximum values of SPEs can now be solved from the
Eqs. (15), (16), (18) and (19) with four unknowns {w̄, w, v̄, v

¯
}. So at the

same time as we solve for the highest and lowest SPE values we also solve for
lowest stationary wage, which maximizes the value to the union and also the
consumer surplus. However if we find that the lowest value can support the
commitment equilibrium, there could be a stationary equilibrium with an
ever lower wage than the commitment wage. In Chang (1998) and Phelan
and Stacchetti (2001) the strategic actor (the government) only cares about
the utility of the competitive side of the economy (the households), so solving
for the possible equilibrium values of the strategic actor is enough. Here the
strategic actor (the union) cares about its members utility, but its range of
values are not the only ones that are interesting.

The equilibrium union values are not necessarily enough to characterize
the consumer surplus’, because the consumer surplus depends on the price
of the output good, which in turn depends on the wage. The wage is a
function of the union value only when there are no equilibria with a lower
wage than the commitment wage. Since the value to the union is maximized
at the commitment wage, there are wage rates that give the union the same
value on both sides of the commitment wage.

There are at least three reasonable alternatives how to proceed. First,
assume that the expectations for the wage are such that the union would
never set a wage lower than the commitment wage, or second, to bound
the union’s values from below by the value of the no union equilibrium (i.e.
the union can dismantle itself at will) and solve for the lowest stationary
equilibrium wage or third, solve for the lowest stationary equilibrium wage
without any constraints from outside the model. I choose to assume that the
union is never expected to set the wage lower than the commitment wage.

4 Example
Before delving into the analysis of equilibrium values, I will try to provide
some intuition on how the model works with an example. In this example,
the model starts in the best subgame perfect equilibrium. Depending on
parameters, this equilibrium can also be the commitment equilibrium. Sup-
pose first that the commitment equilibrium is not a subgame perfect equi-
librium because the worst subgame perfect equilibrium is not bad enough
to deter the union from deviating from the commitment wage. In that case,
the temptation to deviate constrains the best subgame perfect equilibrium.
The wage is too high in these equilibria, resulting in lower investment and
labor demand.

When the commitment equilibrium can’t be supported we know from
before that the highest and lowest equilibrium values can be solved from
Eqs. (15), (16), (18) and (19) of which Eq. (19) tells us that setting the wage
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according to the worst equilibrium is rewarded by the continuation value of
the best equilibrium. Since the best equilibrium is stationary, in this case the
dynamics of the wage in the worst equilibrium are simple. Should the union
deviate, it is punished by a bad equilibrium with a high wage expectation
and low investment in the first period and after that the wage expectation
stays constant at the lowest equilibrium wage and investment is high.

When there is a bad enough punishment available that the commit-
ment solution can be supported as an equilibrium, the wage dynamics in
the punishment equilibria can be more interesting. When the commitment
solution can be supported by a punishment there are generally a continuum
of punishment equilibria with the required value to deter deviations from
the commitment equilibria.

In the example, after starting in the best subgame perfect equilibrium,
the union deviates from the equilibrium wage expectation and sets the wage
to maximize its period utility. This deviation is punished by a bad sub-
game perfect equilibrium with high wage expectations. It is perhaps a little
counter-intuitive that high wage expectations would be a punishment to the
union, which, all else equal, prefers high wages to low wages. The reason is
that other things are not equal. With high wage expectations, the firms do
not invest much and demand little labor, which, taken as a whole, is bad for
the union even with the high wage. In a sense, the high wage expectations
could be considered an expectation that the union would strike. The union
cannot be punished by low wage expectations because, in that case, firms
would choose to invest a lot and the union could not resist deviating from
the expected low wage to a higher one. In equilibrium, this punishment of
high wage expectations is sufficient to discourage the union from deviating,
so the deviation and the following punishment equilibrium would not be
observed in the model. The punishment is a subgame perfect equilibrium,
which means that even when the wage expectations are higher than the
union would like, it is in the union’s interest to set its wage according to the
expectations.

First, let us look at the wage path in Fig. 1. There are three lines. The
blue line shows the wage when no union exists, and workers and firms take
prices as given. The red line shows a path for the wage when the punish-
ment for deviating from the equilibrium wage is the infinite repetition of the
Nash equilibrium. The green line shows a path for the wage when the pun-
ishment for deviating from the equilibrium wage is a worse subgame perfect
equilibrium than the Nash equilibrium that is bad enough to support the
commitment wage as a subgame perfect equilibrium. There is a continuum
of such punishment equilibria. The punishment equilibrium in this example
is constructed by setting the wage in the first period of the punishment so
that the punishment supports itself, i.e., if the union deviates from the pun-
ishment equilibrium, the punishment is restarted. The wage stays constant,
but the continuation value increases each period until the continuation value
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Figure 1: An example of a wage path.

Notes: The wage starts in the best subgame perfect equilibrium. In period 0 the union
deviates from the expectations to a high wage, which starts a punishment equilibrium.
The orange line labeled "Nash" shows the equilibrium with the highest value to the union
that can be supported by infinite repetition of the one-period Nash equilibrium. The green
line "Subgame perfect" shows the best equilibrium that can be supported by the worst
subgame perfect punishment. The blue line "No union" shows the wage in an equilibrium
without a union.

reaches the value of the commitment equilibrium. At this point, the wage
expectation changes to the commitment wage.

In the illustrated wage paths, the union sets the wage initially at the low-
est wage that the punishment can support. When the punishment is limited
to the Nash equilibrium, the low commitment wage cannot be supported,
and that is why the red line is above the green line initially. Then in period
zero, the firms invest in capital, expecting the union to continue to set the
wage as before. However, the union sets the wage to maximize the period
utility of its workers. Here the green line is higher than the red line because
the commitment wage is lower than the wage in the equilibrium that the
Nash punishment can support, and hence the optimal deviation is also to
a higher wage. The punishment for deviating from the equilibrium wage
starts in period one. The red line illustrates the case where the punishment
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is the infinite repetition of the one-period Nash equilibrium. On the green
line, the punishment is a higher wage than the Nash equilibrium wage for
four periods, after which the wage returns to the commitment wage.
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Figure 2: An example of a path for the union’s utility in each period.

Notes: Union’s period utility increases in period 0 where the firms have invested expecting
a low wage and the union deviates to the high wage that maximizes its period utility. The
deviation starts a punishment equilibrium where the wage is lower than in the period 0
deviation, but higher than in the equilibrium before the period 0 deviation. Importantly
the high wage is expected by the firms and as a result they invest less and demand less
labor, which results in low period utility. The green line labeled "Subgame perfect" shows
the subgame perfect equilibrium with the highest value to the union and the punishment
for deviating from it. The high wage lasts for 4 periods, but because of discounting is
worse for the union than the orange line "Nash", which shows the equilibrium with the
highest value to the union that is supported by the infinite repetition of the one-period
Nash equilibrium. The blue line "No union" shows the average utility of the workers if
they don’t organize in a union.

Fig. 2 shows how the union’s period utility evolves. We see that the com-
mitment wage results in a higher utility to the union than the wage that the
Nash equilibrium punishment can support. There is a jump in the union’s
period utility at period zero when the union sets the wage to maximize its
period utility after the firms have invested in capital. This temptation to
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deviate from the equilibrium wage has to be counterbalanced by a suffi-
ciently bad punishment equilibrium so that deviating from the equilibrium
is not profitable for the union when the union considers both the immedi-
ate benefit and the future punishment for deviating. Fig. 3 illustrates the
discounted sum of the union’s period utilities in the equilibrium that starts
in the period in question. This sum is the value to the union of setting the
wage according to the wage path in Fig. 1, given the wage expectations. The
equilibria in question are the best subgame perfect equilibrium for periods
before the deviation and, after that, the punishment equilibria. Even though
the period utility jumps up when the union deviates from the equilibrium
wage, we see that the value of the punishment equilibrium is sufficiently low
that the value to the union does not increase. Hence, it is not in the union’s
interest to deviate from the equilibrium.

Now that we have seen an example of a wage path, let’s turn to analyzing
how the equilibrium values depend on the available punishment and how the
effect of unionization depends on the punishment.

5 Results
Here I will analyze how using the one-period Nash equilibrium as punishment
for the union affects the set of possible equilibrium outcomes. In particular, I
will show how the equilibrium without a union and the equilibrium with the
highest value to the union differ from each other depending on the available
punishment.

There are three parameters in the model that affect the set of equilibrium
values: discount factor β, capital share of production α and price elasticity
of demand ε. In setting up the model I used a discount parameter δ for
notational convenience and weighted the first period outcome by 1− δ and
the continuation value by δ. This implies a discount rate β = δ/1 − δ. Since
the model is not specific to any industry, I will consider the results for a
range of reasonable parameter values.

Finding a reasonable range for the values of the discount factor is chal-
lenging. In the model capital depreciates completely between periods, so one
period should be the service life of capital. On the other hand wage-setting
happens each period, so one period should be the length of a collective bar-
gaining agreement. The service life of capital is estimated in U.S. Bureau
of Economic Analysis (2013) to be around 10 years for most fixed capital
except for structures. The length of the mean collective bargaining con-
tract in Finland is a bit over two years (Kotilainen 2018), so the length
of the model period can’t be right for both capital depreciation and wage
contracts at the same time. In addition there is also the question of which
yearly discount rate to use for the trade union. Krusell and Rudanko (2016)
use a discount rate of 5% (common to all agents in the model), but this
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Figure 3: An example path of the present value of the equilibrium to the
union.

Notes: The first two periods show the value in the best equilibrium, which is the same as
the period utility in Fig. 2. The value doesn’t change in period 0, where the union deviates
from the equilibrium wage. The higher period utility is counteracted by the low continu-
ation value of the punishment, which starts in period 1. The green line labeled "Subgane
perfect" shows the subgame perfect equilibrium with the highest value to the union and
after the union deviates in period 0, the punishment equilibrium that is bad enough to
deter deviations from it. The orange line "Nash" shows the value of the best equilibrium
that can be enforced by the infinite repetition of the one-period Nash equilibrium. As the
orange line is above the green line in period 1, it shows that the infinite repetition of the
Nash equilibrium is not as bad for the union as the punishment for deviation from the
best subgame perfect equilibrium. The blue line "No union" is the value to the workers if
there were no union.

seems too high since in addition to time discounting, union members should
also take into account their probability of exiting the union. I guess that in
addition to 5% time discounting workers have a 5% annual probability to
exit the union (due to for example retirement, disability, switching work or
death) and use a 10% discount rate. I show the results for three discount
factors, 0.2, 0.5 and 0.8, which would equal 15, 6.5 and 2 years of discount-
ing at the rate of 10%. Statistics Finland provides the ratios of value added
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to workers compensation from which I calculate the capital shares.1 The
capital share depends on the sector, ranging from 0.1 in scientific research
and development to 0.8 in electricity production. I don’t have information
on price elasticities that firms within a collective bargaining agreement face
so I consider a range of elasticities between inelastic demand (-1) and very
elastic demand (-10). The elasticity is bounded from above by -1 because a
monopolist union would always find it in its interest to raise wages should
the elasticity be greater than or equal to -1, as this would increase the value
of the output and decrease the quantity of labor.

The aim of this study is to show how using infinite repetition of the
one-period Nash equilibrium as punishment instead of the worst subgame
perfect equilibrium will affect the best equilibrium that can be supported.
Let’s first see how these different punishments behave as a functions of the
parameters. In Fig. 4 I plot three values: the value of the worst subgame
perfect equilibrium (in blue), the value of repeating the one-period Nash
equilibrium (in orange) and the value of a punishment that is needed to sus-
tain the commitment equilibrium (in green). Since the union values don’t
have an interpretation I’ve transformed them into constant streams of con-
sumption (V ∗) when fixing the quantity of labor supplied at the same level
as in the no union equilibrium.

V = (1− δ)(ln(c)− lnu) + δV

=⇒ V = (ln(c)− lnu)
=⇒ V ∗ = c = exp (V + lnu)

(20)

where lnu is the quantity of labor supplied in the no union equilibrium.
I compare the consumption obtained in the above way to the consump-

tion in the equilibrium without a union. The vertical axis shows the ratio
of the value of the equilibrium with a union to the value of the equilibrium
without a union, where the values have been transformed to constant con-
sumption streams in the way that is detailed in Eq. (20). The horizontal
axis is the price elasticity of demand, the columns of panels are for different
discount factors and the rows of panels are for different capital intensities
of production. For example the middle panel in the first column shows how
the ratio of consumption depends on the demand elasticity when the capital
intensity is α = 0.5 and the discount factor is β = 0.2. For demand elasticity
ε = −5 we see that the ratio of consumption between the Nash equilibrium
and the no union equilibrium is 100%. So the union is indifferent between
the equilibria. In the worst equilibria the unions consumption is roughly
80% of the consumption in the no union equilibria, but even the worst equi-
librium is not enough to sustain the commitment equilibrium, which would

1http://pxnet2.stat.fi/PXWeb/pxweb/en/StatFin/StatFin__yri__yrti__oik/
statfin_yrti_pxt_11qb.px/
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require a punishment value equal to roughly 70% of the consumption in the
no union equilibrium.
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Figure 4: The effect of the price elasticity of demand (ε) on the value to
the union as a share of the value to the workers of the equilibrium without
a union.

Notes: The blue line labeled "Worst" is the value of the subgame perfect equilibrium with
the lowest value to the union, the orange line "Nash" is the value of the infinite repetition
of the one-period Nash equilibrium and the green line "Needed for commitment" is the
punishment needed to support the commitment equilibrium as a subgame perfect equi-
librium. The horizontal panels show values with different discount factors. The vertical
panels show values with different capital intensities of production. The horizontal axis of
the panels is the price elasticity of demand. The vertical axis of the panels is the share
of the value to the union compared to the value to the workers in the no union economy.
The values have been transformed to constant streams of consumption with Eq. (20)

In general, we see from Fig. 4 that the values are very close to each other
for low capital intensities and for inelastic demand. The values are greater
the more inelastic the demand for the output is. Whether the value is above
or below 100% is significant since it would be in the interest of the union
to dissolve and get the no union equilibrium value rather than suffer the
equilibrium with a lower value. If dissolving would be costless all equilibria
with a lower value than 100% could not be used as punishments. The dif-
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ference between the value of the Nash and the worst equilibrium is bigger
the more elastic the demand is and it’s also increasing in the capital intens-
ity. Except for high discount factors the orange line is above the green line
indicating that Nash punishment is not enough to support the commitment
equilibrium. When the green line is above the blue line the commitment
equilibrium can be supported by the worst subgame perfect equilibrium.
However for low enough discount factors even the worst SPE can’t support
the commitment solution. Interestingly when the capital intensity is high,
the worst SPE can support the commitment equilibrium only when the de-
mand is elastic and not when it’s relatively inelastic. Let’s explore next how
the best equilibria are affected by the available punishments and specifically
what consequences it has on the consumers of the output good.

I measure the effect of unionization by the difference in consumer sur-
plus between the economy without a trade union and the equilibrium with
a union. Specifically I consider three equilibria. First, the commitment
equilibrium, where the union first sets its wage and the firms respond by
investing and hiring. Second, the stationary subgame perfect equilibrium
(SPE) that has the highest value to the union, which from now on I will call
the best SPE. Third, the stationary SPE with the highest value to the union,
where the punishment to the union from not setting the wage equal to the
equilibrium wage is the infinite repetition of the one-period Nash equilib-
rium. I will call this equilibrium the best SPE with Nash punishment. We
will see that with some parameter values this last equilibrium with Nash
punishment will lead to an economically significant overestimation of the
costs of unionization compared to the best SPE.

I’ll explore the effect of three parameters on the consumer surplus in the
equilibria: discount factor β = δ/1 − δ, capital share α and price elasticity
of demand ε. The effect of the parameters is illustrated in Figs. 5 and 6.
The rows of panels show the equilibria for different discount factors. The
columns in Fig. 6 show the equilibria for different capital shares, and columns
in Fig. 5 for the price elasticities of demand for the output. The remaining
parameter is on the horizontal axis (price elasticity in Fig. 6 and capital
share in Fig. 5) The vertical axis is the consumer surplus of an equilibrium
as a share (in percent) of the consumer surplus in the equilibrium without
a union. A panel has three lines, one for the consumer surplus of each of
the equilibria. For example the top left panel of Fig. 5 shows that with a
discount factor 0.2 and price elasticity of demand -10, for capital intensity
close to zero, all three equilibria are close to each other in consumer surplus,
around 90% of the surplus of the no union equilibrium. For capital intensity
of 1/3 the consumer surplus in the best SPE is 80% of the no union, but the
surplus in the best SPE with Nash punishment is 70%, a 50% overestimate
on the effect of unionization.
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Figure 5: The effect of the capital share α on consumer surplus.

Notes: The blue line labeled "Best" is the consumer surplus in the subgame perfect equi-
librium with the highest value to the union, the orange line "Best with Nash" in the equi-
librium with the highest value to the union that can be supported by the infinite repetition
of the one-period Nash equilibrium and the green line "Commitment" in the commitment
equilibrium. The horizontal panels show values with different discount factors. The ver-
tical panels show values with different price elasticities of demand. The horizontal axis
of the panels is the capital intensity of production. The vertical axis of the panels is the
share of the consumer surplus from the demand function for the output good compared
to the economy without a union.

5.1 Effect of discount factor β

The effect of the discount factor is straight forward. For low discount rates
(discount factor close to 1) even the Nash equilibrium can support the com-
mitment equilibria and hence the effect of unionization doesn’t depend on
the available punishment. When the discount rate increases (discount factor
decreases towards zero), first the commitment equilibria cannot be suppor-
ted by Nash equilibrium punishment. The threat of the infinite repetition
of the one-period Nash equilibrium is not enough to discourage the union
from setting the wage higher if the firms invest expecting the commitment
wage. When the discount rate becomes higher still, even the worst SPE is
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Figure 6: The effect of the price elasticity of demand ε on consumer surplus.

Notes: The blue line labeled "Best" is the consumer surplus in the subgame perfect equi-
librium with the highest value to the union, the orange line "Best with Nash" in the equi-
librium with the highest value to the union that can be supported by the infinite repetition
of the one-period Nash equilibrium and the green line "Commitment" in the commitment
equilibrium. The horizontal panels show values with different discount factors. The ver-
tical panels show values with different capital intensities of production. The horizontal
axis of the panels is the price elasticity of demand. The vertical axis of the panels is the
share of the consumer surplus from the demand function for the output good compared
to the economy without a union.

not enough to discourage the union from deviating form the commitment
wage.

I show the results for three discount factors, 0.2, 0.5 and 0.8, which
would equal 15, 6.5 and 2 years of discounting at the rate of 10%. For the
highest discount factor 0.8 there is no difference between the three equilibria
at any value of capital intensity or demand elasticity. For discount factor
0.5 and for high elasticity of demand (close to perfect competition), the best
equilibrium with Nash punishment overestimates the effect of unionization
by a third, except for capital intensities close to zero or one. For discount
factor 0.2 the best equilibrium overestimates the effect of unionization by
half when demand is very elastic and by a fifth when the elasticity is 3.
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5.2 Effect of capital intensity α

The effect of capital intensity on the differences in the consumer surplus in
the equilibria with a trade union is complicated. How capital intensity af-
fects the surplus can be seen from the horizontal axis of the panels in Fig. 5.
When capital intensity approaches zero or one, the commitment equilib-
rium and Nash equilibrium converge. When capital intensity approaches
zero this is due to there being a smaller share of compensation not going to
wages and hence less to gain by capturing part of the return going to cap-
ital by increasing wages over the wage expectation. When capital intensity
approaches one the equilibria converge because the higher the capital in-
tensity, the less responsive investment is to the expected wage and hence
the less there is to gain for the union for committing to a low wage. The
differences in the consumer surplus between the best SPE and the best SPE
with Nash punishment are concave in capital intensity. The difference peaks
for relatively high intensities of 0.6 to 0.7. In the range of capital intensities
from 0.1 to 0.8 and with very elastic demand (ε = −10) and high discount
rate (β = 0.2) the best SPE is 25 to 50% closer to the no union equilibrium
compared to the best SPE with Nash punishment. With demand elasticity
of -3 the difference is between 15% and 8% and with close to unit elasticity
there is no difference as the Nash punishment can support the commitment
equilibrium. With discount factor equal to half (which would correspond to
model period of 6.5 years) and very elastic demand (ε = −10) the difference
between the best SPE and best SPE with Nash punishment changes relat-
ively little with capital intensity and is between 20 to 30%. Same is true
when the demand is less elastic, but the magnitude of the difference is smal-
ler, between 7 and 11%. When demand is close to unit elasticity there is no
difference between the best SPE and the best SPE with Nash punishment.

5.3 Effect of price elasticity of demand ε

The effect of the elasticity of demand is illustrated in Fig. 6. The difference
between the best SPE and the best SPE with Nash punishment is greatest
when there is perfect competition in the market for the output good. With
perfect competition the commitment wage is low because the price of the
output good doesn’t decrease as output increases. Similarly the value of the
one-period Nash equilibrium is low because deviation to a higher wage is not
as valuable when the decrease in output doesn’t increase the output price.
The effect on the value of the commitment equilibrium dominates and hence
the difference between the best SPE and the best SPE with Nash punish-
ment is decreasing in the demand elasticity. The difference disappears when
demand elasticity approaches -1 and the commitment wage approaches infin-
ity, output approaches zero and consumer surplus approaches infinity. The
differences in consumer surplus are quantitatively important: with perfect
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competition and discount factor 0.2 (15 years) the difference between the no
union equilibrium and best SPE with Nash punishment is between 26 and
55% larger than the differences between the best SPE and no union equi-
librium. As before the difference is maximized at a high capital intensity
of 0.7. With discount factor 0.5 (6.5 years) the differences are in a tighter
range, between 21 and 36% and with discount factor 0.8 (2 years) there
is no difference. The difference between the best SPE and the best SPE
supported by Nash punishment as a proportion of the no union equilibrium
decreases close to linearly as demand becomes less elastic to the price.

6 Conclusion
A trade union unable to commit to future wages causes a hold-up problem.
When the union and firms interact repeatedly, punishing the union in the
future if it does not set the wage according to expectations can mitigate
hold-up. The punishment is inefficiently high wage expectations, resulting
in inefficiently low investment.

In this paper, I study how the severity of the available punishment affects
the consequences of unionization through its effect on hold-up. I consider
two punishments for deviations from wage expectations: infinite repetition
of the one-shot Nash equilibrium and the worst subgame perfect equilibrium.

I show that the available punishment can be significant. The difference in
the effect of unionization is greatest in industries with capital shares around
70% and when there is perfect competition in the output market. The
difference is decreasing in the discount factor. Restricting the punishment
for deviations to the infinite repetition of the one-shot Nash equilibrium
tends to overestimate the effect of unionization in the cases where there
is the most worry about unionization: capital-intensive industries whose
output is a commodity.

The model I analyzed does not feature incomplete information as in
Green and Porter (1984). The union always confirms the wage expectation
in equilibrium. There is never a situation where the union would deviate
from the wage expectation and be punished by a high wage (or a strike). As
such, the model cannot fit real-world data on the frequency of strikes.

The analysis here is limited to the interaction of one union and a con-
tinuum of competitive firms (corresponding loosely to the Nordic labor mar-
ket). This limitation, however, allows for a simplification in finding the val-
ues of subgame perfect equilibria. A natural setting would be the strategic
interaction of a union with one firm, where the firm is a price taker in the
output market (corresponding loosely to the unionized part of the U.S. labor
market). Comparing the centralized (Nordic) and distributed (U.S.) wage-
setting could answer the question of which system is closer to the efficient
equilibrium without a union.
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Another limitation of the analysis in this paper is the assumption that
invested capital depreciates completely between wage-setting periods. This
assumption allows the game to repeat itself from one period to the next,
but it runs opposite to reality. Wage negotiations are held on average every
three and half years, and capital takes much longer to depreciate.

The ideal model to study how available punishments affect the effect
of unionization would be a model where the frequency of firms making in-
vestment decisions would be independent of the frequency at which the
union sets the wage. Capital would not depreciate completely between wage-
setting periods. In such a model, deviations from wage expectations could
not be punished as harshly as in the setting of this study because there
would still be remaining capital that would result in higher demand for
labor. Because the punishments would be less potent in general, the wage
that the union could credibly commit to would be higher. As a result, the
effect of unionization would be greater than in a model with total capital
depreciation. However, it is not apparent how the values of the worst sub-
game perfect equilibrium and the infinite repetition of the one-period Nash
equilibrium would change relative to each other and how the severity of
available punishments would affect the effect of unionization.
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